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Diabetic retinopathy (DR), a complication of long-term diabetes, is a common cause of
visual impairment. Accurate detection of the lesions in retinal images is crucial for its
opportune prevention in clinical practice. However, this task is time-consuming for oph-
thalmologists, so there is a need for automatic methods. Furthermore, such methods are
typically trained in weakly supervised way, to compensate for small amount of full an-
notated data. The purpose of this work is to develop an effective algorithm for detecting
retinal lesions, when only image-level labels and coarse masks are available, with mini-
mal manual feature extraction. The dataset under consideration is DiaRetDB1, however,
the IDRiD dataset is also utilised for comparison and algorithms’ evaluation. The metrics
for 3 types of lesions are reported, in particular the ROC AUC of 0.86 and PR AUC of
0.08 at pixel-level are reported for microaneurysms.
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1 INTRODUCTION

1.1 Background

Inability of human organism to digest the high levels of sugar in blood results in a num-
ber of metabolic disorders, referred to as diabetes. The prevalence of diabetic diseases
shows an increasing tendency over years in developed countries and a growing tendency
in developing countries, as according to [1, 2].

Prolonged diabetes may become a cause of non-lethal complications, one of which is dia-
betic retinopathy (DR) or diabetic eye disease. Due to DR, the blood vessels in the retina
are damaged, which results in leakage of body fluid and forming lesions in the surface
of the retina. DR may itself lead to a visual impairment of different severities, includ-
ing blindness. Though DR is not supposed to be a leading cause of blindness overall or
estimated disability-adjusted life years lost [2], especially due to lack of relevant epidemi-
ological data, it is generally recognised as the leading cause of blindness among people
of working age in developed countries [3].

First stages of DR provide no visible symptoms in the condition of the patient, and early
diagnosis and following treatment can be only performed by analysing images of retina,
where certain types of lesions appear (see Figure 1). Those lesions can be distinguished
by their contrast to background, form, colour, location and other characteristics. How-
ever, the task of detecting lesions is highly complicated, thereby it is usually performed
by a human, i.e. by a professional ophthalmologist. Manual precise marking of lesions
is expensive and time consuming, so there is a need for automatic ways of lesion detec-
tion. A considerable number of such methods has been developed in this area of digital
processing in the recent years, which forms a solid base for further investigation.

Figure 1. The process of evaluation of diabetic retinopathy, by analyzing the fundus image [4].

Automatic methods of DR detection usually utilise one of the two opposite approaches,
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each of which faces with specific problem. One approach is to make use of the pixel-
level mask, which is rarely possible due to high cost [5]. Conversely, another approach
utilizes big datasets with image-level labels, which only state if there are lesions present
on the image or not. Those methods suffer from loss of accuracy when moving from one
dataset to another. Concerning one specific dataset, which may be not publicly available,
one should take into account specific characteristics of the images and of the camera.
Thereby, there is a need for an algorithm which could be utilized for a small dataset with
semi-supervision. In particular, since it is easier for a human to mark a bounding region
with lesions rather than create a pixel-level marking, it is preferable and practical to use a
method that would utilize this kind of weak labels for training.

1.2 Objectives and delimitations

The purpose of this work is to survey the present methods, primarily with weak supervi-
sion, for retinal lesions detection as well as state-of-the-art methods of semi-supervised
localization and to propose a method for this specific task. In addition, for microa-
neurysms, which are very small in comparison to other types of lesion, the purpose is
to consider weakly supervised detection from full resolution and detection using patches.
The datasets to be utilized are DiaRetDB1 [6] (train and validation), with initial noisy
ground truth labels, and IDRiD [7] (test).

1.3 Structure of the thesis

Chapter 2 provides a basic background on the structure of the eye, an overview of lesions
specific to diabetic retinopathy and an overview of retinal images datasets. It is followed
by a review of the present methods of retinal lesion detection. Finally, modern semi-
supervised localization methods are discussed. Chapter 3 provides a basis for approaches
to be used, in particular the class-activation maps. Chapter 4 provides the experimental
setup and the results. Chapter 5 provides the discussion of the results, the limitations and
the motivation for the further research, with respect to the state-of-the-art researches in
the field. Finally, Chapter 6 provides the conclusion for the present research.
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2 DIAGNOSIS OF DIABETIC RETINOPATHY

2.1 Retina structure and lesions

The retina images, examined by ophthalmologists, are obtained by capturing a photograph
of the back of the eye, known as the fundus. An example fundus image of a healthy eye
is shown in Figure 2a.

Fundus images show the main anatomical parts of retina: macula, blood vessels and optic
disc. Macula is an oval-shaped darker area, that contains more cones than rods, and thus
is responsible for high-resolution colour vision. Optic disc serves as a center, where both
blood vessels and ganglion cell axons converge. There are no cones or rods there, so it is
a relatively bright area, that is also responsible for the small blind spot of the eye.

(a) (b)

(c) (d)

Figure 2. Fundus images: (a) healthy retina; (b)–(d) retina with lesions. MAs — microaneurysms,
EXs — exudates, HMs — haemorrhages [8].
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The first, or non-proliferative (NPDR), stage of diabetic retinopathy (DR) might have
no outer symptoms and patients may retain vision [9]. NPDR is usually recognised by
appearance of microaneurysms (MAs) [10], that are small balloon-shaped deformations
on the blood vessels and can be seen on fundus images as small dots of the same colour
as the arteries, as shown in Figure 2b. As the illness progresses, the number of MAs
increases and some of them break, causing blood leakages on the surface of the retina,
those leakages are called haemorrhages (HMs), as shown in Figure 2d. MAs and HMs are
commonly referred to as red lesions (RLs). The leakage of blood lipids also causes bright
yellow spots to appear on fundus images, which are called exudates (EXs), as shown in
Figure 2c and 2d. They are subdivided into hard exudates (HEs) and soft exudates (SEs).

If not diagnosed or treated, NPDR may lead to a more advanced proliferative stage (PDR),
which is an vision-threatening condition. In particular, PDR is recognised by appearance
of vitreous HEs [4], which may cause blindness if they appear near macula [8]. Thereby,
detection of red lesions at the NPDR stage is more valuable [11], [8], while also more
difficult, which is why usually the results of EX and HM detection only are reported.

2.2 Automatic methods of lesion detection in fundus images

Automatic methods of object localization and detection in the images usually follow ma-
chine vision or deep learning approaches. Traditional computer vision approaches rely
heavily on manually constructing the features to be selected for search, and on the pre-
processing of the image. On the contrary, a deep learning approach relies on training a
neural network (NN) to find discriminative features automatically. In particular, the con-
volutional (CNN) and fully-convolutional (FCNN) neural networks are a common choice
to work with images, because CNNs may provide human understandable mid-level rep-
resentations of features [12]. To make a set of learned features more representable, CNNs
are usually pretrained on a large image dataset, most common being ImageNet [13].

Concerning the task of retinal lesion detection, the following problems should be ad-
dressed:

• Existing datasets of fundus images do not provide a comprehensive amount of la-
beled data to learn a CNN in a traditional fully supervised way. Instead, the modern
methods rely on image-level (i.e., tags or grades) or coarse region-level (i.e., bound-
ing box) annotations. Such general approach is called weak supervision. The more
specific approach, which utilizes the bounding box annotations, is referred to as
semi-supervision or limited supervision.
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• An image or a region of interest (RoI) may contain multiple lesions. This issue is
often addressed to by multiple instance learning (MIL) framework [14]. In MIL, an
image is interpreted as a bag of instances, such that the bag is marked positive if at
least one instance is marked positive (see Figure 3).

• Evaluation, with regard to type I errors (false positives). See Section 2.2.1 for a
more detailed comment.

Figure 3. Example of multiple instance learning framework for DR detection [15].

Zhou et al. [16] showed that CNNs were able to detect objects on images with only image-
level labels given. Using this idea, they later introduced class activation maps (CAMs)
[17], which acted as a heatmap of discriminative features. That was achieved by replacing
last dense layer with global average pooling (GAP), which attributed the mean fusion
score to image-level prediction score. By slightly tweaking the network, i.e. by increasing
the spatial resolution of the last convolutional layer before GAP and adding a softmax
layer, the authors made it to successfully identify the discriminative region (see Figure
4a) in a single forward pass.

An object localization approach similar to CAM is deep learning based saliency maps
[18]. As opposed to CAM, which highlight class-specific output of the NN, saliency
map is a computed gradient of output with regard to input image (see Figure 4a). The
training is performed by step-by-step refinement of the original input image with respect
to obtained saliency map, via contrast-based or other discriminative techniques [19]. This
technique has recently achieved attention due to great performance in detection tasks, as
compared to unsupervised methods [19,20]. Saliency maps may also be incorporated into
the NN architecture for more accurate inference, as given in [20].
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(a) (b)

Figure 4. Heatmaps for DR detection: (a) CAM [21]; (b) Saliency map [22].

2.2.1 Evaluation criteria

The underlying task of DR detection is to mark a fundus image with a correct stage of
the illness. In clinical practice it is done by ophthalmologists, by analysing amount and
types of lesions on the fundus image. Thereby, for automatic methods there may be two
evaluation approaches: image-level and pixel-level. The basic evaluation characteristics
are:

• True positive (TP) – lesion, classified as lesion;
• False positive (FP) – background, classified as lesion;
• True negative (TN) – background, classified as background;
• False negative (FN) – lesion, classified as background.

With respect to either of evaluation approaches, the following derivative characteristics
are usually reported:

SN =
TP

TP + FN
(1)

SP =
TN

TN + FP
(2)

PS =
TP

TP + FP
(3)

FPR = 1− SP (4)

F1 score =
2 · SN · PS
SN + PS

(5)

where SN is sensitivity, SP is specificity, PS is precision, FPR is false positive rate.

Dependencies between SN, SP and PS for different selection thresholds are usually rep-
resented by plotting receiver operating characteristic (ROC) curve (SN against FPR), and
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precision recall (PC) curve (PS against SN). Areas under curves (AUC for ROC) are cor-
responding numerical measures, which are used to compare models’ accuracies.

Note that in the lesion-level DR detection positive and negative samples are unbalanced
(i.e., there are much less positive samples), so high ROC AUC values may not indicate the
good specificity of the model (how well it selects lesions in contrast to the surrounding
background). Thereby, it is preferable to provide both ROC AUC and PR AUC scores.
Furthermore, it should be noted that because certain lesions (RLs) are comparatively small
in size, the high specificity of multi-class detectors may not indicate good one-class speci-
ficity.

While most works of DR detection are concentrated on pixel-level localization and evalu-
ation, authors usually do not mention exact criteria for selecting TPs and FNs [21]. Met-
rics, proposed by [21] is as follows: the image is considered a TP, if the output region has
50% or 75% overlapping with lesion’s ground truth. An example of pixel-level metrics is
given in [23]: TPs and TNs are calculated by overlapping ground truth and method output
annotations, while candidates for FPs and FNs are only considered, if they are located no
further than 2 px. from the border between positive and negative labeled areas. Note, that
such metrics may be not applicable for RLs detection, which have size of 1-2 px. on the
resized image. Furthermore, [24] used the metrics of intersection over detected bounding
boxes with certain threshold.

2.2.2 Classical machine vision approaches

A comprehensive review of machine vision approaches, preprocessing and image filter-
ing techniques, as to year 2016, as well as the discussion of HSI applicability for DR
detection, are given in [11].

Recently, Wang et al. [23] proposed a method to detect general type of lesions on fundus
images with image-level annotations, by assuming that both lesions and background noise
follow a mixture of Gaussian (MoG) distributions. Firstly, a number of preprocessing
techniques were applied in order to locate the optic disk and fovea, to perform colour
normalization and to remove the blood vessels. The green channel, as the most descriptive
one, was used in the model. Background noise was supposed to be mainly coming from
medical devices and thereby to be similar within sets of normal and abnormal images.
Following that idea, the MoG for noise was modelled on a set of normal images and
then enforced as one of the components of MoG of abnormal images (see Figure 5). The
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EM algorithm was utilized to optimize the model. For evaluating the algorithm, 190
images from Kaggle dataset and 110 images from MESSIDOR, containing pixel-level
annotations from experts, were selected. The AUCs of 0.9907 for Kaggle and 0.9974 for
MESSIDOR, and the PR AUCs of 0.8394 for Kaggle and 0.9091 for MESSIDOR have
been reported.

Figure 5. Outline of the approach by Wang et al. [23].

2.2.3 Deep learning approaches

As the following approaches are aimed at working with weakly labeled data, the transition
from lesion-level localization to labels during training is performed by special evaluation
protocols, i.e. [6] for DiaRetDB1.

Quellec et al. [25] suggested creating heatmaps to highlight discriminative lesion regions,
only using image-level labels. The solution by [18] was used to generate heatmaps of the
image size, which were then iteratively used to refine the results of the CNN. It was also
shown, that such heatmaps produce artifacts due to CNN architecture, and for this issue
the sensitivity criterion by [18] was addressed to preserve local changes (w-criterion).
Additionally, hue preservation was enforced by multiplying all 3 RGB components by
the same factor, rather than computing their sensitivities independently (π-criterion). Fur-
thermore, a novel regularization term to the total loss function was introduced, which
was aimed at maximizing the sparsity of w or π criterions. The term was defined as L1-
norm over the saliency map. Finally, the CNN architecture by [26] was used, and image
preprocessing has been adapted from [27]. A peak AUC of 0.947 on Kaggle has been
reported.

Gondal et al. [21] followed the similar approach by constructing CAMs for lesion de-
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tection. An ensemble of CNNs was used, each of which specialized in a certain type of
retinal lesion. The CNN architecture by [26] was used and it was tweaked in the same
manner as in [17]. Then, upsampling of the feature maps of last convolution layer was
performed to refine localization maps. Heatmaps, generated by CAM, were normalized
between 0 and 1 and binarized with manually found threshold value. For each resultant
region, the maximal value was selected as a confidence measure of prediction. Kaggle
and DiaRetDB1 datasets were used for training and evaluation, respectively. An AUC of
0.954 and specificity over all lesion types of 97.6% on DiaRetDB1 have been reported.

González-Gonzalo et al. [22] constructed an algorithm for iterative saliency map refine-
ment for DR lesions detection. At the first step, the saliency map [18] with guided back-
propagation [28] was generated and visualized for a fundus image. Then, by thresholding
the map the most discriminative areas were selected and inpainted [29] to obtain a modi-
fied images with less DR abnormalities, so that less specific lesion areas would be selected
at the next step. Images were labeled into categories of DR, namely categories 0-1 were
attributed to non-referable DR and categories 2-4 were attributed to referable DR. The
process was repeated until prediction became no more than 1, or until the maximum num-
ber of epochs was reached, and the final saliency map was selected as decaying weighted
sum of saliency maps from all epochs. Kaggle dataset was used for training and testing
the NN. An AUC of 0.93 and κ of 0.72 have been reported.

As far as lesions of different types are concerned, there is an issue of how to select a tile
size for the CNN. I.e., EXs are much bigger than RLs, and CNN with large sized tile
may correctly identify EXs, but regard RLs as noise. Lim et al. [30] addressed this issue
with a transforming representations approach. The underlying method was Multiscale
C-MSER Segmentation [31], which acts as a robust RoI detector, using an assumption
that discriminative regions are distinguished by clearly visible boundary. A constrained
variant of C-MSER for retinal images [32] was used. The obtained representations were
then rescaled to a constant size and used to train the CNN, features were selected by
means of max-pooling. The reported results of lesion-level classification were 30% SP at
100% SN, 68% SP at 90% SN.

Zhou et al. [15] implemented a MIL framework for simultaneous detection of DR images
and inside lesions. First, images were preprocessed to enhance illumination and contrast,
and cropped to a constant size. A pretrained AlexNet-based [13] FCNN was used, as it
was stated, that initializing CNN with random parameters often resulted in vibration of
parameters and latter training breakdown. A pixel-level prediction map was obtained by
taking a maximum over patch-level predictions, obtained by the FCNN. Furthermore, that
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model was extended to work with multiple scales by rescaling the input image, and the
final probability map was taken as the weighted sum of maps for different scales. Kaggle
dataset was used for training, and MESSIDOR and DiaRetDB1 were used for evaluation.
The AUCs of 0.925 on Kaggle and 0.96 on MESSIDOR, and 86.3% PS at 99.5% SN on
DiaRetDB1 have been reported.

Costa et al. [5] followed the similar approach, but the stress of the novel MIL framework
was made on results’ interpretability. An improved Bag of Visual Words [33] technique
was used to simultaneously train two NNs. The first NN learned mid-level features, and
its output was max-pooled and passed to the second NN, which performed a bag-level
classification (see Figure 6). The explainability was further enforsed by adding a term
to the cross-entropy loss function, that was defined on a combination of output-level and
mid-level representations, which were set to minimize on healthy and pathological bags,
respectively. The AUCs of 0.90 for MESSIDOR, 0.93 for DB1 and 0.96 for DB2 have
been reported.

Figure 6. Outline of the approach by Costa et al. [5].

Addressing the issue of localizing RLs connected with the NPDR, Orlando et al. [34]
constructed an ensemble method, which utilized deep learned and manually engineered
features. The feature vector obtained by CNN was combined with a 63-dimensional vec-
tor of hand-crafted features, and a random forest classifier was applied to generate a prob-
ability map for the image (see Figure 7). A combination of Gaussian filter and a variety
of morphological closings was used to reduce noise and obtain initial region candidates
selection. A number of candidates was restricted to maximum of 120 by varying thresh-
old value. A class-balanced entropy loss function was used in order to negate loss of
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accuracy due to peculiarities of specific dataset. To remove most of the false positives
that appeared due to vessel crossings, the initial vessel segmentation was computed, as
described in [35, 36], and falsely connected components were removed from the output,
as described in [37]. For the CNN, the LeNet [38] sparse architecture was chosen. An
AUC of 0.9031 on the MESSIDOR dataset has been reported.

Figure 7. Outline of the approach by Orlando et al. [34].

2.2.4 Attention guided learning

Attention guided, or limited supervised, learning (AGL) has been recently considered in
a number of applications as an effective way to enhance the method’s detection accuracy.
As opposed to weakly supervised methods, AGL incorporates weak labels alongside with
discriminative areas, outlined either by a human (coarse region-level annotations, bound-
ing boxes), or by a previous step algorithm. The base idea of this approach is to add a term
to the loss function that penalizes positive output outside the discriminative area, which
makes learning more distinctive. This is done in different ways in the below mentioned
researches.

Li et al. [24] constructed a limited supervision algorithm for the multi-class thoratic dis-
eases detection. For this purpose, a joint model, that would simultaneosly localize and
determine the given set of illnesses, was suggested. The ResNet [39] architecture was
used to extract intermediate feature maps, which were then mapped via sampling onto
patch slicings of a selected size, and for each slicing the K class probabilities were pre-
dicted, where K was the number of illnesses considered (see Figure 8). The FCNN was
used to produce final predictions with K channels. In order to make use of box annota-
tions, cross-entropy loss function for each of the K classes was substituted for a logarithm
of Noisy-OR pooling function, and the loss for labeled patches was multiplied by a factor
5. The final joint model was able to utilize both limited annotated and not annotated im-
ages for training. The evaluation was conducted on the NIH Chest X-ray dataset [40] with
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14 disease labels. The authors stated, that introducing training samples with ground truth
bounding boxes significantly increased the AUC scores for weakly supervised diseases
detection.

Figure 8. Outline of the approach by Li et al. [24].

Yao et al. [41] further explored the task of thoratic disease detection, but considered a
dataset with image-level labels. Similarly to [24], the ResNet architecture was used, and
a standard DenseNet was applied per resolution, to preserve the feature map resolution.
The chief distinction, as compared to [24], was a novel choice of pooling function. The
authors argued, that Noisy-OR pooling used by [24] faced an issue of numerical underflow
due to multiplying many small numbers. To address that, a variant of Log-Sum-Exp (LSE)
pooling with lower bounded adaptation was introduced. By adding a positive constant to
an exponent term, the pooling function was made to preserve probabilities and to be more
stable overall. To detect lesions of different scales, the model was enhanced to work with
image patches of different resolutions, by upsampling and incrementing feature maps
from different layers, as described in [42]. The method has shown state-of-the-art AUC
scores on 12 thoracic diseases out of 14 considered, mean AUC being 0.75.

Jia et al. [43] considered incorporating the region-level labels for the task of weakly su-
pervised histopathology image segmentation. The training dataset contained samples with
image-level annotations and samples with rough region-level annotations. The area con-
straint was defined as L2-regularization term (norm of difference between the output and
the rough annotations), added to the loss function. To enhance regularization, losses
over annotated regions were multiplied by manually selected factors. The 16 layer VG-
GNet [44], pretrained on ImageNet, was used as a base NN architecture. Then, the novel
side-output layers were connected to the first three sequential stages (several convolu-
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tional layers followed by pooling layer), and the last two sequential stages have been
removed (see Figure 9). The outputs of the side layers were upsampled to a single scale
and combined into a single fusion sum, the MIL cross-entropy loss of which was added
to the total loss function, in order to leverage multiscale predictions. Introducing region-
level labels was shown to increase the F1-score by 8% to a total of 0.82 on a private
dataset, as compared to the baseline method. On a public dataset by [45], the F1-scores
of 0.622 and 0.997 for cancer and non-cancer images respectively have been reported.

Figure 9. Outline of approach by Jia et al. [43].

A similar problem in the field of DR detection has been considered by Son et al. [46].
However, as compared to other studies, authors used a large private dataset for training,
consisting of more than 80000 images. The region guidance was defined as follows: a
fundus image was divided into 8 anatomical representative regions, and for each image
the ophthalmologists have selected regions indicating the presense of specific lesions. A
guidance term of cross-entropy loss function was defined simply as a mean error rate
penalty to a positive response of the NN outside the labeled mask. The CNN produced
CAM as the output. The authors stated that the region-guided CNN had performed better
with min AUC of 0.92 on all kinds of lesions, except for MAs, which were not considered
in the study.

Lin et al. [47] also proposed a framework for DR detection with attention guided CNN
and noise reduction; the stress was made on an accurate detection of RLs at the NPDR
stage. Similar to [46], a large private dataset of images with coarse region annotations
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was utilized for training (13000 images, but a more precise lesion regions than [46]). To
deal with noisy annotations, features extracted from the CNN were clustered by means
of center loss [48], a supervision signal, which penalized distances between the output
features and feature class centres. Attention fusion network, adopted from [49], produced
weight maps to guide the learning and to get lesion probabilities (see Figure 10). A κ of
0.871 on Kaggle and an AUC of 0.968 on Messidor have been reported.

Figure 10. Outline of approach by Lin et al. [47].

2.2.5 Summary

According to Table 1, it can be noted that most of the images preprocessing techniques
appertain on machine vision approaches [23, 34], rather than deep learning approaches.
Image cropping and resizing are common techniques, used by most authors to speed up
computations or to feed the image to pretrained network; however, they are not used,
when only part of image is considered without regard to the global context [5, 34]. Data
augmentation is also used by most authors. The biggest number of techniques is used
by [34], this may be explained by a comparatively harder task (detecting MAs) and a
number of previous groundworks [35, 36]. Finally, it should be stated that while [5] have
not reported of any preprocessing techniques, their algorithm relies on extracting features
by means of SURF [50], which implements square-shaped filters as approximation to
Gaussian filters.
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Table 1. Preprocessing techniques, used in selected studies.

P1 P2 P3 P4 P5 P6 P7 P8 P9 References
+ + + + Wang et al. [23]

+ + + + Quellec et al. [25]
+ + + + Gondal et al. [21]

+ González-Gonzalo et al. [22]
+ + Lim et al [30]

+ + + + Zhou et al. [15]
Costa et al. [5]

+ + + + + + + Orlando et al. [34]
+ + Li et al. [24]
+ + Yao et al. [41]
+ + Jia et al. [43]

+ + + + Son et al. [46]
+ + + Lin et al. [47]

** P1 – green channel extraction, P2 – contrast enhancement, P3 – illumination cor-
rection, P4 – Gaussian filter, P5 – image resision/cropping, P6 – optical disc and blood
vessels removal, P7 – histogram equalization, P8 – data augmentation, P9 – region of
interest selection.

Most researches utilize popular NN architectures, such as VGG-16 [22,43], AlexNet [15],
ResNet [24, 41, 47] or use award-winning solutions from Kaggle Diabetic Retinopathy
Detection competition [21, 25]. Almost in the half of the selected researches the network
has been pretrained on ImageNet database [5, 15, 22, 24, 43]. The most widely utilized
datasets of fundus images are Kaggle and DiaRetDB1 (both used in 5 of the selected
works), followed by MESSIDOR (4 of the selected works) and e-ophtha (2 of the selected
works).

From the reviewed papers, it can be seen that for the weakly-supervised setting an encoder
without a decoder is typically used. The main difference between the researches is the
choice of global pooling for class activation maps, the choice of the CNN architecture
and the constructing of the appropriate loss-function. With regard to this, the presented
research will follow the approaches by [41, 43, 46].
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3 WEAKLY SUPERVISED DIABETIC RETINOPATHY
LESION DETECTION

3.1 Convolutional neural networks

The base idea behind neural networks (NN) is to represent a non-linear function under
search as a directed acyclic graph. The nodes of this graph are combined into independent
sets, called layers, which by themselves form a directed acyclic graph. The edges between
nodes are represented by weights, or parameters, of the NN. The training of the NN
is performed in two steps: feed-forward operation and backpropagation. On the feed-
forward stage, data from preceding layer is multiplied by the parameters of the respective
edge and, typically, is subjected to the activation function, after which it is passed to the
next layer. On the backpropagation stage, the computed gradients from subsequent layer
are used to compute the gradients of preceding layer, by using the same edge-coefficients
and the derivative of the activation function. After all the derivatives are computed, they
are subtracted from the parameters with some small coefficient (learning rate).

The fully-connected NN, where each node of previous layer is connected to each node
in the next layer, in general, cannot be used with images due to large number of input
nodes. To address this issue, Yann LeCun [51] introduced the convolutional neural net-
works (CNN). The core idea is to represent each node of the NN as a N -dimensional map
(typically, for images, N = 2), which is convolved with a small MxM matrix (kernel)
with a stride, to produce map for the next layer. Apart from the fact, that this allows to
reduce the number of parameters of the NN drastically, the CNN also has the property of
local connectivity, i.e., each pixel in the selected node-layer represents a learned pattern
with restricted field of view (FOV), but not from the whole image.

A comprehensive theory or the neural networks, as well as of the CNN, and deep learning
best practices are given in [52]. Furthermore, a detailed description of advanced deep
learning techniques, such as batch normalization and weights regularization, is given in
[11, 52].
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3.1.1 Class-activation maps

Francois Chollet [12] refers to the words “pattern” or “feature” to name what convolu-
tional layers produce from the input. A convolution of one filter over all the input pro-
duces a “feature map”, and convolutions of all filters in a layer produce a set of feature
maps, one for each filter in the layer.

Popular modern CNN architectures derive classification output from the presence of (pre-
defined) number of features. In VGG16 and VGG19 [44], in particular, the pooling layers
of the last convolution blocks are flattened and connected to the dense layers, the output
of which is then directly used to produce the classification result. Due to flattening, some
spatial information about the features is preserved. However, more novel architectures,
such as Inception, ResNet, DenseNet, NasNet, utilise global average or max pooling atop
the last convolutional block before connecting it to the dense block, which means that
the presence of features, but not their spacial location on the feature map, exclusively
determines the classification result.

The core idea of the class-activation map approach is to visualize a normalized weighted
sum of last layer’s feature maps as a heatmap, in order to see which regions correspond to
discriminative features (see Figure 11). The weighted sum map is usually called the fusion
map. Provided that the CNN has enough discriminative power to distinguish between pos-
itive and negative samples, the localization can be learned from only image-level labels.
As the fusion map is the weighted average of feature maps, the weights are determined
by the parameters of the last dense layers. However, because localization tasks usually
utilize a small number of classes, or even 1 binary class (background/not background),
researchers usually switch dense layers in favor of 1x1 convolution layer with 1 filter,
which directly learns the weights for the weighted sum and provides the fusion map of
same size as the last convolution layer.

3.1.2 Pooling functions

Because the localization task is aimed at maximum precision, i.e. obtaining the map of
the highest scale possible, there is always a tradeoff between the depth of the model and
the size of the last convolution layer. Stacking convolutional blocks without pooling is
a bad practice due to exponentially higher number of the network’s parameters and the
risk of overfitting [12]. Another issue is that it is easier to aggregate the image-level
prediction from the fusion map with lower resolution. Because fusion map basically
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(a) (b)

Figure 11. Example of class-activation map: VGG16, pretrained on Imagenet, uses the
nose/mouth area to predict, that the image depicts Greater Swiss Mountain Dog [53].

represents probabilities of presence of the discriminative features, an aggregation is done
by means of the global pooling. Careful choice of a pooling function is crucial for a
specific task [41].

Two popular pooling functions are global max pooling and global average pooling. How-
ever, some authors [41,54,55] argue, that these functions are not well applicable for local-
ization purposes. The reason is how both functions treat backpropagation (see Figure 12).
Average pooling is activated if a lot of instances on the map are activated, which is not
the desired case when small objects should be localized. Max pooling, on the other hand,
is extremely sharp. At each training stage, backpropagation is only performed on a single
instance (i.e., pixel) of the fusion map, which not only makes the learning process very
slow, but also may force the CNN to learn only a small subset of discriminative features.
These functions are still used if the final convolutional layer has low resolution, i.e. [46]
use global average pooling on the map of size 16x16. As for the proposed alternatives,
those include adaptive combining of average and max pooling [54], Noisy-OR pooling,
and soft approximations of maximum, such as generalized mean and Log-Sum-Exp pool-
ings.
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whereAV G is average pooling,MAX is max pooling,NOR is Noisy-OR pooling, LSE
is Log-Sum-Exp pooling, and GM is generalized mean pooling. w and h are the width
and the height of the map, pij denotes the probability of instance with indices i, j, and r
is the free parameter for LSE and GM , which controls the sharpness of pooling.

Figure 12. Comparison of pooling function and their derivatives on a set of 4 instances.
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Yao et. al [41] argue that Noisy-OR pooling is numerically unstable and does not preserve
probabilities. Furthermore, [41] argue that for real numbers on the interval [0, 1] LSE is
a better choice than GM, even though GM is a better approximation for the maximum
(with the same value of r, see Figure 12). That is due to the fact that GM is subjected
to numerical underflow on the interval [0, 1]. However, the choice of pooling function
remains a task-specific question. The free parameter r can be made adaptive for both LSE
and GM, as shown in [41, 55].

3.2 Neural network architectures for lesions detection

3.2.1 Baseline model

Following the approach by [43], the baseline model makes use of transfer learning with
VGG16 pretrained on Imagenet (see Figure 13).

Figure 13. Baseline model. Layers marked out with yellow colour are set non-trainable. Layers
marked out with blue colour are optional, and may be removed from the learning process. A
number in parentheses means the number of filters in each convolutional layer.

The original VGG16 consists of 5 blocks, each with 2-3 convolutional layers with 3x3
kernel size and ReLU activation followed by max pooling with stride 2, a flattening layer,
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several dense blocks, and an output layer with 1000 nodes and softmax activation. In [43],
the side-output layers are placed directly atop last convolutional layers in each block and
merged. In the baseline model, however, the additional 3x3 convolutional layers are added
after last convolutional layer in each block, in order to aggregate more discriminative
features, and atop each the fusion maps are formed, which are upsampled to a same size
by means of bilinear interpolation and merged into a single fusion map in the end. The
image-level score is aggregated by means of LSE-LBA, adopted from [41]. The model
accepts an image of size (W, H, 3) and outputs the image-level score; an intermediate
fusion layer of size (W, H, 1) is used for localization inference. The model is trained for
one type of DR lesion at the time.

Why trim the VGG16? Each next layer in the CNN aggregates information from a wider
field of view (FOV) and accumulates more general features [12]. The original VGG16 was
pretrained to classify images from Imagenet 2012 competition into 1000 classes, thereby
not all of the features are relevant for specific classification purposes. Since in the pre-
sented model and in [43] the backpropagation is performed in three separate paths, it can
be seen what each block of VGG16 aggregates. In particular, in [43] the cancerous regions
in histopathology images may be distinguished by colour, and the colour-discriminative
features were collected from blocks 1–3 of VGG16. Blocks 4 and 5 were shown to ag-
gregate non-relevant features.

The model was enhanced to make use of coarse mask. For DiaRetDB1, the masks for 4
types of lesions: MA, HM, SE and HE, are provided, each with 12 levels of confidence.
Following the provided evaluation protocol [6], 75% level of confidence was used as an
indicator of positive image; however, for the mask the lowest level of confidence was used.
The mask was binarized, dilated by 32 px., after which the negation of the mask was fed
into the model. The negative mask was multiplied element-wise with the fusion map, and
from the masked region the penalty score was aggregated using the LSE pooling. The
resultant loss function was the sum of two functions: binary crossentropy for image-level
prediction, and binary crossentropy for mask penalty with target 0.

There are two reasons for performing mask dilation. First of all, since masks are drawn by
humans, they vary in precision from coarse to almost pixel-perfect. The latter case poses
a hazard to learning process, if the model incorporates a non-learnable upscaling. For
example, upsampling a fusion map by 8 means that one activated pixel would be extended
to the field of size 8x8, which may not be entirely covered by the mask. The mask penalty,
thereby, may completely nullify useful activations, and learning will not converge. Second
reason is balancing between sensitivity and specificity of selecting of distinctive features.
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From the theoretical point of view, some discriminative features may be slightly shifted
from the object of interest. Dilating the mask would mean that discriminative features
from close vicinity will also be activated, while non-discriminative features’ activations
would be suppressed through the learning process.

3.2.2 Model B for microaneurysm detection

Other network architectures, rather than baseline, were tested, in order to address the
limitations of the proposed model. In particular, since the hardest task in DR detection is
localization of MAs, Model B (see Figure 14) is aimed at MA detection.

Figure 14. Model B with attention mechanism, for MA detection.

As mentioned previously, DiaRetDB1 dataset provides images with resolution 1500x1152
px. and the mode area for MA, as given in the ground-truth masks, is 32-33 px. However,
visually the areas of MAs is larger (around 15x15 px., see Figure 15). Furthermore,
in order to make the CNN able to select MA against the background, the surrounding
background should be included as well. While the maximal receptive sizes of popular
CNN are much wider, it can be argued, that most of the learned features are smaller than
the effective receptive field size (consider Figure 11).

Several pretrained architectures have been tested in the same manner, as a baseline model,
in particular Inception-ResNet v2 and Inception v4 [56]. Fusion outputs from different
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Figure 15. Sample patch with MA from DiaRetDB1: (a) patch 35x35 px.; (b) same patch with
outlined MA, approximate area is 13x18 px.

layers have been upscaled and merged in order to find layers with lesion-discriminative
features. However, more novel architectures have shown worse results with this approach.
A distinctive feature of those CNN architectures is the first convolutional layer with 32
filters and stride 2, as opposed to VGG16 and VGG19 with two first layers having twice
as many filters and no stride. While it is disputable, if the loss of information is caused
by that first layer, those models were removed from the later observation. However, this
in turn poses a memory problem, since for VGG-like first layers the image and gradients
must be stored at full resolution.

The proposed solution to make a network deep enough and fit it into GPU memory, is to
train a CNN on patches of smaller size, and use the model as a pretrained basis for training
on full resolution. Given an exhaustive amount of context, such CNN may learn low-level
features, specific for MA selection. To extract patches, the ground-truth masks were
thresholded with 75% level of confidence, after which for each connected component the
mask was convolved with Gaussian kernel of fixed size (96x96 px.) to obtain patch with
MA in the center. Negative patches were extracted randomly from areas, non-overlapping
with masks at lowest confidence level.

The architecture of Model B is outlined in Figure 14. At the first stage, an encoder block
is used to extract features. The first block is the same as the first block of VGG16, and the
following convolutional blocks consist of Xception residual blocks (two 3x3 convolutions
and a 1x1 residual convolution) followed by max pooling with kernel size 3 and stride 2).
It has been observed, that introducing convolution with strides did not give any increase
in accuracy, thereby comparatively lighter max pooling blocks are used instead. Further-
more, separable convolutions from Xception are used starting from block 2, in order to
drastically reduce the number of parameters. Each layer, except the last feature map layer
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and the last dense layer, uses a Very Leaky ReLU activation (α = 1
3
), without any batch

normalization. An attention block consists of three 1x1 convolution layers with 64, 8 and
1 filters, respectively, and the final convolution layer of attention block uses sigmoid-like
activation. After attention block, the global scores from each channel are aggregated by
using the LSE pooling (see Appendix 4 for comparison of poolings), rescaled and passed
through a series of dense layers, to obtain the image-level prediction.

3.2.3 Model C for microaneurysm detection

The following problems of Model B were considered:

• An attention map is not as representative, as a fusion map (CAM), and its conver-
gence is unstable. Thereby, using the fusion map is preferable;

• It is hypothesized, that attention block, in particular a series of 1x1 convolutions,
helps to reduce the FOV of the learned features. This is helpful, when transferring
the CNN weights from patches to full resolution, especially if the receptive size of
the CNN is larger, than the patch size;

• Introducing the LSE pooling before dense layers should be avoided, because it
slows down the learning considerably;

• Model, pretrained on Imagenet, converges faster, but does not contain all the im-
portant features.

On this basis, the Model C (see Figure 16) was considered, to incorporate positive fea-
tures of the baseline model and Model B. For the encoder, the blocks 1-3 of pretrained
VGG16 were taken, and for each convolutional layer of VGG16, a trainable side convo-
lutional layer was appended in a residual manner. The attention block was put atop the
last encoder layer, in a similar manner to Model B, and atop of multiplication layer a
series of 1x1 convolutions was put, in order to obtain the fusion map. The image-level
score was aggregated using the LSE pooling with r = 36.0 (the value was determined
experimentally).
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Figure 16. Model C with attention mechanism, for MA detection.
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4 EXPERIMENTS AND RESULTS

4.1 Datasets

DiaRetDB1 [6] is a public fundus images dataset, provided by Lappeenranta University
of Technology and its collaborators for benchmarking diabetic retinopathy detection from
RGB images. It contains 89 fundus images (1500x1152 px.) and coarse masks of four
types of lesions, merged from independent annotations of four medical experts. Five
images out of 89 have no visible abnormalities.

IDRiD [7] is a fundus image dataset, provided by authors of “ISBI-2018: Diabetic Retinopa-
thy: Segmentation and Grading Challenge workshop” upon request. It contains 516 fun-
dus images (4288x2848 px.) and image-level grades for diabetic retinopathy (from 0 to
4) and risk of macular edema (from 0 to 2), as well as locations of optic disk and fovea.
Furthermore, for 81 images the pixel-level annotations for four types of lesions and optic
disc are provided.

4.2 Data preprocessing and augmentation

For the first step, the illumination correction is adopted from [57], in order to leverage
uneven illumination caused by the camera. The gamma correction with coefficient 1

2.2
was

applied to each of the 3 colour channels independently, after which the contrast limited
adaptive histogram equalization (CLAHE) with clip limit of 2.0 and tile size of 8 was
applied.

Before feeding into the network, the images and respective masks were randomly rotated
in a range 0◦..360◦ and flipped horizontally or vertically. Furthermore, the input was
preprocessed accordingly to pretrained models’ specifications, i.e. for VGG16 the mean
Imagenet colours were subtracted. For Model B, the input was normalized between -1
and 1.
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4.3 Evaluation criteria

The images from DiaRetDB1 were used for training and validation of the baseline model.
Furthermore, the images from DiaRetDB1 have been used to collect patches for training
the Model B and the Model C.

The masks from DiaRetDB1 at 75% confidence level and masks from IDRiD were used
for evaluating localization at pixel-level, for all models. Image-level grading has not been
considered, due to the presence of hardly removable false positive features, which are
activated on almost every-image, effectively making most of the image-level predictions
equal to 1.

4.4 Experiment 1: Detection from full resolution

All the experiments were run on computer with two Intel Xeon CPU E5-2680 proces-
sors with the frequency 2.7 GHz and 16 cores. The CNN computations were performed
on Nvidia GeForce GTX 1080 Ti graphics processing unit with 11 GB of memory via
cuDNN library. Backend was implemented on Python 3.5 via Tensorflow with Keras
(1.13.1). Additionally, the OpenCV-Python (4.0.0.21) module was used for all image-
related operations, and package scikit-learn (0.20.3) was used for evaluation.

During each epoch, the baseline model was trained on 60 images from DiaRetDB1, and
evaluated on the rest. The results are reported for HE, HM and MA. The parameters
for the model are presented in the Table 2. Furthermore, the evaluation of model on 81
images of IDRiD (test data) and the 89 images of DiaRetDB1 (train and validation data)
is given in the Table 3. For training the model, the Adadelta optimizer was used, with
default parameters (no manual learning rate decay).

In the presented baseline model, block 2 of VGG16 was shown to mainly encode colour
information, block 3 was vital for detecting small MA-like structures, and block 4 showed
best results on HEs. Block 5 provided too coarse features and was excluded from obser-
vation. The weights of the final fusion map varied respectively. The parameters for the
LSE pooling were selected as follows: for MAs and HMs the lower boundary r0 was set
to 16, for HEs and SEs the r0 was set to 10. For a mask, a fixed boundary r was set to 2.
In general, higher values of r correspond to sharper activation of features. It was found,
that selecting a high r value for the mask caused learning process to stuck, even with high
number of trainable layers. Thereby, a recommended value would be in the interval (1,
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2) – this way the LSE pooling over a high resolution map is close to GAP. However, the
trainable LSE-LBA has shown better results for image-level prediction. A counterintu-
itive result was shown for balancing two losses: adding any kind of regularization, such as
absolute or squared difference between image-level loss and mask penalty loss, resulted
in slower convergence and stucking in a local minima.

Table 2. Hyperparameters for the baseline model.

Lesion type
Fusion map

weights
r0

for LSE-LBA
Initial

learning rate No. of epochs

Hard Exudates (0.05, 0.5, 0.45) 10.0 1.0 100
Haemorrhages (0.05, 0.5, 0.45) 16.0 1.0 200
Microaneurysms (0.05, 0.8, 0.15) 20.0 1.0 500

Table 3. Evaluation of the baseline model.

Lesion type
ROC AUC
(IDRiD)

PR AUC
(IDRiD)

ROC AUC
(DiaRetDB1)

PR AUC
(DiaRetDB1)

Hard Exudates 0.92 0.21 0.91 0.56
Haemorrhages 0.70 0.10 0.86 0.36
Microaneurysms 0.75 0.08 0.78 0.02

The ROCs and PR curves plots, as well as visual examples of localization, are given in
Appendix 1. It can be seen, that small HMs are indistinguishable from MAs. This is
true for both CNN and medical specialists. In DiaRetDB1 dataset, in particular, there is a
certain amount of discrepancy between labels for MAs and HMs, which adds additional
noise to the labels.

Note, that due to the coarseness of the masks in DiaRetDB1, the actual 75% confidence
level regions for HE and HM are visually much wider than the lesions themselves, which
explaines low ROC AUC values. As for MA, the situation is the opposite, since the 75%
confidence level regions are extremely small, the total area being 4400 px. for the whole
dataset, which is less than 0.03% out of all images’ area. This explaines the high ROC
AUC score for MAs, while the actual sensitivity of the model is lower. Furthermore,
the low PR AUC scores are also explained by the fact, that the highlighted regions in
DiaRetDB1 are wider than the masked region, and by the fact that many of the MA-like
structures have confidence level lower than 75%.
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4.5 Experiment 2: Microaneurysm detection using patches with at-
tention

It has been shown that directly transferring model, trained on patches with fusion map
pooling, to full resolution results in selecting irrelevant features (see Figure 17c). To ad-
dress this issue, the architecture for Model B was modified to use attention block, in order
to train CNN memorize only the distinctive features. As compared to the baseline model,
Model B appears visually to be less tolerable to yellow MA-sized structures and provides
a sharper fusion map with better sensitivity (see Figure 17d). On the other hand, a naive
implementation of Model B, with patches-only training, is tolerable to false positives in
blood vessel areas with darkenings.

(a) (b)

(c) (d)

Figure 17. Comparison of fusion maps of networks, trained with and without attention fusion: (a)
original image; (b) ground-truth mask; (c) no attention; (d) with attention.

Model B was trained with r0 = 60.0 for LSE pooling on patches 96x96 px. The model
has shown similar performance on the MAs, as the baseline. However, the localization
itself is sharper, and the similar amount of false positives comes from the noise in the data.
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It shows, that features selected by the model trained on patches are much more specific,
but due to the smaller FOV, some false positive features are learned. It has been observed,
that making the model deeper or swapping residual blocks to heavier fully-convolutional
inception blocks did not influence the accuracy of the model. The ROC plots are given in
Appendix 2, and an example visualization can be seen in Figure 17d.

Table 4. Evaluation of Model B for MA detection.

Patch size
ROC AUC
(IDRiD)

PR AUC
(IDRiD)

ROC AUC
(DiaRetDB1)

PR AUC
(DiaRetDB1)

96x96 px. 0.75 0.02 0.59 0.003
144x144 px. 0.69 0.03 0.68 0.016

While the patch training does not fit accurately the initial weakly-supervised setting, due
to stronger supervision, the model itself is trained in a similar way, and it may help to
expose the limitations of weakly-supervised approach. First of all, it should be noted, that
while learning process was quite robust on patches of size 96x96 px., the model randomly
diverged or took much longer time to converge on patches of size 144x144 px. This
may be explained by the fact that for some preset parameters of the model, there exists a
minimum ratio between true positive and true negative areas on the original image, so that
localization algorithm could converge. Because of this, for patches 144x144, the model
was first pretrained on smaller patches and finetuned on higher resolution. As can be seen
from Table 4, in both cases a model experiences severe underfitting, even though from
visual observation of final maps, more features are activated, as compared to the baseline
model.

4.6 Experiment 3: Microaneurysm detection using patches with at-
tention and fusion map

The evaluation of Model C is given in Table 5, and the graphs are given in Appendix
3. This model was designed with respect to advantages and disadvantages of both the
baseline model and Model B, as shown in Chapter 3.2.3, and it outperforms both models
in terms of MA detection.

Table 5. Evaluation of the Model C for MA detection.

Patch size
ROC AUC
(IDRiD)

PR AUC
(IDRiD)

ROC AUC
(DiaRetDB1)

PR AUC
(DiaRetDB1)

144x144 px. 0.86 0.08 0.83 0.02



36

5 DISCUSSION AND FUTURE WORK

5.1 Discussion of the results

In the presented research, several approaches of weakly supervised diabetic retinopathy
lesions detection have been tested and compared. It has been shown that using models
pretrained on Imagenet is beneficial for the detection of hard exudates and haemorrhages.
This result is consistent with the recent researches by Costa et al. [58], and Gelman R.
[59], who studied the applicability of pretrained CNN for the end-to-end detection of DR.
In this research, however, the features were extracted from intermediate layers of VGG,
rather than from final block, which yielded considerably better results for localization.

To the best of author’s knowledge, no previous works on diabetic retinopathy detection
have studied the effect of advanced pooling functions, such as Log-Sum-Exp or Gener-
alized mean, for localization purposes. It has been shown that using LSE pooling of the
fusion map or the attention layer allows to obtain much finer class-activation maps, as
compared to global average pooling, even though it comes at the cost of slower learning,
which is also more prone to stucking in “all-zero” local minima. Patch pretraining can be
used to avoid it.

The paper by Son et al. [46] is the only known work where the effect of mask regular-
ization on the diabetic retinopathy detection has been studied. In this research, the mask
regularization has been implemented in the similar way, the main difference was using
Log-Sum-Exp pooling instead of global average pooling. The usage of masks in this
research, however, was twofold: to provide regularization on full-resolution training of
the CNN, and to extract patches for microaneurysms. Since DiaRetDB1 dataset contains
finer masks than those from [46], it was possible to properly train a network with stronger
supervision and validate it at full-resolution.

5.2 Limitations

Similarly to previous researches, the cardinal limitations of the task are related to localiza-
tion of MAs and SEs. Detection of MAs is complicated by the need to localize very small
objects on a non-resized image (i.e., in DiaRetDB1 MAs have mode area of 32-33 px.
at original resolution 1500x1152 px.), while the main issue with SE may be the smooth
local colour transitions, not captured by the first layers of modern network architectures
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utilizing 3x3 convolution. Furthermore, as the full-resolution images are used, it poses
serious requirements on GPU memory consumption, which makes effective training of
deep networks difficult.

A more specific limitation comes from the availability of good quality masks for regular-
ization. A part of this research was to study the influence of masks for weakly-supervised
learning. While DiaRetDB1 comes with masks with 12 levels of confidence for 4 types
of lesions, it can be argued that some of the provided masks, in particular masks for MAs,
are not of satisfactory quality for CNN training. The first issue is neglecting of MA-like
structures (see Figure 18), which share same patterns as MAs and may lead to divergence
in training, if those fall under mask penalty.

(a) (b)

Figure 18. Lesions or background noise which look similarly to MA and are activated in fusion
map, but are not included in the mask.

Second issue is that availability of 12 levels of confidence makes it harder to properly
select label for image-level prediction. This is especially important for MAs, where some
images only have masks with few markings with low confidence levels. This issue could
be theoretically countered by constructing a competitive learning process, where image-
level would penalize only FNs (only image-level with target 1 participates in training),
while mask regularization would penalize only FPs. However, in the case of DiaRetDB1,
such attempts led to divergence in training, since the CNN did not know how to treat
MA-like structures.
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5.3 Future work

Proper detection of soft exudates and microaneurysms remains an open question. In par-
ticular, the working hypothesis on poor soft exudates detection is that popular CNN archi-
tectures utilize 3x3 convolutions, which only encapture local contrast, but are not able to
get insight of the smooth colour transitions in the larger areas. That said, straightforward
implementation of wider convolutions in the very first layers of CNN is hardly possible
due to GPU memory issues. A further study in this field is, thereby, required.

As for microaneurysms, most researchers utilise end-to-end classification of small patches
[34, 60]. Various “heavy” preprocessing techniques, such as blood vessel removal, or im-
age morphology to extract patches, are used, that require additional manual work. In
addition, in [34] and [61] the patches of size 32x32 px. are used, which may not be
sufficient for discriminating between true positive and false positive instances. In [61],
however, the proposed model incorporates an attention-inducing loss function, which al-
lows the CNN to directly learn a fusion layer. In the presented research, it has been shown
that incorporating an attention block helps to drastically reduce the amount of false pos-
itive features, and the attention layer can be used for localization inference. This may
serve a motivation for further studies in this area, since the attention mechanism is rarely
used in the field of diabetic retinopathy detection.

As mentioned previously, using trimmed pretrained networks with additional fusion maps
layers yielded good results for several types of lesions. This approach can, in theory, be
improved by aggregating more features, i.e., by utilising more layers of the trimmed CNN.
However, directly merging outputs of convolution layers from different blocks has been
shown to influence the convergence of the CNN negatively. Thereby, a more advanced
approach is required. To the best of authors knowledge, this has not been implemented
for DR detection. An example of such approach is given in the paper by Yao et al. [41],
in the field of thoracic diseases detection.
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6 CONCLUSION

Weakly supervised learning, as opposed to supervised learning, is addressed to various
limitations in the availability of high-quality data for training. In the present research, the
different approaches have been tested on the DiaRetDB1 dataset, for the task of diabetic
retinopathy lesions detection, in order to see which of the limitations are more important
than the others, and to propose a possible trade-off.

From the results of the research, it follows that within weakly-supervised approaches, i.e.,
those that aggregate image-level score from the 2D map, there exists an inverse correlation
between the CNN training convergence and the depth of the model, as well as a direct
correlation between the training convergence and the ratio between true positive and true
negative instances. Thereby, patch-pretraining of a model may yield good results for
detection of very small objects on full resolution images. This is important for model’s
sensitivity, since the pretrained models may not possess all the relevant features, needed
in a specific localization task. Furthermore, training on patches allows to train the CNN
of greater depth, with larger batches, which in turn reduces the impact of noise in the data.

With respect to previous point, using masks with little coarseness has proved to be more
useful for patch generation, rather than for providing regularization during training. In-
complete masks may influence the training in a negative way, in case of noisy image-level
labels. Thereby, it may be argued that for localization purposes that do not require fine
segmentation, the high sensitivity (completeness) of masks is of much higher importance
than its precision. Since coarse masks are much faster to collect than precise ones, this
may reduce the specialists’ manual work.
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Appendix 1. Results of the baseline model.

(a) (b)

(c) (d)

(e) (f)

Figure A1.1. Pixel-level evaluation of the baseline model on DiaRetDB1 dataset (train and val-
idation): (a) ROC curve (hard exudates); (b) PR curve (hard exudates); (c) ROC curve (haemor-
rhages); (d) PR curve (haemorrhages); (e) ROC curve (microaneurysms); (f) PR curve (microa-
neurysms).

(continues)



Appendix 1. (continued)

(a) (b)

(c) (d)

(e) (f)

Figure A1.2. Pixel-level evaluation of the baseline model on IDRiD dataset (test): (a) ROC
curve (hard exudates); (b) PR curve (hard exudates); (c) ROC curve (haemorrhages); (d) PR curve
(haemorrhages); (e) ROC curve (microaneurysms); (f) PR curve (microaneurysms).

(continues)



Appendix 1. (continued)

(a) (b)

(c) (d)

(e) (f)

Figure A1.3. Visualization of CAMs, learned by the baseline model: (a)–(b) hard exudates; (c)–
(d) haemorrhages; (e)–(f) microaneurysms.

(continues)



Appendix 2. Results of the Model B for MA detection.

(a) (b)

(c) (d)

Figure A2.1. ROCs of Model B on DiaRetDB1 (train and validation) and IDRiD (test)
datasets: (a) DiaRetDB1 (patches 96x96); (b) DiaRetDB1 (patches 144x144); (c) IDRiD (patches
96x96); (d) IDRiD (patches 144x144).

(continues)



Appendix 3. Results of the Model C for MA detection.

(a) (b)

(c) (d)

Figure A3.1. ROCs and PR curves of Model C on DiaRetDB1 (train and validation) and IDRiD
(test) datasets: (a) ROC on DiaRetDB1; (b) PR curve on DiaRetDB1; (c) ROC on IDRiD; (d) PR
curve on IDRiD.

(continues)



Appendix 4. Visual comparison of attention layers with different poolings.

(a) (b)

(c) (d)

(e) (f)

Figure A4.1. Visualizings of attention layers for different global poolings: (a) original image; (b)
ground-truth mask; (c)–(d) LSE pooling for patches 96x96 and 144x144, respectively; (e) GAP; (f)
softmax (GAP of the exponential of the layer).

(continues)
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