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The amount of services in the World Wide Web is ever-increasing and users need to 
manage multiple sets of authentication information. Meanwhile, every new service is 
implementing its own identity management. This document approaches the problem of 
decentralized identity management from both the service-oriented and the technical 
angle. The theory part looks through the paradigm of service-oriented architecture 
(SOA), and especially concentrates on the concept of service-oriented identity 
management and the business benefits gained by the service providers. Technical details 
of single sign-on (SSO) and using Security Assertion Markup Language (SAML) in 
browser-based user attribute exchange are discussed. In addition to the introduction of 
some existing web-based identity management systems, a hands-on example is provided 
by a detailed description of the Nokia Account program: its concept, software and 
hardware architecture, and the most important single sign-on use cases. The 
implementation of Nokia Account version 1.0 is finally analyzed against the design 
principles and requirements set for identity management services. 
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PREFACE 

Just a few years ago, writing a preface for my finished Master’s thesis was still a distant 

dream. In those days, the trend was to study a few years, get a nice job, and forget about 

graduation. However, as I clearly didn’t get the hang of the true essence of being a 

university student, I somehow managed to take all courses within a time that seemed for 

my fellow students like some kind of record. The time after that felt like a well-deserved 

vacation. No overnight studying. Just a nice regular day job and plenty of spare time. 

But the final touch was still missing. 

I guess it was two of my friends, Juho and Mare, who got me to return from my 

getaway, back to work on my degree. They were about to graduate from the same 

university, and I wanted to share the occasion. Despite my determination, the kickstart 

of my thesis project was long and hard. I hope I did something useful during that time. 

The person earning my biggest gratitude is my girlfriend Ria, whose love and support 

made finishing this project possible. Thanks also to my friends for dragging me off the 

desk every once in a while. 

I had a good support team at Nokia too. My instructor Jussi had an answer for every 

technical question, and Ari provided the needed academic consultation. Thanks belong 

to my other workmates too. They always knew when it’s not a good time to approach 

the concentrated-looking guy in the corner with the headphones. Keep up the good 

work! 
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1 INTRODUCTION 

The rapid growth in the number of online services in World Wide Web (WWW) 

has increased the amount of service subscriptions per user. Users have their 

accounts scattered around the Internet, and the same user information is being 

stored by several services independently. When a new user registers, the profile 

has to be built right from the scratch. A broad variety of items on the user’s 

service tray does also bring the responsibility to preserve all separate 

authentication credentials safely. 

WWW services tend to have security policies concerning the user’s password. A 

minimal password policy states the minimum length just to keep good guessers 

away. A more advanced policy may require a certain level of complexity from 

the password. Strict security policies of relatively large organizational units 

require changing the password on a regular basis. All this sounds quite 

reasonable from the security perspective as long as the only storage for the 

password is the user’s memory. However, considering the amount of services a 

single person might be using, it is assumable that the user is tempted to write 

down all those passwords. The convenience can be even increased by writing 

passwords near the related usernames. Traditionally these username-password 

pairs have been written to those yellow-sticky-notes that are placed somewhere 

in the desktop area. Of course, some may have more sophisticated methods for 

storing authentication information, but all the same, security is often jeopardized 

by the weakest link of the security chain, the user, in the name of convenience. 

Even those users, who play by the book and memorize their passwords, will 

eventually burden the help-desk system, after having a little longer break from 

using a service. 

In order to provide seamless user experience and increased productivity, the 

administrative overhead should be tried to remove from the user. Moreover, as 

help-desk personnel may agree, the scattered identities are not just the users’ 

problem. As account-related use cases, such as registration, login and logout, do 

not entice new users to join the service, the time spent on reinventing the wheel 
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can be used more productively by concentrating on the actual business cases. 

This document concerns publishing a centralized identity management service as 

a separate business enabler that can be used by other service providers to gain 

business benefits via more positive user experience and lessened responsibility 

to user data maintenance. As several services can join their forces to gradually 

build the user’s centralized profile, more efficient campaigning based on the 

information on the user’s likings becomes possible. Of course, sharing user data 

between services requires legal agreements from the user. 

The scope of the thesis work is in providing a centralized identity management 

service for multiple web applications. The service-oriented ideology behind 

centralization is discussed to provide background information about the subject 

and its motivation. The technical requirements to implement single sign-on in 

web applications are considered, without forgetting the security and performance 

aspects involved. 

The practical experience on the subject comes from Nokia Account program 

where a large-scale identity management system, for the use of multiple global 

services, was designed and implemented. The system’s software-level 

integration with a legacy system – that is later referred to as Legacy CRM – was 

designed and implemented as a part of this thesis. The thesis assignment in the 

Nokia Account program began, when the concept and the architectural design 

were somewhat finalized, and the implementation phase was about to be 

launched. 
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2 SERVICE-ORIENTATION 

The paradigm of service-oriented architecture (SOA) promotes building IT 

systems from several modular services (Marks & Bell 2006, p. 2). Each SOA 

service has a relatively small set of responsibilities. The central idea of 

modularizing applications is to increase reusability and thus gain business 

benefits. Figure 1 illustrates an example of two systems that build their use cases 

on top of some functionality. Both systems have similar functionality that is 

represented by Functionality Y. Functionality Y is tightly coupled with the rest 

of the implementation. Coupling may be caused by implementing Y’s interface 

with a specific implementation language or a proprietary protocol. The 

company’s next Internet service may need to implement that same functionality 

too. 

 

Figure 1: Two Services with Common Functionality 

A service-oriented solution would implement the common functionality as a 

separate module as presented in Figure 2. System 3 can be thought of as a SOA 

service that implements a small set of specific core functions. It provides a 

standard interface, which enables easy integration without compatibility issues. 
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Figure 2: Common Functionality Provided as a Service 

2.1 Business Benefits 

Breaking a monolithic application apart and exposing it as multiple services 

have several positive business effects, such as reusability, cost reductions, faster 

time-to-market, customer satisfaction and greater productivity (Marks & Bell 

2006, pp. 17-19). According to Marks & Bell (2006, p. 20), one of the central 

concepts of SOA is agility. The process of change rules the IT market and 

companies just need to keep up. Agility can be considered as the ability to 

change one's business processes cost-effectively to meet the changing demands. 

Agility comes in many shapes and sizes, one of them being speed. As an agility 

term, speed is something that measures the responsiveness to market conditions, 

and to possible or actual competitive threats (Marks & Bell, pp. 19-21). Having 

reusable, pre-tested software without integration issues up and running decreases 
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the time-to-market, and thus gives a competitive edge. One of the agile qualities 

of SOA is also its flexibility (Marks & Bell, p. 22). SOA can decouple an 

organization’s business architecture from its IT architecture, allowing the 

organization to change technology in IT without changing the business 

processes. According to Allen (2006, p. 20), flexibility applies also to ways how 

software business logic is exposed. SOA makes offering the same functionality 

via several different channels easy by decoupling the service interface from the 

implementation. This speeds up moving from one service channel to another. 

A SOA service has specific core tasks to implement and a relatively small set of 

responsibilities. This is clearly an advantage from the designer’s perspective. 

The ability to make architectural decisions with fewer compromises, and to 

select techniques, that are best suited for the implementation needs, allows better 

optimization. Because of the loose coupling between the service interface and 

the inner functionality, it is always possible to upgrade or replace the 

implementation without changing the interface. 

The financial profit, brought by reduced integration, testing and quality-

assurance effort, can be budgeted for customer satisfaction and developing more 

efficient business processes. Naturally, there is also the other side of the coin: on 

a large-scale, SOA is difficult to implement and manage (Marks & Bell, pp. 28-

29). This chapter, however, will not go further with business aspects of SOA, 

but instead with the actual implementation issues that need to be considered. 

2.2 Service Design 

There are no out-of-the-box solutions to SOA. The concept has organization-

wide effects and its benefits cannot be enjoyed by doing slight business re-

factoring here and there. One of the early challenges is identifying the business 

services but in order to get the full out of the services, design considerations 

such as reusability, replaceability and quality should be taken into account. 
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2.2.1 Reusability 

Reusability is a key concept in SOA services. A service has a purpose only if 

someone or something uses it. Depending on the interface selection provided by 

the service, the consumer using it could be a person or another application. The 

more consumers a service has, the more valuable it is as an asset. Marks & Bell 

(2006, pp. 212-217) introduce several principles to design and implement 

reusable services. 

The way a service is published has an effect on whether it can be found and 

used. A service that can be easily sought for is more likely to have a high reuse 

rate than one whose discovery is behind a lot of work. Right advertisement 

channels are easier to select by planning the potential target group for the 

service. This is something that Marks & Bell call planned reuse. Planned reuse 

considers already in the design phase the possible scenarios where the service 

will most probably be used and by who. The opposite approach is emergent 

reuse that enables also unintended consumption patterns and users. At its best, a 

service can be discovered and used during the runtime of consuming services, 

which improves its reusability remarkably. In both cases discovery can be eased 

by publishing information that is needed to start using the service, in a service 

registry or a metadata repository. This kind of information would be for example 

location, availability and functionality. 

In order for a service to be used, it needs to be accessible by consumers. Even 

though the location and the interface description of a service were available, 

reuse can be reduced by blocking access with unnecessary security barriers. 

Exposing the service interface can maximize accessibility. A right balance 

should be found between extensive security measures and sufficient service 

exposure. To improve accessibility even more, consumers should be provided 

with alternative service channels to access the same service (Marks & Bell 2006, 

pp. 213-214). In machine-to-machine interfaces, this could mean alternative 

service protocols – for example Hypertext Transfer Protocol (HTTP), Simple 

Object Access Protocol (SOAP) and Remote Method Invocation (RMI). A 

human-to-machine interface could instead provide channels for Short Message 
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Service (SMS) and web browser. Interfaces are used to hide complexity. 

Providing a machine-to-machine interface with a proprietary protocol as its only 

access option can easily repel potential consumers, as forcing the consumer to 

implement a protocol client actually increases complexity instead of hiding it. 

To minimize integration complications, providing a standardized interface 

should be considered. To avoid future incompatibility issues with the current 

consumers, maintaining several versions of the interface would be beneficial. 

After all, interfaces are rarely perfect enough to satisfy everyone. 

Services should not be tied to any specific runtime environment. Dependence on 

local resources, such as operating systems or local services, can limit a service’s 

migration capabilities and thus reduce reusability. Yet, excessive decoupling is 

something that can also turn against the manageability. Even though a service 

can be a relatively small piece of software, the effort spent on careful 

architectural design can turn into an advantage when comes the time to extend 

the service’s functionality. The interface and the logic should of course be 

coupled loosely enough to allow modifications in the implementation. 

Extensibility can increase a service’s life span, as the service can prove to be 

useful even after its original capabilities no longer meet the market 

requirements. 

2.2.2 Quality Requirements 

One of SOA’s principles is avoiding gut feel design, in order to achieve quality 

of service (QoS). Allen (2006, pp. 185-206) specifies three QoS types with 

which a service’s quality can actually be measured: capacity, availability and 

security. QoS types can be used to specify the non-functional requirements of a 

service. The QoS types and their properties are illustrated in Figure 3. In order to 

observe the quality of a service and its development, the properties should be 

provided with concrete measurement units and formulas with which to calculate 

the property values. This document, however, uses them rather as guidelines that 

should be considered when designing a SOA service. 
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Figure 3: QoS Components 

Capacity measures how well a service can cope with an amount of service 

requests invoked on it. It builds on three capabilities – throughput, 

responsiveness and storage capacity. Throughput measures the service 

operations’ ability to handle invocations per time unit. Responsiveness is the 

time taken by a single operation call. Storage capacity is the amount of storage 

units taken by the operation messages. Capacity has also a fourth concept – 

scalability – that focuses on how easy it is for the three capabilities to adapt to 

increasing request volumes. 

Availability, in general sense (horizontal bar in Figure 3), measures the success 

of keeping a service free from failures. In a more specific sense (vertical bar in 

Figure 3), availability can be considered as an ability of a service to meet its up 

time expectations. This is an important quality attribute, since even a very short 

down time can have a huge impact on businesses depending on the service. Yet, 

service breaks of other services, that this service depends on, can be difficult to 

anticipate, and their functionality may be something that cannot be replaced 

within a short time period. A resilient service can keep operating even with an 

imperfect line-up. Reliability measures failures’ impact on a service’s 

operability. Reliability can be based on minimizing the actual failures or 

recovering from them successfully. A realistic design still knows its weaknesses 

and thus fails well. For cases of becoming inoperable due to failures, services 

should be built maintainable to get them easily back on the right track. 
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One of the challenges of SOA applications is how to keep control, in distributed 

environment, on who is allowed to do what, and how to protect all information. 

Services should maintain confidentiality by not allowing disclosure of any 

information to third parties. Prevention of unauthorized modifications and some 

kind of intrusion detection should be provided to maintain information integrity. 

Services should have defensive mechanisms to maintain their availability even 

when being under attack. A service should in all situations be aware of the user’s 

authenticated identity and be able to make authoritative decisions concerning the 

user’s actions. Nonrepudiation guarantees that every service transaction can be 

proved later and the participants cannot deny the event. 

2.3 Identity Management as a Service 

Identity management is something that most service providers need to 

implement. Steel et al. (2005, pp. 51-52) explain two essential functions of 

identity management: authentication and authorization. Authentication is 

verifying, that the user is who he/she claims to be, by requesting the user to state 

his/her identity and to provide something that only the possessor of the claimed 

identity knows, has or is. The identity can be stated by giving a username or 

some other piece of information that uniquely identifies the user within the 

authenticator’s user namespace. The most common case of something the user 

knows is a secret password. What the user has is usually some kind of device 

that produces a response to a presented challenge – like for example a SecurID 

card. What the user is refers to biometrics such as retina or fingerprint scan. 

Authorization is determining, based on the authenticated identity, which 

resources the user may access, and what actions he/she is allowed to perform. 

2.3.1 Traditional Model 

Jøsang et al. (2007) introduce the traditional model of managing the identity of a 

single user, which is presented in Figure 4. Essential in this model is that the 

same user has separate digital identities (ID) for all service providers (SP). Each 

service provider has also the role of an identity provider (IDP) with a private 

user namespace. The user information and even the credentials may be identical 
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for all services, but as long as the accounts are independent, they have to be 

provided separately for each SP. Identities from 1 to n are in no relation with 

each other. 

 

Figure 4: Traditional Identity Management Model 

When the user wants to access resources of a SP, he/she has to first login with 

the authentication credentials provided by the corresponding IDP. Credentials 

may consist of for example a username-password pair or the user’s e-mail 

address and password. The credentials are usually assigned within some kind of 

registration that is the event of digital identity creation within an IDP. If the user 

decides to access another SP, he/she has to again login before being allowed to 

use the service. Each SP of course provides some kind of session management to 

save the trouble of logging in with every service request, but those sessions are 

SP specific and cannot be used by other service providers. 

According to Jøsang et al. (2007), the traditional identity management model is 

simple for a SP to deploy, and it minimizes exposure of personal information, 

but repeated logins and having to memorize many sets of credentials causes the 

user too much mental and physical load. This can be considered as a violation 

against security usability. Memorization burden can be alleviated by writing 

down the credentials or choosing the same ones for each service, but these, on 
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the other hand, are solutions that compromise security. To handle forgotten 

passwords, a SP should implement a password recovery mechanism. Password 

recovery can be done manually, when there has to be a hired helpdesk person to 

answer the phone or e-mail, or by an automatic recovery mechanism, when 

particular attention needs to be paid to security. In either case, implementing 

password recovery is an additional expense that can be eliminated. Besides, 

recovering one’s password causes extra trouble for the user too. The duty to 

adhere to security policies can be a barrier for many users to subscribe to a 

service in the first place, which may prevent services reaching their full 

potential. 

2.3.2 Service-Oriented Model 

In the traditional model, presented in Figure 4, the service providers are clearly 

implementing similar functionality. Jøsang et al. (2007) also introduce an 

alternative for the silo model, as they call it. The service-oriented approach, 

which is illustrated in Figure 5, isolates identity management functionality to a 

separate module that provides the functionality as a service to subscribed service 

providers. The only party, with which the user communicates about his/her 

identity, is the centralized identity management service (IDP). The IDP handles 

tasks related to authentication, managing personal information, and providing 

user attributes. Service providers do not perform the actual authentication at all. 

Instead, they can query the IDP for attributes about the user whom they are 

communicating. The user only needs to have one identity (ID) to access services 

presented in the picture. Usually, these kinds of infrastructures implement a user 

convenience concept called single sign-on (SSO) that allows the user to move 

between services without re-authentication. Technical details related to SSO are 

left out of Figure 5, because they are discussed later in this document. It is also 

implementation-specific, how the user is suggested to login before the first 

service access, or how the user attributes are queried from the IDP. 
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Figure 5: Service-Oriented Identity Management Model 

The service-oriented model is well suited for closed networks where the same 

organization governs all participating service providers and the IDP. At least it is 

more likely to work this way than so that service providers worldwide would 

trust all their user accounts to be managed by a single IDP. There are actually 

examples of these kinds of attempts, one of them being Microsoft Passport 

whose purpose was to provide a centralized identity management service for 

external service providers that had nothing to do with Microsoft itself (Jøsang et 

al. 2007). However, centralizing the IDP is just the right kind of approach to 

what this document and especially its practical part are dealing with. 

From a new service provider’s perspective, an existing centralized IDP, already 

connected to several other SPs, can provide full-blown user accounts with no 

need to ask the user to fill in all the required attributes. For the user, this can 

appear as one-click service subscriptions without extra bureaucracy. Of course, 

the user has to accept the service terms and conditions, in order to allow sharing 

his/her personal information between the service providers, but after that, both 

the user and the SP will profit. The user needs no more to suffer from password 

fatigue, and the SPs can make their campaigns more accurate. 
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2.4 Requirements for Identity Management Service 

An identity management service has additional service requirements that mostly 

derive from the concept of respecting an individual’s privacy. Its centralized 

nature also brings some performance, scalability and availability requirements, 

as malfunctioning or slow authentication can become a bottleneck or even a 

single point of failure for most dependent services providers. 

2.4.1 Mutual Trust 

According to McKnight & Chervany (1996), trust can be considered as the 

extent to which one party is willing to depend on the other party in a given 

situation with a feeling of relative security, even though negative consequences 

are possible. Jøsang et al. (2005) have set five trust requirements for centralized 

identity management. The first three concern the client’s trust in a service 

provider (SP). The fourth is about a service provider’s trust in the client. The 

fifth implies a service provider’s trust in the identity provider (IDP or 

credentials provider). These trust requirements are listed below: 

T1. Client � SP: The service provider protects client privacy. This can be 

achieved by publishing and following privacy policies. 

T2. Client � SP: The service provider has implemented satisfactory user 

registration procedures and authentication mechanisms (from the client’s 

perspective). This requires a proper design that minimizes the amount of 

authentication failures. Proper risk management would provide means to 

minimize the damage of user information exposure. 

T3. Client � SP: The service provider adheres to the accepted policy for 

correlating personal data about the same client from other service 

providers. This requirement concerns sharing information about the user 

between several service providers. Trust can be established by defining 

policies that are clear and acceptable from the client’s point of view. 
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Additionally, a history of following the defined policies helps establish the 

trust. 

T4. SP � Client: The client handles their authentication credentials with 

adequate care. The user has to take good care of his/her authentication 

credentials in order to prevent identity thefts. This can be stated in the 

service provider’s terms and conditions, thus making the consequences of 

possible credential thefts the user’s burden. The user can assist establishing 

the trust by following credential-handling practices recommended by service 

providers. 

T5. SP � IDP: The credentials provider has implemented adequate procedures 

for registering users and for issuing credentials. This requirement can be 

considered as a requisite for establishing trust T2. A centralized identity 

management system, that service providers depend on, is most likely an 

invisible component for users. Therefore, from a user’s perspective, it may 

well seem like the service provider’s fault, if something goes wrong. An 

identity provider that is designed and implemented properly, with realistic 

consideration of possible risk scenarios, can prevent causing distress, 

inconvenience and financial loss to service providers and users. 

2.4.2 Privacy Protection 

Identity management is all about dealing with users’ digital identities. Especially 

a centralized identity management service, whose purpose is to provide personal 

user information for consuming services, has a central role in protecting users’ 

privacy. Jøsang et al. (2007) encapsulate the general idea of privacy protection 

by stating that exposure of personal information must be minimised, meaning 

that a SP, that needs user data in some transaction, should be provided with a 

minimal set of user attributes. User attributes should never be handed to third 

parties without the user’s consent. 

According to Pfitzmann & Waidner (2002), users should be provided with 

control over how their attributes are shared. Ideally, the user could set attribute-
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specific sharing restrictions so that on each attribute he/she could choose to 

select if it can be obtained by a particular SP, but this could be a major drawback 

against user experience. Instead, a reasonable set of choices should be provided. 

User accounts’ unique identifiers are not normally referred to as attributes, but 

same sharing policies should be applied to them too. If a SP only needs some 

quality attributes about the user with no need to link the user to any digital 

identity, the account identifier should be omitted. 

What comes to user attribute exchange, Pfitzmann & Waidner also discuss some 

restrictions on the IDP’s behavior. Attribute exchange often requires indirect 

communication by forwarding the user’s requests back and forth between IDP 

and SP. Some attribute exchange techniques allow the IDP to see the requests 

made by the user. The IDP should however not be allowed to mine the traffic 

data without consent or technical need. If possible, the traffic data should be 

hidden from the IDP completely, or at least so that the user behavior cannot be 

figured out. 

Centralized identity management enables the possibility to have all user data in 

one place. A good practice for increasing a user’s trust towards the IDP would 

be to allow the user to learn what information is being stored of him/her and to 

provide an opportunity to remove those data (Schläger et al. 2006a). 

2.4.3 Security Usability 

Findings of Berendt et al. (2005) from a large-scale online shopping experiment 

of Spiekermann et al. (2001) show that, in order to gain personal benefits such 

as product discounts, customers of electronic commerce are ready to provide 

personal information – even such that is not essential for the shopping 

transaction. The study shows that web sites’ privacy statements seem to have no 

effect on the users’ decisions on what information they should reveal about 

themselves, even though trusting personal details to Internet services would 

normally contradict their personal preferences. Ignoring written privacy policies 

is understandable, as they are quite often too long, and may contain legal jargon 

that is difficult to digest at first glance. 
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According to principles of security usability, introduced by Jøsang et al. (2007), 

the user should be helped to make the right security decisions. For example, 

when asking for the user’s consent to sharing his/her personal information, the 

terms the user is about to accept should be made as clear as possible. Of course, 

it is the user’s responsibility to read the text through but, by providing 

understandable agreement content, a SP can actually prevent privacy violation 

accusations and thus maintain its imago. 

2.4.4 Scalability 

A centralized identity management service is expected to handle a multi-user 

and multi-SP environment. In order to avoid becoming a bottleneck for 

dependent services, an IDP should be easily scaled up as the user population 

increases (Schläger & Pernul 2005). Scalability and availability can be gained 

with distributed architecture. 

Steel et al. (2005, pp. 274-277) introduce two scalability models: horizontal and 

vertical. Figure 6 (adopted from Steel et al. 2005, p. 275) represents a 

horizontally partitioned enterprise application. The application consists of a web 

tier, application tier and some back-end resources. The application can be scaled 

up by adding more parallel web servers and application servers. The firewall 

between the web tier and the application tier increases security, but on the other 

hand, may cause latency in communication between those layers. Load 

balancing increases the overall capacity, which was discussed in 2.2.2, and 

enables the overall system to stay responsive despite a failure in one point. 

Scaling requires infrastructure changes, which decreases manageability and 

increases manageability costs. 
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Figure 6: Horizontally Partitioned Enterprise Appli cation 

Figure 7 (from Steel et al. 2005, p. 276) represents a vertically scalable system. It has a 

web tier, application tier and back-end resources, as the previous example application, 

but the vertical scalability model combines a web server and an application server as a 

single monolithic server instance. The system can be scaled up by merely adding 

hardware capacity, such as memory and processors, to the existing server without 

infrastructural changes, thus increasing manageability and reducing manageability costs. 

However, a single failure can drop the whole instance. To ensure availability in failure 

situations, a high-availability (HA) cluster is needed. A HA cluster configuration has 

two functionally identical server instances backing up each other. A failure in either one 

may show as a drop in overall performance, but the system will stay responsive. 
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Figure 7: Vertically Partitioned Enterprise Applica tion 
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3 WEB SINGLE SIGN-ON 

Single sign-on (SSO) is a scheme that allows a user to move from a service to 

another without re-authentication. Authentication needs to be done only once 

within the domain of a single identity provider. Service providers utilizing the 

same identity provider can share the created SSO session. In addition to the 

convenience of having only one set of authentication information for multiple 

services, SSO eases up users’ trouble of choosing and maintaining their 

passwords securely. As this chapter concentrates on SSO mostly from web 

applications’ perspective, some important techniques for web single sign-on 

(WebSSO) are introduced before examining different solution proposals. Among 

those are web application sessions and the related session management 

mechanism, and some useful capabilities of Hypertext Transfer Protocol (HTTP) 

that is the main communication protocol between web clients and servers. 

3.1 Session Management with Cookies 

The word session can have multiple purposes. From a web application’s point of 

view, a user’s session starts when he/she steps in to the service and leaves the 

first footprint. Perhaps the most familiar example would be a web store site that 

remembers the contents of the user’s shopping cart. When the user enters the 

web store’s site, the underlying application notices that the user does not have a 

shopping cart. The user is given a shopping cart, which can be considered as the 

starting point of the user’s session. As the shopping session goes on, the user 

adds items to the shopping cart and perhaps removes some. All this time the web 

store takes care that the user does not accidentally grab someone else’s cart – 

something that could happen in the non-virtual world. Finally, the user chooses a 

payment method, provides the necessary information for the delivery, and 

confirms the purchase. The session ends. This was a simplified case where the 

web store did not require any kind of customer authentication. 
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3.1.1 Need for Cookies 

When doing web shopping or accessing any other service with a web browser, 

Hypertext Transfer Protocol (HTTP) is used in communication between the 

browser and the web server. However, when talking about sessions, there is an 

issue with the used protocol. HTTP is a stateless protocol and thus, has no 

concept of session. The server cannot relate a HTTP request to previous or 

subsequent requests. It is the upper protocol layer where the connection parties 

need to agree on ways to maintain session state. RFC 2109 (Kristol & Montulli 

1997) introduces how to manage HTTP sessions with cookies. A cookie is a 

small piece of information with which the server can identify the client. By 

identifying the client, the server application can resolve the HTTP session state. 

The actual session information (shopping cart content) is most often preserved in 

the server side. As the server has concurrent sessions with multiple clients, the 

cookie received with the HTTP request is a key to retrieve the state information 

of the right session (user’s own shopping cart). 

3.1.2 Server Behavior 

Kristol & Montulli (1997) explain the server-side behavior in HTTP state 

management. Cookies are initially created on the server side by including a "Set-

Cookie" header to a HTTP response. The "Set-Cookie" header includes a 

comma-separated list of one or more cookies that the client should consider 

sending with subsequent requests. One cookie comprises of the following 

attribute-value pairs: 

• NAME=VALUE is a required attribute where NAME is the name of the 

cookie and VALUE is its value. The cookie’s value has no significance to 

the client or any other host, so it can be some string created by the server. 

Unlike other attributes, that have predefined names, this attribute’s name is 

decided by the origin server. For example, if it decides to name the state 

information as "ID" and give it the value "123", the attribute would be 

"ID=123". This is always the first attribute. 
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• Comment is an optional attribute that documents the intended use of the 

cookie. The comment text should be human-readable for user inspection 

purposes. 

• Domain is an optional attribute for defining the domain for which the cookie 

is valid. The domain has to start with a dot. If this attribute is omitted, the 

client defaults it to the requested host. 

• Max-Age is an optional attribute for defining the cookie’s lifetime in 

seconds. The value should be a non-negative decimal integer. A value of 

zero requests the client to discard the cookie immediately. The default 

behavior for the client application is to discard the cookie when it exits. 

• Path is an optional attribute that specifies the root path under which the 

cookie applies. This attribute defaults to the requested URL in the client end 

if omitted. 

• Secure is an optional flag attribute whose presence indicates that the cookie 

should only be sent over a secure connection. This attribute should not have 

a value even if it is present. 

• Version is a required attribute identifying the version of the state 

management specification that the cookie confirms. Value 1 applies for the 

RFC 2109 specification of Kristol & Montulli. 

The attributes are separated by semicolons. An example "Set-Cookie" header for 

a cookie who has name "ID" and value "123", and is applied for all URLs on 

hosts *.bar.com for the next hour, would look something like this: 

Set-Cookie: ID=123; Version=1; Domain=.bar.com; Path=/; Max-Age=3600 
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3.1.3 Client Behavior 

Kristol & Montulli (1997) also define the expected client behavior when cookies 

are used. When a client receives a HTTP response with "Set-Cookie" headers, it 

should preserve cookies that have positive Max-Age. Those that have a Max-

Age value of zero should be discarded immediately. When the next HTTP 

request is being sent, the client needs to check if there are previously saved 

cookies that are applicable for the requested URL. The decision on whether a 

cookie should be included to the request is based on the cookie’s Domain, Path 

and Max-Age attributes. Assuming that the client is sending a HTTP request to 

http://foo.bar.com/files/, it would need to check if it has cookies with domain 

".bar.com", and path "/" or "/files", that have not expired. Cookies matching with 

these criteria will be sent as a semicolon-separated list in the request’s "Cookie" 

header. Cookies with more specific paths are placed before those with less 

specific. 

3.2 HTTP Redirection Mechanism 

The HTTP 1.1 specification (Fielding et al. 1999) defines a class of eight 

response status codes with which the browser can automatically be redirected to 

a new URL without user interaction. These status codes are of format 3xx. 

However, according to the specification, automatic redirection is not required 

from HTTP clients. 

Servers can use HTTP redirection to relay data to each other. For this purpose, 

especially the status code 302 has proved to be useful. It is supported by both 

HTTP 1.0 and 1.1. A HTTP response with status code 302 advises the client to 

perform a one-time redirection to the URL given in the "Location" header. For 

the user this operation is invisible. According to the specification, if other 

method than HEAD was used in the request, a short note using Hypertext 

Markup Language (HTML) should be included to the response body with a link 

pointing to the redirection URL. Below is an example of a redirection response 

by which a server could redirect the client to 

http://www.redirectionsite.com/foo. 
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HTTP/1.1 302 Found 
Location: http://www.otherhost.com/foo 
 
<!DOCTYPE HTML PUBLIC "-//IETF//DTD HTML 2.0//EN"> 
<HTML> 
  <HEAD><TITLE>302 Found</TITLE></HEAD> 
  <BODY> 
    The document has moved  
    <A HREF="http://www.otherhost.com/foo">here</A>. 
  </BODY> 
</HTML> 

 

The server doing the redirection can pass data to the target host by using URL 

parameters. For example, with parameters "color" and "shape", and 

corresponding values "red" and "circle", the previous URL would be: 

http://www.otherhost.com/foo?color=red&shape=circle 

 

3.3 Web Single Sign-On with Cookies 

There are many different ways to implement web single sign-on (WebSSO). 

Samar (1999) proposes a scalable cookie-based WebSSO architecture and 

introduces three different design approaches. A centralized cookie server suits 

well for larger web sites. The decentralized cookie server approach provides 

decreased administrative overhead for smaller sites. The centralized login server 

model moves the whole authentication task from web servers to a specialized 

login service provider and allows cross-domain cookie sharing. The smaller-

scale decentralized case is not discussed here since it describes a model that is 

not interesting considering this document’s subject. 

3.3.1 Centralized Cookie Server Approach 

Samar’s centralized cookie server approach, illustrated in Figure 8, has a 

centralized storage for created SSO session cookies. Web Server A and Web 

Server B have basically the same abilities to authenticate user, but in the 

presented case, as the browser doesn’t have a valid SSO cookie, Web Server A 

takes the role of the SSO session initiator. Web Server B does not need to 
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perform the authentication as the browser can send the created SSO cookie with 

the request. Web servers are assumed to belong to the same domain. 

 

Figure 8: WebSSO with a Centralized Cookie Server (Samar 1999) 

The SSO session creation steps are somewhat the following: 

1. The browser sends authentication information to Web Server A that 

authenticates the user. 

2. Web Server A sends user’s name, requested cookie expiry date and other 

session specific information to Cookie Server. 

3. Cookie Server creates a user session entry in its database, and returns the 

associated cookie and brownie (cookie attributes) to Web Server A. 

4. Web Server A may query some additional user data from its own user 

database. 

5. Queried user data is returned to Web Server A. 
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6. Web Server A sends Client Browser the application information in a HTTP 

response whose "Set-Cookie" header includes the cookie created in step 3. 

After the SSO session creation, the flow, where the user would normally need to 

be re-authenticated, proceeds now with the following steps: 

a. The browser sends the cookie it received in step 6 to Web Server B within a 

HTTP request. 

b. Web Server B sends the received cookie to Cookie Server for validation. 

c. Cookie Server checks from its database if there is a user session associated 

with the cookie and responds with the brownie. 

Web Server B performs other checks if necessary. Steps d-f are identical to steps 

4-6 except that the cookie is not sent to the browser. By caching the validated 

cookie and the brownie, web servers will not have to validate the cookie 

anymore thus making further interactions much faster. 

In order for the cookie to be sent in step a), Web Server B has to belong to the 

same domain with Web Server A. This is one of the major restrictions of this 

model. 

3.3.2 Centralized Login Server Approach 

Samar’s centralized login server approach is an improvement to the centralized 

cookie server case. By adding a centralized login server to the model, web 

servers need not to be able to authenticate the user. This is better from the 

security perspective but also allows cross-domain SSO. This case introduces a 

practical example of HTTP redirect usage in WebSSO that was explained earlier 

in this chapter. The login sequence is illustrated in Figure 9 that has been 

adopted from Samar and edited. 
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Figure 9: WebSSO with a Centralized Login Server 

The steps of SSO session creation in the centralized login server approach are 

listed here: 

1. The browser requests some resource from a service provider by sending a 

HTTP request. 

2. The service provider notices that a SSO cookie is missing and redirects the 

browser to the login server URL. The original URL requested in step 1 is 

included as a URL parameter. 

3. HTTP request is sent to the URL given in the redirection. If the login server 

has authenticated the user earlier, a login cookie is sent with this request. If 

there is no login cookie, the login server authenticates the user and creates a 

login cookie and a SSO cookie. 

4. HTTP redirection is sent to the browser. The location URL is the one that 

was received as a parameter in the previous request. The created SSO cookie 

is added to the URL as a parameter, and the created login cookie is sent in 

the "Set-Cookie" header. 



32 
 
 

5. The browser is redirected to the redirection URL, that is the original URL 

used in step 1, but this time with the SSO cookie as an additional parameter. 

6. The service provider verifies the SSO cookie received as a URL parameter 

and returns its own session cookie to the browser. 

The described SSO method removes the cross-domain restrictions that the 

centralized cookie server approach has. Now the session cookie created by a 

service provider does not have to be valid for the domains of other service 

providers. The user’s SSO session lasts as long as the login cookie created by 

the login server is valid.  

3.3.3 Cookie Approach Analysis 

Samar presents some positive sides for implementing WebSSO with cookies. 

First, the cookie mechanism is a built-in feature in web browsers, so no 

additional software needs to be installed on the client side. Cookies are invisible 

to the user, and their content does not interest browsers either, which makes 

server-side maintenance easier. The only additional client-side support feature is 

that the browser’s setup has to allow using cookies. In addition, cookies are 

independent of the used authentication method. 

Samar also introduces cookies’ downside for easy manageability, which 

involves some security issues. Cookies are easy to steal and include as part of 

other transactions, because they have no relationship with the transferred data. 

Cookies are sent to web servers as clear text unless Secure Sockets Layer (SSL) 

is used. Limited extra security can be achieved by encrypting the cookie, but if 

the same key is used for every cookie, exposing one cookie can expose the 

others too. Thus, it is not recommended to have any real data in the cookie, but a 

session ID by which only the web server can retrieve the real session data. 

Replacing the data with a meaningless token also prevents third-party 

modifications. After all, the browser does not care about the containments of the 

cookie. Another drawback for the cookie-based approach is the question of trust 



33 
 
 

towards the authenticating server, especially in the centralized cookie server 

scenario that has no centralized login authority. 

3.4 Security Assertion Markup Language (SAML) 

Web sites need often to ask information from the user, for example a shipping 

address when the user is checking out from a web store. If such information 

however can be obtained from an identity provider (IDP), the user should not be 

bothered with unnecessary questions. 

3.4.1 Browser-Based Attribute Exchange 

Pfitzmann & Waidner (2002) explain the basic scenario of browser-based 

attribute exchange that is shown in Figure 10. Initially, when the user has not yet 

authenticated, the service provider (SP) has no information with which it could 

refer to the user. Thus, because the SP has no means to query user information 

directly from the IDP, HTTP redirections must be used. When the browser 

requests a resource from the SP, the SP responds with a HTTP redirect that 

causes the browser immediately to send a HTTP request to the IDP. The IDP 

resolves the user’s identity, either by authenticating or from an existing HTTP 

session, and sends the user attributes to the SP via another HTTP redirect as a 

URL parameter. There can also be a back channel between the IDP and the SP 

for direct communication. 
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Figure 10: Browser-Based Attribute Exchange 

There are several protocols for exchanging user attributes between the SP and 

the IDP. Among the most important ones is the protocol defined by the Security 

Assertion Markup Language (SAML) standard. SAML standard defines an 

eXtensible Markup Language (XML) based framework for exchanging 

authentication, authorization and attribute information about a subject (Ragouzis 

et al. 2007). The information is encoded with SAML assertions, which are a part 

of the SAML 2.0 message standard described by Cantor et al. (2005b). 

According to Ragouzis et al., the subject can be anything, that has an identity 

and that can be authenticated. The participants exchanging information are the 

SP and the IDP. The SP requests assertions about a subject, and the IDP 

provides them. 

3.4.2 Protocol Bindings 

Cantor et al. (2005a) define SAML message transportation methods with 

protocol bindings. A particularly useful binding in browser-based attribute 

exchange is the HTTP Redirect binding. It allows SAML messages to be 
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transported via the browser with HTTP redirects. The SAML message is 

included to the redirection URL, given in the response’s "Location" header, as a 

URL parameter that is named "SAMLRequest" or "SAMLResponse", depending 

on the message type. The default URL encoding method for the SAML message 

is DEFLATE that is specified in RFC 1951 (Deutsch 1996). 

The HTTP POST binding allows sending a SAML message via the browser in a 

HTTP POST request. The requesting host responds to the browser’s initial 

request with a HTTP response containing an eXtensible Hypertext Markup 

Language (XHTML) document. As a part of the document is an XHTML form 

element holding the SAML message in a hidden field that is named 

"SAMLRequest" (for request) or "SAMLResponse" (for response). The SAML 

message is encoded by applying the Base 64 encoding defined in (Josefsson 

2006). The action attribute of the form must be the recipient’s URL and the 

method attribute has to be "POST". The POST request sending can be 

automated, with no need for user interaction, by setting a client-side script to 

submit the form as the browser has loaded the document. 

The HTTP Artifact binding is intended to be used with browser-supported 

bindings, such as the two previous ones, in cases where the SAML messages are 

too large to be transmitted via the browser, or contain information that needs to 

be hidden from the client. The SAML message being sent can be a request or a 

response. A SAML artifact is a small piece of information, created by the IDP, 

referring to the actual SAML message. The artifact can be delivered to the 

recipient by using the HTTP Redirect binding as a URL parameter named 

"SAMLart", or with the HTTP POST binding in a XHTML form field named 

"SAMLart". The receiver can resolve the sender from the artifact’s content and 

request the corresponding SAML message directly via a back channel by using a 

direct SAML binding such as the SAML SOAP binding. 

The SAML SOAP binding enables sending SAML messages encapsulated in 

messages of the Simple Object Access Protocol (SOAP). SOAP defines an 

XML-encoded message format for exchanging structured information (Box et al. 
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2000). SOAP messages are usually transported over HTTP. The SAML SOAP 

binding defines a simple request-response model. A SAML request is sent 

within a SOAP message’s body. The responder either sends another SOAP 

message containing the SAML response or generates a SOAP error. 

3.4.3 Web Browser SSO Profile 

According to the SAML 2.0 technical overview (Ragouzis et al. 2007), the most 

important SAML use case is WebSSO. SAML is quite often referred to as a SSO 

protocol. Hughes et al. (2005) define a SAML profile for web browser SSO. 

Figure 11 illustrates the basic SAML WebSSO message sequence. 

 

Figure 11: SAML Web Browser SSO Profile 

The web browser SSO profile uses the SAML authentication request protocol 

specified by Cantor et al. (2005b). The message exchange is done with 

<AuthnRequest> and <Response> messages. The steps of the profile are the 

following: 

1. A browser requests a resource from the SP. 
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2. The SP notices that the user has not authenticated, determines the IDP, and 

sends a SAML authentication request message. The message is transferred to 

the identity provider through the browser by using the HTTP Redirect, 

HTTP POST or HTTP Artifact binding. 

3. The IDP authenticates the user. The authentication method is not defined by 

the profile. 

4. The IDP sends an authentication response to the SP by using either the 

HTTP POST or HTTP Artifact binding. The response message includes an 

authentication assertion (or an error). Using HTTP Redirect binding should 

be avoided here, because the response message will most probably be too 

long to be relayed as a URL parameter. 

5. The SP returns the browser the requested resource (or an error). 

3.5 Single Sign-On with Cookies and SAML 

This subsection introduces SAML’s web browser SSO profile in practice. The 

HTTP Redirect and HTTP Artifact bindings are used in SAML message 

exchange. Additionally, HTTP cookies are used. One cookie is used to create a 

SSO session with the IDP, and another one for a SP session. It is assumed that a 

SP has only one IDP from which to query user attributes. Thus, no IDP 

resolution is needed. The IDP also knows all service providers using its service. 

Each SP has a fixed set of user attributes of which it is interested. 

3.5.1 Initial Login 

Figure 12 presents the message exchange sequence following the service request 

of a client that has no saved cookies. Neither the SP nor the IDP can identify the 

user because of the absence of authenticated sessions. SAML’s authentication 

request protocol and artifact resolution protocol (Cantor et al. 2005b) are used in 

the sequence. The SAML messages are presented with the corresponding main 

level XML elements. The messages of the authentication request protocol are the 
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authentication request message <AuthnRequest> and the response <Response> 

(encapsulated by the artifact resolution response). The artifact resolution 

protocol uses the request message <ArtifactResolve> and the response message 

<ArtifactResponse>. 

 

Figure 12: Resource Request without Existing SSO Session 

The actions taken in Figure 12 are the following: 

1. The user requests a resource from a SP for example by clicking a link on a 

HTML page. 

2. The user’s browser sends a HTTP GET request to the SP, requesting the 

resource to which the link pointed. 
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3. The SP notices that it does not have a session with the browser and creates a 

SAML authentication request message. The return URL is included to the 

request. The SP responds with a HTTP response that has a status code 302 

implicating a redirection to another URL. The URL of the IDP, with the 

authentication request as a URL parameter, is included in the response’s 

"Location" header. As a result, the browser automatically sends a HTTP 

GET requests to the given URL. 

4. The IDP notices, that it does not have an active session with the user, and 

sends a HTTP response including a login HTML page. 

5. The browser presents the login page to the user. The login page has fields for 

the username and the password, and a submission button. 

6. The user fills the login form with his/her username and password, and 

submits the login form. 

7. The browser sends the form to the IDP in a HTTP POST request. 

8. The IDP authenticates the user, gets a SP-specific set of related user 

attributes from its user directory, and creates an authentication response 

message of those attributes and the authentication event itself. The response 

is left to a message queue. The IDP creates a SAML artifact referring to the 

SAML response and a HTTP cookie for the new SSO session. The IDP 

sends the browser a HTTP redirect response pointing to the SP’s URL, 

announced in the authentication request, with the created artifact as a URL 

parameter. The created cookie is included to the "Set-Cookie" header of the 

response. The browser saves the cookie and makes a HTTP request to the SP 

according to the URL given in the redirect. 

9. The SP gets the SAML artifact from the "SAMLArt" URL parameter. It 

creates an artifact resolution request message. The artifact is included to the 

message. The SP sends the request inside a SOAP envelope to the IDP. 
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10. The IDP obtains the artifact from the artifact resolution request and uses it to 

refer to the authentication response message that was created prior to the 

step 8. The IDP encloses the authentication response in an artifact resolution 

response message that is sent to the SP in a SOAP envelope. 

11. The SP gets the authentication response from the artifact resolution response, 

and creates a new session context for the user. A cookie referring to the 

session is created. From the session, the SP can identify the user and thus 

skip the authentication in the future requests. The SP sends the browser a 

HTTP response containing the resource that was originally requested by the 

user. The cookie is relayed in the "Set-Cookie" header. 

12. The browser saves the session cookie and shows the resource to the user. 

After these steps, the browser has established a HTTP session with both the SP 

and the IDP. Both can from now on use the respective cookie to obtain the 

session and thereof identify the user. The browser sends the cookies to their 

respective creators with subsequent requests until the cookies expire. After the 

session cookie created by the SP has expired, it shall no more be sent to the SP 

and, in the SP’s perspective, the user will seem unauthenticated again. It is 

however the SSO cookie’s age that determines the minimum time interval 

between showing the login page. As long as the SSO cookie is valid, the user 

needs not to provide authentication information. 

3.5.2 Switching between Services 

Figure 13 represents a scenario where the initial login has already occurred and 

the user is about to move to another service within the same SSO domain. There 

are now two service providers. SPsrc is the SP with which a session was created 

in the initial login, and SPdest is another SP that has no session with the browser. 
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Figure 13: Switching to Another Service 

The scenario of Figure 13 proceeds with the following steps: 

1. The user chooses to enter another service within the same SSO domain 

(using the same IDP) as the previous service he/she was using. The user 

clicks on a link or chooses an entry from the browser’s bookmarks. 

2. The browser sends a HTTP GET request to SPdest. 

3. SPdest cannot identify the user and thus redirects the browser to the IDP. The 

browser includes the previously saved SSO session cookie to the resulting 

HTTP request. 

4. The IDP identifies the user by the SSO cookie, fetches the user data, and 

creates an authentication response of the user attributes. Again, the response 
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is stored somewhere for SPdest to fetch it. As in the initial login, a SAML 

artifact is sent to the requesting SP through a HTTP redirect. This time, 

however, the IDP does not need to send a SSO cookie to the browser, unless 

it wants to extend the cookie’s period of validity. 

The steps 5-8 are similar to the steps 9-12 of the initial login. SPdest creates its 

own session context with the browser. The described solution enables cross-

domain SSO, because the IDP and each SP can have their own cookies. 

As Figure 13 illustrates, the user does not need to login when he/she enters a 

new service. The authentication steps 4-7 of Figure 12 can be omitted. This is 

what single sign-on is all about – the convenience of using several services with 

only one set of authentication credentials and without needing to re-login when 

switching between services. 

3.5.3 Single Logout 

Cantor et al. (2005b) specify a technique called single logout and a dedicated 

protocol that enable terminating all created sessions within the SSO domain 

nearly simultaneously. There are several reasons for a SSO session participant to 

wish for session termination. Single logout can be originated by a user, choosing 

to logout, or by the IDP due to expiration of a SSO session. In either case, the 

IDP needs to tell the participants of that SSO session to terminate their sessions 

with the user in question. 

Figure 14 shows the message flow of a logout scenario. Initially, there are active 

sessions with two SPs and the IDP – a similar situation where the previously 

described service-switching scenario ended. The logout requests to the SAML-

enabled session participants are made with the single logout protocol. The 

request message of the logout protocol is presented by its main level XML 

element <LogoutRequest> and the response message by <LogoutResponse>. 
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Figure 14: Single Logout 

The single logout sequence presented in Figure 14 is the following: 

1. The user chooses to logout by clicking a logout link on a HTML page 

provided by SP1. 

2. The browser sends a HTTP GET request to SP1. 

3. SP1 sends a single logout request through the browser to the IDP by using 

the HTTP Redirect binding. 

4. The IDP terminates the SSO session and requests SP2 to do the same by 

sending it a logout request with a reference to the user. The request is 

transported inside a SOAP envelope. 



44 
 
 

5. SP2 terminates the corresponding HTTP session and replies with a SOAP 

response containing a logout response message. 

6. The IDP sends SP1 a logout response within a HTTP redirect. The redirect 

response also contains the SSO cookie but this time with zero as its Max-

Age value, which causes the browser to remove the SSO cookie from its 

cookie container. 

7. SP1 receives the logout response and terminates the user session. It sends a 

logout page in a HTTP response that also includes an expired session cookie. 

8. The browser removes the SP1‘s session cookie from its cookie container and 

shows the user the received logout page. 

If there were more participating SPs that would have received an assertion about 

the user, the IDP would need to send all of them a logout request similar to the 

one that it sends to SP2. 

 



45 
 
 

4 WEB-FOCUSED IDENTITY MANAGEMENT SOLUTIONS 

This chapter introduces briefly some well-known identity management solutions 

and discusses issues related to using commercial solutions versus implementing 

an identity management service for the service provider’s own use only. 

4.1 Microsoft Passport / Windows Live ID 

Microsoft released in 1999 their centralized single sign-on service .NET 

Passport. It was intended to provide a centralized SSO service for not just 

Microsoft’s own but also external services (Jøsang et al. 2007). A user just needs 

to create a Passport account on the Passport homepage – possibly after being 

redirected from a participating site – or from Windows XP, after which he/she is 

able to login with the same credentials to all web services supporting Passport 

authentication (Oppliger 2003). 

Passport was designed to take advantage of existing browser techniques such as 

HTTP redirects, JavaScript, SSL and cookies (Oppliger 2003). The user 

information exchange is performed with cookies. Cookies created by Passport 

carry the actual user data and authentication event information with them but in 

encrypted format. In order to decrypt a Passport-originated cookie, a service 

provider needs to have the Passport Manager plug-in module installed (Schläger 

& Pernul 2005). 

Microsoft Passport did not succeed as a centralized authentication service. 

Kormann & Rubin (2000) and Oppliger (2003) introduce several security 

vulnerabilities of which a major one is Passport’s security through obscurity 

approach. Lack of sufficient and consistent documentation about Passport’s core 

functionalities has been a matter of criticism (Schläger & Pernul 2005). The 

mistrust toward security Passport’s capabilities, added up with the fact that 

Microsoft was able to access users’ personal information, such as browsing 

behaviour and credit card numbers, with no personal interests in protecting those 

data, was enough for most clients to abandon Passport (Schläger et al. 2006a; 
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Jøsang et al. 2007). In 2006, Passport was renamed to Windows Live ID, and it 

nowadays provides authentication service for Microsoft’s online services such as 

Hotmail (Jøsang et al. 2007). 

4.2 The Liberty Alliance Framework 

Liberty Alliance (http://www.projectliberty.org) was founded in 2001 to provide 

open standards, guidelines and best practices for identity management. Liberty 

was originally formed by approximately 30 organizations. Today it has more 

than 150 members. The framework defined by Liberty Alliance was the open-

source answer to provide the functionality of Microsoft Passport.  

Schläger & Pernul (2005) give a brief overview of Liberty. Instead of having 

one centralized IDP, a Liberty SSO domain consists of several identity and 

service providers. An authentication model with several members acting as both 

SPs and IDPs is usually referred to as a federation. In Liberty terminology, this 

kind of union is also called a circle of trust (COT). Any member can 

authenticate the user and share the authenticated session with the other members 

of the same COT. Instead of having one global identity, in Liberty a user can 

have several linked accounts. 

Shim et al. (2005) describe the structure of the Liberty framework. The 

framework builds on existing standards such as XML, SOAP, Web Services 

Security (WS-Security) and SAML. It consists of three components: Identity 

Federation Framework (ID-FF), Identity Web Services Framework (ID-WSF) 

and Identity Services Interface Specifications (ID-SIS). ID-FF (overview in 

Wason n.d.) specifies the requirements for identity federation, authentication, 

account linking, anonymity support and global logout. ID-WSF specifies a 

framework for providing identity service. ID-SIS specifies a framework built on 

ID-FF and ID-WSF supporting identity-enabled services such as calendars and 

e-wallets. 



47 
 
 

4.3 The Shibboleth Project 

The Shibboleth project (http://shibboleth.internet2.edu) is an initiative of 

Internet2 organization, aiming to enable resource sharing between research and 

academic institutions (Bhargav-Spantzel et al. 2007). One of Shibboleth’s design 

goals is to prevent unauthorized access to digital documents, for which it 

complements mere SSO by also providing authorization services (Schläger et al. 

2006b). 

Shibboleth architecture (defined by Scavo & Cantor 2005) builds on three 

components: service provider (SP), identity provider (IDP) and an optional 

“Where are you from?” (WAYF) service. As opposed to Passport with one 

centralized IDP, a Shibboleth federation is similar to a Liberty system with its 

support for multiple IDPs. Each user has a home IDP where he/she can be 

redirected for authentication and from where SPs can query the profile attributes. 

The publishable attributes for each SP can be chosen by the user and the home 

IDP. The framework for attribute exchange is provided by implementing the 

specification of SAML version 1.1. The WAYF service can be used by SPs to 

locate the user’s home IDP. IDPs are typically interconnected universities 

managing their own members (Pfitzmann & Waidner 2002). 

4.4 Vendor Products versus Homegrown Solutions 

Ramachandran (2002, pp. 46-48, 295-301) compares some qualities (summed up 

in Table 1) of vendor-delivered and homegrown SSO solutions. Here, a vendor 

product can be an off-the-shelf SSO product as well as a SSO service provided 

by a third party. 
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Table 1: Vendor Product vs. Homegrown Solution 

 Vendor Product Homegrown Solution 

Advantages + Vendors have usually more 
expertise on the field 

+ Technically well designed 

+ Works as advertised 

+ Can be tailored to 
exactly suit the context 

+ Extensibility for future 
requirements 

Disadvantages − Places itself at the center of 
the architecture 

− Might have hidden context 
preferences and assumptions 

− Might not meet the future 
requirements 

− Might fail to interoperate with 
other used security services 

− Lifecycle controlled by the 
vendor 

− Does not advertise its 
weaknesses 

− Development and 
maintenance costs 

− Requires security 
expertise 

 

Even though a vendor’s true history of building security products might be 

unknown, they are expected to have more expertise on the business field than an 

average customer. Vendor products can however introduce integration problems, 

and lack of support for future requirements. As Ramachandran (2002, p. 301) 

points out, unlike other security products, SSO products are difficult to be 

replaced, since users interact directly with them. Client backward compatibility 

is rarely an issue with web-based solutions, but the risks involved in replacing a 

SSO product with a new one should be considered, since an old SSO product 

turned into a legacy system would present a huge maintenance burden. 

A commercial product is often technically well designed and works as 

advertised, but also tends to hide its vulnerabilities, thus making it harder for the 

customer to prepare for them. As usual, qualities that can be seen as weaknesses 

or limitations are not explicitly advertised. They can appear as runtime 
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environment preferences, lack of compatibility with other security products and 

an assumption of the product being the central architectural component. 

There can be several issues in integrating SSO products with ever more complex 

enterprise systems. A SSO product might not meet all future requirements and 

the vendor does not need to maintain it forever. Every software product has a 

life cycle after which the customers are on their own. An identity provider 

pulling the plug can be a financial threat to service providers depending on it 

(Ramachandran 2002, p. 301). Creating an SSO solution by oneself guarantees 

that the service keeps up and running as long as wanted. A homegrown solution 

can be tailored from the beginning to meet the requirements perfectly, and some 

space can be left for future extensibility too. The downsides for creating a 

homegrown solution would be the development and maintenance costs, and the 

challenges of acquiring the sufficient knowledge of security design. 
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5 NOKIA ACCOUNT PROGRAM 

The initial concept of Nokia Account program was to create a plug & play 

authentication and authorization component that would be an enabler of 

seamless user experience and unified consumer data for Internet services of 

Nokia. The idea is to provide registration, SSO, service subscriptions and 

personal account management through a business-enabling service called Nokia 

Account. Figure 15 presents the contextual overview of the Nokia Account 

service. 

 

Figure 15: Nokia Account Ecosystem 

5.1 Planning 

In November 2006, a task force was formed to make the first proposal and initial 

plans for Nokia Account service. The idea of the service is to centralize all user 

account management, authentication and authorization of Nokia Internet 

services to one business enabler. Nokia Account was designed to have support 

for desktop browser and mobile browser. Table 2 lists the key use cases of 

Nokia Account. 
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Table 2: Key Use Cases of Nokia Account 

Consumer Use Case Steps 

Register a new Nokia 
Account 

1. User discovers a service. 

2. Service usage requires registration. User is guided 
to create a Nokia Account. 

3. User completes registration details. 

Complete service-
specific details and 
start using the service 

1. User starts using the service e.g. by browsing for 
content. 

2. User completes service-specific details if needed to 
use the service. 

Authenticate / Login 1. User goes to a service. 

2. User logs in and is becomes authenticated. 

Single sign-on 1. User is at Service 1 and discovers Service 2. User 
clicks on a Service 2 link. 

2. User gives mandatory Service 2 specific details and 
accepts the terms & conditions of Service 2. 

3. User moves to Service 2 and is authenticated. 

Manage and update 
account 

1. User is at a service and wants to update his/her 
profile OR user goes directly to Nokia Account to 
update the profile. 

2. User sees his/her Nokia Account details and 
updates e.g. e-mail address. 

Self-service / Help 1. User goes to his/her Nokia Account and clicks on 
“Help”. 

2. User seeks help. 

 

The initial performance requirements of Nokia Account were derived from 

rough volume estimates made for the next few years. The service capacity is 

required to scale up with the gradual increase in volumes of service integration 

and usage. It was from the beginning a known issue that the availability of 

Nokia Account would affect directly the availability of dependent services. The 

target availability excluding planned service breaks was set to 99.5 percents. 
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5.2 Logical Architecture 

Figure 16 shows the logical architecture of Nokia Account. There are two main 

components: the front end (Nokia Account Consumer Interface) and the back 

end (Nokia Account Service). The front end provides a web interface for 

consumers. The back end provides authentication and account management 

services. The most important surrounding architectural components are the 

integrated services (Nokia Services), a legacy CRM, and the services using the 

legacy CRM (Legacy Services). 

 

Figure 16: Logical Architecture 

One of the requirements of Nokia Account 1.0 is to keep its user accounts 

synchronized with the legacy system (Legacy CRM). In addition to Nokia 

Account users, the legacy system holds also the user accounts of the so-called 

legacy services (services not using Nokia Account). However, Nokia Account 
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does not need to be aware of legacy users, unless one registers to Nokia Account 

and wishes to merge the account with his/her legacy account. 

5.3 Implementation Architecture 

Part of the system functionality is implemented with Oracle products. The 

programming framework for custom components is Java 2 Enterprise Edition 

(J2EE). Table 3 lists the components implementing the logical functionality of 

Figure 16. 

Table 3: Implementation of Logical Architecture 

Logical Component Implementation Component 

Nokia Account Consumer Interface 
• Login Service 
• Account Service 

Portal 
• Login web pages 
• Account management web pages 

Authentication and Federation Service 
(WebSSO, SAML) 

Oracle Identity Federation (OIF) and 
Oracle Access Manager (OAM) 

Account Management Service Back end: Core 

Online Directory Service Oracle Internet Directory (OID) 
product 

Legacy Data Modification Back end: Legacy data access object 
(Legacy DAO) 

Legacy Data Synchronization Back end: Legacy Listener 

Database Oracle Enterprise SQL database and 
Oracle Real Application Clusters 
(RAC) 

 

Figure 17 specifies the relationships between the system components. All HTTP 

traffic to Nokia Account goes through the HTTP server that acts as a proxy 

between the system and the outer world. The dotted arrows mean that HTTP 

redirects are used as the transportation method. 
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Figure 17: Implementation Architecture 

5.3.1 Oracle HTTP Server 

The HTTP server provides a HTTP interface for clients and service providers. It 

switches HTTP traffic to different servers based on the requested URL. HTTP 

over SSL (HTTPS) connections are already terminated in the front end’s load 

balancer and SSL accelerator. 

Used together with Oracle Access Manager (OAM), the HTTP server provides 

URL-level security. It uses cookies in HTTP session management and makes 

extra cookie validity checks through IP address check. 
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5.3.2 Portal 

The Nokia Account portal runs two Java web applications: Account Service 

Front End and Login Control. Oracle Containers for Java (OC4J) application 

server is used as the J2EE runtime environment. 

Account Service Front End is a web application utilizing Spring and Velocity 

open source toolkits. It provides the web pages for account management and 

login: HTML pages for desktop browsers and XHTML pages for mobile 

browsers. Account Service Front End accesses the back end’s business functions 

through a Remote Method Invocation (RMI) interface. 

Login Control is dedicated for consent handling. When the user logs in to a 

service provider’s site – through an existing SSO session or by giving the 

credentials – Login Control checks if the user has accepted the terms and 

conditions (T&C) of that service. If the T&C are not already accepted, the user 

is requested to do so. Each SP defines a mandatory set of attributes the user 

needs to have, in order to use the service. Login Control checks that the user has 

a valid set of attributes and asks the user for the invalid ones if needed. The web 

pages needed by Login Control are provided by Account Service Front End via 

HTTP redirects. Login Control is also responsible for audit logging in login 

transactions. Relevant information such as IP address, username, browser type 

and service provider ID is stored to the SQL database. 

5.3.3 Back End 

The back end implements the account management business logic. OC4J is used 

as the runtime environment. The back end consists of two main components: a 

session bean called Core, and Legacy Listener web application. Additionally, the 

Legacy DAO Java library is used. 

Core provides a RMI interface for the use of the portal. The interface is 

comprised of account management business functions needed in account 

creation, modification and deletion. Legacy DAO is used to access the legacy 
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system’s SOAP service interface. Core also uses the SOAP interface of the 

Export Check service for IP address/country validation during user registration. 

Another component communicating with the legacy system is Legacy Listener. 

It receives synchronization events from the legacy system through a proprietary 

XML over HTTP interface. The events are forwarded through a RMI interface to 

Core that processes them. 

5.3.4 Oracle Identity Federation (OIF) 

Nokia Account program’s early task force decided that techniques of Liberty 

Alliance would be used to implement SSO. One of the Liberty characteristics is 

SAML version 2.0. 

Oracle Identity Federation (OIF) is a standalone, self-contained federation 

server that enables single sign-on and authentication in a multiple-domain 

identity network (Misra 2006). OIF is used in Nokia Account to implement the 

SAML 2.0 interface – over SOAP and over HTTP. However, instead of forming 

an identity federation with several authorities, Nokia Account 1.0 follows a 

centralized identity management model with one identity provider. 

OIF receives SAML authentication requests from service providers through its 

SAML interface but forwards the actual authentication task to OAM through 

HTTP redirects. After authentication, OIF retrieves a service-specific set of user 

attributes from OID and creates the appropriate SAML response. Each 

integrated service provider needs to be configured as a part of OIF’s circle of 

trust (COT) and can only receive a pre-configured set of user attributes in the 

authentication response. There is also a back channel from OIF to SP for SAML 

single logout requests. OIF can be configured through a web GUI. 

5.3.5 Oracle Access Manager (OAM) 

Oracle Access Manager (OAM) provides a full set of identity management and 

security functions (Tiberi 2006). It has authentication and policy server, and an 

access control module called WebGate. WebGate is installed as a plug-in 
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module to the HTTP server, and it communicates with OAM by using a 

proprietary protocol. 

In Nokia Account, OAM provides a central place for authentication and 

authorization. OAM does not provide the authentication form itself but the URL 

that points to the login page provided by Account Service Front End. The filled 

form instead is processed by OAM. OAM accesses OID to authenticate the user 

and to make extra authorization decisions. OAM is configured through a web 

GUI. 

5.3.6 Database Server 

Online directories organize information so that it is easy to find (Howes et al. 

1999, p. 24) and thus enable fast read transactions by their read-focused nature 

(Howes et al. 1999, p. 32). Authentication is one of such operations since it is 

supposed to go through the data storage and find an entry that matches with the 

given credentials. 

Oracle Internet Directory (OID) was chosen as the user directory. It is accessed 

by using Lightweight Directory Access Protocol (LDAP) that is the modern-day 

answer to provide lightweight directory interface. 

The database server also runs Oracle Enterprise SQL database and Oracle Real 

Application Clusters (RAC) that together form a clustered database. OID stores 

its data to the SQL database. 

5.4 Integration 

The integration matrix presented in Table 4 shows the integration methods 

between the main-level components of Figure 17. HTTPS is eliminated from the 

matrix since encryption is already terminated before the HTTP server. The 

HTTP server is also omitted because it can be considered as a proxy that just 

forwards requests to the right place. 
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The communication direction in Table 4 is such that the Y-axis components 

integrate to the components on the X-axis. For example, the first row shows that 

browsers connect with the Nokia Account portal and service providers (SP) 

through HTTP. 

Table 4: Component Integration 

 Back 
End 

Portal OAM  OIF DB Legacy 
CRM 

Export 
Check 

SP 

Browser  HTTP      HTTP 

Portal RMI    
LDAP 

SQL 
   

Back 
End 

  
Propr. 

SDK 
 

LDAP 

SQL 
SOAP SOAP  

OAM     LDAP    

OIF  
HTTP 
redir. 

HTTP 
redir. 

 LDAP   
SAML 
over 
SOAP 

Legacy 
CRM 

Propr. 
XML 
over 
HTTP 

       

SP    

SAML 
over 
SOAP 

SAML 
over 
HTTP 
redir. 

    

 

5.4.1 Internal Integration 

The portal integrates with the back end through a RMI interface, and can access 

the database server (DB) with LDAP and SQL. The back end accesses the 
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database in a similar way. Additionally, the back end uses a Java software 

development kit (SDK) provided by OAM for special-case cookie creation. 

OAM and OIF integrate to other components through various standard 

interfaces. Integration configurations can be done for both via their 

administration GUIs. The only component to which OAM connects is the 

database server or, to be more specific, the user directory OID. Like OAM, OIF 

integrates to OID by using LDAP. OIF-to-OAM integration is implemented with 

HTTP redirects. OIF uses the portal’s Login Control in consent handling and 

accesses it by using HTTP redirects. 

5.4.2 Integration to the Legacy System and External  Services 

The business rules for data synchronization between Nokia Account and Legacy 

CRM are the following: 

• When a new account is created via Nokia Account or an existing account is 

modified, the corresponding account should be created or updated in the 

legacy system too. All accounts that exist in Nokia Account have a 

corresponding account in Legacy CRM. There is an unambiguous mapping 

between the accounts. 

• Whenever a legacy service (service using Legacy CRM as its data master) 

modifies an account that also exists in Nokia Account, Legacy CRM should 

send an account synchronization message to Nokia Account. Accounts are 

never created through this channel, since when a user registers to a legacy 

service, Nokia Account does not need to know about that account. Users can 

thus not register to Nokia Account via the legacy system. 

• User with an account in Legacy CRM (but not in Nokia Account) must be 

able to merge his/her legacy account with the newly created Nokia Account 

in order to have one common account for all legacy and non-legacy services. 

This is called legacy account migration. 
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The first case is implemented by using a SOAP service interface provided by 

Legacy CRM. As Legacy CRM also provides an e-mail and SMS messaging 

functionality, some message templates need to be defined to Legacy CRM by 

Nokia Account. 

Account synchronization from Legacy CRM to Nokia Account is done through a 

proprietary XML over HTTP account synchronization interface provided by 

Nokia Account’s back end. The XML content schema is defined by the legacy 

system administration. The URL of the HTTP interface is configured out-of-

band to the legacy system. 

The Nokia Account back end also connects to Export Check service. The 

integration is implemented by using the SOAP interface of Export Check. 

5.4.3 Service Provider Integration 

Service providers (SP) can access OIF through SAML with bindings for SOAP 

and HTTP redirect. 

OIF-initiated SAML communication can occur when OIF needs to notify SPs 

about events concerning a user’s current SSO session or about changes in some 

essential user attributes. OIF connects to service providers through the SAML 

SOAP binding. It retrieves the URLs of the service providers’ SAML interfaces 

from the COT metadata. 

To integrate with Nokia Account, a SP must provide COT metadata and, at least 

with Nokia Account version 1.0, have a SAML 2.0 module implemented. 

Additional alleviation for SP integration is under consideration for the next 

release. 

5.5 Single Sign-On Use Cases 

This subsection presents the SSO use case implementations of Nokia Account. 

The most common login cases are explained and the use case for SAML single 

logout that is in Nokia Account called global logout. Detailed descriptions of 
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account service related use cases such as registration, legacy account migration, 

profile update, password reminder and username reminder are left out, because 

the scope of this document is mostly in providing service for services. 

The message sequences presented in the following use cases may vary, 

depending on the service providers’ implementations and the actual runtime 

configurations of Nokia Account servers. The sequences are based partly on 

Nokia Account program’s internal functional description documents and partly 

on some observations made in the quality assurance (QA) environment. The use 

case descriptions do not explain what happens inside the walls of the Oracle 

products unless some other system components are involved. Thus, the figures 

may contain some unreasonable-looking redirects from a component to itself. 

However, they are left in the figures because it is important to know how many 

HTTP transactions the browser needs to do per business transaction. 

5.5.1 First Login to a Service without a SSO Cookie  

The user is currently not logged in, but does have an account in Nokia Account. 

This is the user’s first login to a service he/she has not visited before. 

Pre-conditions: 

• User uses either desktop or mobile browser supporting JavaScript. 

• User’s browser does not have a valid cookie with the service provider’s web 

site neither with Nokia Account. 

• User has registered to Nokia Account. 

• User is about to enter a service (SP) he/she has not used before. 

Post-conditions: 

• User’s browser has a SSO cookie (ObSSOCookie) of Nokia Account. 

• User’s browser has a session cookie (SPCookie) of the SP. 

• User’s account has all mandatory SP attributes and T&C are accepted. 

• The user’s browser is redirected to the SP’s site. 

• The SP has a SAML assertion about the user. 
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Description: 

The message sequence is shown in Figure 18. The user requests a resource from 

a SP (messages 1-2). The SP cannot find a session cookie (SPCookie) from the 

request (3) and sends a signed SAML authentication request to OIF by using the 

SAML HTTP Redirect binding (4-5). OIF cannot find a SSO cookie 

(ObSSOCookie) from the request (6) and needs to request authentication from 

OAM. 

The browser is redirected (7-8) to WebGate that requests the authentication form 

from OAM through a proprietary protocol (9-10) and redirects the browser to 

that URL (11-12). Account Service Front End (ASFE) returns the login page 

(13) that is shown to the user (14). The user provides his/her username and 

password, and submits the form (15-16). WebGate reads the form data and 

authenticates the user (17-22). ObSSOCookie created by OAM is sent within a 

HTTP redirect response (23) and saved by the browser (24). After dispatch calls 

of WebGate (25-27), the browser gets a hidden HTML form (28) that it 

automatically submits (29-30). The posted form is actually WebGate’s own 

login form, but it is empty and auto-posted, as a custom login page was needed 

to maintain style consistency between the web pages. 

The user is now authenticated (ObSSOCookie created) and control is returned to 

OIF (31-32). Before providing the SAML assertion to the SP, OIF needs to 

make sure that the user has given all attributes that are mandatory for the SP and 

that the user has accepted the terms and conditions (T&C) of the service. Login 

Control is used to perform that check (33-34). Login Control creates an audit log 

to imply a login attempt (35-36), and checks from OID if the mandatory 

attributes and the T&C are valid (37-40). In this case, as the user has not logged 

in to the service before, the T&C are not yet accepted and some attributes may 

be missing too (40). An audit log entry for consent page redirect is created (41-

42) and the browser is redirected to a pre-filled consent page that asks for the 

service-specific attributes (43-46). The user fills in the missing attributes, 

accepts the T&C and submits the consent form (47-48). The front end updates 

the user’s profile via the back end that does all necessary updates to the legacy 
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system and to OID (49-56). The browser is sent an auto-submitting consent form 

(57) that the browser automatically (due to JavaScript) sends to OIF (58-59). 

This artificial consent form convinces OIF that the user has consented to share 

the attributes. 

OIF can now continue SAML request processing. It gets the user attributes from 

OID (60-63), and creates a SAML authentication response message (64). The 

response message is sent to the SP by using SAML’s HTTP Artifact binding 

(65-68). The SP creates a session cookie (69) and responds the browser with 

either the originally requested resource or a default service page (70), depending 

on the SP’s implementation. The browser saves SPCookie (71) and presents the 

response to the user (72). 
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UserUser
BrowserBrowser SPSP WebGateWebGate OIFOIF ASFEASFE OAMOAM Login 

Control
Login 
Control

Back EndBack End OIDOID Oracle 
SQL

Oracle 
SQL

Legacy 
CRM

Legacy 
CRM

1: Click SP link

2: GET /resource

4: HTTP/1.x 302 Object Moved

5: GET /fed/idp/samlv20?SAMLRequest=<AuthnRequest>

7: HTTP/1.x 302 Moved Temporarily

8: GET /fed/user/sassoredirectlogin

11: HTTP/1.x 302 Found

9: Get authentication scheme

10: Authentication form URL

14: Show login page

15: Login with username & password

12: GET /acct/ssologin

13: HTTP/1.x 200 OK with login HTML page

16: POST /acct/account/index.html

17: Authenticate by username & password

22: OK with ObSSOCookie

18: Authenticate

21: OK

23: HTTP/1.x 302 Found, Set-Cookie: ObSSOCookie

25: GET /obrar.cgi

24: Save ObSSOCookie

19: SELECT

20: Result

26: HTTP/1.x 302 Found

27: GET /fed/user/sassoredirectlogin

28: HTTP/1.x 200 OK with HTML form & JavaScript

29: JavaScript automatically submits the form

30: POST /sso/jsp/saforwarding.jsp

31: HTTP/1.x 302 Moved Temporarily

32: GET /fed/user/

33: HTTP/1.x 302 Moved Temporarily

34: GET /logincontrol/logincontrol

43: HTTP/1.x 302 Moved Temporarily

44: GET /acct/account/additionalInfo&serviceId=<SPID>

45: HTTP/1.x 200 OK with consent form

46: Show consent form

47: Give additional info and accept T&C

48: POST /acct/account/additionalInfo

57: HTTP/1.x 200 OK with HTML form & JavaScript

58: JavaScript automatically submits the form

59: POST /fed/idp/consent&userconsent=true

65: HTTP/1.x 302 Moved Temporarily

60: Get user attributes

61: SELECT

62: Result

63: User attributes

64: Create SAML assertion and artifact

66: GET /SAML?SAMLart=<artifact>

67: SAML over SOAP: <ArtifactResolve>

68: SAML over SOAP: <ArtifactResponse>

69: Create SPCookie

70: HTTP/1.x 200 OK, Set-Cookie: SPCookie

72: Show resource

35: INSERT audit log: "Login Trial"

37: Check T&C and mandatory attributes

38: SELECT

39: Result

40: Not OK

41: INSERT audit log: "Redirect to consent form"

49: Update additional info

52: Update

53: UPDATE

54: OK

55: OK

56: OK

42: OK

36: OK

3: No SPCookie found

6: No ObSSOCookie found

50: Update

51: OK

71: Save SPCookie

 

Figure 18: First Login to a Service without a SSO Cookie 
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5.5.2 Login to a Known Service without a SSO Cookie  

This is a login to a previously visited service, but without a valid SSO session. 

Pre-conditions: 

• User uses either desktop or mobile browser supporting JavaScript. 

• User’s browser does not have a valid cookie with the service provider’s web 

site neither with Nokia Account. 

• User has registered to Nokia Account. 

• User has accepted the SP’s T&C and given all attributes required by the SP 

within the last visit. 

Post-conditions: 

• User’s browser has a SSO cookie (ObSSOCookie) of Nokia Account. 

• User’s browser has a session cookie (SPCookie) of the SP. 

• The user’s browser is redirected to the SP’s site. 

• The SP has a SAML assertion about the user. 

Description: 

The message sequence of this use case is presented in Figure 19. It proceeds as 

the first login without SSO session (messages 1-39) until the consent check (40), 

which shows this time that the user has all needed attributes and has accepted 

the T&C of the service. An audit log entry for a successful authorization is 

created (41-42), and OIF is sent a confirmation about the user’s consent (43-45) 

without asking the user any more questions. The messages 46-58 are similar to 

the messages 60-72 of Figure 18. 
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UserUser
BrowserBrowser SPSP WebGateWebGate OIFOIF ASFEASFE OAMOAM Login 

Control
Login 
Control

OIDOID Oracle 
SQL

Oracle 
SQL

1: Click SP link

2: GET /resource

4: HTTP/1.x 302 Object Moved

5: GET /fed/idp/samlv20?SAMLRequest=<AuthnRequest>

7: HTTP/1.x 302 Moved Temporarily

8: GET /fed/user/sassoredirectlogin

11: HTTP/1.x 302 Found

9: Get authentication scheme

10: Authentication form URL

14: Show login page

12: GET /acct/ssologin

13: HTTP/1.x 200 OK with login HTML page

6: No ObSSOCookie found

3: No SPCookie found

15: Login with username & password

16: POST /acct/account/index.html

17: Authenticate by username & password

22: OK with ObSSOCookie

18: Authenticate

21: OK

19: SELECT

20: Result

23: HTTP/1.x 302 Found, Set-Cookie: ObSSOCookie

25: GET /obrar.cgi

26: HTTP/1.x 302 Found

24: Save ObSSOCookie

27: GET /fed/user/sassoredirectlogin

28: HTTP/1.x 200 OK with HTML form & JavaScript

29: JavaScript automatically submits the form

30: POST /sso/jsp/saforwarding.jsp

31: HTTP/1.x 302 Moved Temporarily

32: GET /fed/user/

33: HTTP/1.x 302 Moved Temporarily

34: GET /logincontrol/logincontrol

43: HTTP/1.x 200 OK with HTML form & JavaScript

35: INSERT audit log: "Login Trial"

36: OK

37: Check T&C and mandatory attributes

38: SELECT

39: Result

40: OK

41: INSERT audit log: "Authorization OK"

42: OK

44: JavaScript automatically submits the form

58: Show resource
57: Save SPCookie

52: GET /SAML?SAMLart=<artifact>

55: Create SPCookie

56: HTTP/1.x 200 OK, Set-Cookie: SPCookie

53: SAML over SOAP: <ArtifactResolve>

54: SAML over SOAP: <ArtifactResponse>

45: POST /fed/idp/consent&userconsent=true

51: HTTP/1.x 302 Moved Temporarily

50: Create SAML assertion and artifact

46: Get user attributes

49: User attributes

47: SELECT

48: Result

 

Figure 19: Login to a Known Service without a SSO Cookie 
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5.5.3 Login to a Known Service with a SSO Cookie 

In this use case, a user accesses a service without a valid SPCookie but with a 

valid ObSSOCookie. This can happen when the user has logged in to a service 

and moves to another (previously accessed) service during the same SSO 

session.  

Pre-conditions: 

• User uses either desktop or mobile browser. 

• User has registered to Nokia Account. 

• User’s browser does not have a valid cookie with the service provider’s web 

site but does have one with Nokia Account. 

• User has accepted the SP’s T&C and given all attributes required by the SP 

within the last visit. 

Post-conditions: 

• User’s browser has a session cookie (SPCookie) of the SP. 

• The user’s browser is redirected to the SP’s site. 

• The SP has a SAML assertion about the user. 

Description: 

This use case is presented in Figure 20. The user is currently using a service but 

decides to visit another service (1). The new SP receives a request (2) with no 

valid cookie (3) and redirects the browser to OIF (4-5). OIF finds a valid SSO 

cookie from the request (6) and sees that the user has already authenticated and 

that the user has visited the service before. As in the previous use cases, OIF 

creates a SAML assertion (11) and sends it to the SP (12-15) that then creates its 

own session cookie (16) and redirects the user to its site (17-19). 
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UserUser
BrowserBrowser SPSP OIFOIF OIDOID Oracle 

SQL
Oracle 

SQL

1: Click SP link

2: GET /resource

4: HTTP/1.x 302 Object Moved

3: No SPCookie found

5: GET /fed/idp/samlv20?SAMLRequest=<AuthnRequest>

6: ObSSOCookie found

12: HTTP/1.x 302 Moved Temporarily

11: Create SAML assertion and artifact

7: Get user attributes

10: User attributes

8: SELECT

9: Result

19: Show resource

13: GET /SAML?SAMLart=<artifact>

16: Create SPCookie

17: HTTP/1.x 200 OK, Set-Cookie: SPCookie

14: SAML over SOAP: <ArtifactResolve>

15: SAML over SOAP: <ArtifactResponse>

18: Save SPCookie

 

Figure 20: Login to a Known Service with a SSO Cookie 

5.5.4 Service Provider Originated Global Logout 

The user has logged in to SP2’s site and later switched to SP1’s site. The user 

wishes to log out. 

Pre-conditions: 

• User uses either desktop or mobile browser. 

• User has registered to Nokia Account. 

• User has earlier logged in to SP2’s site and is currently exploring SP1’s site. 

• User’s browser has valid session cookies with two service providers (SP1 

and SP2) and with Nokia Account. 
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• User sees a web page of SP1 with a logout link. 

Post-conditions: 

• The browser does not have SPCookie of SP1, nor does it have 

ObSSOCookie. 

• SP2 has terminated its session with the user’s browser. 

• The user’s browser is redirected to SP1’s logout page. 

Description: 

Figure 21 shows the steps of this use case. The user clicks a logout link on SP1’s 

web page (1-2). SP1 sees that the user is having an active session (3) and sends a 

logout request to OIF (4-5). OIF identifies the user (6) and requests OAM to 

delete ObSSOCookie (7-11). ObSSOCookie is deleted from the browser (12) 

and the browser is redirected back to OIF (13-15) that continues logout 

handling. OIF sends a logout request to SP2 by using the SAML SOAP binding 

(16). SP2 deletes the user’s session context (17) and replies with a logout 

response (18). Finally, OIF replies to SP1’s logout request to imply that the 

user’s SSO session has now been terminated (19-20). SP1 redirects the browser 

to a logout page (21-23) that is shown to the user (24) to inform that he/she has 

now logged out. 

Note that the next request from the browser to SP2 will still contain SP2’s 

cookie, but because the cookie does not have a matching session context, SP2 

considers it invalid and needs to request authentication from OIF again. 
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UserUser
BrowserBrowser SP1SP1 WebGateWebGate OIFOIF OAMOAM SP2SP2

1: Clink logout link

2: GET /logout

3: SPCookie found

4: HTTP/1.x 302 Object Moved

5: GET /fed/idp/samlv20?SAMLRequest=<LogoutRequest>

6: ObSSOCookie found
7: HTTP/1.x 302 Moved Temporarily

8: GET /sso/logout

9: Delete ObSSOCookie

10: OK

11: HTTP/1.x 302 Moved Temporarily, Set-Cookie: expired ObSSOCookie

12: Delete ObSSOCookie

13: GET /shareid/ObLogoutService

14: HTTP/1.x 302 Moved Temporarily

15: GET /fed/user/logoutwsfed

16: SAML over SOAP: <LogoutRequest>

18: SAML over SOAP: <LogoutResponse>19: HTTP/1.x 302 Moved Temporarily

20: GET /SAML/SLO?SAMLResponse=<LogoutResponse>

21: HTTP/1.x 302 Object Moved, Set-Cookie: expired SPCookie
22: GET /loggedout.html

23: HTTP/1.x 200 OK

24: Show logout page

17: Terminate session

 

Figure 21: Service Provider Originated Global Logout 

5.5.5 Identity Provider Originated Global Logout 

The user has logged in to the sites of SP1 and SP2 but is currently browsing the 

account management site of Nokia Account. The user wishes to log out. This use 

case can also be initiated by the expiration of ObSSOCookie. 

Pre-conditions: 

• User uses either desktop or mobile browser. 

• User has registered to Nokia Account. 

• User has earlier logged in to the sites of SP1 and SP2. 

• User is currently on the account management site of Nokia Account. 

• User’s browser has valid cookies with SP1, SP2 and Nokia Account. 
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• User sees an account management web page with a logout link. 

Post-conditions: 

• The browser does not have ObSSOCookie. 

• SP1 and SP2 have terminated their sessions with the user’s browser. 

• The user’s browser is redirected to the Nokia Account’s front page. 

Description: 

The IDP-originated logout is presented in Figure 22. The user clicks a logout 

link on the account management site of Nokia Account (1). OIF gets a logout 

request (2) and requests OAM to terminate the SSO session (3-7). 

ObSSOCookie is deleted from the browser (8) and the browser is redirected 

back to OIF (9-11). OIF sends SAML logout requests over SOAP to SP1 and 

SP2 that terminate the user’s sessions (12-17). The browser is redirected to the 

Nokia Account front page (18-21). 

As in the SP-originated case, SP1 and SP2 cannot delete their cookies from the 

browser, until the browser makes a request with a terminated session’s cookie. 
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UserUser
BrowserBrowser WebGateWebGate OIFOIF ASFEASFE OAMOAM SP1SP1 SP2SP2

1: Clink logout link

8: Delete ObSSOCookie

21: Show front page

4: GET /sso/logout

7: HTTP/1.x 302 Moved Temporarily, Set-Cookie: expired ObSSOCookie

9: GET /shareid/ObLogoutService

10: HTTP/1.x 302 Moved Temporarily

11: GET /fed/user/logoutwsfed

18: HTTP/1.x 302 Moved Temporarily

5: Delete ObSSOCookie

6: OK

15: SAML over SOAP: <LogoutRequest>

17: SAML over SOAP: <LogoutResponse>

16: Terminate session

2: GET/fed/user/logout?returnurl=/acct/acctLogin

3: HTTP/1.x 302 Moved Temporarily

12: SAML over SOAP: <LogoutRequest>

13: Terminate session

14: SAML over SOAP: <LogoutResponse>

19: GET /acct/acctLogin

20: HTTP/1.x 200 OK with front page

 

Figure 22: Identity Provider Originated Global Logout 

5.6 Runtime Architecture 

Figure 23 illustrates the network architecture of Nokia Account. The operational 

environment consists of Linux servers running HTTP servers, proxies, Oracle 

application servers and databases; and network elements like firewalls (FW), 

load balancers (LBA) and SSL accelerators (SSL). The HTTP servers are 

located in the demilitarized zone (DMZ) where they force all traffic from clients 

and service providers to go through them. 
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Figure 23: Network Architecture 

5.6.1 Capacity and Availability 

High availability is achieved by clustering HTTP and application servers 

(including OIF and OAM), and databases. Clustering provides a resilient 

environment where crashing of one server instance does not take down the 

whole system. Another identical server can take the place of the broken one. 

Heavy traffic is handled by load balancing. The simplified idea is that an 

arriving request is forwarded to the least loaded server. Load balancing is also 

applied to the database with Oracle Real Application Clusters (RAC). Resilience 

and performance of the database hardware is achieved by using mirrored disks. 

The system is polled regularly to detect if it has become unresponsive. In case 

the system is down, it can be restarted with a single script. 

In the future, as the amount of traffic increases, the system can be scaled up by 

adding more server instances and database disks. Disaster tolerance can be 

improved by adding additional sites. 

5.6.2 Security 

All client and SP communication with Nokia Account is performed over 

HTTPS. Additionally, all SAML messages are signed. Oracle’s SSO cookies are 
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transported in encrypted form and they contain additional information for 

integrity checks. All transactions are audit-logged to the SQL database. 

Preventing denial of service attacks is handled by the hosting infrastructure and 

is thus out of scope of the Nokia Account program. What happens between the 

client and the SP after login is also not a concern of Nokia Account. 

5.7 Challenges 

To the best knowledge of the Nokia Account program team, this is the first time 

that Oracle Identity Federation (OIF) and Oracle Access Manager (OAM) are 

used how they are used here. Since the possible issues with the introduced 

configuration were unknown, it was just natural that unexpected barriers would 

be encountered. A relatively large amount of custom configuration and patching 

was needed to get the vendor products work the way they were wanted to. 

Integration to the legacy system turned out to be one of the biggest challenges 

when creating business rules for the account management use cases. The legacy 

system has a whole set of its own business rules behind its service interface. The 

difference between the legacy system’s business rules and the original ones of 

Nokia Account resulted in an unreasonable amount of work on mapping the 

business rules between the two systems. 

The risk involved in doing distributed transactions is that there is no rollback 

possibility in case something goes wrong in the middle of a transaction. This 

makes partial failure scenarios possible. What comes to scalability, the Nokia 

Account team does not have the power to decide on how much hardware the 

legacy system should have to provide a solid base for the expected heavy traffic. 

The fact, that the legacy system is not just a data storage but also an enterprise 

system of its own, brings a huge amount of extra latency to Nokia Account’s 

account management transactions. The concepts of future releases will show if 

the legacy system is too much a bottleneck for Nokia Account. 
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5.8 Piloting 

Nokia Account 1.0 launched its pilot on December 19, 2007, with a Chinese 

online service called Nokia Imaging Community. The purpose of the pilot is to 

gain user acceptance for the first release and to verify that the service operates in 

practice as it is expected. Important material is being gathered for the next 

release. 

During the pilot, the users will however not see the actual benefits of SSO, since 

there is only one consumer service using the Nokia Account service. 
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6 ANALYSIS 

This chapter analyzes Nokia Account 1.0 against requirements set for a 

centralized identity management service. The requirements were discussed in 

chapter 2. 

6.1 Trust Analysis 

Table 5 presents an analysis of Nokia Account against the five trust 

requirements of Jøsang et al. (2005) that were introduced in 2.4.1. 

Table 5: Realization of Trust Requirements 

Trust Requirement Realization 

T1. Client � SP: The service provider 

protects client privacy. 

Nokia’s privacy policy is presented: 

• When the user registers to Nokia 
Account 

• When the user first time logs in 
(subscribes) to a service provider’s 
site 

T2. Client � SP: The service provider 

has implemented satisfactory user 

registration procedures and 

authentication mechanisms (from the 

client’s perspective). 

End-user satisfaction results will be 

collected during the pilot. 

T3. Client � SP: The service provider 

adheres to the accepted policy for 

correlating personal data about the 

same client from other service 

providers. 

It is stated in the Nokia Account 

service terms that data relating to the 

user’s account may be combined with 

other data Nokia may have of the user. 

Additionally, the service terms state 

that the user’s personal data may need 

to be shared with authorized service 

providers. 
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T4. SP � Client: The client handles 

their authentication credentials with 

adequate care. 

The Nokia Account service terms 

prompt the user to protect his/her 

password and username against misuse 

by third parties. By accepting the 

terms, the user agrees to indemnify any 

loss or damage caused by the failure to 

follow the required security measures. 

T5. SP � IDP: The credentials 

provider has implemented adequate 

procedures for registering users and 

for issuing credentials. 

Service provider satisfaction results 

will be collected during the pilot. 

 

6.2 Privacy Analysis 

Nokia Account replies a service provider’s authentication request with a pre-

configured set of user attributes. All attributes are given at once, and dynamic 

attribute query is not available. This might be good for performance but bad for 

minimizing the risks of a possible user data exposure. After the user attributes 

are handed to a service provider, Nokia Account cannot control how the given 

information is treated by the SP. It would thus be a better privacy solution to 

allow dynamic queries, even at the cost of performance. This would also include 

anonym attribute requests where the needed attributes would be given to the SP 

without exposing the user’s identity. 

Currently Nokia Account users have no control over attribute sharing. It is just 

stated in the Nokia Account service terms that information may be shared with 

authorized services. This may seem like lack of flexibility, but on the other 

hand, considering Nokia Account’s purpose of providing a seamless user 

experience when using Nokia services, an excessive variety of options just to 

manage one’s account would complicate the usage of an otherwise relatively 

invisible service too much. 
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Nokia Account provides the user with means to remove and correct information 

about him/her. The user can also terminate the account, after which none of the 

related information will be available. 

6.3 Security Usability Analysis 

In Nokia Account registration, the password is selected by the user, and it must 

contain at least six characters of which at least one is a digit. This is not a 

particularly strict complexity requirement. A user-selected password is less 

secure than a machine-generated password, as it usually contains something that 

is easy for the user to remember and is thus easier to guess. Forcing the users to 

log in with complex machine-generated passwords would be a bad solution, 

because the users would most probably write them down instead of memorizing 

them. A proactive password checker – used for example in Microsoft .NET 

Passport to evaluate how vulnerable the chosen password is – would be a good 

alternative allowing user-selected passwords but also encouraging to select 

secure ones (Oppliger 2003). 

According to the security usability principles of Jøsang et al. (2007), the user 

should be assisted to derive the right security decisions. One exception to the 

user-perspective simplicity of Nokia Account is the amount of service terms text 

that the user needs to read and understand to knowledge what he/she is about to 

agree to. It should be considered to also publish a shorter version of the Nokia 

Account T&C that would briefly inform the user about what his/her rights and 

responsibilities are. 

6.4 Future Considerations 

All SSO use cases of Nokia Account assume that the user is using a web 

browser that can automatically handle HTTP redirects. Even though automatic 

redirect handling is not required from HTTP clients, practically every browser 

supports the feature. According to Takeda et al. (2006), HTTP redirects can 

however make the client devices a performance bottleneck due to their narrow 

communication channel and poor performance. From the client’s perspective, 
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each HTTP redirect requires an extra round trip from the server to the client and 

back. In the user’s point of view, a transaction with multiple HTTP redirects 

looks just like one long transaction. With desktop PCs, the performance problem 

is not that obvious, but mobile devices tend to have much less processing power 

and usually a slower Internet connection. If the SSO sequence of Nokia Account 

was as simple as was the one of Figure 11, the delay from redirects would still 

be tolerable. However, as Nokia Account uses redirects in system component 

integration, there are also inner redirects. For example, the first login to a service 

without an existing SSO session (presented in Figure 18) contains 11 extra 

round trips between the client and the IDP. 

The current authentication sequence of Nokia Account requires the user’s 

browser to support JavaScript. The Oracle products require certain URLs to be 

requested with HTTP’s POST method. Since HTTP redirect does not support 

POST, JavaScript is used to submit a HTML form automatically. Running 

JavaScript is again a feature that most browsers support, but it is also possible 

for a user to disable JavaScript for security reasons. Even though the problem 

can be fixed by allowing the user to submit the form manually, showing the user 

empty forms would just be an awkward way to do SSO. 

Takeda et al. (2006) introduce a new entity at the side of SP and IDP, a virtual 

authentication proxy (VAP). A VAP acts as a proxy for the client in the 

authentication process. In Nokia Account architecture, a VAP could be used to 

handle the inner HTTP redirects of the IDP and automatically submit the hidden 

HTML forms. The actual payload would be forwarded to the client. Figure 24 

presents a rough sketch of the idea. There are still two redirects that are the 

SAML request and response, but in the presented model the SP does not need to 

know about the proxy or to integrate with it. 
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Figure 24: Virtual Authentication Proxy (VAP) Handl ing Inner Redirects 
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7 CONCLUSION 

There are many different identity management solutions to make people’s 

everyday life easier. So far, none of them has been ranked as the de facto 

standard of identity management. Microsoft .NET Passport had its chance at the 

turn of the millennium, but instead of becoming the trusted identity provider of 

the WWW, it has ever since its failure appeared as one of the don’ts of identity 

management. 

The Nokia Account program was started with a realistic goal in mind: to provide 

a centralized identity management service for Nokia’s Internet services only. 

Nokia Account does not try to be an Internet-wide identity provider. In a sense, 

it cannot even be considered as a third party identity provider but instead a 

business-enabling asset of Nokia. As Nokia Account’s customers come from the 

same organization, the service providers have a good reason to trust their users’ 

identities to one centralized authority. However, a centralized identity provider 

will always be a potential single point of failure for depending services. In a 

centralized model, the solution needs to be extremely reliable to provide 

sufficient availability. 

This thesis introduced the theory behind providing identity management as a 

centralized service, and explained some guidelines and requirements for 

implementing such service. Nokia Account service’s version 1.0 was analyzed 

against the implementation guidelines. The results of the analysis are already 

being considered, and some implementation solutions have been proposed. The 

practical part of the thesis consisted mainly of implementing Nokia Account’s 

software-level integration to a legacy CRM. 
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