
Lappeenranta University of Technology
School of Industrial Engineering and Management
Degree Program in Information Technology

Master’s Thesis

Ville Hiltunen

HAND TRACKING IN HIGH-SPEED CAMERA VIDEOS

Examiners: Professor Heikki Kälviäinen
Docent, D.Sc. (Tech.) Lasse Lensu

Supervisor: D.Sc. (Tech.) Tuomas Eerola



2

ABSTRACT

Lappeenranta University of Technology
School of Industrial Engineering and Management
Degree Program in Information Technology

Ville Hiltunen

Hand tracking in high-speed camera videos

Master’s Thesis

2013

140 pages, 56 figures, and 15 tables.

Examiners: Professor Heikki Kälviäinen
Docent, D.Sc. (Tech.) Lasse Lensu

Keywords: hand detection, hand tracking, computer vision, high-speed imaging, video

Visual object tracking has been one of the most popular research topics in the field of
computer vision recently. Specifically, hand tracking has attracted significant attention
since it would enable many useful practical applications. However, hand tracking is still
a very challenging problem which cannot be considered solved. The fact that almost
every aspect of hand appearance can change is the fundamental reason for this difficulty.
This thesis focused on 2D-based hand tracking in high-speed camera videos. During the
project, a toolbox for this purpose was collected which contains nine different tracking
methods. In the experiments, these methods were tested and compared against each other
with both high-speed videos recorded during the project and publicly available normal
speed videos. The results revealed that tracking accuracies varied considerably depending
on the video and the method. Therefore, no single method was clearly the best in all
videos, but three methods, CT, HT, and TLD, performed better than the others overall.
Moreover, the results provide insights about the suitability of each method to different
types and situations of hand tracking.
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Kohteiden visuaalinen seuranta videoissa on ollut yksi tietokonenäkötutkimuksen suosi-
tuimmista aiheista viime aikoina. Erityisesti käsien liikkeiden seuranta on kiinnostanut
paljon sen mahdollistamien monien käytännön sovellusten johdosta. Käsien liikkeiden
seuranta on kuitenkin erittäin vaikea ongelma, jota ei voida pitää ratkaistuna. Perimmäi-
nen syy tähän vaikeuteen on se, että lähes jokainen seikka käden ulkonäöstä voi vaihdella.
Tässä diplomityössä keskityttiin kaksiulotteiseen kädenseurantaan suurnopeusvideoissa.
Projektin aikana tarkoitusta varten kerättiin yhdeksän eri menetelmää sisältävä kokoelma.
Testeissä näitä menetelmiä verrattiin toisiinsa käyttäen sekä omia suurnopeusvideoita että
yleisesti saatavilla olevia normaalinopeuksisia videoita. Kokeiden tulokset osoittivat, että
seurantatarkkuudet vaihtelivat huomattavasti eri videoiden ja menetelmien välillä. Siksi
yksikään menetelmä ei ollut selvästi paras kaikissa videoissa, mutta kolme menetelmää,
CT, HT ja TLD, nousi ylitse muiden kaiken kaikkiaan. Lisäksi tulokset antavat selviä
viitteitä menetelmien soveltuvuudesta käden seurantaan eri sovelluksissa ja tilanteissa.
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1 INTRODUCTION

Tracking human hands from videos has attracted significant attention amongst researchers
since the 1990s, and still today, it is a very active research area. Tracking means that a
moving object is located over time. Hand tracking is attractive due to the fact that ef-
fective detection and tracking of hands would allow many useful applications to become
reality [1]. One of the most interesting applications is the direct use of hands in human-
computer interaction (HCI). The possibility of using hands directly as an input device
would decrease the need of using special input devices such as keyboards and mouses
which do not really allow natural interaction [2]. The use of hands in communication and
interaction is very natural for humans, and a wide variety of hand postures and gestures
are used everyday both consciously and unconsciously for different purposes. Quite re-
cently, devices such as Microsoft Kinect [3] and Leap Motion [4], which utilize different
techniques and sensors to allow more natural HCI, have started to appear in the consumer
market, and in the future, it is expected that more and more of these kinds of devices and
applications will find their way to markets.

1.1 Background

Hands, as a special case of general object tracking, belong to the group of more difficult
objects to track. Therefore, it is no surprise that despite active research during past years,
hand tracking and detection are still considered to be very difficult problems in computer
vision [5]. The difficulty arises from the fact that the hand is an articulated non-rigid ob-
ject that has many degrees of freedom (DOF). Its complex physiological structure allows
it to be used in a wide variety of different tasks, such as direct object manipulation and
communicative gesturing. However, from a tracking perspective, many difficulties are
encountered for instance due to the high-dimensionality of the problem, self-occlusions,
uncontrolled environments, and rapid hand motions [1]. Because of these challenges,
many current methods set some kind of restrictions to the user or the environment, such
as using quite simple backgrounds or assuming the hand to be parallel or almost par-
allel to the image plane (e.g., [6]). With these kinds of restrictions, hand-appearance
changes are tried to be kept within reasonable limits. Thanks to intensive ongoing study
in the field, the most advanced tracking methods currently available are somewhat robust
against many of the difficulties listed above.

One approach to the difficult hand detection and tracking problem has been the use of dif-
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ferent sensors, data gloves, or markers to overcome the challenges that pure vision-based
methods are facing. The most effective and precise hand-motion capture systems that
currently exist are based on the use of such data gloves that can be electro-mechanical or
magnetic [1]. However, using expensive special sensors or cameras would dramatically
limit the spread and usefulness of hand tracking-based systems in many application do-
mains. Moreover, the use of such equipment (e.g., wearing special gloves) affects natural
hand motion and is not very user-friendly. Therefore, computer-vision-based approaches
that offer non-contact interaction and do not require special equipment are attractive al-
ternatives. It could even be argued that hand-based interaction has to rely on consumer-
priced cameras to become widely accepted.

As a computer vision problem, hand tracking should not be considered as a single inde-
pendent problem but as a vital part of closely related subproblems. This means that a
pure hand tracking system itself would not be very interesting. In contrast, the numer-
ous application possibilities that it could enable make it very interesting. For instance,
hand tracking is typically an essential component in gesture recognition systems where
it is the second component in the pipeline after hand detection and before actual gesture
recognition [7]. Hand tracking, on the other hand, needs a hand-detection step for the
initialization of the tracker, and a fast enough hand-detection method can even be used
to track a hand. Due to these relations, it is clear that hand detection, hand tracking, and
gesture recognition are closely related phenomena which often work together towards a
desired goal as Figure 1 illustrates. It is also good to note that in some applications, finger
tracking may be required instead of whole hand tracking.

HAND DETECTION HAND TRACKING GESTURE RECOGNITION

Figure 1. Block diagram of a typical gesture recognition system. [7]

This thesis is a part of a larger project, Computational Psychology of Experience in
Human-Computer Interaction (COPEX) [8], which investigates the touch and gesture in-
teraction experience. The project aims to gain an understanding of users’ experiences
with new interaction technologies by combining finger biomechanics measurements, eye-
movement tracking, and experience measurements. Data produced by these technologies
is then mathematically modeled to produce a model of interaction experience. Based on
these principles, a theoretical framework to study the complex forms of HCI is built. The
objective of this thesis is to study existing hand tracking methods and build a hand track-
ing toolbox that can be later utilized to track user hand or finger movements in touch and
gesture-based interaction tasks. Movements have to be tracked automatically to allow the
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investigation of user behavior when using touch or gesture-based user interfaces. To get
more precise movement information, a high-speed camera is used to record the interaction
experiments, and this naturally sets the focus of this work on high-speed videos.

The motivation of using high-speed cameras is often their capability to record events
that happen too fast to be seen well with conventional video cameras or human vision.
This capability to record very fast events can be utilized in many application areas in
industry, scientific research, professional sports, and entertainment. During the past few
years, high-speed video capabilities have been introduced even in consumer cameras, and
today all major manufacturers have some high-speed capable cameras in their lineups [9].
Currently the fastest consumer cameras reach frame rates as high as 1000 frames per
second. However, the issue with these consumer-level cameras is that the resolution drops
quickly when higher frame rates are used. Moreover, the lenses tend to be slow and
sensors relatively small and noisy. Therefore, for applications requiring high resolution
and extremely fast frame rates, professional high-speed cameras have to be used. On the
other hand, consumer cameras can be a good and much more affordable alternative for
applications that do not set such high requirements.

1.2 Objectives and restrictions

The main objective of this thesis is to study different methods developed for the problem
of tracking, focusing on their performance in hand tracking in high-speed videos. Through
a literature review, an overview of the current methods is given, and based on this, possi-
ble hand tracking methods for high-speed videos are selected for the experimental phase.
In addition, an investigation about publicly available tracker implementations is made and
these ready-made implementations are used in the experiments as much as possible. The
practical purpose of the work is to collect a toolbox that consists of different methods,
which can then be evaluated and compared. During the project, new video data with a
high-speed camera is recorded, but public databases containing suitable hand videos for
evaluation are surveyed as well. The criteria for evaluating the tracking methods have to
be studied and selected. Then, the actual evaluation is performed. For evaluation pur-
poses, ground-truth annotations to the videos recorded during the experiments are made.

Most of the current single-camera hand tracking approaches use only basic cameras to
capture video data [10, 11, 12]. This means that the video quality is typically around
640x480 pixels at 30 frames per second or even worse. This work aims instead to use a
high-speed camera to capture videos. High-speed usually means frame rates faster than
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normal (30/50 fps) which in turn means that the motion is slowed, and can thus be ana-
lyzed in more detail. Therefore, one objective is to examine how fast frame rates need to
be in order to capture small hand motions, and what kind of additional information the
high-speed camera provides compared to standard video cameras. Thus, simultaneous
comparison recordings with a high-speed and a standard camera are made. In addition
to frame rate, resolution is the other feature that defines the level of detail that is visible
in videos. However, the resolution issue is beyond the scope of this thesis. Another aim
of this study is to investigate what kind of flavor the utilization of high-speed camera
videos gives to hand tracking (e.g., if it sets different requirements for tracking methods
than usual videos). Furthermore, the objective is to test the methods using both color and
grayscale videos, as well as use both whole hand and finger tracking targets.

This thesis concentrates on tracking the hand from single high-speed camera videos, and
thus data captured by depth cameras or multi-camera setups are not in the scope of the
thesis. The objective of this work is not to develop new methods to solve the hand tracking
problem but instead investigate which of the current state-of-the-art methods would be
suitable for our particular application. However, it is clear that the number of methods
selected for comparisons has to be limited. Furthermore, the recognition of hand postures
and gestures is not considered in this thesis, except a short introduction in the theoretical
part of the work. Model-based 3D hand-tracking approaches that aim to recover the full
3D pose of the hand from 2D videos are considered only theoretically due to their current
practical limitations and complexity, and high computational requirements.

1.3 Structure of the thesis

This thesis is organized as follows: Chapter 2 takes a closer look at the problem of hand
tracking at a general level. Moreover, closely related problems of hand detection and ges-
ture recognition are briefly discussed. Chapter 3 gives an introduction to important basis
techniques that have been often utilized for hand tracking. These include particle filters,
Kalman filter, mean shift, template-based methods and online learning. In Chapter 4, the
selection of methods proposed in literature are presented. The purpose is to introduce
methods that are built on top of the various core techniques presented in Chapter 3. Focus
is on 2D hand tracking methods, but a selection of model-based 3D methods is included
as well. In addition, a selection of recent general object tracking algorithms applicable to
hand tracking are presented. All the experiments conducted during the work are reported
in Chapter 5. This also includes issues related to the hand tracking toolbox collected. In
Chapter 6, findings and results are discussed and finally, Chapter 7 concludes the thesis.
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2 INTRODUCTION TO HAND TRACKING

Hand tracking is the process of continuously localizing the hand through a sequence of
images. The objective is to estimate the hand’s location, and possibly the full pose, as
precisely as possible during all the frames of a video. In other words, tracking can be de-
fined as a problem of estimating the trajectory of a moving object in the image plane [13].
The hand is an interesting object to track since it is a very versatile tool that people use in
their everyday lives. The hand is the body part that is used most often to interact with the
environment. Therefore, much interesting information could be extracted by capturing
and analyzing hand motion.

As hand tracking has been studied quite a long time already, different approaches have
been proposed. The main approaches are introduced in Section 2.1. The capture and
analysis process of hand motion is far away from trivial as research efforts have revealed.
Section 2.2 investigates the reasons behind the difficulty of hand tracking. The first step
in hand tracking is to capture video data. Typical cameras and video parameters used in
literature are presented in Section 2.3, and in addition, currently available cameras capable
of high-speed video capture are briefly introduced in that section. The next step in the
tracking pipeline is often hand detection, which is discussed in Section 2.4. After the hand
has been detected or manually initialized, hand tracking can be executed. Section 2.5 takes
a closer look at the different approaches proposed for hand tracking. To successfully track
a hand using model-based hand tracking, hand modeling has to be carefully considered.
Section 2.6 examines this important topic. The results of hand tracking are often used for
gesture recognition and therefore, a short introduction to this topic is given in Section 2.7.
One vital question that has to be considered is how to measure the success and accuracy
of hand tracking. A short introduction to the topic is given in Section 2.8 that closes this
introduction chapter.

It is good to note that visual hand tracking is not the only possible approach for hand
tracking. In addition to vision-based tracking, other sensing techniques can be used as
well. One approach is to use electro-mechanical or magnetic sensing devices, so called
data gloves, that can measure the location of the hand and the finger joint angles with high
precision [1]. However, such gloves are expensive and can easily disturb natural hand
motion (e.g., due to the various cables attaching gloves to computers). In general, sensing
devices can be classified into contact devices (such as data gloves and accelerometers)
and vision devices (i.e., different cameras) [7]. Both of these technologies have their own
advantages and disadvantages. However, vision devices are often considered as the more
promising alternative as a whole. Vision-based hand tracking systems are not limited
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to only single camera use but multi-camera setups, stereo cameras, RGB-depth cameras
(e.g., Microsof Kinect), and infrared cameras [5] can also be utilized. For instance, Ballan
et al. [14] used as many as eight synchronized cameras in their motion capture system.
These kinds of setups are beyond the scope of this work and hence, the focus in the
following discussions is on single-camera setups.

2.1 Taxonomy

Since hand tracking has been studied for a relatively long time and from different perspec-
tives, there are clear variations among the proposed hand tracking methods. It is good to
start with taxonomy because these classifications are used in the later chapters of the the-
sis as well (e.g., when different algorithms are presented). In literature, it is evident that
there exists no single generally accepted categorization of the approaches and the varia-
tion in terminology is visible. However, certain classifications have been used often, and
the following paragraphs takes a look at three common categorizations. A more detailed
introduction about the categories is given in Section 2.5.

Hand tracking methods are typically categorized into appearance-based and model-based
methods. Appearance-based methods try to estimate the hand state by just analyzing
the appearance-based image features, whereas model-based approaches estimate the hand
state by matching the model to the image features observed, leading to a high-dimensional
search problem [15]. As the two approaches are quite different, they both have their
own strengths and weaknesses. Thus, the choice of approach depends on the application
requirements, although the fundamental objective of both approaches is the same: to
estimate the set of parameters that best describe the pose of the hand [16].

Another possible classification of tracking methods suggested in [17], classifies methods
into point tracking, 2D deformable contour tracking, and 3D non-rigid body tracking.
In point tracking, a hand is treated as a point mass in 2D or 3D space. The kinematics
of hand motion can be described only by single static, constant velocity or constant ac-
celeration models in that case. 2D deformable contour tracking can be categorized into
parametrized and non-parametrized contour tracking. In the former case, contour is ap-
proximated with parametric models, such as B-splines and Fourier coefficients, and in the
latter case, contour is represented as the border of a region. The shape and the global
motion of the hand is estimated in deformable contour tracking based on measurements
and a kinematic model. 3D tracking is then divided into model and appearance-based,
similarly as in the previous paragraph.
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Some authors [18, 19] also mention the classification of methods into generative and dis-
criminative methods. Generative methods are basically the same as model-based methods.
Discriminative methods try to estimate the pose of the hand from a single image through
regression or classification techniques [19]. The main idea is to use training data, either
from a synthetic model or a real camera, to learn a classifier. However, due to high-
DOF of the hand, it is not possible to densely sample the whole state space in practice.
Hence, discriminative methods may be the most applicable for the classification of a small
set of predefined hand poses or for rough initialization. Discriminative methods may be
seen as an intermediate approach between 3D model-based and 2D appearance-based ap-
proaches [18]. In this thesis, the classification of tracking methods into 3D model-based
and 2D appearance-based methods is used.

2.2 Challenges in hand tracking

To understand the problem of hand tracking, the reasons that make it a challenging prob-
lem have to be considered. Therefore, the objective of this section is to present the most
important challenges that hand tracking methods have to face. Additionally, it is interest-
ing and important to know how the methods developed have been considering difficulties.
For this reason, the following discussion includes an introduction to these issues as well.
Section 2.2.1 explores the various restrictions applied in pure vision-based hand tracking,
and Section 2.2.2 introduces an approach that uses markers to simplify the problem.

Although tracking rigid objects is quite a mature field already, the same cannot be said
about tracking non-rigid, highly articulated objects, such as human hands or bodies. De-
spite significant efforts, vision-based methods still often fail to reach required perfor-
mance and accuracy levels. The main reason for this difficulty is the physiological struc-
ture of the human hand. The hand has almost 30 degrees of freedom, meaning that the
state space for possible hand positions and orientations is very large [19]. When this kind
of an object moving in the 3D space is recorded in videos that are captured on the 2D
image plane, challenges start to appear and some information is lost due to the projection.
Articulated objects cause these challenges since so many aspects of their characteristics
can change, such as shape, apparent color, size, and orientation; no single, universal im-
age cue exists containing enough information for robust tracking [20]. This section delves
into the main reasons behind the difficulty of hand tracking and additionally, provides a
few examples of how these issues have been handled in literature.

Erol et al. [1] have identified five distinct reason groups: (1) high dimensionality, (2)
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self-occlusions, (3) processing speed, (4) uncontrolled environments, and (5) rapid hand
motion. High-dimensionality is caused by the fact that hand has almost 30 degrees of
freedom, and although natural hand motion has less DOF due to the interdependences
of fingers, at least six dimensions have to be used. Self-occlusions occur when highly
articulated objects, such as hands, are projected from 3D world onto a 2D image plane.
These occlusions can be very difficult for hand tracking methods by making high-level
feature extraction and part segmentation challenging. Processing speed requirements are
very application dependent, but the amount of data that needs to be processed is large
nevertheless. Applications requiring real-time operation are the most demanding on that
respect. High-speed videos are also challenging computationally since the amount of data
is considerable. This problem remains relevant even today, despite steady advances in the
processing power of computers. The next group is uncontrolled environments which are
a big challenge that any real-life tracking application has to face. Uncontrolled environ-
ments refer to different environmental factors that are not known a priori and may change
during tracking. For instance, lighting conditions can vary and backgrounds may be clut-
tered and dynamic. Hand motion itself can also be pretty fast, reaching speeds of 5 m/s
for translation and 300◦/s for wrist rotation. With standard frame rates around 30 fps, this
means that differences between consecutive frames can be significant or that the object
may even be blurred because of insufficient illumination.

2.2.1 Restrictions applied

Due to these challenges, it is common to make restrictions or assumptions about the user
or the environment to make things simpler. Yuan et al. [21] assume that in the hand seg-
mentation phase, the region with the largest number of labeled pixels is the hand region.
This kind of assumption about hand or skin areas can also be seen in other studies [22],
and in some situations, these may work well and be reasonable. One related assumption
is that a hand is the fastest moving skin colored object, thus allowing temporal image
differencing to be used [23].

One particularly challenging phase of tracking where different restrictions and assump-
tions are often applied is the initialization of tracking. Pan et al. [24] use outstretched
hand detection to initialize their tracker meaning that the user is required to stretch his/her
hand in the beginning. Some methods (e.g. [25]) use also manual initialization of the
object, which of course is the least practical alternative.

Backgrounds and illumination changes can be obstacles for tracking and therefore, lim-
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itations and assumptions are common in these respects. For instance, methods may be
tested in indoor office environments where the background may be assumed static or uni-
form [1] and illumination changes relatively small. Figure 2 serves as a good example in
this respect since it shows a single hand in front of a static background in an indoor envi-
ronment. Similar example videos have been used in literature, although, during the past
few years, studies have paid significant attention to these issues. As a result, advances
have been made and many recent methods (such as [10, 5]) no longer make such strict
assumptions about the background and illumination conditions.

Figure 2. Two consecutive frames from 30 fps video (1st row) and corresponding high-speed
video frames (2nd row) of the same motion sequence.

In addition to environmental limitations, limitations to users and camera views may be
applied. One of the most used limitations is that the hand (palm) has to be parallel to
the image plane, thus avoiding out-of-plane rotations [1]. Out-of-plane rotation causes
fingers to self-occlude which results in difficulties for hand detection and tracking. In
some cases, users may be asked to avoid fast hand motions due to slow frame rates or
weak illumination. Moreover, restrictions may be set on the allowed poses and hence,
the dimension of the problem is reduced. In any case, restrictions on allowed poses,
motions or speeds of the hand may disturb natural hand motion and lead to a worse user
experience. This is unfortunate since the objective of using hands in HCI is indeed to
improve the interaction experience. Another common assumption is that the camera is
stationary which makes tracking somewhat easier. This assumption may be reasonable in
many but not all cases.
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Processing speed requirements vary greatly depending on the application. For interaction
applications, requirements are naturally high and real-time operation is usually expected.
In practice, this means that many current methods are not suitable for such applications, at
least without dedicated hardware. Model-based tracking approaches especially tend to be
computationally complex. For instance, model-based guitarist hand tracking [26] takes 84
seconds per frame, although they have limited hand movements and thus, reduced DOF.
Similarly, model-based tracking in [19] takes approximately 40 seconds per frame for
640x480 images. The complexity of model-based methods is, however, dependent on the
complexity of the hand model (allowed degrees of freedom) and image size. The more
DOF in motion allowed, the slower it is to compute. Therefore, generally much faster
appearance-based hand tracking is usually chosen when real-time performance is desired.
However, Brown and Capson [16] demonstrated that model-based tracking can be greatly
accelerated by utilizing graphics cards in computations.

The last challenge identified by Erol et al. [1] was the speed of hand motion. This problem
is especially relevant when slower frame rates (e.g., 15 fps) are used in video capture,
but is much less visible with high-speed camera videos, which this thesis investigates.
Figure 2 illustrates this situation in the case of rapid articulated finger motion. As can be
seen, 30 fps video frames (frame 148 especially) contain motion blur, and the difference
between consecutive frames is significant. On the other hand, corresponding frames from
the high-speed camera are free of motion blur and conversely to above, the differences
between consecutive frames are much smaller. The amount of motion blur depends on
the exposure time of the frame rather than the frame rate, but high-speed frame rates
automatically set a limit for the maximum exposure time. Note in Figure 2 that the high-
speed camera frames are not two subsequent frames but there are many frames between
them. That kind of effect visible on 30 fps video is naturally undesired, making tracking
failures more likely to happen. In some studies, this issue is addressed explicitly; for
example Wu et al. [27] intentionally reduced the speed of the gesturing hand in their
gesture recognition test videos stating it as an equivalent to using a high-speed camera.
However, it is questionable whether this kind of intentional hand speed reduction has an
effect on natural gesturing or not. To avoid such difficult questions, a straightforward
alternative is to use faster frame rates, in other words, a high-speed camera.

Table 1 summarizes the main difficulties and gives examples about the real restrictions
used. In general, it is very difficult to handle all of these difficulties simultaneously with-
out setting any constraints. Therefore, it is unsurprising that many studies have chosen to
set constraints on at least some of the issues discussed in this section. In many specific
applications, some restrictions can be in fact well-justified, but methods that aim to be
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more universally applicable in real-life should avoid making too many assumptions about
the user or the environment.

Table 1. Difficulties and common assumptions and restrictions.

Difficulty Restriction/Assumption
High-
dimensionality

Pose restrictions, motion constraints, lower
DOF pose estimation [26]

Self-occlusions minor out-of-plane rotations, palm parallel to
image plane [28] [27]

Uncontrolled en-
vironments

Static background, office environment, minor
illumination changes, hand is the largest skin
colored object [21] [22] [26]

Rapid hand mo-
tion

Limit the speed of hand motion [27]

Processing speed Reduce the DOF of the problem [26] [29], use
low resolution/frame rate video [10] [11]

2.2.2 Marker-based approaches

A completely different approach to counter some of the difficulties discussed in this sec-
tion is to use markers or color gloves. As an example of the former, El-Sawah et al. [30]
used a dark glove with a 2-cm square marker to identify the gesturing hand/palm and
color-coded ring markers to detect the fingertips. As an example of the latter, Wang
and Popovic [31] utilized a multi-colored glove, shown in Figure 3, to counteract self-
occlusions, camera limitations, and algorithm performance. They refer to this approach
as a compromise between bare-hand approaches and wearable motion capture systems.
This is reasonable since they only require users to wear an inexpensive cloth glove that
does not contain any embedded sensors inside or outside. Such a glove (see Figure 3)
might in fact be user friendly enough to be accepted by users in some applications, un-
like wired data gloves. However, gloves (even the cloth glove used in [31]) and markers
always induce the risk that the naturalness of hand movements are affected. With simple
cloth gloves this risk is probably quite small, especially amongst people living in northern
countries since they are used to wearing gloves during cold seasons.
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(a) (b) (c)

Figure 3. Glove designed by Wang and Popovic: (a) Back side; (b) Front side; (c) The glove. [31]

2.3 Imaging

This thesis concerns single-camera setups and especially single high-speed camera setup
and thus, the literature review was restricted to mainly single-camera systems. This sec-
tion briefly examines the camera setups used in literature. The most common camera
equipment seemed to be a normal web camera, utilized for instance, in [32, 11, 24, 28].
In addition to web cameras, digital still cameras and hand-held digital video camcorders
have been utilized to capture video footage [20]. As far as resolution was concerned,
VGA (640x480) and QVGA (320x240) seemed to be very common choices, but even
lower resolutions have been used. Recording frame rates were typically between 15 fps
and 30 fps, but also some slower and faster frame rates have been used. Unfortunately,
many studies did not report either the frame rates or the equipment used at all. Table 2
summarizes different video resolutions and frame rates used in hand tracking literature.
As can be seen, many studies have used only low quality videos in their experiments.
One reason for this is the computational complexity, as higher frame rates and resolutions
cause the amount of data to grow fast. Another reason some studies have directly stated
is the cheapness and wide availability of the cameras they are using. Nevertheless, it is
difficult to justify the usage of very low-quality videos today since even the cheapest web
cameras currently available are capable of at least VGA resolution.

Table 2. Video parameters in experiments in literature.

Resolution
<QVGA QVGA (320x240) VGA (640x480) higher

Frame rate ≈ 15 fps [10] [11] [33]
≈ 30 fps [12], [32] [34], [35], [36] [15], [31]
> 30 fps [16] [14]
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It seems that the use of high-speed cameras to capture video data is not very common.
To the best of the author’s knowledge, the fastest camera used in hand tracking litera-
ture is Allied Vision Technology’s GC660C, which is capable of 120 fps video capture.
Brown and Capson [16] used it in their experiments at 320x240 resolution. The rareness
is somewhat surprising considering that high-speed video capabilities have become avail-
able in many consumer cameras during the past few years. Therefore, many different
alternatives in different price ranges exists for high-speed video capture. Table 3 lists
alternatives available in different camera categories. Note that there are multiple resolu-
tion and fps combinations listed for many cameras because resolution drops when higher
fps is used. As the table shows, consumer point-and-shoot cameras, interchangeable lens
cameras, action cameras, and camcorders offer high-speed videos and thus, users are not
limited to very expensive professional cameras such as Optronis or Photron. However,
speed and resolution are usually directly proportional to the price, and when moving to
professional high-speed cameras, prices tend to increase almost exponentially. Based on
the investigation done during this project, professional high-speed cameras are also avail-
able in different price and video quality classes hence, making them available for a wider
audience.

Table 3. Examples of high-speed video cameras currently available.

Camera Resolution Frame rate Lens (35mm equiv.)
Casio Exilim EX-
ZR1000 [9]

640x480 / 512x384 /
224x160 / 224x64

120 / 240 /
480 / 1000 fps

24-300mm

Canon PowerShot
SX280HS [9]

640x480 / 320x240 120 / 240 fps 25-500mm

Nikon 1 J2 [9] 640x240 / 320x120 400 / 1200 fps Interchangeable
GoPro Hero3 Black
Edition [37]

1280x720 / 848x480 120 / 240 fps Ultra wide

JVC GC-
PX100B [38]

640x360 / 320x176 300 / 600 fps 29.4-294mm

Sony NEX-
FS700UK [39]

1920x1080 / 1920x432 240 / 480 fps Interchangeable

Optronis
CamRecord
CR3000x2 [40]

1696x1710 /
1200x1200 / 480x480

540 /
1000 / 5000 fps

Interchangeable

Photron FASTCAM
SA-X [41]

1024x1024 / 256x256 12500 / 100000
fps

Interchangeable
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2.4 Hand detection

Hand and finger detection are closely related to hand tracking. For instance, initialization
and recovery of hand tracking, which are essential issues in HCI applications could be
done automatically by hand detection [42]. Moreover, fast enough hand detection could
be directly used as a hand tracker. Due to these possibilities, the problem of hand detection
is briefly discussed in this section.

Hand detection in this context means that the hand (or in some cases hands) is not only de-
tected in an input image but also localized. Hand detection is a very challenging problem
independently due to various reasons, many of which are similar to hand tracking difficul-
ties. For instance, a hand can be closed or open, finger articulation can vary considerably,
partial occlusions can occur easily, the hand can be interacting with another hand or an
object, and hand shape as well as viewpoint can change [43]. In addition, the fact that
no temporal information is available makes the hand detection problem harder, possibly
even harder than the subsequent tracking problem [5]. As a result, similar assumptions
and restrictions have been applied in hand detection [28] as in hand tracking (see Sec-
tion 2.2). Figure 4 shows a few representative results of hand detection and illustrates that
significant appearance variations should be tolerated.

Figure 4. Successful hand detection images from [43].

Different approaches using different visual features for hand detection have been proposed
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in literature. Typical features that are used are skin color, shape, motion and anatomical
models of hands which can be used individually or in combination to pursue robustness.
Skin color is no doubt one of the most often used, and thus, studied features. Different
color spaces (e.g., RGB, HSV, YCrCb) and different representations of color distribution
(e.g., histogram, single Gaussian, mixture of Gaussians) have been tested, but the main
limitation of confusion with similarly colored background objects has remained. There-
fore, skin color has often been used in combination with other cues to obtain more stable
performance, although in ideal circumstances it may be possible to achieve good hand
segmentation results through simple skin-color thresholding as shown in [22]. Shape
information has also been used in many studies. The contour of hand can yield much
valuable information but its extraction is often not easy. Shape-based detectors some-
times focus on some specific hand shape characteristics and try to detect them, fingertips
being one example. Background clutter is a major problem with shape features and hence,
shape can be combined with color and motion cues. Motion cue is not so often used, at
least individually, since it involves an assumption that hand motion is the only motion
in the image. However, it can be utilized as an additional cue in multi-cue systems. 3D
model-based hand detection is the most advanced, but also the most challenging approach
where feature-model correspondences are constructed with different image features. The
last approach is learning detectors from pixel values. In this approach, boosting tech-
niques consisting of many weak classifiers combined into a one strong classifier are often
utilized. [44]

One interesting method presented by Mittal et al. [43] is multiple proposals used to de-
tect a hand. This means that in the first phase, hand hypotheses are proposed by three
independent detectors: a sliding window hand-shape detector, a context-based detector,
and a skin-based detector. Then, these proposals are scored with all three methods, and
a discriminatively trained model is used to verify them. The authors claim that the three
proposal mechanisms ensure good recall while discriminative classification ensures good
precision. This claim seems to be justified since experiments show state-of-the-art detec-
tion performance on public datasets. The drawback is that their method is quite slow, at
approximately two minutes for a 360x640 image.

Another interesting approach is the part-based hand detection method by Sangineto and
Cupelli [28] in which finger models are used as basic components. They divide detec-
tion into two phases. In the first phase, they are searching for the rigid sub-parts of the
hand, in other words, the fingers using a curve matching technique. To assist unstable
and noisy edge detection that can result in unconnected object boarders, edge information
is pre-organized using graph structures and graph visit algorithms to collect edge seg-
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ments associated with the graph elements. Then, they analyze the relative positions of the
detected fingers and check a set of anatomic constraints in order to validate the correct de-
tection. Their method is able to operate in real-time and thus, they perform also tracking
experiments by applying the so-called tracking by detection strategy.

2.4.1 Finger detection

In some applications, fingers or fingertips may be the entities need to be detected in ad-
dition to or instead of the whole hand. Fingertips may be detected by full DOF 3D hand
detection and tracking methods or by more simple partial pose estimation methods that
operate on a 2D image plane [22]. Recently, fingertip detection has attracted attention also
in the context of mobile devices, for instance Baldauf et al. [22] implemented a simple
prototypical fingertip detection engine for Android smartphones.

The first step in fingertip detection is often hand detection, which typically yields a bound-
ing box locating of the hand [45]. After that, it is easier to segment hand from its back-
ground. After the hand is segmented successfully, contour extraction is what typically
follows. From the resulting contours, fingertips can be detected by analyzing convex hull
and using convexity defect depth filtering to get rid of false positives [45], or by using
inner and enclosing circles and iterating over the hand’s contour points [22]. Figure 5
summarizes the approach by Jiang et al [45]. As can be seen, the hand is nicely parallel to
the image plane in this case. However, in many real-life applications fingertips may not
always be so clearly visible, which causes problems for fingertip detection, especially for
such simple approaches.

Figure 5. Steps of the fingertip detection method presented in [45]: (a) Hand detection; (b) Hand
segmentation; (c) Convex hull analysis; (d) Convexity defect depth filtering.

As fingertips are one of the most interesting high-level features that could be extracted,
many approaches for the problem have been proposed in literature. As mentioned earlier,
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one option to make fingertip detection more reliable, is to use markers or colored gloves.
For instance, a dark glove and colored rings on the fingers were used in [30]. Since these
kinds of solutions are not suitable for every situation, bare finger detection is often the
only suitable alternative. However, additional details of that fall out of the scope of this
thesis, and interested readers are referred to [46] for more examples.

2.5 Hand tracking

After the hand has been detected in the first frame automatically by a hand detection
method or manually by the user, hand tracking can be executed. As has been discussed
already, different approaches for hand tracking exist. The appropriate approach depends
on the application and the desired precision. Following the taxonomy given in Section 2.1,
three different approaches for hand tracking are shortly presented in this section.

2.5.1 Appearance-based methods

Appearance-based hand tracking, sometimes referred as 2D hand tracking, aims to extract
the hand state directly by analyzing image features of hand appearance [25]. In general,
appearance-based approaches are most suitable for applications where it is enough to
recover a 2D description of the hand pose. As a result, the objective of appearance-based
methods could be referred to as partial hand pose estimation. Erol et al. [1] mention that it
could correspond to rough motion models, where the position of fingertips, the orientation
of fingers or the position and orientation of the palm may be estimated. However, the
actual information that can be extracted from appearance-based tracking depends on the
actual implementation approach since considerable variations exist inside this category.

According to [18], 2D methods can be further categorized into model-free approaches,
exemplar-based, and 2D model-based approaches. Model-free approaches, as the name
reveals, are approaches where no model of the hand’s appearance is considered but in-
stead, a cloud of moving features or blobs that are likely to be a hand are tracked [18].
The Flocks-of-Features (FoF) tracker developed by Kölsch and Turk [33] is probably one
of the most famous model-free hand tracking methods developed during recent years.
Their method tracks a flock of features with the help of a learned foreground color distri-
bution reaching real-time processing speed (2-18 ms per frame). Figure 6 shows the FoF
tracker in action, and as can be seen, they are not trying to estimate finger articulation or
other higher-level features.
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Figure 6. FoF tracking in action. Little dots are FoF features, and big dot their mean. [33]

In exemplar-based methods, a large number of templates are obtained from a training set,
and the best match in the image is sought out [29]. Accuracy and speed are achieved using
fast search methods, powerful classifiers, and temporal information [18]. 2D model-based
methods utilize 2D models describing a hand that can be obtained by exploiting prior
knowledge about the object to be tracked. Then, tracking is performed by matching the
model pose with hand image observations. Different features have been used to represent
the appearance of a hand. These features can be either geometrical, such as fingertips and
contours, or non-geometrical, such as color or texture [10]. According to Yang et al. [25],
color is the most frequently used appearance cue in hand tracking.

Due to the high interest starting in the 1990s, a wide variety of different methods for
appearance-based hand tracking have been developed. More examples of the actual meth-
ods are presented in Section 4.1. To summarize the main point of 2D hand tracking meth-
ods, it can be said that the most important advantage of 2D methods is that they are typ-
ically very fast to compute, and therefore, suitable even for real-time applications [10].
The main disadvantage of these methods is, however, their ability to track only global
hand motion, leaving articulated finger motion totally out of consideration.

2.5.2 Model-based methods

As opposed to 2D hand tracking, the objective in model-based hand tracking is to restore
the full 3D motion of the hand, including finger articulation. This is done by executing a
search in the configuration space to find the best parameters minimizing matching error
at each frame of the video [1]. This matching error measures the similarity between the
observed image features and the model-generated features. A prediction mechanism that
is based on the dynamics model of a system is used to initiate the search, except in the first
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frame where separate initialization is needed. The initialization is a very difficult problem
itself since the possible parameter combinations in 27-dimension parameter space is sig-
nificant and thus, cannot be explored with traditional search approaches [47]. As a result,
some methods (e.g., [19]) assume prior knowledge about the initial configuration, do the
initialization manually or assume a simple initialization posture (e.g., [20]).

Figure 7 shows representative example results of model-based tracking. As can be seen,
current 3D trackers are capable of restoring quite challenging motion sequences (two
moving hands that occlude each other). This kind of tracking precision and robustness
against occlusions can only be achieved with model-based tracking. Thus, model-based
approaches have attracted much attention during the past few years [10].

Figure 7. Four example frames of model based 3D hand tracking from [19]: (a) Observed images;
(b) Synthetic images using parameters estimated; (c) Residual images.

One of the key aspects in model-based methods is hand modeling. Section 2.6 examines
this important topic and shows some examples of models used in literature. The accuracy
and details of 3D tracking depend much on the complexity of the hand model (degrees
of freedom, i.e., the number of independent joint angle parameters defining the hand
configuration). In many cases, high-DOF models have been developed but the actual
DOF used in the experiments has been reduced to make state estimation computationally
feasible. For instance, Stenger et al. [29] used state-space reduction applied individually
to each of their test videos (six-DOF and eight-DOF were used). De la Gorce et al. [19]
on the other hand showed that their method works and is computationally feasible with
both reduced dimensions and the full 28 DOF of their model.

The main drawback of 3D tracking methods is their computational complexity which of-
ten, if not always, makes them impossible to apply in real-time applications [10]. For
instance, the method by De la Gorce et al. [19] takes approximately 40 seconds per sin-
gle frame, and Stenger et al.’s [29] method, despite the dimension reduction, takes 2-3



28

seconds per frame. These figures clearly indicate that real-time operation is currently im-
possible. More examples of actual methods proposed in literature are given in Section 4.2.
Though, it has to be noted that the focus in this thesis is mainly on 2D methods because
of practical reasons. Most of all, high-speed videos contain so much data that it would
take too long to use current 3D tracking methods to track a hand. Moreover, there are no
3D hand tracking methods publicly available, and the construction of a 3D hand tracking
system does not fit into the scope of this thesis.

2.5.3 Discriminative methods

Another class of methods are so-called discriminative methods that extract measurements
from images and try to link those measurements to the kinematic chain representation
of an object in 3D [18]. First, a measurement is extracted from the image and then, a
certain pattern recognition method is applied to output the 3D pose estimate. Discrim-
inative methods can be used for 3D tracker initialization or direct pose estimation from
a static image because no prediction of the state is required for measurement extraction.
These methods of course require training data, which is most practical to collect using
a synthetic 3D hand model. The training set is then a large collection of possible hand
appearances and the associated 3D poses that generated them. However, the training set
limits the possible poses since it is difficult to gather all possible poses into the training
set. Furthermore, the same problem is present with camera views. The advantage of these
methods is that projection computations and occlusion handling are not required, and also
data-drive motion constraints are incorporated because inference uses the training set.

Two approaches exist among discriminative methods [18]: classification-based and mapping-
based. In classification-based approaches, a discrete set of 3D poses form the set of
classes, and image measurements are the input to the classifier that gives 3D pose (i.e.,
a class) as an output. This ability to output 3D poses separates these methods from pure
2D appearance-based methods. Typically, variants of nearest-neighbor classifiers are used
in classification. Due to the huge number of classes, an exhaustive search is avoided by
performing coarse-to-fine search or grouping training samples for tree-based search for
instance. The idea in mapping-based methods is to use pairs of image measurements
and 3D poses to learn a continuous map between them. Mapping-based methods output
smooth estimates about pose, instead of an estimate from a discrete set. The implemen-
tation of mappers can be often done with parametric functions, meaning that the memory
complexity is not a similar issue that in the case of classification-based methods. In addi-
tion, large amounts of comparisons are not needed, thus allowing faster execution.
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2.6 Hand modeling

Model-based hand tracking naturally requires that some kind of hand model has to be
developed. In this section, an introduction to hand modeling is given. It begins by pre-
senting the anatomy of the hand, which is the prerequisite of modeling. Then, important
steps of natural hand motion and hand shape modeling are presented. Finally, the problem
caused by significant hand shape variations amongst individuals is briefly presented.

In literature, varying models have been proposed [1]. Fundamentally, all hand models
have to be based on the anatomy of the hand. The human hand has 27 bones in total; eight
in the wrist and the rest in the palm and fingers. The hand can be seen as a system of rigid
bodies (bones) connected together by joints that have one or more degrees of freedom. As
Figure 8 shows, joints are named after their location in the hand. Starting from fingertips,
the first is the distal interphalangeal (DIP), second is the proximal interphalangeal (PIP),
third is the metacarpophalangeal (MCP), and the last is the carpometacarpal (CMC). The
thumb has a slightly different anatomy compared to other fingers and consists of the
interphalangeal (IP), MCP and trapeziometacarpal (TM) joints. The IP joints (DIP, PIP
and IP) have only one DOF: flexion/extension. MCP joints on the other hand have 2
DOF: flexion/extension and abduction/adduction (allowing fingers to be spread apart).
Out of the CMC joints only the pinky and ring fingers have limited motion capability,
but this is usually neglected and thus, the palm is considered somewhat unrealistically
as a rigid body. The TM joint is not so easy to model since studies have shown that
it has two non-orthogonal and non-intersecting rotation axes. Therefore, the two-DOF
saddle joint model used in some studies is a restrictive model, and a three-DOF spherical
joint has been suggested as an unrestrictive solution. A configuration vector representing
the hand pose is then formed by local configuration (angular DOF of fingers) and global
configuration (six DOF wrist). This kinematic hand model, as noted earlier, forms the
basis for all hand models.

In full DOF, 3D hand tracking, a priori information about the motion and shape of a hand
can be utilized in hand modeling [1]. By augmenting the kinematic hand model with
shape information, it becomes possible to generate appearances of the hand in arbitrary
configurations. Furthermore, by also introducing motion and pose constraints, search
space for pose estimation can be reduced significantly.

Motion constraints are really important in the modeling of natural hand motion. Some of
them are relatively easy to incorporate in models since they can be expressed in closed-
form and assumed user independent. However, the same cannot be said about shape
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Figure 8. Anatomy of hand shown in an x-ray image. [48]

because significant variations in hand shape exist between individuals. Thus, methods
aiming to the best possible accuracy should conduct user-specific measurements to cali-
brate the hand model individually for each user.

2.6.1 Modeling natural hand motion

In literature, different approaches to add natural motion constraints to models have been
applied. Natural motion constraints mean that only certain hand configurations (finger
articulations) are feasible and natural, thus forming a subspace of entire finger joint angle
space [27]. Not all hand configurations that people can actually make could be called
natural, but usually it is enough to focus only on the natural configurations in practice.
The basic constraint types are easy to observe by testing with one’s own hands. One clear
limit is the range of angles that hand joints can naturally cover. Another is the observation
that when moving one finger, some other finger moves because of dependency. These
joint angle movement constraints are typically referred to as static (range) and dynamic
(dependencies) [2]. Wu et al. [27] introduced a third class of constraints called purposive
constraints, which natural hand motion may follow without any structural reason.

Some static constraints are easy to express, such as the range of MCP joints: 0◦ ≤
θMCP ≤ 90◦. In addition, certain closed-form dynamic constraints may also be derived
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based on biomechanical studies. One such an important constraint is the relation between
DIP and PIP angles, θDIP = 2

3
θPIP , which helps to reduce the dimension by four [2].

However, the complex structure of the hand does not allow expressing all constraints in a
closed form and thus, learning-based approaches have been utilized [1]. For instance, Wu
et al. [27] used a 18-sensor CyberGlove to collect training data for modeling the hand mo-
tion constraints in the hand configuration space. They found that 7D subspace preserves
95 percent of the variance. Not only can feasible configurations be modeled but also the
dynamics of hand motion. Hand dynamics are modeled as a first-order process in [29],
and it is learned from training data from three users wearing a data glove. Kaimakis
and Lasenby [12] developed a silhouette-driven hand tracking system whose reliability is
improved with detailed physiological modeling. They modeled seven distinct aspects of
hand’s physiology to derive prior densities that were incorporated into the tracking sys-
tem within a Bayesian framework. The seven aspects were intertia, flexion, abduction,
intradigital correlation, transdigital correlation, rigidity, and friction.

2.6.2 Modeling the shape

The hand has both articulated and elastic components but computational reasons have lim-
ited the complexity of the hand models used [1]. Projection calculations can be complex.
They are often required in model-based tracking to obtain features that can be matched
against observed image features. As a result, many studies only use rough shape models
consisting of cylinders or spheres. However, more complex models have also been in-
troduced during the recent years. Figure 9 shows three examples of models with varying
complexities used in literature. As can be seen, some studies have decided to build only
a very basic model while others are using much more precise and realistic models. An
example of the latter is the study by de La Gorce et al. [19] who built a detailed genera-
tive model with polygonal mesh (shown in Figure 9c) to model hand shape and shading.
During tracking, they estimated the model parameters, not only pose but also texture and
lighting to produce a synthesized image that best matches the observed image. It could
be thought that complex models automatically yield more accurate tracking results but
this is not necessarily true in every case since, in addition to the model, suitable tracking
techniques have to be utilized to obtain good results. Thus, a simple model combined
with a good tracker may give more accurate results faster than a realistic model with an
unsuitable tracker. This kind of behavior can be seen in [49] for example, where the same
hand model is used with different tracking methodologies.
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(a) (b) (c)

Figure 9. Hand shape models used in studies: (a) Cardboard model from [27]; (b) Model consist-
ing of quadrics from [26]; (c) Triangulated surface model from [19].

2.6.3 Kinematic fitting

The fact that hand shape parameters, such as the length and the width of fingers, vary
considerably among individuals may affect the accuracy of model-based hand tracking
and hence, there is a need for the user-specific calibration of the hand model [1]. This
problem, known as kinematic fitting, is a challenging task since link lengths or equiva-
lently joint locations should be estimated correctly. Due to this difficulty, many studies
have solved this problem manually [1]. Indeed, in [27] the dimensions of fingers are
manually measured, although they mention future plans to add automatic model calibra-
tion/tracking initialization. In [19], different hand shapes and sizes were accommodated
by adding three scaling parameters per bone which were estimated during the calibration
process. Lu et al. [50] added automatic shape correction, based on the residual error from
the cues. The user was still required to approximately specify joint locations in the first
frame, but after that, their system refines the model shape during the first 10–20 frames of
tracking. Stenger [42] mentions that the shape parameters of quadrics, which are used to
build the hand model, are set by taking measurements of a real hand. Despite the fact that
kinematic fitting would probably increase the accuracy of tracking, some studies [16, 51]
have not addressed this problem at all. This probably tells us that there is still much work
to be done in complementary areas and such a fine tuning problem is not considered so
important at this stage.
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2.7 Gesture recognition

Gesture recognition is another problem that is in close relation to hand tracking as noted
earlier. Gesture recognition itself is a very broad topic, and therefore, only a short pre-
sentation covering the main principles can be given in this section. Gesture recognition
means that the receiver (usually a computer in this context) is able to recognize the ges-
tures made by the user. Gestures are very common in our daily lives, and we use them
both consciously and unconsciously. Gestures can be defined as meaningful and expres-
sive body motions involving the physical movements of hands, fingers, head and body,
and can therefore be broadly classified into hand and arm gestures, head and face gestures
and body gestures [52]. Typically, from the word gesture, hand gesture is the first thing
that comes to mind. This is not coincidence since hands are indeed by far the most com-
monly used body parts for gesturing, consisting of over 40 percent of all gesturing (one
hand, two hands, and fingers combined) [53]. As this thesis concerns hand tracking, the
focus in this introductory section is on hand gestures.

Gesture recognition has been an active research area for at least twenty years [2]. The
idea to use gestures in HCI is even older, as it was suggested almost 40 years ago by M.W.
Krueger [54]. During the past few years this activity has not shown any signs of decrease.
For instance, a review article by Rautaray and Agrawal [7] contains an extensive list of
vision-based hand gesture recognition methods developed during years 2005-2012. The
reason for this activity may be seen as two-folded: on the one hand, the application possi-
bilities that gesture recognition would enable are manifold, and on the other hand, gesture
recognition is a very challenging problem that cannot be considered solved yet. Probably
the most anticipated application area for gesture recognition is HCI in general. Other and
more detailed applications include virtual and augmented reality, human-robot interaction
and telepresence, desktop and tablet PC applications, computer-supported collaborative
work, smart environments and ubiquitous computing, pervasive and mobile computing,
adaptive technology, gesture toolkits, and games [53]. As can be seen, the list of appli-
cations is long, and it is reasonable to assume that new application possibilities will be
discovered in the future.

2.7.1 Classification of gestures

Hand gestures can also be classified into static and dynamic gestures [55]. Static ges-
tures, often called hand postures, are gestures where the hand is not moving during the
gesturing period. Dynamic gestures on the other hand are gestures where the hand is in
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continuous motion during the gesturing period. Thus, postures rely mainly on shape and
finger articulation while dynamic gestures also rely on hand trajectories, scales, and ori-
entations. Dynamic gestures may be seen as temporal sequences of static gestures. In the
earlier days, static gestures were the main focus in research, however, dynamic gestures
have also been studied since the nineties [2].

Gestures can be further classified into different categories according to their style or type.
However, there is a lack of commonly used terms, meaning that the same term can actu-
ally mean different things depending on the author. Karam [53] suggested that gestures
can be classified into deictic gestures, manipulative gestures, semaphoric gestures, gestic-
ulations, and language gestures. Deictic gestures use pointing to establish the identity or
location of an object. Manipulative gestures are those that are used to control or manipu-
late some entity (e.g., an object on screen or a remote robot arm), and can be 2D or 3D.
Semaphoric gestures can be defined to be a gesturing system that utilizes a stylized dic-
tionary of static and dynamic gestures. Gesticulations, also referred as depictive or iconic
gestures, are gestures that are used to depict verbal description of physical shape etc. Lan-
guage gestures and sign languages comprise the last group, which is often considered to
be independent from the other styles because they are linguistic-based, requiring collec-
tive interpretation to form grammatical structures. Despite this classification, practical
systems are often designed to employ multiple gesture styles. Some styles appear more
often in implementations, and others, such as gesticulations, are still considered mainly
on the theoretical level.

2.7.2 Gesture recognition methods

For vision-based hand gesture representation, 3D model-based methods and appearance-
based methods have been proposed in literature [7]. 3D model-based representation can
be a 3D textured volumetric model, a 3D geometric model, or a 3D skeleton model.
An appearance-based (2D model) model can then be a color-based model, a silhouette
geometry-based model, a deformable gabarit-based model, or a motion-based model. 3D
model-based approaches allow, at least in theory, very precise gesture recognition since
model parameters are updated continuously during gesturing. The disadvantage is that
such precise recognition requires heavy computations and dedicated hardware to be prac-
tically usable. It is good to note that these representation categories follow the same clas-
sification as hand tracking methods (see Section 2.1) which is natural since hand tracking
is typically used as a component in gesture recognition.
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Many methods utilizing various techniques for the task have been proposed [7]. The
choice of technique depends on the type of gestures being recognized: static gestures
(postures) or dynamic gestures. Static gestures may be detected with a general classifier
or a template matcher, but when detecting dynamic gestures, temporal dimension also
has to be taken into account. Therefore, techniques that can handle temporal aspects can
be used for dynamic gesture recognition. Hidden Markov models (HMM) are one of the
key techniques used in gesture recognition. HMM consists of a set of states, a set of
output symbols, and a set of state transitions. Then, in gesture recognition one HMM
for each gesture can be used, and input data is fed through all HMMs. The HMM with
the highest forward probability is selected as the most likely gesture. Other techniques
used for dynamic gesture recognition in literature include finite state machines, dynamic
time warping, and time delay neural networks. However, they are out of the scope of this
work and interested readers are referred to, for example, a survey article by Rautaray and
Agrawal [7] for more details.

Current research is considering static and dynamic gestures quite equally, but looking
at representations, appearance-based systems are more common than 3D model-based
ones [7]. However, the choice of static or dynamic and appearance or 3D model de-
pends on the application requirements. In a computational perspective, 3D model-based
approaches are heavier, but can offer more precise information. Similarly, static ges-
tures are simpler to detect, but dynamic gestures can carry more information. Although
gesture recognition is a difficult problem, good recognition rates have been reported in
literature. For instance, Coogan et al. [56] reported over 90% recognition accuracies for
both static and dynamic gestures. Yin and Xie [54] even reported over 95% accuracies
for their posture recognition system. Pisharady et al. [55] similarly reached over 90%
accuracies. Based on these figures alone, the argument that gesture recognition is diffi-
cult seems unjustified. However, a closer look reveals that these results were obtained
with certain datasets containing only a limited number of different postures or gestures.
Indeed, the accuracy will decrease when the size of the gesture vocabulary increases. In
addition, other difficulties discussed in Section 2.2 are likely to affect the accuracy of
systems negatively. Therefore, readers have to be careful when making conclusions about
the performances of various systems. It should be carefully studied what kind of data
have been used in testing (the environment, number of participants, etc.) and how large
and varied the gesture vocabulary is.

Figure 10 contains example images from NUS hand posture datasets I [57] and II [55],
which both contain postures from ten classes. In the figure, the images with static back-
grounds are from dataset I, and the images with varying backgrounds and human noise
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are from dataset II. In real-life applications, most images would appear similar to the two
images in the second row of Figure 10 and thus, the accuracy of 93% reported in [55] is
promising. However, there is still much work do be done in gesture recognition and its
base techniques (hand detection and tracking), although advances have been made during
the years. Due to the broad interest, it is certain that more and more new applications will
find their way from laboratories to consumer markets in the future, but the pace of their
development is uncertain.

Figure 10. Example images from NUS posture datasets. [55, 57]

2.8 Measuring performance

Since hand tracking has been studied for approximately two decades, one would expect
that standardized ways of reporting experiment results would exist at this stage. This,
however, seems not to be the case since a wide variation in reporting is clearly visible
in literature, and there seems to be no widely used publicly available datasets with anno-
tations. This kind of situation is undesired and makes direct objective comparisons and
evaluations very difficult. Moreover, qualitative evaluation seems more common in some
cases than quantitative. In this section, a quick overview about the performance evaluation
of hand tracking methods is given.

To report the accuracy of hand tracking, ground truth data would be very beneficial. How-
ever, it is not straightforward to acquire such data for hand tracking, especially for model-
based tracking [1]. As a result, not all studies employ manually annotated ground truth
locations of hand(s) in test videos. In the case of 2D hand tracking, things are simpler.
One possibility is to manually annotate hand locations in each image with squares (i.e.,
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bounding boxes) or mark the locations of certain interesting parts of the hands, such as
fingertips. This kind of annotation has been used in [58, 10] for example. Based on these
marked ground truth locations, different metrics can be used to evaluate the success of
tracking. For instance, when the center of hand location estimated by the tracker is inside
the ground truth square, tracking is considered successful in [58]. Consequently, the time
until tracking is lost [20] or correct tracking rates and average position errors [10] could
be reported. Stenger et al. [29] and Kerdvibulvech and Saito [26] analyzed error per-
formances of their trackers by comparing estimated fingertip locations against manually
labeled ground truth locations.

The most common method to report the result of hand tracking is to supply figures that
show representative example frames from test videos. Some studies (e.g., [59]) rely on
such qualitative visual evaluations only and sometimes make quite bold conclusions on
their basis. Figure 11 shows an example where a proposed tracker (red box) is compared
to another tracker (yellow box). Showing multiple overlays for image sequences is an-
other way to illustrate performances of multiple algorithms, and it is a common way in
general object tracking papers (see [60, 61, 62]). Such figures nicely visualize the track-
ing, but are of course very short and sparse presentations, meaning that the performance
remains inconclusive [63]. Possibly, there is a temptation to show only the favorable
frames and leave the existing issues out of the discussion by skipping the unfavorable
frames. Another common methodology used to compare trackers with each other is by
using tables where some characteristics of methods, such as features, operating speed, and
core technique, are listed. This kind of table can especially be seen in review type arti-
cles [1, 64, 7]. Although these tables are informative, they represent a lack of comparable
measures reported in the primary literature [63].

Figure 11. Typical example how tracking results are illustrated. [59]

In the case of model-based articulated hand tracking, acquiring annotated ground truth
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data is not practically feasible from a single view [27]. One typical way to show the
results of 3D tracking is to project the hand model on the input image to illustrate how
well the projection matches the image. Match quality can then be measured by Hausdorff
distance [51]. Hausdorff distance between two point sets is the maximum distance from
every point in a point set A to its nearest point in B [42]. Another possibility is to use the
hand model to generate synthetic test data. This seems to be quite common practice; for
example Wu et al. [27], de la Gorce et al. [19], and Brown and Capson [16] have generated
such data. Sun and Liu [65] used calibrated video where the depth of the hand is known to
analyze the accuracy of their 2D/3D hand tracker in terms of depth estimate correctness.
De la Gorce et al. [19] introduced 3D ground truth data to allow quantitative performance
analysis on real videos by using two synchronized, calibrated cameras. Ground truth data
was obtained by first manually identifying 11 fiducial points (finfertips, MP joints and the
base of palm) on the hand in the two views, and then using triangulation. In tracking,
only single-camera video was used, and the distance between estimate and ground truth
for each of the 11 fiducial points was computed.

Today, it is quite common to supplement papers with video material available on the
Internet. This is a good idea since tracking results are visualized much easier with videos,
and more evidence about real performance can be provided compared to a limited amount
of still images. Moreover, supplemental videos can be utilized to illustrate the results of
every type of tracking and not just model-based tracking. Figure 12 shows a screen shot
from one such video where the proposed model-based hand tracking method is compared
to another existing method. Furthermore, the figure shows that synthetic images are well-
suited to visualizing the results of 3D hand tracking and can be very realistic.

Figure 12. A screen shot from supplemental video available in the Web. [19]

One important issue in performance evaluation is the selection of testing data. One



39

would expect that there would be a few well-known and widely used hand tracking video
databases publicly available. This again, is not the case with hand tracking, although a few
exceptions exist. In most papers, experiments are still performed with the researchers’
own hand videos [35, 15, 11]. On the one hand, this is understandable since many re-
searcher have their own application requirements, but on the other hand, this makes the
comparison of methods even more difficult. One exception is video sequences provided
by Stenger [42] to allow comparison with his model-based tracker. The same sequences
were also used in [19] for comparison, and Figure 12 showed one frame from these se-
quences.

Recently, Spruyt et al. [5] created an annotated dataset containing eight challenging real-
world videos for hand tracking evaluation to accompany their paper describing a new
hand tracking algorithm. The videos in this publicly available dataset are about 90 sec-
onds long, filmed in 320x240 resolution at 25 fps and contain background clutter, fast
motion, changing illumination, moving camera and long as well as short sleeves. Two
hands are visible most of the time in the videos as well as the face of the person who
is moving the hands. The annotations contain the locations of both hands and are avail-
able every half a second. In addition, they supplied sample videos illustrating their own
method’s performance. To make evaluation and comparison possible, they calculated a
Pascal Visual Object Classes (VOC) score, which is widely used:

S(x, y) =
Area(boxtracker ∩ boxgroundtruth)

Area(boxtracker ∪ boxgroundtruth)
(1)

This dataset is a good and long-awaited start but one can only hope that researchers would
find this dataset and start using it along with the proposed score to publish their results.
Spruyt et al. [5] showed a good example by comparing their method with six other track-
ers. However, only two of them were hand tracking methods (both developed by the
authors) and the rest were general object trackers.

In general, comparisons between different hand trackers are not that often seen in papers.
One reason for this is the fact that most researchers do not publish their hand tracking
codes. Hence, some older well-known trackers are still used in comparisons, although
their performance has already been exceeded years ago. One example is the widely avail-
able Camshift (Continuously Adaptive Mean Shift) tracker [66] whose performance was
exceeded at least in 2004 by Kölsch and Turk [33]. Still, some methods developed many
years later (e.g., [67, 24]) use it as the only reference method in comparisons. This is
reasonable considering the unavailability of the codes, although that kind of comparison
is not really helpful in estimating the current state-of-the-art. Thus, making the codes
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publicly available for research purposes (as many general tracker codes are) should be en-
couraged. To summarize, there seems to be no standard ways or good practices to publish
the results of hand tracking algorithms as this section illustrates. However, some efforts
have been made quite recently towards that direction, but it remains to be seen whether
the current situation will change soon or not.
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3 CORE TECHNIQUES USED IN HAND TRACKING

Despite the wide variety of methods proposed for hand tracking, the majority of them are
based on a few key core techniques. This chapter introduces core techniques that have
been widely used for hand tracking in literature. These core techniques are not applicable
for just hand tracking but can be utilized in general object tracking as well. It is typical that
the core techniques are not used as such but modified and developed further by authors,
depending on the tracking application requirements. However, this chapter discusses only
the generic core techniques and leaves the practical implementations (i.e., actual tracking
methods) and further modifications out of consideration.

The first issue in most computer vision tasks is feature selection and extraction, and hence,
it is also the starting point here. Then, one of the most used core techniques in tracking
during recent years, particle filtering, is introduced in Section 3.2. After that, another
closely related technique applicable in Gaussian and linear environments, the Kalman
filter, is presented in Section 3.3. An introduction to mean shift, a popular base technique
amongst hand tracking methods, is given in Section 3.4. At certain times, new approaches
are of course developed, or some existing general algorithms are applied to the problem
of hand tracking. An online learning approach that is used to adapt to appearance changes
is an example of such a recent technique, and a short introduction to the topic is given in
Section 3.5. Finally, template-based techniques are briefly presented in Section 3.6. It is
good to note that these core techniques are not necessarily exclusive but in some cases,
the ideas can be combined to counter the weaknesses that each core technique has. An
example of such an approach is mean shift embedded particle filters introduced by Shan
et al. [10], which is presented shortly in Chapter 4 that focuses on the actual tracking
methods.

3.1 Feature selection

Feature selection and extraction is a key phase in all computer vision systems, and hand
tracking makes no difference. In this section, common features used in hand tracking
are presented. Hand features can be broadly categorized into low-level features and
high-level features [46]. Low-level features can be directly extracted from the input
images, but high-level features can only be extracted based on the low-level features.
Consequently, hand image feature extraction approaches can be either geometric-based
or image-based [46]. Geometric-based feature extraction recognizes high-level features
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by geometric shapes or special masks whereas an image-based approach focuses on low-
level features, such as edges and contours. In general, the most important property of the
selected feature is uniqueness, thus, allowing tracked objects to be easily distinguished in
the feature space [13].

It is good to note that feature selection is closely related to object representation [13].
For instance, contour-based appearance representation often uses edges as features, and
histogram-based representation often uses color features. Furthermore, the use of mul-
tiple features in combination is a common practice among hand tracking methods [33,
29, 20, 10, 50, 35]. The common visual features used in object tracking are color, edges,
optical flow, and texture. The color of an object is mainly defined by two factors: spec-
tral power distribution of the illuminant and the object’s surface reflectance properties.
Cameras and displays use RGB (red, green, blue) color space representation and thus, it
is a natural choice in image processing. However, also other color spaces can be, and
have been, used in tracking applications. Edge detection can be used to identify object
boundaries which typically generate significant image intensity changes. Edges are less
sensitive to illumination changes than color features which increases their interest. Opti-
cal flow defines the translation of each pixel in a region with a dense field of displacement
vectors and is often used in motion-based tracking applications. Texture is defined as a
measure of the intensity variation of a surface which quantifies properties such as regular-
ity and smoothness. As opposed to color, texture needs a preprocessing step to generate
descriptors, but is again less sensitive to illumination changes than color. Often features
are selected manually by the user for the particular application, but also automatic feature
selection has been studied.

These common features have also been utilized in hand tracking. As hand tracking is a
special case of general object tracking, it has its own characteristics that affect the se-
lection of features. One characteristic of the hand is that it is an articulated, non-rigid
object whose appearance can change quickly and significantly. Another characteristic is
its surface that is skin-covered all around. Due to these reasons, it is expected that no
single image cue can contain enough information for reliable hand detection and track-
ing, and therefore, combining multiple cues into a larger feature vector is appealing [20].
Nonetheless, there are certain features that have been shown to be more useful and have
been utilized more often than others as Table 4 illustrates.
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Table 4. Different features used in hand tracking methods.

Feature Used in Reference
Color [29], [36], [68], [59], [69], [70], [21], [24], [10], [71],

[11], [23], [5], [33], [20], [15], [72], [67], [32], [26], [27],
[18], [65], [34], [54], [56], [15], [73]

Edges [29], [16], [18], [26], [65], [23], [54], [50]
Motion [10], [23], [34], [56], [59], [28], [50], [36], [33]
Texture [19]
Silhouette [16], [18]
Others SIFT [65]; CS-LBP [5]; shading [50], [19]; KLT [33];

MSER [15], PBHFA [11],PCA-HOG [25]

3.1.1 Skin color

Color is probably the most used feature in hand tracking, and color cues are used in one
way or another in almost every hand tracking method as Table 4 shows. One reason be-
hind this popularity is that the color of hand’s skin is a distinctive feature when no other
exposed skin-body parts or skin-colored background objects are present [10]. Further-
more, skin color is not only computationally effective but also robust against rotations,
scaling, and partial occlusions [74]. However, skin color also has its own weaknesses.
Problems may arise because skin color in an image is sensitive to many factors, such
as [74]:

• Illumination: color changes when illumination is changed (indoor, outdoor, direct
sun light, shadows). This is the biggest problem of color features currently.
• Camera characteristics: color depends on used camera, i.e., color of the same hand

may be different when different cameras are used to capture images simultaneously.
• Ethnicity: ethnic group and geographical home region affect hand color, e.g., Asian,

African and Caucasian people have quite different hand colors.
• Individual characteristics: age and sex affects skin color.
• Other factors: background colors, shadows and motion might affect skin color.

The choice of color space is the first step when considering color features. In literature,
many different color spaces have been used. For instance, in [70], only the hue component
of HSV (hue, saturation, value) color space was used, [11] also included the saturation
component of HSV while in [21] and [68] a* and b* components of L*a*b* color space
were utilized. Moreover, YCgCr color space was used in [45], YCbCr color space in [24]
and UV components of YUV color space in [26]. RGB color space has also been utilized
e.g., in [19] and in [23] in combination with HSV. Phung et al. [75] concluded their



44

comparative article by saying that the choice of color space seems to have very little
effect on segmentation performance. However, they noted that by using only chrominance
channels, segmentation accuracy decreased.

For skin color detection/classification, many different classification techniques have been
utilized. Typically, the aim of skin color classification is to simply determine if a pixel
is skin color or nonskin color [75]. However, sometimes it is useful to calculate only the
probabilities of each pixel being skin color, instead of the binary classification into skin
and nonskin classes, and use the probabilities directly in the following phases of hand
tracking. For instance, Kölsch and Turk [33] used color probability maps in their multi-
cue tracker to place KLT (Kanade, Lucas, Tomasi) features into locations with high skin
color probability.

The most straightforward way to detect hands from images based on their color is by us-
ing thresholding. Good results can be obtained with this simple approach if no other skin-
colored objects exist in the image, as shown in [22]. According to Kakumanu et al. [74]
other alternatives often used in literature are to model skin color distributions with a his-
togram, a single Gaussian or a Gaussian mixture model (GMM). In [68], histogram-based
skin color classification was assisted with clustering-based classification to get better re-
sults. Yuan et al. [21] used randomized lists to classify training data into color clusters,
and then, used the lists to segment the hand in real-time.

One promising approach that has attracted attention during recent years is to use online
learned appearance (e.g., color) clues in addition to offline learned clues in order to adapt
to appearance changes of the tracked object [76]. This approach has also been applied
to hand tracking, for example, by Pan et al. [24], Spruyt et al. [5] and Shan et al. [10].
As these examples illustrate, color features have been utilized in many different ways and
they have proven to be very important in hand tracking. However, most of the current
methods prefer multi-cue approaches where color is used as an important modality. Much
more about skin color modeling and detection could have been presented here, but fur-
ther discussions are beyond the scope of this work and interested readers are referred to
articles [74, 75] for more details.

3.1.2 Other low-level features

As has been stated previously, no single cue is often enough for robust hand tracking.
Therefore, other cues besides color have also been utilized to account for situations when
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color information becomes ambiguous. Edges are one feature type that has been used
in hand tracking quite often as can be seen from Table 4. Edge detection is not always
reliable due to different factors, such as cluttered backgrounds which cause many back-
ground edges to be detected, fast hand motion or low intensity contrast [29]. Nevertheless,
edge information may be valuable and remain discriminative when other cues fail. Fig-
ure 13 is a good example of a typical case in hand tracking where one of the cues fails
to provide discriminative information. The human hand lacks discriminative texture de-
scriptors according to Spruyt et al. [5] which is one of the reasons why texture features
are not so often used in hand tracking. The same can be said about silhouettes since they
do not provide certain information about the relative finger positions, which limits their
usability [19].

Figure 13. Examples of how color and edge features are complementing each other and thus,
allowing successful detection even when the other cue becomes ambiguous (edge in the first row
and color in the second row.) [29]

Based on the observation or assumption that in hand tracking, the hand is often the only
moving, or at least the fastest moving object, different motion cues have been incor-
porated. For instance, temporal image differencing was used to detect motion in [10]
and frame differencing in [56], while in [59] motion-color joint distribution was used in
mean-shift-based hand tracking. Lu et al. [50] augmented traditional optical flow by also
including shading information. Motion cues are, however, easily distracted by other mov-
ing objects in the background or in the case of hand tracking, another hand moving and
occluding the other. Additionally, optical flow estimates may be unreliable since hands
have so little surface texture [19].

In addition to these common features, other, general purpose features have been used in
some studies. Examples include Scale Invariant Feature Transform (SIFT) [65], center-
symmetric local binary pattern (CS-LBP) [5], KLT features [33], maximally stable exter-
mal regions (MSER) [15], pixel-based hierarchical feature for AdaBoosting (PBHFA) [11],
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and incremental Principle Component Analysis-Histograms of Oriented Gradients (PCA-
HOG) [25]. Table 4 serves as a summary of this section. It shows that many different
features have been used in hand tracking and detection but one feature, namely skin color,
has been used more often than others. This means that most hand tracking methods rely
on color images. From Table 4, common feature combinations used in studies can be
identified. Typical combinations seem to be, for instance, color and motion or color and
edges.

3.1.3 Higher-level features

The discussion so far in this section has mainly considered low-level features that can
be directly located from the original images. Nevertheless, low-level features are not the
only possible features that can be extracted, and in fact, higher-level features, such as
fingers, fingertips, joint location and links between the joints would be very desirable
for hand tracking applications. However, extraction of such features is very difficult in
practice. The difficulty arises from the fact that high-level features, such as fingertips
and hand contours are often affected by self-occlusions and lighting conditions, making
them occasionally unavailable and unreliable. As a result, methods that require direct
extraction of such features are often using some kind of markers and gloves (e.g., [30]).
During recent years, attempts have been made to extract different high-level features using
a wide variety of methods. Fingertips are one of the most useful hand features that can
be extracted, and many studies have focused on this issue. Section 2.4.1 contained a brief
introduction to the topic. Other extracted high-level hand features include direction of
finger(s), protruding finger identification, palm-finger intersection as well as hand and
finger orientation. [46]

After selecting the features to be extracted from hand videos, it is time to decide which
kind of search mechanisms to use to find the hand represented in the selected feature
space. Basically, search mechanisms of tracking algorithms are either deterministic or
stochastic, and the tracking task can be formulated as an optimization problem [77]. This
means that tracking results can be acquired by minimizing (or maximizing) an objective
function based on similarity, distance or classification measures. The following sections
explain the search techniques that have been used in hand tracking to estimate hand lo-
cation and pose. Out of the presented algorithms, mean shift and Kalman filter are deter-
ministic methods, while particle filtering is a stochastic method.
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3.2 Particle filtering

Particle filtering is a stochastic search algorithm that can be used to estimate the state of
a dynamic system [1]. It can be applied to hand tracking to predict the hand state, or in
other words the location and pose of the hand. Let us denote the state of the tracked hand
at time t by a vector xt, and the available image observations {z1, z2, ..., zt} by a vector
zt [10]. Visual hand tracking can be regarded as estimation of hand state that is changing
over time using a sequence of noisy measurements made on the system. The principle
of particle filtering is to represent the required posterior density (p(xt|z1:t)) by a set of
random samples with associated weights [76]. Figure 14 illustrates this idea of particle
filtering by showing the target distribution, proposal distribution (often called importance
density), and the weighted samples. The weighted samples are called the particles, and
the weights represent the probability of occurrence of each particle. Typically, the target
distribution cannot be directly sampled because it may be unknown or very difficult to
sample [78]. Therefore, importance sampling has to be used: this means that samples
are drawn from a different distribution, so-called proposal distribution (the red curve in
the figure). To understand the idea of particle filters, some definitions and details about
particle filtering are given below.

Figure 14. The basic idea of particle filtering is to draw samples from a proposal distribution (red
curve) and weight them to represent the true posterior (blue curve). [78]

In particle filtering, the objective is to recursively compute the posterior density p(xt|z1:t)

of the current hand state conditioned on all observations up to time t [10]. The probability
density function (pdf) p(xt|z1:t) can be acquired recursively in two stages, prediction and
update. Time varying state xt can be modeled as a first-order Markov process, and then,
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the pdf p(xt|z1:t) can be derived as

p(xt|z1:t−1) =

∫
p(xt|xt−1)p(xt−1|z1:t−1)dxt−1, (2)

p(xt|z1:t) = κ−1 p(zt|xt)p(xt|z1:t−1), (3)

where the normalizing constant independent of xt, κ is

κ =

∫
p(zt|xt)p(xt|z1:t−1)dxt, (4)

and where p(zt|xt) is the likelihood function, p(xt|xt−1) is the dynamic system model,
and p(xt|z1:t−1) is the temporal prior over xt given the past observations. Both densities,
p(xt|xt−1) and p(zt|xt) can also be non-Gaussian. This is important since background
clutter, complex dynamics of hand motion, and illumination variations make hand track-
ing a non-linear and non-Gaussian problem.

Particle filtering is a technique which is used to implement a recursive Bayesian filter
by Monte Carlo simulations [10]. The required posterior density is approximated by a
weighted sample set St = {〈s(n)t , w

(n)
t 〉|n = 1, ..., N}, in which each sample s(n)t rep-

resents a hypothetical object state, w(n)
t = p(zt|xt = s

(n)
t ) represents the corresponding

discrete sampling probability, meaning the probability that current observations were gen-
erated by the hypothetical state, and N is the number of samples. Sampling probabilities
follow Equation 5:

N∑
i=1

w
(i)
t = 1. (5)

The state of an object at time t can be estimated based on these particles and weights as

E(St) =
N∑

n=1

w
(n)
t s

(n)
t . (6)

The set of particles is propagated according to the system dynamic model over time, and
this way, the iterative evolution of the particle set is described. The particle filtering
algorithm is summarized in Algorithm 1.

Although particle filters have many desirable properties making them an attractive tech-
nique for hand tracking, they have their own weaknesses and issues [27]. One problem
that is relevant, especially in the case of high-DOF model-based articulated hand tracking,
is the number of samples needed, which is generally exponential to the dimensionality of
the motion (at least in the case of Condensation algorithm, i.e., the original particle fil-
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Algorithm 1 The particle filtering algorithm [10]
Input: The particle set at time t− 1

1: Resample N particles from the set {〈s(n)t−1, w
(n)
t−1〉}Nn=1 to give {〈s′(n)t−1,

1
N〉}

N
n=1.

2: Propagate each particle by the dynamic model s(n)t ∼ p(xt|xt−1 = s
′(n)
t−1) to give

{〈s(n)t , 1
N〉}

N
n=1.

3: Weight the particles as w(n)
t ∝ p(zt|xt = s

(n)
t ) to give {〈s(n)t , w

(n)
t 〉}Nn=1, where the

weights are normalized according to Equation 5.
4: Estimate the hand tracking result E(St) =

∑N
n=1w

(n)
t s

(n)
t .

tering algorithm). This means high computational costs since most of the computational
load in particle filters comes from the image measurement processes. In addition to the
speed, the accuracy of tracking depends on the number of samples. The more particles
used, the more accurate the tracking, but the complexity increases respectively. Another
key issue is the so-called particle degeneracy problem, which is caused by the sampling
process of the Condensation algorithm. Stochastic integration is utilized to sample the
prediction prior p(xt|z1:t−1), which in theory is correct, but in practice may cause track-
ing failures if the dynamic model p(xt|xt−1) used is inaccurate. The particle degeneracy
problem can result in situations where most of the samples have negligible weights, and
therefore, many computations are wasted in just maintaining them. As these problems are
well-known, different solutions have been investigated to address them.

To reduce the more serious particle degeneracy problem, a few different approaches can
be used [79]. The brute force method is to simply use a very large number of samples,
but due to computational reasons this is not usually practical. Hence, two other methods
are often utilized. The first one is based on a good choice of the importance density, and
the second is based on resampling. The goal in the selection of importance density is to
choose it so that the variance of the true weights is minimized and the effective sample
size is maximized. Different approaches to this selection have been proposed in literature.
In resampling, the basic idea is to eliminate the particles that have small weights and to
concentrate on the particles that have large weights. However, the use of resampling
is not so straigthforward since it will introduce new practical problems, such as sample
impoverishment, which means that samples with high weights are selected many times
leading to a loss of diversity amongst the particles. This problem is severe when the
process noise is very small and will in fact cause all the particles to be collapsed to a
single point after a few iterations. Thus, in the case of zero process noise, particle filters
may not be the best possible choice.

In particle filtering, the importance density (also called proposal distribution) is in a key
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role since it is usually not possible to sample from the true posterior as discussed previ-
ously. However, the choice of proposal distribution is a very large topic itself, and thus,
further discussions have to be left out of the scope of this work. Instead, interested readers
are referred to a thorough review paper by Chen [80] and a tutorial article by Arulampalam
et al. [79]. Both of these sources discuss the particle filters in more detail and present a
good selection of the most common variants of particle filters proposed in literature.

3.3 Kalman Filter

The Kalman filter belongs to the more traditional techniques which have been utilized in
tracking for decades. The Kalman filter yields an optimal state estimate for a single ob-
ject when the assumptions about linearity and Gaussianity hold [13]. Therefore, Kalman
filters can be seen as special cases of particle filters (that can also be used in non-linear
and non-Gaussian cases as discussed in Section 3.2). In a linear Gaussian environment,
the Kalman filter is the solution and no better algorithms exist in this case [79]. How-
ever, many real hand tracking problems violate those assumptions, and therefore, Kalman
filters have not been used so often in recent hand tracking methods, at least individually.
Figure 15 shows an example how a Kalman filter is used to predict the location of the
train. The best estimate (the green pdf in the figure) is generated by multiplying the pre-
diction pdf and the noisy measurement pdf. Next, a nonlinear Bayesian tracking problem
is formulated and the optimal solution given by the Kalman filter is presented.

Figure 15. Predicting the train’s location with Kalman filter given the prediction (the red pdf) and
the noisy measurement (the blue pdf). [81]

To start with, consider the evolution of the state sequence {xt, t ∈ N} of a target given by

xt = f t(xt−1,vt−1) (7)

where f t : Rnx × Rnv → Rnx is a possibly nonlinear function of the object state, xt−1,
vt−1 is an independent and identically distributed (i.i.d.) process noise sequence, and
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nx,nv are the dimensions of state and process noise vectors, respectively [79]. Tracking
aims to recursively estimate xt from the available measurements

zt = ht(xt,nt) (8)

where ht : Rnx × Rnn → Rnz is a possibly nonlinear function, nt is again an i.i.d. mea-
surement noise sequence, and nz,nn are the dimensions of measurement and measurement
noise vectors. Specifically, filtered estimates of xt based on the set of all measurements
z1:t = {zi, i = 1, ..., t} up to time t are sought. As a consequence, the requirement in
Bayesian tracking is to construct the posterior density p(xt|z1:t). When assuming that the
initial pdf p(x0|z0 ≡ p(x0)) (the prior) is known, the pdf p(xt|z1:t) may be calculated re-
cursively in two phases, prediction and update. If the required pdf p(xt−1|z1:t−1) at time
t−1 is available, the prediction phase uses the system model (7) to obtain the prior pdf of
the state at time t with the Chapman-Kolmogorov equation (4). A measurement zt, that
becomes available at time step t, can then be used in the update phase to update the prior
by using (3) and thus, the needed posterior density of the current state is obtained. These
recurrence relations (3) and (4) are the ingredients for the optimal Bayesian solution. In
restrictive cases, the solution may be obtained analytically by using a Kalman filter, but
when the analytical solution is intractable, approximate solutions may be obtained with
particle filters or extended Kalman filters.

A Kalman filter assumes the posterior density being Gaussian all the time [79]. As a
result, it is parametrized by mean and covariance. If p(xt−1|z1:t−1) is Gaussian, then
p(xt|z1:t) can also be proved to be Gaussian, given that the following assumptions hold:
vt−1 and nt are drawn from a Gaussian distribution of known parameters, f t(xt−1,vt−1)

is a known linear function of xt−1 and vt−1 and ht(xt,nt) is similarly a known linear
function of xt and nt. Now (7) and (8) can be rewritten as

xt = Ftxt−1 + vt−1, and (9)

zt = Htxt + nt, (10)

where Ft and Ht are known matrices which define the linear functions. The covariances
of vt−1 and nt are Qt−1 and Rt, respectively, and the noises are considered to have zero
mean and statistical independence. The Kalman filter algorithm can then be viewed as the
following recursive relationship:

p(xt−1|z1:t−1) = N (xt−1;mt−1|t−1, Pt−1|t−1), (11)

p(xt|z1:t−1) = N (xt;mt|t−1, Pt|t−1), (12)
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p(xt|z1:t) = N (xt;mt|t, Pt|t), (13)

where
mt|t−1 = Ftmt−1|t−1, (14)

Pt|t−1 = Qt−1 + FtPt−1|t−1F
T
t , (15)

mt|t = mt|t−1 +Kt(zt −Htmt|t−1), (16)

Pt|t = Pt|t−1 −KtHtPt|t−1, (17)

and where N (x;m,P ) is a Gaussian density with argument x, mean m and covariance
P , and

St = HtPt|t−1H
T
t +Rt, and (18)

Kt = Pt|t−1H
T
t S
−1
t (19)

are the covariances of the innovation term zt − Htmt|t−1 and the Kalman gain, respec-
tively. This is the optimal solution to the tracking problem in the case when the restrictive
assumptions hold.

In the cases when the functions f t and ht are nonlinear, an extended Kalman filter that is
obtained by linearization can be utilized [82]. However, the extended Kalman filter still
models the posterior density as Gaussian. Another alternative is an unscented Kalman
filter, based on statistical linearization that transforms approximations of the distribution
through the system and observation functions [42]. It was used by Stenger [42] in model-
based tracking. All in all, the Kalman filter and its variants seems to be used quite rarely in
hand tracking these days, probably because particle filters have proven to be more suitable
for the problem.

3.4 Mean Shift

Mean shift is another very common technique utilized to solve the problem of hand track-
ing along with particle filters. The mean shift algorithm is a statistically robust method
for finding the mode (peak) of a probability distribution [66]. It detects a local maxima
of a density function by iteratively shifting a kernel towards the average of data points
in its neighborhood [44]. Compared to exhaustive search, it is much faster, but requires
appropriate initialization.

The mean shift algorithm is presented in Algorithm 2. As can be seen, the algorithm itself
is very simple and intuitive. Figure 16 illustrates how the algorithm works in practice by
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showing how the region of interest (blue circle) moves towards the peak, in this case, the
area where the most points are concentrated, iteratively according to the center of a mass
in the region. Typically, mean shift operates on (but is not limited to) color distributions,
and therefore, it is applicable for hand tracking in the cases when no other skin-colored
background objects are present.

Algorithm 2 Mean shift [66]
1: Choose the size of the search window.
2: Choose the initial location of the search window.
3: repeat
4: Calculate the mean location in the search window.
5: Center the search window at the mean location calculated in the previous step.
6: until convergence.

Figure 16. The concept of the mean shift algorithm. [83]

The fundamental idea of mean shift is from the 1970s, but the algorithm started to attract
more attention only in the 1990s after Cheng [84] published his article describing its
applications to cluster analysis and global optimization. In vision, the first uses of mean
shift were in image region segmentation which worked on fixed, static distributions [66].
Bradski [66] was one of the first who applied it to tracking in 1998 when he presented the
Camshift algorithm. It was developed to deal with probability distributions that change
and move dynamically in time. Distributions derived from objects in videos are typically
similar and therefore, Camshift turns the mean shift algorithm from mode seeker to a
dynamic mode tracker that can be used to track objects in videos. The Camshift algorithm
is presented in Section 4.1.

A mean-shift-based tracker uses density-based appearance models to represent the target
and tracks it by finding the most similar distribution pattern in frames with its sample
pattern [7]. The similarity of these patterns (the target and the model) can be measured by
using the Bhattacharyya coefficient or other similarity measure, and tracking is accom-
plished by iteratively finding the local minima of the distance measure functions [10]. The
Bhattacharyya coefficient is a measurement of the amount of overlap between two statisti-
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cal samples which can be used to determine the relative similarity of the two distributions
(p(i) and p′(i)) considered, and is defined as follows [85]:

ρ(p, p′) =
N∑
i=1

√
p(i)p′(i), (20)

where N is the number of classes. Many of the mean-shift-based tracking algorithms,
especially the first ones, use color information to model the appearance of an object with
color distribution [59]. Specifically, a color histogram was the actual form that was of-
ten used to describe the target region [10]. However, as noted in Section 3.1, purely
color-based approaches face problems when backgrounds are too similar to the tracking
target. In the case of mean shift, problems are caused because color-based probability
distribution cannot itself provide a distinguishing confidence map between the target and
the background, and thus, mean shift cannot find the intended global peak on this confi-
dence map [59]. Due to this limitation, multi-cue mean shift trackers have been developed
which use motion-color joint distributions for example [59, 86]. Figure 17 clearly shows
the limitation of the original color-based Camshift which locks onto the face of the person.
However, by using a joint distribution, the distraction caused by the face can be avoided
as the figure shows.

Figure 17. Comparison between traditional and multi-cue Camshift. [86]

There are a couple of reasons behind the attractiveness of mean shift [10]. First of all, its
convergence is fast and its computational costs are low. In addition, mean shift is a non-
parametric method that provides a general optimization solution independently from the
target features. When there is clutter and occlusions, mean shift may easily fall into local
maxima and therefore, it cannot guarantee global optimality. Furthermore, mean shift
trackers have been shown to easily fail when rapid movements happen, and recovery from
such a failure is not possible. As a result, mean shift can be said to be computationally
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efficient at the cost of robustness. Moreover, it is good to note that mean shift is based on
a deterministic algorithm and thus, cannot handle multi-modal problems.

3.5 Online learning

Handling the appearance variations of the target object is a crucial and difficult task in vi-
sual tracking which cannot be underestimated in the case of hand tracking because of the
nature of hand motion. Generally, two types of appearance variations exist: intrinsic and
extrinsic [76]. Intrinsic variations consists of pose variation and shape deformation of the
target object, whereas extrinsic variations include changes caused by varying illumina-
tion, camera motion, camera viewpoint changes, and occlusions. It is impossible to learn
these kinds of things beforehand in an offline training phase when the target is to build a
general purpose tracker. Hence, adaptive methods capable of incrementally updating their
representations during tracking have to be used to successfully handle these variations.

In general, online algorithms can be classified into generative and discriminative meth-
ods [76]. Generative methods are focusing on learning the object’s appearance model
online in order to adapt to appearance changes. In discriminative methods, the same goal
is pursued with a classifier that is trained and updated during tracking to separate the
target from the background. Discriminative methods are often termed as tracking by de-
tection methods. As can be expected, both of these approaches have their own benefits
and weaknesses. Discriminative methods are sensitive to noise while generative methods
have problems with background clutter. Therefore, attempts have also been made to com-
bine these two online learning approaches. In a more general level, when dealing with
online learning methods, the optimal balance between stability and adaptivity is yet to be
solved. This is important since there is a certain chance that each update of the tracker
introduces an error. Finally, a tracking failure may happen because of these errors. This
problem, known as drifting, is a key challenge in online adaption.

The ideas of incremental learning have also found their way to hand tracking, as some
of the recent methods have utilized these approaches. In [10], a skin color model was
made self-adaptive online in order to handle illumination changes. Similarly, in [5], an
online histogram is used and updated during operation using the pixels within the tracked
bounding box. Then, the final skin probability is obtained using a weighted combination
of offline and online learned distributions. Thus, they try to avoid the drifting problem
and allow adaption to illumination changes. Pan et al. [24] used similar approach to
skin-color-based hand segmentation. Yang et al. [25] embedded an incremental PCA-
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HOG (Principle Component Analysis-Histograms of Oriented Gradients) descriptor into
a particle filter framework in their hand tracking method.

3.6 Template-based techniques

Template matching is a technique for finding areas from an input image that are similar
to a template image (patch) [87]. The objective is to find the highest matching area by
comparing the template against the input image by sliding it one pixel at a time (from top
left to bottom right) and computing a metric at each location which represent the similarity
of the areas. Template-based tracking methods closely resemble hand detection methods,
since they invoke the hand detector at the close neighborhood in which the hand was
detected in the previous frame in order to restrict the image search space significantly [44].
Therefore, these methods assume that the hand movement between consecutive frames
is below a certain limit (i.e., that the hand is found in the spatial neighborhood of the
previous detection).

Correlation-based feature tracking is directly derived from the principles presented above.
First, the hand is detected in the first frame, and then, the image region in which it ap-
pears is used as a prototype to detect the hand in the next frame [44]. This technique
has been used with a static camera to get characteristic patterns of gestures seen from a
certain view. Varying illumination conditions have been taken into account by first view-
ing the target under different lighting conditions. Then, a collection of basis images is
constructed, and these can be used to estimate the appearance of the object under vary-
ing illumination. Tracking simultaneously solves the illumination and the motion of the
target. Some methods, mainly the ones that detect hands using skin color, detect hands
as image blobs in each frame and temporally match blobs occurring in adjacent locations
across frames. The advantage of blob-based tracking is their capability to handle large
frame-to-frame variations.

Deformable contour (snake) tracking is another main approach amongst template-based
hand tracking [44]. The boundary of the region is usually defined by an intensity or color
gradient, but other image features, such as texture, can be considered as well. Initialization
in these techniques is done by placing the contour near the interest region. Subsequently,
the contour is iteratively deformed towards the close edges in order to fit the real hand
region more accurately. The deformation process is conducted by optimizing an energy
functional.
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When using snakes for hand tracking, an active shape model is applied to each image,
and the convergence of the snake in the current frame is used as a starting point in the
following image [44]. The advantage of snakes is that they allow real-time tracking.
However, snakes require sufficient contrast between the object and the background to
work well, thus limiting their application environments quite significantly. In cluttered
environments, snakes are sensitive to local optima of the energy function which can be
caused by poor foreground/background segmentation, major object transitions, or large
shape deformation between the consecutive frames.

Based on the literature review, it seems that template-based methods were more popular
during the first decade of hand tracking, and the more recent trackers utilize these tech-
niques quite seldom. Therefore, this section can be considered to be included more due
to the historical importance than the current practical importance.
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4 HAND TRACKING METHODS

As the previous chapter considered only the generic core techniques applicable to track-
ing, this chapter describes the practical implementations of hand trackers. The purpose
here is not to give exhaustive descriptions about each method but rather stay on a gen-
eral level concentrating on the main points and ideas of each method chosen. There is,
however, an obvious difference between the presentations of methods that are and are not
included in the experimental part. Naturally, the methods that are included in the exper-
iments and the toolbox are presented in more detail, including algorithmic descriptions.
Selection criteria for the methods presented here were on the one hand to pick trackers
using different core techniques, and on the other hand, to try to choose representative
examples that can be considered state-of-the-art. In addition, our particular application
of hand tracking in high-speed videos was also considered to avoid presenting too many
methods unsuitable for our application. This means that the focus was more on 2D meth-
ods since model-based methods were left out of the scope in the practical parts of the
thesis due to unavailability of the codes.

First, a selection of 2D hand tracking methods are presented in Section 4.1 and then, a
few representative model-based 3D tracking methods are introduced in Section 4.2. In
both sections, the methods are categorized into a few classes based on the core techniques
used. In addition to hand tracking methods, a selection of recent general object tracking
algorithms that can be applied to hand tracking are presented in Section 4.3. Because
the toolbox consisted of these general object trackers, their presentations are considerably
longer and more detailed.

4.1 2D methods

The introduction to real hand tracking methods starts with 2D hand tracking methods
classified into broad categories based on the core techniques utilized. It is good to note
that some methods use more than one base technique and thus, cannot be unambiguously
classified. In these cases, the class is selected intuitively. First, a selection of particle
filter-based methods are presented. Then, a selection of mean shift-based methods are
given, followed by methods that use the Flocks of Features approach. Finally, a selection
of methods based on other techniques are presented.
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4.1.1 Particle filter

Particle filtering is one of the most popular techniques used in hand tracking, and it has
been used in both 2D tracking [25, 10, 23, 5] and model-based tracking [26, 51, 49, 16].
One of the main reasons why particle filters have been employed so often in hand tracking
is the fact that hand tracking is a typical non-linear and non-Gaussian problem [10]. Par-
ticle filter is a simulation-based sequential Monte Carlo technique capable of estimating
the evolution of such non-linear and non-Gaussian stochastic processes as unconstrained
hand motion [16]. Unlike Kalman filters, particle filters can maintain multiple hypotheses
(in addition to being able to also operate in non-Gaussian and nonlinear domains), which
makes them even more attractive alternatives [88]. Isard and Blake [88] can be consid-
ered pioneers in applying the particle filtering approach to hand tracking. They presented
the Condensation algorithm for curve tracking in 1998. Since then, different forms and
modifications of particle filters have been utilized in numerous hand tracking methods.
Originally, particle filters used edge features, but color-based particle filters have also
been introduced [10].

Spruyt et al. [23] proposed a method for hand segmentation and tracking that is based on
a Gaussian Mixture Model (GMM) and a particle filter. A particle filter that is utilizing
color and motion cues, tracks the hand in time, and the hand segmentation is based on
GMM. An offline-learned skin color model is used as an initial direction vector for the al-
gorithm that incrementally learns more accurate GMMs during runtime. Skin color GMM
uses two components in the mixture, and background GMM four components. The parti-
cle filter estimates hand location in the frames, and the results are given to the subsequent
segmentation algorithm. To drive the particles away from the face, a Viola-Jones-based
face detector [89] is employed. The particles are reweighed after the next hand posi-
tion has been predicted according to the likelihood function based on the observations.
Likelihood depends on, for instance, the skin probability, the amount of motion, and the
distance between the sample and the detected face. Illumination invariance is pursued by
using both RGB and HSV color spaces. In the final segmentation step, a combination of
color information, edge detection, motion detection, and skin probability is used to find
certain parts of the hand contour. These parts are then used as a boundary in the subse-
quent region-growing operations. The algorithm reaches a speed of approximately eight
fps.

More recently, Spruyt et al. [5] presented an improved hand tracking method which is
based on invariant hough forest detection and particle filter tracking. Their random forest-
based classifier tries to overcome the problems caused by hand parts appearing in different
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orientations and scales by directly incorporating scale and rotation invariance into the fea-
ture description and classifier training phase. Using this approach, the classifier is able
to learn the training data better since patches of the same object that differ in orientation
and scale do not need to be considered as different types of information. Additionally,
the computational complexity is decreased since there is no need to classify many scaled
and rotated versions of the image. This offline-trained classifier, using five simple fea-
tures (represented by spatially enhanced histograms), works as an appearance prior for
the particle filter. This way the color-based particle filter does not fail so easily in the
cases of ambiguous color information as Figure 18 shows. The experiments were run
using the dataset they released (introduced in Section 2.8). They compared the proposed
method with two hand tracking algorithms and four more general object tracking algo-
rithms. Based on the reported VOC scores, their method got the best scores in all but one
video while their previous method (presented in the previous paragraph) was the second
best in five of the eight videos.

Figure 18. Two examples when color information (2nd image from left and right) is ambiguous
but hough voting map (3rd image from left and 1st from right) allows particle filtering to continue
tracking despite this. [5]

Yang et al. [25] developed a hand tracking method that uses an incremental PCA-HOG
descriptor to represent the hand by its local shape. They state that an incremental PCA-
HOG descriptor has two key advantages: (1) representation is based on the distribution of
gradients instead of direct image intensities leading to better robustness, and (2) it is able
to update adaptively during tracking, making it more flexible than the traditional HOG
descriptor. This incremental descriptor is then included into a particle filtering framework.
In the experimental part, they compared the method with general object trackers IVT [61]
and PFAG [90]. Based on the few frames shown, their method seemed more accurate,
especially compared to IVT. The downside of their tracker is its manual initialization and
slow speed (two fps on dual-core PC).

In 2006, Shan et al. [10] proposed an interesting real-time hand tracking method which
is based on a mean shift embedded particle filter (MSEPF). Their objective was to use
it in a real-time gesture-based control interface for a robotic wheelchair. Their funda-
mental idea was to combine the two approaches, particle filtering and mean shift, which
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have been successfully used in visual tracking, and in this way integrate the advantages
of both approaches for improved tracking. Mean shift iteration was embedded into par-
ticle filtering to move the particles to local modes in the likelihood which improves the
sampling efficiency significantly and thus, decreases the amount of particles required. A
linear combination of color and motion cues is used. In the experiments, the proposed
method is compared with standard mean shift and a particle filter which use the same
color information, and dynamic and observation models as the proposed method, respec-
tively. The mean shift tracker showed worse accuracy compared to particle filters, but it
was the fastest. A standard particle filter on the other hand, required many more particles
for stable tracking compared to MSEPF and was therefore slower.

4.1.2 Camshift algorithm and modifications

Mean shift has been a popular choice in appearance-based hand tracking [59, 86, 69, 70,
71], unlike in 3D tracking. The Camshift algorithm [66] is the most well-known mean
shift-based object tracker, and despite its age, it is still used as a reference method in
many recent papers. Camshift is a modification of the mean shift algorithm, which turns
mean shift from a mode-seeking algorithm of a probability distribution into a dynamic
mode tracker. This means that Camshift can deal with distributions that change and move
dynamically in time. In the original implementation, color histograms are utilized in ob-
ject probability distribution generation, but other distributions derived from a measure set
could be used as well. Camshift is somewhat robust against partial occlusion, distraction,
noise, and irregular object motion. The fact that it scales its search window to object size
usually helps. Considering its performance today, it does not belong to the state-of-the-
art anymore and thus, it may not be a good idea to use it as the only reference method in
recent comparisons. However, many additions and modifications have been proposed in
literature which have addressed the weaknesses of the original algorithm. Some examples
of such modifications are introduced later in this section.

The mean shift algorithm that is the basis of Camshift has already been presented in
Section 3.4 in Algorithm 2. As can be seen, the core algorithm is short, simple, and easy
to understand compared to many other tracking algorithms. In the Camshift algorithm,
the mean location in the search window (for 2D image probability distributions) can be
found as follows [66]. First, find the zeroth moment (distribution area)

M00 =
∑
x

∑
y

I(x, y). (21)
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Next, find the first moment for x and y

M10 =
∑
x

∑
y

xI(x, y); M01 =
∑
x

∑
y

yI(x, y). (22)

and then, the mean location (the centroid) in the search window is

xc =
M10

M00

; yc =
M01

M00

; (23)

where x and y range over the search window, and I(x, y) is the pixel value (i.e., the
probability) at position (x, y) in the image.

Using the second moments and the first moment, the 2D orientation of the probability
distribution can also be obtained easily. The first and second moments are

M11 =
∑
x

∑
y

xyI(x, y); M20 =
∑
x

∑
y

x2I(x, y); M02 =
∑
x

∑
y

y2I(x, y). (24)

By using these, object orientation (major axis) is calculated as

θ =

arctan

(
2
(

M11
M00
−xcyc

)
(

M20
M00
−x2

c

)
−
(

M02
M00
−y2c

)
)

2
. (25)

Moreover, the length and the width of the probability distribution "blob"(see Figure 17)
which the Camshift algorithm finds can be calculated as follows. First, let a = M20

M00
− x2c ,

b = 2
(

M11

M00
− xcyc

)
and c = M02

M00
− y2c . Then, the width w and the length l are

l =

√
(a+ c) +

√
b2 + (a− c)2
2

, (26)

w =

√
(a+ c)−

√
b2 + (a− c)2
2

. (27)

The size of the window width for 2D color probability distribution where maximum pixel
value is 255 can be selected by calculating

s = 2×
√
M00

256
. (28)

Boato et al. [70] developed a hand tracking and motion trajectory analysis system for aid-
ing patients and doctors in physical rehabilitation. Their system consists of two blocks:
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detection and tracking of hand, and performance evaluation of a specific action. De-
tection and recognition starts with a preprocessing step that includes color adjustment,
background suppression, and the extraction of skin-like areas. Skin extraction is based
on the hue component of HSV since skin color amongst different ethnic groups differs
only in saturation according to the authors. Next, they detect the location of a hand by
classification using AdaBoost and Haar features. The detected area is used to initial-
ize tracking and acquire the color distribution and spatial features used in tracking. The
subsequent tracker module uses a cascade of Lucas-Kanade optical flow and Camshift.
Hence, color distribution is tracked by Camshift and the spatial features by the Lucas-
Kanade algorithm. Periodic re-initialization is performed during tracking and can also be
forced in the case of failure. For exercise evaluation, two trajectory-matching schemes
are used: Dynamic Time Warping technique [91] and the Longest Common SubSequence
algorithm [92]. To give more information to doctors, they also reported the velocity of
the exercise, measured in pixels per second. Figure 19 shows different trials of the "5"
exercise and the speed for one sample exercise. In the exercise, the user was simply asked
to move his/her hand to draw the target shape, number five in this example.

Figure 19. Different trials of "5" exercise (left); the speed of sample exercise (right). [70]

Wang and Ko [59] presented a real-time mean shift tracking method that uses a two di-
mensional motion-color distribution to distinguish a moving hand from other similarly
colored background objects. The method uses a LK (Lukas- Kanade)-pyramid-based op-
tical flow algorithm to get the local motion vectors. By using a linear combination of
amplitude and orientation information, motion probability distribution is defined. Color
pdf is constructed using the hue value of HSV color space, and the joint pdf is formed by a
logical and operation. The experiments showed better performance compared to the orig-
inal Camshift algorithm when there is a face and another moving hand in the background
(see Figure 11).
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Similar to the one presented above, Araki et al. [86] described a real-time method for both
hands tracking based on Camshift by making some additions to make it more robust. For
instance, they set probability reduction areas from other windows and motion prediction to
also allow tracking of both hands in cases when the hands are moving close to each other.
In the experiments, comparison with standard Camshift was shown (see Figure 17). In
addition to accuracy, processing times were compared which revealed that the proposed
method was slower due to the more complex computations involved.

Wang et al. [69] developed another mean shift-based tracking method that utilizes a graph-
cuts-based image segmentation process to make tracking more accurate. They compared
the proposed method with a standard mean shift and particle filter tracker, and their
method was shown to be more accurate. Petersen and Stricker [71] proposed yet another
mean shift-based tracking method that uses posture invariant constraints. First, candidates
are selected based on only geometric features. In the scoring step, the center and the width
of the assumptive finger are found, and the candidate is scored with the scoring function.
The scoring function is a product of different parts, such as color information and paral-
lelism of edges. Candidates are then combined into lines using hysteresis thresholding.
Next, Camshift is used on the candidates, and if it converges, another Camshift starts
from this point on the color probability distribution image. The two converged Camshift
iterations and the principal axis of the hand estimated by them can be seen in Figure 20.

Figure 20. Examples of successful tracking even in a case when color information is poor (bottom
left). [71]

4.1.3 Flocks of Features

Kölsch and Turk [33] described an interesting real-time 2D hand tracking method in 2004
called Flocks of Features (FoF). The fundamental idea behind their method was inspired
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by the seemingly chaotic flight behavior of a flock of birds. In this flock, individual birds
have no global control, but the entire flock still manages to stay tightly together, forming
kind of a cloud. Organization of the flock can be modeled with two constraints: birds
want to keep a safe flying distance to the other birds, but do not want to fly too far away
from the flock.

The tracker consists of a set of features that are moving from frame to frame in a similar
way to birds [33]. The so-called flight paths of the features are determined with optical
flow, and constraints are set to the minimum distance from other features and to the max-
imum distance from the feature median. When a feature violates these conditions, it is
repositioned to a high skin probability location. Moreover, when a feature is lost, a new
feature is positioned according to the skin color probability. By using also color cues,
the method tries to avoid the drift of features to backgrounds containing strong gray-level
gradients. The first modality is pyramid-based KLT feature tracking that tracks small
image artifacts (i.e., small areas that have a steep brightness gradient along at least two
directions) from frame to frame. Kölsch and Turk introduced the flocking behavior to the
KLT framework to make the tracking of appearance changing, non-rigid objects possible.
The original FoF approach is an example of a method that does not use a hand model in
addition to the color distribution that is learned at the hand detection time. In the algo-
rithm, the location of the tracked hand is considered to be the mean of all KLT features.
The FoF tracker was shown to outperform Camshift which is quite expected as Camshift
is based on just a color modality.

In 2010, Kölsch [20] described an appearance-based prior to supplement their original
method. With this prior, all or parts of the hand’s gray-level texture is considered to
make tracking more reliable. Now, when a feature is lost and needs to be relocated, the
joint probability of color and appearance is used to guide the relocation instead of just
color. Figure 21 shows an example where the appearance probability manages to detect
the hand whereas color does not. Therefore, tracking is more robust to strong background
gradients, background containing a similar color to the hand, and rapid posture changes.
The overall accuracy was increased from 75% of the original FoF to 86% on the same
video collection, while the execution time was increased only slightly.

FoF-based methods have been shown to be a promising approach for hand tracking, and
the approach has been utilized by other researchers as well. Toni and Darko [68] used
FoF as a basis in their tracking method and made only slight modifications to the original
FoF tracker. Liu et al. [67] combined the Hough forest classifier with a modified multi-
cue FoF tracker in their recent method. They used a modified Boids algorithm [93] to
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Figure 21. Example case when color segmentation fails (left), but appearance probability remains
useful (right). [20]

simulate flocking behavior and stated that this implementation showed better behavior
than the original FoF. The main modification to the Boids algorithm was the use of a
confidence map in feature point weighting. In the experiments, their method showed
good recall and precision rates for the test videos. In addition, a comparison was made
on one video with Camshift, original FoF, and HoughTrack [94], and their method was
the most stable when measured by the pixel errors of the centers. However, a comparison
with just one video provides only indicative results. One notable feature of their tracker
is its ability to recover from a tracking failure caused by out-of-view motion due to the
short-term memory of the online Hough forest classifier.

Pan et al. [24] desribed another FoF-based hand tracker which uses outstretched hand de-
tection to initialize the tracking region. Then, 100 KLT features for tracking are extracted,
of which 30 top features according to the Bayesian skin color model are selected for track-
ing. During tracking, feature points may be relocated, removed or appended if necessary
(e.g., new features are appended randomly when old are lost). These randomly added
features have to fulfill two requirements: Bayesian skin color probability has to be over a
certain threshold, and the distance to other features has to be at least three pixels. When
calculating the median of the flocks of features, velocity-weighted distance is used. If
tracking fails, it can be resumed with the outstretched hand detection. In the experiments,
this method was compared with Camshift and HandVu [95] (non-weighted/original FoF)
on 12 varying videos, and it managed to keep tracking longer than the two.

4.1.4 Methods using other techniques

Donoser and Bischof [15] proposed a real-time hand tracking method where the principle
was to use a state-of-the-art interest point tracker with efficiently calculated color like-
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lihood maps. The first step in the color likelihood calculation is to fit two Gaussians,
one for the hand and another for the background. The second step is the estimation of
color likelihood values for each pixel using a sliding window approach. In this approach,
a local neighborhood of each pixel is modeled with a Gaussian that is compared to the
reference models calculated in the first step. The Kullback-Leibler distance is used to
measure the distances between the two Gaussian distributions, and the analysis is per-
formed in RGB color space. Subsequently, tracking and segmentation is done using a
MSER detector. Generally, the MSER detector finds bright connected regions that conse-
quently have darker values along their boundaries. Figure 22 shows that by applying the
MSER detection to the color likelihood map, connected regions of high color likelihood
are detected and hence, the hand is segmented accurately. As this is a tracking approach,
the MSER tracking method is used instead of single-image-based detection. The tracking
variant makes it possible to track each MSER independent of all others, and it consid-
ers all extremal regions as new tracking representations and increases the repeatability
of detection. By limiting the search to high color likelihood areas and by exploiting the
properties of MSER in the previous frame, the computations were fast (25 fps).

Figure 22. Color likelihood image on the left and MSER detection results on the right. [15]

Yuan et al. [21] presented a method of hand tracking by segmentation that is based on
quite a simple color classification technique in the L*a*b* color space. First, training
data obtained from the manually initialized hand region is classified into color clusters.
Then, the color clusters having small pattern numbers (i.e., pixel count) are pruned to
get rid of background pixels, and the re-organized randomized lists are used to segment
the hand from the background. During tracking, the continuity of the hand’s position is
assumed and thus, a randomized list-based classifier is performed only on a small region
surrounding the tracked hand location from the previous frame.

Another real-time hand tracking method was presented recently by Asaari and Suandi [35],
based on a predictive eigenhand tracker. An adaptive Kalman filter that utilizes motion
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and color cues, is used to predict the hand state. The adaptive Kalman filter adjusts
the process and measurement noise covariances adaptively by using a weighting factor
based on the acceleration threshold value to account for the prediction of nonlinear hand
motion. In addition, they also utilize an eigenhand tracker to make adjustments to the
potentially erroneous prediction of the Kalman filter. The eigenhand tracker is an adap-
tive appearance-based object representation using the eigenspace approach. In the ex-
periments, one comparison with a Covariance-based tracker, IVT [61], and an adaptive
Kalman filter tracker were shown. The results showed similar accuracy compared to IVT,
and better accuracy than the two others.

Another example of a different approach is the method suggested by Yuan et al. [58]
which is based on a temporal filtering framework capable of initializing and reseting itself
without user interaction. The method uses motion and color features to identify candidate
hand locations. The temporal filtering is used to filter out the false candidates that lack
consistency between consecutive frames.

The last 2D method briefly presented here is based on PBHFA (pixel-based hierarchical
feature for AdaBoosting) features, skin color segmentation, and the background subtrac-
tion using codebook model, and was developed recently by Guo et al. [11]. The first phase
is hand detection using the aforementioned techniques. PHB features are used instead of
Haar-like features to reduce the training time, and AdaBoosting is used to construct a
strong classifier out of many weak classifiers. The results of hand detection are filtered by
skin color segmentation to reduce the number of false positives, and are further refined by
codebook-based foreground detection, which includes a kind of buffer to store the history
of the tracking target. This is useful in cases when the foreground disappears due to the
hand standing still for a long time. In the following tracking phase, euclidean distance
is used to determine which of the detected hand centers belong to the hand of interest in
consecutive frames. Example frames shown demonstrate that tracking can be continued
even after the target leaves the frame temporarily.

4.2 3D methods

This section introduces certain model-based 3D hand tracking methods that have been
proposed during recent years. It seems that particle filters are the most common core
technique used, but a few other approaches have been proposed as well. Since model-
based methods were not the focus of this thesis, the number of methods presented is
limited.
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4.2.1 Particle filter

Wu et al. [27] proposed a model-based hand tracking method which uses a divide-and-
conquer strategy. The key point of this approach is to separate the estimation of global
rigid hand motion and finger articulation and hence, reduce the complexity of the prob-
lem. In the estimation phase, the estimation of these two subproblems are alternated
iteratively. Non-rigid finger articulation is tracked with a sequential Monte Carlo algo-
rithm which is based on importance sampling techniques. An 18-sensor CyberGlove was
used to collect motion data used to obtain a prior for finger articulation that allows more
efficient tracking. Although they admit that the learned motion prior is not necessarily ac-
curate, they state that is sufficient to be used as the importance function. This importance
function is used to redistribute the particles to more meaningful regions while also main-
taining the real underlying density represented by the particles. Due to this approach,
tracking is possible with only 100 particles. The rigid hand pose is estimated with the
Iterative Closest Point algorithm and the factorization method. The hand model is the
cardboard model shown in Figure 9a. Moreover, the palm is treated as a rigid planar ob-
ject, which simplifies the pose estimation. Execution times were very fast (15 fps) for
a model-based method with the simple cardboard model and 100 particles, but with the
3D quadric model, which was also tested, they slowed down to a couple of seconds per
frame.

Kerdvibulvech and Saito [26] developed a 3D hand tracking method to track the hand of
a guitarist. They use a 27-DOF hand model consisting of truncated quadrics and a joint
likelihood of edge and silhouette features. The tracking phase utilizes a particle filter to
predict the next state of the hand model. Since a large amount of particles is used (1000),
a single QVGA frame takes over 80 seconds despite the fact that the DOF in tracking was
reduced to 11 or 13 by limiting the hand motion. Figure 23 shows example results of
using the 13-DOF model. In addition to speed issues, the authors also reported problems
with occlusion handling, with self-occlusions and guitar neck occlusions, which are both
very likely to happen when playing a guitar.

Tracking in high-dimensional state space by appearance-guided particle filtering was pre-
sented in 2008 by Chang et al. [49]. They studied the problem under the assumption
that, in addition to the initial state, some known attractors in the state space exist. Attrac-
tors are defined as certain motion states of the object with known reference images (i.e.,
observations). The purpose of including attractors was that the configuration space for
high-DOF problem could be regulated and precollected attractors could boost tracking
performance. In the experiments, they compared the proposed method to methods us-
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Figure 23. Sample results of guitarist’s hand tracking. [26]

ing standard particle filtering only and appearance information only, and the results were
favorable.

Brown and Capson [16] presented a framework for model-based tracking using a GPU-
accelerated particle filter. The basic component in their tracker is a sampling importance
resampling (SIR) particle filter, which is used to estimate the pose with at least six DOF.
Significant speedups were reported due to the mapping of the computationally complex
particle filter’s weight update stage to the GPU. They demonstrated the system by tracking
a rigid wand and an articulated hand, and were using high-speed videos (119 fps at QVGA
resolution), although they did not state the reasons or highlight its use. The reported
speed of 60 fps in the case of 10-DOF hand tracking is quite impressive, considering that
approximately 1200 particles were used.

Another method based on particle filter was described by Sun and Liu [65]. The most
interesting aspect of their method is the use of a combination of 2D and 3D models to
track a hand. They use an eight-DOF 2D model to initialize and predict 3D tracking, and
a 27-DOF 3D model. Their 3D tracking is not very accurate, but it is refined with the help
of the 2D model.

4.2.2 Tree-based filter

Stenger et al. [29] proposed a model-based tracking method that uses a hierarchical
Bayesian filter. First, a large amount of templates are generated using a 3D hand model
and a hierarchy of these templates is built offline by partitioning the parameter space us-
ing a regular multi-resolution grid. Bayesian filtering is implemented over the tree by
assuming a piecewise constant distribution over its leaves. Then, during tracking, the tree
can be traversed to update the probabilities. The algorithm uses a joint likelihood function
that is based on edge and color likelihoods, which are treated independently. In tracking,
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a dynamic model is used to guide the search and approximate the optimal filtering equa-
tions. To learn the dynamic model, a data glove was used to capture training data. Fast
traversal of the tree is achieved by not investigating further the children of the nodes with
a small probability mass. Figure 24 illustrates the tree-based estimation of the posterior
density. As can be seen, the continuous posterior density is more accurately approximated
in the lower levels of the tree. The higher levels, yielding only poor approximations, are
used to get rid of inadequate hypotheses. A noteworthy feature of such a tree based-filter
is its support for initialization and single frame pose estimation by traversing the whole
tree. Their method takes three seconds per frame to compute which is significantly faster
compared to the method by de La Gorce et al. [19] presented in Section 4.2.3. However,
de La Gorce et al.’s method does not require offline training or sequence-specific pose
space reduction unlike this method.

Figure 24. Tree-based posterior density estimation presented in [29].

4.2.3 Methods using other techniques

In [19], they built quite a realistic hand model and paid special attention to shading issues
in the modeling of hand appearance. They stated that shading is very important in model-
ing since hands have relatively little texture. Their hand model is shown in Figure 9c. The
hand pose parameters, texture, and illumination, which produce a synthetic image that
best matches the observed image, are estimated. Then, a similarity measure (the sum of
residual errors taken over image domain) between these two images is used as an objective
function that is minimized in the parameter (pose and lightning) estimation process and in
the texture update process. The optimal hand pose is estimated by a quasi-Newton descent
using the gradient of the objective function. As can be expected based on the novel hand
model used, this is not a real-time method; execution time is 40 seconds per frame on a
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2Ghz pc with 640x480 images. However, the experiments show quite impressive results
and in addition, some comparisons to Stenger’s method (presented in Section 4.2.2) are
also demonstrated. Examples of the results are given in Figures 7 and 12. One notable
contribution of this work is the introduction of quantitative performance evaluation on
natural images (see Section 2.8 for more details).

4.3 General tracking methods applicable to hand tracking

In this section, a selection of general tracking methods that can be used for hand tracking
is presented. The objective was to select only recent methods which are considered to rep-
resent the state-of-the-art in general object tracking. Moreover, this section considers only
methods whose implementations are publicly available for evaluation. For this reason, all
methods presented in this section are also included in the experimental phase of the the-
sis. The presentation of the methods contains only the necessary details to understand the
key points of each approach, and therefore, fine details and mathematical presentations
are mainly left out of the discussions and interested readers are referred to the original
papers describing the methods in detail. It is good to note that these introductions do not
include all of the algorithms that are tested in Experiment 1 (see Section 5.2) but only
those showing such a performance that they were qualified for further experiments and
the toolbox.

4.3.1 Real-time Compressive Tracking (CT)

Zhang et al. [96] proposed the Compressive Tracking (CT) tracking algorithm to track
an object given its location in the first frame. They formulated the tracking problem as
a detection task, thus following the tracking by detection methodology. The basic idea
is to acquire positive samples near the current target location and negative samples far
away from the target object at each frame and use these samples to update the classifier.
Then, the target location in the next frame is predicted by drawing a few samples around
the current location estimate and choosing the sample that gives the highest classification
score. Figure 25 illustrates this main idea and shows the key components of the method,
and Algorithm 3 summarizes the approach.

The name of the tracking method comes from the dimensionality reduction technique
used, which is based on compressive sensing theories [96]. Instead of using principal
component analysis-based approaches, a very sparse random measurement matrix is used
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Figure 25. The idea and key components of the tracking algorithm by Zhang et al. [96]

Algorithm 3 CT tracking algorithm [96]
Input: Manually marked tracking window for the first frame.

1: for all frames do
2: Sample a set of image patches near the target location in the previous frame.
3: Extract features with low dimensionality.
4: Use classifier to each feature vector and find the target location with the maximal

classifier response.
5: Sample positive image patches near the target location found and negative patches

further away.
6: Extract the features with these sets of samples.
7: Update the scalar parameters µ and σ of classifier.
8: end for

to project data from high-dimensional image space to a lower-dimensional space. During
tracking, both negative and positive samples are projected/compressed with the matrix
and discriminated with an online-learned naive Bayes classifier. The low-dimensional
compressive features the algorithm uses are similar to generalized Haar-like features,
which calculate the relative intensity difference. The problem with Haar-like features
is their large number, making the computations complex. Zhang et al. avoid this by com-
pressively sensing the features with the sparse measurement matrix. According to com-
pressive sensing theories, features extracted like this preserve almost all of the original
information [97]. Hence, it is possible to classify the projected features in the compressed
domain efficiently. In the classifier, the conditional distributions are assumed to be Gaus-
sians since it has been shown that the random projections of high-dimensional random
vectors are almost always Gaussians [98]. Then, the scalar parameters of the conditional
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distributions (mean and standard deviation) can be incrementally updated during tracking.
In the experiments, 45 positive and 50 negative samples were used by setting the search
radii appropriately and the dimensionality of projected space was set to 50. The proposed
algorithm is very fast, reaching the requirements of real-time performance.

4.3.2 Hough-based Tracking of Non-rigid Objects (HT)

Godec et al. [94] developed the Hough-based tracking method (HT) for non-rigid object
tracking, which is based on the generalized Hough-transform. Compared to most meth-
ods, HT is special in the respect that it also performs a rough segmentation in addition to
bounding box tracking. This segmentation process helps in online learning since the rough
segmentation provides more precise information about the object compared to a bounding
box. A bounding box always contains some parts that belong to the background, but with
segmentation, the amount of such parts (that are basically noise or false positives) can be
minimized. Tracking starts from a bounding box initialization that is delivered by the user
and continues to output segmented tracking results as Figure 26 illustrates. The Hough-
based detector is constantly trained with the current object appearance, and it also guides
the segmentation process. With this approach, robust tracking under appearance changes,
partial occlusions, and non-rigid transformations is pursued. Based on this description,
the method should be applicable to hand tracking that is a typical example of non-rigid
target tracking. The HT tracking algorithm is summarized in Algorithm 4.

Figure 26. Initialization with a bounding box and following tracking results. [94]

Random ferns [99], that are ensemble classifiers similar to random forests, are used to
select the best matching class c for a given image location (sample v = x1, x2, ..., xs) [94].
Compared to random forests, random ferns use flat test structures, meaning that the tests
are independent and can thus be evaluated in parallel. Because the joint distribution over
all features/tests cannot be modeled in practice, features are grouped into several sets,
again assuming independence. Then, using a set size larger than one (one leads to the
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Algorithm 4 HoughTrack [94]
Input: Object region is marked in the first frame.

1: Create object mask B from the initial region.
2: Compute the center of mass of B.
3: Train fern using the information available from the previous steps.
4: for all frames do
5: Evaluate fern on the current frame to obtain voting map M.
6: Find the maximum m of the voting map M.
7: Backproject votes from m to image space to get support set S.
8: Segment the object using S to acquire binary segmentation B.
9: Train Fern using the current image, mask B, and maximum m.

10: Output segmentation result B.
11: end for

Naive Bayes formulation), a semi-Naive Bayes formulation for random ferns is received:

P (x1, x2, ..., xs|c) =
M∏

m=1

P (x̃m|c), (29)

where x̃m is a feature test set and M is the number of used groups. The tradeoff between
complexity and performance can be adjusted by changing the feature set size and the
number of groups.

Unlike random forests, ferns are typically using completely randomized node tests [99].
Node optimization is not very useful, especially considering unknown object tracking,
because there is only a single labeled frame available to optimize the fern structure [94].
Moreover, optimization using the first frame may mean that the resulting node tests are
not capable of covering object appearance changes.

Hough voting is introduced to the method by employing a Hough forest. This is required
since random forests and ferns store only the probabilities of the sample ending up in this
node being of class c, but a Hough forest also stores the displacement vectors pointing
towards the expected object center. By using this approach, positive training samples are
triplets containing the sample, class, and the displacement vector. A voting map M is then
generated by accumulating the displacement vectors that are weighted by the foreground
probability of the corresponding leaf node. After this is done for all possible locations
in the image, the probability of the object being centered on a specific location can be
obtained as the value of the voting map at that particular position. Figure 27 shows an
example of this hough-based detection, in which the feature vectors classified as fore-
ground are allowed to cast votes onto the voting map. The estimated object center is the
maximum of M. However, before the maximum is taken as the current object position,
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non-maxima suppression is performed. One interesting capability of Hough forests is the
ability to localize the support of a certain center position by applying the voting mech-
anism in the opposite direction. As a result, a sparse point set of positions supposably
belonging to the object that voted for the center position is acquired.

Figure 27. Hough-based detection: (a) Input image; (b) Green squares representing the feature
vectors classified as foreground; (c) Resulting voting map M whose maximum is the red circle;
(d) Red squares are patches that successfully voted for that position; (e) The final support is the
sparse map of positions of those patches (red dots). [94]

One required part for tracking is online training sample selection. To do this, the authors
utilize a rough segmentation of the object that is initialized by the support set of the
detected object center [94]. Even if this segmentation is not that accurate, it still helps to
decrease the amount of noise passed to online learning. The GrabCut algorithm [100] is
employed to perform the segmentation using the color channels. The feature vector used
in HT consists of three channels of Lab-color space, first and second derivatives in x and
y directions, and a nine-bin histogram of gradients.

4.3.3 Incremental Learning for Robust Visual Tracking (IVT)

Incremental Learning for Robust Visual Tracking (IVT), proposed by Ross et al. [61], is
an object tracking method that incrementally learns a low-dimensional subspace represen-
tation to adapt to changes in the appearance of the target during tracking. The method was
one of the first online-learning-based approaches. However, it is still considered to belong
to state-of-the-art and is included in recent comparisons (e.g., in [101]). The main focus
of this method was to answer the challenge of appearance variability of the target, which
can be caused by intrinsic (pose variation and shape deformation) and extrinsic (camera
motion, illumination changes, occlusions) factors. Eigenbasis is used as an appearance
model, and the update of the model is based on incremental algorithms for principal com-
ponent analysis. It includes a method for updating the sample mean and a forgetting factor
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that ensures that older observations consume less modeling power. Since the subspace is
incrementally updated, there is no need for offline learning that traditional eigentrackers
require. Motion parameters are estimated using a modified Condensation algorithm (i.e.,
a particle filter). The IVT tracking algorithm is presented in Algorithm 5. Before the first
update of the eigenbasis (i.e., it is empty), the tracker works as a template-based tracker.
Like many general trackers, IVT operates directly on grayscale images.

Algorithm 5 IVT tracking algorithm [61]
Input: Manually marked tracking window for the first frame.

1: Use a single particle to indicate this location.
2: Initialize the eigenbasis U to be empty, and the mean µ to be the appearance of the

target in the first frame.
3: repeat
4: Draw particles from the particle filter according to the dynamical model.
5: for each particle do
6: Extract corresponding window from the current frame.
7: Calculate the weight of the particle, i.e., its likelihood under the observation

model.
8: end for
9: Store the image window corresponding to the most likely particle.

10: if n frames since the last update then
11: Incrementally update the eigenbasis, mean, and effective number of observa-

tions considering the forgetting factor.
12: end if
13: until a new frame exist.

4.3.4 Robust Visual Tracking Using an Adaptive Coupled-Layer Visual Model (LGT)

LGT, proposed recently by Čehovin et al. [101] is another general tracking algorithm
that aims to track objects that undergo fast and significant appearance changes. The key
component of the method is the coupled-layer visual model that is organized into two
layers: a local layer and a global layer. The local layer is a geometrical constellation of
visual parts describing the local visual and geometrical properties of the target. When an
appearance change or an occlusion happens, some of the patches do not correspond to
the visible parts of the target anymore, and are therefore identified and removed gradually
from the model. New patches for the local layer are selected based on the global layer
that maintains a probabilistic model of target’s global visual features. The visual features,
color, shape, and apparent motion, are adapted online during tracking. To avoid incorrect
adaptations that can lead to the drifting problem, adaption is constrained by concentrating
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on the stable patches in the local layer. As a result, the local and the global layer are linked
together by the coupled-constrained feedback loops. Figure 28 illustrates the coupled-
layer visual model in which the local layer describes the local visual properties of the
target by a geometric constellation of weighted patches, and the global layer encodes the
global visual features of the target in a probabilistic model.

Figure 28. Coupled-layer visual model. [101]

The visual models of the local layer patches are encoded by gray-level histograms that are
extracted at the patch initialization and do not change during tracking [101]. Then, these
reference histograms are compared to the histograms extracted from the current locations
of the patches at each time step during tracking. In the global layer, the color model is
encoded by two HSV histograms, one for the target and another for the background, which
are updated during tracking. The motion model of the global layer is a local motion model
which first determines salient points using Harris corner detection, and then calculates
the motion likelihood at each salient point by comparing the local pixel velocities and
the global velocity. The local velocity of a pixel is estimated with Lucas-Kanade optical
flow [102], and the global velocity by the tracker. To get a dense estimation, they convolve
the set of salient points with a smoothing kernel. The shape model used is an object-
centered region that is computed by a convex envelope over the patches from the local
layer. By using information from these three visual cues and assuming independence
given a position x, new patches in the local layer can be allocated by drawing positions
from the distribution

p(x|Ct,MT , St) ∝ p(Ct|x)p(Mt|x)p(St|x), (30)

where, Ct,Mt, and St are color, apparent motion, and shape respectively. The main steps
of LGT are presented in Algorithm 6.
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Algorithm 6 LGT tracking algorithm [101]
Input: Manually marked tracking window for the first frame.

1: for all frames do
2: Get a prediction of the target’s velocity from motion model using a Kalman filter

and initialize the local-layer patches with the nearly constant velocity dynamic model.
3: Adapt the local layer patches to maximally explain the visual data.
4: Update the weights of the patches and identify and remove irrelevant patches from

the local layer.
5: Recalculate the target’s center and update the Kalman filter estimate.
6: Update the visual cues of the global layer by using the remaining patches.
7: if required then add new patches to the local layer by using the global layer.
8: end if
9: end for

4.3.5 Single and Multiple Object Tracking Using Log-Euclidean Riemannian Sub-
space and Block-Division Appearance Model (LRS)

LRS, presented by Hu et al. [103] is another incremental learning tracking method which
focuses on object appearance modeling using a subspace-based approach. The key com-
ponent in LRS is the log-euclidean block-division appearance model that aims to adapt
to the changes in the object’s appearance likely to happen during real-life tracking tasks.
In the incremental log-euclidean Riemannian subspace learning algorithm, covariance
matrices of image features are mapped into a vector space with the log-euclidean Rie-
mannian metric. The log-euclidean block-division appearance model captures both local
and global spatial layout information about the object’s appearances. In the appearance
model, the object’s appearance region is divided into non-overlapping blocks as Figure 29
shows. Particle filtering-based Bayesian state inference is utilized as the core tracking
technique. In addition to single object tracking, the authors also proposed an algorithm to
track multiple objects by including occlusion reasoning.

Figure 29. Division of the target object’s appearance into blocks: (a) Target object region; (b)
Object region divided into blocks; (c) The array of the log-euclidean covariance matrices. [103]
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For each of the blocks in the block-division appearance model, a low dimensional log-
euclidean Riemannian subspace model is learned online [103]. In the learning algorithm,
covariance matrix descriptors are used to represent the regions. Each feature vector of a
pixel in an image region contains pixel coordinates, intensity values, and the first and the
second-order intensity derivatives for each color channel, as well as first-order gradient
orientation. This leads to a 9D feature vector for a grayscale image and a 23D vector for
three channel color images. Because the calculation of the intensity derivatives depends
on the intensity values of neighboring pixels, the feature vector contains the local rela-
tion between the values of neighboring pixels. By using the feature vectors in a region/
block, the symmetric covariance matrix either 9x9 or 23x23 in size representing the block
is constructed. The likelihood of a candidate block given the learned subspace model is
calculated based on the subspace reconstruction error (i.e., the smaller the error, the larger
the likelihood). As a result of this phase, a block-related likelihood matrix is acquired.
This matrix is then filtered locally by spatial relations between the blocks, and globally
by a spatial Gaussian kernel. Local and global spatial filtering represent the local and
global spatial correlations of the object appearance blocks. According to the authors, the
appearance model is robust to changes in environment since the log-euclidean Rieman-
nian subspace of the block reflects the local spatial relations between the values of pixels
in each block and the temporal correlations between the image regions corresponding to
the same block.

A standard particle filter is utilized to estimate the optimal object state during tracking,
and the block-related appearance model is updated with the block-related image features
associated with the optimal state. The optimal state in frame t given the state in frame
t− 1 is acquired using an observation model p(Ot|Xt) and a dynamic model p(Xt|Xt−1),
where Ot is the observation at frame t and Xt is the state of the target. A Gaussian
distribution with a diagonal covariance matrix is used as the dynamic model, and the
observation model used reflects similarities of the image region specified by Xt and the
learned log-euclidean block-division appearance model. Similar to IVT and SRPCA, the
LRS algorithm tracks the affine parameters: translation, rotation angle, scale, aspect ratio,
and skew direction. The main steps of the method are presented in Algorithm 7.

4.3.6 Robust Object Tracking with Online Multiple Instance Learning (MIL)

Babenko et al. [104] presented the MIL tracking algorithm addressing the problem of un-
known object tracking given its location in the first frame. They aimed to develop a more
robust way of updating the appearance model of the object. They had two main objec-
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Algorithm 7 LRS tracker [103]
Input: Manually marked tracking window for the first frame.

1: for all frames do
2: Sample candidate states.
3: Compute covariance matrix descriptors for candidate regions.
4: Map covariance matrices into the log-euclidean Riemannian space.
5: Evaluate the likelihoods of test samples using subspace reconstruction error and

compute overall likelihoods for candidate regions.
6: Update the incremental block-related log-euclidean appearance model with the

image region associated with the optimal state.
7: Output the optimal state estimated by particle filter.
8: end for

tives: (1) the algorithm should handle partial occlusions without significant drifts (which
can easily lead to a target loss), and (2) it should require as few parameter adjustments as
possible. To reach the goal, a discriminative learning paradigm called Multiple Instance
Learning was exploited. The strength of Multiple Instance Learning is its ability to handle
ambiguities in the training data. Similar to most of the recent general object trackers, they
used a rectangular bounding box to approximate the location of a single object. Rotations
and scale changes of the box were left out of consideration, as opposed to IVT, LRS, and
SRPCA [105].

Algorithm 8 presents the main steps of the MIL algorithm. In the current frame, positive
and negative examples are extracted around the estimated target location, and are used to
update the model. Then, in the following frame, the appearance model is applied inside
a window around the previous target location. Based on the resulting probability map, a
new location is chosen and the tracker state is updated. These steps are valid for typical
tracking by detection strategy, and next, certain MIL specific details are discussed. The
appearance model used is composed of a discriminative classifier capable of returning
p(y = 1|x), where x is an image patch and y is a binary variable indicating the presence
of the object of interest in that image patch. The object location is denoted by l∗t , and l(x)

denotes the location of the image patch x. For each new frame, a set of image patches Xs

is cropped out within a chosen radius of the current tracker location, and for all x ∈ Xs,
p(y = 1|x) is computed. The tracker location is updated using a greedy strategy:

l∗t = l

(
arg max

x∈Xs

p(y = 1|x)

)
. (31)

Unlike particle filtering approaches, no distribution of the target’s location is maintained
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at every frame. Hence, it would be interesting to see how significant improvements could
be achieved by extending the MIL algortihm with a particle filter that maintains multiple
hypotheses.

Algorithm 8 MIL [104]
Input: Manually marked tracking window for the first frame.

1: for all frames do
2: Crop out a set of image patchesXs within a specified search radius of the previous

tracker location.
3: Compute feature vectors (Haar-like features) for each image patch.
4: Use MIL classifier to estimate p(y = 1|x) for x ∈ Xs.
5: Update tracker location using Eq. 31.
6: Crop out two sets of image patches, negative and positive sets, near and further

away from the current target location, respectively.
7: Update MIL appearance model with the positive bag and negative bags.
8: end for

The Multiple Instance Learning approach was proposed earlier in the context of object
detection, and Babenko et al. [104] were the first to apply it to tracking. The principle of
Multiple Instance Learning is that during training, examples are presented in sets (often
known as bags), and labels are provided only for the bags instead of individual instances.
Then, a bag labeled as positive is expected to contain at least one positive instance, oth-
erwise it is negative. In practice, this means for example that an algorithm automatically
crops several rectangles around the point that a user clicked as the object center. These
rectangles would then form a positive bag. This approach means that it is now the learn-
ing algorithm’s responsibility to choose the most correct instance in each positive bag.
Because this kind of weaker labeling (only the center point of the object is given instead
of a full bounding box) has shown to work in face detection, Babenko et al. argued that
such an approach could be even more beneficial in the context of tracking since a tracker
has no human input and has to bootstrap itself causing more ambiguity. To apply the
Multiple Instance Learning approach to tracking, they developed an online version of the
algorithm which was based on boosting. Each weak classifier in the system is composed
of a Haar-like feature and four online estimated parameters. Image patches are repre-
sented as a vector of Haar-like features, and each feature consists of 2-4 rectangles having
a weight. The value of the feature is a weighted sum of the pixels in all the rectangles,
and can be efficiently computed using the so-called integral image trick. The method is
able to operate in real-time (around 25 fps).
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4.3.7 Online Object Tracking with Sparse Prototypes (SRPCA)

SRPCA is another recent online object tracking method developed by Wang et al. [105]
which exploits the benefits of subspace learning and sparse representation for the object’s
appearance modeling. Figure 30 illustrates the approach by showing the sparse prototypes
that consist of a few PCA basis vectors and a set of trivial templates. The idea of PCA ba-
sis vectors is to model the appearance of the object, whereas trivial templates should help
in occlusion handling. The update of the observation model is very important when track-
ing targets whose appearance is not constant. However, there is a risk that updates cause
the tracker to drift by using imprecise samples containing parts of the background. To ac-
count for this possibility, SRPCA explores the trivial coefficients for occlusion detection
and computes occlusion ratio. This occlusion ratio is then used with two threshold values
to decide whether the observation model is fully or partially updated, or not updated at
all. Algorithm 9 summarizes the main steps of the SRPCA algorithm.

Figure 30. The sparse prototypes approach that combines PCA (the first row) and sparse repre-
sentations (the second row). [105]

Affine image warp is used to model the object motion between two successive images.
The object state given the past state, p(xt|xt−1) is modeled by the six parameters of the
affine transform, and the state transition is formulated by random walk (p(xt|xt−1) =

N (xt;xt−1,Ψ), where Ψ is a diagonal covariance matrix). In the observation model,
it is assumed that the image observation of the tracked object can be represented by a
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Algorithm 9 SRPCA tracker [105]
Input: Manually marked tracking window for the first frame.

1: for all frames do
2: Sample candidate states.
3: Evaluate the candidate states by using the observation model.
4: Obtain the best candidate and the corresponding occlusion map.
5: Cumulate samples and decide whether the observation model should be updated

or not.
6: Update the incremental PCA observation model.
7: end for

linear combination of PCA basis vectors U and few elements of identity matrix I, in other
words trivial templates. When there is no occlusion, the most likely image patch is well
represented by the PCA basis vectors and the coefficients of trivial templates are very
small. Then, when a partial occlusion happens, the most likely patch is best represented
as a linear combination of PCA basis vectors and very few trivial templates. For worse
matching patches, the trivial coefficients are much denser compared to the best matching
patch. Compared to IVT and LRS, the use of trivial templates is the main difference
between the otherwise relatively similar approaches.

4.3.8 Tracking-Learning-Detection (TLD)

The Tracking-Learning-Detection (TLD) framework proposed by Kalal et al. [106] aims
towards the long-term tracking of unknown objects by decomposing the task into tracking,
learning, and detection subtasks. A single component takes care of each subtask, and the
components operate simultaneously. The task in long-term tracking is not only to track
the object but also to detect when the object leaves and re-enters the view again. This is
a challenging task, and neither tracking nor a detection approach can solve the problem
independently according to the authors. Therefore, they chose this approach in which they
both operate simultaneously. This way, the tracker provides weakly labeled training data
for the detector to improve detection accuracy during tracking. Moreover, the detector
can reinitialize the tracker when a tracking failure happens. As a result, this approach
is trying to make the two subtasks benefit one from another. The tracker is tracking
the object during the frames whereas the detector localizes all the appearances observed
earlier and reinitializes the tracker if required. The third subtask, learning, tries to estimate
the errors of the detector and update it to avoid those in the following frames. As tracking
and detection are separate individual processes, it is the learning phase that links them
together by information exchange between the two. Figure 31 shows a detailed block
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diagram of the TLD framework illustrating how the three basic components are arranged
and how they interact with each other. As can be seen, the final tracking output is a
combination of tracking and detection results formed by the integrator.

Figure 31. Block diagram visualizing the components of the TLD framework. [106]

The second important component of the tracking method by Kalal et al. [106] is a new
learning paradigm called P-N learning which is used to evaluate the detector. The re-
sponses of the detector are evaluated in every frame with two types of so-called experts:
P-experts, which try to recognize missed detections, and N-experts which try to recognize
false alarms. These two error types, false positives and false negatives, are always present
when dealing with the problem of object detection. To avoid the same errors in the future,
a training set of the detector is augmented by the estimated errors, and the detector is re-
trained. The authors admit that the P-N experts are also making mistakes themselves, but
according to them, the errors are mutually compensated, leading to stable learning if the
probability of an expert’s error is within certain limits. This behavior is also validated and
proven reasonable later in the article by performing experiments with simulated experts.
The input for P-N learning is a labeled set Ll and an unlabeled set Xu, where l � u, and
the objective of learning is to learn a classifier f : X → Y , where X is the feature space
and Y is the set of labels, from labeled set Ll and bootstrap its accuracy by the unlabeled
set Xu. The P-N learning contains four blocks: a classifier to be learned, a training set of
labeled training examples, supervised training that trains a classifier using the training set,
and P-N experts which are functions that generate positive and negative training examples
online. Figure 32 summarizes the idea of the P-N learning approach.

The object model M used in TLD [106] is a data structure that represents the object and
its surroundings observed so far. To be more precise, it is a collection of positive and
negative patches p+ (object) and p− (background). Then, for an arbitrary patch and the
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Figure 32. Block diagram visualizing the P-N learning process. [106]

model M , many different similarity measures are defined. With the similarity measures,
the resemblance of an arbitrary patch to the appearances in the model are estimated, and
the patch is classified as positive or negative. Then, the object model is updated by inte-
grating the new labeled patch to the model. However, not all labeled patches are added to
the collection but only the ones selected according to the selection strategy. A Median-
Flow tracker [107] extended with failure detection is used as a tracking component. It
represents the object by a bounding box and estimates its motion during the frames. To
be more precise, the tracker estimates the displacements of a certain number of points
within the bounding box, estimates their reliability, and votes with 50 percent of the most
reliable displacements for the motion of the box using the median. The motion of the
10 × 10 grid of points is estimated using a pyramidal Lucas-Kanade tracker [108]. The
final bounding box output by the tracker is a combination of the tracker bounding box
and the bounding boxes by the detector. The output is the maximally confident bounding
box measured by the similarity measure (conservative similarity). If the tracker and the
detector output no boxes at all, the object is considered invisible. The method is summa-
rized in Algorithm 10. Note that the tracking and detection phases run simultaneously in
principle.

4.3.9 Tracking by Sampling Trackers (VTS)

Kwon and Lee [60] proposed a VTS framework for general object tracking in 2011. The
main idea of the framework is that the trackers are also sampled in addition to the states
of the target. Therefore, a sample includes information about a proposed target state as
well as a proposed tracker. Then, in the sampling process, the method tries to decide
which trackers and states are accepted, based on the highest conditioned maximum a
posteriori estimate. As a result, a highly possible tracker tracking the target robustly with
a high probability, and a highly possible target state are found. The authors state that
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Algorithm 10 TLD [106]
Input: Manually marked tracking window for the first frame.

1: Learn an initial classifier f : X → Y from a labeled set Ll.
2: Update the object model using the labeled training patches that are generated based

on the initial location.
3: Use the initial bounding box as the starting point for Median-Flow tracker.
4: for all frames do
5: Estimate object motion using the tracker.
6: if tracking failure detected then
7: Do not return any bounding box.
8: else
9: Return tracker bounding box.

10: end if
11: Scan the frame by a scanning window with detector.
12: Output detected object bounding boxes.
13: Combine the bounding boxes of tracker and detector using integrator.
14: if no bounding boxes at all then
15: Declare the object as invisible.
16: else
17: Output the maximally confident bounding box.
18: end if
19: Update the detector using the P- and the N-expert.
20: if appropriate according to update strategy then
21: Update the object model by integrating a new labeled patch.
22: end if
23: end for

there is a complementary relationship between the states and the trackers. This is based
on the assumption that robust trackers are capable of producing more accurate states,
whereas good states make it possible to construct more robust trackers. Based on these
assumptions, the proposed method includes a mechanism that can change the number of
trackers adaptively. By doing this, better accuracy in the case of significant appearance or
motion changes may be achieved by increasing the number of trackers. Similarly, when
there is no such changes, VTS can decrease the number of trackers to save computational
resources. It is expected that this online addition or deletion of trackers increases the
sampling efficiency compared to traditional methods that always use a fixed number of
trackers or samples. Figure 33 summarizes the visual tracker sampler approach in which
a tracker is determined by sampling a point in the tracker space (each circle in the figure
represents a different tracker) and shows sample tracking results achieved by choosing the
appropriate trackers adaptively.

One focus point when the authors designed the trackers for VTS was a detailed description
of the real-life tracking environment [60]. This was pursued by carefully considering the
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Figure 33. The four dimensional tracker space (left), the procedure of VTS (middle), and sample
results (right). [60]

four basic ingredients of the Bayesian tracking approach: motion and appearance models,
and observation and state representation types (see Figure 33). These aspects have to be
considered in detail to strengthen the trackers against a wider range of variations. The
ingredients and parameters defining the trackers adaptively change during tracking by
learning multiple cues in the video. Therefore, trackers are evolving towards reflecting
the target characteristics over time. The visual features used in tracking include hue,
saturation, intensity, and edge templates, thus forming a multi-cue approach.

Considering the entire procedure of VTS illustrated in Figure 33, first the trackers are
constructed by sampling them in the tracker space (the filled circles in the figure) [60].
In practice, this is done by sampling the four basic ingredients using the Gibbs sampling
strategy (i.e., one ingredient is decided at a time while others are fixed to the best ones).
It is important that only the required models and types that help to track the target in the
current environment are selected. By keeping the number of models or types as small as
possible, better scalability is achieved. To find good models and types in the huge tracker
space, a proposal exploiting the underlying cues in the video is utilized by the sampler.
For each of the four ingredients, the proposal function proposes new sets of types (state
representation and observation) or models (appearance and motion), and the sampler ac-
cepts or declines the new proposed sets based on the acceptance ratios. As a result of
sampling, a set of trackers using a certain appearance model, motion model, state rep-
resentation type, and observation type has been constructed. After that, the trackers are
run in parallel and interacting modes. In the interacting mode, the trackers communicate
with each other and leap to better target states by accepting a state of another tracker
with a certain probability. Finally, samples of the target states are obtained by utiliz-
ing the constructed trackers. Again, the sampler proposes the states (using each tracker)
whose acceptance is determined by the acceptance ratio. Due to practical reasons, a sim-
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plified algorithm describing the entire procedure of VTS is presented in Algorithm 11.
The numerous mathematical definitions involved are not presented here but the readers
are referred to the original publication [109] for the definitions, equations, and the full
algorithm.

Algorithm 11 Visual Tracker Sampler [109]
Input: State Xt−1 and trackers Tt−1 in the previous frame.

1: αt = 1, pA = 0.1, pM = 0.1, pS = 0.1, pO = 0.1
2: for 1 to number of iteration, N do
3: 1. State Xt sampling.
4: Choose mode. Sample θ ∼ U [0, 1].
5: if θ < αt then
6: (1) Interacting mode
7: for 1 to number of trackers |Tt| do
8: Accept state Xj

t of another tracker with certain probability
9: end for

10: else
11: (2) Parallel mode
12: for 1 to number of trackers |Tt| do
13: Propose new state Xj∗

t and accept it with certain probability
14: end for
15: end if
16: αt linearly decreases from 1 to 0.0.
17: 2. Tracker Tt sampling.
18: Choose move. Sample θ ∼ U [0, 1].
19: if θ < pS then
20: (1) Perform State representation type sampling
21: else if θ < pS+pO then
22: (2) Perform observation type sampling
23: else if θ < pS + pO + pA then
24: (3) Perform appearance model sampling
25: else if θ < pS + pO + pA + pM then
26: (4) Perform motion model sampling
27: end if
28: end for
29: Estimate the set of trackers Tt and the best state X̂t
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5 EXPERIMENTS

Two different experiments were conducted during the course of work. The purpose of
Experiment 1 was to examine which of the available trackers could be included into the
hand tracking toolbox and Experiment 2 for more tests. To make the decision, accuracies
and processing times of the algorithms were examined. Furthermore, the question of
sufficient frame rate for hand tracking was considered. Experiment 2 further compared
the methods that passed Experiment 1 with a selection of longer and more challenging
hand videos. In both experiments, the tracking target was either the whole hand or the
finger depending on the video. Before going to the experiments, the discussion in this
chapter starts by introducing the issues related to the built hand tracking toolbox. This
discussion contains notes about the implementation of the toolbox, the parameters of the
methods, and summarizes the main characteristics of each method.

5.1 Hand-tracking toolbox

One of the main objectives of this thesis was to collect a toolbox for hand tracking which
contains various methods. This section describes vital details of the toolbox. Because
hand tracking researchers seemed not to publish their codes, these methods were not in-
cluded in the toolbox. The reason behind this decision was twofold: first, re-implementing
the complex methods is laborious and second, the fact that a grayscale high-speed camera
was used would make the methods relying on color cues inapplicable. The fact that many
recent general visual tracking methods were supplied with the codes meant that a selec-
tion of these methods formed the toolbox. This is reasonable since some of the selected
methods have been mentioned and used in comparisons also in hand tracking papers (e.g.,
in Spruyt et al. [5]). Furthermore, the selected general visual object trackers can all be
considered state-of-the-art methods and thus, it is relevant to include these to experiment
with how they perform in the challenging task of hand and finger tracking. Moreover, the
fact that all methods can operate also on grayscale videos supports the inclusion.

The first phase in building the toolbox was to survey and gather available trackers which
could be possibly included in the toolbox. Then, the trackers that were found were tested
to select only those suitable for hand tracking for further experiments. These tests were
done using new data that was recorded during the work and available hand tracking videos
by Spruyt et al. [5] and Čehovin et al. [101]. The description of this first experiment is
given in Section 5.2, and the following methods were included:
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• Real-time Compressive Tracking (CT) [96]: a tracking-by-detection method that
uses a sparse random matrix to project high-dimensional image features to low-
dimensional (compressed) features. (Sec. 4.3.1)
• Hough-based tracking of non-rigid objects (HT) [94]: a tracking method for non-

rigid objects based on the generalized Hough transform which also provides rough
segmentation of the target object unlike other methods. (Sec. 4.3.2)
• Incremental Learning for Robust Visual Tracking (IVT) [61]; a tracking algorithm

that learns a low-dimensional subspace representation of the target object incre-
mentally and tracks it using a particle filter. (Sec. 4.3.3)
• Robust Visual Tracking Using an Adaptive Coupled-Layer Visual Model (LGT) [101];

an object tracker which uses a coupled-layer visual model organized into local
and global layers to track objects that undergo significant appearance changes.
(Sec. 4.3.4)
• Locally Orderless Tracking (LOT) [110]: a visual tracking algorithm that tries to

specialize in both rigid and deformable objects online by estimating the amount of
local (dis)order in the object.
• Single and Multiple Object Tracking Using Log-Euclidean Riemannian Subspace

and Block-Division Appearance Model (LRS) [103]: an incrementally learning
tracking algorithm that focuses on appearance modeling using a subspace-based
approach. (Sec. 4.3.5)
• Robust Object Tracking with Online Multiple Instance Learning (MIL) [104]: a

tracking-by-detection method that applies the multiple instance learning approach
to tracking to account for ambiguities in the training data. (Sec. 4.3.6)
• Mean shift video tracking (MS) [111]: a mean shift-based tracking algorithm that

utilizes color probabilities.
• Geometric Particle Filtering on the Affine Group (PFAG) [90]: a tracking method

that estimates the 2D affine motion of a given object template using particle filtering
on the 2D affine group.
• Online Object Tracking With Sparse Prototypes (SRPCA) [105]: a particle filter-

based tracking method that utilizes sparse prototypes consisting of PCA basis vec-
tors modeling the appearance and trivial templates handling partial occlusions.
(Sec. 4.3.7)
• Tracking-Learning-Detection (TLD) [106]: a tracking framework aiming towards

long-term target tracking, which is based on the deconstruction of the task into
tracking, learning, and detection subtasks. (Sec. 4.3.8)
• Tracking by Sampling Trackers (VTS) [60]; a tracking method utilizing multiple

trackers which are themselves sampled and may be added or deleted depending on
the situation. (Sec. 4.3.9)



92

The tracking algorithms examined during the course of work differ not only in the core
algorithms, but variations also exist in other aspects, such as tracking features. Table 5
summarizes the tracking features and the main characteristics of the methods. Note that
the table contains also the three methods (marked with ’*’) that were included only in
Experiment 1. As the table shows, most methods adjust the scale of the tracking window,
but rotations are considered only by four methods. Similarly, only five methods utilize
color information while the others operate directly on grayscale data. Considering track-
ing approaches, particle filters and tracking-by-detection are the most common. LGT is
the only one to utilize a Kalman filter and MS uses the mean shift. Based on the ap-
pearance models, it is possible to classify the methods into discriminative and generative
methods. Generative methods learn the appearance model of the target object, and use
it to search for the image region with minimal reconstrction error [96]. Out of the nine
trackers included in the toolbox, IVT, LGT, LRS, SRPCA, and VTS belong to this class.
Discriminative methods treat tracking as a binary classification problem, in which a deci-
sion boundary between the target and the background is sought. CT, HT, MIL, and TLD
belong to this class of methods. Three of these methods classified as discriminative also
used the tracking-by-detection approach as such, and TLD used a hybrid framework.

5.1.1 Implementation details of the toolbox

The toolbox was implemented in Matlab running in a Linux environment. Seven out of
the nine tracking algorithms included in the toolbox were implemented using Matlab,
which meant that they were relatively easy to include and modify when needed. The
HT algorithm was implemented in C++, but as it ran without problems in a Linux en-
vironment, it could be directly called from Matlab. However, for VTS, only Windows
executable was provided by the authors. This means that VTS was not integrated into
the toolbox, but it was included in the experiments. All the methods in the toolbox were
modified to use image sequences as inputs, meaning that videos should be extracted into
image sequences which should be put into their own subdirectories. Input images should
be in jpg or png formats. At this stage, the user interface of the toolbox is a main script
where the user specifies the desired video and method and gives the tracking window for
the first frame. If the tracking window is not given numerically, the user is prompted to
select it visually by using the Matlab image cropping tool. In the current implementation,
it is possible to run multiple algorithms sequentially on the same input sequence from the
main script and see the resulting motion trajectories plotted in a figure window. These
trajectories can provide interesting information about the behavior of different trackers,
but become easily messy with longer videos. As a tracking result, mat-files containing
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Table 5. Tracking features and main characteristics of the methods in the toolbox.

Method Track
scale /
rotations

Image features Approach Object representation

CT
[96]

no / no low-dimensional
compressive fea-
tures (comparable to
haar-like)

tracking
by de-
tection

appearance model based on non-
adaptive random projections pre-
serving the stucture of the image
feature space

HT
[94]

yes /
yes (no
bounding
box)

color, gradients tracking
by de-
tection

star-like geometrical model, dis-
criminative appearance model

IVT
[61]

yes / yes grayscale image vec-
tors

particle
filter

subspace representation (eigenba-
sis)

LGT
[101]

yes /
no (but
aspect
ratio is
not fixed)

color, shape, and mo-
tion

kalman
filter

coupled layer visual model orga-
nized in local (patches and their
geometrical properties) and global
layer (holistic object properties)

LOT*
[110]

yes / no color and spatial
(pixel location)

particle
filter

color-based appearance

LRS
[103]

yes / yes intensity, its 1st and
2nd derivatives, 1st
order gradient orienta-
tion

particle
filter

block-division appearance model
in which a block is described by
covariance matrix of image fea-
tures

MIL
[104]

yes / no haar-like features tracking
by de-
tection

holistic representation based on
haar-like features

MS*
[111]

no / no color mean
shift

color pdf

PFAG*
[90]

yes / yes grayscale image vec-
tors

particle
filter

PCA-based appearance model

SRPCA
[105]

yes / yes gray-level image
patches

particle
filter

holistic representation based on
subspace learning (PCA basis vec-
tors) and trivial templates

TLD
[106]

yes / no gray-level image
patches

hybrid
tracking
/ detec-
tion

data structure representing the ob-
ject and its surroundings observed
so far, consist of positive (ob-
ject) and negative (background)
patches

VTS
[60]

yes / no hue, saturation, inten-
sity, and edge tem-
plates

particle
filter

holistic representation based on
the image features which is com-
puted using sparse principal com-
ponent analysis
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the estimated object center locations in every frame and the error measures are saved.
Furthermore, an avi-video showing the tracking results is constructed from the frames. In
the future, the toolbox could be augmented with the possibility to extract and store speed
and acceleration information from tracking results.

5.1.2 The key parameters of the methods

All methods contain variable amounts of parameters that can, or in many cases should be
adjusted. Most of the authors have provided some default parameter setups that can firstly
be used to try tracking. However, these default parameters may not be the best possible
parameters for every situation and therefore, the user may need to experiment different
parameter values to get the best possible results. Next, the key parameters of each method
that may significantly affect the results are introduced.

MIL [104] contains quite a limited number of parameters and seems to be relatively in-
sensitive to parameter adjustments. The most important parameter for MIL is learning

rate which has an effect on classifier updates. It should be set according to the expected
appearance changes of the target object: the fewer changes, the larger the value and vice
versa seemed to be the principle. The size of the search window for object detection is
another parameter that may significantly affect the tracking accuracy in some cases. In
addition to these two, there are a few other parameters which can be adjusted, but of-
ten the default values seemed suitable. CT [96] has basically the same parameters as
MIL, probably because CT has been inspired by MIL. However, CT seemed to be slightly
more sensitive to the parameters than MIL, and out of the other parameters, the maxi-
mum number-of-rectangles feature parameter seemed to have a large effect on tracking
accuracy in certain cases.

HT [94] has just one parameter that may be directly adjusted by the user: the maximum
scaling factor that the target object may reach from the initial size. It may be useful when
large scale changes are expected, however, it was kept constant in the experiments of this
work.

The IVT [61], LRS [103], and SRPCA [105] methods have a wide variety of parameters
that can be adjusted, but here just some of the most important are presented. A number
of samples used for particle filter is one parameter that may not only affect the accuracy
but also the speed of tracking, in other words, the more samples, the better the accuracy,
but slower the speed (in principle). The six-element vector affsig determines the standard
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deviations of the dynamics distribution, i.e., how much the target is expected to move
between consecutive frames. The first two elements that determine x and y translations
seemed to be especially important in practice. Parameter batchsize determines how often
the appearance model is updated. These methods also have a forgetting factor parameter,
which defines how much of the past data is remembered (i.e., how the old and the new ob-
servations are weighted). In cases of significant and more permanent appearance changes,
it should be less and vice versa. The standard deviation of the observation likelihood, pa-
rameter condenssig, may also be adjusted if tracking accuracy is not as good as expected.
The other possible parameters that may be adjusted by the user were kept untouched in
the experiments of this thesis.

LGT [101] has more parameters than any other method, but mainly the default values
were used in this thesis. For instance, it is possible to adjust the different parameters af-
fecting the color, shape, and motion modalities of the algorithm. In practice, adjustments
were made to shape and motion persistence as well as foreground and background color
persistences. These adjustments seemed to have a small positive effect on accuracy in
some cases.

In TLD [106], the user may set the minimal size of the object’s bounding box in the
scanning grid (min_win) which may affect the speed of tracking significantly. It should
be set to the minimal size of the object. In addition, the size of the normalized patch
(patchsize) in the object detector can be adjusted, and a larger size is expected to increase
discriminability. Moreover, online learning (update_detector) may be turned off if desired
for some reason, and the fraction of evaluated bounding boxes (maxbbox) in every frame
may be set. If maxbbox is zero, the detector is turned off. There are also other parameters,
but the authors do not recommend adjusting them.

VTS [60] contains a couple of parameters that can or have to be adjusted. First, it should
be specified whether color or grayscale video is used. Then, the user can set how many
samples each tracker uses with a particle filter, what bin sizes for the value and edge
histograms are, what the weight for diffusion distance is, and how many frames are used
to make the object model. Furthermore, the variance of the motion model may be set as
well as the minimum and maximum scale that the target object may reach.

Table 6 summarizes the key parameters of each method. The table also lists the ranges
and default values of the parameters whenever specified by the authors.
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Table 6. The key parameters of the algorithms in the toolbox.

Method Important parameters Default value (range)
CT [96],
MIL [104]

Learning rate
Search window size
Max no. of rectangle features

0.85 (0.7∼0.95)
20 (15∼35)
6 (4/6)

HT [94] Max scaling factor 1.0 (-)
IVT [61],
LRS [103],
SRPCA [105]

Number of samples
Affsig
Batchsize
Forgetting factor
Condenssig

400 (-)
[4,4,.02,.02,.005,.001] (-)
5 (-)
1.0 (0∼1)
0.01 (0∼1)

LGT [101] Shape persistence
Motion persistence
Foreground color persistence
Background color persistence

0.7 (0∼1)
0.7 (0∼1)
0.95 (0∼1)
0.5 (0∼1)

TLD [106] Min_win
Patchsize
Maxbbox
Update_detector

26 (-)
[17 17] (-)
1 (0∼1)
1 (0/1)

VTS [60] Color
Number of samples/tracker
Value/edge histogr. bin size
No. of frames to make object model
Min/max scale

- (0/1)
100 (-)
1/2 (0∼2)
5 (1∼5)
0.8/1.2 (-)

5.2 Experiment 1

Experiment 1 served as a preliminary test for the tracking methods. The results of this
experiment determined which of the tracking algorithms were chosen for the toolbox and
Experiment 2. The main emphasis was given to high-speed videos as it was the topic of
the thesis. However, two normal speed hand videos from the hand tracking dataset by
Spruyt et al. [5] were also used in the tracking tests. All but one of the high-speed test
videos were recorded with an Optronis CamRecord CR3000x2 [40] high-speed camera
equipped with a monochrome sensor which is capable of capturing 500 frames per second
at the maximum 1696x1710 resolution. The Optronis is a professional grade high-speed
camera. One of the high-speed videos was recorded with a Fujifilm HS20 digital camera
capable of 80 fps video capture. The subject in three high-speed videos was tablet gaming
while the rest of the videos contained more random subjects and hand movements. The
following section takes a closer look at the videos recorded. Furthermore, a short discus-
sion about a sufficient or suitable frame rate for high-speed hand videos is included. To
compare high-speed and normal speed videos, seven comparison videos were recorded
simultaneously with the Optronis and a Fujifilm s6500 digital camera.
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5.2.1 Data

Various test clips were recorded with frame rates varying from 80 fps to 2000 fps and res-
olutions from 640x480 to 1696x1710. The main subjects in the recordings were persons
playing a reaction game on a tablet. In addition to that, a hand moving around randomly
was the subject in two videos, and a hand touching objects on the table as fast as possible
was the subject in one video. By also including very fast hand and finger motion, require-
ments for frame rates can be estimated. A few still hand videos were also recorded to
visually investigate how small movements the high-speed camera is able to capture, but
these videos were not used in the tracking tests. All the videos were recorded in an office
indoor environment in relatively good lighting. Furthermore, the cameras were mounted
on tripods and were kept stationary during recording. The distance between the cam-
era and the target was approximately one to two meters in most videos. The high-speed
camera was equipped with a Computar TEC-55 telephoto/macro lens (55mm, F2.8).

There were three persons doing the tablet tests, and the videos were recorded mainly with
250 fps, but one video was recorded with 125 fps. Figure 34 shows sample frames from
250 fps tablet and 125 fps finger videos. As can be seen, different recording angles and
distances were also tested. It is evident that the differences between consecutive frames
are small when using such high-speed frame rates to film this kind of event. As the figure
shows, even the differences between 20 consecutive frames are relatively small. Although
this reaction game requires quite speedy motions, the tablet as a touch platform may limit
the speed and the force of the finger implicitly as it may be perceived as a somewhat
fragile item. Based on these tablet test videos, it seems that frame rates equal to 200 fps
are enough since the differences between consecutive frames are small. However, higher
frame rates may be useful when higher-level features, such as accelerations and reaction
times, are extracted and analyzed.

Seven comparison sequences were recorded with the high-speed camera and a normal
speed Fujifilm s6500 digital camera, and the sequences included fast motions as well as
still hands. Thus, it is possible to examine the advantages of high-speed videos in both
very slow and fast motion cases. An example of the capability of the high-speed cam-
era to freeze the action compared to the standard camera can be seen in Figure 35. It is
good to note, however, that the motion blur is the result of a too slow shutter speed, and
the frame rate does not directly affect it. Although a high-speed frame rate means that
the shutter speed cannot be very slow, and hence the amount of motion blur is automati-
cally limited in the high-speed videos. Another distinctive feature is that the differences
between consecutive frames are becoming quite significant in the 30 fps videos, but the
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Figure 34. Example frames from two tablet videos recorded. First row: sequence finger (125 fps);
Second row: sequence tablet (250 fps).

high-speed camera captures also the motions between the frames that the standard camera
misses. Large differences between the consecutive frames means problems for tracking
and may easily lead to a tracking failure under challenging circumstances.

Figure 35. Three corresponding frames of the same motion sequence from 30 fps video (first row)
and 250 fps touch video (second row).

The analysis of the still hand videos recorded is not so straightforward. The movements
seem quite small, and it is hard to see them when viewing the 500 fps high-speed videos at
a normal speed. Furthermore, some small scale hand motion is also visible in the normal
videos, but 500 fps captures the tiniest motions as well. However, it is uncertain that
such small scale motions could be analyzed automatically (e.g., to compare the shakiness
of different persons’ hands) with hand tracking since many trackers exhibit a kind of a
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shaky behavior themselves during tracking which could easily ruin the tracking of such
small movements. In addition to 500 fps comparisos videos, still hand test videos were
recorded with 1000 and 2000 fps. These videos, however, started to display some blinking
(brightness changes) typical under certain light conditions which make them even harder
to analyze. As a consequence, 500 fps seems to be the highest possible frame rate to
capture the smallest motions in that environment, but it is possible that a slightly slower
frame rate could be sufficient as well.

Eight video sequences were used in the first experiment with hand tracking methods, and
Table 7 lists the characteristics of the video sequences. Sample frames from each of the
videos can be found in the figures of this section and Section 5.2.3. A selection of both
high-speed videos and videos from [5], which were shot with an RGB camera and con-
tained ground truth bounding box annotations for every half a second, were used. Ground
truths for the new test videos were manually annotated with the Matlab image cropping
tool by the author using similar bounding boxes as in [5]. The high-speed videos were
annotated more often than every half a second. In the tablet, gaming, and finger videos,
the fingertip that was pressing the virtual buttons on the tablet’s screen was the track-
ing target, whereas the whole hand was the target in the rest of the videos. All the videos
were shot using a tripod, and the backgrounds were quite simple and static in most videos.
However, hand and seq6 contained background clutter. In the new high-speed videos, the
fact that the high-speed camera used was equipped with a monochrome sensor made the
sequences implicitly more challenging since often discriminative skin color information
was lost. Both of the selected videos from the dataset by Spruyt et al. [5] contained hand
posture changes which are expected to be challenging to track. The videos contained both
short and long sleeves to make it possible to see the effects of that aspect. All the videos
were selected subsequences of the original longer videos to make the experiment more
feasible to execute. In the case of normal speed videos, the subsequences were selected
from the supposedly easier parts of the videos (based on initial tests), but with the high-
speed videos, difficulty was not considered and the selection was random. As the table
shows, the resolution of the videos varied between 320x240 and 1280x1024. By using
this kind of video selection, it was possible to investigate the speed of tracking in variable
resolution videos.

5.2.2 Experimental setup

In addition to determining the appropriate frame rates for recordings, the goal of this ex-
periment was to run initial hand tracking tests using the selected tracking methods whose
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Table 7. Video sequences used in the experiment.

Video Resolution / Fps Target Sleeves Frames/
Annotations

Notes (Color)

tablet 640x512 @250fps Finger Long 505/26 Tablet gaming (No)
finger 800x640 @125fps Finger n/a 500/25 Tablet gaming close-up

view (No)
gaming 1280x1024 @250fps Finger n/a 200/20 Openhanded tablet gaming

(No)
randhand 800x600 @500fps Hand Short 500/25 Outstretched hand moving

around (No)
touch 800x600 @250fps Hand Short 396/27 Fast hand touching object

(No)
hand 640x480 @80fps Hand Long 300/20 Fist moving around (Yes)
seq6 [5] 320x240 @25fps Hand Short 300/25 Frames 360-659 of the

original (Yes)
seq7 [5] 320x240 @25fps Hand Long 300/25 Frames 244-543 of the

original (Yes)

codes were available. The selection criteria was just to gather as many working trackers
for this first phase as possible. The experiments were mainly performed using Matlab
on Ubuntu 12.04 PC equipped with 4GB memory and a dual core Intel processor run-
ning at 3GHz. In addition, one of the codes was only available as Windows binary and
thus, was tested on a Windows PC with similar hardware. The parameters of the methods
were kept default as long as tracking seemed to be successful. However, in the case of
failures or unsatisfactory results, parameters were adjusted to see if better accuracy could
be achieved. All of the trackers required that the initial tracking window was specified
by the user. Although, the focus in this experiment was not the direct comparison of the
various methods, it was attempted to choose the initial tracking windows as similar as
possible for all methods to allow a fair start. In some cases, certain methods required
that the window was adjusted to track the target successfully. Due to the large number of
algorithms and test videos, each method was run only once in each video with the same
parameters. As a result, the reported results describe the achievable accuracy of each
method using certain parameter values and initial window (i.e., in the case of problems,
parameters were adjusted as long as satisfactory results were achieved or no visible im-
provements were observed). Admittedly, this was not the most scientific methodology,
but such an approach tests the abilities of the algorithms to produce good results with
minimal effort. Furthermore, the selection of nine videos should ensure that none of the
methods got unsatisfactory average results just because of bad luck.
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5.2.3 Results

The test videos contained annotations for every half a second (the normal speed videos) or
more (the high-speed videos). Then, for every frame where a ground truth annotation was
available, the center location error in pixels was calculated between the ground truth and
the tracker estimate. The error was calculated as an euclidean distance between the two
center points. Finally, the average and standard deviation of error are calculated for each
tracker and each sequence. Although this is a simple approach, it provides a meaningful
performance measure suitable for the experiments. Furthermore, center location errors
are common performance metrics used in literature (e.g., [104, 94, 60]). The errors are
directly comparable to each other within each video clip, but may vary slightly between
the clips due to target scale and video resolution differences in the test videos. For this
reason, it is difficult to say a certain number which would correspond to successful track-
ing for all videos, but the smaller the average error and standard deviation, the better the
accuracy with respect to the ground truth. On the other hand, larger average error and
standard deviation indicate that a tracking failure occured at certain parts of the video, or
that the track was completely lost after a certain stage.

In this experiment, the threshold value 0.03 × resolutionhorizontal was used to detect
whether tracking is lost. By using this threshold, the percentage of correctly tracked
frames can also be reported. Quite a similar approach has also been used in literature. For
instance, Babenko et al. [104] used a fixed threshold of 20 pixels in reporting and stated
that this would roughly correspond to at least a 50% overlap between the tracker bounding
box and the ground truth, which is the Pascal VOC score, also often used. Since resolution
variations were large amongst the test videos of this experiment, a dynamic threshold was
used instead of a fixed value.

Using the measures defined above, the tracking results of the various algorithms are listed
in Table 8. The table shows that certain videos were more challenging than others. The
tablet video was the easiest, which all trackers managed to track successfully. Moreover,
gaming and hand sequences proved to be easy as most trackers handled these videos well.
Only LOT had significant difficulties in the two videos as the figures in the table show.
However, in the rest of the videos, more trackers failed at some stages or lost the track
completely. According Table 8, finger and seq6 videos were quite challenging, but in both
cases, there were trackers that showed very good accuracy. Randhand, touch, and seq7

formed the group of the most challenging videos in which many methods encountered
more or less serious tracking failures. It is no surprise that posture and scale changes as
well as bad contrast, which were more clearly present in the three difficult videos, seemed
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to cause the most problems.

Table 8. Average center location errors, standard deviations of errors (in parentheses), and per-
centage of correctly tracked frames for each method. The best result for each video sequence is in
bold.

Video
Method tablet finger gaming randhand touch hand seq6 [5] seq7 [5] Average
CT [96] 10.0 (2.2)

100%
12.9 (3.6)
100%

4.4 (1.5)
100%

17.1 (7.8)
79%

18.5 (9.3)
73%

5.7 (3.2)
100%

7.0 (3.6)
92%

14.5 (12.4)
48%

11.3 (5.5)
87%

HT [94] 8.6 (3.6)
100%

7.7 (2.6)
100%

7.3 (2.1)
100%

78.4 (74)
8%

28.8 (13.4)
42%

8.7 (5.3)
100%

8.1 (4.0)
60%

10.0 (4.8)
64%

19.7 (13.7)
72%

IVT [61] 4.1 (2.8)
100%

128 (93)
24%

3.4 (2.1)
100%

12.9 (5.4)
92%

11.9 (6.1)
100%

7.1 (3.6)
100%

12.8 (19.3)
84%

17.0 (14.1)
56%

24.6 (18.3)
82%

LGT [101] 6.3 (3.0)
100%

11.0 (8.9)
96%

7.5 (4.0)
100%

12.8 (6.2)
96%

35.3 (16.2)
23%

8.9 (6.9)
89%

8.5 (4.6)
68%

10.2 (4.5)
40%

12.6 (6.8)
77%

LOT [110] 6.5 (4.4)
100%

12.0 (5.6)
100%

20.0 (24.5)
74%

58.9 (42.5)
29%

129 (79)
12%

25.1 (11.4)
37%

20.2 (16.9)
36%

50.7 (56.1)
44%

40.3 (30.1)
54%

LRS [103] 3.1 (1.6)
100%

9.5 (5.7)
100%

6.3 (3.4)
100%

14.9 (6.0)
92%

13.2 (9.3)
92%

7.3 (4.5)
100%

11.8 (11.8)
72%

5.5 (3.3)
88%

9.0 (5.7)
93%

MIL [112] 4.5 (2.0)
100%

10.8 (7.2)
96%

3.0 (2.2)
100%

22.8 (15.8)
58%

22.3 (9.7)
54%

6.7 (3.5)
100%

14.1 (20.5)
80%

8.5 (4.2)
64%

11.6 (8.1)
82%

MS [111] 9.9 (2.7)
100%

27.6 (17.8)
54%

11.2 (4.0)
100%

181 (130)
8%

66.3 (49)
23%

10.5 (4.5)
100%

12.0 (6.2)
32%

20.8 (17.4)
32%

42.4 (29.0)
56%

PFAG [90] 7.3 (3.7)
100%

231 (180)
21%

7.0 (5.9)
100%

54.2 (46.5)
21%

142 (108)
15%

7.8 (4.8)
100%

19.4 (27.7)
68%

20.0 (24.2)
56%

61.2 (50.1)
60%

SRPCA [105] 2.5 (2.1)
100%

22.0 (8.3)
46%

3.5 (2.0)
100%

11.9 (6.2)
100%

10.7 (5.3)
100%

8.0 (5.1)
100%

13.4 (18.9)
76%

11.1 (8.7)
52%

10.4 (7.1)
84%

TLD [106] 4.9 (3.3)
100%

6.1 (2.9)
100%

7.8 (3.3)
100%

21.6 (11.4)
58%

13.1 (6.2)
96%

5.9 (2.2)
100%

5.9 (2.5)
92%

11.7 (13.0)
72%

9.6 (5.6)
90%

VTS [60] 2.1 (1.7)
100%

11.0 (13.9)
92%

3.9 (1.4)
100% a

30.8 (18.5)
38%

23.5 (17.1)
65%

10.4 (8.0)
79%

4.0 (2.3)
96%

8.0 (6.4)
68%

11.7 (8.7)
80%

Average 5.8 (2.8)
100%

40.8 (29.1)
77%

7.1 (4.7)
98%

43.1 (30.9)
57%

42.9 (27.4)
58%

9.3 (5.3)
92%

11.4 (11.5)
71%

15.7 (14.1)
57%

aReduced resolution was used.

As can be seen from Table 8, LRS was the most accurate and stable tracker as it managed
to track all the videos with excellent accuracy and did not suffer from serious tracking
failures at all. TLD, CT, SRPCA, and MIL can be considered to belong to the second best
group since they showed also good and consistent accuracy, having serious difficulties
only in few videos. LGT also performed well in other videos except the touch video,
which caused serious problems for it. Similarly, HT performed quite well in general,
but lost the track before the end in randhand video. IVT on the other hand showed more
variations in its performance as it had major difficulties in the finger video, but scored well
in five of the eight videos. VTS performed quite badly in randhand and touch videos, but
showed good accuracy in the rest, especially in seq6 and tablet sequences, in which it was
the most accurate. However, it was not a suitable method for the high resolution gaming

video due to high memory requirements, and was therefore executed on a lower resolution
version of the video. The results of LOT and PFAG fluctuated significantly, and neither of
the two scored top accuracies in any of the videos. Furthermore, they both lost the track
completely quite early in certain videos (e.g., touch). MS tracker that is based on color
probabilities was of course having problems with grayscale videos, especially in those



103

which had a wall as the background (randhand and touch). It is notable that IVT, LRS,
and SRPCA, which also track rotations, clearly benefit from that fact in randhand and
touch videos although the ground-truth annotations did not consider rotations. Next, the
results of the experiment are discussed more, and sample frames from different trackers
and videos are shown.

Figure 36 shows the tracking results of two methods for three frames of finger and rand-

hand sequences. As the first row of the figure shows, PFAG is having serious problems
already in frame 120, which later led to a complete tracking loss. This can be seen from
Table 8 where the error is large for PFAG, and the figure further demonstrates what really
started to happen. At the same time, LRS managed to track the finger successfully as the
figure and the table shows. Rows three and four of the figure show another comparison
between PFAG and LRS in the case of the randhand video. The situation is very similar
as PFAG started to drift, leading again to a tracking loss before the end of the video. It is
good to note that both methods, PFAG and LRS, are also tracking rotations, which should
make the tracking of these particular videos somewhat easier. However, LRS is the one
out of the two which is able to benefit from this feature.

Figure 36. Frames 70, 120, and 170 from the finger video tracked by PFAG (1st row) and LRS
(2nd row), and frames 170, 220, and 270 from the randhand video tracked by LRS (3rd row) and
PFAG (4th row).

In Figure 37, four sample frames are shown from seq7 that are tracked by three trackers.
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The figure demonstrates that TLD lost the target for a while (frames 151-193), but man-
aged to recover before the end. Based on the figure, MIL and LRS both seemed to track
the whole sequence successfully. However, their accuracies were not exactly identical
since a look at Table 8 reveals that the average error and the standard deviation of error
of MIL was somewhat higher than LRS. This serves as an example of why sample fig-
ures alone are not enough in reporting but reliable and descriptive numerical performance
metrics are required as well.

Figure 37. Frames 130, 151, 193, and 292 from seq7 video tracked by TLD (1st row), MIL (2nd
row), and LRS (3rd row).

In Figure 38, three example frames from videos seq6 and hand tracked by LOT are shown.
The first row of the figure demonstrates the possible problems caused by cluttered back-
grounds that contain similar colors as the target. As can be seen, the tracker is attracted
by background objects and it starts to drift losing the target very soon after that. Fur-
thermore, the figure (the second row) shows that it can be dangerous in some cases to
also track the scale of an object by adjusting the tracking window since unnecessary and
wrong scale adjustments may easily cause drifting. In this case, the tracker managed to
keep the tracking in hand region, but the accuracy of LOT was still the worst in the hand

video.

Figure 39 shows three frames of the tablet video tracked by HT. As can be seen, out of the
tested methods, HT is the only method which gives segmented tracking results in addition
to a bounding box. However, the center location error calculations relied on the normal
bounding-box-based output of the tracker. In this video, HT showed quite considerable
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Figure 38. Three frames from seq6 (1st row) and hand (2nd row) tracked by LOT.

sensitivity to the initial tracking window because with a larger window, it lost the track
during the frames now tracked successfully with the smaller window, as the figure shows.
It has to be noted though that this kind of sensitivity is rather common amongst the tested
algorithms, which is reasonable considering that no other a priori information is required
except the initial tracking window.

Figure 39. Frames 400, 450, and 500 from tablet video tracked by HT.

In addition to the differences in error performance, notable differences were observed
in the execution times. Table 9 lists the approximate processing times for the tested al-
gorithms using different video resolutions. The lower resolution test videos were color
videos while the higher (800x600 and 1280x1024) were grayscale. Other parameters were
kept unchanged when different resolution videos were tested for processing speed. Note
that the times were measured for the total run time, which included other tasks than actual
tracking, such as error computations and the writing of the results to a video file. Consid-
ered relatively, these tasks slowed the fastest methods significantly whereas the slowing
effects on the slower methods were practically negligible.

As Table 9 shows, the fastest methods in this experiment were CT [96], IVT [61], MS [111],
and TLD [106] that processed several frames per second despite the resolution. Addi-
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Table 9. Approximate processing times for each method using different resolutions. The speed
is reported in both units, seconds per single frame and frames per second. The fastest method for
each resolution is in bold.

Resolution (Video)
Method 320 x 240 (seq6) 640 x 480 (hand) 800 x 600 (touch) 1280 x 1024 (gaming) Average
CT [96] 0.07 s / 13.7 fps 0.11 s / 8.7 fps 0.15 s / 6.7 fps 0.34 s / 2.9 fps 0.17 s / 5.9 fps
HT [94] 0.32 s / 3.1 fps 0.55 s / 1.8 fps 1.5 s / 0.7 fps 1.2 s / 0.8 fps 0.89 s / 1.1 fps
IVT [61] 0.15 s / 6.6 fps 0.19 s / 5.4 fps 0.20 s / 5.0 fps 0.23 s / 4.4 fps 0.19 s / 5.3 fps
LGT [101] 0.34 s / 2.9 fps 0.50 s / 2.0 fps 0.24 s / 4.1 fps 1.4 s / 0.70 fps 0.62 s / 1.6 fps
LOT [110] 2.2 s / 0.45 fps 5.0 s / 0.2 fps 20.1 s / 0.05 fps 7.4 s / 0.14 fps 8.68 s / 0.1 fps
LRS [103] 0.30 s / 3.4 fps 0.37 s / 2.7 fps 0.43 s / 2.3 fps 0.85 s / 1.2 fps 0.49 s / 2.0 fps
MIL [112] 3.50 s / 0.28 fps 3.50 s / 0.28 fps 3.65 s / 0.27 fps 3.50 s / 0.29 fps 3.54 s / 0.28 fps
MS [111] 0.07 s / 13.6 fps 0.17 s / 6.0 fps 0.31 s / 3.2 fps 0.37 s / 2.7 fps 0.23 s / 4.3 fps
PFAG [90] 2.40 s / 0.4 fps 2.40 s / 0.4 fps 2.40 s / 0.4 fps 2.5 s / 0.4 fps 2.43 s / 0.4 fps
SRPCA [105] 0.44 s / 2.3 fps 0.39 s / 2.6 fps 0.40 s / 2.5 fps 0.28 s / 3.6 fps 0.38 s / 2.6 fps
TLD [106] 0.13 s / 7.7 fps 0.21 s / 4.7 fps 0.31 s / 3.2 fps 0.36 s / 2.8 fps 0.25 s / 4.0 fps
VTS [60] 1.52 s / 0.7 fps 4.41 s / 0.2 fps 7.81 s / 0.1 fps 18 s / 0.06 fps 7.94 s / 0.1 fps

tionally, SRPCA [105] and LRS [103] were processing more than one frame per second.
LGT [101] was also processing two to four frames per second typically, but with the high-
est resolution it slowed down to approximately 1.5 seconds per frame. Quite similarly,
HT [94] was tracking faster than one frame per second in lower resolutions, but the higher
resolution videos caused the processing times to increase to over one second per frame.
The rest of the methods required more than one second per single frame. However, it is
good to note that in the case of MIL, the original C++ implementation [104] is signifi-
cantly faster than the Matlab implementation [112] used here. Generally, the slowest one
was LOT [110] which needed more than 20 seconds when a 800x600 resolution video was
tested. VTS was almost as slow, and it slowed down considerably in the highest resolution
video, making its practical feasibility questionable with longer sequences. Moreover, it
encountered memory issues early in that video as noted earlier. Quite an interesting ob-
servation from Table 9 is the fact that resolution changes had different effects on different
methods, in other words some methods slowed down when the resolution increased while
the others always used a similar time despite the resolution. In that respect, LOT and VTS
seemed to be the most sensitive to resolutions changes. The more precise execution times
depend of course on the various parameters of each method, but these were not considered
any further here. Since most tests are executed with high-speed videos that contain large
amounts of data, the methods should not be too slow to be practical.

Based on the error results and approximate processing times, MS, LOT, and PFAG meth-
ods were left out of the second experiment and the toolbox. They all displayed unstable
tracking behavior during the test videos, and LOT especially processed the frames very
slowly. Moreover, VTS slowed down considerably with the highest resolution video and
crashed quickly, which makes it inapplicable for such high resolution videos. However,



107

VTS showed such good accuracy overall that it was an easy choice for Experiment 2.
There were performance variations with respect to accuracy and speed amongst the other
algorithms as well, but the accuracies and speeds were at such a level that further tests
are meaningful and feasible. In fact, another experiment is required to see the limits and
capabilities of each method since the differences were not that clearly visible in the first
experiment. Therefore, the second experiment contains a selection of more challenging
and longer test videos.

To summarize this section with respect to suitable frame rates, it seems that based on the
various test videos recorded for Experiment 1, frame rates faster than 200 fps are not typi-
cally required for hand tracking. Even the videos containing fast motions recorded with a
slower frame rate (125 or 160 fps) showed small differences between consecutive frames.
Due to computational reasons, it may be wise to adjust the frame rates depending on the
situation and the subject that is going to be filmed. As a results, "good enough" video qual-
ity can be ensured while avoiding overkills which would slow down the tracking without
any real benefit. Note that this discussion considers mainly the tracking viewpoint and
not the higher-level features. However, it is possible that higher-level feature extraction
and analysis would benefit from higher resolutions and faster frame rates.

5.3 Experiment 2

The objective of Experiment 2 was to further investigate the trackers that passed Exper-
iment 1. Therefore, a selection of presumably more challenging and longer test videos
were gathered, and tracking tests were run using them as input. By utilizing new high-
speed gray-scale and color videos as well as publicly available normal speed color videos
from [5, 101], the suitabilities of the algorithms for different types of videos could be ex-
amined. In addition, the differences in hand and finger tracking were examined by using
both as tracking targets. The second issue that was considered in this experiment was the
stability of trackers, which was studied by running the algorithms with exactly the same
initialization three times in two different videos. Based on the results of this stability test,
it was decided which methods required more than one run in each video. The third issue
considered was the sensitivity of the algorithms to the initial tracking window that the
user gives. This test was conducted because it was observed during Experiment 1 that
changes in the initial tracking window may have significant effects on the results.
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5.3.1 Data

The data used in this experiment was very similar to the first experiment (i.e., new high-
speed videos and publicly available hand tracking test videos [5, 101] were utilized), but
different videos were used. Another difference was that this time, a few longer videos
were also included to test longer term tracking behavior. The real high-speed videos were
again grayscale, but the normal speed and the slower high-speed videos were in color.
Furthermore, one pair of videos (drawing and drawing2) of the same motion sequence
recorded with a normal and a high-speed frame rate was included to see if there is differ-
ences between the high-speed and the normal speed or grayscale and color. Table 10 lists
the main characteristics of the videos used in this experiment. Similar to Experiment 1,
the hand and fingers were used as tracking targets depending on the video. As the table
shows, the recorded events were quite varied this time. Two tablet gaming videos were
included again as well as two drawing videos. The rest of the videos were just different
test videos in which the hand was basically moving around or doing something.

Table 10. Video sequences used in Experiment 2.

Video Resolution / Fps Target Sleeves Posture
changes

Frames/
Annotations

Notes (Color)

drawing 800x600 @160fps Thumb Short No 700/47 Drawing a stick fig-
ure (No)

drawing2 640x480 @30fps Thumb Short No 136/28 drawing filmed with
normal camera (Yes)

touch2 640x480 @80fps Hand Short Yes 1101/56 Touching an object
(Yes)

finger2 720x574 @250fps Finger n/a No 1328/54 Tablet gaming (No)
tablet2 640x650 @250fps Finger Long Minor 400/27 Tablet gaming from

different angle (No)
cup 640x480 @80fps Hand Short Minor 325/33 Grab a cup and drink

(Yes)
seq4 [5] 320x240 @25fps Hand Long Yes 1964/164 Non-fixed camera

(Yes)
seq5 [5] 320x240 @25fps Hand Long Yes 2225/185 Hand moving

around (Yes)
hand [101] 320x240 @≈25fps a Hand Long Yes 244/244 Hand moving (Yes)

aActual frame rate not reported in [101].
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5.3.2 Experimental setup

The nine tracking methods (CT, HT, IVT, LGT, LRS, MIL, SRPCA, TLD, and VTS)
were examined in this experiment. The platform was again Matlab on Ubuntu 12.04
PC equipped with Intel 3GHz dual core processor and 4GB memory. The VTS tests
were conducted on Windows 7 PC with very similar hardware characteristics. Moreover,
a part of the tracking tests were executed using a server which had an Intel quad core
processor and an 8GB memory. First, the parameters for all methods were kept as close
to the defaults given by the authors as possible. However, if tracking performances were
not satisfactory, the parameters were adjusted to get the best possible results for each
tracker. These adjustments were required in many cases because the videos were more
challenging this time, but it has to be noted that in some cases, it was not easy to adjust
the parameters, and it is likely that the best possible parameters were not found. To make
the comparisons fair, the initial tracking windows that were given to the algorithms were
exactly the same most of the time. However, in some cases certain methods required
smaller or larger initial windows. Due to the fact that the methods were stochastic and
certain methods showed significant variations in their tracking behavior with exactly the
same initial tracking window and parameters, these methods were run four times to obtain
a more reliable performance estimate. Whenever methods were run more than once, the
average results of the individual runs are reported. This methodology combined with the
fact that nine different videos were used should ensure that the performance estimates are
reliable and reflect the real capabilities of the algorithms.

5.3.3 Results

The reporting notation and measures are otherwise the same as in Experiment 1, but the
multiplier when deciding whether the frame is correctly tracked or not is now 0.04. This
is because 0.03 was considered too strict a limit, causing some of the correctly tracked
frames (when visually inspected) to be labeled as incorrect. Since a selection of longer
and more challenging sequences were used in this experiment, more tracking failures
started to appear. Therefore, the average errors and standard deviations are high in many
cases. In these cases, the percentage of correctly tracked frames is the more meaningful
measure since the errors are affected by more or less random tracking behavior after the
target has been lost. It means that certain methods may get smaller errors after target loss
just because they happened to lock to a spot in the background that is closer to the target
most of the time. Then, on the other hand, certain methods may show unstable behavior
after the target is lost, causing substantial errors. Although it would be possible to exclude
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the pixel errors in the cases when the track has been lost, the common way in literature
(e.g., in [109, 104, 101]) to report the errors for whole videos was used.

Since there was a certain randomness present in all the methods, tracking behaviors were
examined by running the algorithms multiple times in the cup and tablet2 videos to see if
variations between the runs exist. In this test, all the parameters were kept static between
the runs, and algorithms were run sequentially three times (i.e., the same method was run
only once in a row). A closer look at the implementations/codes revealed that the reason
for stable tracking behavior of SRPCA, IVT, and CT was caused by the initialization of
Matlab pseudo random number generator. These methods use always the same seed to
initialize the generator, and therefore the results were always the same. To investigate the
stability, the seeds for the three methods were unfixed in this test (otherwise they were
kept fixed). The results of this test are presented in Table 11, which shows that TLD was
the only method which did not show variations in tracking behavior between the runs. The
differences were generally more significant in tablet2, but in the case of SRPCA, MIL,
and VTS larger differences were observed in cup. According to the results, it seems that
the differences are more pronounced when an algorithm has difficulties in tracking. In
more challenging videos, there are cases when tracking is successful, but also cases when
it fails (e.g., CT and HT in tablet2). Based on the results, it is not possible to say which
method shows the most random behavior since there is no clear trend visible in either of
the test videos, but they show that it is wise to run the algorithms more than once to get a
more reliable estimate of the real tracking performance.

Table 11. The results of each method for three runs of the cup and tablet2 videos (same measures
as before). The last column lists the maximum differences between the best and the worst results
for each measure.

Video / run
Method cup run 1 cup run 2 cup run 3 Max Diff. tablet2 run 1 tablet2 run 2 tablet2 run 3 Max Diff.
CT [96] 18.5 (23.8)

78.1%
15.9 (16.2)
78.1%

14.6 (12.1)
78.1%

3.9 (11.7)
0%

14.1 (14.9)
73.1%

8.9 (3.8)
100%

70.8 (41.4)
19.2%

61.9 (37.6)
80.8%

HT [94] 7.8 (3.0)
100%

7.0 (3.0)
100%

6.8 (2.2)
100%

1.0 (0.8)
0%

49.7 (62.9)
61.5%

8.5 (5.0)
100%

49.9 (62.1)
61.5%

41.4 (57.9)
38.5%

IVT [61] 33.4 (18.4)
43.8%

31.1 (18.1)
43.8%

27.1 (13.3)
50.0%

6.3 (5.1)
6.2%

34.1 (42.0)
65.4%

47.4 (53.3)
57.7%

61.9 (57.1)
46.2%

27.8 (15.1)
19.2%

LGT [101] 8.2 (3.0)
100%

8.7 (2.7)
100%

8.2 (3.5)
100%

0.5 (0.8)
0%

47.7 (56.1)
61.5%

65.7 (68.9)
53.8%

62.1 (71.5)
57.7%

18.0 (15.4)
7.7%

LRS [103] 6.1 (3.1)
100%

5.5 (3.3)
100%

12.0 (6.2)
100%

6.5 (3.1)
0%

2.8 (1.8)
100%

4.1 (2.7)
100%

15.2 (13.6)
69.2%

12.4 (11.8)
30.8%

MIL [112] 12.2 (9.5)
84.4%

16.5 (10.9)
81.3%

13.3 (13.9)
81.3%

4.3 (4.4)
3.1%

6.0 (5.1)
100%

7.1 (4.2)
100%

7.9 (4.4)
100%

1.9 (0.9)
0%

SRPCA [105] 25.0 (9.0)
46.9%

25.0 (8.7)
59.4%

32.9 (12.1)
25.0%

7.9 (3.4)
34.4%

9.1 (5.9)
100%

9.3 (7.9)
92.3%

10.8 (6.0)
100%

1.7 (2.0)
7.7%

TLD [106] 20.9 (10.6)
59.4%

20.9 (10.6)
59.4%

20.9 (10.6)
59.4%

0 (0) 0% 8.5 (7.3)
96.2%

8.5 (7.3)
96.2%

8.5 (7.3)
96.2%

0 (0) 0%

VTS [60] 12.9 (8.7)
90.6%

17.3 (11.7)
78.1%

13.8 (8.2)
87.5%

4.4 (3.5)
12.5%

7.5 (7.1)
100%

7.5 (7.1)
100%

7.3 (6.2)
100%

0.2 (0.9)
0%
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Another important issue to consider in the case of online tracking algorithms is the sen-
sitivity of the trackers to the initial tracking window. Therefore, a test where methods
were run with different initial tracking windows and otherwise constant parameters was
conducted. Tablet2 was utilized to test the differences of using a large and a small initial
tracking window, and seq6 from Experiment 1 was used to test tight, large, misplaced, and
wrong aspect ratio initial windows. The tracking windows used are shown in Figure 40,
and the results of this test are listed in Table 12. Although three methods got better results
with the large window in tablet2, it is usually beneficial to use a smaller initial tracking
window, since the white border of the tablet caused more problems with the larger start-
ing window. In seq6, the overall best results were obtained with the tight window (red
rectangle in Figure 40) as expected. The less precise initial windows caused problems for
many methods, but with some methods the misplaced window or the window with wrong
aspect ratio yielded the best results. According to Table 12, the non-rigid object trackers
(HT and LGT) were the least sensitive methods in seq6, whereas TLD and VTS faced
difficulties with all initializations. However, TLD was the least sensitive in tablet2.

Figure 40. The initial tracking windows tested in tablet2 (left) and seq6 (right).

Tracking results of Experiment 2 are summarized in Table 13. As the table shows, VTS
again had difficulties handling two of the longer, higher resolution videos ending into
the out of memory error before the end. Nevertheless, it crashed just before the end
in the drawing video, and therefore, its results for this video are included as such. In
the finger2 video, VTS crashed earlier, meaning that it would not make much sense to
include such partial results. Therefore, the resolution of the video was scaled down for
VTS to get results also for it. The other methods had no problems of running tracking
in the selected videos, except HT crashed in seq4 in some cases with a certain initial
tracking window. These crashes of HT were unfortunate, since the initialization seemed
to yield better results until a crash happened, compared to the other initializations that
did not result in a crash. Similar to Experiment 1, there were certain videos that were
generally tracked with good accuracy, and certain videos that caused problems for most
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Table 12. Sensitivity of the algorithms for initial tracking windows (same measures as before).
The best result for each method and video is in bold.

Video, type of the initial window
Method seq6,

tight
seq6,
large

seq6,
misplaced

seq6, wrong
aspect ratio

tablet2,
large

tablet2,
tight

CT [96] 7.9 (2.9)
100%

20.0 (19.4)
56.0%

5.5 (3.9)
96.0%

40.9 (36.0)
32.0%

67.5 (57.4)
46.2%

108.8 (39.4)
0%

HT [94] 8.5 (4.1)
83.0%

16.3 (20.7)
74.0%

8.0 (4.1)
87.0%

9.2 (4.0)
75.0%

57.8 (60.0)
48.1%

66.4 (71.4)
52.9%

IVT [61] 20.4 (29.3)
76.0%

39.4 (27.4)
20.0%

18.3 (32.9)
84.0%

76.4 (60.9)
32.0%

53.4 (53.3)
53.8%

51.0 (46.4)
42.3%

LGT [101] 8.7 (4.6)
83.0%

13.4 (10.5)
61.0%

8.0 (4.4)
83.0%

8.9 (5.2)
77.0%

50.7 (46.7)
50.0%

57.2 (67.6)
58.7%

LRS [103] 15.1 (21.5)
84.0%

13.5 (12.5)
60.0%

58.8 (40.8)
16.0%

41.1 (26.6)
16.0%

85.0 (31.6)
0%

34.5 (34.7)
57.7%

MIL [112] 17.0 (21.5)
68.0%

25.1 (15.7)
32.0%

10.4 (9.2)
80.0%

38.9 (34.3)
36.0%

54.1 (63.4)
61.5%

8.5 (4.6)
100%

SRPCA [105] 20.3 (33.1)
80.0%

22.0 (29.7)
76.0%

78.4 (68.9)
44.0%

14.7 (21.7)
80.0%

16.6 (7.8)
100%

13.6 (8.3)
92.3%

TLD [106] 38.9 (43.4)
52.0%

31.9 (28.8)
40.0%

40.7 (42.0)
24.0%

38.2 (41.7)
52.0%

12.2 (25.3)
92.3%

8.7 (5.3)
100%

VTS [60] 15.2 (15.3)
62.0%

20.5 (14.8)
39.0%

22.3 (14.4)
36.0%

21.3 (17.0)
49.0%

53.6 (41.5)
38.5%

7.1 (3.1)
100%

Average 16.9 (19.5)
76.4%

22.5 (19.9)
50.9%

27.8 (24.5)
61.1%

32.2 (27.5)
49.9%

50.1 (43.0)
54.5%

39.5 (31.2)
67.1%

algorithms. In general, the high-speed videos were easier to track compared to the normal
speed videos, and finger was easier target than the whole hand. However, the amount of
posture changes and the type of background affected the accuracy more than the frame
rate or the tracking target.

Table 13. Average center location errors, standard deviations of errors (in parentheses), and per-
centage of correctly tracked frames for each method. The best result for each video sequence is in
bold.

Video
Method cup drawing drawing2 touch2 finger2 tablet2 seq4 [5] seq5 [5] hand [101] Average
CT [96] 16.3 (17.4)

78.1%
11.3 (2.3)
100%

8.9 (2.4)
100%

27.4 (22.3)
67.3%

6.7 (4.0)
100%

31.3 (20.0)
64.1%

38.9 (35.9)
18.9%

35.1 (54.8)
66.5%

7.4 (3.6)
91.8 %

20.4 (18.1)
76.3%

HT [94] 7.2 (2.7)
100%

23.6 (3.6)
100%

6.6 (4.8)
100%

36.4 (24.0)
51.8%

8.4 (3.0)
100%

36.0 (43.3)
74.4%

50.6 (36.9)
27.1%

8.0 (7.4)
87.4%

23.6 (19.7)
56.6%

22.3 (16.2)
77.5%

IVT [61] 30.5 (16.6)
45.8%

2.5 (1.4)
100%

1.8 (0.9)
100%

87.3 (83.0)
45.5%

5.0 (3.9)
100%

47.8 (50.8)
56.4%

380 (278)
12.8%

319 (202)
10.3%

63.0 (45.4)
26.7%

104 (75.8)
55.3%

LGT [101] 8.4 (3.1)
100%

15.1 (7.2)
98.9%

28.7 (30.4)
73.1%

14.8 (9.6)
82.3%

45.0 (40.1)
50.9%

58.5 (65.5)
57.7%

17.9 (14.7)
52.1%

64.2 (55.8)
28.8%

8.8 (6.1)
72.8%

29.1 (25.8)
68.5%

LRS [103] 7.8 (4.2)
100%

2.2 (1.1)
100%

26.3 (31.6)
74.1%

46.5 (48.8)
57.7%

10.0 (12.9)
93.9%

7.4 (6.1)
89.7%

88.2 (42.1)
9.2%

87.0 (53.2)
11.0%

104 (66.3)
17.6%

42.2 (29.6)
61.5%

MIL [112] 14.0 (11.4)
82.3%

12.0 (4.6)
100%

8.2 (2.2)
100%

47.2 (35.4)
35.0%

5.1 (2.5)
100%

7.0 (4.6)
100%

64.0 (36.0)
10.7%

26.8 (30.1)
43.4%

57.1 (47.1)
20.0%

26.8 (19.3)
65.7%

SRPCA [105] 27.6 (9.9)
43.8%

1.7 (1.0)
100%

1.8 (1.0)
100%

35.5 (45.4)
56.4%

5.1 (4.1)
100%

9.7 (6.6)
97.4%

102 (76)
15.2%

88.7 (54.5)
10.3%

50.3 (39.8)
28.8%

35.8 (26.5)
61.3%

TLD [106] 20.9 (10.6)
59.4%

7.0 (2.0)
100%

1.8 (0.6)
100%

25.5 (34.6)
76.4%

7.6 (3.0)
100%

8.5 (7.3)
96.2%

54.1 (50.2)
28.0%

39.8 (56.3)
56.2%

35.9 (31.7)
37.9%

22.3 (21.8)
72.7%

VTS [60] 14.7 (9.5)
85.4%

2.0 (1.2)
100% a

31.1 (20.9)
40.7%

16.6 (7.2)
92.7%

4.5 (2.1)
100% b

7.5 (6.8)
100%

56.9 (44.2)
14.6%

29.9 (41.8)
73.1%

36.3 (23.5)
55.0%

22.2 (17.5)
73.5%

Average 16.4 (9.5)
77.2%

8.6 (2.7)
99.9%

12.8 (10.5)
87.6%

37.4 (34.5)
62.8%

10.8 (8.4)
93.9%

23.7 (23.4)
81.8%

94.7 (68.2)
21.0%

77.6 (61.9)
43.0%

43.0 (31.5)
45.2%

aCrashed just before the end and thus, one ground-truth checkpoint was missed.
bReduced resolution was used.
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As Table 13 shows, drawing was the easiest video, which all but LGT managed to track
successfully. Finger2 was almost as easy as drawing: the only differences were that
LGT had more serious problems this time, and LRS encountered higher errors than the
threshold in a few frames. The most difficult video was the external video seq4 which
was tracked with satisfying accuracy only by LGT. Seq5 and hand [101] were also very
challenging videos, as the low average tracking rates prove. According to the table, it
seems that there is no single method that would be clearly superior over others. This can
be seen by looking at the bolded entries highlighting the best results for each video which
are evenly distributed amongst all the algorithms. In fact, the only method that was not the
best in any video was LRS. Next, the results of this experiment are discussed one video
at a time and additional figures are provided to accompany the table.

The first test video cup was used to test the stability of the trackers. In general, cup was a
relatively easy video, which most trackers handled quite well as the average performance
measures in the table show. Out of the trackers, IVT and SRPCA had the most serious
difficulties, whereas HT, LGT, and LRS were the most accurate. Figure 41 shows mo-
tion trajectories of all methods plotted to the last frame of the cup video. To keep the
presentation cleaner, trajectories are presented in two images instead of one. As can be
seen from Table 13, the trajectories of LGT, LRS, and HT are closest to the real path
of the hand. In addition, the trajectory plots in the figure reveal interesting facts about
the problems IVT and SRPCA encountered since, according to the table, they performed
very similarly. However, trajectories show that IVT started to fluctuate seriously before
the end, whereas SRPCA drifted more smoothly. The fundamental reason for drifting was
the same for both trackers: the tracking window was scaled too much and it became too
small. Therefore, the wild drifting that IVT encountered is not that surprising.

In videos drawing and drawing2, a thumb holding a pen was the target, and the videos
were recorded simultaneously to capture the same motion sequence in different frame
rates and color depths. By including such a pair, it could be examined whether these
differences have any effect on tracking accuracies. In the videos, the thumb did not go
through any posture changes and hence, the main difficulty factor in the videos was the
fast speed of drawing which naturally affects mainly the normal speed video. Since the
target was rigid, the tracking accuracies were generally very good for both of the videos.
The fast changes between consecutive frames present in the 30 fps (drawing2) video
caused some problems for LGT, LRS, and VTS as the table and Figure 42 show. Although
tracking rates were almost perfect in the high-speed video (drawing), differences in center
location errors were visible. Figure 43 shows the error plots for seven methods in drawing

and illustrates the differences in errors. All in all, it was no surprise that the high-speed
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(a) (b)

Figure 41. Motion trajectories of: (a) CT, IVT, LRS, LGT, and VTS ; (b) HT, TLD, MIL, and
SRPCA in cup.

video was easier to track because the motion was very fast for the 30 fps video. The top
methods in these videos were IVT, SRPCA, and TLD which tracked both versions very
well. On the other hand, LGT had some problems in both videos, and LRS and VTS
encountered difficulties in the 30 fps video. An example frame from drawing containing
the motion trajectory of LRS is shown in Figure 44. As tracking was accurate with LRS,
the plotted trajectory reveals what the drawer was in fact drawing quite accurately.
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Figure 42. Center location errors of all methods in drawing2.

The touch2 video was supposed to be more challenging since it contained significant hand
posture changes and was recorded with only 80fps. As the table shows, it was indeed more
challenging as no method scored a 100% tracking rate. The most accurate methods for
this video were VTS and LGT, which both utilize color cues. HT, that is the third method
using color information, was also quite successful. TLD and CT were the best methods
operating directly on grayscale images. The three methods using subspace appearance
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Figure 43. Center location errors of all methods (except VTS) in drawing.

Figure 44. The estimated motion trajectory of the thumb by LRS in drawing.

models and particle filtering (IVT, LRS, and SRPCA) lost the track before the end, and
so did MIL. Posture and scale changes caused most of the problems. Figure 45 shows the
error plots for the top five algorithms. The characteristic spikes of TLD in the plot reveals
that it lost the track three times, but was able to recover in the first two failure cases.
Similar behavior can be seen in the plot of CT which also recovered twice before losing
the target near the end of the video. Figure 46, showing three frames from the video,
illustrates the situation which caused CT (and TLD) to finally lose the target completely.
As can be seen, a major posture change happened around frame 1000 which caused the
two trackers to drift. HT managed this posture change well, as its error was decreasing
towards the very end of the video.

Finger2 was another tablet gaming video recorded with the high-speed camera. Although
the finger was moving fast, a frame rate of 250 fps ensured that the differences between
subsequent frames were small. Furthermore, appearance changes were limited to small
scale changes. Thus, the finger can be considered to be a relatively easy target, and this
is supported by Table 13. The only algorithm that had significant difficulties in this video
was LGT, which failed badly in three out of the four runs. VTS had even larger difficulties
as it did not manage to track this sequence at all in the original resolution but crashed due
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Figure 45. Center location errors of CT, HT, LGT, TLD, and VTS in touch2.

Figure 46. Frames 925, 982, and 1087 of touch2 tracked by CT.

to the out-of-memory error. Therefore, a lowered resolution version of the same video
was used for it. This means that the center point location errors of VTS are not directly
comparable to the others. As a consequence, the results of IVT are still considered better
than the results of VTS that are showing slightly lower errors. Figure 47 plots the center
location errors of all methods that managed to track the original video without crashes,
and clearly shows the problems of LGT. It is good to note that this was the best individual
run of LGT, and its results in the rest of the runs were even worse. Although IVT, LRS,
and SRPCA have very similar performance figures in the table, some variation exists in
tracking near the end of the video. Figure 48 illustrates the situation in the final frame and
shows how the tracking windows of IVT and SRPCA have started to drift and decrease
in size, whereas LRS has no such problems. Although the drifting of IVT and SRPCA
is quite minor at that moment, it is uncertain how long these trackers could maintain the
target locked since such behavior tends to lead to a tracking failure relatively quickly.

The tablet2 video was another tablet gaming video, but this time the person was playing
the game from a different position. Furthermore, the camera angle was different compared
to the other tablet gaming videos. As Table 13 shows, it seemed to be easy for half of the
algorithms while the other half had somewhat surprising difficulties. The bright white
border of the tablet seemed to cause some of the problems, as Figure 49 demonstrates.
Furthermore, the figure shows how the behavior of the three trackers varied between the
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Figure 47. Center location errors of all methods (except VTS) in finger2.

Figure 48. The last frame of finger2 tracked by SRPCA (left), LRS (middle), and IVT (right).

runs. The variations of HT were more significant since it managed to track the finger in
some runs, but failed in the others. According to the tracking rate (see Table 11), LRS
also performed badly in run three, but a closer look reveals that it just drifted temporar-
ily in the middle of the video. The most accurate methods in this video were MIL and
VTS. Figure 50 shows the error plots of the five most accurate trackers. There are two
interesting things in the error plots. First, there is a clear peak in the errors of VTS and
TLD around frames 180-190. This happened when the finger was moving near the border
of the screen of the tablet. Another visible trend is the increase in the errors towards the
end of the video. Again, the finger was moving along the border of the screen. This is an
example of a situation where unexpected problems arose in a seemingly easy situation.

Seq4 [5] was the first external video used in this experiment. The video is quite challeng-
ing due to the posture changes, somewhat cluttered background, and the moving camera.
As can be seen from Table 13, the average accuracy of 20.6% is clearly the worst amongst
all test videos. Only LGT managed to track the sequence acceptably. Most other methods
failed very soon after the hand started to move. TLD and HT tracked the hand second
best, although the tracking rates were very low for them. The error plots for all other
methods except LGT would not be very informative, and therefore, there is no point in
plotting them here. Instead, Figure 51 shows three sample frames from the video tracked
by LGT. As can be seen, the hand underwent significant posture changes and moved in
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Figure 49. Frame 211 of tablet2 from two different runs tracked by HT (left column), LGT
(middle), and LRS (right).
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Figure 50. Center location errors of the top five methods in tablet2.

front of face distraction. Considering the difficulty of this video and the problems of all
other methods, the performance of LGT is rather impressive in this video. Moreover, this
was the only video in which such a clear winner was found.

Figure 51. Frames 710, 1100, and 1542 of seq4 tracked by LGT.

The second publicly available hand tracking test video used was Seq5 from Spruyt et
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al. [5]. The video was not so difficult in general as the average tracking rate of 42.1% in
Table 13 shows. Although the lighting was relatively weak, a static camera and a sim-
pler background made the hand more separable and thus, easier to track. Despite these
factors, the methods based on subspace appearance models and particle filtering (IVT,
LRS, and SRPCA) failed almost immediately after the first appearance change happened.
Figure 52 shows two corresponding frames from the video around the frames where IVT
and SRPCA lost the track. HT was clearly the most accurate method in this video which
is probably a result of its ability to also utilize color information and use segmentation.
Furthermore, VTS that also utilizes color cues performed well in this video, and it man-
aged to track it flawlessly in one of the four runs. However, LGT that uses color cues did
not show good tracking accuracy and was beaten by CT, MIL, and TLD which tracked
around half of the video correctly. The errors of the top five methods for this video are
plotted in Figure 53. As can be seen, TLD lost and recovered the track many times dur-
ing the video, and MIL also recovered from a major failure that happened during frames
1000-1300. However, CT and MIL lost the track completely around frame 1800. VTS
did not suffer any larger errors in this particular run, and HT encountered more serious
problems only once, around frame 1450. It is good to note that the results of VTS were
worse in the other individual runs, as the higher average error measure in Table 13 illus-
trates. The hand moving in front of the face caused VTS to shift the tracking window
to the face. This is a classical test in hand tracking which tests the tracker’s ability to
separate similarly colored and textured items, in this case a moving hand and a face.

Figure 52. Frames 230 and 245 of seq5 tracked by IVT (top row) and SRPCA (bottom row).

The last test video used was a shorter hand video provided by the authors [101] of the
LGT algorithm. The lighting condition was quite challenging, and the background was
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Figure 53. Center location errors of the top five methods in seq5.

cluttered making it a difficult video for the methods. Therefore, it was not surprising that
only two of the methods, CT and LGT, managed to track the hand successfully. The good
accuracy of LGT was expected since the video was one of their own, but the performance
of CT is more impressive as it scored the best tracking rate. Overall, HT and VTS were
the second best methods. They both tracked the hand successfully in most cases, but
failed quite soon in one of the runs, which dropped their average accuracy significantly.
Otherwise they would have had very similar accuracies to the top methods. Figure 54
shows corresponding frames from the run in which VTS and HT lost the target. The
accuracies of the rest of the trackers were quite poor, and they lost the track completely
quite early. To illustrate the performances of the top four methods, Figure 55 is provided.
As the figure shows, CT tracked the sequence with the highest accuracy since its center
location error was constantly under 20 pixels.

Figure 54. Two frames of hand [101] tracked by VTS (left), HT, and CT.

To summarize the results, it is not possible to declare directly which method was the best
in Experiment 2 since the results varied so much. It is surprising that only HT collected
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Figure 55. Center location errors of the top four methods in hand [101].

two top accuracies in the nine test videos, and the rest of the top places were distributed
amongst the seven other methods. The variations mean that there was no clear winner
when judging the results by average accuracies over the nine test videos. The average
measures were best for HT, but CT was not far behind. In the individual videos, HT
and CT both performed badly in the same videos (touch2, seq4, and tablet2). Two of
the videos, touch2 and seq4 proved to be difficult in general, but the problems of HT
and CT in tablet2 were unexpected since many other trackers had no problems in that
video. After CT and HT comes another set of methods that were quite close to each other
when measured by the average accuracies. VTS and TLD can be considered to tie for
third place, not that far away from the top methods. LGT and MIL can be considered to
belong to the middle group. Compared to HT and CT, these methods showed significantly
larger variations in the results between different videos. For instance, TLD and MIL were
successful in the videos where the finger was the target, whereas LGT displayed good
accuracy in the whole hand tracking videos. VTS on the other hand had major difficulties
in two normal speed color videos, drawing2 and seq4, but succeeded acceptably or well
in the rest. The bottom places according to the average measures were occupied by IVT,
LRS, and SRPCA which rather closely resembled each other. Due to the similarities in the
approaches, the results of the three methods were often quite similar. For instance, none
of the three managed to track the normal speed color hand videos well, but succeeded
much better in the finger tracking videos.

Although there was no single method that would have tracked all the test videos success-
fully, there was at least one method that tracked each particular video well. Therefore,
having such a wide variety of methods in the toolbox should ensure that at least one
method exists that manages to track the target well enough. Of course it is easy to pro-
duce a video that none of the methods could track, but on the other hand, it is rather simple
to produce a video that most of the trackers would manage to track well.
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6 DISCUSSION

In this chapter, the observations and results of this work are analyzed and discussed. This
discussion starts with more general issues about hand tracking that were considered in the
theoretical parts of the work. However, more emphasis is given to the discussion about
the experiments. Many interesting and relevant matters had to be left out of the scope
of this thesis and therefore, Section 6.1 gives ideas about the issues that could be further
investigated in the future.

Soon after starting to do the literature review about hand tracking, it was revealed that
hand tracking is a well-studied field which has been investigated since the 1990s. How-
ever, another observation was the fact that hand tracking is still a challenging problem
which is not yet solved completely. The main reason for this difficulty is the physical
structure of the hand, which allows a wide variety of appearance changes. Due to these
facts, new methods for hand tracking are continuously proposed even today. Two main ap-
proaches for hand tracking have been proposed: 2D hand tracking that operates directly
on 2D images, and model-based (3D) hand tracking that is interested in recovering the
full 3D pose of the hand. The simpler of the approaches, 2D tracking, seemed to be a bit
more common despite the fact that only limited amount of information can be recovered
from tracking results. This is probably caused by the fact that full hand pose estimation
is a considerably more challenging problem that requires more effort (e.g., constructing
a hand model). In literature, numerous applications which hand tracking could enable
were mentioned. Different forms of human computer interaction are the most interest-
ing application areas for hand tracking and it will be interesting to see how soon and to
which extent new applications and products utilizing these techniques start to appear in
consumer market.

According to the literature review, some methods relied on the manual initialization of
tracking while others used automatic tracking initialization by hand detection. In a com-
plete hand tracking system, automatic initialization by hand detection should indeed be
the first step. However, hand detection is a very difficult problem itself since many diffi-
culties are encountered in unrestricted environments. After hand tracking, gesture recog-
nition is what often follows. Gesture recognition is a very broad topic which has attracted
significant amounts of attention amongst researchers since the 1990s due to the various
application possibilities ranging from entertainment to occupation. It is no surprise that
gesture recognition itself is a real challenge. Therefore, there are three closely related and
challenging tasks waiting for a final solution. Considering the research efforts during the
past decades, it seems unrealistic to wait for an ultimate solution to appear soon.
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Despite the wide variety of methods proposed for hand tracking, many of them are based
on common core techniques. Out of these generic core techniques applicable to tracking,
particle filters and mean shift seemed to be the most common techniques utilized for hand
tracking. The more traditional techniques, such as Kalman filters and template-based
techniques, seemed to be rarely used in recent years. Instead, a new trend being seen
in hand tracking, and in general object tracking, is the online learning approach. By
using this approach, the traditionally required offline training phase can be partially or
completely avoided. Furthermore, incremental learning is needed to successfully track
targets that undergo severe appearance changes, such as hands. When considering feature
selection, color was clearly the most used feature in hand-tracking-specific methods. The
reason for this is that the skin color is quite often a discriminative feature. However, in
unrestricted environments it is not reliable enough and hence, multi-cue approaches (e.g.,
motion- color) are very common in hand tracking.

One distinctive feature in hand tracking literature is the lack of commonly used datasets,
metrics, and comparisons between algorithms. The lack of common datasets and perfor-
mance metrics is quite surprising considering how long the field has been studied. Only
in this decade, did the first public datasets for hand tracking start to appear. The lack of
direct comparisons is partly caused by the unavailability of the codes. This kind of situ-
ation is rather unfortunate, and it may even restrain advancement in the field since other
researchers cannot easily compare their methods to the state-of-the-art. The situation in
general object tracking is rather different: the codes are often available, commonly used
annotated datasets exist, and comparable performance metrics are widely used. For these
reasons, the practical parts of this work considered general object trackers and tested them
in the challenging domain of hand and finger tracking.

To evaluate and compare the algorithms, two experiments were conducted. Experiment
1 contained a selection of shorter and easier videos. Based on these results, the methods
unsuitable for hand tracking were identified and excluded from Experiment 2. Since the
test videos used in Experiment 1 proved to be rather easy, the differences between the
methods remained small. Two methods, LRS and TLD, tracked over 90% of the frames
correctly in average, and the average center location errors were under 10 pixels for both.
In comparison, the worst methods, LOT and MS, tracked less than 60% of the frames
correctly. The computation times of the trackers were investigated in Experiment 1, and
significant differences were observed between the methods. While the fastest methods
processed more than ten frames per second, the slowest methods spent over ten seconds
for a single frame. Generally, the increase in resolution slowed the methods, but the
degree of slowdown varied considerably. Two of the methods, LOT and PFAG, were
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excluded from Experiment 2 since they showed bad accuracy and were slow to compute.
The third excluded method, MS, was very fast, but showed poor accuracy. In the case
of PFAG and LOT, original papers reported promising results. However, the results of
Experiment 1 indicated the unsuitability of the methods for hand tracking.

In Experiment 2, the nine selected algorithms were compared using more challenging
hand and finger tracking videos. As a result, average errors were significantly higher com-
pared to Experiment 1, and the most accurate algorithm (HT) scored an average tracking
rate of only 77.5%. One interesting observation is how evenly the top accuracies for dif-
ferent videos were distributed amongst the methods since HT was the only method that
was the most accurate in two videos, and LRS was the only method that was not the most
accurate in any video. Naturally there were certain videos that most trackers handled well
and certain videos that caused problems. As expected, the normal speed hand tracking
videos were generally more challenging than the high-speed videos. Similarly, a hand
was usually a more challenging target than a finger. However, certain methods seemed to
break this general pattern. For instance, LGT seems to be more suitable for hand than fin-
ger tracking which in fact is not that surprising considering the fact that it was tailored for
non-rigid object tracking. Although it has to be noted that HT, also designed specifically
for non-rigid objects, tracked fingers very well in general.

Experiment 2 revealed that IVT, LRS, and SRPCA are not that suitable for hand tracking,
but SRPCA showed especially good results in finger tracking videos. Considering both,
speed and accuracy, CT scored very high in that respect since, in addition to being the
fastest method, it was also the second accurate on average. To investigate whether a video
is easy to track or not, CT is a good starting point because it is very fast and presumably
amongst the more accurate methods. When the target leaves the camera view temporarily,
TLD is the method of choice because it is the only method which can recover in that kind
of situations. TLD is often a good choice in other situations as well, especially in finger
tracking. VTS showed good all-round tracking accuracy, but it was the slowest method
of the nine. Moreover, it had memory problems in longer, higher-resolution videos. The
Matlab implementation of MIL was almost as slow as VTS, and seems more suitable for
finger tracking. In fact, MIL was the only method which scored a 100% tracking rate in
all four finger tracking videos in Experiment 2.

Considering the differences between color and grayscale videos and features, the exper-
iments do not offer possibilities for making strong conclusions on the issue. Out of the
three methods that utilize color features, LGT seemed to be somewhat weaker in the
touch, finger2, and tablet2 grayscale videos, and HT and VTS were weak in the randhand



125

grayscale video, but otherwise there were no connections that were so clear. In a similar
fashion, the results do not give clear hints that the methods using color information would
have significant edge in the color videos. For instance, CT showed good accuracy also in
the color videos, although it does not use color features. However, it has to be noted that
the three methods using colors were in the top five in average tracking rates in Experiment
2, which had more color videos.

To summarize the results of both experiments, Table 14 ranks the algorithms according
to the average tracking rates. The table reveals interesting differences between the exper-
iments, as the rankings have changed significantly between the tests. It is obvious that
Experiment 2 was more challenging since the tracking rates have dropped in all other
cases except HT. The methods using subspace learning appearance models (IVT, LRS,
and SRPCA) encountered the most dramatic drops. These differences are caused mainly
by the use of more challenging and longer videos in Experiment 2. However, the fact
that there was a considerably higher amount of color videos in Experiment 2 may have
had an effect on the results. Additionally, Experiment 1 contained higher speed videos
overall than Experiment 2, which may have also affected the results. All in all, a higher
weight should be given to Experiment 2, but the results of Experiment 1 should not be
neglected. In Table 14, weights of 30% and 70% are selected for Experiments 1 and 2
respectively. Based on the weighted average, CT receiver the best score due to its stabil-
ity in both experiments. It is possible to weight these results with factors computed from
execution times to obtain the final tracker scores. Figure 56 shows the discretized factors
used. Taking these factors into consideration, CT is now more clearly on top since it was
the fastest method. However, it should be noted that it depends on the end application
how much weight should be given to execution times.

Table 14. Ranking of methods in the experiments according to tracking rates.

Method
CT [96] HT [94] IVT [61] LGT [101] LRS [103] MIL [112] SRPCA [105] TLD [106] VTS [60]

Experiment 1 3. (87%) 9. (72%) 6. (82%) 8. (77%) 1. (93%) 5. (82%) 4. (84%) 2. (90%) 7. (80%)
Experiment 2 2. (76%) 1. (78%) 9. (55%) 5. (69%) 7. (62%) 6. (66%) 8. (61%) 4. (73%) 3. (74%)
Weighted aver-
age (0.3/0.7)

1. (79.3%) 3. (76.2%) 9. (63.1%) 5. (71.4%) 6. (71.3%) 7. (70.8%) 8. (67.9%) 2. (78.1%) 4. (75.8%)

Weighted Score
(speed factor)

1. 83.3
(1.05)

3. 77.0
(1.01)

9. 66.3
(1.05)

5. 72.1
(1.01)

4. 73.4
(1.03)

8. 68.7
(0.97)

7. 69.9
(1.03)

2. 81.2
(1.04)

6. 72.0
(0.95)

Figure 56. Average processing time depended factors.
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In addition to execution times and accuracies, there are three issues that should still be
considered. The first one is the parameters of the methods. For the user’s perspective,
the less that parameter adjustments are needed, the better. In that respect, HT is the
simplest since it has basically no parameters requiring adjustments. All the other methods
have variable amounts of parameters, which may affect the results significantly in some
cases. Although good improvements were observed in certain cases, many cases ended up
nowhere despite parameter adjustments. Therefore, it is advisable to try different values
in the key parameters, but if no improvements are visible shortly into the run, it is most
likely that not much can be done with the parameters.

The second important issue to consider is the initial tracking window given to algorithms.
Since all the methods are so-called online methods, the importance of initial tracking
window is emphasized. This is caused by the fact that an imprecise initial window may
contain significant amounts of background pixels, which may have a negative effect on
online learning. The small test conducted in Experiment 2 supported this statement since
there were many cases where adjustments caused tracking to be lost quickly or to succeed
significantly better. In this respect, HT and LGT seemed to be the least sensitive methods
in the hand tracking test video, and TLD and SRPCA were the least sensitive methods in
the finger tracking video. The results for the other methods varied more, depending on
the window given for the first frame. Therefore, it is often a good idea to adjust the initial
tracking window if the results obtained with the first window are not as good as expected.

The third issue to consider is the stability of tracking between different runs with exactly
the same parameters. This issue was practically investigated in Experiment 2, and the test
showed that only TLD seemed to always yield the same results with the same parameters.
All the other methods showed variations in the results as one would expect due to the
stochastic nature of the algorithms. Hence, it is possible with these methods that one run
results in a tracking failure very soon, whereas the other run is successful. Therefore, it is
recommended that these methods are run more than once if the first result is not satisfying,
or if the methods are compared to each other.

All in all, hand tracking still remains a challenging task for general object trackers accord-
ing to the experiments. Because the recent trackers are quite intelligent, they can handle
certain levels of appearance changes. Nevertheless, differences in appearance change
tolerance were also observed, and generally, the methods focused on modeling only the
target object’s appearance were more sensitive to changes. The three methods using sub-
space learning appearance models, IVT, LRS, and SRPCA, especially had problems with
more significant appearance changes. In some cases, better results were achieved by ad-
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justing the parameters that define how often the appearance model is updated and how
old and new data are weighted, but typically these appearance models are not capable
of handling fast and significant changes despite the parameters. However, by designing
the tracking environment and setup appropriately, it is expected that there should be at
least one tracker in the toolbox that manages to track the target with satisfying accuracy.
Moreover, the use of high-speed (and color) videos should make the target easier to track
in general.

Finally, Table 15 lists different tracking scenarios and recommended methods for them.
It is good to note that these recommendations should be viewed as educated guesses that
are based on the experiments.

Table 15. Recommend trackers for different tracking scenarios.

Tracked object Background Color / Grayscale Framerate Most suitable method(s)

Finger with constant pose
plain or simple

grayscale high any
color low IVT, SRPCA, and TLD

more complex grayscale high MIL, TLD, and VTS
Finger with varying pose plain or simple grayscale high MIL, TLD, and VTS

Hand with constant pose plain or simple
grayscale high any
color low any

Hand with rotations plain or simple grayscale high IVT, LRS, and SRPCA

Hand with varying pose
plain or simple color middle VTS and LGT
more complex color low CT, HT, LGT, and VTS
dynamic color low CT and LGT

6.1 Future work

Although quite a wide selection of both high-speed and normal videos were used in the
experiments of this thesis, more tracking tests with real high-speed color videos would
be interesting. Furthermore, longer videos could be included to investigate the long term
tracking behavior of the methods. To study the finger movement in HCI (see Copex
project [8]), it would be beneficial to work with data produced in real HCI test situations.
One interesting question would be to study the sensitivities of the algorithms for frame
rates. By dropping or combining frames (gradually) in the high-speed videos, it would be
possible to investigate the breaking points of each method.

The focus in the experiments of this work were purely on bare hand and finger tracking,
and the use of markers was not considered at all. However, it would be interesting to
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investigate the effects of using some simple markers in the cases which seemed to be
challenging for the algorithms. For instance, a similar event could be recorded with and
without markers to see if the addition of a marker makes any difference when the methods
are kept unmodified.

Higher-level hand movement and gesture feature extraction were left out of the scope of
this thesis, and their investigation would be the next natural step after tracking. Therefore,
future works include augmenting the toolbox with higher-level feature extraction from
the tracking results. For instance, speeds and accelerations of the tracking target could be
interesting. The addition of these higher-level features would mean that more tests would
be required to examine and compare how well these features could be extracted from the
outputs of each tracking method. Furthermore, the preprocessing needs and possibilities
of the raw tracking outputs could be studied: for example, if it would be useful to apply
some sort of smoothing to the outputs of the algorithms before extracting the speeds or
accelerations. Out of the two aspects determining the level of motion details observable
in videos, only framerate was briefly considered in this work. Thus, further studies should
pay attention to this issue by including the other important aspect, resolution.

Because the codes for hand tracking methods were not publicly available, this thesis fo-
cused on recent, more general object trackers. Although all these trackers were designed
to take appearance changes typical in hand videos into account, only two methods, HT
and LGT, were specially designed for non-rigid objects. Hence, it would be interesting to
also include tracking methods that are specifically tailored for hand tracking in the com-
parisons. For instance, tracking methods based on the Flocks of Features or multi-cue
Camshift approach could be relevant additions. As most hand tracking methods utilize
color features, more high-speed color videos would then be required. One possibility
could be to augment the included methods to also use color cues since only three of the
nine methods currently utilize colors. Today, the user interface of the toolbox is very sim-
ple and limited. To make the use of the toolbox more pleasant, the user interface could be
developed.
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7 CONCLUSIONS

The objective of this thesis was to investigate the problem of hand tracking in high-speed
videos. First, a literature review was conducted, and then the experiments investigated the
problem in practice. Hand tracking has been a significant research topic since the 1990s,
but it is still a challenging problem, and even current methods are struggling in many
real-life situations. Fundamentally, the reason for this struggle is the physical structure of
the hand, which allows significant appearance changes. To solve the problem, two main
approaches were found: appearance-based (2D) and model-based (3D) hand tracking. Out
of the approaches, 3D hand tracking aiming to recover the full hand pose is the ultimate
solution to the problem. Nevertheless, practical reasons have been making simpler and
faster 2D tracking a more useful alternative in many applications. In the future, one would
expect that both approaches would be maintained in their own application areas.

During the course of work, two experiments were conducted. Experiment 1 was used
to select suitable methods for a hand tracking toolbox. Despite the unavailability of hand
tracking specific methods, a good selection of state-of-the-art general object trackers were
found and included in the tests. Although some of the algorithms had been tested in hand
tracking videos in literature, this wider selection of hand videos has not been used. More-
over, the use of high-speed videos seemed to be rare. In the experiments, new high-speed
videos and publicly available normal speed videos were used. Based on Experiment 1,
three unsuitable algorithms were excluded from the toolbox and Experiment 2. The nine
remaining methods showed relatively good performance in both experiments, showing
better than 50% tracking rates. In general, the high-speed videos were easier to track
than normal speed, but the amount of appearance changes had a higher impact than the
frame rates. Similarly, the finger was usually easier to track than the whole hand since the
appearance changes were more limited. Clear differences between color and grayscale
videos were not observed, and it is impossible to state that the methods using color fea-
tures had significant advantage in the color videos. All in all, there were no methods that
were clearly more accurate than others in all situations because the results varied consid-
erably. According to the final tracking scores, three methods, CT, TLD, and HT, were the
best due to their good accuracies and fast processing times. There were clear differences
in the results of Experiment 1 and 2 since the selection of videos was more challenging in
Experiment 2. Based on the experiments, certain methods seemed to be more suitable for
finger tracking than hand tracking, and vice versa. Therefore, the toolbox contains many
trackers so that the user can find a suitable method for different situations. By avoiding
the most difficult environments and posture changes, the state-of-the-art trackers that were
tested are capable of quite reliable and accurate hand and finger tracking.
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