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Many, if not all, aspects of our everyday lives are related to computers and control. Micro-

processors and wireless communications are involved in our lives. Embedded systems are 

an attracting field because they combine three key factors, small size, low power 

consumption and high computing capabilities. 

The aim of this thesis is to study how Linux communicates with the hardware, to answer 

the question if it is possible to use an operating system like Debian for embedded systems 

and finally, to build a Mechatronic real time application. In the thesis a presentation of 

Linux and the Xenomai real time patch is given, the bootloader and communication with 

the hardware is analyzed. BeagleBone the evaluation board is presented along with the 

application project consisted of a robot cart with a driver circuit, a line sensor reading a 

black line and two Xbee antennas. It makes use of Xenomai threads, the real time kernel. 

According to the obtained results, Linux is able to operate as a real time operating system. 

The issue of future research is the area of embedded Linux is also discussed. 
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SYMBOLS AND ABBREVIATIONS  

 

ADC  Analog to digital converter 

API  Application interface 

BBB  BeagleBone Black 

CAS  Column address select 

CPU  Central processing unit 

CW  Clockwise 

DRAM Dynamic random access memory 

GDB  GNU debugger 

GNU  GNU's Not UNIX 

GPIO  General Purpose input-output 

GPL  General public license 

HAL  Hardware abstraction layer 

HDMI  High definition multi-media interface 

KSPS  Kilo samples per second 

MAC  Medium access control 

MMU  Memory management unit 

ms  millisecond 

PID  Proportional-integral-derivative 

POSIX  Portable operating system interface for Unix 

PRU  Programmable real-time unit 

PWM  Pulse-width modulation 

RAS  Raw address select 

RISC  Reduced instruction set computer 

RTDM  Real-time driver model 
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RTOS  Real time operating system 

SDCard Secure digital card 

SDRAM Synchronous Dynamic Random Access Memory 

SSH  Secure shell  

STNBY Standby 

UART  Universal asynchronous receiver- transmitter 

USB  Universal serial bus 

USR  User  
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1 INTRODUCTION 

 

Computerized devices appeared in the 1970s when 8 and 16 bit microcontrollers 

were dominating the market. They relied on state machines and they were written to meet 

the specific hardware requirements of devices. The operating systems used in the devices 

of that time were written from scratch and up until today there are industries which 

actually use these systems since they work nicely. The first general purpose operating 

systems for embedded devices were created in the 1980s. Compared to the previous 

operating systems their time-to-market was shorter and saved companies a lot of time, the 

drivers and the operating system were running smoothly and the users had to add their own 

libraries. The first Linux vendor MontaVista shipped its Red Hat-based Linux distribution 

in 1999 and Wind River, an RTOS (real time operating system) vendor adopted the Linux 

development tools by 2003. [1] 

The first vendors of that time built more stable products and quickly realized that 

the more people use the software more easily the bugs can be found and fixed. Although 

initially the developers considered the system too large and unpredictable, Linux had three 

important characteristics against traditional RTOS, firstly those systems were using a “flat 

memory” model. The developer had to allocate a specific size of memory and his code had 

to meet this requirement otherwise the program would crash. Linux on the other hand was 

and is a virtual memory operating system. This means that each process communicates 

with an MMU (memory management unit) to allocate the memory that it needs. It does not 

have the ability to address physical memory directly but instead requests memory from the 

MMU which takes care of this task. MMUs were pretty common on low-cost 32-bit 

microprocessors and additionally provided better protection against memory leakage. This 

characteristic of Linux, its memory management model, was very popular among 

developers. [1]   
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Secondly, traditional RTOS developed by a company required royalty. The more 

libraries and software were used the more money the provider was earning. As a 

consequence, users were depending on the RTOS provider for drivers, tools and hardware 

extensions. Essentially this affected the time-to-market because each product creator had to 

depend on his provider for everything. Linux on the other hand is royalty free, with no 

extra charge.  Lastly, Linux developers had to give something back to the community, the 

GPL license version two. Essentially it means that when and if a user or developer creates 

any new piece of code he is obliged to share it and by any it is meant anything at all. As a 

consequence the number of drivers was increased with better quality. [1]        

Nowadays Linux is used extensively in embedded devices and the user is 

completely unaware of it. A number of solutions have been created to transform the Linux 

kernel into a hard real time system, since it is distributed as a soft real time system with 

interrupt latency no lower than 2-10ms. Essentially it means that even though a specific 

operation has a deadline, if it is not met the result is not fatal while in hard real time 

systems the deadline must be met at all costs otherwise the results can have devastating 

consequences, in case the embedded device is used as a controller operating the brakes of a 

car for example. [2]      
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1.1 Objectives of the work 

 

 The purpose of this thesis is to develop an embedded Linux application with hard 

real time requirements with interrupt latency lower than 2-10ms and test whether or not 

Linux can be used as a real time operating system. The testing will be done in two steps. 

First an application will be built, a line robot which transmits data wirelessly to a data 

logger where an Xbee transceiver will be attached and second the Xenomai project 

provides a script called xeno-test which tests the real time kernel, Xenomai under a user 

specified load. Xbee is a compact module produced by Digi, it actually makes use of the 

ZigBee standard and the MAC (Media Access Control) layer. It is a transceiver with extra 

embedded ports for communication with a board or operating system. The platform 

consists of the BeagleBone, the two Xbee transceivers one attached to the board and the 

other to a desktop computer.  

 Linux can be used as a hard real time operating system, if for example it is patched 

with a micro kernel called Xenomai [3]. Xenomai brings the real time model within regular 

Linux processes. The figure below introduces the way the Xenomai kernel communicates 

with user space. Additionally the Xenomai API is presented next to the Xenomai kernel 

image.  

 

Figure 1-2 Xenomai 2 API and Communication with user space [3] 
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1.2 Outline of the work 

 

Chapter 2 Describes Xenomai the real time co-kernel solution.  

 

Chapter 3 Describes the Bootloader. What is a bootloader, why it is important, which 

bootloader the BeagleBone uses and also in normal desktop computers.  

 

Chapter 4 Distinguishes between the kernel space and user space. It analyzes a kernel 

module and its operation. 

 

Chapter   5 Presents the board used in the project. 

 

Chapter 6 Presents the application and the appropriate software and the test results 

produced by the stress test of the CPU. 

 

Chapter 7 Gives the summary of the project, the evaluation and the future of embedded 

Linux. 
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2 XENOMAI 

 

This chapter introduces Xenomai as the solution for the hard real time requirements of the 

Linux kernel. 

2.1 Xenomai 

 

 When Linux was created kernel preemption was not an option. When a process had 

control of the CPU by using the kernel services any other task had to wait for that process 

to finish or go to sleep. Preemptable kernel is the kernel environment where the processes 

are assigned priorities by the scheduler, the part of the software which determines which 

task runs next. [2] The Xenomai team has created an API (application interface) available 

to Linux-based platforms to bring real-time capabilities to the Linux kernel, since the 

kernel is a soft real-time system. This approach is usually used in embedded systems but it 

is also possible to run over desktop and server architectures. There are two editions up until 

now of the kernel, Xenomai 2 and Xenomai 3. Xenomai version 2.6.3 is used in the project 

implementation of the line robot. Xenomai 2 is also incorporated into Xenomai 3 running 

side by side with the Linux kernel. [4] 

 It is based on Adeos or I-pipe a mechanism which is used to share hardware 

resources between multiple operating systems or among multiple instances of the same 

operating system. Adeos stands for Adaptive Domain Environment for Operating Systems 

and it provides the mechanisms to allow operating systems to share the same hardware 

environment. The idea behind the creation of Adeos was to give control to the 

administrator even though the hardware is a shared resource and it must be equally 

accessed. [5] 

 The different operating systems or instances of the same operating system are 

called domains and they exist on the same machine, they do not see each other but they all 

see Adeos. Every client requesting a resource from Adeos creates a kernel-based software 

component called client domain. This component can be an external interrupt, a system call 

by an application or any other kernel event. [5] 

One important concept in the design of Adeos, the heart of Xenomai co-kernel, is that 

domains requesting resources are put into a queue according to their priority. Each domain 

is assigned a static priority which defines the delivery order of events to domains. As a 
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result all active domains form a pipeline from the highest priority to the lowest priority, 

every new domain is pushed into the queue according to its priority number. [6] 

 

Figure 2-1 Pipeline [5] 

 

 As said above there are two Xenomai versions two and three. Xenomai 2 illustrated 

in figure 1-2 is a programming model which is based on the Adeos layer and provides an 

API with functions implemented in kernel space and user space. It implements a co-kernel 

called Cobalt side by side with the Linux kernel. What Adeos is allowed to do is handle all 

the incoming interrupts immediately before the Linux kernel is aware of any current 

request and attempts to lock the CPU. The pipeline mechanism along with this operation 

make Xenomai capable of delivering deterministic scheduling latencies of real-time 

threads, by deterministic it is meant that each latency is the smallest possible amount of 

time. [6] Figure 2-2 shows the position of Adeos in Xenomai. All the requests to Adeos 

come from the HAL, the hardware abstraction layer which underlies the Xenomai core. [7] 

What is important about Xenomai 2, is the ability of the kernel to co-exist with the Linux 

kernel. Xenomai threads are able to run by using their priority in the pipeline and they are 

able to run equally in the Linux space while they are still being considered as real-time 

threads by Xenomai. [7] 
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Figure 2-2 Position of Adeos in Xenomai architecture [7] 

 Finally, Xenomai 3 incorporates the Adeos concept but also provides the additional 

choice of the native Linux version called Mercury. Xenomai 3 provides a library called 

Copperplate, which enables non-POSIX APIs to run a dual or single kernel configuration 

and real-time threads can transfer data directly from user-space while communicating with 

each other. [8]  

 

 

Figure 2-3 Xenomai 3 [8] 
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3 BOOTLOADERS 

 

    This chapter provides introduction to bootloaders and their configuration. 

3.1  Role of a boot loader 

 

 Before any program becomes available to the processor the different parts of 

hardware must be initialized properly according to certain specifications made during 

manufacturing. Even the simplest program cannot run before this kind of initialization. The 

predefined configurations and actions are different for each processor and architecture. An 

action like that includes fetching the first byte of code from a storage device, e.g. from 

Flash memory. Most processors have a dedicated address in hardware from which the first 

byte of code is fetched when power is applied for the first time. In this way, the flash 

memory can be arranged. The program, which takes care of this process, is the bootloader. 

It is responsible for the initialization of the hardware on the board. After the bootloader has 

finished with its primary role, the next step is to boot the operating system and so the 

operating system kernel can take control of the CPU. [2] An example of a bootloader is the 

GRUB bootloader of the Ubuntu operating system which provides different options 

through a graphical display.  

 

 

 

 

 

 

  

 

 

 

 

 

 

Figure 2-1: Ubuntu Bootloader. GRUB2 [5] 
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To develop a bootloader requires specific and concise knowledge of the hardware, 

which usually comes from the manufacturing company and the data sheet of the device. 

Every resource that a bootloader requires must be initialized before it is used. The 

initialization code provided by the bootloader is almost always written in C and the 

assembly language, the processor's native language. The DRAM controller is an example 

that demonstrates the relation of the bootloader to the hardware. [2] Usually application 

developers do not need to concern themselves with hardware specific details or how to 

build a bootloader. Never the less, the bootloader, is a crucial part of a computer system. 

When the system boots for the first time there are no libraries, no linker, and no kernel 

available to the user, the code organization must be according to the processor's boot 

requirements.  

 

3.2  Das U-Boot 

 

 The BeagleBone black does not have a BIOS as desktop computers neither it has a 

dedicated battery backed memory. The BeagleBone uses a bootloader called Das U-Boot. 

The bootloader links specific hardware of the board to the operating system in four steps: it 

initializes controllers for memory, graphics and I/O, prepares and allocates system 

memory, prepares to load the operating system and finally loads the operating system and 

passes control to it. Additionally the command $ git clone git:://git.denx.de/u-

boot.git accesses the online repository. It will create the u-boot directory where is 

executed. [2] 

3.3  Configuring U-Boot 

 

 To configure a bootloader, which supports a number of architectures, the most 

efficient way is to configure it at compile time. In this way the binary bootloader image 

complexity is reduced.  The command can be used during configuration, $ make 

<plaform>_config, [10]. The next step, when configuring the bootloader for a specific 

architecture is to edit the configuration file for the specific processor found in the 

architecture branch of the Linux source tree, <../include/configs>. The actual path for 

this in an Ubuntu 14.04 LTS desktop computer is file:/usr/src/linux-headers-

3.16.0-30/include/linux. U-Boot uses variables defined in a board specific header file 

/usr/src/linux-headers-3.16.0-30/include/linux
/usr/src/linux-headers-3.16.0-30/include/linux
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for configuration. These are macros in the form CONFIG_XXXX. By adding definitions to the 

board-configuration file the user can change features and modes of operation. [2]   

Some boot loaders support Ethernet interfaces, a handy characteristic which can be 

used to transfer a kernel in a few seconds. Support for BOOTP, DHCP, TFTP protocols is 

common. The Bootstrap and the DHCP Dynamic Host Communication protocol enable a 

device to obtain network related information and an IP address. The TFTP allows a device 

to download files from the internet using a TFTP sever. Bootloaders as stated above 

support booting images from Flash Memory chips but they can have support for other 

storage devices too. This actually means, despite the complexity of the hardware, it loads 

from a dedicated unformatted partition of a hard drive without code written to the data. [2] 

The main reason U-BOOT has become popular is because it is portable. Every new 

device or part of hardware is supported easily. Each board supplies a file with the board-

specific information to the build process. The usual name for these files is config.mk, 

basically they are MakeFiles and they exist in the directory …/board/vendor/boardname. 

U-BOOT supports a variety of processors, architectures, different families of chips, 460 

board configuration files are named config.mk and 49 different CPU configurations are 

supported.  [2] 

3.4  Device Tree Blob (DTB) 
 

 The device tree blob, flat device tree, device tree binary or just device tree, it is a 

database that incorporates hardware specific information about the different components 

on a specific board. With the old procedure before the device tree blob was created, U-

Boot had to communicate specific hardware information to the Linux kernel, from a header 

file in U-Boot, which should exactly match a similar header file in the Linux kernel. 

Nowadays, this hardware specific information is interchangeably passed to the bootloader 

and the kernel. That said, the DTB has to be in the compiled binary format that both the 

bootloader and the kernel recognize. For this purpose the device tree compiler was created. 

Usually things are automated and the device tree compiler is provided with the Linux 

distribution. [2].The code - image below demonstrates basic commands on how to 

download on the MPC8548CDS board the kernel image and the device tree blob. 

Additionally demonstrates the bootm command which denotes specific address locations 

for the kernel image and the device tree blob.  
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  For the Freescale MPC8548CDS system: [10] 
 

=> tftp $loadaddr 8548/uImage /*using a tftp server download linux kernel 

image for MPC8548CDS architecture, it has a uboot wrapper*/ 

Speed: 1000, full duplex 

Using eTSEC0 device 

TFTP from server 192.168.11.103; our IP address is 192.168.11.18 

Filename '8548/uImage'. 

Load address: 0x600000 

Loading:  ##################################################### 

          ##################################################### 

done 

Bytes transferred = 1838553 (1c0dd9 hex) 

=> tftp $fdtaddr 8548/dtb /* using the tftp server download U-Boot is 

informed about the location of the device tree blob by the fdt addr 

command*/ 

Speed: 1000, full duplex 

Using eTSEC0 device 

TFTP from server 192.168.11.103; our IP address is 192.168.11.18 

Filename '8548/dtb'. 

Load address: 0xc00000 

Loading: ## 

done 

Bytes transferred = 16384 (4000 hex) 

=> bootm $loadaddr - $fdtaddr(/* boot the kernel from $loadaddr and DTB 

from $fdtaddr */) 

## Booting kernel from Legacy Image at 00600000 ... 

   Image Name:   MontaVista Linux 6/2.6.27/freesc 

   Image Type:   PowerPC Linux Kernel Image (gzip compressed) 

   Data Size:    1838489 Bytes =  1.8 MB 

   Load Address: 00000000 

   Entry Point:  00000000 

   Verifying Checksum ... OK 

## Flattened Device Tree blob at 00c00000 

   Booting using the fdt blob at 0xc00000 

   Uncompressing Kernel Image ... OK 

   Loading Device Tree to 007f9000, end 007fffff ... OK 

   <... Linux begins booting here...> 

 

Figure 2-3 Boot sequence with the DTB from U-Boot. [2] 

 

 Additionally, numerous other bootloaders exist, some of them are Lilo, Grub 

already mentioned, Redboot, Micromonitor, YAMON, LinuxBIOS etc. To sum up, when 

one needs to choose a bootloader, he should consider if the chosen processor is supported 

or not by the bootloader, if it is already ported to a similar board, if the bootloader supports 

the desired features, if it is supported by the open source community or a community of 

users in general, after all support always is very important, it can limit significantly the 

debugging period and finally if there are any vendors who offer support.  
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4 DEVICE DRIVERS 

 

This chapter introduces device drivers. It shows how to build a Linux kernel 

driver using specific kernel functions, the way the hardware communicates with the 

software and finally analyzes a kernel module. 

4.1  Drivers 

 

 Device drivers enable a particular piece of hardware to communicate with an 

internal software interface, providing no information on the way the device works. The 

main idea is to isolate the user programs from hardware details and sensitive kernel 

structures. The programmer can make use of a set of standardized calls to connect the 

different kinds of operations on the specific device. For example, if the user wants to write 

to a hard drive the only thing that needs to be done by the user is to open the device file 

and write to the device file. [11] 

Linux is a monolithic kernel and all services file systems, device drivers, virtual 

memory, system calls, scheduling, memory allocation etc. share the same space. It provides 

the flexibility of adding and removing a device driver module dynamically after the kernel 

has booted. A loadable module should be built both for asynchronous and synchronous 

communication, it should be able to be opened many times and closed and it should be 

capable of exploiting the capabilities of the hardware completely. The role of the driver is 

to make the hardware of a device available and accessible and leave the user to figure out 

the way he wants to use it. Kernel drivers live in kernel space. A user writes application 

programs in user space, these programs communicate with special dedicated functions that 

live in kernel space and the kernel handles the task of communicating with the hardware. 

[11]   
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Figure 4-1 User space – Kernel space. [12] 

 

The kernel is responsible for handling requests from a number of concurrent processes. 

The operation of the kernel can be split into five parts: 

 1)The process management, the operation where the kernel creates, destroys, different 

tasks and processes and it is in charge of them. Additionally the scheduler is part of the 

process management. The scheduler is software which controls how the processes share the 

CPU.  

2)The memory management , the kernel makes use of the virtual address space on top of 

the physical resources.  

3)The file systems, the Linux kernel follows the Unix concept, an organized file system on 

top of the hardware with which, communication to and from Linux is supported by a 

number of file systems, it is an approach to organize data for different physical mediums. 

4)The device control, any device operation is controlled by code that is specific to the 

hardware of the board, this code is called a device driver.5) The networking, the kernel 

manages the asynchronous incoming packets. They have to be collected, identified, and 

dispatched before any process acquires them. [11] 

4.2  Modules and hardware communication 

 

 Linux has the ability to extend the kernel functionality at runtime, which means 
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while the system is running the user can add and remove pieces of code known as modules. 

The Linux kernel supports three different device types, the char device, the block device 

and the network device. Devices are implemented by modules. Although the modules are 

divided into different classes, the programmer can choose to build huge modules in a single 

chunk of code. [11] 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4-2 Split view of the kernel [11] 

 

Character devices: A character device can be accessed sequentially like a stream of bytes. 

The system calls read, write, open, close can be used to access it like a file. The text 

console is an example of a char device. Char devices are accessed by filesystem nodes in 

the /dev directory.  

Block devices: A block device can be accessed exactly the same way as char devices. In 

UNIX a block device can handle data transfers which are one or two blocks and 512 bytes 

in length. Linux allows block devices to be read and written just like char devices there is 

no standard number of bytes when transferring data. The hard drive is an example of a 

block device which can host a file system.  

Network devices:  A network interface is a device which can exchange data with other 

computers and users. It can be a hardware device or a software application. A network 
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device is in charge of receiving and transmitting packets of data driven by the network 

subsystem of the kernel. The network driver handles only the packets. [11] An example of 

the “hello world” module, a piece of code, demonstrating this functionality is written 

below. 

  

 

 The Hello world module: 

#include <linux/init.h> 

#include <linux/module.h> 

MODULE_LICENSE(“Dual BSD/GPL”); 

 

Static int hello_init(void) 

{ 

printk(KERN_ALERT “Hello, world\n”); 

return 0; 

} 

Static void hello_exit(void) 

{ 

 pritnk(KERN_ALERT “Goodbye, cruel world\n”); 

} 

module_init(hello_init); 

module_exit(hello_exit); 

 

Figure 4-3 The Hello world module [11] 

 

In this module there are two functions, the initialization function hello_init when the 

module is loaded and the termination function hello_exit when the module is removed. The 

module_init (), module_exit (), MODULE_LICENSE are all special kernel macros. In 

addition, the printk () function is defined in the Linux kernel, has nothing to do with the 

printf () function of the C library but it behaves in a similar way. The module can be 

installed and removed by invoking “insmod” and “rmmod” respectively. [11] 

  The string KERN_ALERT is the priority of the message, the highest priority. The 

displayed message can be found in one of the log files, /var/log/messages. Every kernel 

module registers itself in the kernel for future use and its initialization function terminates 

immediately. The role of the initialization function is to wait for later invocation of the 

functions created in the module. The exit function must undo exactly everything that was 

done by the init function. It is called right before the module is unloaded. The feature of 

being able to unload a module saves development time.  [11] 

A module is linked only to the kernel and can call functions exported by the kernel. 

Any function of the kernel and files can be found in the kernel source tree. The module 

runs in kernel space whereas the application runs in user space, the role of the module is to 
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extend the kernel functionality. One fact that is very important is that kernel stack is small, 

approximately 4096-byte page. The kernel drivers have to share this memory page along 

with the rest of the kernel-space, called chain. This forces the user to be very careful when 

declaring automatic variables which have to be small otherwise dynamic allocation should 

be used at call time.  

One other thing, is that kernel code cannot perform floating point arithmetic due to 

the “save and restore floating point processor state each time entering and exiting the 

kernel space”. [11] The MakeFile is necessary for the module compilation. There are 

several links on the internet for that. For the hello world example, in the MakeFile obj-m 

:=hello.o, indicates there is a module to build from hello.object file, the resulting file is 

a kernel object called hello.ko. The make command must be called from inside the kernel 

source tree: [11] 

 

   make –C ~/kernel-2.6 M=‟pwd‟ modules 

   

Figure 4-4 make command [11] 

 

A module is kernel dependent, meaning it depends on the current version of the kernel it is 

compiled for. It must be recompiled for each and every version of the kernel it is linked to. 

When the module is compiled for a different kernel than the current one an error message 

is received. 

 

  

#insmod hello.ko 

  Error inserting „ ./hello.ko‟: -1 Invalid module format  

 

Figure 4-5 Incompatibility error messages [11] 

 

Another important issue is the kernel symbol table. It is very useful and used in big real life 

projects. Via the kernel symbol table it is possible to connect modules together and pass 

parameters and data uses by others. The table contains addresses of global kernel items, 

functions and variables. Any symbol exported by the module becomes part of this table. 

For example, a module that interfaces specific hardware can receive symbols exported by 

another module a video device connected to a USB circuit. Macros such as 

EXPORT_SYMBOL (name) and EXPORT_SYMBOL_GPL (name) should be used when 
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exporting symbols with stacking modules. [11] 

 

 

4.3 Module Analysis 

 

As in a user space program, header files and dependencies are crucial to the proper 

execution of code. Usual kernel header files are the <linux/module.h> and the 

<linux/init.h>. Module headers contain functions and symbols used by the modules.  

The init header contains the initialization and termination functions used in the hello world 

example. MODULE_LICENSE (“GPL”) specifies the license used the General Public 

License or GNU GPL which is the free software license. [11] 

 

  Static int __init initialization_function(void) 

{ 

   /*Initialization code here*/ 

  } 

  module_init(initialization_function); 

 

Figure 4-6 Initialization functions [11] 

 

The initialization functions register any kind of software abstraction used. The __init 

declaration indicates to the kernel that the function is used only during initialization. The 

module_init (); macro contains information about the location of the initialization function. 

“Modules can register different types of facilities, including different kinds of devices, 

filesystems, cryptographic transforms and more, for each facility there is a special kernel 

function that accomplishes this registration” [11].  

 

Static void __exit cleanup_function(void) 

  { 

   /*Cleanup code here*/ 

  } 

  module_exit(cleanup_function); 

 

Figure 4-7 Cleanup functions [11] 

  

The cleanup function unregisters everything the initialization function initialized. It 

must be included in the module implementation. Modules should always check returned 
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values. When a module is implemented it requests memory and the specific area of 

memory might not be available, error checking ensures the requested operation was 

accomplished. As soon as the parameters of the module are available the insmod can 

change them. The parameters are declared in <moduleparam.h> and can be changed 

using the module_param (name, type, permission); macro. Name is the name of the 

parameter, type the type of the parameter e.g. int, short, uint, permission is the permissions 

value definitions of which can be found in <linux/stat.h>. Permission parameter 

example S_IRUGO: (Insmod can be used accordingly “insmod hellop howmany=10 

whom=”Mom”.) [11] 

 

  Static char *whom = “world”; 

  Static int howmany =1; 

  module_param(howmany, int, S_IRUGO); 

  module_param(whom, charp, S_IRUGO); 

 
Figure 4-8 Parameters declaration [11] 
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5 BEAGLEBONE HARDWARE 

 

This chapter provides introduction and insight to the characteristics of BeagleBone 

black, which is used in project as control hardware for real-time applications. 

5.1 BeagleBoard 

 

 The BeagleBone Black (later referred as BBB) runs under the Linux operating 

system, it is a powerful prototype board that can be used to build real life applications.  

 

 

 

 

 

 

 

 

 

 

 

Figure 5-1: Connectors, LEDs and switches of the board [13] 

 

On the BeagleBone there are two headers P8 and P9 with 92 pins in total. Not all pins are 

general purpose input/output (GPIO's), as there are also voltage supplies, i2c, serial UART 

(universal asynchronous receiver/transmitter) pins, PWM (pulse-width modulation) pins, 

timers, reference voltage pins. All the pins are described in the reference manual. 

BeagleBone incorporates an SD card reception to increase its capacity, an external 5V 

power supply, an Ethernet jack for network connection, an HDMI cable for connection to 

monitor and one reception for serial transmission. [13] 

 

 

 BeagleBone can connect to different kinds of boards, called capes which are 
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products from the beagleboard.org (www.begleboard.org/cape) open source community 

which is basically, developers who create their own projects and register their ideas in 

beagleboard.org. These capes can be installed in the P8, P9 headers of the board. Some 

examples of capes include LCD capes, Adafruit Proto cape, Replicape 3D printer, LOGi-

Bone FPGA development board cape and camera capes. [14] 

  

 

 

 

 

 

  

 

   

    

   

 

Figure 5-2: Location of the headers P8 and P9 for connecting capes onto the BeagleBone [13] 

   

The Linux distribution installed on BeagleBone runs an SSH server, applying Secure Shell 

network protocol for secure encrypted communication between network devices. On port 

22 of BeagleBone black there is an SSH server waiting for an SSH client to be connected 

to. To begin with, Linux Debian operating system can be used to interface with the 

hardware on the board, for example with the LEDs in the top corner of the board. These 

four LEDs provide information about BeagleBone operation, LED USR0 indicating the 

BeagleBone is switched power on, USR1 showing microSD card activity, USR2 indicating 

CPU activity and USR3indicating eMMC activity. [14] 

5.2  Control Access to Hardware of BBB 

 

 By using the Sysfs virtual file system, with access to devices and drivers of BBB 

and connecting through the SSH client to the BBB, the user can browse to 

/sys/class/leds and from there access to different settings like brightness, power and 
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triggering of LEDs. Command Echo none > trigger, stops the led from flashing 

completely, echo 1 > brightness, turns the led on, echo 0 > brightness, turns the 

led off and echo timer > trigger, sets the trigger to timer mode. BBB can 

correspondingly interface with attached electronic circuits and modules for instance a) by 

using the GPIO's on the P8/P9 headers, b) by using SPI, I2C, UART bus connections, c) by 

using the USB connection and finally d) through Ethernet, Wi-Fi, Bluetooth connection. 

[14] 

 

 

 

  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 5-3: GPIO's P8/P9 headers with pin names [15] 

 

 

When configuring the GPIO pins one has to be careful to enable or disable the internal 

pull-up and pull-down resistors in case there is one enabled. The pins have different 

configuration modes that can be controlled by using a three digit binary number, the 

multiplexer mode. [14] 
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Table 5-1 P9 header  pin function [13] 

DC_3.3V P9_03 P9_04 DC_3.3V 

VDD_5V P9_05 P9_06 VDD_5V 

UART_RXD P9_11 P9_12 GPIO1_28 

UART_TXD P9_13 P9_14 EHRPPWM1A 

GPIO1_16 P9_15 P9_16 EHRPWM1B 

I2C1_SCL P9_17 P9_18 I2C1_SDA 

I2C2_SCL P9_19 P9_20 I2C2_SDA 

UART2_TXD P9_21 P9_22 UART2_RXD 

GPIO1_17 P9_23 P9_24 UART1_TXD 

GPIO3_21 P9_25 P9_26 UART1_RXD 

GPIO3_19 P9_27 P9_28 SPI1_CS0 

 

One of the things that is different in BeagleBone, but necessary in order to interface the 

peripherals of the P8, P9 headers to the Linux kernel, is the device tree overlay. To 

understand what an overlay is, one needs to know what the device tree is. The popularity of 

ARM-based microprocessors led to the creation of a structure capable of describing the 

hardware of each board, the flattened device tree. As a result every ARM board using the 

latest Linux kernel uses the flattened device tree to describe its hardware in software. 

Although practical it is not very efficient when it comes to run time configuration, after 

Linux has booted. Pantelis Antoniou developed the device tree overlay, which is the way to 

load a structure that describes the hardware in run time. An example of the device tree 

overlay is mentioned here to clarify it.  The device tree is an easy way to enable resources 

in the kernel and BeagleBoard instead of actually write a kernel driver from the beginning. 

[14] 
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An example of an overlay looks like this: 

/*Copyright (C) 2012 Texas Instruments Incorporated - http://www.ti.com/ 

 This program is free software; you can redistribute it and/or modify 

it under the terms of the GNU General Purpose License Version 2 as 

 published by the Free Software Foundation 

 Original from: github.com/jadonk/validation-scripts/blob/master/test-capemgr/  

 Modified by Derek Molloy for the example on www.derekmolloy.ie 

 that maps GPIO pins for the example*/ 

/dts-v1/; 

/plugin/; 

/{ 

compatible = "ti,beaglebone", "ti,beaglebone-black"; 

part-number = "EBB-GPIO-Example"; 

version = "00A0"; 

fragment@0 { 

target = <&am33xx_pinmux>; 

__overlay__ { 

ebb_example: EBB_GPIO_Example { 

pinctrl-single,pins = < 

0x070 0x07 // P9_11 PINS$28 GPIO0_30 = 30 Output Mode7 pulldown 

0x074 0x37 // P9_13 PINS$29 GPIO0_31 = 31 Input Mode7 pullup  

/* OUTPUT GPIO(mode7) 0x07 pulldown, 0x17 pullup, 0x?f no pullup/down */ 

/* INPUT GPIO(mode7) 0x27 pulldown, 0x37 pullup, 0x?f no pullup/down */ 

>; 

}; 

}; 

}; 

fragment@1 { 
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target = <&ocp>; 

__overlay__ { 

gpio_helper { 

compatible = "gpio-of-helper"; 

status = "okay"; 

pinctrl-names = "default"; 

pinctrl-0 = <&ebb_example>; 

}; 

}; 

}; 

}; 

[14] 
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6 APPLICATION  

 

This chapter introduces the hardware of the application, the software and the 

test results. The project is entirely implemented in Debian linux from both sides 

and in user space to avoid compatibility issues with different kernel versions.  

6.1  Zigbee - Wireless networks 

 

Wireless networks in general can be classified according to two characteristics: 

first, whether a packet in the wireless network crosses exactly one wireless hop or multiple 

hops and second, whether there is infrastructure such as a base station in the network. 

Wireless networks are consisted of: a) wireless hosts, which are the end-system devices, 

like a laptop, b) a wireless link, a wireless connection of a host to the base station, different 

wireless link technologies exist with varying transmission rates and distances, c) a base 

station, which receives and sends data to and from a wireless host, it is responsible for 

coordinating multiple wireless hosts assuming that the host is within the communication 

distance of the base station and the host is using the base station to relay information 

between hosts and finally d) a network infrastructure which is the larger network hosts can 

connect to. [16]   

 

 

Figure 6-1: Link characteristics of selected wireless network standards [16] 
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Zigbee is a personal area network defined in 802.15.4 suitable for low power, low 

data-rate and low duty cycle applications. The channel rates can be 20, 40,100 and 250 

Kbps depending on the channel frequency. Devices in Zigbee networks can operate as 

slave devices controlled by a master or devices themselves can function into a mesh 

network routing packets. The ZigBee stack is divided in five parts: Security service 

provider, application layer, Network layer, Data link layer, Physical layer. The Xbee family 

of radio modules is a brand name from a company named Digi International. The Xbee 

radios are designed to meet the 802.15.4 standard designed for different network 

topologies point-to-point and star at baud rates of 250 Kbits/s. XBees are designed by 

default to operate as serial devices. They are plug and play devices, an Xbee acts as a serial 

device that needs a power supply and two data streams for communication. The 

communication frequency is at 2.4 GHz. [16] In user space a thread can be created, reading 

the Xbee antenna on BeagleBone: 

 

if(pthread_create(&xbee,NULL,&xbee_thread,NULL)!=0) 

  perror("Xbee thread Not created"); 

 
void *xbee_thread(void *arg) 

{ 

 

 char xbee_name[] = "/dev/ttyUSB0"; 

 char receive; 

 char var[5] ={0}; 

 

 if((xbee_file=open(xbee_name,O_RDWR))<0) 

  perror("Couldn't open Xbee"); 

 

 while(1) 

{ 

 

  if(read(xbee_file,&receive,1)!=1) 

  perror("Failed to receive"); 

  sem_wait(&sem); 

  begin =receive; 

  sprintf(var,"%d\n",dev);//turn int to ascii 

  sem_post(&sem); 

  //if(write(xbee_file,var,2)!=2)//send data 

  //perror("Failed to transmit"); 

 

  } 

 

} 
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BeagleBone transmits to the desktop, which collects all the data in a file. At the desktop 

another thread, which represents the Xbee attached to the laptop, is capable for this task, 

the read_thread. The antenna reads every two bytes because BeagleBone transmits a 16 bit 

variable from the line sensor. The thread uses Gnuplot to plot in real time the error of the 

controller as a function of time: 

 

if(( com2 =pthread_create(&read_t,NULL,read_thread,NULL))!=0) 

perror("Com2 error\n"); 
 
static void *read_thread(void *arg){ 

 

int readv,writev=0; 

pipe_gp = popen("gnuplot", "w"); 

char space[1]="\n"; 

char * commandsForGnuplot[] = {"set title \"Error\"", "plot 'neo.txt'"}; 

char rec[5]={0};//receiving buffer 

char *v; 

int i,k=0; 

sleep(5); 

 

while(1) 

{ 

 

if((readv=read(fdev,rec,2))==-1) 

printf("failed to read tty\n"); 

 

if((writev=write(file,rec,2))==-1) 

printf("Failed to write neo\n"); 

 

for(i=0;i<3;i++){ 

fprintf(pipe_gp, "%s \n", commandsForGnuplot[i]);  

fflush(pipe_gp); 

} 

 

For practical reasons, the desktop process makes use of another thread, which simply sends 

a command to the task that implements the algorithm and the PWM: 

 

if(( com1 =pthread_create(&command_t,NULL,command_thread,NULL))!=0) 

perror("Com1 error\n"); 

 
static void *command_thread(void *arg){ 

while(1){ 

if(send =getchar()) 

write(fdev,&send,1); 

 } 

     } 
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Due to communication problems, the Xbee antenna must be set up as a serial device at the 

desktop, by making use special header files of UNIX. Additionally, Gnuplot needs the data 

vertically stored in a file, the file must be opened in sync mode. 

if((fdev =open("/dev/ttyUSB0",O_RDWR| O_NOCTTY))<0) 

perror("Serial failed\n"); 

 

if((file =open("/home/tassosv/Desktop/neo.txt",O_RDWR  |O_SYNC | 

O_TRUNC))<0) 

perror("File failed to open\n"); 

 

 

#include <termios.h>//defines serial devices 

struct termios xbee; 

tcgetattr(fdev,&xbee); 

//9600 baud,8 bits,receiver enabled,no modem control lines 

cfsetispeed(&xbee,B9600); 

cfsetospeed(&xbee,B9600); 

 

 

xbee.c_cflag     &=  ~PARENB;            // Make 8n1 

xbee.c_cflag     &=  ~CSTOPB; 

xbee.c_cflag     &=  ~CSIZE; 

xbee.c_cflag     |=  CS8; 

 

xbee.c_cflag     &=  ~CRTSCTS;           // no flow control 

xbee.c_cc[VMIN]   =  1;                  // read doesn't block 

xbee.c_cc[VTIME]  =  5;                  // 0.5 seconds read timeout 

xbee.c_cflag     |=  CREAD | CLOCAL;     // turn on READ & ignore ctrl 

lines 

 

cfmakeraw(&xbee); 

//discard file information not transmitted 

tcflush(fdev,TCIFLUSH); 

//changes occur immediately 

tcsetattr(fdev,TCSANOW,&xbee); 
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Figure 6-2: Xbee connection to the board  

 

6.2  Motor Driver – Line Sensor 

 

For the motors theTB6612FNG motor drive IC is used. It is a compact IC driver circuit, 

with transistor output and two input signals for selecting between clockwise, counter clock 

wise, short brake and stop mode.                    

 

Figure 6-3: TB6612FNG motor drive IC.  
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Figure 6-4: Internal Connection Diagram. [17] 

 

It is a common H-bridge motor driver with an output current 1.2A on average and 3.2A 

peak. The maximum load voltage is 15 volts and the maximum control voltage at 6 volts. 

The driver needs two inputs, one high and one low, one PWM high and also the STNBY 

pin also high to achieve CW operation. In the project the PWM controls the switching 

frequency and the main voltage for the motors comes from the 6 volt battery pack. 

Capacitors for noise absorption are connected to the control input and the power input also. 

[17]    

 The line robot uses the QRE1113 line sensor to distinguish between the black line 

and the white frame. The sensor consists of a diode and phototransistor pair, both in the 

same package. Maximum operating voltage (Vce) for the transistor is at 30 volts and the 

diode current at 20mA with 1.2 Volts typical. The output of the sensor is connected to the 

ADC input of the board with a 12 bit SAR (Successive-approximation-register) ADC with 

a sample rate of 200 KSPS (Kilo Samples per Second). [18] 
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Figure 6-5: Line sensor.  

 

Figure 6-6: Collector current VS Distance between device and reflector. [18] 

6.3       PID Simulation 

 

Calculating the PID parameters for a Mechatronic system can be a real challenge. 

One can make use of oscilloscopes for monitoring the PWM pulse and by trial and error to 

make an effort to tune the controller but this method can be rather disappointing. By using 

Matlab simulation and some data from the data sheet of the motor the PID controller can 

be approximated. The idea is to simulate in Matlab the transfer function of the dc motor 

with a step input, using different parameters for the proportional, integral and derivative of 

the PID controller.  
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Table 6.1 Motor Data from datasheet 

Voltage 6 - 12 Volts 

Gear Ratio 298:1  

Stall Torque 40/70 oz-in. (6/12V) 

Speed 45/90 RPM (6/12V) 

No Load Current 30/70 mA (6/12V) 

Stall Current 360/1600 mA (6/12V) 

DC Reversible   

Inertia of the rotor, J 0.01 kgr/m^2 

[19] 

 

Equation 6-1 is the general transfer function of the dc motor without the inductance. 

 
   (6-1) 

In the equation, Km is the motor constant, J the inertia of the rotor and Kb the motor 

voltage constant which represents the effect of the back emf induced by the rotation of the 

armature winding. The motor constant is equal to the fraction of the torque sensitivity, Kt 

divided by the square root of the terminal resistance Rt, that is,   

The torque sensitivity can be found by dividing the motor torque by the armature current. 

In the project, due to insufficient data the stall torque was used along with the stall current 

at 6 Volts. The calculation for the torque sensitivity is   

.  The terminal resistance of the motor was 

calculated using the no load current at 6 Volts . 

Combining the two results above the motor constant is . 

Finally the motor voltage constant Kb is the inverse of the speed constant   where the 

speed constant, Ks is calculated by dividing the rotation speed 40 rpm  
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or    by 6 Volts, the power supply,  

and   [20]. The final transfer function is:  

which for  a step input,   the final transfer function  becomes  . 
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The output of the plant to a step input is shown below.  

 

Figure 6.7: The output of the plant to a step input 

 

The final simulated parameters for the PID controller are P=10, I=1, D=1. 
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6.4 Project 

 

An illustration of the code in the project has been created in the block diagram of 

figure 6-9. The main idea of the project is to put BeagleBone on a cart, connect a line 

sensor to the analog input of the board, a motor driver circuit to drive the two DC motors 

and an Xbee antenna to the USB connector of the board to transmit wirelessly the error of 

the PID algorithm to a desktop computer.  

 

 

 

Figure 6-8: The Project 

 

At the BeagleBone two threads cooperate and synchronize, one which reads the line 

sensor, calculates the error, the PID algorithm, produces the PWM output and passes the 

error to the Xbee thread, already mentioned above, which transmits the data.  

 

if(pthread_create(&alg,NULL,&alg_thread,NULL)!=0) 

  perror("Main thread Not created"); 

 

 
void *alg_thread(void *arg) 

{ 

 

 

The Matlab calculated values. 
 

  unsigned int p_factor = 10; 

  unsigned int  i_factor=1; 

  unsigned int d_factor=1; 

  int setpoint = 4095;//black colour 
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 int sumError,dif_error=0; 

    

 while(1){ 

 

  if(begin) 

{ 

 

Read the analog sensor. The sensor is connected to the ADC (analog to digital 

conversion) port of the board. The values are read opening the appropriated file and 

reading from it. Although it is a separate function, it is mentioned here for the analysis. 

 
 analog =analog_read(); 

  

 

  

 

short analog_read(void){ 

 char path[]="/sys/bus/iio/devices/iio:device0/in_voltage0_raw"; 

 FILE *line; 

 short analog; 

 

 if((line =fopen(path,"r"))==NULL) 

 printf("Error reading Analog"); 

 

 fscanf(line,"%hu",&analog); 

 

 fclose(line); 

 return analog; 

 

 

} 

 

 

 

The task uses a semaphore to share the data, the calculated error from the PID 

controller, between the alg_thread and the Xbee in BeagleBone. 

 
  

 

sem_wait(&sem); 

 dev =setpoint- analog; 

 sem_post(&sem); 

  

Writing to general-purpose input output is required from the motor driver, for correct 

operation. 

 
 if(dev ==0){ 

 

 write_data_gpio(gpio_buffer_17v,1);//A1+STNBY pin 

 write_data_gpio(gpio_buffer_21v,0);//A2 

 write_data_gpio(gpio_buffer_19v,1);//B1 

 write_data_gpio(gpio_buffer_16v,0);//B2 

 } 

 else if(dev > 0){//stop one motor 

 write_data_gpio(gpio_buffer_17v,1);//A1+STNBY pin 

 write_data_gpio(gpio_buffer_21v,0);//A2 
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 write_data_gpio(gpio_buffer_19v,0);//B1 

 write_data_gpio(gpio_buffer_16v,0);//B2 

   } 

 

  } 

 

In this part the proportional, the derivative and the integral terms are defined 

 
  //Proportional 

  int p_term = p_factor * dev; 

  //Integral 

  sumError+= dev; 

  int i_term = i_factor * sumError; 

 

  dif_error=dev -dif_error; 

  int d_term=d_factor*dif_error; 

  //Input to the plant 

  int pwm_delta =p_term + i_term + d_term; 

  

  } 

} 
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Figure 6.9 Block Diagram of the project 

Desktop       BeagleBoard   

            

            

            

            

            

            

            

            

            

            

            

            

            

            

            

            

            

            

            

BeagleBoard 

Create_threads{ 
Alg_thread,Xbee_thread, 
control_thread 
} 

//remote command to start the //line 
robot 
Control_thread{ 
while(1){ 
if(read(xbee_file,&receive,1)!=1) 
perror("Failed to receive"); 
} 

Alg_thread{ 
// set period for PID in nanoseconds 
write_data(char_buffer_21pe,20000); 
While(1){ 
If(receive_command) 
{ 
Read_analog_sensor(); 
Get_semaphore; 
Error = setpoint – analog_value; 
Release_semaphore; 
//set_motor_parameters 
write_data_gpio(); 
//calculate PID terms 
p_term = p_factor * dev; 
i_term = i_factor * sumError; 
d_term=d_factor*dif_error; 
//update PWM value  
write_data22(char_buffer_22d,pwm_delta); 
} 
 

Xbea_thread{ 
Get_semaphore; 
//take error and turn it into ascii 
sprintf(var,"%d\n",Error); 
Release_semaphore; 
//send data to Desktop 
write(xbee_file,var,sizeof(var); 
} 

Command_thread{ 
//send command to the board 
while(1){ 
if(send =getchar()) 
write(fdev,&send,1); 
 } 
} 

Read_thread{ 
//wait 5 seconds 
sleep(5); 
While(1){ 
//read the Xbee_antenna 
readv=read(fdev,rec,5) 
//write data to a file 
write(file,rec,5) 
//plot the error with GNUPlot 
for(i=0;i<3;i++) 
fprintf(pipe_gp, "%s \n", 
commandsForGnuplot[i]); 
} 
} 
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6.5  Testing the kernel 

 

 A way to test the Xenomai kernel is to stress the CPU of the board by creating a 

massive number of threads and let the operating system timestamp the number of 

occurrences of interrupts in a timeframe. Xenomai provides a way to do that, it uses a 

script called xeno-test. The aim of this script is to run reproducible latency measurements 

under a load which will be similar to a load of the system in production. It uses two scripts 

to do that, the dohell script which comes from snippets posted in the Linux kernel mailing 

list which “allows to generate a synthetic load (network load, disk I/O load, cpu load, and 

Linux syscalls coverage with LTP (Linux Test Project)” [21] and for ARM machines 

especially, the dohell script, which uses the hackbench script a stress test for the Linux 

kernel scheduler, it creates a number of pairs of threads, 80 to be exact, which 

communicate by using pipes and times how long it takes for each pair to send data back 

and forth. The command to run those two scripts is “xeno-test –l dohell –s <serverip> -b 

</path/to/hackbench> 7200 –g <filename>”” and the version that was used in BBB was 

“xeno-test –b /root/hackbench 3600 –g /root/plot”.  The –b option defines the path where 

the compiled hackbench file is, the 3600 is seconds for one hour that the test lasted and the 

–g defines the path where the results are stored. [21], [22] 

 

 

 
 

Figure 6.10: Measurement Results 
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 The figure 6.10 is a graph produced from the measurement data for the 1 GHz 

Sitara processor in the BeagleBoard with a Xenomai patch of version 2.6.3. The first 

fourteen measurements out of the forty seven in total produced by xeno-test patch on the 

BeagleBone are shown for clarification: 

Microseconds 

4 
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11.5 

12.5 
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8 
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77770 
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110849 

 

The results show that in 8.5 μs 586134 pairs of threads were able to exchange data back 

and forth. The conclusion of the stress test under the load of 80 pairs of threads stressing 

the CPU is that Linux can be used as an operating system for embedded electronics. [21]   
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7 SUMMARY 

 

The linux Xenomai kernel patch has a very good response for this specific 

application considering the results produced by the stress test. As the technology 

progresses more complex systems are introduced, artificial intelligence consoles, 

multiprocessor systems. This thesis aimed at studying an open source operating system like 

Linux and if it is possible to be used in the real time embedded world. The results were 

encouraging. Further research needs to be done on how multiprocessing systems can be 

used and modeled and especially those that can communicate with humans in the same 

environment. The system plaform is a test set up for this particular assignment. A number 

of sensors and audio visual hardware can extend its functionality for research and 

educational purposes.   

Embedded Linux can also be used in the industry. The open source community can 

be used to reduce the development cost, to share information and experience among the 

industry. The open source community can help the industry developer to reduce the time-

to-market for a product. [23] Additionally a trend has emerged during the last years called 

the internet of things or IoT. The internet of things is the connection of an embedded 

device to the internet and accompanying technologies which enhances the capabilities of a 

board. During the development of this thesis a real time project was created to check the 

use of real time Linux in Mechatronic applications. Different kernel drivers were loaded to 

create a connection of the hardware on the board to the kernel and then the user space. 

Additionally by using xeno-test the Xenomai kernel patch was tested under a heavy load 

producing appropriate measurements. The main conclusion of the results was that Linux 

can be used for embedded devices bringing all the flexibility of an operating system into 

the embedded world.   
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Appendix 1 

/* 

 

=========================================================================

=== 

 Name        : Testing_Xenomai.c 

 Author      : Tassos Vassilopoulos, GNU License 

 Version     : 

 Copyright   : Your copyright notice 

 Description : Line Robot Project 

 

=========================================================================

=== 

 */ 

 

#include <stdio.h> 

#include <stdlib.h> 

#include <native/intr.h> 

#include <semaphore.h> 

#include <termios.h>//defines serial devices 

#include "i2c.h" 

 

extern int xbee_file; 

int main(){ 

 

 create_threads(); 

 close_file(); 

 return 0; 

} 

 

 
/* 

 * i2c.c 

 * 

 *  Created on: Jun 18, 2015 

 *      Author: Tassos Vassilopoulos, GNU License 

 *      */ 

 

#include "i2c.h" 

#include<sys/ioctl.h> 

#include <sys/types.h> 

#include <sys/stat.h> 

#include<linux/i2c.h> 

#include<linux/i2c-dev.h> 

#include <sys/mman.h> //mlockall 

#include <native/task.h> 

#include <semaphore.h> 

#include<stdio.h> 

#include <unistd.h> 

#include <math.h> 

#include <mqueue.h> 

#include <pthread.h> 

#include <stdint.h> 

#include <stdbool.h> 

 

 

#define STK_SZ 100 

#define TASK_PRIO 20 //99 is Highest RT priority, 0 is Lowest 
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#define TASK_MODE 0 //No flags 

 

 int xbee_file=-1; 

FILE *xbee_t; 

 char q_name[4]; 

 unsigned int transmit_buf; 

 

sem_t sem,control_sem,receive; 

pthread_t alg,data,xbee,control; 

mqd_t q1,q2,q3,q4; 

/*************************************************/ 

/**************shared data************************/ 

int dev,begin; 

char receive_data,var; 

 

/*************************************************/ 

 

 

void *alg_thread(void *arg); 

void *xbee_thread(void *arg); 

void *control_thread(void *arg); 

char *itoa(int n,char s[]); 

 

short analog_read(void); 

const char name[] = "/alg_queue"; 

const char name2[] = "/xbee_queue"; 

 

 

void create_threads(void){ 

 sem_init(&sem,0,1); 

 sem_init(&control_sem,0,1); 

 sem_init(&receive,0,1); 

 

 mlockall(MCL_CURRENT|MCL_FUTURE); 

 

 if(pthread_create(&xbee,NULL,&xbee_thread,NULL)!=0) 

    perror("Xbee thread Not created"); 

 

 if(pthread_create(&alg,NULL,&alg_thread,NULL)!=0) 

  perror("Main thread Not created"); 

 

 if(pthread_create(&control,NULL,&control_thread,NULL)!=0) 

  perror("Control thread Not created"); 

 

 pthread_exit(&control); 

 pthread_exit(&alg); 

 pthread_exit(&xbee); 

 

} 

 

void *alg_thread(void *arg){ 

/****************************************************************/ 

/**********************pwmB=P9_22.15  -  

pwmA=P9_14.14***********************/ 

 char char_buffer_22po[] = 

"/sys/devices/ocp.3/pwm_test_P9_22.15/polarity";//pwmB 

 char char_buffer_21po[] = 

"/sys/devices/ocp.3/pwm_test_P9_21.14/polarity";//pwmA 
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 char char_buffer_22pe[] = 

"/sys/devices/ocp.3/pwm_test_P9_22.15/period"; 

 char char_buffer_21pe[] = 

"/sys/devices/ocp.3/pwm_test_P9_21.14/period"; 

 

 char char_buffer_22d[] = 

"/sys/devices/ocp.3/pwm_test_P9_22.15/duty"; 

 char char_buffer_21d[] = 

"/sys/devices/ocp.3/pwm_test_P9_21.14/duty"; 

 

 char run_buffer_22r[]= "/sys/devices/ocp.3/pwm_test_P9_22.15/run"; 

 char run_buffer_21r[] = "/sys/devices/ocp.3/pwm_test_P9_21.14/run"; 

 

 char gpio_buffer_17v[] = "/sys/class/gpio/gpio49/value";//high 

input for the motor driverA1 

 char gpio_buffer_21v[] = "/sys/class/gpio/gpio117/value";//low 

input for the motor driverA2 

 

 char gpio_buffer_19v[]="/sys/class/gpio/gpio115/value";//high input 

B1 

 char gpio_buffer_16v[]="/sys/class/gpio/gpio48/value";//low input 

B2 

 

 char gpio_buffer_28v[]="/sys/class/gpio/gpio60/value";//STNBY Pin 

of the driver 

 

/***********************PID_VARIABLES*********************/ 

  int sumError,dif_error=0; 

  unsigned int p_factor = 10; 

  unsigned int  i_factor=1; 

  unsigned int d_factor=1; 

  int setpoint = 4095;//black colour 

/************************************************************************

/ 

   write_data(char_buffer_21po,0);//polarity_21po,zero = pulse 

high 

   write_data(char_buffer_22po,0);//polarity_22po,zero = pulse 

high 

 

   write_data(char_buffer_21pe,20000);//duty_21pe 

   write_data(char_buffer_22pe,20000);//duty_22pe 

/************************************************************************

*/ 

/*********************Pin for the 

driver*********************************/ 

   write_data_gpio(gpio_buffer_28v,1);//STNBY pin 

 

/************************************************************************

/ 

   short analog=0; 

 

 while(1){ 

 

  if(receive_data){ 

   analog =analog_read(); 

 //printf("%hu\n",analog); 

 

  //PID 

 sem_wait(&sem); 

 dev =setpoint- analog; 
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 printf("%d\n",dev); 

 sem_post(&sem); 

 

 if(dev ==0){ 

 

 write_data_gpio(gpio_buffer_17v,1);//A1 

 write_data_gpio(gpio_buffer_21v,0);//A2 

 write_data_gpio(gpio_buffer_19v,1);//B1 

 write_data_gpio(gpio_buffer_16v,0);//B2 

 } 

 else if(dev >=170){//stop one motor-brown color-turn right 

 write_data_gpio(gpio_buffer_17v,1);//A1 

 write_data_gpio(gpio_buffer_21v,0);//A2 

 write_data_gpio(gpio_buffer_19v,0);//B1 

 write_data_gpio(gpio_buffer_16v,0);//B2 

   } 

 else if(dev >=3000){//stop one motor-white color-turn left 

 write_data_gpio(gpio_buffer_17v,0);//A1 

 write_data_gpio(gpio_buffer_21v,0);//A2 

 write_data_gpio(gpio_buffer_19v,1);//B1 

 write_data_gpio(gpio_buffer_16v,0);//B2 

    } 

 

  } 

  //Proportional 

  int p_term = p_factor * dev; 

  //Integral 

  sumError+= dev; 

  int i_term = i_factor * sumError; 

 

  dif_error=dev -dif_error; 

  int d_term=d_factor*dif_error; 

  //Input to the plant 

  int pwm_delta =p_term + i_term + d_term; 

 // printf("%d\n",pwm_delta); 

  write_data22(char_buffer_22d,pwm_delta);//pwmB 

  write_data22(char_buffer_21d,pwm_delta);//pwmA 

 

  } 

 write_data(run_buffer_21r,1);//run_14r 

 write_data(run_buffer_22r,1);//run_22r 

} 

 

void *xbee_thread(void *arg){ 

 char xbee_name[] = "/dev/ttyUSB0"; 

 char var[5]={0}; 

 int i=0; 

 char *mem; 

 

 if((xbee_file=open(xbee_name,O_RDWR))<0) 

  perror("Couldn't open Xbee"); 

 while(1){ 

  sem_wait(&sem); 

  sprintf(var,"%d\n",dev);//turn int to ascii 

  //mem =itoa(dev,var); 

  sem_post(&sem); 

  //for(i=0;i<5;i++) 

  //printf("%c",var[i]); 

  if(write(xbee_file,var,sizeof(var))!=5)//send data 

  perror("Failed to transmit"); 
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  } 

 

} 

 

void *control_thread(void *arg){ 

 

 char xbee_name[] = "/dev/ttyUSB0"; 

 char receive; 

 if((xbee_file=open(xbee_name,O_RDWR))<0) 

   perror("Couldn't open Xbee"); 

 while(1){ 

  if(read(xbee_file,&receive,1)!=1) 

   perror("Failed to receive"); 

 

  receive_data =receive;//remote command to start the line 

robot 

 

 

 } 

 

} 

void close_file(void){ 

 

 if(close(xbee_file)<0) 

  perror("Couldn't close xbee file"); 

 //fclose(xbee_t); 

} 

 

short analog_read(void){ 

 char path[]="/sys/bus/iio/devices/iio:device0/in_voltage0_raw"; 

 FILE *line; 

 short analog; 

 

 if((line =fopen(path,"r"))==NULL) 

 printf("Error reading Analog"); 

 

 fscanf(line,"%hu",&analog); 

 

 fclose(line); 

 return analog; 

 

 

} 

 

 

 

/* 

 * i2c.h 

 * 

 *  Created on: Jun 18, 2015 

 *      Author: Tassos Vassilopoulos, GNU License 

 */ 

 

#ifndef I2C_H_ 

#define I2C_H_ 

#include "pwm.h" 

 

 

void create_threads(void); 

void close_file(void); 
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#endif /* I2C_H_ */ 

 

 
/* 

 * pwm.c 

 * 

 *  Created on: Jun 19, 2015 

 *      Author: Tassos Vassilopoulos, GNU License 

 */ 

 

#include "pwm.h" 

#include <fcntl.h> 

#include <unistd.h> 

#include <stdio.h> 

#include <stdlib.h> //exit 

#include <string.h> 

 

 

FILE *f14p,*f22p,*fgd,*fgv; 

 

void write_data(char *char_buffer, int value){ 

  if((f14p = fopen(char_buffer,"r+"))==NULL){ 

   perror("pwm failed to open pwm file\n"); 

 

  } 

   fprintf(f14p,"%d", value); 

   fclose(f14p); 

} 

 

 

void write_data22(char *char_buffer, int value){ 

  if((f22p = fopen(char_buffer,"r+"))==NULL){ 

   perror("pwm failed to open pwm22 file\n"); 

 

  } 

   fprintf(f22p,"%d", value); 

    fclose(f22p); 

} 

 

 

void write_data_gpio(char *char_buffer,int value){//value 1 or 0 

 

 if((fgd = fopen(char_buffer,"r+"))== NULL) 

  perror("gpio failed to open\n"); 

 

 fprintf(fgd,"%d",value); 

 fclose(fgd); 

 

} 

 

 

/* 

 * pwm.h 

 * 

 *  Created on: Jun 18, 2015 

 *      Author: Tassos Vassilopoulos, GNU License 

 */ 

 

#ifndef PWM_H_ 
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#define PWM_H_ 

 

void write_data(char *char_buffer, int value); 

void write_data22(char *char_buffer, int value); 

void write_data_gpio(char *char_buffer,int value); 

void write_gpio_string(char *buffer,char *dir); 

 

#endif /* PWM_H_ */ 

 

/* Desktop Side: */ 
 

#include <stdbool.h> 

#include <string.h>  

#include <termios.h>//defines serial devices 

#include <fcntl.h> 

#include <unistd.h> 

#include <stdio.h> 

#include <stdint.h> 

#include <pthread.h> 

#include <semaphore.h> 

//or just simply cat </dev/ttyUSB0 >>/home/tassosv/Desktop/data.txt in 

bash shell 

//O_NOCTTY If set and path identifies a terminal device, open() shall not 

cause the terminal device to become the controlling terminal for the 

process. 

//If O_NDELAY or O_NONBLOCK is set: An open for reading-only will return 

without delay; an open for writing-only will return an error if no 

process currently has the file open for reading.  

//gcc -pthread -o plot plot.c 

 

 

pthread_t command_t,read_t; 

sem_t sem; 

 

static void *command_thread(void *arg); 

static void *read_thread(void *arg); 

 //char *reverse(char s[]); 

FILE *pipe_gp; 

int file,fdev=-1; 

int send,com1,com2; 

 

main(int argc, char *argv[]){ 

 

 

 

if((fdev =open("/dev/ttyUSB0",O_RDWR| O_NOCTTY |O_SYNC | O_RSYNC))<0) 

perror("Serial failed\n"); 

 

 

//if((file =open("/home/tassosv/Desktop/neo.txt",O_RDWR  |O_SYNC | 

O_RSYNC |O_TRUNC))<0) 

//perror("File failed to open\n"); 

 

if((file =open("/home/tassosv/Desktop/neo.txt",O_RDWR  |O_SYNC | 

O_TRUNC))<0) 

perror("File failed to open\n"); 

 

if(( com1 =pthread_create(&command_t,NULL,command_thread,NULL))!=0) 

perror("Com1 error\n"); 
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if(( com2 =pthread_create(&read_t,NULL,read_thread,NULL))!=0) 

perror("Com2 error\n"); 

 

struct termios xbee; 

tcgetattr(fdev,&xbee); 

//9600 baud,8 bits,receiver enabled,no modem control lines 

cfsetispeed(&xbee,B9600); 

cfsetospeed(&xbee,B9600); 

 

 

/* Setting other Port Stuff */ 

xbee.c_cflag     &=  ~PARENB;            // Make 8n1 

xbee.c_cflag     &=  ~CSTOPB; 

xbee.c_cflag     &=  ~CSIZE; 

xbee.c_cflag     |=  CS8; 

 

xbee.c_cflag     &=  ~CRTSCTS;           // no flow control 

xbee.c_cc[VMIN]   =  1;                  // read doesn't block 

xbee.c_cc[VTIME]  =  5;                  // 0.5 seconds read timeout 

xbee.c_cflag     |=  CREAD | CLOCAL;     // turn on READ & ignore ctrl 

lines 

 

cfmakeraw(&xbee); 

//discard file information not transmitted 

tcflush(fdev,TCIFLUSH); 

//changes occur immediately 

tcsetattr(fdev,TCSANOW,&xbee); 

 

 

pthread_exit(&read_t); 

pthread_exit(&command_t); 

close(file); 

close(fdev); 

 

} 

///////////////////////////////////////////////////////////////// 

static void *command_thread(void *arg){ 

while(1){ 

if(send =getchar()) 

write(fdev,&send,1); 

 } 

     } 

///////////////////////////////////////////////////////////////// 

static void *read_thread(void *arg){ 

int readv,writev=0; 

pipe_gp = popen("gnuplot", "w"); 

char space[1]="\n"; 

char * commandsForGnuplot[] = {"set title \"Error\"", "plot 'neo.txt'"}; 

char rec[5]={0};//receiving buffer 

char *v; 

int i,k=0; 

 

sleep(5); 

while(1){ 

 

if((readv=read(fdev,rec,5))==-1) 

printf("failed to read tty\n"); 

if((writev=write(file,rec,5))==-1) 

printf("Failed to write neo\n"); 
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for(i=0;i<3;i++){ 

fprintf(pipe_gp, "%s \n", commandsForGnuplot[i]); //Send commands to 

gnuplot one by one. 

fflush(pipe_gp); 

} 

//write(file,space,1); 

  } 

pclose(pipe_gp); 

 

}  
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