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Research on plankton populations is bottlenecked by the ability to obtain species-level
information within a required time frame. Recent technological advances in imaging
hardware have made it possible to obtain large amounts of image data from plankton
populations. Because of the large number of images, there is a need for an automated
solution to classify plankton. This thesis focuses on plankton recognition from images
captured with an imaging flow cytometer using convolutional neural networks (CNN). A
CNN to classify plankton images is trained and compared to a random forest solution that
utilizes handcrafted features. The plankton images are resized for the CNN because there
are large disparities in the image sizes. There is also a large class imbalance in the number
of samples per class. The trained CNN has an accuracy of 0.713 and the random forest
implementation has an accuracy of 0.623 on the same dataset. By using data augmentation
methods and larger input images, the CNN reaches a 0.827 accuracy.
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Planktonpopulaatioiden tutkimisen pullonkaula on kyky saada lajitason tietoa planktonpopulaatioista riittävän lyhyessä ajanjaksossa. Viimeaikaiset teknologiset edistysaskeleet
kuvauslaitteissa ovat mahdollistaneet suuren kuvamäärän tuottamisen planktonpopulaatioista. Koska kuvia on paljon, on tarvetta automatisoidulle ratkaisulle planktonlajien luokitteluun. Tämä opinnäytetyö keskittyy planktonlajien tunnistamiseen kuvantavasta virtaussytometriadatasta konvolutiivisilla neuroverkoilla (CNN). Planktoneita luokitteleva
CNN opetetaan ja sen toimintakykyä verrataan Random Forest-menetelmään (RF), joka käyttää käsin valittuja kuvapiirteitä. Planktonkuvien kokoa muutetaan CNN:ää varten,
koska kuvien ko’oissa on suuria eroja. Näytteiden luokkakohtaisessa määrässä on myös
suuria luokkien välisiä eroja. Opetetulla CNN:llä on 0.713 luokittelutarkkuus ja RF:llä on
0.623 tarkkuus samalla datasetillä. Käyttämällä datan augumentointimenetelmiä ja suurempia syötekuvia, CNN saavuttaa 0.827 tarkkuuden.
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1
1.1

INTRODUCTION
Background

Plankton [1] are a diverse collection of aquatic micro-organisms defined mainly by their
size and inability to resist a water current. The organisms include mainly bacteria, archaea, algae, protozoa and microscopic animals. Plankton can be roughly divided into
three trophic groups: producers, consumers and decomposers. Phytoplankton consists of
producers that perform photosynthesis, zooplankton consists of consumers that feed on
other plankton and bacterioplankton and mycoplankton consist of decomposers that break
down nutrients. There are many plankton species that are able to act on multiple different trophic levels. This is known as mixotrophy [2] [3] and it is part of the reason why
dividing plankton into well defined groups is hard.
As a primary producer phytoplankton is an important part of the food-chain, supplying
food for larger aquatic organisms like fish and whales. Phytoplankton populations are
proven to be good indicators of environmental conditions, like the quality of water. Additionally, changes in phytoplankton populations can indicate changes in these conditions.
Phytoplankton is also a major contributor of oxygen in the Earth’s atmosphere. [4] [5]
Research on plankton populations is bottlenecked by the ability to classify plankton into
species within a required time frame. This bottleneck is caused by the fast turnover rates
of plankton, meaning that the species distribution of plankton populations can change
very rapidly [4]. Recent technological advances have made it possible to make automated
plankton imaging instruments capturing tens of thousands of images per hour. By such
means, it is possible to capture enough images of a plankton population withing a small
enough time frame to study the dynamics and structure of the plankton population. However, it is very infeasible for humans to screen through all the collected images in order to
classify the plankton into species. Example phytoplankton images can be seen in Figure 1.
The images have been assigned to classes by human experts.
Computer vision is a field that deals with the automation of tasks that the human vision
system can do [6]. A computer vision application seems well suited to automate the
process of classifying images of plankton species. Classification is a machine learning
problem of teaching a classifier to assign input samples into correct output classes. A
computer vision system usually works in four steps: acquire images, preprocess images,
extract features and make decisions.
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Figure 1. Example phytoplankton images of different classes with different aspect ratios.

There are many different methods for classification in the make decisions step. For instance, the classification can be done using a random forest or a neural network [7]. A
classifier outputs either the class of the input or a distribution of the posterior probabilities
of the different classes. A decision tree is an example of a classifier where the classifier
directly outputs the class of the input. A neural network is an example of a classifier where
the output is the distribution of the posterior probabilities. If the output of a classifier is
the distribution of the posterior probabilities of the different classes, the input is usually
classified to the class with the largest posterior probability.
The traditional classification methods for image data use handcrafted features. In the feature extraction step of a computer vision system, predefined image features are extracted
from the input images and the classification of the input images are done based on these
features in the make decisions step. Feature extraction is a dimensionality reduction process where ideally the more informative characteristics of the data are preserved in terms
of the classification problem [8]. Feature extraction is beneficial because it can help to
reduce the computational overhead associated with a classification task. Additionally,
feature extraction can allow humans to gain insight of the underlying structures of the
data and to find outliers. For example, it may be possible to find correlations between
different classes and features.
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Convolutional neural networks (CNN) are a state-of-the-art method for image classification. CNNs utilize deep learning which is a machine learning method for learning data
representations. Contrary to more traditional machine learning methods that utilize handcrafted features, deep learning methods attempt to also learn the features to be extracted.
Deep learning automates the process of determining what features are good for a specific
classification task. [9]
The overall process of a CNN based plankton recognition system is depicted in Figure 2.
First large amounts of images are captured with an automated in-situ imaging equipment,
then the images are preprocessed for a classifier and finally the preprocessed images are
classified using a CNN. In-situ refers to the case of imaging plankton in an environment
where the plankton naturally exist.

1.2

Objectives and delimitations

The main objectives of this thesis are the following:

1. Design a CNN for plankton classification and explore methods to improve the classification accuracy.
2. Compare the CNN with an existing random forest classifier.
3. Solve problems related to the large class imbalance in the number of available sample images per class.
4. Solve problems related to the large variations in the image sizes and aspect ratios.
5. Find a way to take into account the errors in the ground truth of the expert labeled
classes.

This thesis deals mainly with phytoplankton, but the employed machine learning approaches are also applicable for other trophic groups of plankton. The classification task
is limited to micro- and nanophytoplankton images collected from the Baltic Sea. The
image data consists of species in the size range of 10-150 µm.
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Figure 2. The process of acquiring, preprocessing and classifying a plankton image with convolutional neural networks.
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1.3

Structure of the thesis

Chapter 2 contains an introduction to supervised learning and contains an in-depth description of CNN components and how the networks can be trained and used. Chapter 3
introduces the overall aspects of plankton recognition, existing solutions and the random
decision forest method. Chapter 4 contains a description of the implemented methods for
plankton recognition and describes the experiments with these methods and the results of
these experiments. In Chapter 5, the results are discussed and possible future works are
described. Finally, Chapter 6 contains the conclusions of this thesis.
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2
2.1

CONVOLUTIONAL NEURAL NETWORKS
Machine learning

Machine learning is a science of making computer systems perform tasks without being
explicitly programmed. Rather than explicitly programming an algorithm to perform a
specific task, the training data is used to teach an algorithm how to perform the task.
Machine learning methods can roughly be divided into two categories: supervised learning methods and unsupervised learning methods. Unsupervised learning methods learn
to perform a task from data that has not been labeled. Unsupervised learning methods
are usually used to solve the clustering task, where the objective is to group samples into
clusters based on a some type of similarity measure. [7]
Supervised learning methods use labeled training data. The labeled training data consists
of pairs of input samples and desired output labels. Supervised learning methods are used
to solve classification and regression problems. In regression the objective is to train a
model to estimate a quantity. A regression problem can be thought of as a problem of fitting a function to a set of data points. In classification the objective is to teach a classifier
to correctly classify input data into predefined discrete classes. The classes are predefined, meaning they have been defined by a human and the classes are discrete, meaning a
sample has to either belongs to a particular class or not belong to the particular class. Supervised learning models for classification are typically fed training data and the model
parameters are then adjusted so that the model outputs would match the desired model
input labels. Neural networks are one example of supervised learning methods. [10] [7]

2.2

Neural network layers and structure

CNNs are a supervised learning method for deep feature extraction and classification [11]
[12]. A typical CNN consists of sequential layers of varying types. Common layers
in CNNs are convolutional layers, pooling layers and fully-connected layers. A CNN
usually begins with convolutional layers with a mix of pooling layers, then followed by a
few fully connected layers. CNNs are a type of black box classification as it is difficult to
fully understand what is represented in the extracted deep features. CNNs were inspired
by the human vision system and the different types of layers can be seen analogous to
various cells found in a visual cortex [13]. An example CNN can be seen in Figure 3.
The network is split depth-wise to achieve a higher level of parallelism and to avoid the
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problem of limited hardware memory and computing power [14].

Figure 3. The illustration of AlexNet [14].

2.2.1

Convolutional layers

A convolutional layer performs discrete convolution [15] on a input matrix, typically an
image or a feature map, with different filters and outputs a stack of convoluted matrices.
The filters in convolutional layers are two-dimensional or three-dimensional matrices.
Multidimensional matrices are typically referred to as tensors. Different parameters involved in discrete convolution are the size of the filters, stride, and the zero-padding. The
mapping of discrete convolution between two three-dimensional tensors in a convolutional layer can be defined as
g(x, y) = A ∗ B(ax, by) =

w X
h X
d
X

A(i, j, k)B(ax + i, by + j, k)

(1)

i=0 j=0 k=0

where g(x, y) is the convoluted tensor, A is the convolutional filter, B is the tensor to
be convoluted, w, h and d are the width, height and depth of A respectively and a and b
are the horizontal and vertical convolutional strides respectively. Note that in this thesis
the point of reference, also know and origin of the tensors, is always located at the first
element of the tensors and the coordinate references for the cells in a tensor are always
combinations of natural numbers. Natural numbers refer to all non-negative integers in
this thesis.
In convolutional layers the depths of the filters are equal to the depth of the input tensor [16]. Zero-padding is the number of zero valued rows and columns that are padded
to the input tensor in horizontal and vertical directions prior to convolution. The depth of
the output of a convolutional layer corresponds to the number of filters in the layer. The
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height of the output can be calculated from the height of the input tensor, the stride and
the zero-padding with the formula
Ho =

Hi − Fh + 2P
+1
Sv

(2)

where Ho is the output height, Hi is the height of the input tensor, Fh is the height of the
filter, P is the zero-padding and Sv is the vertical convolutional stride. The width of the
output can be calculated from the width of the input tensor, the stride and the zero-padding
with the formula
Wi − Fw + 2P
+1
(3)
Wo =
Sh
where Wo is the output width, Wi is the width of the input tensor, Fw is the width of the
filter, P is the zero-padding and Sh is the horizontal convolutional stride. An example of
three-dimensional convolution of the parrots image can be seen in Figure 4. The original

(a)

(b)

Figure 4. Example of three-dimensional convolution: (a) Original image; (b) Convoluted image.
The white pixels correspond to positive values and the black pixels correspond to negative values.

image is convoluted with the 3x3x3 tensor





1 0 −1
1 0 −1
1 0 −1






A(:, :, 0) =  2 0 −2  , A(:, :, 1) =  2 0 −2  , A(:, :, 2) =  2 0 −2  .
1 0 −1
1 0 −1
1 0 −1
(4)


The idea behind convolutional layers is that they perform the feature extraction part of
the classification. The output of a convolutional layer can be seen as a feature map of the
input. [11] [12]
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2.2.2

Pooling layers

In the CNN architecture, it is common to use a pooling layer to downsample the feature
maps from a convolutional layer [11] [12]. The common pooling methods are averagepooling and max-pooling, max-pooling being the most common. Parameters involved
in the pooling layers are the pooling window size and the stride. Pooling operations
downsample the input tensor independently in each depth slice of the tensor.
The mapping of the max-pooling operation can be defined as
g(x, y, z) = max(B([ax, ax + w], [by, by + h], z))

(5)

where g is the pooled tensor, B is the input tensor, a and b are the respective vertical and
horizontal strides and w and h are the respective width and height of the pooling window.
A pooling window, in this context a rectangle, is a shape that defines the specific regions
in the input tensor that are used to calculate the different output elements of the output
tensor. The notation [a, b] is used for discrete intervals in this thesis. The mapping of the
average pooling operation can be defined as
w

h

1 XX
B(ax + i, by + j, z).
g(x, y, z) =
wh i=0 j=0

(6)

The purpose of the pooling layer is to reduce the network size in a fashion where the most
useful information is kept [17]. The max-pooling layers should outperform the average
pooling layers because the largest local activations from the convolutional layers can be
considered locally the most important features. Another purpose of the pooling layers is
to make the network more shift invariant. Shift invariance refers to the networks ability to
correctly classify images that have had changes in the positions of the regions of interest.

2.2.3

Fully-connected layers

Fully-connected layers are what traditional neural networks consist of [12]. All neurons
in a fully-connected layer take input from all the activations in the previous layer. Convolutional layers can be seen as a way to extract features from the input image, whereas
the fully-connected layers perform the classification task based on the features. That is
why the last layers of a CNN are fully connected. An illustration of the connections in a
fully-connected layer can be seen in Figure 5. The connections in a fully connected layer
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contain trainable weights and the output nodes contain trainable biases. The output value
of an output node in a fully connected layer is the weighted sum of its inputs and the bias.

Figure 5. An illustration of the connections in a fully connected layer with four input nodes and
six output nodes.

2.2.4

Spatial pyramid pooling

A typical CNN takes in only images of fixed sizes because the fully-connected layers need
to have a constant input size. Spatial pyramid pooling (SPP) [18] is a pooling method that
allows the CNN to use input images of unfixed sizes and aspect ratios. The convolutional
layers do not necessarily need to have a fixed input, but the input size does affect the
size of the layer output. The only real restriction for a convolutional layer is that the
input should not be too small because very small input images can collapse to single pixel
feature maps. The SPP layer is typically implemented between the last convolutional
layer and the first fully-connected layer.
The SPP layer intakes a feature map and creates pooled feature-bins of various regions
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in the feature map using the Bag-of-Words approach [19]. The input feature map is divided into subregions of varying scales and features are pooled in each subregion. The
subregions of different scales may overlap with each other. The pooled outputs of the
subregions are basically feature histograms [20] that have a fixed number of bins. A
histogram is a representation of numerical data where the distribution of the data is represented by the number of samples included in fixed sized intervals such that each sample is
included in exactly one interval. The intervals are called bins and the number of samples
in a bin is called the bin height. The features in the SPP input subregions can also be
pooled with other methods like max-pooling or average-pooling. The output of the SPP
layer is a feature vector consisting of all pooled feature-bins. The addition of a SPP-layer
has been shown to improve classification accuracies in different network architectures.
An illustration of a SPP layer can be seen in Figure 6.

Figure 6. The illustration of a spatial pyramid pooling layer [18].

2.2.5

Universal approximation theorem and activation functions

The universal approximation theorem states that a neural network with a single hidden
layer can approximate continuous functions on compact subsets in n dimensions. This
means that in theory, a network with a single hidden layer with appropriate parameters
can perform as well as any network. However, the theorem does not cover any methods
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to solve the parameters of such a network. [21] [22]
A linear combination of linear functions is yet a linear function. To make sure that a
network is not redundant to a single hidden layer network, the outputs of fully-connected
layers and convolutional layers are passed through a non-linear activation function. It
is shown that it is the feedforward architecture of neural networks that allows them to
work as universal approximators and the choice of a particular activation function is of
secondary importance [23]. Common non-linear activation functions in CNNs are the
rectified linear unit (ReLU) and the sigmoid function. The ReLU function is defined
as [24]
f (x) = max(x, 0)
(7)
and the sigmoid function is defined as [25]
f (x) =

ex
.
ex + 1

(8)

The activation functions have been plotted in Figure 7.

Figure 7. The plot of the rectified linear unit and the sigmoid function from -4 to 4.

There exists a large number of other usable activation functions, and ReLU is one of the
computationally cheapest options [14]. A parametric ReLU is an activation function that
contains a trainable parameter. The parametric ReLU can be defined as [26]

f (x) =


x

if x > 0

ax

if x ≤ 0

(9)

where a is a trainable parameter for the network. The choice of using parametric ReLUs
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contrary to using standard ReLUs has been shown to increase classification accuracies in
CNNs.

2.2.6

A typical network structure

A typical CNN structure begins with convolutional layers with a mix of pooling layers,
then followed by a few fully connected layers. Usually a larger stride and filter size is used
in the first few convolutional layers to help to reduce the size of the network. The network
becomes more shift invariant as the spatial size of the feature maps are progressively
reduced with the convolutional layers and the pooling layers. Consequently, the total
number of features represented in the feature maps also decreases. However, this can
be compensated by having more convolutional filters in the convolutional layers that are
located deeper in the network. [12]
The number of different features the network could be looking for also increases in the
convolutional layers that are located deeper in the network. As an example, the first
convolutional layer of the network could be looking for edges in different orientations, the
second convolutional layer could be looking for corners made from the edges in specific
orientations and the third convolutional layer could be looking for different shapes defined
by the edges and the corners in specific orientations. It is easy to see that there exist
significantly more different kinds of shapes than different kinds of lines that the network
could be looking for. Zeiler and Fergus [27] study and visualize the activations in different
convolutional layers when a CNN is given different input images. They also studied how
covering portions of an input image affects the classification result of a CNN. Example
visualizations from their publication can be seen in Figure 8. For instance, it can be seen
in the first row of Figure 8 that covering the dog’s face has the largest negative impact on
the classification accuracy.

2.3

Neural network training

The process and different concepts related to training a CNN are outlined in this section.
A CNN can be trained by iteratively minimizing a loss function. A loss function is used
to determine the difference between the network output and the desired network output.
After this difference is known, the network parameters are adjusted to minimize the difference. This can be achieved via gradient descent. However, simply calculating the gradient
by applying the difference quotient can be computationally expensive. Backpropagation
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Figure 8. The illustration of how covering a portion of an input image affects the classification
result of a convolutional neural network [27]: (a) The input image; (b) The sum of the activations
in the feature map with the strongest activation with the unoccluded image as a function of the
position of the gray square; (c) Visualization of the feature map with the strongest activation with
the unoccluded image projected back to the input of the network; (d) The probability of a correct
classification as a function of the position of the gray square; (e) The most probable label of the
classification as a function of the position of the gray square.

is a method for efficiently calculating the partial derivatives of the gradient for the network
weights and biases with regards to a loss function. Vanishing and exploding gradients are
a problem related to using gradient descent in neural networks. [12]

2.3.1

Loss functions

A CNN is trained by minimizing a loss function. A training sample is first passed through
the network and the network output is compared with the desired output. A loss function is
used to define the difference between the network output and desired output. There exists
a wide variety of different loss functions. When dealing with classification, we ideally
want to minimize the Kullback–Leibler divergence that measures how one probability
distribution differs from another reference probability distribution. The Kullback–Leibler
divergence in a discrete domain can be defined as [28]
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H(p, q) = −

X

p(x) log

x∈X

=−

X

q(x)
p(x)

(p(x) log(q(x)) − p(x) log(p(x)))

(10)

(11)

x∈X

where p(x) is the probability of event x, q(x) is the predicted probability of event x and
X is the support of p and q. Seemingly the most common loss function utilized in CNNs
is the categorical cross entropy and in discrete domain it can be defined as [29]
H(p, q) = −

X

p(x) log(q(x)).

(12)

x∈X

Assuming p(x) is the true probability, then minimizing the categorical cross entropy becomes equivalent to minimizing the Kullback-Leibler divergence. It is easy to see that the
term p(x) log(p(x)) in Equation 11 has no bearing on the partial derivatives of the weights
and biases in q(x) when p(x) is fixed by the assumption that it is the true probability.
This means that minimizing the categorical cross entropy is simply the computationally
cheaper option.

2.3.2

Gradient descent and backpropagation

Gradient descent is an iterative numerical method for estimating a local minimum of a
function. This can be applied to estimate a local minimum of a loss function. Backpropagation [30] is a method for efficiently calculating the partial derivatives of the gradient
for all the weights and biases in a network. The outputs of the neurons in convolutional
and fully-connected layers can be formulated to be sums of linear functions as
Out =

X

wi xi + b

(13)

i

where xi is the ith input component, wi is the respective weight for xi and b is the bias.
The gradient of a loss function can be numerically estimated by calculating the difference
quotient with regards to each variable. The difference quotient is usually formulated
as [31]
f (x + h) − f (x)
(14)
f 0 (x) =
h
where f 0 (x) is the difference quotient of f (x) and h is an arbitrarily small number. The
gradient points in the direction of the largest growth in the loss function, the negation of
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the gradient represents the desired change in the weights of the layer. Based on the network output and the desired output, the gradient of the loss function can be calculated with
regards to the weights in the last layer. Calculating the partial derivatives for the weights
in the preceding layer can be achieved by applying the chain rule and this allows for the
propagation of the error backwards in the network, hence the name backpropagation. The
chain rule can be formulated as [30]
dz
dz dy
=
.
dx
dy dx

(15)

After the partial derivatives have been calculated for all the weights in all the layers,
the weights can be updated by subtracting the gradient components of their respective
weights [30]. The pooling layers and the activation functions do not usually have trainable
weights and the error can be propagated backwards through them. For example, in the
case of max-pooling, the error is propagated only to the nodes that had the largest forwardpasses in the pooling windows. A learning rate constant is usually defined for a network
training and it is used as a multiplier for the gradient when calculating new weights.
Because there are usually multiple input samples for gradient descend, it is possible to
create a batch of samples [32]. A batch of samples is a collection of samples that are used
during an iteration of gradient descent. During the iteration the samples in a batch are
passed through the network, the respective costs for each sample are calculated in the last
layer, the errors are propagated backwards in the network, the gradients are calculated and
then the average of the gradients is used to update the weights of the network. It is usually not feasible to use all the training samples for every gradient update due to memory
and computational limitations. Stochastic gradient descend is a popular method where
the training data is split randomly into many smaller batches and the network weights
are updated one batch at a time. Stochastic gradient descend usually results in a faster
network convergence contrary to using every training sample for every gradient update.
Convergence refers to the progress of gradient descent numerically stabilizing to a local
minimum of a function.
In many machine learning solutions, the gradient descend algorithm can be described as
the backbone for minimizing a loss function. However, the learning process can usually
be further improved. Gradient descent methods utilizing momentum use global update
vectors that the gradients adjust. Instead of using gradients, the update vectors are used to
update the weights in each layer of the network. The update vector can be updated with
the formula [33]
vi+1 = αvi − lg
(16)
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where v is the update vector, α is the momentum, l is the learning rate and g is the
gradient. Nesterov’s accelerated gradient descent also utilizes momentum. The update
rule for Nesterov’s method is [33]
vi+1 = α(αvi − lg) − lg.

(17)

The benefit of utilizing momentum in gradient descent is that the methods utilizing momentum are more likely to find smaller local minima. Nesterov’s method can be seen
as a more optimistic algorithm for gradient descent and it converges faster for convex
functions. A real-valued function on an n-dimensional interval is a convex function if the
second derivative of the function is always greater than or equal to zero in the defined
interval. [33]

2.3.3

Vanishing and exploding gradients

The vanishing gradient problem is a problem related to the network training where the
network weight update becomes increasingly small and the network becomes unable to
learn [34]. The vanishing gradient problem can have many causes. The use of ReLUs
is less likely to cause a vanishing gradient compared some of the more traditional activation functions [35]. The exploding gradient problem refers to the case where the
network weights become increasingly large and consequently make the gradient also very
large [36]. The exploding gradient problem can be solved for instance by employing a
regularization function that penalizes the network training for assigning large weights.
Problems related to exploding and vanishing gradients are typically encountered when
dealing with recurrent or very deep network architectures [37]. Recurrent neural networks are neural networks that do not follow the traditional feed-forward architecture of
neural networks. Deep network architectures refer to network architectures with a large
number of layers.

2.3.4

Deep residual networks

It has been shown in different visual recognition tasks that the neural network depth is
an important parameter and increasing the number of layers in a network can increase
the network’s classification accuracy [38]. Vanishing and exploding gradients are not the
only training problems related to deep neural networks. One would expect the accuracy

24
of a neural network to get saturated at some point when progressively increasing the
number of layers in a network. However, it has been shown that the network accuracy
saturates and then starts to decrease rapidly. This decrease is not due to overfitting. This
network accuracy degradation can be prevented by using a residual network architecture
and this has enabled the training of very deep networks with hundreds of layers. A residual
network architecture contains shortcuts. A residual network consists of building blocks,
which are just stacks of layers. The shortcuts make it so that some building blocks take
input from the two preceding building blocks in the network architecture. If a stack of
layers is thought of as a function
Out = F (In)

(18)

where Out is the output and In is the input, then in residual networks the output of a
building block with a shortcut becomes
Out = F (In) + In.

(19)

The inspiration of the residual networks comes from the fact that when adding more layers
to a network, at some point the network accuracy surely saturates and when even more
layers are added, in the extreme case some layers in the network may be required to
perform an identity mapping. An identity mapping is a mapping whose output is equal
to its input. It may be that this identity mapping is not easy to optimize for a stack of
nonlinear layers, but in case of residual networks, the term F (In) in Equation 19 can
be easily made equal to a zero matrix by gradient descent. A zero matrix is a matrix
containing only zeros. If the term F (In) becomes equal to a zero matrix in a block that
has a shortcut, then the output of the block becomes equal to the input of the block. [38]

2.4

Preventing overfitting and optimizing neural networks

When a small amount of training data is available, a classifier is more prone to overfitting. Overfitting is a problem where a function fits the data too well. It is very rare that
a complete representation of data is available and hence, functions usually have to be fit
with partial data. When dealing with partial data, overfitting can have negative effects on
the reliability of interpolation and extrapolation of the fitted function. Classifiers are also
functions and overfitting classifiers usually emerges as a classifiers inability to generalize. [39]
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There are multiple ways to avoid overfitting to a degree and ultimately improve a classifier’s accuracy. Methods to prevent overfitting in neural networks are surveyed in this
section. Dropout is a method to prevent overfitting in neural networks [40]. Another way
to avoid overfitting is to simply use more data. Data augmentation describes methods for
generating seemingly new data from existing data [41]. Data augmentation can help in
creating a more complete representation of the data from partial data. Few-shot learning
is the machine learning problem where a classifier is required to learn from a very small
amount of training data [42]. Transfer learning is a machine learning problem of using
knowledge from solving one problem to solve another different problem and it can be
applied to few-shot learning problems [43].

2.4.1

Dropout

Dropout is a method to avoid overfitting in neural networks [40]. Dropout is typically
implemented in the fully-connected layers. The method involves randomly switching off
nodes in the network layers. Depending on the implementation, each node has a probability of not contributing to the network for a given training sample or a training batch. The
dropped-out nodes are also ignored in the network backpropagation. A common probability used for dropout in the fully connected layers is 0.5. Smaller probabilities are advised
to be used for the input layer as data is directly lost if input nodes are ignored. Dropout
slows the network convergence significantly, but also prevents overfitting very effectively.
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2.4.2

Data augmentation

Data augmentation can be used to reduce overfitting. In the context of machine learning,
data augmentation consists of methods to derive seemingly new data from the existing
data [41]. It is important that the derived data keeps key characteristics of the original data
while appearing as completely new data to a machine learning method. Simplest methods
include extrapolation and interpolation of data. When dealing with image data, there are
multiple image transformations that work very well as data augmentation methods. It is
important to note that different classification methods can be invariant to different image
transformations. Common image transformations used for data augmentation include the
following [44]:

• Affine transformations:
– Reflection: The image is flipped along an axis.
– Scale: The image is scaled along the image main axes.
– Rotate: The image is rotated along its center.
– Shear: The image is sheared along an axis.
• Image filtering methods:
– Methods for blurring and sharpening an image.
– Methods for adding and removing noise.
• Cropping: Output image is a subregion of the input image.

Both rotating an image by 90-degrees and reflecting an image can be particularly good
data augmentation methods because they do not cause any loss in the image quality.
Resizing images can also be used for data augmentation. There are many ways to resize
images. The most common methods include nearest-neighbor interpolation and bicubic
interpolation. The mapping of the nearest-neighbor interpolation can be defined as
Out(x, y) = In(baxe, bbye)

(20)

where Out is the output image, In is the input image, a is the inverse of the horizontal scaling factor and b is the inverse of the vertical scaling factor. be is the notation for
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rounding to nearest integer. The nearest-neighbor interpolation assigns to the output image pixels the values of the input image pixels with the closes relative positions in the
input image. [45]
The bicubic interpolation uses the weighted average of the closest relative 4-by-4 neighborhood in the input image to calculate the pixel values of the output image. The nearest
neighbor interpolation can be thought of as fitting a static function to a point and then
extrapolating that function. The bicubic interpolation can be thought of as fitting a second
degree polynomial to a 4-by-4 region and then interpolating the 4-by-4 region with that
polynomial. [45]

2.4.3

Few-shot learning

Few-shot learning refers to a case where a classifier is required to learn from a small
number of samples, usually between one and a few dozen. This is often due to a lack of
annotated data. In general, few-shot machine learning problems are solved by two ways.
The first solution is simply to acquire more training data, either through data augmentation
or external data sources. The second solution is to take the lack of samples into account
in the model. This can be achieved for instance by different regularization techniques or
other methods that compel the model to generalize more when the data at hand contains
fewer samples. For example, in case of prototypical networks [46], a variable space with
class prototypes is learned and the classification can be performed by a distance measure
to the nearest class prototype. The class prototypes can be seen as generalizations of the
classes.
Matching networks [47] can also be used to solve a few-shot learning problem. Matching networks use a small support set of training samples to define classes in a variable
space. The classification can be performed using the k-nearest neighbors method in the
variable space. In the k-nearest neighbors method, an input is classified to the class with
the largest amount of samples in the k-nearest neighbors of the input sample. The main
difference between prototypical networks and matching networks is that the prototypical
networks create one class prototype which is used for classifications, whereas the matching networks use a small support set of samples and the k-nearest neighbors method for
classification. Both the prototypical networks and the matching networks can be used
to detect classes that do not fit into any class, this is based on the distance of the input
sample to the closes class prototype or k-nearest neighbors. Additionally, both of these
classification methods make it easy to introduce new classes to an already trained model.
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This can be achieved by adding a new class prototype or a support set to the model.
Another way to account for the lack of samples involves meta-learning [48]. In metalearning, the aim is to learn the learning algorithm itself in the scope of the available data.
Unfortunately, meta-learning can be computationally very expensive.

2.4.4

Transfer learning

Transfer learning is a machine learning research problem of taking knowledge gained
from solving one problem and applying it to another problem. The general idea of the
transfer of knowledge is closely related to multi-task learning [49]. In multi-task learning, multiple tasks are solved jointly. The aim of multi-task learning is to transfer knowledge of commonalities and differences between tasks. In terms of classification tasks,
multi-task learning can result in more accurate classifiers than solving the tasks separately. An example of multi-task learning is the task of training email spam filters for
different users [50]. There is clearly room for spam filters to learn from one another, but
different users may also have different views of what is and is not spam.
The main difference between transfer learning and multi-task learning is that in transfer
learning, only one task is solved and the current task at hand is unable to transfer knowledge to the already solved reference tasks. As an example of transfer learning, a good
CNN model to recognize hawks could have a similar structure to a good CNN model
trained to recognize birds. As another example, the convolutional layers of a trained
CNN can be used to perform feature extraction from image data for other classification
methods [43]. Transfer learning can be used to reduce the required training time for CNN
models [51]. Training a CNN model with pre-trained convolutional filters can speed up
the network convergence significantly as the network does not need to learn the convolutional filters. The process of training a network with pre-trained convolutional filters is
called fine-tuning a network. Fine-tuning a network is how transfer learning is applied
to CNNs in practice. Fine-tuning a network can also be used to compensate the lack of
samples in a few-shot learning problem.

29

3

PLANKTON RECOGNITION

The outline of this chapter is the following. Different methods for plankton imaging
are described. The taxonomy of phytoplankton is outlined. The random decision forest
method is described. Existing handcrafted feature based and deep learning methods for
plankton classification are surveyed.

3.1

Plankton imaging

Plankton imaging solutions can be divided into in-situ and ex-situ systems [52]. Ex-situ
refers to the case of imaging plankton in an environment where the plankton does not
naturally exist, for instance the plankton are moved to a laboratory for imaging. Ex-situ
imaging of a plankter can for instance be done by using a microscope. In-situ imaging
solutions typically consist of a way to detect a plankter and a way to image the plankter.
There are different techniques for imaging plankton of different sizes.
Flow cytometers are devices designed to capture images and other characteristics of particles suspended in fluid that is injected into the device [52]. Imaging flow cytometers
usually use light scatter and fluorescence from particles to detect them. The light scatter
or fluorescence is usually caused by a laser beam. Plankton on average give a different
kind of light florescence and scatter when compared to other particles in the sea. Phytoplankton can for instance be detected by chlorophyll-a fluorescence. Consequently, it
is possible for the device to semi-reliably distinguish between plankton and other particles. The detection of a plankter then triggers the device camera to take an image of the
plankter. Imaging flow cytometry is a highly applicable technique for capturing images
and other data from plankton. There are many different commercially available hardware
implementations of flow cytometry designed for plankton imaging including the Imaging
FlowCytobot (IFCB), FlowCAM and CytoSense [53].
Digital holography [54] can be used to efficiently image plankton in a volume. In digital
holography, a multidimensional image is created. The imaging is done with a camera and
it is based on imaged interferograms. An interferogram is a pattern formed by the wave
interference of light. The captured interferograms are used with numerical methods to
construct a multidimensional image. The main benefit of digital holography is the ability
to image particles in a volume simultaneously at different focuses.
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The video plankton recorder [55] is a towed microscope device for in-situ plankton imaging. The video plankton recorder can be used to capture images of plankton that are larger
than 50 µm.

3.2

Phytoplankton classes

Taxonomy is the science of defining groups of biological organisms based on shared characteristics [56]. A created group is called a taxon, it is assigned a taxonomic rank and it
can be further split into smaller taxonomic groups forming a tree like structure. The major taxonomic ranks for grouping animals and plants include domain, kingdom, division,
class, order, family, genus and species. Species are at the lowest hierarchic level and
these groups are not split any further. In case of phytoplankton, it is unclear if well defined species even exist and sometimes phytoplankton is divided into groups at higher
taxonomic levels [57]. Phytoplankton can be divided into taxa based on the phylogeny of
organisms or based on their functional roles in the ecosystem. In the future, plankton will
likely be split into different taxa based on genetic information, but at this moment, mostly
external characteristics are used. Typical features used to classify plankton into taxa include shape, texture, size and other characteristics like whether they live in colonies or
have flagella. Sournia et al. [58] estimated that towards the end of 1980s, the living flora
of the world oceans amounted to 3444-4375 species.

3.3

Existing methods for automated plankton recognition utilizing
hand crafted features

The top-k accuracy is a common way to measure the performance of a classifier. The
top-k accuracy is defined as
Tk
(21)
Ak =
Tk + Fk
where Ak is the top-k accuracy, Tk is the number of samples whose classes were in the
best k model predictions, Fk is the number of samples whose classes were not in the best
k model predictions and k is a natural number.
Bueno et al. [59] studied handcrafted features to classify diatoms they acquired from
rivers. Their dataset consisted of 80 classes with roughly 100 samples per class. They
achieved a 0.9538 top-1 accuracy with a support vector machine (SVM) and a 0.9811
top-1 accuracy with a random forest implementation. They also showed how data aug-
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mentation can improve the results. Their feature vector consisted of seven morphological
features, 32 statistical features, 241 texture features, seven Hu moment features and 964
frequency features. They also studied the usefulness of the features for diatom classification.

3.3.1

Support vector machine

The SVM is a supervised learning method for binary linear classification that utilizes
handcrafted features [60]. Binary classifiers classify input into two discrete classes. In
the SVM, a liner decision boundary is defined that separates the two classes. The decision
boundary is defined based on the training data. The SVM method has multiple extensions.
For instance, a non-linear classifier can be trained by performing a non-linear mapping
on the extracted features. The SVM can also be extended to classify input into multiple
classes. This can be achieved by formulating the classification problem into multiple
binary classification problems.

3.3.2

Random decision forest based plankton recognition

A decision tree is a supervised learning method for classification that utilizes handcrafted
features [7]. Decision trees can also be used for regression. A decision tree is a treelike graph consisting of an input node, interior nodes, output nodes and connections. In
a binary tree structure, every interior node is connected to a parent node and two child
nodes. The input data enters the graph at the input node and is then sequentially evaluated
at the node and passed forward to an appropriate child node until the data exits the graph.
The rule deciding how to pass an input sample to an appropriate child node is called an
attribute test. An attribute test compares the value of an attribute of the input to a threshold
value. The attributes correspond to the features.
The main benefits of decision trees compared to other classifiers are that decision trees
are generally computationally very fast to use, and the classification process is completely
transparent [7]. Transparency of the decision tree refers to the ability of a human to
easily see and understand why a decision tree made a particular choice. Like many other
classification methods, a decision tree usually requires feature extraction to be performed.
A binary decision tree can be created from training data in a recursive fashion [7]. Two
child nodes are recursively added to an impure output node in the decision tree based on
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how they split the training data subset that corresponds to this particular impure node.
This would make the output node into an interior node and the child nodes would be
considered new additional output nodes. The training data subset that corresponds to a
node is the set of samples that would arrive at the particular node if classified. An impure
node refers to a node where the corresponding training data subset contains samples from
more than a single class. The recursion is completed when all output nodes of the decision
tree are pure nodes. Pure nodes are nodes where the corresponding training data subset
contains samples from a single class. A typical way to decide how samples are split in
an impure node into two child nodes is to minimize the sum of Gini impurities of the two
child nodes. The Gini impurity of a node is defined as
G=

X

P (i)(1 − P (i))

(22)

i

where G is the Gini impurity and P (i) is the fraction of samples of class i in the training
data subset corresponding to this particular node. A simple decision tree can be seen in
Figure 9.

Figure 9. A simple decision tree.

Random decision forest is a widely used supervised learning method for classification and
regression [7]. The basic idea is to have many smaller decision trees rather than having
one larger decision tree. A collection of multiple weaker classifiers is referred to as an ensemble. The classification task can be performed by having the ensemble of trees majority
vote for the appropriate class of an input sample. The decision trees for the ensemble can
be created from random sample subsets of the training data [61]. Having many weaker
classifiers is an effective way to avoid overfitting and hence the random classification
forest tends to yield better results than a single large decision tree [7]. Additionally, a
random decision forest provides a confidence measure for its classification results in the
form of the vote distribution. A confidence measure measures the credibility of the re-
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sults. For instance, if the class with the most votes has a large majority of all the votes,
then the classifier could be said to be confident of the result. However, if the class with
the most votes did not collect a large majority of the votes or if there are multiple other
classes with roughly equal amounts of votes, then the classification result does not look
very credible. A random forest is also robust to features that do not consistently represent
any changes between classes. The random forest can even be used to determine which
of the used features are the most useful ones for the classification task. This is simply
done by observing how often a particular feature is used in the nodes of the decision trees
relative to the position of the respective nodes.
A random forest requires feature extraction to be performed when dealing with image
data. When dealing with plankton data, example extracted features could include the
sum of the filled area, sum of the estimated biovolume, convex area, convex perimeter, major and minor axis lengths, eccentricity, extent, orientation, bounding box dimensions, perimeter, Feret diameter, solidity, number of blobs, texture entropy, texture uniformity, texture smoothness, texture entropy, different moment invariants, different shape
histograms, different wedges and rings and histograms of gradients [62]. The idea is
to extract all kinds of features and then let the decision forest calculate which features
minimize the Gini impurities the best [7]. The spectral properties of plankton are also
applicable features for classifiers. [63].

3.4

Existing deep learning methods for automated plankton recognition

There have been multiple works for classifying different plankton groups with different
deep learning methods. Some of these methods are surveyed in this section.
Correa at al. [64] proposed a CNN for microalgae classification. The study showed the
ability of CNNs to classify FlowCAM particle analyzer data from the South Atlantic
Ocean and also showed how data augmentation methods could improve the results. The
dataset was composed of 19 classes with a total of 29,449 samples and a top-1 classification accuracy of 0.8859 was reported.
Dai et al. [65] proposed ZooplanktoNet, a CNN architecture for zooplankton classification and reported a top-1 classification accuracy of 0.937. The dataset consisted of microscopic grayscale zooplankton images captured by the ZooScan system. The data included
13 classes with a total of 9,460 samples. Different CNN architectures were surveyed,
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like AlexNet, CaffeNet, VGGNet and GoogLeNet. The results showed that when data
augmentation is used, the ZooplanktoNet architecture with appropriate parameters had a
larger top-1 accuracy than the other surveyed architectures. In addition to comparing the
classification accuracies, the training times of the networks were also compared. AlexNet
and CaffeNet could be trained roughly in half an hour, VGGNet and GoogLeNet could be
trained in roughly 55 minutes and the best performing ZooplanktoNet architecture could
be trained roughly in 40 minutes. AlexNet, CaffeNet, VGGNet and GoogLeNet were
also compared to each other when data augmentation was not used. Additionally, it was
shown that parametric ReLU activations outperform standard ReLU activations by a small
margin in the ZooplanktoNet architecture.
Dai et al. [66] proposed a hybrid CNN architecture to improve plankton classification
accuracies. The study used the WHOI-Plankton dataset as a base to create a data subset
consisting of 30 classes with more than 1000 samples each. They used preprocessing
methods to create local and global feature maps from their images and showed that a
hybrid CNN architecture consisting of 3 separate inputs and convolutional channels could
outperform a network with a single input and a convolutional channel. They applied
this three-channel approach to the AlexNet and GoogLeNet architectures and reported a
roughly percentage point increase in the classification accuracy. They reached a 0.963
top-1 accuracy with the GoogLeNet hybrid architecture. The illustration of the hybrid
architecture from their publication can be seen in Figure 10. The original input image,
a locally preprocessed version of the input image and a globally preprocessed version of
the input image are passed to three separate inputs leading to three separate convolutional
channels. The three convolutional channels are combined in the fully connected layers to
a single output layer.
Li and Cui [67] proposed a deep residual network for plankton classification. The network
architecture was based on VGGNet. Their dataset consisted of 30,336 grayscale images
with 121 classes and they reported a top-5 accuracy of 0.958 and a top-1 accuracy of
0.731. This dataset was used for the National Data Science Bowl (NDSB), a data science
competition hosted on the Kaggle platform. This dataset is referred to as the NDSB
dataset. The winner of this competition was Deep Sea and they reached the top-1 accuracy
of 0.815 and the top-5 accuracy of 0.98.
Orenstein and Beijbom [43] studied transfer learning and deep feature extraction for
plankton images. Their datasets included a recategorization of the NDSB data containing
37 classes and 30,336 samples captured using an In Situ Ichthyoplankton Imaging System
near the straits of Florida, a recategorization of IFCB data captured at Martha’s Vineyard
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Figure 10. The illustration of a Hybrid CNN. FC refers to fully-connected layers and the numbers
under FC refer to the number of neurons in the particular fully-connected layer. Conv11 and
Conv3 refer to convolutional layers with filter sizes of 11x11 and 3x3 respectively and the numbers
directly under them refer to the number of filters in the particular convolutional layers. [66]

Coastal Observatory containing 53,239 samples separated into 95 classes and the Scripps
Plankton Camera System data captured at Scripps Pier containing 3,200 samples separated into 4 classes. Their goal was to study the utility of using out-of-domain data to
improve classification accuracies. They reached an 0.86 top-1 accuracy on the IFCB data
using a CNN architecture based on AlexNet that was fine-tuned for the IFCB data. They
reached a 0.83 top-1 accuracy on the NDSB dataset using a CNN architecture based on
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AlexNet fine-tuned for the NDSB data. They reached a 0.77 top-1 accuracy on the Scripps
Plankton Camera System data using a random forest utilizing hand crafted features and
deep features extracted using a CNN. They showed a roughly 0.10 unit increase in accuracy when fine-tuning AlexNet weights compared to training the CNN from scratch.
They also showed that the random forest utilizing only handcrafted features could reach
a top-1 accuracy of 0.56 on the IFCB data, top-1 accuracy of 0.62 on the NDSB data and
a top-1 accuracy of 0.69 on the Scripps Plankton Camera System data.
Pedraza et al. [68] proposed a fine-tuned AlexNet for automatic diatom classification.
The dataset consisted of 80 classes with 69,350 samples and the impacts of segmenting
and normalizing the image data were studied. Three datasets were defined, the original
dataset, a normalized version of the original dataset and a heterogeneous dataset containing both the normalized and original datasets. They reached a 0.9951 accuracy using the
heterogeneous dataset.

3.5

Summary of plankton recognition studies

Seemingly most common methods for automated plankton classification have been CNNs
and random decision forests. CNN solutions for plankton classification tend to perform
better than the random forest approaches. This is mainly because the deep feature extraction method of CNNs is superior to traditional feature extraction methods in terms of
plankton classification [43] [68] [59]. The most relevant studies are shown in Table 1 to
enable some degree of comparison and to illustrate how the average number of samples
per class and the total number of classes impacts the classification accuracies. It is worth
noting that some plankton taxa may be significantly easier to differentiate than others.
Also based on taxonomic relations, some misclassifications of plankton may be more understandable than others. There are certainly more characteristics to consider in plankton
recognition than just classification accuracy.
A trend can be observed between the studies that used taxonomically similar data. Comparing [68] and [59], [65] and [43], and [43] and [67], it can be observed that having more
classes in the data results in a decrease in the classification accuracy of the classifier and
having less average samples per class in the data results in a decrease in the classification
accuracy of the classifier.
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Table 1. Comparison of solutions for plankton classification.

Publication

Data

Pedraza et al. [68]
Bueno et al. [59]
Dai et al. [66]

Diatoms
Diatioms
The WHOI-Plankton
dataset
Zooplankton
Microalgae
Zooplankton
Recategorization of
the NDSB dataset
The NDSB dataset

Dai et al. [65]
Correa et al. [64]
Orenstein and Beijbom [43]
Orenstein and Beijbom [43]
Li and Cui [67]

Classes

Top-1
accuracy

80
80
30

Average
number of
of samples
per class
866
74
≥1000

13
19
95
37

728
1550
560
1124

0.94
0.89
0.86
0.83

121

251

0.73

0.99
0.98
0.96
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4

EXPERIMENTS AND RESULTS

The outline of this chapter is the following. The data is described. The data preprocessing
methods are defined. The classification methods are described. The experiments are outlined. The evaluation criteria for the classifiers are defined. The results of the experiments
are given.

4.1

Data

The plankton data related to this thesis has been captured with an IFCB [69]. The IFCB
is an in-situ automated submersible imaging flow cytometer. The IFCB captures roughly
3.4 pixels per µm resolution images of suspended particles in the size range of 10 to 150
µm. The device samples seawater at a rate of 15 ml per hour and can produce tens of
thousands of images per hour. IFCB also gives analog-to-digital converted data from the
photomultiplier tubes of the device. The photomultiplier tubes are used to detect light
scatter and fluorescence from particles hit by the device laser and the analog-to-digital
converted values of the photomultiplier tubes are used to determine whether a particle
should be imaged or not. Example images can be seen in Figure 11.
The dataset used to train and to test CNNs is the annotated and labeled portion of the
image set collected by Kraft et al. from the Marine Research Centre of the Finnish Environment Institute during autumn 2016 and during spring 2017 to summer 2017. The 2017
data has been collected from the Utö Atmospheric and Marine Research Station [70] and
the 2016 data from the Algaline ferrybox system of M/S Finnmaid and Silja Serenade.
The event and analog-to-digital converted data is referred to as ADC-data and it is a
portion of the dataset. The even data contains information about the performed imaging
events like for instance the time of the imaging event. The dataset contains grayscale
images and ADC-data of phytoplankton divided into 82 different classes. There is a large
difference in the sizes of the images. The vertical axes of the images can range from 21
pixels to 770 pixels and the horizontal axes of the images can range from 52 pixels to
1,359 pixels. The pixel values of the images are scaled to values between zero and one.
There is also a very large imbalance in the number of samples per class. Some classes
have thousands of samples whereas some other classes have a single sample. The names
of all the classes in the dataset and the corresponding number of samples in the classes
can be seen in Table 2. The sp. is an abbreviation of species and it is used when the
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Figure 11. Example phytoplankton images in the data.

species name is unknown or can not be named. The taxonomic relations of the different
classes are depicted in Figure 12. The taxonomic relations in the figure are based on [71].
In this thesis, only in the Figure 12 does the term class refer to the taxonomic rank and
everywhere else it is used to describe the group a sample is labeled into.
Three particular classes are removed from the dataset: Unclassified, Nanoplankton and
Flagellates. Unclassified contains samples that could not be visually classified into any
other class with reasonable certainty by a human expert. This makes up for roughly
50% of all screened samples. Nanoplankton and Flagellates are removed because they
are classes that do not adhere to a real taxonomic rank and are similar to Unclassified.
Nanoplankton and Flagellates both contain samples that could not be classified into any
other class with a reasonable certainty by a human expert.
The used features from the ADC-data include the original image dimensions and analogto-digital converted data of the average and peak values of the photomultiplier tubes during a laser pulse. The ADC-data is pseudo normalized to have values between −1 and 1.
This is done by dividing the values of the features with the largest absolute value of each
respective feature.
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Table 2. Classes and the number of samples per class in the dataset.

Class
Unclassified
Nanoplankton
Snowella Woronichinia sp. dense
Dino small funny shaped
Chroococcus small
Heterocapsa triquetra
Snowella Woronichinia sp. loose
Dolichospermum Anabaenopsis
Chaetoceros sp.
Peridiniella catenata single
Pseudopedinella sp.
Aphanizomenon flosaquae
Skeletonema marinoi
Thalassiosira levanderi
Pyramimonas sp.
Heterocapsa rotundata
Oocystis sp.
Teleaulax sp.
Mesodinium rubrum shrunken
Mesodinium rubrum
Centrales sp.
Prorocentrum cordatum
Heterocyte
Dinophyceae under 20
Eutreptiella sp.
Flagellates
Cymbomonas tetramitiformis
Cyst like
Pennales sp. boxy
Peridiniella catenata chain
Cryptomonadales
Merismopedia sp.
Cryptophyceae drop
Gymnodinium like
Ciliata strawberry
Chroococcales
Beads
Chlorococcales
Katablepharis remigera
Nodularia sp.umigena
Ciliata

Samples
16472
3200
2385
2070
1446
1433
1325
1223
916
871
829
821
756
650
623
569
458
413
346
287
249
230
225
198
190
189
150
150
145
140
138
138
136
133
126
107
100
88
85
80
75

Class
Dinophysis acuminata
Cluster A
Uroglenopsis sp.
Licmophora sp.
Cyclotella choctawhatcheeana
Euglenophyceae
Cryptophyceae small
Ceratoneis closterium
Gymnodiniales
Aphanothece paralleliformis
Pennales sp. curvy
Pennales sp. basic
Chaetoceros similis
Melosira arctica
Akinete
Amylax triacantha
Monoraphidium contortum
Oscillatoriales
Binuclearia lauterbornii
Pauliella taeniata
Scenedesmus sp.
Chaetoceros throndsenii
Apedinella radians
Chaetoceros resting stage
Cryptophyceae Euglenophyceae
Chaetoceros subtilis
Pauliella taeniata resting stage
Aphanizomenon sp.
Dinobryon balticum
Nitzschia paleacea
Chaetoceros danicus
Dinophysis norvegica
Melosira arctica resting stage
Nostocales
Coscinodiscus granii
Dinophysis sp.
Gymnodinium sp.
Nodularia spumigena heterocyte
Rotifera
Amoeba
Dinophyceae over 20

Samples
73
72
69
62
55
42
39
33
31
29
28
25
24
24
23
21
19
15
13
13
13
12
10
8
8
5
5
4
4
4
3
3
3
3
2
2
2
2
2
1
1

41

Figure 12. Taxonomy of the classes in the dataset. The classes in the dataset are written in italics.
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Figure 12. (continued).
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The classes in the dataset are divided into four new data subsets called Subset100, Subset50, Subset20 and Subset10. The numbers in the subset names describe the threshold
value that was used when the data subsets were created. For instance, Subset100 contains
all the classes in the data with at least one hundred samples per class. Details of these data
subsets can be seen in Table 3. The data subsets are randomly split into training sets and
testing sets. A number of samples in a data subset are assigned to the testing set equal to
25% of the threshold value of the subset. The remaining samples are then assigned to the
training set, up to one thousand.
Table 3. Data subsets for the experiments.

Name

Thresholding

Subset100
Subset50
Subset20
Subset10

Classes with ≥100 samples
Classes with ≥50 samples
Classes with ≥20 samples
Classes with ≥10 samples

4.2

Number
of
classes
34
43
54
61

Minimum number
of training samples
per class
75
38
15
8

Test
samples
per class
25
12
5
2

Data preprocessing

A traditional CNN requires the input images to have a predefined size. Resizing plankton
images to a uniform size is done by reducing the size of the large images so that the
larger axis of the image matches the target frame. The image aspect ratio is kept as
constant as possible. Then the image is padded to match the target frame dimensions.
The target frame refers to the desired size of the resized images. Images that are smaller
than the target frame are enlarged to have their larger axis match the target frame and
then the images are padded to fit the target frame. The images are resized with bicubic
interpolation. Also, the effects of using the nearest-neighbor interpolation are tested. As
there is a lot of background in the images, the mode of the image is used as the padding
color for the image. The mode of an image is the most common pixel value in the image.
The effects of using both black and white as padding colors are also tested.
The implemented data augmentation methods include reflecting, 90-degree rotations and
cropping 10 percent off the both ends of the larger image axis. The cropping is performed
before the images are resized to a uniform size. Adding the reflected versions of the train-
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ing samples to the training data doubles the amount of training data. Adding the cropped
versions of the training samples to the training data doubles the amount of training data.
Adding the rotated versions of the training samples to the training data quadruples the
amount of training data. These augmentation methods allow for the generation of 16
times more training data for classes with few training samples. Because of the small
number of samples in number of classes, data augmentation is performed on the training
sets until each class contains one thousand samples. Duplicates of the samples are added
if there are less than one thousand samples in a class after the data augmentation methods
are used.

4.3

Proposed network structures

The proposed network structures are based on AlexNet [14]. Validating any results related to class specific classification accuracies becomes computationally expensive because there are few samples in a moderate number of classes. As a result, smaller network architectures are more ideal for studying the impact of different methods related to
increasing the classification accuracies of the CNNs in the scope of phytoplankton classification. The sequential network structures of the proposed networks can be seen in
Tables 4 and 5, where n is the number of classes in data, p is the probability to dropout
an activation and ADC_data is the number of features passed to the network form a secondary input. The feature vector passed from the secondary input is concatenated with
the flattened feature map of the last convolutional layer.
CNN256 takes in 256x256 sized images and CNN128 takes in 128x128 sized images.
CNN256 consists of roughly four million trainable parameters and CNN128 consists of
roughly three million trainable parameters. As a comparison, the AlexNet architecture
consists of roughly 60 million trainable parameters [14]. It has been very clear that
larger input images yield better classification accuracies, but also require increasingly
more training time. CNN256 is merely the scaled up version of CNN128 for larger input images. The samples in the data subsets are resized to uniform 256x256 pixels for
CNN256 and 128x128 pixels for CNN128. Examples of the resized 256x256 images can
be seen in Figure 13.
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Table 4. The sequential structure of CNN256. The network consists of roughly four million
trainable parameters. The number of parameters depends on the number of classes.

Layer
input
convolutional
convolutional
maxpooling
convolutional
convolutional
maxpooling
convolutional
maxpooling
flatten
fully-connected
dropout
fully-connected
dropout
fully-connected

Layer dimensions
256x256
96x10x10
96x6x6
2x2
128x4x4
160x4x4
2x2
192x3x3
2x2
512x4800
512x1
512x512
512x1
nx512

Parameters
stride = 2x2
stride = 2x2
stride = 2x2
stride = 1x1
stride = 1x1
stride = 2x2
stride = 1x1
stride = 2x2

p = 0.5
p = 0.5

Output dimensions
256x256
96x124x124
96x60x60
96x30x30
128x27x27
160x24x24
160x12x12
192x10x10
192x5x5
4800x1
512x1
512x1
512x1
512x1
nx1

Table 5. The sequential structure of CNN128. The network consists of roughly three million
trainable parameters. The number of parameters depends on the number of classes and the number
of features given form the secondary input.

Layer
input
convolutional
convolutional
maxpooling
convolutional
convolutional
convolutional
maxpooling
flatten
fully-connected
dropout
fully-connected
dropout
fully-connected

Layer dimensions
128x128
96x10x10
96x6x6
2x2
128x3x3
160x3x3
192x3x3
2x2
512x3072
512x1
512x512
512x1
nx512

Parameters
stride = 2x2
stride = 2x2
stride = 2x2
stride = 1x1
stride = 1x1
stride = 1x1
stride = 2x2

p = 0.5
p = 0.5

Output dimensions
128x128
96x60x60
96x28x28
96x14x14
128x12x12
160x10x10
192x8x8
192x4x4
(3072+ADC_data)x1
512x1
512x1
512x1
512x1
nx1
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Figure 13. Examples of the resized plankton images.

4.4

Description of experiments

CNN256 was trained for 70 epochs on the Subset100, Subset50, Subset20 and Subset10
training data with Nesterov’s method [33] using learning rate of 0.01, momentum of 0.9
and batch size of 256. The parameters are based on small scale empiric tests and it was
observed that the CNN can be trained successfully with these parameters. The network accuracy was tested every 5 epochs with the appropriate testing set. Additionally, CNN256
was trained on a variation of Subset50 where the images that were too small for the network input were only padded, instead of having them enlarged first and then having them
padded.
CNN128 was trained for 70 epochs on the Subset50 training data with Nesterov’s method
using learning rate of 0.01, momentum of 0.9 and batch size of 256. The network accuracy was tested every 5 epochs with the appropriate testing set. CNN128 was not given
any ADC-data from the secondary input. Different variations of this experiment were
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performed as follows:

• The height and width of the original images were given to the network from the
secondary input, instead of giving nothing from the secondary input.
• The height and width of the original images and the average and the peak analogto-digital converted photomultiplier tube values were given to the network from the
secondary input, instead of giving nothing from the secondary input.
• The network was trained using samples that were padded with white, instead of
using samples padded with the mode of the images.
• The network was trained using samples that were padded with black, instead of
using samples padded with the mode of the images.
• The network was trained using samples resized with the nearest-neighbor interpolation, instead of using samples resized with the bicubic interpolation.
• The network was trained using the parametric ReLU activation function in all the
fully-connected and convolutional layers of the network, instead of using the ReLU
activation function.
• The network was trained using only 90-degree rotations and reflections of the images as data augmentation methods, instead of also using cropping as a data augmentation method.
• The network was trained using no data augmentation methods, instead of using data
augmentation methods.
• The network was trained using no dropout layers, instead of using the two dropout
layers in the network.
• The network was trained using 1024 nodes in the fully connected layers, instead of
512 nodes.
• The network was trained without a pooling layer after the last convolutional layer,
instead of having a pooling layer after the last convolutional layer.

Random decision forests were created from the Subset100, Subset50, Subset20 and Subset10 training data consisting of a thousand decision trees that were created from subsets of 31 samples of the training data. The MATLAB toolboxes ifcb-analysis [72] and
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DIPUM [62] were used for the feature extraction. DIPUM is a MATLAB toolbox containing implementations of digital image processing methods. The feature vector consisted
of 237 features. The names of the features are listed in Table 6. The features included
seven different moment invariants, 48 different wedges, 50 different rings and 81 different
histograms of gradients. The feature extraction was performed on the original images in
the data subsets, not on the resized versions.
Table 6. Names of the extracted features.

roi number
Biovolume
BoundingBox ywidth
ConvexPerimeter
EquivDiameter
FeretDiameter
H90
MajorAxisLength
Orientation
RWcenter2total powerratio
Solidity
shapehist kurtosis normEqD
shapehist median normEqD
shapehist skewness normEqD
summedBiovolume
summedConvexPerimeter
summedMajorAxisLength
summedPerimeter
texture average gray level
texture smoothness
texture uniformity
RotatedBoundingBox xwidth
Area over PerimeterSquared
H90 over Hflip
Hflip over H180
rotated BoundingBox solidity
Rings
Moment invariants

Area
BoundingBox xwidth
ConvexArea
Eccentricity
Extent
H180
Hflip
MinorAxisLengt
Perimeter
RWhalfpowerintegral
numBlobs
shapehist mean normEqD
shapehist mode normEqD
summedArea
summedConvexArea
summedFeretDiameter
summedMinorAxisLength
texture average contrast
texture entropy
texture third moment
RotatedArea
RotatedBoundingBox ywidth
Area over Perimeter
H90 over H180
summedConvexPerimeter over Perimeter
Wedges
Histograms of gradients

Three class distributions were also created and studied. The first was the distribution of
all the samples in Subset10, referred as the labeled distribution. The second one was
the distribution of the class Unclassified that was classified using CNN256 trained on the
Subset10, referred as the unclassified distribution. The idea was to see how similar these
two distributions were and perhaps the similarity would allow for the identification of
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some of the more problematic classes. The last distribution was the sum of the labeled
and CNN classified distributions, referred as the estimated distribution.

4.5

Evaluation criteria

To evaluate performance and to compare different methods, the classification performances were measured using top-k accuracies as defined in Section 3.3 Equation 21 and
confusion matrices. A confusion matrix consists of correct class labels on one axis and
class predictions on the other axis. The confusion matrix cells contain the number of
samples that had the respective correct class and classification results. The diagonal of
the confusion matrix corresponds to the number of correctly classified samples in each
class. The confusion matrix can be normalized so that the sums along the axis representing the correct class labels is equal to one. This can be done by dividing the value of
each cell by the number of test samples in each corresponding class. The class specific
accuracies of the classifiers correspond to the values from the diagonals of the normalized
confusion matrices.
Cross validation was used to validate the results. The top-k accuracies in Section 4.6 and
the confusion matrices in the Appendices are the average top-k accuracies and the average
confusion matrices of the cross validations. The standard deviations were also calculated
for the top-1 accuracies of the cross validations. The standard deviation can be defined as
s
s=

PN

(xi − x̄)2
N −1

i=1

(23)

where N is the number of cross validations, xi is the top-1 accuracy of the ith cross validation and x̄ is the average top-1 accuracy of the cross validations. The top-1 accuracies
are given with the notation of top-1 accuracy±standard deviation.

4.6

Results

The number of cross validations depend on the number of testing samples in the different
data subsets. Classifiers trained with the data subsets containing less testing samples per
class are cross validated more in order to have a reasonable certainty of the result. The
training of CNN256 on the data subsets Subset100, Subset50, Subset20 and Subset10 and
the respective top-1, top-2, top-3 and top-5 accuracies on the testing set can be seen in
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Figures 14-17. The confusion matrices can be found from the Appendices 1-4. The results
for CNN256 for the data subsets Subset100, Subset50, Subset20 and Subset10 have been
cross validated 30, 30, 30 and 60 times respectively. Based on the confusion matrices
and the Figure 12, the largest confusions in the confusion matrices tend to be between
taxonomically more closely related classes.
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Figure 14. Accuracies of CNN256 with Subset100.

The classification accuracies of different classes with CNN256 on Subset10 and the total
number of samples in the classes in the whole dataset can be seen in Table 7.
A comparison of the top-1 accuracies between CNN256 and the random forest implementation can be seen in Table 8. The results of the random forest implementation for the
data subsets Subset100, Subset50, Subset20 and Subset10 were cross validated 10, 10,
30 and 60 times respectively. The results from the random forest classifier have not been
cross validated as much as the results from CNN256, because a lesser number of cross
validations was enough to show the significant gap between the classification accuracies
of the two classification methods. CNN256 performs significantly better than the random
forest implementation with the same data. This is likely due to the deep feature extraction
being superior to traditional feature extraction methods and this result agrees with other
studies surveyed in Section 3.4. Also, the lack of data augmentation for the random forest
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Figure 15. Accuracies of CNN256 with Subset50.
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Figure 16. Accuracies of CNN256 with Subset20.
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Figure 17. Accuracies of CNN256 with Subset10.

implementation explains the lower classification accuracy of the forest to some degree.
Training CNN256 on the variation of Subset50, where the images that were too small
for the network input were only padded, instead of enlarging them first and then padding
them resulted in a top-1 classification accuracy of 0.800± 0.020. It was thought that
the network might benefit from information about the original sizes of the images, but
this resulted in a decrease in the top-1 classification accuracy when compared to training
CNN256 on Subset50. It seems to be beneficial in this particular case to enlarge images
that would otherwise be too small for the CNN.
The results with the different variations of CNN128 can be seen in Table 9. These results
have been cross validated 30 times. From Table 9, it can be seen that giving CNN128
ADC-data does not increase the top-1 classification accuracy of the network. It can be
seen that using the mode of the images as a padding color results in an increased top1 classification accuracy, contrary to using white or black as a padding color. Resizing
images with the bicubic interpolation also results in a better top-1 accuracy than using
the nearest-neighbor interpolation. A small increase in the top-1 accuracy of CNN128
is observed when using the parametric ReLU activation function instead of the ReLU
activation function.
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Table 7. A table of the classes in Subset10, the total number of samples in the classes and the
classification accuracies of the classes with CNN256 on Subset10.

Class
Snowella Woronichinia sp. dense
Dino small funny shaped
Chroococcus small
Heterocapsa triquetra
Snowella Woronichinia sp. loose
Dolichospermum Anabaenopsis
Chaetoceros sp.
Peridiniella catenata single
Pseudopedinella sp.
Aphanizomenon flosaquae
Skeletonema marinoi
Thalassiosira levanderi
Pyramimonas sp.
Heterocapsa rotundata
Oocystis sp.
Teleaulax sp.
Mesodinium rubrum shrunken
Mesodinium rubrum
Centrales sp.
Prorocentrum cordatum
Heterocyte
Dinophyceae under 20
Eutreptiella sp.
Cymbomonas tetramitiformis
Cyst like
Pennales sp. boxy
Peridiniella catenata chain
Cryptomonadales
Merismopedia sp.
Cryptophyceae drop
Gymnodinium like

Samples
2385
2070
1446
1433
1325
1223
916
871
829
821
756
650
623
569
458
413
346
287
249
230
225
198
190
150
150
145
140
138
138
136
133

Accuracy
0.83
0.63
0.92
0.82
0.73
0.87
0.79
0.96
0.96
0.93
0.99
0.92
0.89
0.96
0.77
0.84
0.96
0.83
0.85
0.91
0.93
0.57
0.78
0.94
0.98
0.88
0.93
0.73
0.58
0.87
0.67

A small decrease in the top-1 accuracy of the network is observed when opting to no
use cropping as a data augmentation method. A signification decrease in the network
top-1 accuracy can be seen when no data augmentation methods are used. This accuracy
is higher than the top-1 accuracy of the random forest trained on Subset50 and further
goes to show the superior performance of the deep feature extraction compared to hand
crafted feature approaches. The importance of using dropout can also be seen. The top-1
accuracy of the network drops drastically when opting to use not dropout.
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Table 7. (continues).

Class
Ciliata strawberry
Chroococcales
Beads
Chlorococcales
Katablepharis remigera
Nodularia sp.umigena
Ciliata
Dinophysis acuminata
Cluster A
Uroglenopsis sp.
Licmophora sp.
Cyclotella choctawhatcheeana
Euglenophyceae
Cryptophyceae small
Ceratoneis closterium
Gymnodiniales
Aphanothece paralleliformis
Pennales sp. curvy
Pennales sp. basic
Chaetoceros similis
Melosira arctica
Akinete
Amylax triacantha
Monoraphidium contortum
Oscillatoriales
Binuclearia lauterbornii
Pauliella taeniata
Scenedesmus sp.
Chaetoceros throndsenii
Apedinella radians

Samples
126
107
100
88
85
80
75
73
72
69
62
55
42
39
33
31
29
28
25
24
24
23
21
19
15
13
13
13
12
10

Accuracy
0.88
0.80
0.96
0.48
0.87
0.65
0.48
0.93
0.88
0.94
0.83
0.70
0.56
0.24
0.92
0.75
0.83
0.48
0.55
0.81
0.78
0.59
0.63
0.99
0.64
0.59
0.94
0.64
0.86
0.34

Table 8. The top-1 classification accuracies of CNN256 and the random forest, with the different
data subsets.

Data subset
subset100
subset50
subset20
subset10

CNN256
0.848± 0.015
0.827± 0.014
0.792± 0.022
0.782± 0.038

The random forest
0.701± 0.007
0.632± 0.016
0.556± 0.024
0.563± 0.031
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Having 1024 nodes in the fully-connected layers resulted in a 0.804± 0.021 top-1 accuracy at 70 epochs, the network was then trained to 100 epochs and the top-1 accuracy
increased to 0.813± 0.018. Increasing the number of nodes at the fully-connected layers
has clear potential to increase the top-1 accuracies. The increase from 512 nodes to 1028
nodes roughly doubled the number of parameters in the network and resulted in a need
to train the network longer. Consequently, increasing the network size rapidly increases
the amount of time it takes to train the network. Removing the last pooling layer of the
network clearly reduced the network top-1 accuracy. Removing the last pooling layer
from the network roughly quadruples the number of parameters in the network. It can
be hypothesized that continuing the training for dozens of epochs may result in an increased top-1 accuracy. It can be seen that the CNN256 performs better on Subset50 than
CNN128, clearly the size of the input images impacts the performance of the networks.
Table 9. The top-1 classification accuracies with the variations of CNN128.

Variation
No variation
Original image dimensions as features
Original image dimensions, average and peak
photomultiplier tube values as features
White as a padding color
Black as a padding color
Resize images with the nearest-neighbor interpolation
Parametric ReLU
No cropping as an augmentation method
No data augmentation
No dropout layers
1024 nodes in fully-connected layers
Last pooling layer removed

The top-1 accuracy
0.809± 0.014
0.807± 0.017
0.809± 0.018
0.801± 0.016
0.793± 0.014
0.804± 0.018
0.812± 0.017
0.800± 0.015
0.713± 0.014
0.727± 0.026
0.804± 0.021
0.793± 0.018

The normalized plankton distributions as introduced in Section 4.4 can be seen in Figure18. The CNN classified distribution has been cross validated 60 times.
Examples of samples from Subset10 that were misclassified with CNN256 with some of
the highest and lowest classification confidences can be seen in Figures 19 and 20. The
classification confidence of a sample corresponds to the posterior probability of the class
with the largest posterior probability given by the network.
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Figure 18. Bar diagram of the normalized plankton distributions. Estimate is the estimated distribution, Labeled is the labeled distribution and Unclassified is the unclassified distribution.

57

Figure 19. Misclassified images with some of the highest classification confidences. Misclassified
images on the left and example images from the corresponding correct class on the right. The
number before the name of the misclassified sample is the classification confidence of the CNN.
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Figure 19. (continued).
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Figure 20. Misclassified images with some of the lowest classification confidences. Misclassified
images on the left and example images from the corresponding correct class on the right. The
number before the name of the misclassified sample is the classification confidence of the CNN.
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5
5.1

DISCUSSION
Current study

CNN256 was trained on Subset100, Subset50, Subset20 and Subset 10 and the results
were compared to a random forest implementation trained on the same data subsets.
CNN256 was also trained on a variation of Subset50. CNN128 was trained on Subset50
and multiple variations of this experiment were done. Three distributions were created
based on the results with training CNN256 on Subset10.
For the CNN implementation, problems related to the class imbalance in the number of
samples per class were avoided to a large degree by augmenting the data. Using 90-degree
rotations and reflections, the top-1 classification accuracy of cnn128 was significantly
improved and using cropping as an additional data augmentation method further improved
the results by a small margin. The effectiveness of data augmentation for plankton images
agrees with other studies surveyed in Section 3.4.
Problems related to the variations in the image sizes were solved to a degree by resizing
and padding the images. The bicubic interpolation works better in this case than the
nearest-neighbor interpolation. Additionally, it was shown that it is beneficial to enlarge
images rather than only add padding to them. It can clearly be beneficial to have enlarged
regions of interest. The smallest images in the dataset have dimensions equaling 21x52
pixels and the convolutional filters in the first convolutional layer of the CNN256 have
dimensions of 10x10. It may also be that the size of the convolutional filters in the first
convolutional layer are simply too large to efficiently extract good consistent features
from the regions of interest in the smallest images in the dataset.
Problems related to the errors in the ground truth were solved to an unknown degree
by implementing dropout that forces the CNN to generalize. By forcing the network to
generalize, the impact of outliers and erroneously labeled samples diminishes. This is
likely to works well because of the relatively small number of expected actual errors in
the ground truth. There are a few additional things worth noting about the results. Dropout
proved to be very effective for preventing overfitting. Overfitting was not observed in any
CNN that had incorporated dropout. This result agrees with [40]. The variations in the
image sizes do not cause problems for the random forest implementation. The random
forest is an ensemble of classifiers; hence, it inherently forces generalization, and thus
dilutes the effects of erroneously labeled training samples.
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The few-shot learning problem is real. Table 8 shows that the classification accuracy of the
CNN and the random forest decreases as more classes with less samples are introduced.
Also, the classification accuracies of the classes in Table 7 are on average seemingly
smaller for the classes with fewer samples. However, many of the classes with less than
100 samples are classified with high accuracies. For instance, Pauliella taeniata has only
13 samples and the samples are classified with a 0.94 accuracy.
The top-1 accuracy of the CNNs could be compared to the top-1 accuracies of the classifiers listed in Section 3.5 Table 1. From the table, the microalgae data in Correa et al. [64]
is taxonomically the most similar data to the phytoplankton data used in this thesis. However, due to the diversity of phytoplankton species, the results are not directly comparable.
Studies on the same data are required to compare the accuracies of different classification
methods. Nevertheless, the classification accuracies of the CNNs in this thesis seem to fit
the trend that more classes in the data results in a decrease in the classification accuracy
and less samples per class in the data results in a decrease in the classification accuracy.
It is possible to identify a few problematic classes from the confusion matrix found in
Appendix 2. Two problematic classes can be identified, which are Chlorococcales and
Ciliata with classification accuracies of 0.48 and 0.47 respectively. The confusion matrices are important knowledge for biologists as the classification accuracies of the classes
should correlate to a degree with the errors in the ground truth. Some of the confusions
are significantly more reasonable than others. For instance, from the confusion matrix in
Appendix 3, misclassifications between Pennales sp. curvy and Pennales sp. boxy can be
seen. These classes are taxonomically more closely related than classes like Chlorococcales and Snowella Woronichinia sp. loose and hence the misclassifications can be better
understood.
The distributions of the labeled training samples and the CNN classified samples clearly
correlate despite the large fluctuations as shown in Figure 18. There are several ways
how the differences in the distributions can be explained and one probably should not
expect the distributions to match too well. For instance, important features may be hard
for humans to detect for some plankton species, resulting in most of these samples being
left in Unclassified. The reverse case is also true where plankton species with easily
visible clear features are likely to have most of their samples labeled. Nevertheless, the
relative differences between the labeled distribution and the unclassified distribution are
indicators of possible problems. For instance, Chaetoceros throndsenii has roughly 14
times more CNN classified samples than labeled samples, Cluster A has roughly 9 times
more CNN classified samples than labeled samples and Centrales sp. has roughly 7 times

62
more labeled samples than CNN classified samples. The large relative difference in the
number of Chaetoceros throndsenii samples in the distributions can be explained by the
few-shot learning problem as there are only 12 samples in this particular class. However,
this is not the case for Cluster A and Centrales sp., both of these classes have a reasonable
number of labeled samples and both of these classes exhibit good top-1 classification
accuracies of over 0.80, as seen in Table 7. There are also other classes with similar
cases.
Logically the samples in Unclassified are more likely to belong to and to be classified
into classes of higher taxonomic rank. This is because the samples do not have clear
features by definition to match the characteristics of classes with lower taxonomic ranks,
otherwise they probably could have been labeled by human experts. Nevertheless, it is
unclear to what extent does this explain the fluctuations between the labeled and CNN
classified distributions.
The real distribution of the plankton species in the original dataset was estimated by summing the labeled and CNN classified distributions. The estimated distribution can give us
an estimate of how important it is to correctly classify samples in a particular class. Practically all of the classes that make up an above average portion of the estimated distribution
are classified with an above 0.80 accuracy or have very reasonable confusions. This is
obviously caused partially by the above average amount of available labeled samples in
these classes. However, there is one class that has a high number of labeled samples
yet boasts a 0.63 accuracy: Dino small funny shaped. This class has the second largest
number of labeled samples and it is the second largest class in the estimation of the real
distribution. Dino small funny shaped is mainly confused with Heterocapsa triquetra and
these two classes are taxonomically under the same class.

5.2

Future work

Due to the CNN platform and the time limitations, the spatial pyramid pooling was not
implemented in this thesis work. It would be interesting to see how much the classification
result could be improved. The unlabeled portion of the data contains images of scraps,
trash, bubbles, other inanimate particles, unknown plankton and images with multiple
plankton in them. To have a CNN work in practice for automated plankton classification,
a way to appropriately classify the unlabeled portion of the data, is required.
Other studies in Section 3.4 have shown success for CNNs when dealing with zooplank-
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ton. There are clear grounds to believe in the applicability of the proposed CNN architectures when dealing with plankton not limited to phytoplankton nor to the Baltic Sea.
Training a significantly larger network is likely to increase the top-1 classification accuracy, it would be interesting to see to what extent can the top-1 accuracy be increased.
Employing transfer learning can be beneficial and it would be interesting to see the results
of fine-tuning networks that have been trained on different plankton data sets.
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6

CONCLUSION

The objectives of this thesis were to train a CNN classifier for automated phytoplankton
classification, to explore methods to increase the classification accuracy and to compare
the CNN to an existing random forest classifier. The task was limited to micro- and
nanophytoplankton collected from the Baltic Sea. Additionally, there were three data
related challenges: the large disparity in the image sizes, the large disparity in the number of samples per class, and erroneously labeled samples were expected in the data. A
CNN based on AlexNet was trained on phytoplankton data which clearly outperformed
the random forest solution in the experiments. Class imbalance was solved by data augmentation methods. Augmenting the data with 90-degree rotations and reflections of the
samples improved the CNN’s top-1 accuracy and augmenting the data with a cropping
based method further increased the top-1 accuracy. With the subset of data containing all
the classes with at least 50 samples, the best achieved top-1 accuracy was 0.827.
The large disparity in the image sizes were solved by resizing and padding the images
to uniform size. The bicubic interpolation provided a better classification accuracy than
the nearest neighbor interpolation. The impact of the errors in the ground truth were
alleviated by forcing the CNN to generalize, which was achieved by employing dropout
which also prevented the networks from overfitting. The real distribution of the data
was estimated as the sum of the labeled distribution of samples and the CNN classified
distribution of samples. Potentially problematic classes were identified from the dataset
based on the confusion matrices and the different distributions. Potential future work was
also outlined, including studying the applicability of CNNs for plankton classification
not limited to the Baltic Sea nor to phytoplankton and studying the benefits of a spatial
pooling pyramid, larger network architectures and transfer learning.
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Appendix 1.
The confusion matrix of convolutional neural network (CNN256) classification of classes with at least 100 samples (Subset100).
The confusions are shown as percentages (%).

Appendix 2.
The confusion matrix of convolutional neural network (CNN256) classification of classes with at least 50 samples (Subset50).
The confusions are shown as percentages (%).

Appendix 3.
The confusion matrix of convolutional neural network (CNN256) classification of classes with at least 20 samples (Subset20).
The confusions are shown as percentages (%).

Appendix 4.
The confusion matrix of convolutional neural network (CNN256) classification of classes with at least 10 samples (Subset10).
The confusions are shown as percentages (%).

