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ABSTRACT 

Author: Sébastien Taillon 

Student number: 0443372 

Title: 

Pricing financial call options with a Multilayer Perceptron class of 

Artificial Neural Network – case: S&P 500 index options in 2017-

2019 

Faculty: LUT School of Business and Management 

Degree program: Strategic Finance and Business Analytics 

1st Examiner: Jyrki Savolainen 2nd Examiner: Mikael Collan 

The objective of this Master’s thesis is to examine if a Multilayer Perceptron class of 

artificial neural network can be applied to estimate European call option prices on the S&P 

500 index in 2017 to 2019. The estimations are also done with the Black-Scholes Model 

to benchmark the Multilayer Perceptron’s results. Two Multilayer Perceptron’s are built 

with the same architecture but with different activation functions. Furthermore, the options 

are partitioned by moneyness and maturity to further study the Multilayer Perceptron’s 

and Black-Scholes Model’s discrepancies.  

 

The final dataset constituted of 375 117 observations. The dataset was partitioned to 

training (70%) and test (30%) datasets. Rectified Linear Unit and Exponential Linear Unit 

activation functions were applied to the Multilayer Perceptron.  

 

The results are in line with previous research and confirm that a Multilayer Perceptron 

class of artificial neural network can be applied on European call option prices on the S&P 

500 index in 2017-2019. The results of this thesis suggest that a Multilayer Perceptron 

estimates European call option prices on the S&P 500 index in 2017-2019 better than the 

Black-Scholes Model. Further, the results confirm that the Multilayer Perceptron can 

estimate European call option prices on the S&P 500 index in 2017-2019 better than the 

Black-Scholes Model despite the option’s moneyness or maturity. Exponential Linear 

Unit as an activation function is found to estimate better than the Rectified Linear Unit 

activation function.  
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1. tarkastaja: Jyrki Savolainen 2. tarkastaja: Mikael Collan 

Tämän pro-gradu tutkielman tarkoituksena on selvittää, voiko MLP-neuroverkko 

estimoida S&P 500 -indeksin eurooppalaisia osto-optioiden hintoja vuosina 2017-2019. 

Optioiden hinnat estimoidaan vertailun vuoksi myös Black-Scholes-mallilla. Myös kaksi 

MLP-neuroverkkoa rakennetaan samalla rakenteella, mutta eri aktivointifunktioilla 

vertailun vuoksi. MLP-neuroverkon ja Black-Scholes-mallin tuloksia tutkitaan myös 

optioiden arvon (moneyness) ja maturiteetin mukaan.  

 

Lopullinen data sisälsi 375 117 havaintoa. Data jaettiin koulutus (70%) ja testi (30%) 

datoihin. Aktivointifunktioina käytettiin Rectified Linear Unittia ja Exponential Linear 

Unittia eri MLP-neuroverkoissa. MLP-neuroverkot koulutettiin käyttämällä stokastista 

gradienttioptimointialgoritmia.  

 

Tutkielman tulokset ovat aikasempien tutkimusten kanssa linjassa ja vahvistavat, että 

MLP-neuroverkolla voi estimoida S&P 500 -indeksin eurooppalaisia osto-optioiden 

hintoja vuosina 2017-2019. Tulokset myös vahvistavat MLP-neuroverkon estimoivan 

S&P 500 -indeksin eurooppalaisia osto-optioiden hintoja vuosina 2017-2019 paremmin 

kuin Black-Scholes-malli. Tulokset vahvistavat, että MLP-neuroverkko estimoi Black-

Scholes mallia paremmin S&P 500 -indeksin eurooppalaisia osto-optioiden hintoja 

vuosina 2017-2019 arvosta (moneyness) tai maturiteetistä huolimatta. Exponential Linear 

Unit aktivointifunktio soveltui estimoimaan S&P 500 -indeksin eurooppalaisia osto-

optioiden hintoja vuosina 2017-2019 paremmin kuin Rectified Linear Unit 

aktivointifunktio. 
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1. Introduction 

 

This thesis studies if a multilayer perceptron (MLP) artificial neural network (ANN) can be 

used to estimate European styled S&P 500 index call options in 2017-2019. The study uses 

the Black-Scholes model (BSM) as a benchmark and compares the results of both methods. 

The BSM is based on geometric Brownian motion (GBM) and lognormal asset returns, and 

it is the most adopted model for option pricing. ANNs are mathematical models or 

computational models, inspired by biological central nervous systems. This thesis applies an 

MLP neural network, which is a feedforward class of artificial neural networks. 

 

1.1.  Background and motivation 

 

The history of options can be traced back to the Ancient Romans and Phoenicians, who are 

believed to have used option trading for shipping. Moreover, the first written account of 

option trading can be found in Aristotle’s book Politics. Aristotle describes the story of 

Thales of Miletus, who purchased the right to use olive pressers in the future. Thales 

speculated that the future olive crop would be plentiful and purchased the right to use all 

olive pressers in the nearby area after the harvest. As Thales’ prediction realised, he had a 

monopoly on olive pressers and was able to charge more from the olive planters. Thales had 

purchased a call option, the right to use the olive pressers but not an obligation. (Dimson and 

Mussavian 1999; Makropoulou and Markellos 2005; Poitras, 2009, p.489) We also know 

that call and put options were used on tulip bulbs in the Netherlands in the 17th century and 

began to appear in the US in the 1790’s around the same time the New York Stock Exchange 

was established (Kairys & Valerio, 1997). The first publicly traded options became available 

in 1973 when the Chicago Board Option Exchange was established (Lee, Chen, & Lee, 

2016).  

 

Nonetheless, option pricing wasn’t discussed theoretically until the early 20th century, when 

Bachelier (1900) developed an early theoretical model for option pricing based on Brownian 

motion of stock prices. Based on Bachelier’s pioneering work, a breakthrough in option 

pricing came in 1973 when Black & Scholes presented their seminal formulae for pricing 

European options. The BSM determines the value of an option for an asset with GBM and 
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assuming lognormal asset returns. Earlier attempts to generalise option pricing theory failed 

to produce option pricing formulae without any arbitrary variables (Black & Scholes, 1973). 

The BSM has since become an industry standard and one of the most adopted models for 

option pricing (Coelho & Reddy, 2017; Finnerty, Lee, Lee, Wort & Lee, 2013, 603; Yao, Li, 

& Tan, 2000).  

 

Exceptional advancements in computing and machine learning (ML) algorithms have 

provided a promising alternative for option pricing as they are non-parametric methods, 

which do not rely on financial theory but instead on historical observations. Malliaris & 

Salchenberger (1993) and Hutchinson, Lo, & Poggio (1994) were the firsts to propose a 

novel approach to estimate option prices with an ANN. In the aforementioned studies, ANNs 

have been found to be the best suited machine-learning algorithms to estimate option prices 

(Galindo-Flores 2000).  

 

This thesis follows the seminal work of Malliaris and Salchenberger (1993) and Hutchinson 

et al. (1994) and estimates the options of the S&P 500 index with an ANN. The study is of 

scientific importance, as most of the previous literature has studied datasets from the 1990’s 

and early 2000’s with “shallow” neural network architectures. In this thesis, more recent 

data is used and a “deep” neural network architecture, with more than one hidden layer, is 

used. In addition, this thesis compares ANNs with Rectified Linear Unit (ReLU) and 

Exponential Linear Unit (ELU) as activation functions, whereas much of the previous 

literature has applied less “sophisticated” functions. The thesis compares the results with the 

widely applied BSM for European call options of the S&P500 index.  

 

On the basis of existing literature knowledge, an MLP type of neural network is selected for 

further investigation. The selected method is tested using data consisting of European style 

call option prices from 2017 to 2019.  
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1.2. Research objectives and research problems 

 

The main objective of the thesis is to study how an MLP class of artificial neural network 

can be used to estimate European style S&P 500 index call options in 2017-2019 and what 

is the MLP’s predictive performance compared to the BSM. The discrepancy between the 

MLP’s and the BSM’s results are discussed in this thesis. The options are further partitioned 

by the option strike price’s relation to the underlying asset’s price (moneyness) and the 

option’s maturity to analyse the discrepancy between an MLP and BSM to estimate option 

prices with different moneyness. Two alternative MLPs, with different activation functions, 

are built for the sake of research reliability. The models are compared with the most 

commonly applied performance measure formulas, such as the Mean Squared Error (MSE).  

 

The research problems are: 

“Can an MLP class of ANN be used to estimate the value of financial options?” 

“What is the relative performance of the MLP compared to the BSM, when applied to a 

dataset of European call option prices on the S&P 500 index in 2017-2019?” 

The sub-questions are: 

 “Does the options’ moneyness or maturity affect the observed discrepancies of option prices 

when comparing the attained results from the MLP and the BSM methods on a dataset of 

European call options of the S&P 500 index in 2017-2019?” 

“Which MLP ANN’s activation function, a Rectified Linear Unit or an Exponential Linear 

Unit, is better suited to price European call options of the S&P 500 index in 2017-2019?” 

 

1.3. Limitations and delimitations 

 

This thesis is limited only to European call options. For the sake of simplicity, the study 

focuses only in call options.  The BSM can only be applied for European options and for the 

purposes of comparing the selected methods, American and other types of options have been 

left out of this thesis. The thesis focuses on the options of the S&P 500 index, as it is the 



12 

 

most liquid index globally. The time period has been limited to 2017-2019 because of 

restrictions concerning the availability of data.  

 

1.4. Outline of the thesis 

 

The thesis is divided into three main parts; a theoretical part on the basic methodological 

concepts, a literature review on the existing research contributions on the topic of this thesis 

and an empirical part. The theoretical part of the thesis introduces financial options, 

discusses parametric option pricing models, with a focus on the BSM. ANN and MLP are 

also introduced in this chapter. The literature review focuses on previous research on the 

topic. Finally, the empirical results and conclusions are presented to the reader.  
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2. Financial options 

 

A financial option is a predefined contract between a buyer and a seller. The buyer of an 

option purchases the option, not the obligation, to sell or buy an asset at a certain (strike) 

price at a given time. The seller of an option asks for a premium for this right, which is the 

price of the option. These properties differentiate options from futures and forwards, where 

the buyer is required to buy an asset at a given time and thus the seller requires no premium. 

Options have become important instruments for investors, as they enable investors to lessen 

their risk exposure. (Makropoulou & Markellos, 2005) 

 

Options can be divided into puts and calls. A put option gives the buyer the option to sell an 

asset at a certain strike price at a given time, whereas a call option gives the buyer the option 

to buy an asset at a certain strike price at a given time. Options can be separated by various 

styles. The two most predominant styles are American and European style options. An 

American option can be exercised at any point in its lifetime, whereas a European option can 

only be exercised on the expiration date of the option. (Mostafa, 2017)   

 

A call option’s buyer is said to be “bullish” as they are expecting the underlying asset price 

to increase. A call option’s buyer is expecting the underlying asset’s price to increase over 

the strike price of the option. This enables the buyer to purchase the underlying asset at the 

strike price from the seller and resell the asset once the market price is above the call option’s 

strike price. A put option’s buyer is said to be “bearish” as they are expecting the asset’s 

price to decrease. They are expecting the asset’s price to decrease below the strike price of 

the option so that they can purchase the asset at market price and resell the asset for the 

higher strike price. Options are expected to be exercised only if the aforementioned 

conditions occur. If these conditions do not occur, then the seller of the option pockets the 

premium. (Hull, 2015, 213-253) An example pay-off distribution for a call option’s 

purchaser is presented in Figure 1. 
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Figure 1. Illustrative diagram of call option value as a function of its payoff 

 

An option’s moneyness is determined by the strike price’s relation to the market price. A 

call option is said to be in-the-money if at the time of purchase the strike price is below 

market price, at-the-money if the strike price and market price are the same and out-of-the 

money if the strike price is higher than the market price. A put option is said to be in-the-

money if at the time of purchase the strike price is higher than the market price, at-the-money 

if the strike price and market price are the same and out-of-the money if the strike price is 

below the market price. An option’s intrinsic value is the maximum of zero and the profit if 

the option would be exercised immediately. The intrinsic value of a call option is:  

 

 max(𝐾 − 𝑆, 0) (1) 

 

and the intrinsic value of a put option is: 

 

 max(0, 𝐾 − 𝑆) (2) 

where 𝐾 is the strike price and 𝑆 is the market price of the asset. (Mostafa, 2017)    

 

The price of an option generally depends on four features. First, the moneyness and intrinsic 

value of the option affect the price of an option. Second, the uncertainty revolving around 

the volatility of the underlying asset affects the price of an option. The more volatile the 

underlying asset is, the higher the price of the option is. Third, the expiration date (or 
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maturity) affects option prices, such that options with longer maturities are more expensive 

than options with shorter maturities. This relates to uncertainty as well, as shorter maturity 

options entail less uncertainty than longer maturity options. Finally, the current risk-free rate 

affects option prices. An increase in the risk-free rate decreases the present value of the 

exercise cost. However, risk-free-rates have less of an impact on option prices than the 

aforementioned features. (Makropoulou and Markellos 2005; Hull, 2015, 215-253) 
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3. Option Pricing Models 

 

The first academic option pricing theories can be traced back to Bachelier (1900) and 

Bronzin (1908). Coincidentally, the works of both men were forgotten shortly after being 

published and weren’t rediscovered until decades later. Much of the later work in the 1960’s 

was based on Bachelier’s pioneering work (Dimson & Mussavian, 1999). Bronzin’s work 

wasn’t rediscovered until the 21st century. Astonishingly, Bronzin’s early work was in many 

ways analogous to option pricing theory as we know it today (Zimmermann & Hafner, 

2007). In the 1960’s and 1970’s many academics attempted to generalise option pricing 

theory but none of them were able to produce option pricing formulae without any arbitrary 

variables (Black & Scholes, 1973; Dimson & Mussavian, 1999).   

 

3.1. Black-Scholes Model 

 

A breakthrough came in 1973 when Black & Scholes presented their seminal option pricing 

equation and formulae. The BSM has since become one of the most used models for option 

pricing (Coelho & Reddy, 2017; Finnerty et al., 2013, 603). The Black-Scholes equation is: 

 
𝜕𝑉

𝜕𝑡
+
1

2
𝜎2𝑆2

𝜕2𝑉

𝜕𝑆2
+ 𝑟𝑆

𝜕𝑉

𝜕𝑆
− 𝑟𝑉 = 0 (3) 

where V is the price of the option in relation to the stock price 𝑆 and time 𝑡, 𝑟 is the short-

term interest rate and 𝜎 is the stock price volatility.  

 

The Black & Scholes’ solution minimises risk on options markets, by either selling or buying 

the underlying asset. Black & Scholes used the theory of Partial Differential Equations to 

solve the equation. The Black-Scholes formulae can be written as for European options:  

 

for a call option 

 𝑐 = 𝑆0𝑁(𝑑1) − 𝐾𝑒−𝑟𝑡𝑁(𝑑2) (4) 
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and for a put option 

 𝑝 = 𝐾𝑒−𝑟𝑡𝑁(−𝑑2) − 𝑆0𝑁(−𝑑1) (5) 

where  

 
𝑑1 =

ln (
𝑆0
𝐾) +

(𝑟 +
𝜎2

2
)𝑇

𝜎√𝑇
 

(6) 

 

 
𝑑2 =

ln (
𝑆0
𝐾) +

(𝑟 −
𝜎2

2
)𝑇

𝜎√𝑇
= 𝑑1 − 𝜎√𝑇 

(7) 

 

 𝑁(𝑥) = (2𝜋)−1/2∫ exp(−
𝑧2

2
)𝑑𝑧

𝑥

−∞

 (8) 

and 𝑆0 is the current stock price, 𝐾 is the strike price, 𝑟 is the continuously compounded 

short-term interest rate, 𝜎 is the stock price volatility, and 𝑇 is the option’s time to maturity 

(Black & Scholes, 1973).  

The BSM’s theoretical premises are listed below: 

I. The short-term interest rate remains constant throughout the option’s maturity. 

II. The underlying asset’s volatility is assumed to remain constant throughout the 

option’s maturity 

III. The stock returns are assumed to follow a lognormal distribution (based on GBM) 

IV. The underlying asset does not pay dividends 

V. The option is European 

VI. No transaction costs or commission charges are assumed 

VII. Borrowing is possible at the short-term interest rate  

VIII. No penalties for short selling 

IX. Stocks and options can be sold or bought constantly 

X. Efficient markets. (Black & Scholes, 1973; Liu, Oosterlee, & Bohte, 2019) 
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 Criticism and observed biases of the BSM 

 

The BSM’s premises have been extensively studied in academic literature. The premises of 

a constant short-term interest rate and volatility are not sensible, as short-term interest rates 

and volatilities change constantly. (Liu et al., 2019; Sheraz & Preda, 2014; Von Spreckelsen, 

Von Mettenheim, & Breitner, 2014). If the underlying asset’s volatility would be zero, the 

underlying asset’s price would be constant, and options on the underlying asset would be 

worthless. Furthermore, Macbeth & Merville (1979) proved that if an option’s implied 

volatility is calculated with the BSM, it is found to be dependent of stock price, strike price, 

and the option’s maturity. This means that different options for the same underlying asset 

with different strike prices and maturities have different implied volatilities for the same 

underlying asset. This relation is more commonly known as the volatility “smile” or 

volatility “skew” (Bakshi, Cao, & Chen, 2000).  

 

Other premises have also drawn criticism. The efficient market hypothesis, which assumes 

that all public information is immediately absorbed by markets, is one of the most disputed 

modern financial theories (Lo, 2007; Naseer & Bin Tariq, 2015). The premise of stock prices 

following lognormal return distributions has been questioned, as it has been proven that 

returns tend to follow fat-tailed return distributions rather than lognormal return distributions 

(Sheraz & Preda, 2014). Moreover, the BSM assumes that the underlying asset does not pay 

dividends, which is not sensible for most equity options (Yao et al., 2000). The BSM has 

been later extended to account for dividends as well. Merton (1973) was the first to extend 

the BSM to allow dividend-paying stocks – often referred to as the Black-Scholes-Merton 

Model (BSMM). The BSM formulae hold only for European options and are not applicable 

to American options. 

 

Several studies have found biases in the BSM for out-of-the-money and in-the-money 

options, which tend to be over/under-priced. Macbeth and Merville (1979) found that the 

BSM shows biases and underprices in-the money options and overprices out-of-the-money 

options. They found that the aforementioned biases are increased the deeper in-the-money 

or out-of-the money the option is, except for options with a maturity less than 90 days. 

However, these results conflict with the research of Black (1975) and Merton (1976). They 
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found that the BSM generally overprices in-the-money options and underprices out-of-the 

money options. Gultekin, Rogalski & Tinic (1982) found that the BSM overprices options 

with high volatility and options that are in-the-money and underprices options with low 

volatility and options that are out-of-the money. Furthermore, Sterk's (1982) research 

supports Black's (1975), Merton's (1976) and Gultekin's et al. (1982) as Sterk found that the 

BSM tends to overprice in-the money options and underprice out-of-the money options.  

 

3.2. Other option pricing models 

 

Despite its prominent success, the Black-Scholes model has been widely critiqued for its 

simplified premises (e.g. constant volatility of the underlying asset). Academics have since 

focused on alternative models, which allow e.g. stochastic volatility, stochastic interest rates, 

jump-diffusion or a combination of these. However, these attempts have failed to generalise 

the underlying assumptions of the Black-Scholes model or haven’t provided consistent 

results with market data (Andreou, Charalambous, & Martzoukos, 2008; Bakshi et al., 2000; 

Park, Kim, & Lee, 2014). A vast number of option pricing theories have been developed. 

Therefore, it is infeasible to provide an exhaustive list but rather a brief account of other 

widely used models is presented next. 

 

Merton (1976) introduced jump-diffusion models, where the underlying asset’s returns 

follow a Brownian motion with jumps driven by a Poisson process. Boyle (1977) developed 

an option pricing method based on Monte Carlo simulation. The method simulates different 

asset price movements to get a set of terminal asset values, which are used to value options. 

Cox, Ross & Rubinstein (1979) developed a new technique for option pricing often referred 

to as the Cox-Ross-Rubinstein binomial model (CRR). Geske (1979) focused on compound 

options and developed the compound option model. Heston (1993) developed the stochastic 

volatility model, where volatility is modeled as a diffusion process. Duan (1995) introduced 

the Generalized Autoregressive Conditional Heteroskedasticity (GARCH) model where the 

underlying asset’s returns follow a GARCH specification. This thesis follows the early work 

of  Malliaris & Salchenberger (1993) and Hutchinson et al. (1994), who proposed a non-

parametric approach by using an  ANN to estimate option prices. Longstaff & Schwartz 
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(2001) developed a least-squares approach, which can be applied to exotic options such as 

Bermudan style options.  

 

 

In this study, the option prices derived with ANNs are solely benchmarked against the BSM. 

This is done for two reasons. First, it is still the most widely used and known option pricing 

model in use (Coelho & Reddy, 2017; Finnerty, et al., 2013, 603). Second, most of the earlier 

research has applied the BSM as a benchmark. Therefore, using the BSM enables this study’s 

results to be more comparable with earlier results. The use of the BSM restricts this thesis 

only to train the artificial neural networks with European options as the BSM is not suitable 

for American options. 
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4. Artificial neural networks 

 

Artificial neural networks do not have any unambiguous definition. They can be described 

as mathematical models or computational models, which simulate the biological central 

nervous systems. However, biological nervous systems are much more complicated than 

ANNs and therefore the two also have lots of inconsistencies. ANNs consist of 

interconnected neurons, which are hierarchically organized into input, hidden and output 

layers. A neuron (or node) consists of four parameters; inputs with weights assigned to them, 

input functions, an activation function, and an output function. All nodes are assigned unique 

weights, which affect the output of the ANN. Positive weights imply reinforcement, whereas 

negative weights imply inhibition. See Figure 2 for an illustrative example of an artificial 

neural network, where the neurons’ connections are coloured based on their assigned 

weights. Negative weights are represented by blue colour and positive weights are 

represented by a red colour and the darker the colour the larger/smaller the weight. ANNs 

are designed to learn similarly as a human brain and it is through a training process that the 

weights are “learned”. Each node has an activation function, which defines the output of the 

node. (Malliaris & Salchenberger, 1993; Li & Ma, 2010; Mitchell, 1997, 82) 

 

Figure 2. Illustrative example of an artificial neural network 

 

An ANN can be characterised by its type of neurons, connection architecture, learning 

algorithm, and its recall algorithm. The connection architecture can be defined to be fully 

connected or partially connected, which relates to the topology of the ANN. The connection 

also defines if an autoassociative or heteroassociative ANN is applied. In an autoassociative 
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ANN, the input and output neurons are the same, whereas in a heteroassociative ANN they 

are separate. Furthermore, ANN connection architectures can be classified into feedforward 

and feedback architectures. As the names imply, in a feedforward architecture all 

connections are from the input neurons to the output nodes, whereas in a feedback 

architecture the connections go both ways. (Suresh, Sundararajan & Savitha, 2013, 1-30) 

 

Learning algorithms can be classified into supervised learning, unsupervised learning and 

reinforcement learning. In supervised learning, the algorithm is trained with inputs and 

outputs, whereas in unsupervised learning the ANN is trained with only the inputs. Similarly, 

in reinforcement learning only the inputs are presented and the ANN is trained so that the 

weights of the connections are increased if the ANN calculates the output well and decreased 

if not. The recall algorithm relates to how the ANN extracts its result from the learned 

output/s. An ANN with one hidden layer is often referred to as a “shallow” ANN, whereas 

an ANN with multiple hidden layers is referred to as a “deep” ANN.  (Shanmuganathan & 

Samarasinghe, 2016, 1-14) 

 

In this thesis, feedforward heteroassociative architecture ANNs are applied. The ANNs also 

use supervised learning, as they are trained on both inputs and outputs. The used ANNs will 

also be “deep” neural networks as they entail two hidden layers.  

 

According to Tkác & Verner (2016), ANNs’ main advantages compared to traditional 

computational techniques are its capabilities to solve non-linear and ill-defined problems. 

Therefore, ANNs have been instinctively applied in business research. ANNs have been 

applied to auditing and accounting, credit scoring, derivatives, shares, and bonds, etc. See 

Tkác & Verner (2016) for a more comprehensive review.  

 

4.1. Neurons 

 

McCulloch & Pitts (1943 & 1947) studied how biological neurons are interconnected in the 

brains of mammals. They were the first ones to present a mathematical model for a neuron, 

sometimes referred to as the Linear Threshold Unit (LTU). They assumed that the activity 
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of the threshold unit is binary i.e. it returns only one or zero (it is active or inactive) as it 

employs a Heaviside step function as an activation function, as seen in Figure 3. The 

Heaviside function can be written as: 

 𝑔(𝑥) = {
1, 𝑖𝑓𝑥 ≥ 0
0, 𝑖𝑓𝑥 < 0

 (9) 

 

 
  

 

Figure 3. Heaviside step function 

 

McCulloch & Pitts (1943 & 1947) also introduced the sign step function. Similarly, to the 

Heaviside step function but the sign step function is more adaptable, as seen in Equation 10 

and Figure 4: 

 

 𝑔(𝑥) = {

−1, 𝑖𝑓𝑥 < 0
0, 𝑖𝑓𝑥 = 0
1, 𝑖𝑓𝑥 > 0

 (10) 
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Figure 4. Sign step function 

 

The neuron, described by McCulloch & Pitts, is activated or inactivated based on its inputs. 

The threshold unit can only receive as inputs zero or one, which represent inactive and active 

inputs respectively. The inputs and threshold unit are connected through synapses, which are 

all attached with weights. The LTU calculates its activation as a summed weight of the inputs 

and the weights and if the activation is larger than a predefined threshold the unit fires and 

outputs a value of one. The unit outputs a zero if the activation is less than the predefined 

threshold. (Abdi, Valentin, & Edelman, 1999)  

 

4.2. Perceptron 

 

The first ANN model is believed to be presented by Rosenblatt (1958). He introduces the 

first version of the perceptron. Figure 5 presents a perceptron with 𝑛 amount of inputs and 

one output value based on Rosenblatt’s seminal work. The perceptron has 𝑛 amount of 

inputs, which are then assigned weights by training the perceptron. Then a weighted sum of 

the inputs and weights are calculated and finally, the result is inputted to the Heaviside step 

function or sign step function, which yields the ultimate result of the perceptron.  
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Figure 5. An illustrative visualisation of a perceptron based on McCulloch’s & Pitt’s LTU (1943 & 1947) 

 

The work of Rosenblatt (1958) created increasing interest in ANN and its applications, as he 

showed that a perceptron can learn anything it can represent. However, Minsky (1969) 

proved that the perceptron presented by Rosenblatt (1958) had several restrictions and 

doubted that adding multiple layers would enhance its performance. This led to a drastic 

decrease in the attention given to ANNs as its potential was doubted and academic interest 

rapidly shifted towards other machine learning models. (Schmidhuber, 2015; 

Shanmuganathan & Samarasinghe, 2016, 1-15) 

 

4.3. Multilayer perceptron 

 

MLP is the most applied type of ANN in use. It has been widely studied in academia for the 

past twenty years and is widely applied in computer science, medicine, finance, engineering, 

etc. (Amilon, 2003; Ismailov, 2014). MLP was introduced shortly after Rosenblatt’s (1958) 

perceptron but wasn’t popularised until a backpropagation algorithm for the training of 

multilayer neural networks was presented. The backpropagation algorithm was first 

proposed by Werbos (1974), LeCun (1985) and Parker (1985) and popularised by 

Rumelhart, Hinton & Williams (1986). The backpropagation algorithm is a learning 

procedure, in which the ANN is trained to learn the proper weights. The backpropagation 

algorithm will be discussed later in this chapter. 
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Figure 6. An illustrative diagram of an MLP with two hidden layers and one output 

 

The difference between Rosenblatt's (1958) perceptron and an MLP is that an MLP has at 

least one hidden layer in between the inputs and outputs. Therefore, an MLP always consists 

of at least three layers; input, hidden and output, see Figure 6 for an illustrative example with 

two hidden layers. Each neuron calculates the weighted sum of its inputs and its assigned 

weights and adds a bias term. MLP’s do not employ linear activation functions but rather 

non-linear smooth activation functions. The non-linear activation functions provide 

continuous outputs rather than discrete outputs. Non-linear activation functions resemble 

actual neurons more than the aforementioned threshold activation functions (Senthilkumar, 

2010, 125-146). The most common activation functions will be presented later in this 

chapter. The reason for not using a linear activation function is that an MLP is unable to map 

nonlinear transfer functions with them. The neurons transfer the activated signals on to the 

next layer of neurons or directly to the neurons at the output layer. The neuron/s at the output 

layer are then transferred through an activation function to derive the results. These results 
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are then compared to the observed results with a cost function, which estimates how well the 

MLP can predict the results. To optimally train the MLP, the cost function is minimised. 

This is done through backpropagation, where information is propagated backwards and the 

weights are adjusted to minimise the cost function (Amilon, 2003).  

 

Determining the correct activation functions remains still an issue in practice. No 

predominant theory exists in practice nor the academic literature. An appropriately trained 

ANN with certain activation functions might not be suitable when applied to a different 

dataset. Interestingly, in some cases, ANNs with nonlinear activation functions and a few 

neurons have been able to generate equally good results compared to ANNs with linear 

activation functions and a great number of neurons. (Ertuğrul, 2018; Scardapane, 

Vaerenbergh, Totaro, & Uncini, 2019) A single layer perceptron’s prediction accuracy can 

be enhanced by adding neurons, which in turn decreases practicality. However, after two 

hidden layers, adding more neurons does not necessarily enhance the performance of the 

ANN (Ismailov, 2014).  

 

No predominant theory exists either for the optimal number of neurons in a hidden layer. 

The correct amount of neurons is usually found through trial and error (Ertuğrul, 2018). 

However, according to Panchal & Panchal (2014) some rules of thumb are generally applied 

for selecting the correct number of neurons. Panchal & Panchal (2014) describe three rules 

of thumb for selecting the number of neurons in a hidden layer;  

1. The number of neurons should be between the number of input and output neurons,  

2. The number of neurons should be 2/3 of the size of the input layer plus the size of 

the output layer, 

3. The number of neurons should be twice as small than the number of inputs. 

 

4.4. Activation functions 

 

This thesis applies the most commonly used nonlinear activation functions, which are 

presented next. The sigmoid function, seen in Figure 7 and Equation 11, has been widely 

applied in demographic studies and modelling growth function. Compared to the previously 
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introduced threshold functions, the sigmoid function can be applied in an ANN to learn non-

linear relations as it is continuous by nature. (Lecun, Bengio, & Hinton, 2015; Senthilkumar, 

2010, 125-146) 

 

Figure 7. Sigmoid function 

 

 𝑔(𝑥) =
1

1 + 𝑒−𝑥
 (11) 

 

 

The hyperbolic tangent function, seen in Figure 8 and Equation 12, is highly similar to the 

sigmoid function. Both the sigmoid function and the hyperbolic tangent functions have been 

shown to be effective for predictive ANNs but less effective for classifying ANNs. The 

hyperbolic tangent function is rather useful for highly complex and non-linear estimations. 

(Baughman & Liu, 1995, 21-109)  Much of the previous studies in option pricing with ANN 

have applied the sigmoid function or the hyperbolic tangent function as an activation 

function, see Anders, Korn, & Schmitt (1998); Garcia & Gençay (2000); Hutchinson et al. 

(1994); Yao et al. (2000)    
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Figure 8. Hyperbolic tangent function 

 

 𝑔(𝑥) =
2

1 + 𝑒−2𝑥
− 1 (12) 

 

 

Cybenko (1989) and Hornik, Stinchcombe, & White (1989) proved that with these activation 

functions, often referred to as squashing functions, feedforward ANNs are universal 

approximators. However, their disadvantages are that they are prone to vanishing gradients, 

in which the gradient is vanishingly small and the weights cannot be changed (Scardapane 

et al., 2019). A major advancement in modern ANN theory was the introduction of the 

Rectified Linear Unit (ReLU). 

 

ReLU has been proven to be extremely efficient with deep neural networks and to be less 

prone to vanishing gradients. ReLU and its derivatives are currently the most widely used 

activation functions in ANNs. Its advantages come from faster learning, as its gradient is 

zero or one and it induces sparser features. These enable an ANN to alleviate the vanishing 

gradient and to estimate better. ReLUs have been able to train ANNs with 1000 hidden 

layers. ReLUs are employed in state-of-the-art ANN architectures, such as, in ResNets and 

DenseNets. ReLU and Softplus, one of its derivatives, are presented in Figure 9 and 

Equations 13-14.  Despite Softplus’ smoothness over ReLU, it is still less applied in practice. 

One of ReLU’s disadvantages is that an unfortunate weight update might lead the activation 

to be stuck at zero and therefore not permit the gradient to flow through that neuron during 
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backpropagation. This is often referred to as the “dying ReLU” condition. (Godin, Degrave, 

Dambre, & Neve, 2018; Scardapane et al., 2019; Sonoda & Murata, 2017)  

  

 

Figure 9. Rectified linear unit function (black) and Softplus (dashed) 

 

 𝑔(𝑥) = 𝑥+ = max(0, 𝑥) (13) 

 

 𝑔(𝑥) = log(1 + 𝑒𝑥) (14) 

 

To alleviate the “dying ReLU” condition, Clevert, Unterthiner & Hochreiter (2016) 

introduced the exponential linear unit (ELU), seen in Figure 10 and Equation 15. ELUs 

quicken the learning process in deep ANNs. Compared to the ReLU, ELU can have negative 

values, which enables them to move the mean unit activations closer to zero.  
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Figure 10. Exponential linear unit 

 

 𝑔(𝑥) = {
𝑥,𝑖𝑓𝑥 > 0
𝑒𝑥 − 1, 𝑖𝑓𝑥 ≤ 0

 (15) 

 

 
  

4.5. Backpropagation algorithm  

 

The backpropagation algorithm is a learning procedure, where the ANN is trained to learn 

the appropriate weights. Simply, it tells the ANN whether a mistake has been made in its 

prediction and adjusts the weights to minimize the error. It is the most important mechanism 

of an ANN. (Rumelhart et al., 1986) 

 

The backpropagation algorithm, introduced by Werbos (1974), LeCun (1985), Parker (1985) 

and Rumelhart et al. (1986), employs a cost function and gradient descent to determine the 

optimal weights to train an ANN. First, random weights are assigned to the neurons, which 

are then propagated forward through the ANN to generate outputs. These outputs are then 

compared to the observed outputs and a cost function calculates the discrepancy between the 

observed and estimated outputs. A derivative of loss is then propagated backwards through 

the ANN and the process is iterated to minimize the cost function. The backpropagation 

algorithm uses the gradient of an objective function to minimize the loss function. Mean 

Squared Error (MSE), as seen in Equation 16, is the most commonly applied cost function.  

(Lecun et al., 2015; Malliaris & Salchenberger, 1993) See Figure 11 for an overview of 

backward propagation.  
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 𝑀𝑆𝐸 = 
1

𝑛
∑(𝑦𝑖 − �̂�𝑖)

2 (16) 

 

where 𝑦𝑖 is the observed output value and �̂�𝑖 is the estimated output value.  

 

 

 

Figure 11. Overview of backward propagation 

 

The cost function is calculated individually at each node and is summed as 𝐸𝑖. This is done 

for each pattern of �̂�𝑖. An error function can then be described as the sum: 

 

 

𝐸1+⋯+𝐸𝑝 

 

 

(17) 

The objective of backpropagation is to minimize the error function. As 𝐸 is calculated as a 

composition of the ANN’s nodes, it is a continuous and differentiable function of 𝑙 weights 

𝑤1, 𝑤2, … , 𝑤𝑙. 𝐸 can then iteratively be minimized by using gradient descent, for which the 

gradient of 𝐸 need to be calculated as:  

 eights
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∇𝐸 = (

𝜕𝐸

𝜕𝑤1
,
𝜕𝐸

𝜕𝑤2
, … ,

𝜕𝐸

𝜕𝑤𝑡
) 

 

(18) 

All weights are updated using the increment: 

 

 ∆𝑤𝑖 = −𝜆
𝜕𝐸

𝜕𝑤𝑖
𝑓𝑜𝑟𝑖 = 1,… , 𝑙, (19) 

where 𝜆 represents a learning constant. (Rojas 1996, 157) 

 

4.6. Gradient descent  

 

Gradient descent minimizes an objective function E(θ) by updating the weights in the 

opposite direction of the gradient of the objective function ∇θ𝐸(θ) with respect to the 

weights. As seen in Figure 12, the objective is to follow the direction of the slope to reach 

the minimum of the function. (LeCun et al. 2015; Ruder 2016) Several variations of gradient 

descent have been presented in academia, but for the sake of simplicity, the most common 

approaches – batch gradient descent and stochastic gradient descent are briefly presented 

next.  

 

 

Figure 12. Gradient descent in a two-dimensional space 
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Batch gradient descent, also referred to as vanilla gradient descent, calculates the cost 

function’s gradient for the full training dataset. Although batch gradient descent might yield 

accurate results, it requires a rather long time to compute. Batch gradient descent converts 

to the global minimum for convex error surfaces and a local minimum for non-convex 

surfaces.  (Ruder, 2016) 

 

In contrast to the batch gradient descent, stochastic gradient descent computes a parameter 

update for each training. This enables the stochastic gradient descent to be faster computed 

than the batch gradient descent. (Ruder, 2016) According to LeCun et al. (2015), stochastic 

gradient descent is often the preferred variation of gradient descent in use.  
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5. Valuing options with Artificial Neural Networks 

 

To successfully value options with artificial neural networks the dataset needs to be pre-

processed to remove uninformative and non-representative observations. Anders et al. 

(1998) propose an approach to filter the dataset. The filtration is performed through the 

following criteria: 

 

I. The call option is traded below 10 points: 

 𝐶𝑡 ≤ 0.1 (20) 

where  𝐶𝑡 is the call option’s price at time 𝑡. 

II. The call option’s time-to-maturity (𝑇 − 𝑡) is less than 15 days: 

 𝑇 − 𝑡 ≤ 15 days (21) 

 

III. The lower boundary condition of European call options is violated: 

 𝐶 ≥ 𝑆 − 𝐾𝑒−𝑟(𝑇−𝑡) (22) 

 

where 𝑆 is the underlying asset price, 𝐾 is the strike price, 𝑟 is the risk-free interest rate and 

𝑇 − 𝑡 is the call option’s time-to-maturity 

IV. The option is deep-out-of-the money or deep-in the money: 

 
𝑆

𝐾
< 0.5or 

𝑆

𝐾
> 1.5 (23) 

 

According to Anders et al. (1998), the first criterion is introduced as low option prices tend 

to lead to more deviations in the theoretical prices and the observed prices. The second 

criterion eliminates all call options with short time-to-maturity, as they have low time-value 

and also lead to more deviations in the theoretical prices and the observed prices. The third 

criterion filters call options that conflict with a non-arbitrage condition of a specific options 

pricing model. Lastly, Anders et al. (1998) propose that deeply in-the-money and deep-out-

of-the money options are roughly traded at their intrinsic value and therefore are 
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uninformative. Anders et al. (1998) suggest using 
𝑆

𝐾
< 0.85or 

𝑆

𝐾
> 1.15 as filters but to 

preserve more observations this criterion is alleviated in this thesis.  

 

Hutchinson et al. (1994) propose assuming homogeneity of degree one to estimate option 

prices with an ANN. Garcia & Gençay (2000) and Bennell & Sutcliffe (2004) found that 

assuming homogeneity of degree one is critical for the ANN to outperform the BSM.  

 

All of the ANN’s inputs need to be standardized as seen in Equation 24. Standardising inputs 

is commonly required for machine learning algorithms, as they might perform poorly if the 

inputs do not resemble normally distributed data.  

 

 𝑧 = 
𝑥 − 𝜇

𝜎
 (24) 

where 𝜇 is the mean of the population and 𝜎 is the standard deviation of the population. 

 

5.1. Performance measures 

 

The pricing performance of the MLP and BSM will be evaluated with the following error 

functions; squared mean error (16), residual mean squared error (25) and mean absolute error 

(26). 

 𝑅𝑀𝑆𝐸 = 
1

𝑛
∑√(𝑦𝑖 − �̂�𝑖)

2 (25) 

 

 𝑀𝐴𝐸 =
1

𝑛
∑|𝑦𝑖 − �̂�𝑖| (26) 

where n indicates the number of observations in the test set, 𝑦𝑖 is the observed output value 

and �̂�𝑖 is the estimated output value. 

 

The residual mean squared error (28) and mean absolute error (29) can calculate the 

dispersion of the output values around the target values (Anders et al., 1998; Herrmann & 
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Narr, 1997). Similar pricing performance measures have been applied in previous literature, 

see Herrmann and Narr (1997); Anders et al. (1998); Amilon (2003); Park et al. (2014); Liu 

et al. (2019). 
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6. Literature review 

 

The use of ANNs in option pricing has been studied since the 1990’s for a variety of reasons. 

ANNs provide a non-parametric solution to option pricing, in which no financial theory and 

financial assumptions are needed as ANNs rely solely on historical data. ANNs are flexible 

and able to estimate various types of options. Once an ANN is appropriately trained, it 

becomes the “model/formula” and it is fast and convenient to use. On the other hand, ANNs 

are data-hungry and require lots of historical data and time to train it. This means that this 

approach is not feasible for thinly traded options. However, technological advancements 

have drastically improved the performance of conventional computing and cut the time 

needed for training an ANN (Shanmuganathan & Samarasinghe, 2016, 11). Previous 

literature is discussed next and a summary of previous studies is presented in Table 1.  

 

Table 1. Earlier research on option pricing with ANN 

Author Data  Period ANN  Benchmark 

Malliaris et al. (1993)* S&P 100 options 1990 MLP BSM 

Hutchinson et al. (1994) S&P 500 futures options 1987-1991 
RBF & 

MLP 
BSM 

Kelly (1994) Options on single stocks 1993-1994 MLP CRR** 

Boek et al. (1995) AO SPI future options 1993-1994 n/a BSM 

Niranjan (1996) FTSE 100 Index options 1994 RBF*** BSM*** 

Herrmann et al. (1997) DAX Index options 1995 MLP BSM 

Anders et al. (1998) DAX Index options 1992-1994 MLP BSM 

Ormoneit (1999) DAX Index options 1997 MLP BSM 

Garcia et al. (2000) S&P 500 Index options 1987-1994 MLP BSM 

Ghaziri et al. (2000) S&P 500 Index options 1997 MLP BSM 

Yao et al. (2000) Nikkei 225 Index futures 1995 MLP BSM 

Gençay et al. (2001) S&P 500 Index options 1988-1993 MLP BSM 

Schittenkopf (2001) FTSE 100 Index options  1993-1997 MDN BSM 

Dugas et al. (2002) S&P 500 Index options 1988-1993 MLP MLP**** 

Healy et al. (2002) FTSE 100 Index options  1992-1997 MLP MLP***** 

Amilon (2003) OMXS 30 Index options 1997-1999 MLP BSM 

Gençay et al. (2003) S&P 500 Index options 1988-1993 MLP BSM 

Morelli et al. (2004) n/a n/a MLP RBF 

Bennell et al. (2004) FTSE 100 Index options 1998-1999 MLP BSMM 

Choi et al. (2004) KOSPI 200 Index options 2000 MLP BSM 
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Tzastoudis (2006) S&P 500 Index options 2002 MLP BSM 

Blynski et al. (2006) OEX 100 Index options 1986-1993 MLP BSM 

Gençay et al. (2007) S&P 500 Index option 1989-1991 MLP BSM 

Gregoriou et al. (2007) FTSE 100 Index options 1992-1997 MLP BSM 

Andreou et al. (2008) S&P 500 Index options 1998-2001 MLP BSM & CSM 

Mostafa et al. (2008) FTSE 100 Index options 2000-2001 MLP GARCH & BSM 

Samur et al. (2009) S&P 100 Index options 2007 MLP BSM 

Liang et al. (2009) Options on single stocks 2006-2007 MLP 
LNN, SVM & 

BSM 

Gradojevic et al. (2009) S&P 500 Index options 1987-1994 MNN MLP & BSM 

Mitra (2012) Nifty 50 Index options 2008-2011 MLP BSM 

Adzhar et al. (2012) n/a n/a MLP RBF & BSM 

Park et al. (2014) KOSPI 200 Index options 2001-2010 n/a 

SVM, GPR, 

BMM, Heston, 

Merton 

Von Spreckelsen et al. 

(2014) 
EUR/USD futures 2012 MLP BSM 

Liu et al. (2019) Self-generated data n/a MLP BSM & Heston 

* Malliaris and Salchenberger (1993) estimated implied volatility with an ANN. 

** Cox-Ross-Rubinstein’s binomial model 

*** with an Extended Kalman algorithm. 

**** The MLP is constructed to resemble the BSM 

***** The study focuses on the difference between an MLP with and without transaction costs  

 

6.1. Early studies 

 

Hutchinson et al. (1994) were the firsts to use an ANN for pricing options. They trained a 

radial basis function (RBF) neural network and an MLP neural network to price S&P 500 

future options. An RBF neural network uses radial basis functions as activation functions, 

which approximate multivariate functions with a linear combination of terms. They used 

historical underlying asset prices, strike prices, time-to-maturities, and other economic 

variables as inputs to train their networks. The ANNs were constructed with one hidden layer 

with four neurons. The authors also obtained results with ordinary least squares and project 

pursuit and compared them to the BSM. Hutchinson et al. (1994) found that the trained 

ANNs were able to price options better than the BSM. 
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A year before Hutchinson et al. (1994) published their work, Malliaris & Salchenberger 

(1993) proposed a novel approach to forecast implied volatility calculated with the BSM by 

training an ANN. They trained their ANN with S&P 100 Index options and found that it can 

be used for predicting implied volatility.  

 

Kelly (1994) used an ANN to estimate American put options on 18 options for IBM, 

Chrysler, GM, and Merck. As the BSM is only applicable to European options, Kelly (1994) 

opted to use the binomial model based on Cox et al. (1979) work as a benchmark. The results 

imply that the ANN was more adequate to price options than the binomial model. Kelly 

(1994) partitioned the data based on the options’ moneyness and found that the ANN was 

better at estimating the prices of out-of-the money options than in-the-money options.  

 

Boek, Lajbcygier, Palaniswami & Flitman (1995) followed Hutchinson et al. (1994) 

approach by estimating the All Ordinaries Share Price Index (AO SPI) options on futures 

with a hybrid neural network. Instead of using Hutchinson’s et al. (1994) & Kelly's (1994) 

approach, where the ANN is trained separately from the BSM, Boek et al. (1995) used a 

hybrid neural network, where the BSM is embedded to the ANN to augment its performance. 

They used moneyness, time to maturity, risk-free rate and volatility as inputs to train the 

network. The results imply that the hybrid neural network performed better than the BSM to 

price the futures. Blynski & Faseruk (2006) found similar results with a hybrid neural 

network, where the BSM is embedded in the ANN.  

 

 

Figure 13. Illustration of Boeck’s et al. (1995) hybrid neural network with the BSM embedded 
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Niranjan (1996) trained a radial basis function neural network based on Hutchinson et al. 

(1994)  architecture but applied the Extended Kalman algorithm to the network. A Kalman 

algorithm applies inputs of a time series with statistical noise and estimates unknown 

variables. The results were derived with the ANN, with and without, the Extended Kalman 

algorithm and were benchmarked against the BSM. Niranjan (1996) used the FTSE 100 

Index options data to train the neural networks and used similarly to Hutchinson et al. (1994) 

historical asset prices and time to maturity as inputs. Niranjan (1996) found that the BSM 

with the Extended Kalman algorithm performs best for the FTSE 100 Index options.  

 

Herrmann and Narr (1997) trained an ANN to estimate DAX Index options. They trained an 

MLP using five inputs; the underlying asset’s price, strike price, time to maturity, risk-free 

rate and the expected volatility. The MLP entailed one hidden layer with five to eleven 

neurons. Herrmann’s and Narr’s (1997) work mainly differed from earlier research as they 

opted to use time-stamped intra-day data and they used both put and call options. The found 

that an MLP was better at estimating DAX Index put and call options than the BSM.  

 

Anders et al. (1998) similarly to Herrmann & Narr (1997) used an ANN to estimate DAX 

Index options. They also trained an MLP but proposed a different validation for the model. 

They proposed the use of statistical inference for neural networks instead of the previously 

widely used cross-validation technique. Their MLP consisted of one hidden layer with three 

units. Anders et al. (1998) followed Boek et al. (1995) approach and also build a hybrid 

ANN, where the BSM is embedded into the ANN. The results imply that the ANN with and 

without the embedded BSM performed better than the simple BSM. 

 

Ormoneit (1999) continued the line of research on estimating call options on the DAX index 

using an ANN. However, his work differed from the previous as he used the Iterative 

Extended Kalman Filter (IEKF) as a learning rule. He trained an MLP with one hidden layer 

and by using only the historical prices as inputs. Ormoneit (1999) used the BSM, online 

backpropagation and extended Kalman filtering as a benchmark, and found that the ANN 

with the IEKF performed better than most of the benchmarks but not necessarily better than 

the BSM.  
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In addition to the aforementioned studies, multiple new approaches have emerged to price 

options with an ANN, since Hutchinson et al. (1994) first published their seminal study. 

Ghaziri, Elfakhani & Assi (2000) shortened the required data period to train an MLP to better 

price options than the BSM. Blynski and Faseruk (2006) and Andreou et al., (2008) also 

found that the ANN performed better when a hybrid ANN was trained where, similarly to 

Boek's et al. (1995) the BSM is embedded in the MLP.  

 

Schittenkopf & Dorffner (2001) were the first ones to propose mixture density networks 

(MDN) for estimating option prices. They used the FTSE 100 Index options and found that 

an MDN is superior to the BSM. However, they did not provide any comparison between 

the much used MLP to the newly proposed MDN. Gradojevic, Gençay, Kukolj (2009) 

proposed using modular neural networks (MNN) to estimate the S&P 500 European call 

options. They found that MNN performs mostly better than MLP and BSM, but not 

consistently over time. They also found that an MNN had better generalization performance 

than the MLP. Liang, Zhang, Xiao & Chen (2009) trained a linear neural network (LNN), a 

support vector machine (SVM), and an MLP for estimating single stock options from the 

Hong Kong securities market. They found that both the SVM and MLP were able to yield 

better results than the LNN. They also concluded that the SVM had a better generalization 

performance than the MLP.  

 

Bennell and Sutcliffe (2004) were among the first ones to compare the results of ANN to 

Merton's (1973) extension of the BSM, where dividends are included. They found that the 

ANN is superior for both European and American styled options compared to the BSMM, 

except for in-the-money options, where both approaches estimate the prices equally well. 

Gregoriou et al. (2007) focused on the effect of transaction costs in estimating option prices 

with an ANN. They trained an MLP with data from the FTSE 100 Index options and compare 

the results with the BSM. They report better results when bid and ask prices are used instead 

of mid-prices. 
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Mostafa & Dillon (2008) proposed a new method for estimating option prices with ANNs. 

In their study, they trained two MLPs, the first following a similar approach to previous 

studies, and the second one was trained to estimate implied volatility, which was then 

inserted to the BSM. Remarkably, they found that the best results were obtained from the 

BSM, where volatility was derived from an MLP.  

 

Other authors to have found ANN superior to the parametric BSM include Yao et al. (2000), 

Garcia & Gençay (2000), Gençay & Qi (2001), Dugas, Bengio, Belisle, Nadeau & Garcia, 

(2002), Healy, Dixon, Read, & Cai (2002), Amilon (2003), Gençay & Salih (2003), Choi, 

Lee, Han & Lee (2004), Morelli, Montagna, Nicrosini, Treccani, Farina & Amato (2004), 

Tzastoudis, Thomaidis & Dounias (2006). The only authors to find inconsistencies with 

ANN’s superiority were Yao et al. (2000) who found that the BSM is better for at-the-money 

options.  

 

6.2. Recent studies 

 

Park et al. (2014) compared the performance of different parametric and non-parametric 

option pricing models with the KOSPI 200 Index options. They selected as non-parametric 

option pricing models; ANN, SVM, and Gaussian processes regression (GPR). As a 

parametric option pricing model they chose; BSMM, Heston's stochastic volatility model 

(1993), and Merton's jump-diffusion model (1976). They found that the non-parametric 

approaches were superior to the parametric approaches and that GPR performed the best 

among the non-parametric approaches. Liu et al. (2019) concluded ANNs to better estimate 

option prices than traditional non-parametric models. 

 

Other researchers have also studied options on other underlying assets than index options 

and single stock options. For instance, Adzhar & Tafri (2012) studied ANN with Islamic 

options and found that an ANN can be used also for estimating Islamic options. Von 

Spreckelsen et al. (2014) used ANN to estimate currency futures and found it to be suitable 

for currency futures as well.  
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7. Data and Methodology 

 

The following chapter describes the data and methodology applied in this thesis. A 

description and an overview of the pre-processed data are presented to the reader. 

Furthermore, the methodologies for the ANN and the BSM are discussed separately in this 

chapter. 

 

7.1. Data 

 

The data consists of daily closing prices of the S&P 500 index and daily closing quotes of 

call options on the S&P 500 index from June 2017 to June 2019. The S&P 500 index was 

chosen as it is the most actively traded index. The S&P 500 index is a free-float 

capitalisation-weighted index consisting of the 500 leading stocks listed in the US.  

(Bloomberg, 2019). The call options on the S&P 500 index were all European styled. The 

S&P 500 index and it’s returns are displayed in Figure 14 and Figure 15. A large dip can be 

observed in Figure 14 in December 2018, which can also be seen as a peak in volatilities 

seen in Figure 18.  

 

 

Figure 14. The S&P 500 index from June 2017 to June 2019 
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Figure 15. Returns of the S&P 500 index from June 2017 to June 2019 

US 6-month Treasury Bills were chosen as the short-term interest rates for the BSM, as seen 

in Figure 16. 

 

 

Figure 16. The US 6-month Treasury Bill yield from June 2017 to June 2019 

 

The data for the options and the S&P 500 were collected from Thomson Reuters Datastream. 

The daily short-term interest rates were collected from the Federal Reserve’s website (2019).  

 

The full dataset consists of 6 569 unique call options on the S&P 500 index from June 2017 

to June 2019 covering a total of 521 calendar days. The full dataset consists of 579 969 

observations with strike prices varying from $100 – $4 100.  
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 Data cleaning and pre-processing 

 

Uninformative and non-representative observations were cleaned from the dataset following 

the methodology described earlier in Chapter 5. After the filtration, the final dataset consists 

of 375 117 observations with strike prices ranging from 1 575 to 4 100. Call prices are 

presented in Figure 17 as a function of time-to-maturity and moneyness. The final dataset 

does not entail many observations where moneyness is below 0.7. Otherwise, Figure 17 

demonstrates that the final dataset entails a good amount of observations for all levels of 

moneyness and maturities. The final data is divided into training (70%) and test (30%) 

datasets.  

 

 

Figure 17. Call price as a function of time-to-maturity and moneyness 

 

 Volatility 

 

Volatilities of 30, 60, 90 and 120 days were chosen as inputs for the ANN, as plotted in 

Figure 18. The volatilities were calculated based on historical data. First, the log-returns are 

calculated as: 

 𝑢𝑖 = ln(
𝑆𝑖
𝑆𝑖−1

) (27) 
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Second, the standard deviation is calculated as:  

 𝑠 = √
1

𝑛 − 1
∑(𝑢𝑖 − �̅�)2
𝑛

𝑖=1

 (28) 

Finally, the volatility per annum is calculated as (Hull 2015, 326-329):  

 𝑉𝑜𝑙𝑎𝑡𝑖𝑙𝑖𝑡𝑦𝑝. 𝑎. = 𝑠 ∗ √252 (29) 

 

 

Figure 18. Volatilities of the S&P 500 log returns from June 2017 to June 2019 

 

Furthermore, maturity τ is annualized as:  

 

 τ = 
𝑇 − 𝑡

365
 (30) 

where T denotes the option’s expiration date and t denotes days-to expiration 

 

 Data overview 

 

Figure 19 demonstrates that the filtered observations’ moneyness is negatively skewed as 

most of the observations are either at-the money or in-the-money. Figure 19 also reveals that 

the dataset does not contain many observations below 0.7 moneyness. According to 

Hutchinson et al. (1994) and Anders et al. (1998), near-the-money options are the most 

traded, which can also be observed in Figure 19. 
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Figure 19. Histogram of moneyness distribution 

 

Table 2. Descriptive statistics of option prices 

Days to expiration <60 days 60-180 days ≥180 days All options 

Moneyness (S/K) Average option price 

OTM (<0.97) $3.96 $10.80 $30.69 $10.28 

ATM (0.97-1.05) $35.97 $66.63 $132.80 $54.50 

ITM (≥1.05) $422.27 $445.28 $500.15 $437.57 

Moneyness (S/K) Standard deviation of option prices 

OTM (<0.97) 7.26 14.47 33.04 18.45 

ATM (0.97-1.05) 23.27 27.94 28.98 37.71 

ITM (≥1.05) 229.57 224.09 210.27 227.12 

Moneyness (S/K) Observations 

OTM (<0.97) 45 813 32 387 13 340 91 540 

ATM (0.97-1.05) 20 892 11 987 3 089 35 968 

ITM (≥1.05) 141 234 81 944 24 431 247 609 

 

 

A descriptive table of statistics, Table 2, reveals that option prices are highest for in-the-

money and lowest for out-of-the money options. Also, it can be seen from Table 2 that option 
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prices are lower for options with shorter maturities and higher for options with longer 

maturities.  

 

Table 2 shows the distribution of the dataset in relation to moneyness and maturities. 66% 

of the observations in the dataset are in-the-money observations, whereas only 10% are at-

the money options and 24% are out-of-the money options. The least amount of observations 

are at-the-money options with long maturities. Descriptive statistics of input variables used 

in the MLP and BSM are presented in Table 3 

 

 

Table 3. Descriptive statistics of input variables for the MLP and BSM 

Variable S K t r σ30 σ60 σ90 σ120 

Min $2351.1 $1575 16 1.08% 0.04 0.05 0.05 0.06 

Max $2933.68 $4100 401 2.58% 0.28 0.26 0.22 0.2 

Mean $2676.7 $2475.66 78.35 1.93% 0.12 0.13 0.13 0.12 

Std.dev. 137.37 399.56 71.76 0.5 0.07 0.06 0.05 0.04 

where S denotes stock price, K denotes strike price, t denotes days-to expiration, r is the risk-

free rate, σ30 is the 30-day historical volatility, σ60is the 60-day historical volatility, σ90is 

the 90-day historical volatility and  σ120is the 120-day historical volatility 

 

7.2. Methodology 

 

The empirical research in this thesis is done with Python (version 3.6). The MLP is 

implemented with Keras, an open-source deep learning Python library, using Tensorflow as 

its backend engine.  
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 Artificial Neural Network 

 

For the purposes of this thesis two ANNs are built with two hidden layers and four neurons 

in each layer. Two hidden layers are chosen to have “deep” neural network architectures. 

The number of neurons for the hidden layers is chosen based on one of the rules of thumb 

Panchal & Panchal (2014) describe. The applied rule of thumb is that the number of neurons 

should be twice as small than the number of inputs.  

 

Both of the ANNs are trained through backpropagation using stochastic gradient descent. 

The ANN’s inputs are stock price (S), maturity (τ) and historical volatilities (σ30,  σ60,  σ90 

&  σ120). The outputs of the ANNs are the call option’s prices normalised with strike price 

(K). Following Hutchinson et al.  (1994) work, this thesis assumes that the distribution of 

the underlying asset returns is independent of its prices and therefore the option pricing 

formula is homogeneous of degree one. Furthermore, the option price can be written as: 

 

 𝐶𝑡 = 𝑓(𝑆𝑡, 𝐾, τ, σ30, σ60, σ90, σ120) (31) 

 

And further with the assumption of homogeneity of degree one the function can be written 

as: 

 
𝐶𝑡
𝐾
= 𝑓(

𝑆𝑡
𝐾
, 1, τ, σ30, σ60, σ90, σ120) (32) 

 

The applied ANNs’ architecture can be seen in Figure 20, where 𝑥1 is the stock price (S), 𝑥2 

is the maturity (τ), 𝑥3 is the 30-day historical volatility (σ30), 𝑥4 is the 60-day historical 

volatility (σ60), 𝑥5 is 90-day historical volatility (σ90), 𝑥6 is 120-day historical volatility 

(σ120). The ANNs constitute of two hidden layers, each with 4 neurons and one output. 

Rectified linear unit and Exponential linear unit activation functions were applied in all 

nodes in the hidden layers. Furthermore, a sigmoid activation function was applied in the 

output neuron in both ANNs.  
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Figure 20. Applied ANN architecture 

 

The ANN is trained with the mini-batch gradient descent, with a batch size of 10. Following 

the work of Liu et al. (2019), an Adam algorithm, which is capable to derive unique learning 

rates for individual parameters, is used for gradient descent. The Adam algorithm is based 

on Kingma's & Lei Ba's (2015) work.  

 

Most of the previous literature has applied less “sophisticated” activation functions, whereas 

ReLU and ELU activation functions are applied in this thesis. The advantages of both 

activation functions are described more in detail in chapter 4.4. Multiple activation functions 

are chosen for the sake of comparison and for the sake of simplicity the number of different 

activation functions is limited to two. The two ANN’s are constructed with similar 

architectures but with different activation functions. 

 

 Black-Scholes model 

 

This thesis applies the BSM as a benchmark for the ANN’s performance. For the sake of 

simplicity, dividends are ignored in this thesis and the BSMM is not applied. Table 3 reveals 

that the mean days-to-expiration amongst the entire dataset is 78 days. Therefore, historical 

volatility of the past 90 days is chosen as an input for the BSM. The risk-free rate is 

compounded for the BSM as:  

𝑥1 

𝑥2 

𝑥3 

𝑥4 

𝑥5 

𝑥6 

𝑧1 

𝑧2 

𝑧3 

𝑧4 
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𝑧7 

𝑧8 
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 r =  𝑒𝑟 (33) 

 

The results of the BSM are normalised similarly to the ANN to obtain comparable results. 

  



53 

 

8. Empirical results 

 

The performance measures for the ANN (ReLU), ANN (ELU) and BSM are presented in 

Table 4 for the entire test dataset. As seen in Table 4 both ANNs outperform the BSM on all 

performance measures. Furthermore, the ANN with ELU as activation functions performs 

slightly better than the ANN with ReLU as activation functions. The ELU alleviates the 

“dying ReLU” condition, which might explain its better performance compared to ReLU. 

The results are in line with previous literature, as the ANN outperforms the BSM. 

 

Table 4. Performance measures for the whole dataset 

Model # Obs. MSE*10−5 RMSE*10−3 MAE*10−3. 

ANN 

(ReLU) 
112 536 0.88 2.97 2.23 

ANN 

(ELU) 
112 536 0.86 2.93 2.22 

BSM 112 536 3.98 6.31 3.90 

MSE = Mean Squared Error, RMSE = Residual Mean Squared Error, MAE = Mean 

Absolute Error 

 

The BSM’s and the ANNs’ predicted option prices versus the actual option prices of the test 

dataset can be seen in Figure 21. The BSM’s predicted prices deviate from the actual prices 

more with lower prices than the rest of the dataset. According to Anders et al. (1998), low 

option prices tend to lead deviations in theoretical option prices and market prices, which 

might explain the larger deviation observed in Figure 21. Figure 21 visually confirms the 

results from Table 4, as the ANNs have the least amount of deviation.  
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Figure 21. The BSM’s, ANN (ReLU)’s and ANN (ELU)’s predicted price vs. actual price 

 

Histograms of the BMS’, ANN (ReLU)’s and the ANN (ELU)’s absolute errors are depicted 

in Figure 22. The histograms reveal that the BSM overprices the options more than 

underprices, with 57 % of the observations being overpriced. Most of the test dataset consists 

of in-the-money options, which might explain why the BSM overprices more than 

underprices the options. Furthermore, the histograms reveal the ANN (ReLU) also tends to 

overprice more than underprice the options. However, the ANN (ELU)’s distribution closely 

resembles normal distribution.  
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Figure 22. Histogram of the BSM’s, ANN (ReLU)’s and ANN (ELU)’s absolute error 

 

The dataset is further partitioned by moneyness and maturity to compare the results between 

the BSM, ANN (ReLU) and ANN (ELU). The options are partitioned by moneyness so that 

S/K is ≥1.05 for in-the-money options, S/K is 0.97-1.05 for at-the-money options and S/K 

is < 0.97 for out-of-the-money options.  The performance measures partitioned by maturity 

for both the BSM, ANN (ReLU) and ANN (ELU) are depicted in Table 5.  

 

The ANNs perform better despite the moneyness of the option. The ANN (ELU) performs 

better than the ANN (ReLU) except for out-of-the money options. ANN (ELU) slightly 

outperforms the ANN (ReLU) based on the mean squared error and residual mean squared 

error but the ANN (ReLU)’s mean absolute error term is clearly better. 
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Table 5. Performance measures partitioned by moneyness 

Model Moneyness # Obs. MSE*10−5 RMSE*10−3 MAE*10−3 

ANN 

(ReLU) 
ITM (≥1.05) 74 181 1.04 3.23 2.60 

ANN 

(ELU) 
ITM (≥1.05) 74 181 0.96 3.11 2.44 

BSM ITM (≥1.05) 74 181 4.02 6.34 4.00 

ANN 

(ReLU) 
ATM (0.97-1.05) 10 827 1.14 3.37 2.61 

ANN 

(ELU) 
ATM (0.97-1.05) 10 827 1.45 3.81 3.04 

BSM ATM (0.97-1.05) 10 827 8.43 9.18 6.77 

ANN 

(ReLU) 
OTM (<0.97) 27 528 0.34 1.85 1.07 

ANN 

(ELU) 
OTM (<0.97) 27 528 0.34 1.85 1.29 

BSM OTM (<0.97) 27 528 2.14 4.63 2.51 

MSE = Mean Squared Error, RMSE = Residual Mean Squared Error, MAE = Mean 

Absolute Error 

 

Both the ANNs and the BSM price more accurately out-of-the money options. The results 

are in line with Malliaris' & Salchenberger's (1993), Kelly's (1994) and Healy's et al. (2002) 

research, as they also found an ANN to perform better for out-of-the money options than for 

in-the money options. Surprisingly, the BSM’s error terms are the highest for at-the money 

options, which is in contradiction to Yao's et al. (2000) results. 

 

The BSM’s and the ANN’s absolute pricing errors as a function of moneyness can be seen 

in Figure 23. 
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Figure 23. The BSM’s, ANN (ReLU)’s and ANN (ELU)’s absolute errors as a function of moneyness 

 

As seen in Figure 23 the BSM tends to underprice at-the-money options and in-the money 

options and overprice deep in-the-money options. Furthermore, as seen in Figure 23 the 

ANNs’ pricing errors do not deviate as significantly as a function of moneyness. Figure 23 

also confirms the results from Table 5, as the BSM and the ANN’s absolute error spread is 

the lowest for at-the-money options. 

 

Table 6 summarizes the performance measures partitioned by maturity. Options with a 

maturity of 180 days or more are categorized as long, options with a maturity of 60-179 days 

as medium and options with maturities less than 60 days as short.  
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Table 6. Performance measures partitioned by maturity 

Model Maturity # Obs. MSE*10−5 RMSE*10−3 MAE*10−3 

ANN 

(ReLU) 
≥ 180 days 12 309 1.51 3.89 2.86 

ANN 

(ELU) 
≥ 180 days 12 309 1.17 3.34 2.52 

BSM ≥ 180 days 12 309 19.25 13.87 10.52 

ANN 

(ReLU) 
60 - 179 days 38 067 0.97 3.11 2.40 

ANN 

(ELU) 
60 - 179 days 38 067 0.86 2.94 2.19 

BSM 60 - 179 days 38 067 3.42 5.85 4.24 

ANN 

(ReLU) 
< 60 days 62 160 0.70 2.65 1.99 

ANN 

(ELU) 
< 60 days 62 160 0.80 2.84 2.17 

BSM < 60 days 62 160 1.30 3.61 2.39 

MSE = Mean Squared Error, RMSE = Residual Mean Squared Error, MAE = Mean 

Absolute Error 

 

As seen in Table 6 the ANNs’ outperform the BSM in all maturities. The results are in 

contradiction with Gençay’s & Salih’s (2003) research, as they found the BSM to be superior 

to the ANN with short maturity options. Bennell and Sutcliffe (2004) found that their ANN 

had issues pricing long maturity options, whereas the ANNs in this thesis prices them 

relatively well.  The ANN (ELU) outperforms the ANN (ReLU) except for options with 

short maturities. 

 

Figure 24 demonstrates the BSM’s and the ANN’s absolute pricing errors as a function of 

time-to-maturity.  
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Figure 24. The BSM’s, ANN (ReLU)’s and ANN (ELU)’s absolute errors as a function of time-to-maturity 

 

Figure 24 visualises the results of Table 6. The BSM’s absolute errors deviate less with 

options with shorter maturities. Furthermore, the ANNs’ absolute errors are relatively 

monotonous as a function of maturity. The ANN’s absolute errors depict a rather similar 

pattern as a function of time-to-maturity. 

 

Absolute errors of the BSM and ANNs as a function of 120-days historical volatility are 

depicted in Figure 25. Interestingly, the BSM tends to price more accurately options with 

higher historical volatilities. Furthermore, the ANNs’ absolute errors in Figure 25 are 

relatively monotonous as a function of historical volatility. 
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Figure 25 The BSM’s, ANN (ReLU)’s and ANN (ELU)’s absolute errors as a function of 120-days historical volatility 
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9. Conclusions 

 

In this thesis, call options’ prices on the S&P 500 index were estimated with an MLP class 

of ANN and with the BSM from June 2017 to June 2019. The objective of the thesis was to 

find out if an MLP class of ANN can be used to estimate call options’ prices and to compare 

the MLP’s relative performance to the BSM on a dataset of European call options of the 

S&P 500 index in 2017-2019. The thesis also studied if the options’ moneyness or maturity 

affect the discrepancies of estimated option prices when compared to the attained results 

from the MLP and the BSM on a dataset of European call options of the S&P 500 index in 

2017-2019. Finally, the thesis studied which MLP ANN’s activation function, ReLU or 

ELU, was better suited to price European call options on the S&P 500 index in 2017-2019. 

 

 hile much of the previous research has been done with datasets from the 1990’s and early 

2000’s with “shallow” neural networks, this thesis applied two “deep” MLP ANNs with 

different activation functions to enhance the ANNs’ performance with a more current 

dataset. The ANN’s were built using Rectified Linear Unit (ReLU) and Exponential Linear 

Unit (ELU) as activation functions.  Previous research on the topic, financial option pricing, 

and ANN were described in the thesis as a background for the empirical part.  

 

Before the analysis, the dataset was pre-processed filtering out options that are not likely to 

follow the BSM (very low price and/or short time-to-maturity). The ANN’s were trained 

with stochastic gradient descent. The performances of the ANNs and the BSM were 

estimated with commonly used error functions.  

 

Based on previous literature and the results of this thesis, an MLP class of ANN can be used 

to estimate financial option prices. Furthermore, both of the ANNs, with ReLU and ELU as 

activation functions, clearly outperformed the BSM for the entire test dataset on European 

call options of S&P 500 from 2017 to 2019.  

 

The data were partitioned by moneyness and maturity to further study the discrepancies 

between the BSM and the ANNs. In contradiction to some previous studies, The ANN’s 
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outperformed the BSM even with the partitioned data. The ANN, with ReLU as activation 

functions, was the best method to estimate out-of-the money and short maturity options. 

Overall, the ELU suited better as an activation function for a “deep” layered MLP than the 

ReLU. The ANNs and the BSM performed best with out-of-the money options and options 

with short maturities. The BSM’s estimations fluctuated much more as a function of 

moneyness and maturity than the ANNs’ estimations, which estimated option prices 

relatively monotonously as a function of moneyness and maturity. The ANN with ELU as 

activation functions did not tend to overprice or underprice significantly more than the other 

and its absolute error’s distribution resembled normal distribution. Furthermore, the BSM 

and the ANN with ReLU as activation functions tended to overprice slightly more than 

underprice the options.  

 

Based on the results of this thesis, the ANN’s benefits for option pricing are clear. An ANN 

performs better than the widely applied BSM. It does not rely on financial theory or 

assumptions. It is flexible and able to estimate different types of options. Once an ANN is 

trained for a particular option, it becomes the option pricing “formula/model” and is fast and 

convenient to use. Although the ANN has some clear advantages to traditional parametric 

approaches, it requires lots of historical data to train and therefore is not applicable for thinly 

traded options.  

 

There is still potential for more research in this field. This thesis shows that an MLP can be 

used to price call options on the S&P 500 index from 2017 to 2019. Therefore, focusing on 

more complex ANN classes and architectures might not be sensible as an MLP with a rather 

simple architecture performs rather well. However, as the ANN requires lots of data to train, 

it would be of merit to study ANN’s performance on smaller datasets. If an ANN could be 

trained with smaller datasets, it could be more versatile. This study could also be expanded 

to more exotic options (American, Asian, Cliquet, etc.) than European options.  
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