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Containerized web backend applications can be built with a very wide range of technologies.
In this thesis these technologies are explored with a practical focus, presenting various
solutions for parts of the challenge. This challenge is specifically explored via a sample
application created for the case-company. This sample application is containerized with
Docker and implemented with ASP.NET Core. Based on the work done in this thesis it can
be stated that implementing web backend applications really is a complex topic and that
some solutions suit some applications better than others. Despite this a fully functional
application can be implemented with relative ease when using the “right” tools and
technologies.
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Kontitettujen web backend -sovellusten kehittämistä varten on olemassa hyvin laaja kirjo
erilaisia teknologioita. Tämän työn teoriaosuudessa pyritään avaamaan tätä laajaa
ongelmakenttää käytäntökeskeisesti sekä esittelemään useita vaihtoehtoisia ratkaisumalleja
ongelman eri osiin. Ongelmaa keskitytään erityisesti tarkastelemaan asiakasyritykselle
toteutettavan Dockerilla kontitetun ASP.NET Core web backend -esimerkkisovelluksen
näkökulmasta. Työn pohjalta todetaan, että web backend -sovellusten toteuttaminen on
todellakin monitahoinen ongelmakenttä ja että tietyt ratkaisut sopivat joihinkin sovelluksiin
paremmin kuin toiset. Kuitenkin sopivilla työkaluilla ja tekniikoilla täysin toimivan
sovelluksen toteuttaminen on verrattain suoraviivaista.
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INTRODUCTION

In this section we will briefly describe the motivation of the thesis, the main concepts and
the problem domain, while also giving a very brief overview of some of the technologies
involved. We also explain some initial constraints and their reasoning. Lastly, we describe
the goal of this thesis more formally.
1.1 Background
Backend applications can be developed with a large variety of programming languages and
frameworks. This no surprise considering the breadth of the topic. The breadth of solutions
is also apparent in the case company, where depending on the project and the challenge
various different kinds of solutions have been implemented in a product-centric way. There
hasn’t been much effort in trying to evolve at a higher level. In order to answer to the
changing world, the company is working to change that. This is also apparent in the industry
at a larger scale. Traditional product-centric companies are now striving to add value in ways
other than just delivering products. In practice this means concepts like innovation, decisionmaking, knowledge and analysis. [Kortelainen2019]. In this context the domain of
developing backend applications has numerous higher-level concepts that are always
present, making it worthwhile to research this domain in order to produce value-adding
knowledge.

For the purposes of this thesis backend-development is defined as building (and maintaining)
the server components of centralized networked computer systems; system like that are
typical within the case company. In a simple case a system might consist of a single server
application and a single set of clients; a HTTP (Hypertext Transfer Protocol) REST-like API
(Representational State Transfer, Application Programming Interface) and users interfacing
with the said API using their web browsers. Usually such systems also have some kind of
database for persisting state. An example of this kind of simple system is illustrated in
diagram 1 on the next page. In complex cases there might be multiple server applications
(and protocols), load balancers, databases and various third-party applications and services
providing some kind of functionality for the first-party server applications.
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Diagram 1. Example architecture for a simple three-tier web application

The purpose of this thesis is to answer to this overall challenge by exploring what kind of
aspects are present when designing and implementing web backend applications. This
research is shaped by the fact that the need for it comes from the case company: while many
of the concepts and presented solutions can be applied to a wide range of backend
applications, some are targeted primarily to solve the problem from the point of view of the
case company. As a part of this thesis we construct an internal sample application for the
case company using Docker for containerization and ASP.NET Core for implementing the
actual application. This example project demonstrates the concrete solutions for problems
such as logging and configuration, while also showing how to use containerization to
simplify deployment of the application. This sample application is not the focus of this thesis,
but key details related to these problems are presented in chapter 4 as they help further
illustrate the more abstract theory presented in chapters 2 and 3.

As stated, backend applications can be developed in many programming languages and
technologies. According to a large yearly survey [SO2019] conducted by a programming
question and answer site StackOverflow, the most popular general-purpose programming
languages among developers are JavaScript, Python, Java and C#. The same survey also lists
.NET as the second most popular general-purpose development framework after the
JavaScript based Node.js. All these languages are also popular for web development,
implying that language itself doesn’t really matter as long as it is relatively high-level; lowerlever languages like C are not generally favored by web developers. Comparing the results
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to those of previous two years’ shows that .NET / C# has maintained its position well despite
many new languages and frameworks (both general purpose and web-focused) making an
entry, making it a safe choice, if nothing else.

The selection of .NET is also spoken for by the family’s newest addition, .NET Core. The
.NET Core platform implements the newest version of the .NET CLR (Common Language
Runtime), the C# language and a newly defined versioned standard library named .NET
Standard. The language itself is a general-purpose programming language, but the libraries
and development focus have seen a large pull towards server applications especially during
the early stages of the project [Lander2016]. The .NET Core project is backed by the original
creator of the language ecosystem (Microsoft) and diverging from its predecessor, it also
targets Linux and OS X [Microsoft2015] [Carter2016]. With the case company we have
closely followed the development efforts made in the .NET / .NET Core ecosystem and feel
that it is a solid foundation for building server applications now and in the future, while also
offering great support for building desktop – and to some extent, mobile – applications. At
the time of writing this the most recent platform version is .NET Core 3.0 with plans to
release a long term supported (LTS) version 3.1 later and a new unified .NET 5 platform in
2020 [Lander2019a].

As this thesis is based on the needs of the case company, we will focus on building web
applications. The most popular framework in the .NET ecosystem for this purpose is
ASP.NET [SO2019]; it defines a set of guidelines, code and a production-ready HTTPserver for building web applications by allowing the developer to compose a middleware
layer featuring routing, authentication and dependency injection among others. The web
requests eventually make their way through the pipeline to developer-defined “controllers”
which manage most of the business logic and return either rendered HTML or (typically
JSON-formatted) API responses. [Microsoft2019a]. For simple – and even many advanced
– applications this usually satisfies most, if not all, functional requirements. When custom
code leans on this framework it is easy to also use third-party extensions without conflict.
For example, federated authentication using a custom identity provider server (1st or 3rd
party) could be integrated to the application with as little as only a few lines of additional
code and some configuration [IS2015]. In section 4.8 we integrate an existing well-known
identity provider with the help of a ready-made package, simplifying the process further.
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Building an application is not enough, as the application should be hosted somewhere for it
become and remain available for the users. This could be achieved by manually compiling
and installing the application to a self-hosted server machine, but the tasks could also be
automated. While the definition isn’t exactly clear, the domain of this type of automation is
typically referred as DevOps or Continuous Integration / Continuous Delivery (CI, CD)
[Bass2015][Smeds2015], or more generally as Hüttermann [Hüttermann2012] states:
“DevOps describes practices that streamline the software delivery process -- and improving
the cycle time”.

Automating at least some part of the deployment workflow saves developer time and
increases deployment quality by reducing errors. Challenges include higher initial
investment and training requirements. [Senapathi2018]. Furthermore, adopting the DevOps
mentality is not trivial and requires overcoming many challenges [Smeds2015]. This closely
follows the observations made within the case company [Toivanen2019c].

Across the whole software development domain there exists an innumerable amount of tools
for build automation. These tools can range from scripts written by single developers to
commercial products developed by large companies, such as Atlassian Bitbucket Pipelines
[Bitbucket2019] or large open source projects such as Jenkins [Jenkins2019] or GitLab
CI/CD [Gitlab2019]. While the wide range of available tools is a welcome sign, it also means
that choosing the best possible tool becomes harder.
The previous – along with general industry trends and knowledge – provide the foundation
for some of the decisions we have made together with the case company regarding this thesis.
Initially a small team was formed inside the company and we talked about various solutions
and desires, and reached a consensus as presented here. Currently the company doesn’t have
any kind of standardized project template for building backend applications, yet it has
numerous of these types of projects a year. A desire exists to build an application template
on which the company can build upon when starting new software projects for its customers.
After these initial talks the template was left to us to research and build in the form of the
sample application. [Visma2019d]
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During the talks with the team we concluded that a standardized template will most of all
lead to accelerated project starts and overall better project velocity, allowing the business to
produce the minimum viable product (MVP) for customer acceptance faster. By employing
a template, it is possible to more easily port features between projects – be it a feature about
security, usability or other tooling, leading to cost savings. As features can easily be shared,
it is easier to justify making investments, and this in turn can lead to better overall quality
with the same spending. Containerization is also an important aspect. Standardization of
deployment practices enabled by it makes them more easily communicated, and in turn is
expected to save developer time and most importantly reduce errors by cutting out manual
work. Lastly, the technologies we have selected with the team for this template are all
relatively new and in our opinion in good fame. This should help keep developer satisfaction
good as well.
With DevOps being a relatively recent domain, it also means that the case company doesn’t
have a great deal of experience on it yet. What experience we – together with the case
company – already have confirms the earlier. Automating deployment can save large
amounts of time, and when well-documented helps tremendously with projects handoffs.
Unfortunately based on our observations building this automation isn’t easy despite all the
tooling available and without sizeable investment costs on adopting it [Toivanen2019c].
These challenges aren’t unique to the company; automation presents challenges throughout
industries [Happonen2018]. While DevOps is a large part of building web applications, we
see it as a very broad domain with many possibilities, and as such we had to make a hard
decision and leave it outside this thesis in order to keep the scope viable. In our
understanding container-based applications and workflows play a great part with DevOps
friendly projects and we hope that using containers enables us to introduce DevOps to the
project at a later date.
1.2 Goals and delimitations
The topic of this thesis makes the selection of design science as the research methodology
quite easy: the artifact in question being the process, guidelines and knowledge by which the
business will build backend applications. The problem is the lack of quality in the currently
somewhat non-existent process, together with not necessarily knowing all the best practices.
With practice being the focus, the goal of this thesis is to research the aspects present in
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designing and implementing containerized web backend applications. Based on this research
we also implement a concrete sample application for the case company and present some
key aspects of its implementation in this thesis. This problem is better expressed with the
following research questions:
● RQ1: What technologies and choices are available for small teams with limited
resources when building containerized backend applications?
● RQ2: What are the key design and implementation aspects to take into account
when building such applications?
● RQ3: Within the constraints of both RQ1 and RQ2, how to implement a fully
functional backend application?

As said earlier, we acknowledge that adopting an all-encompassing DevOps mentality is a
very demanding endeavor. Instead we sample only some key elements of the concept.
Majority of the target software projects are rather small and therefore we feel that such
mentality would be an overkill incurring extra costs that the case company isn’t ready to pay
just yet. Instead we think that by focusing on only those key elements we can keep the
velocity of a project high, while keeping our options open for a more fully-featured and more
focused DevOps implementation should one be needed. During the initial talks with the case
company we identified two key areas that most benefit from automation in the development
culture: cloud-hosted servers and containerization, and this is our focus here. Other areas
could be researched in another thesis. [Toivanen2019a]

As stated, the need for this thesis comes from the case company: the company needs research
on how to build good containerized backend applications. As we research the topic, we also
build an internal sample application for the company. As reasoned, we have selected .NET
Core and its web-development framework ASP.NET Core as the fundamental technologies
for the implementation along with Docker. We research some alternative ways for achieving
each development step and have discussion on how they apply for our scenario. We build
the sample application with a few additional components such as a database, and employ
industry standard containerization for encapsulating the runtime environment. Different
projects can obviously have wildly different requirements, so we try to sample a wide variety
of most common application features, but limit ourselves to the most common problems and
solutions within the domain of backend applications. As a secondary goal – if the work gives
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us enough practical points and data to interpret – our additional aim is to build or adapt some
supporting systems that aid the development effort and developer productivity.

The sample application template and all the related tooling are meant for internal use by the
case company and the researcher, with the target demographic being software engineers with
varying skill sets and levels. Open-sourcing the framework is not actively targeted at the
time of writing this. By keeping the implementation simple – yet somewhat fully-featured –
we’ll allow even junior developers to build robust applications, while also keeping the
system open ended enough so that advanced developers can easily extend it. The process of
building the template application serves as the very first user test for the platform, albeit with
limited generalizability. The template application itself and this thesis serve as the primary
documentation for other developers. There will be no further usability testing for the
template in the context of this thesis.

The primary deployment target within the case company was selected to be Microsoft Azure
cloud; the company’s opinion is that a cloud hosted environment will save on operating costs
and business complexity. Additionally, in a hosted environment the application can be built
to leverage on platform hosted software such as databases. This model is called Software as
a Service (SaaS). This can lead to further cost reductions in application management. While
it would be an interesting case to research different cloud offerings and compare them to
self-hosted solutions on either existing or new hardware, we leave that for future work. As
discussed in section 4.6, we didn’t ultimately implement a complete cloud workflow, but
feel the sample application itself is ready for one.
1.3 Structure of the thesis
Chapter 2 starts by presenting an overview of the problem domain. This is then followed
with a short overview of the case company and the more detailed sub-sections the problem
domain. Chapter 3 collates some fundamental software development aspects and how they
are to be addressed when developing containerized backend applications. In chapter 4 we
present the sample application and go over some of its major technical points and workflows.
Afterwards in chapter 5 we discuss what we achieved and conclude the thesis.
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2 PRESENTING THE CASE STUDY COMPANY AND THE
OVERALL PROBLEM ARCHITECTURE
In this section we give an overview of the case study company and explain the many problem
areas in need for development. These real problems have been encountered either on our
own development work, within the case study company or when researching literature.

As a part of explaining these problems we also non-exhaustively present a variety of possible
solutions. This is in fact a whole new problem on its own; there is so much to choose from
that it is impossible to master even a majority of the domain. Additionally, not all solutions
fit other solutions or system requirements. This makes it very hard and resource intensive to
design a system that takes into account all the nuances of each problem area. Acknowledging
this, we elaborate on some of these problems in later sections and try to search for satisfying
solutions from our own point of view, building one implementation to evaluate them with.
This is in no way the only possible solution to our problem.

In detail, in this section we research the problems listed in this next table, table 1:
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Problem area

Overview

Systems architecture

Splitting system to tiers is a mature model that allows for
loosely coupled development and better scaling, but can
increase overall complexity considerably.

Network communication

HTTP+JSON are the staples for web backend communication,
but still leave a lot to be defined within the system.
Alternatives such as message passing and modern schemabased RPC frameworks are worth considering.

Hardware platforms

The backend development industry has been actively moving
towards hardware virtualization for efficiency gains in both
hardware utilization and management with numerous vendors
offering various virtual platforms as products.

Containerization

The relatively new domain of containerization further
advances the efficiency gains while also providing a good
overall framework for packing and deploying software, but
isn’t without effort. Docker is the de-facto solution.

Cloud computing

Cloud computing approaches can simplify deployment
scenarios, especially for infrastructure-level applications such
as load balancers. Multiple vendors offer their own specific
products, easily leading to vendor lock-in.

Orchestration

Application-aware management for containers shows great
promise for helping with tasks such as deployment and
hosting, but is a new domain with solutions still forming. This
doesn’t come for free though, and as with DevOps might
require disproportionate effort for smaller projects.

Table 1. Summary of the problem areas.
2.1 Case study company
This thesis was written for a large multinational software and software consulting focused
company called Visma, more specifically its subsidiary Visma Consulting. Visma was
founded in 1996 as a result of fusion of three companies. Since then Visma has continued to
grow both organically and via further acquisitions. The core business of the main Visma
company is to provide and develop widely used enterprise resource planning (ERP)
solutions; Visma’s products are used in more than 50% of Nordic companies. [Visma2019a]
[Visma2019c]
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One subsidiary of Visma is Visma Consulting Ltd, which acquired Octo3 Ltd in 2017. Octo3
itself was exactly 6 years old when the acquisition happened (founded on 3.10.2011; sold on
3.10.2017) [Toivanen2019b]. As a result, the functions of Octo3 were renamed internally as
Product Creation Services (PCS). Instead of working on products the company itself owns,
this subsidiary focuses on knowledge-based management, digital services and custom ITsolutions for its customers. Currently Visma Consulting employs about 350 people.
[Visma2019b]

Visma Consulting PCS employs about 70 software consultants and UI/UX designers. Its
main business model is designing and building customized software solutions for medium
to large sized businesses. PCS functions rather autonomously from rest of the Visma
corporation; its functions are not as well standardized as rest of the corporation. This affects
internal management practices and IT-solutions, allowing for a great degree of freedom
regarding these challenges. [Toivanen2019d]

Customer projects in PCS usually have wildly different requirements and other technological
limitations, including many possible target platforms. While the projects are aimed to go on
for a long time (several years), they are often quite small as there are only few developers in
each project. There are of course some exceptions to this with shorter or larger projects.
These factors – along with the varying specializations of people – mean that the solutions
employed for even similar problems usually differ as knowledge is easily siloed inside
projects. [Toivanen2019d]
2.2 Problem architecture
Building software and distributed systems is a complex task with many distinct yet
interlocking problem areas – from the application architecture to deployment and hosting.
In this section we give background on the problem areas we think are most relevant to the
topic based on our research and observations. We also notice that many of the listed areas
have evolved as new tools and models have become commonplace.
2.2.1 Typical systems architecture with backend applications
As defined in section 1.1 and elaborated on the next section 2.2.2, the intrinsic characteristic
of backend applications is that they perform network communication. This by definition
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usually requires that there are at least two applications communicating. In the simplest case
these two parties are a client and a server, thereby the name client-server networking
[Mall2014] [Gallaugher1996]. They can also be peers (for peer-to-peer networking), but this
thesis focuses only on client-server models. Reasons for developing client-server
applications can range from concurrency, loose coupling and fault-tolerance to partitioning
component development [Mall2014].

This simple case described above can also be called two-tier client-server architecture, as it
consists of two distinct tiers [Mall2014]. The client being the first tier and implementing the
presentation, workflow and business logic layers. The server is the second tier and
implements the data access layer (database). [Qin2008]. See diagram 2 for a visualization.
It is also possible to split the layers in other ways, but this is the most common split
[Gallaugher1996].

Diagram 2. One way to categorize backend software to tiers. The boxes represent different
layers of the system.

The two-tier architecture has an obvious advantage over traditional monolithic systems due
to the fact that the data access layer is separated from rest of the application (loose coupling)
[Mall2014]. This allows the application to leverage on an existing and battle-tested database
product instead of building a data layer directly into the application (incurring extra cost,
complexity and uncertainty). Disadvantages of all tiered architectures include increased
complexity from the cross-tier network communication. Also, feature changes in one tier
may provoke changes to other tiers [Gallaugher1996], leading to challenges in areas such as
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deployment. This of course depends on the change, and smaller changes usually stay inside
one tier, leaving rest of the system unchanged.

A further refinement to the client server-model is the three-tier architecture, where the
business logic layer is moved from the client tier to a new middle tier [Qin2008]. This means
that there are now three distinct tiers: presentation & workflow (also called the front-end),
business logic (back-end or middleware) and data access. Typical web applications can be
characterized to adhere to this architecture [Srinivasan2001]. Albeit from implementing a
specific interface contract, each tier functions independently of others. This allows for
reduced development and maintenance costs, while also enabling code reuse and flexibility
in product migrations. This makes it possible for each tier to be developed with independent
software development methodologies, software frameworks, programming languages and
by people specialized to the functionalities of that tier. [Gallaugher1996]

By moving the business logic to its own tier, it is also possible to implement access control
models which are not possible with the two-tiered architecture. In the two-tiered model the
client application usually requires somewhat full access to the database. In a three-tier
architecture only the back-end requires such access. There custom rules and application
interfaces can easily be defined to be invoked by the individual front-end users through their
own accounts. [Gallaugher1996]

As tiered architectures clearly define system boundaries, it is easier to design the system for
load balancing and fault-tolerance [Gallaugher1996]. As an evolution of this concept there
also exists the N-tiered architecture where the functionality of the system (mostly back-end)
is distributed to several interwoven services with specific functionalities [Qin2008]. One
typical example of this is the Service Oriented Architecture (SOA) [Chang2007], but other
architectural concepts can also be used. Microservices have seen growing adoption in recent
years [Huf2019] and have become the dominant architectural style in the SOA industry
[Alshuqayran2016].
The aim of SOA is to define a model where services “fulfill an organization’s business
processes and goals”. These services are discoverable through a service registry and come
with descriptions on how they function. This enables relatively easy composing of the
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services through a service orchestrator, defining the flow of a business process. This is not
to be confused with the concept of container orchestration (explained in section 2.2.6). SOA
services are usually attached to an Enterprise Service Bus (ESB) to provide support for
concepts such as routing or translation between message types (such as XML to JSON).
[Chang2007]

When the concept of service-centricity of SOA is pushed further, we get microservices. They
are built around a very specific business functionality and run in separate processes and
communicate by a lightweight API they own. As opposed to SOA, the microservices
architecture doesn’t require an explicit service orchestrator; services can instead call other
services directly. This process is usually aided by a service discovery solution which merely
points to the addresses of the other services. The services themselves are in complete control
of the process of calling the other services indicated by the discovery solution. From all this
we can draw several advantages compared to all the other more monolithic tiered
architectures:
● No central point of failure.
● Focused problem keeps the overall business logic complexity low in each service.
● Being independent processes, they can be updated and scaled independently of
other services and more easily avoid build-time “dependency hell”.
● Can be built with programming languages and libraries best suited for the problem,
enabling a true polyglot architecture.
● Microservices are native to orchestration, and inherit benefits such as deployment
automation.
● Enable loose coupling of services, with independent failure recovery.
● Each microservice can be worked on by independent teams, allowing for extreme
workforce scaling.
[Vayghan2018] [Zimmermann2017] [Alshuqayran2016]
These advantages don’t come without drawbacks. It is extremely important to carefully
consider how to mitigate these drawbacks; and if such a thing is not possible, whether the
microservice architecture is ultimately the right choice.
● The sheer amount of microservices in a complex system calls for an automated
delivery pipeline, requiring investment.
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● The requirement for automated orchestration also calls for automated service
discovery, which can be a complicated matter all by itself.
● Versioning problem shifts from build-time to runtime.
● Polyglot architecture risks developer fragmentation and can reduce code reuse.
● Loose coupling complicates documenting system architecture and service relations,
especially when using loosely coupled message passing interfaces.
● Limited data sharing leads to increased communication overhead as data might
have to be queried repeatedly by different participating services.
● No well-researched security models exist for microservices, requiring extra work
during design phase of the system.
● Efficient communication between microservices is an open-ended problem with
many possible solutions, leading to more design-time work to choose the best
communication strategy for the system.
[Alshuqayran2016]
2.2.2 Network communication in web services
Network communication itself is a very wide topic; per the topic of this thesis we will focus
on technologies commonly employed with web backends. Historically, many earlier web
services implemented a SOAP interface, but since then the focus has shifted towards
employing HTTP – either with some kind of custom semantics, or with the more constrained
RESTful semantics [Huf2019]. Both SOAP and REST have a strong focus on immediate
request-response actions, whereas event-based communication offers an asynchronous
alternative [Huf2019].

SOAP (Simple Object Access Protocol) is an XML-based (eXtensible Markup Language)
protocol for “exchange of information in a decentralized, distributed environment”
[Box2000]. The all-encompassing SOAP specification defines all the key factors of RPC
(Remote Procedure Call) communication from a message envelope, processing rules and a
serialization format to transports (HTTP, but others are also permitted) and extensions
[Box2000]. Despite the name “Simple”, SOAP is relatively heavy and complex compared
to alternatives such as REST, and has since seen decline in usage [Mulligan2009]. SOAP
web services are commonly defined using WSDL (Web Services Description Language)
definitions, providing a standardized way of documenting them [Ryman2007].
17

REST (REpresentational State Transfer) is an architectural pattern and design philosophy
where HTTP methods are used to fetch and manipulate objects represented by unique URLs
(Uniform Resource Locator) [Fielding2000]. Unlike SOAP, REST doesn’t have any kind of
standards body to define it. Instead the definition has been collectively formed by the
industry and evolves accordingly. A key difference compared to REST is also how it doesn’t
define any serialization formats for how objects should be encoded. In practice JSON
(JavaScript Object Notation) has been widely used. Likewise, there isn’t any standardized
way to document REST APIs, but specifications such as OpenAPI (formerly Swagger) have
been gaining traction. [Ed-douibi2018]

Event based message passing is an alternative that has been made popular by microservices.
It is typically used for communication between services of the same system, but that is not a
strict requirement. In message passing a shared message broker (such as Redis, RabbitMQ
or NATS) is used to relay messages between services based on metadata such as a message
topic: a system can subscribe to receive all messages published on a topic, and publish new
processed message(s) on a new topic. As message passing is just a general concept, there is
no generalized framework for message serialization nor other conventions such as
processing messages reliably. [Newman2015]

Message passing can make it easier to build fault tolerant systems, as many message brokers
have built-in mechanisms for message redelivery. Message passing interfaces also typically
have higher performance and lower latencies compared to HTTP. The publish/subscribe
model also enables extreme loose coupling of services, but can make the system hard to
reason with, while the open-endedness of the concept itself requires additional investment
on defining the message passing conventions of the system. [Newman2015]

As the messages posted to message broker queues can take an indeterminate time to be
processed, this introduces a new problem called eventual consistency. The state of the system
might appear inconsistent while the message awaits processing, but eventually the message
is processed and consistency is achieved. Special considerations should be taken in order for
this inconsistent state to not be exposed – or if it is, to mitigate it. [Newman2015]
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Messages such as these can be produced in many ways in a system: from various user actions
to operational data such as log messages to name just some of the sources. If efficient realtime processing of these data streams is required, a complete stream-processing system can
be employed. Stream processing is closely related to message passing, but comes with more
strictly defined messaging conventions. An example of a stream processing system is
Apache Kafka [Kafka2017]. [Kreps2011]

Microservices and the related rethinking of web service tooling have also popularized other
communication methods not already discussed here. These include the popular WebSockets
protocol for bidirectional asynchronous communication between servers and browsers, and
general high-performance RPC implementations such as gRPC (Google RPC) or
Cap’n’Proto [Varda2019], and high-performance schemaless message serialization formats
such as MessagePack [Furuhashi2019], or schema-driven ones such as Protobuf and Thrift.
This has also expanded the set of lower-level protocols used within the industry from just
HTTP to technologies such as WebSockets, UDP and the before mentioned binary protocols
such as Protobuf, to the various protocols used by message brokers. [Newman2015]
[Huf2019]

gRPC is a modern framework for defining and implementing efficient RPC interfaces. A
gRPC based service is built by first writing a schema file which describes the data types and
methods used in the public API of the service. After this the gRPC code generator is
executed, generating class definitions and other scaffolding using the chosen programming
language(s). This code can then be used together with user-supplied code and the gRPC
library to build the complete service. [gRPC2019]

Frameworks such as gRPC offer a level of standardization in the otherwise fragmented
microservices communication landscape. They help define the data format, calling
conventions and even some of application structure. Unlike SOAP however, gRPC has
explicit considerations for the fast-changing world of web-services by supporting schema
evolution and high-performance. Schema evolution offers a method for expanding existing
endpoints for new functionality, while gracefully supporting older clients. [gRPC2019]
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2.2.3 Hardware platforms and virtualization
Both “regular” or containerized applications need some kind of hardware to run on. This
hardware can range from an on-premises hosted commodity computer (such as a developer’s
workstation) to a datacenter-hosted bare-metal server machine, to some kind of virtualized
hardware.

Historically applications have typically been installed by hand to a specialty sourced and
managed hardware. This might have meant analyzing the application and application usage
for the kind of resources it expects, making an order for such hardware, and then – perhaps
after weeks or even months – installing the hardware, networking gear and an operating
system along with other configuration as required by the environment. If the hardware
requirements of the application change the acquired hardware might get invalidated and new
hardware must be ordered, waited for and installed.

Depending on the application itself and managerial practices, it is possible that the hardware
is shared with other applications in order to save on costs. This introduces friction between
otherwise unrelated applications as maintenance tasks such as operating system upgrades
affect all the applications on the same hardware. It is also relatively easy for a misbehaving
application (either due to a bug, or an attacker) to affect other applications.

A major improvement on all of this is offered in the form of hardware and operating system
virtualization. A hypervisor can be installed on the server, and then several virtual machines
(VMs) can be run inside it. All these VMs share the hardware resources of the physical server
in a manner configured by an operator, or perhaps allocated dynamically based on some
heuristics. The VMs themselves only see the hardware resources assigned to them and they
can operate on the hardware as if it was installed on a physical server. Each VM has its own
hardware, operating system (OS), user-space applications and configuration independent of
other VMs. Virtualization comes with a very small overhead and it is not completely free.
[Morabito2015]. This might make it necessary to run some specialty high-performance
applications on “bare-metal” without a hypervisor. On the other hand, virtualization enables
concepts such as live migrations of virtualized operating systems from one host to another
with little to no impact on the OS in question. The use of virtualization and containerization
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for server consolidation is illustrated in diagram 3. It should be noted however that
virtualization is not a strict requirement for containerization, but that it can co-exist with it.

Diagram 3. Hierarchy of physical, virtual and containerized workloads.

Numerous independent vendors such as [Microsoft2019g], [Amazon2019a], [Google2019a]
and [DigitalOcean2019] offer multiple hosted VM solutions and with them it is possible to
provision fully-functional virtual machines in less than one minute [DigitalOcean2019];
compute capacity can be provisioned on an only-as-needed basis and billed as such. This is
conceptually referred as Infrastructure as a Service (IaaS) [Kratzke2014]. A hosted VM
solution thereby eliminates the upfront hardware investment and reduces the need to plan
for the exact hardware requirements, as new hardware can be provisioned very quickly as
need arises. This also allows for upgrading the hardware to counter increased application
popularity [Kratzke2014] rather easily compared to self-hosted solutions.
2.2.4 Containerization
In what can be thought as the next logical step up from hardware virtualization is operating
system virtualization in the form of containerization. Containerization is also a recent trend
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related to both deployment automation and hosting [Truyen2016]. Despite this the container
technology itself is not new [Soltesz2007]. With containerization the kernel of the operating
system is shared between all the containers, instead of just the hardware. This leads to gains
in hardware utilization and management. Containers are typically self-contained packages
of applications that bundle the compiled application and other runtime dependencies. The
containers are sandboxed from each other and from the host system, meaning that the
containers can’t interact with each other (except via networking or explicit filesystem
mounts) and they can each have their own quota of resources (CPU, memory, storage, etc.).
[Merkel2014] [Combe2016]

On all our observations the most popular way to implement containers is by using control
groups and namespaces found in recent Linux kernel versions. Both of these technologies
are then used by user-space tools to implement the concrete tools for managing containers
[Morabito2015] [Merkel2014]. Of these tools Docker is the most popular one both in the
industry as a whole [SO2019] and in the case company. Docker is also the technology that
has made containers as popular as they are today [Morabito2015].

In addition to just running and managing the containers, Docker also has a filesystem
abstraction called AuFS (Advanced multi-layered Unification Filesystem) that can combine
several layers of filesystems in a manner that requires storing only the changes between each
layer. This allows for composing containers on top of existing ones, while keeping the new
containers small. [Merkel2014]. One other key benefit of containers is that they are very fast
to run compared to traditional virtual machines. This is a result from the fact that containers
share the host operating system and kernel instead of requiring one of their own to be booted
first.

Example: See diagram 4. Let there exist a well-known user-space Linux layer that is
publicly accessible (such as Ubuntu, Debian or Alpine, from Docker Hub). When a developer
wants to create a new container running a specific application (such as Redis, which
happens to be also directly available from the Docker Hub), the developer can take that
Linux layer as the base. The application is then installed on a new layer and configured on
a third one, with the well-known image as the base. When someone else wants to run the
application, it is enough to distribute these two (usually relatively small) layers – the parent
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layer (containing the user-space Linux) can be downloaded from the public registry. If
different configuration is required, the configuration layer can be substituted with another,
or overwritten on a fourth one.

Diagram 4. Layers of the example docker image, with possible distribution channels.

The fact that a container is able to bundle most (if not all) application dependencies is a very
valuable one: after having been built, a container can be run anywhere with minimal effort
(as supported by the containerization platform). With Docker this means Windows, Linux
and macOS [Docker2019a]; be it the developer’s machine, or a supported cloud provider.

A container platform typically also exposes an API for not only managing the containers
themselves, but also for configuration, networking and other runtime interaction, such as
storage inspection. This API can be used by not only developers directly, but also by
container orchestration tools (see chapter 2.2.6). It might also be possible to run containers
directly on cloud infrastructure if a cloud provider offers such a platform (Platform as a
Service, PaaS).
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With Docker this is implemented via a user-space daemon. Developers and API consumers
can issue simple request to the daemon, and the daemon handles the required system calls
and other state-keeping. The request can, for example, be about creating a new container and
downloading its image file over the network, or managing the status of already running
containers. [Merkel2014] The daemon is also able to automatically perform some
maintenance tasks such as restart containers that unexpectedly stop [Docker2019b].
2.2.5 The cloud and software service models
Cloud computing has become ever more popular during the last decade or so [Mall2014].
The United States National Institute of Standards and Technology defines cloud computing
as a model for “on-demand network access to a shared pool of configurable computing
resources (e.g., networks, servers, storage, applications, and services) that can be rapidly
provisioned and released with minimal management effort”. This is a broad definition that
also covers software service models from the already mentioned IaaS and PaaS to SaaS
(Software as a Service, explained below). [Nist2011]

The core philosophy of SaaS is that instead of offering general-purpose computing
platforms, an application is directly hosted as the product [Liu2010]. While this application
could be a specialized product such as an ERP, it can also be a general-purpose application
such as a load balancer or a database. In this case, however, it is also possible to see the
applications as PaaS services, as it is the customer choosing an application to be deployed
for their private use, usually with most of the configuration supplied by the cloud provider
[Nist2011]. Many similarities can be seen between SaaS and SOA. In all these cases pricing
could be modelled after the usage patterns of the application (such as active user accounts,
operations performed, dataset size and/or bandwidth) in a pay-as-you-go manner [Liu2010]
[Kratzke2014]. One early PaaS provider is Heroku which was founded in 2007
[Heroku2019].

A very recent alternative approach to cloud-hosted applications is serverless computing, also
referred to as FaaS (Function as a Service) [Huf2019]. Serverless computing aims to make
infrastructure components transparent to the application developers by delivering a simple
platform to run small pieces of short-running code. This code can be triggered by a
configurable HTTP endpoint, or another kind of an external trigger such as a timer or a
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message queue. The FaaS-platform handles application scaling and other hosting tasks
automatically in the background, without developer interaction. Serverless approaches are
best suited for “glue” purposes, bridging other applications and are limited by the concept’s
relative immaturity and lack of tooling. [Leitner2019]

SaaS and FaaS open up interesting new possibilities for application development as this
moves the maintenance burden of such applications to the platform vendor, who is likely to
have lots of experience and standardized operating procedures for maintaining the
applications. This allows the consuming party to focus on using the product to the best of
their ability without hosting-related distractions and upfront learning. [Liu2010]. It might
even be possible to get a better product this way: a SaaS / PaaS load balancer might be
implemented as shared core infrastructure and have access to hardware far better than a
dedicated self-hosted load balancer of the same cost.

Large cloud providers (such as Amazon, Google and Microsoft) usually provide services
from infrastructure to platforms to software, and it is up to the customer to choose the best
possible service model (or multiple) depending on the application(s). How easy it is to mix
and match different services depends of course on the cloud provider itself, but also greatly
on the design decisions made in the application being developed and the type of orchestration
used (if any). While the cloud and the specialty software offered by cloud vendors can make
it very easy to develop applications, care should be taken in order to avoid vendor lock-in
[Kratzke2014] or excessive costs.
While the definition of cloud refers to shared pool of resources, it doesn’t strictly mean that
it should be implemented by external entities (public cloud). Cloud can also be implemented
by the consuming organization themselves on their own infrastructure (private cloud), or on
infrastructure shared between organizations (community cloud). When these concepts are
mixed the term hybrid cloud can be used. [Nist2011]
2.2.6 Orchestration
Yet another recent trend we have noticed is the backend software industry’s movement
towards the higher-level service models. At minimum this means opting to use virtualized
hardware instead of bare-metal hardware. We are also seeing new cloud-native applications.
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As containers have greatly risen in popularity, many cloud vendors and other parties have
begun developing solutions to manage the masses of containers [Metz2014] [Burns2016]
and even offering these solutions as hosted PaaS platforms. One relatively popular [SO2019]
solution is Kubernetes [Kubernetes2019]. There are also many other solutions such as
Docker Swarm [Docker2019e], CoreOS, CloudFoundry and Apache Mesos [Kratzke2014].

Container orchestration tools like Kubernetes can be used to automate the many container
related tasks such as deployment, scaling, communication, monitoring and discovery over
multiple servers – be it physical or virtual [Kubernetes2019] [Kratzke2014]. In practice this
means that the developer only needs to tell the orchestration system that a given
containerized application should be deployed with the given number of nodes. The
orchestrator then automatically schedules the containers to run on available server nodes and
sets up networking so that the nodes can be reached from the outside world. A simple
visualization of a two-node setup can be seen in diagram 5 below.

Diagram 5. Illustration of an orchestrator with two worker nodes and a network.

Large cloud providers also offer their own versions of container orchestration products with
varying pricing models. Amazon has both the proprietary Elastic Container Service (ECS)
[Amazon2019b] with free control nodes and the ECS Service for Kubernetes (EKS)
[Amazon2019c] where there is a fixed cost for the cluster. Microsoft has the Azure
Kubernetes Service (AKS) [Microsoft2019b], and finally Google (the original developer of
Kubernetes) has the Kubernetes Engine (GKE) [Google2019b] to name some of them.
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While orchestration tools can greatly simplify the deployment and maintenance of complex
applications, they do this at the cost of introducing an extra layer of configuration and
complexity of their own. For applications consisting of a single node this overhead can be
relatively huge compared to the simplest possible solution of just manually invoking
docker run on a virtual machine with Docker pre-installed.
2.2.7 Problem conclusion
As can be seen from the previous problem descriptions, the domain of backend application
development has many sub-domains, with each of them branching to many different
directions. It is a very challenging task to build a good understanding of the domain as a
whole.

As general trends we can see that the industry is moving towards smaller and smaller units
of deployment, driven by the desire to accelerate developer productivity and development
cycles of larger products. This is made possible by the use of deployment automation and
orchestration tools, which also allow for optimization of the resource usage of these
deployment units by consolidating several applications to fewer physical machines. There is
also some evolution in how services communicate, in an effort to increase maintainability
and/or raw performance.

The industry is working on all fronts to develop new solutions to the problems arising from
the previous, leading to many competing philosophies and solutions. We purposefully
avoided evaluating many of the approaches we described, as all of them have their own
merits on different focus areas. Independent analysis is required from the point of view of
individual systems wishing to adopt these trends.

For our purposes we see Docker containers as perhaps the essential component. As
described, containers clearly define a deployment unit and much of the structure of this unit.
Containers can be of any size, and encourage splitting a system to smaller units that are easier
to handle by themselves. This would in turn call for help from the higher-level concepts such
as orchestration, build automation and service discovery in order to reduce manual work. In
our case we see this as something we are not yet ready to fully embrace, but try to keep our
development efforts in line with their broader requirements.
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When it comes to how services communicate, at this time we see JSON over HTTP as the
simplest and most approachable of the solutions. While the many other technologies also
have their merits, the pure simplicity of this solution can’t really be matched in use cases
such as the sample application. It would be beneficial to investigate the use of something
like gRPC more thoroughly when building more complex systems or refactoring older ones.
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3 SOFTWARE DEVELOPMENT FUNDAMENTALS AND RELATED
TOOLING FROM CONTAINERIZED BACKEND DEVELOPMENT
POINT OF VIEW
In this section fundamental aspects of software development are collated. Additional
discussion follows about how these aspects should be noticed when developing
containerized backend applications. To better illustrate some of these aspects we use the
sample application we are building as an example. In essence the sample application
aggregates the lunch menus of nearby restaurants for easier viewing. These examples are
written to work stand-alone, but for a more complete description of the sample application
and its functionalities see section 4.1.
3.1 Mapping the fundamental aspects
In order to build a good foundation for designing containerized backend applications we
think that it is a good practice to first think of the generalized software development lifecycle.
Our aim here is not to make an exhaustive list, but rather a list that is “good enough” to
stimulate critical thinking about the build process of containerized applications. Nor do we
want to necessarily get into the specifics of individual development methodologies (such as
waterfall or agile), but rather map the shared aspects that are present in all software projects
relevant to our domain. This topic is researched with prior knowledge and by finding various
book sources about software development and software engineering fundamentals. Of all the
book sources were [Mall2014] [Dooley2017] [Reynders2018] [Leszko2017] the most
important ones in our research.

The sections listed below are based on this research. Overall, the list closely follows the
typical lifecycle of a software product as illustrated in diagram 6. These steps have
additionally been augmented with special focus on backend applications in form of
managing the state of the application through configuration files and databases. And as
containerization is about packaging applications and running them [Leszko2017], we also
want to consider configuration management and deployment with extra care.
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Diagram 6. Generalized software development flow.
3.2 Requirement analysis
Before starting the development of a software project, it is very important to carefully
consider all the functional and non-functional requirements. This is a key step found in all
plan-driven software development models. In detail, this step aims to analyze and document
what the software should do, and how. [Mall2014]. An alternative is to employ lean software
development methods. These place less focus on a complete specification and rather
establish just guidelines or user stories for the software project as required, with the
specification possibly getting more detailed during the development effort of the project.
Key aspect is to delay making decisions before they are required. [Dooley2017]. For
example, the specification might just state that there needs to be a component for user
authentication, but the exact implementation is left open. This might push the project to adapt
an API surface by which such a concrete implementation could be consumed. During
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development it would then be possible to test different implementations and choose the one
that works the best with the software project in question.

As mentioned above, requirements can broadly be divided to functional and non-functional
ones. Functional ones define the operating principles of the software, while the nonfunctional requirements define things should as how a user interface should look like, or
define performance targets such as system throughput. [Mall2014]. As lean methods aim to
eliminate waste and deliver fast, these non-functional requirements are usually deferred in
order to produce some kind of version of the software quicker. [Dooley2017]. This is also
apparent in many projects in the case company. Additionally, it is possible to also define a
category for non-requirements. “These are the things you’re not going to do” [Dooley2017].
Requirements usually come from stakeholders, who are “a person, or a group of persons who
either directly or indirectly are concerned with the software” [Mall2014]. This could for
example be a user, a developer, or someone financing the project. Requirements can be
gathered in many ways. With new software projects it is possible to interview potential users
for their expectations. These user requirements can then be transformed into tasks
representing the functionalities of the software. These tasks are then affected by different
scenarios such as success or failure. [Mall2014]
Example: let’s think of service displaying the lunch menus of nearby restaurants. Key
requirements are obviously fetching the menus and presenting them to users. They are both
tasks. The task of fetching the menus (and potentially storing them to a database) can be
implemented in many ways, for example once per user request, or automatically as
instructed by a timer. Scenarios include that the menu is successfully fetched, parsed and
stored, but also scenarios where one or several of these steps fail. We can also explicitly
specify that we are not interested in designing the timer system to work with a clustered
application and that it only supports one application instance at a time.

When the requirements have been collected, the next step is to analyze them and identify
possible problems related to the definitions of the requirements themselves, or otherwise
unclear and ambiguous definitions [Mall2014]. After this work any further analysis is
referred as the design of the system itself.
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3.3 Design process, software architecture and implementation
The design step is a rather broad one. In simplest terms it is about transforming the
requirements of the software (be it the complete software requirements specification, or just
the leaner guidelines) to a representation of the actual implementation [Mall2014]. A good
design should most of all work, but also be modular [Mall2014] and simple [Dooley2017].
Different loosely coupled modules can be developed and tested concurrently, and even
interchanged and extended. This along with simplicity will help with maintenance
[Dooley2017]. Another important thing to consider is portability, meaning that the modules
(and the software project as a whole) should ideally not be tied to a single implementation
or platform [Dooley2017].

Example: take the previous lunch menu service. Various modules could include the user
interface (be it an API, or a web page), the modules interfacing the menus of different
restaurants and an orchestration module handling the timed fetching and storing the menus.
Optional modules could include user accounts, lunch reviews and aggregate statistics
calculation based on the review data.

We think that modularity and portability are especially important for containerized backend
applications. As containerization abstracts away some of the complexities of deploying
software, it also functions as a barrier making it harder to inspect the inner state of the
application. While there are tools to inspect individual containers and SaaS offerings, we
think they can also be viewed as somewhat opaque black-boxes satisfying a certain contract
and tested as such. This of course requires the existence of such a contract, generated when
the system was being designed. This applies especially to 3rd party SaaS software, where
the API contract might be the only thing available for the consumer, while the internal state
of the system is hidden away.

Implementing the design is perhaps the most concrete step in software development. This
starts from selecting the fundamental development approach – such as functional design or
object-oriented design. The latter being most favored by larger software projects (but not
limited to those) [Mall2014]. This section and the thesis as a whole focus on object-oriented
design, but the vast majority of the content should also apply other approaches like the
already mentioned functional programming.
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Depending on how a software project is ran, the design step might already define many of
the concrete aspects and technologies of the implementation. Or in a case where the design
was less specific, it might just mention a concept and expect the concrete choice to be made
during the implementation – as is the case with many lean software development
methodologies or our sample application. Some of the core reasons for deferring decisions
are to eliminate waste by not over-designing the system or designing against unknowns (thus
shortening the design phase). The work done on implementing the system feeds back to the
decision process, yielding better decisions. [Dooley2017]

Strongly related to lean software development methodologies is also the concept of
“wickedness” on the problem. A “wicked” problem is one where the problem is novel, not
well understood until after creating a solution, and with many right solutions [Dooley2017].
Designing a system for a “wicked” problem with a more traditional methodology such as
waterfall might be impossible or extremely expensive [Dooley2017]. It is our understanding
that many real-world problems and especially problems built on user stories have a lot of
“wickedness” in them, greatly favoring agile methods.

The fact that leaner methods come with less overhead and produce value faster played key
roles when selecting the methodology for the development of the sample application. The
use of lean methods also allowed us to pivot development effort as need arose and new
information became available.
3.4 Fault tolerance
As explained, any good software design is modular, and by definition modules have
interactions between them. By definition in backend applications many of the modules have
to do with networking. Either the application is split to independent processes which
communicate with each other over the network, or with other services over the network. And
networks are more or less expected to fail at any time. It is also possible for individual
machines to fail while the rest continue to function. [Jia2005]. This calls for special focus
on designing the system in such a way that the system is able to recover from the failure of
a module in some way. These concepts are called fault tolerance and high availability (or
redundancy), and they can be a key requirement of an application.
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Fault tolerance means that the system is able to tolerate faults and continue normal operation.
There are many kinds of faults ranging from errors in implementations of data structures to
erroneous data being generated, to a system hanging or stopping to function altogether
[Jia2005]. Faults can be categorized from permanent to transient [Jia2005]. A good system
should be able to handle any and all kinds of faults, but that is hardly realistic. Instead faults
should be addressed in order of their magnitude. This can be expressed as a factor of their
category, rate and coverage [Jia2005]. As an example, it would be very recommended to
work around a fault that is very likely to generate erroneous data all over the whole system
very often.

High availability, reliability, redundancy and similar terms usually refer to ability of a
clustered computer system to remain reachable to users and other system even during faults
(be it in the system’s end, or the user’s). [Jia2005, p. 240] presents a good overview of
specific failure modes for such systems. Clustering is itself a hard problem, but as a
generalization it can be said that “[m]ost techniques for achieving fault-tolerance rely on
introducing extra redundant components to the system in order to detect and recover from
component failures” [Jia2005].

One common way to tackle this problem with backend applications is to employ a load
balancer dispatching requests to multiple worker nodes, as illustrated in diagram 7 on the
next page. In this diagram there are two instances of the application itself, and a two-node
database cluster. The load balancer can periodically make health checks against the workers
and when it notices a problem, it avoids that node when dispatching further requests. When
the health check indicates that a node is once again healthy, it resumes handing work to it.
Various strategies can be employed to dispatching the requests, such as exponential backoff
and gradual resumption. In this model the load balancer then becomes a single point of
failure, but it is usually expected for it to fail far more rarely than the backend applications
behind it. This model can be expanded, and the health checks could also be performed by an
orchestration platform – which typically has the ability to restart or recreate failing nodes.
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Diagram 7. A very simple fault tolerant system.

See section 4.1 for some considerations on this topic from the point of view of the sample
application.
3.5 Configuration management
When designing containerized applications, it is also important to notice the domain itself
and what it signifies. As explained above, containerization is among other things a tool for
deployment. Systems can be deployed to different environments, and different environments
usually have special details and features attached to them. This is expressed as configuration.
Configuration can also be used to control how the program code behaves; things such as
buffer sizes, database addresses or logging settings. While some configuration might be
hardcoded into the program code (to be easily changed by a developer to control some
specific aspects of an implementation), it should live outside the application
[Reynders2018]. This way it can be easily changed after the application has been compiled
and/or deployed, also allowing the configuration to be varied between environments.
Unlike code, configuration is allowed to – even expected to – vary between all the different
environments an application runs on [Leszko2017]. Yet by definition containers are
immutable – that is, once built, there will be no further changes to it. This includes
configuration files. Either the container image is built with proper configuration, or the
configuration is provided externally in various ways as explained below.

When dealing with web applications the term configuration can be seen to include
infrastructure configuration in addition to the application configuration described above.
Infrastructure configuration typically describes things such as how application instances are
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orchestrated, but can also include details about the whole hardware infrastructure, especially
when virtualized hardware is used (such as number of server nodes and their
CPU/RAM/HDD configuration, or virtual network switch configuration). [Leszko2017].
Here we keep focusing on application configuration.

Configuration management starts by identifying the parts of the system to keep track of and
configure [Mall2014]. What naturally follows is a configuration file (or several) and
functionality for the application to interpret these files. In addition to just files, configuration
can be also expressed in other ways. The source of the configuration data is ultimately up to
the arbitrary implementation of the specific application and its requirements, but can include
at least the following:
•

Files

•

Command-line arguments

•

Environment variables

•

Dynamic sources: networked configuration management systems, databases, …

•

Operating system services such as DNS (Domain Name System)

[Reynders2018]

Ideally configuration should be version controlled and documented so that there is
knowledge about the effects of each setting, but also the reasons why it has been changed in
the eventuality that it needs to be adjusted. Configuration should also ideally be simple,
meaning that small changes don’t require massive undertakings. This makes the
configuration both easier to use, but also reduces the chance for making errors during the
change. [Leszko2017]. In addition to these factors, it is our opinion that good configuration
should also be verifiable for correctness outside the application. This allows to catch
unknown or mistyped configuration keys, and values that are out-of-range or otherwise
invalid. Otherwise a bad configuration change might be only observed after the system has
tried to access it, resulting in errors or undefined behavior.

Another aspect of good configuration is that it should allow itself to be automated in a way
that supports all the target environments and operating systems of the application
[Leszko2017]. This is especially important when using containerized workflows, as
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application container images are built automatically as instructed by infrastructure
configuration such as Dockerfiles [Docker2019f]. This is elaborated in section 3.7.2.
Configuration settings most affected by automatic orchestration are things like addresses or
ports of related network services, such as databases [Leszko2017]. These settings can also
unexpectedly change during the lifetime of the application, and the configuration system
should be able to handle this situation – or risk leaving the application in an unrecoverable
state requiring manual intervention.

For applications built using ASP.NET Core, the framework itself provides an abstraction
layer for unified handling of configuration values from multiple sources, including the
sources listed above. Typically, the application builds a configuration object and adds
different configuration sources to it, and afterwards the configuration is accessed by
hierarchical keys, with later sources overriding the values from earlier ones. This enables the
typical pattern of having one configuration file for the common settings of the application
and separate files for environment-specific overrides such as database addresses.
[Reynders2018]

As can be seen above, configuration is a worthy topic on its own, but the topic has good
guidelines and tooling available. Choosing a configuration strategy supporting the
application is an important design decision, but modern frameworks such as ASP.NET Core
make it easy to consume configuration data from multiple sources, enabling more freedom
in design. In section 4.5 we present how our containerized sample application uses
configuration when the application targets multiple environments.
3.6 Testing
The purpose of software testing is to find defects in the system [Mall2014] and to ensure that
the system conforms to its requirements [Dooley2017]. Tests can range in scope from unit
tests (which test individual methods and classes) to integration tests (which test interlocking
classes and modules with a partial product) to system testing (which tests the entire system)
[Mall2014] [Dooley2017]. As stated, the primary purpose of these tests is objectively
making sure the system functions correctly. By contrast there also exists stress testing,
usability testing and acceptance testing, where the focus is on how the system subjectively
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functions (although some data points can still objectively be measured, such as response
times with stress testing). [Dooley2017]

Testing is not perfect; some defects may still remain in any complex system even after it has
passed all the tests. This also applies to documents. In practice testing is an effective tool in
eliminating software defects [Mall2014]. When testing is combined with code reviews, it is
typical to be able to find more than 95% of errors in relatively large applications
[Dooley2017]. The testing results can also be an important software quality metric
[Reynders2018].

The act of testing is an iterative practice in itself. First a test suite is designed and
implemented. Depending of the type of testing being carried out, this test suite might be
automated, or a document for a human tester. When designing the test cases attention should
be paid to the requirements of the software and the input value ranges and edge cases
described there. This way the tests are meaningful and with greater likelihood test the
possible failure points of the system, as opposed to completely random inputs. Additional
knowledge about the internal implementation of the system can be used when constructing
test cases (white-box testing), but the tests can also be made against just the functional
specification of the system (black-box testing). [Mall2014]. This is not to say that (especially
automated) fuzz-testing doesn’t have its place in the testing arsenal. Tools such as american
fuzzy lop have helped with detection of many significant software bugs and vulnerabilities
[Wikipedia2019].

When the tests are executed, some defects may be uncovered. Depending on the type of
testing being done, it might take considerable time to locate the error. Logging may help
considerably with this. Errors found during unit testing probably originate from the
function(s) being tested, but with system testing the source could be anywhere in the system
– or within the infrastructure itself. Testing for some edge cases might require carefully
crafting the inputs for a function, but on the other hand some defects might only surface from
complex interactions of different modules, perhaps under heavy load. This encourages
implementing different levels of tests for the system. After the defects have been located and
corrected, the system may be tested again until defects are no longer found, forming a cycle.
[Mall2014]
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The defects themselves vary considerably in both their form and in their effect to the system.
One way to classify defects is to think of their failure modes. As a result of a defect the
system might either: fail to perform an action, perform an action incorrectly or crash in some
way [Mall2014]. It is our understanding that testing and code review are the primary ways
to uncover cases where the system performs incorrect actions. While this also applies to the
rest of the failure modes, they sometimes can’t be avoided, and system should be designed
to be fault-tolerant, as discussed in section 3.4.

Testing .NET Core applications is supported as a first-class practice, with tooling available
out-of-the-box with both the command-line dotnet tool and Visual Studio. This basic
tooling can be used for both unit tests and integration tests. [Reynders2018]. In some projects
in the case company the testing framework has also been adapted to run some system-wide
acceptance tests with good success. In section 4.3 we discuss how testability affected the
project structure of the sample application.
3.7 Releasing, deployment, hosting and maintenance
The earlier sections of this chapter focus on designing and building applications. After the
application has been built, what remains is to deploy it somewhere and keep it running
smoothly. All this is covered under the DevOps umbrella. While we had to leave the general
topic of DevOps out of this thesis as discussed in section 1.2, we still want to look into some
aspects which enable successful DevOps practices. Following the aforementioned
delimitation, these aspects surface from our observations while working on the sample
application rather than being based on literature.

Our first observation was to pay attention to including a good logging solution right from
the start, as logging is present throughout the application and changing it later would be a lot
of work. A good logging solution also makes the development easier. Our second – and
actually more important – observation relates to how containerization is employed. To
ensure best possible development experience we recommend avoiding both non-standard
build steps and extensive manual setup for the containers. Instead build steps should be kept
to minimum and remaining setup should be automated in some way. This also makes the
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containers straightforward to get running – be it for a new developer or for concrete
environments such as staging or production.
3.7.1 Logging
Logs keep track of application state and actions that have been performed. They can contain
important information about the flow of the application code – should it be needed to be
investigated in case there is an error, for example. This is especially important for production
scenarios, as attaching a debugger to the program there is not often feasible. There are many
types of logs, but here we focus on logs generated by the application (as opposed to operating
system logs and logs generated by other applications). While some logs are generated by
statements added by the developer, some logs are also generated somewhat automatically by
frameworks and third-party modules. [Reynders2018] [Zhu2015]

In their most basic form logs are independent lines of unstructured text [Tovarnák2013]
outputted with functions such as print() [Zhu2015]. Some of the text is defined in the
program code (or resources) and rest is embedded string representations of interesting
values. As an improvement additional fields can be added. Usually these include at least the
current time, but the name of the executing class or method (or similar concept) and the level
of the log entry can also often be seen. The log level can range (for example) from trace →
debug → information → warning → error, with each level being more important than the
last. To make the logs more useful the log entries can also be grouped by some additional
context, such as a randomly generated identifier for the current action flow. This action might
for example be a HTTP request. Some other context-dependent values can also be
automatically added. [Reynders2018]

For making the logs even more accessible an approach called structured logging (also known
as semantic logging) can be implemented. With this the logs no longer contain just strings
of text; they rather contain message templates, the interesting values and the context
identifiers serialized in a structured form. [Reynders2018]. See listing 1 for an example how
this might look like in application code. When these two log lines are displayed, they might
look the same, but the latter one has numerous advantages. As the log message is based on
a template, it is possible to easily filter the logs for this specific entry without resorting to
regular expression searches or other work-intensive and potentially ambiguous ways of
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classifying the log messages [Tovarnák2013]. Also, as all the parameters are neatly logged
by their name and value, they can easily be accessed for additional filtering. In the listing
the name for the first and the only parameter is “Username”, and the value is whatever the
name of the current user was. See also appendix 2 where a screenshot from a graphical
structured logging viewer is shown.

// Basic logging
Console.WriteLine("[INFO] User " + user.name + " logged in");

// Structured logging
Log.Information("User {Username} logged in", user.name);
Listing 1. Examples of logging in both basic and structured forms.

Logs themselves can be output to and saved to multiple locations. Most commonly the logs
are printed to the standard output stream of the application, but often they are instead (or
additionally) saved to a log file somewhere in the filesystem of the host operating system.
These log files persist the logs independent of the lifetime of the application or the console
host of the application. But as they are separate from the application itself, they must be
accessed separately. As the logging statements themselves are usually plain text, so are the
log files. Other formats are also used: as an alternative to file-based logs the log entries can,
for example, be written to a database or over network to a centralized logging solution.

Centralized logging enables the logs of all the different applications and application
instances within a system to be accessed at a central place, in a standardized way. This way
all the tooling for accessing the logs stays the same and could perhaps even enable combining
and effectively visualizing related log entries across different systems, in what is known as
distributed tracing. This is possible as long as the log entries share some kind of common
trace identifier. [Alshuqayran2016]. This doesn’t however mean that there can only be one
logging system in use at any time. It is possible to log the bulk of the application logs to one
logging solution, and more high-level logs to another, for example.
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We have found that many solutions for centralized logging also have one or several graphical
tools for accessing the logs. In section 4.4 we shortly present the tool shown in appendix 2.
While the usefulness of graphical log tools can be argued by some, we think that this makes
for a compelling case for employing such a solution even if it would otherwise require
investing additional work: in our experience traversing larger amounts of logs is a timeconsuming task and a ready-made visual tool can easily pay back that extra investment.

For implementing these techniques in .NET Core applications one strong contender in our
opinion is Serilog. Serilog is a logging library which supports structured logging and comes
with a wide range of sinks which write the logs somewhere, such as the console or a
centralized logging solution. Serilog can also be used to replace the logging implementation
within ASP.NET Core framework thanks to the logging interfaces designed into it.
[Serilog2019a]
3.7.2 Building with containers
As one key decision for this thesis is using containers and Docker, it makes sense to explore
the tooling that is already provided by Docker. With Docker the key technology for building
custom container images is a Dockerfile. A Dockerfile defines the steps the Docker runtime
executes and caches, eventually producing the final container image. Files changed by each
of these steps are recorded as individual layers (as explained in section 2.2.4), which is how
the runtime is able to cache earlier layers and only apply the later changes. But as changes
are recorded after each and every command, it can become hard to write steps that don’t
unnecessarily include a large amount of changed files. [Docker2019c]

This challenge was addressed by a relatively recent addition for Docker in the form of multistage builds. This allows the Dockerfile to be extended with temporary stages (collections
of steps) which perform arbitrary tasks just like before, but in a way that allows these whole
stages to be omitted from the layers of the final image. Specific files can be copied from
inside another stage with just one step, producing only one layer with just those specific
files. [Docker2019c]

Another very important advantage of the multi-stage builds is that each stage can actually
use independent base images. This way the Dockerfile can specify an independent compile
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stage for the application without needing to include the compiler to the final image, and
without any explicit cleanup instructions. This eliminates many of the excuses for defining
the complete build flow of the application via Docker – providing a standardized, selfcontained, reproducible and automated approach for building lightweight container images
from just the source code of the application. [Docker2019c].

Using these features to build an application image is illustrated in diagram 8 below. First
some basic setup is done in the slimmer runtime-only base image. Parallel to this stage, a
temporary build stage is also run. That stage uses the larger SDK image to compile the
application from the source code. The final image is then built using just the base image and
the compiled application copied from inside the build stage.

Diagram 8. Simplified example of a Docker multi-stage build, based on the file generated
by Visual Studio Container Tools Extensions

For running multiple containers Docker provides a tool named docker-compose. The tool
revolves around a configuration file which defines all the containers a system needs. This
configuration includes the images or paths of Dockerfiles for each container, and their
Docker-specific configuration such as volumes or networking. This Docker configuration
can also include definitions of environment variables, which can be used as a part of the
application configuration as explained in section 3.5. [Docker2019d]

The .NET Core compiler has some options that are worth a consideration when building
container images. The first option is called PublishReadyToRun, which performs Ahead-ofTime compilation for the application, speeding up its startup time as Just-in-Time
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compilation is no longer needed. This may prove to be desirable if application instances are
constantly dynamically scaled up and down. As a downside this lengthens the build time by
some amount, but more importantly increases the size of the image. Another option is called
PublishTrimmed, which performs analysis on the application code and trims away unused
assemblies, greatly reducing the size of the application image. Unfortunately, this analysis
is unable to know if an assembly is used via reflection, breaking frameworks such as
ASP.NET Core without considerable manual configuration. Improvements to this process
are planned in .NET 5. [Lander2019b]
3.7.3 Seeding data
Containerization and the workflows typically associated with it present new challenges with
how application instances are configured. In our experience configuring and customizing
non-containerized applications more often happens gradually over time and with great care
and thought. This is not recommended with containerization; depending on the type of
automation used, application instances can be created and removed automatically without
user interaction at any time. Furthermore – based on our limited observations – the way
containers are usually deployed might make directly accessing the database harder. This is
further complicated when a microservice-architecture is employed and there might be
complex relations between services. All these relations should stay consistent regarding a
direct database change.

In light of these issues the configurability of the application should be carefully considered.
As discussed earlier, configuration should ideally be baked into the container images of the
application so that there are no additional moving parts regarding deployment. On the other
hand, it might be very hard or expensive to make all the relevant functionality in the
application configurable in such a way.

Example: take the updater component of our sample application. At one point of time in
development the configuration defining what types of restaurant menus to crawl and from
where was hard-coded, yet required that all those restaurants could be found in the
database. Thereby some of the configuration was built into the container images, yet there
was a dependency on data that was not present in those images. This noticeably complicated
the install process of the application from just using docker-compose up to requiring
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manually populating the database, which itself required extra configuration as originally
there wasn’t any need to access the database directly.
3.7.4 Additional considerations
As we worked on the research and the sample application, we encountered several other
aspects that we find important to consider, but had to once again leave out in order to limit
the scope of this thesis. In an effort to provide as complete a picture as possible for the reader,
we have listed some of them together with our own analysis about them. The reader is
encouraged to perform further research on these aspects should they prove interesting. Most
of these aspects are not absolutely required when building web applications, but in our
opinion play an important role for improving the ultimate quality of the application as a
whole. These aspects are listed in table 2 on the next page:
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Aspect

Analysis

Metrics and
health checks

The performance of the application can be analyzed using logs, but for
efficiently monitoring key indicators we found it to be far more efficient
and durable to implement them as counter-like constructs embedded
into the application. Many metrics implementations can also serve as
system health checks and automatically issue alerts should something
(such as response times or error amounts) fall outside expected ranges.

Dynamic
configuration

When building fault-tolerant and highly available systems it might be
necessary that configuration can be changed while the application is
running. These cases might for example be due to things like new
database instances being brought up to answer to more system load, or
needing to enable or disable feature flags of the system as seen best by
a human operator (such as disabling sign-ups for new users).

Release
management and
container
registries

One facet of DevOps; built container images can be saved to a central
repository which is globally available and provides automatic support
for versioning. Deployments and rollback can then easily reference the
artefacts in the registry and there is no need to manually transport them.

Docker
networking

Docker provides many types of networking implementations to
containers. By default, the network services inside containers are
exposed via an userland proxy in a 1:1 port mapping, but for faulttolerance and performance reasons other implementations may be more
ideal. The use of load-balancers should also be investigated.

Docker volumes

In addition to networking, Docker has much configurability on
filesystem usage. We recommend researching optimal usage of docker
volumes in regards to performance, durability and maintainability.

Security

In this thesis we have not addressed security aspects of containerized
applications. While containerization offers a limited degree of isolation
compared to not using it, it is still important to keep all software and
package dependencies up-to-date – preferably auditing each updated
version for possible backdoors. Additionally, technologies such as
HTTPS should be used.

Legal

Over the recent years, the European Union has issued numerous legal
texts regarding online services, most importantly GDPR and cookie
consent. We recommend noting these during all phases of the
application lifecycle.

Table 2. Additional considerations for application implementation.
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4 STATE OF THE ART BACKEND DEVELOPMENT TEMPLATE,
SUPPORTING TOOLS AND SOLUTION
As a part of the process of writing this thesis we implemented an internal sample application
for the case company using the technologies and concepts described above. As described in
section 1.1, the purpose of this application is to serve as an example on how to build and
maintain an ASP.NET Core backend application, so less focus is brought onto actual
business logic of the application. Also, in order to keep the scope of the application feasible,
we have had to leave some earlier topics unaddressed; these will instead serve as good
extensibility points for future development. As the sample application itself is not a part of
this thesis, it mainly serves as a way to illustrate some of the theory presented.
4.1 Overview of the sample application and the work done
The premise of the sample application is to be a lunch menu aggregator with some additional
features. It is based on the researcher's earlier project of the same type, although one with
drastically reduced features and complexity. This provided us the confidence that the concept
of the application itself is viable.

On the sample application the functionality is primarily split into two distinct parts. First part
is about fetching the menus of various restaurants, parsing these results, and finally saving
them to a database. The second part is about showing these saved menus to end-users while
providing additional value such as indication about how the menus have evolved over the
passing day. This second part is also what forms the majority of the application. An overview
of the architecture of the system is illustrated in diagram 9 and a screenshot of the userfacing front page of the application is shown in figure 1, both on the next page.
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Diagram 9. Architecture of the sample application, with the implementation highlighted.

Figure 1. Screen capture from the logged-in view of the sample application showing the
menus of user-selected restaurants for the current day.
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While one purpose of the sample application is to be a product offering value to its users, its
primary purpose is – as per topic of this thesis and its name – indeed be a sample application
providing plenty of examples on how to implement various techniques and concepts within
a containerized ASP.NET Core application:
● General project structure
● ASP.NET Core framework web host usage (web application)
● ASP.NET Core framework general host usage (updater)
● Configuration
● Structured logging
● Database communication
● User authorization and authentication
● Federated Google authentication
● Using Docker for building (and to some extent, deploying) the application
● Server-side HTML (Hypertext Markup Language) rendering
● JSON-API

As the application is relatively simple, we chose to implement it within a single
git-repository and in one Visual Studio solution. This keeps all the code in a single shared
state resulting in no extra overhead on managing versioning inside the application. We
started the implementation work on the application using the dotnet new command as
elaborated in section 4.2 and immediately implementing logging as described in section 4.4.
After this we continued implementing features and structuring the project in the format
described in section 4.3. In order to early on verify that the application could be run inside
Docker we also began to implement some of the Docker-specific aspects as mentioned in
section 4.6. As the application gained more features and was required to run under Docker,
we also added configurability as described in section 4.5. At around this time the application
also reached a point where it was ready to start using a database, so we implemented the first
database functionalities and set up a dockerized database instance as explained in section
4.7. Some of the final features added to the application are related to user-specific
customization and access control. This work was backed by the authentication and
authorization concepts described in section 4.8.
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During development we also actively used a tool named LinqPad for accelerating overall
developer productivity, and for automating the setup of a new instance of the application as
mentioned in section 4.7. A short overview of the tool is given in section 4.9.1. We also
implemented a small independent dummy restaurant server application. It has two restaurant
providers: one returns a meal named after the current date, and other returns contents from
a file in the filesystem, allowing the developer to dynamically adjust the menu contents and
thereby trigger logic in the main application. This dummy server was quickly implemented
by basing it on the skeleton of the main application and removing unneeded features.

As stated, the sample application ultimately ended up implemented in two parts as we felt
that there wasn’t a need to implement the updater inside the main application. This has the
added benefit of allowing one to be updated without affecting the other. This is beneficial
when adding new restaurants. The main application is able to handle the new restaurants
with information from the database alone, but the parser logic needs updating as described
below and in section 4.5. Should some background task be needed to be implemented in the
main application .NET Core 3.0 Worker Service framework could be used.

In the current updater implementation, the updater configures itself on startup based on some
hard-coded parser configuration and restaurant identifiers from the database. After this it
enters a loop where restaurants are polled every 15 minutes (configurable). The resulting
content is then parsed and meal databases updated. The resulting HTTP responses are also
saved to a database as-is. This is done for the eventuality where a mistake or a missing feature
is found in the parser logic. By saving the unparsed responses we retain the ability of running
the updated parser code over historical datasets.

Further, as the updater is a separate component and the business logic in the main application
is stateless (meaning that there is no caching), the main application can easily be clustered
in order to deliver better performance and/or fault-tolerance. On the other hand, this makes
the database a single point of failure. This could be mitigated by implementing caching
inside the application (with increasing complexity, as now a problem of distributed cache
invalidation is encountered) or by also clustering the database (which also introduces
complexity). Another alternative would be to use networked software like Redis for caching
as it – in our opinion – delivers excellent performance with relatively little complexity.
50

4.2 Creating an application with .NET Core
A major part of the .NET Core SDK (Software Development Kit) is the dotnet
command-line tool. Its many purposes include creating new applications from templates, to
building and running applications, to managing Nuget dependencies (the package manager
system for .NET). We started the development of the application by installing the required
tools as described in appendix 1. This allowed us to use the dotnet new webapp
command to generate the basic scaffolding for the application. This scaffolding includes
code to create a self-hosting HTTP server named Kestrel, configure ASP.NET dependency
injection system and set up basic HTTP request routing for API controllers and Razor pages.
Razor pages are the newest server-side HTML-rendering technology in ASP.NET.

As we researched the ASP.NET Core documentation and related material (and as described
in section 1.1), it became clear the general idea for applications using the framework is to
divide the application’s business logic based on responsibilities to free-form services. In an
initialization function called by the framework these services are then registered. After that
point they can be easily used elsewhere thanks to the framework’s dependency-injection
system. As part of the startup there is also an option to customize how the HTTP request and
response handling middleware-pipeline is constructed. This determines how concepts such
as exceptions, routing or authentication are handled. There is a possibility to add some
framework-provided handlers or add them from external Nuget packages. It is also possible
to write custom middleware components like we did for authentication is section 4.8.
4.3 Project structure
The sample application is implemented as a single Visual Studio solution in a single
git-repository (a distributed version control system) with the following projects. The
majority of these projects are class libraries, but some (such as the main application) are
executable programs.
● Web – The “main” executable program for the application. Wires up all the services
and controllers, and hosts the web server for providing the web interface for endusers.
● Web.Models – defines the public models for the web API of the application.
● Models – defines the internal models and interfaces of all implemented services; used
by all the other projects in the solution.
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● Services – implements most of the functionalities of the application, split to
individual services such as AalefParserService or MealDatabaseService.
● Updater – secondary executable program; handles web crawling, menu parsing and
meal database updating.
● Tests – executable unit tests for the services of the application.
● Tests.Util – utilities for both the unit tests, and manual testing and development done
with LinqPad.

It should be noted that this is just one way to split the code; other ways are also possible and
valid. This is in our opinion the minimum granularity for sensibly splitting the code of the
whole solution. Each executable program has their own project, with the shared code split
to other projects in a way that allows us to minimize cross-project references. When and if
the amount of application code begins to increase, we advise splitting up the Services project
to several smaller projects by the responsibilities of each module. It would be enough for
each of these service-projects to reference only Models; the executable programs (and
LinqPad scripts) reference these individual service-projects as needed.

Key factors driving us to split code away from the executable programs are minimizing build
times, but also the fact that the applications target netcoreapp framework, and the libraries
target netstandard. LinqPad 5 can only reference applications and libraries targeting
netstandard, not netcoreapp. So, for any code to be used by LinqPad, it must be moved away
from the executable program. As our development flow is heavily dependent on LinqPad,
this aggressively drove use to split the code this way. An improvement to this is arriving
with LinqPad 6, which natively supports referencing .NET Core applications.
[Albahari2019b]

By separating the public models of the web API to a separate project we could build a
lightweight wrapper (Web.Client) for the web APIs of the application. This wrapper has zero
dependencies on the internal implementation of the application. The public models and this
wrapper could be distributed to third parties with few adverse effects on application security,
while also serving as documentation about the system. They could also be embedded in a
mobile application written in the C# mobile app platform Xamarin. By being the central
implementation about calling the application over HTTP, it can be used for many other
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purposes with drastically reduced overhead: building automated integration tests, for
manually testing / calling the application and to performing administrative duties such as
seeding data for new environments. To further improve security, it would be recommended
to further split the administrative APIs and models to new projects which are not publicly
distributed. Great discipline should be maintained when adding features to this wrapper: it
should be possible to write stand-alone implementations without too much effort in case
there is a reason not to use the provided wrapper. This may be the case with third parties or
with implementations in other programming languages.

In this case the wrapper and the models it uses were written by hand. As discussed in section
2.2.2, if we had instead used a schema-based alternative such as gRPC this could have been
automated. The tooling of such systems also usually targets multiple programming
languages, making it almost free to produce bindings in other languages other than C#.
4.4 Logging
Thanks to the logging interfaces added in ASP.NET Core 2.0, the framework now supports
third party logging solutions allowing us to easily add structured logging to our application.
For this purpose we chose to use Serilog. As explained in section 3.7.1 structured logging
provides many benefits compared to normal text-only logs, and we didn’t lose any
productivity from making our log messages structured right from the start. As an added
benefit Serilog supports a wide array of sinks for logs, allowing the application to write the
log events to not just console standard output, but also to databases and complete log
management solutions. Serilog can be configured by the ASP.NET configuration system
allowing us to easily customize configuration for both development and production
deployments the same way we configure other aspects of the application.

Notable log sinks supported by Serilog are [Serilog2019b] in our opinion Elasticsearch
(allowing the logs to be further processed and visualized by many other tools already on the
market) and various integrations with the monitoring solutions of large cloud providers (such
as Amazon CloudWatch or Microsoft Application Insights). We also found out that Seq
[Datalust2019] is an excellent tool for viewing logs during development. It is possible to
configure Serilog to write all log events to Seq while logging at a more limited level to
console. If an exception is encountered, we can access the web user interface of Seq to easily
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find the same exception by ASP.NET trace id, or just by browsing the latest errors. Seq then
shows all the other log messages related to that request, even those that were not logged to
console. See appendix 2 for a screenshot of this use case. Seq could also be used on
production systems, but the free single-developer license might prove to be inadequate on
any larger systems. Also, while Seq seems to work well in developer environments, it might
need additional configuration to be able to reliably handle the load encountered in production
environments; Serilog by default drops logs if the sink can’t keep up with the amount of
entries generated. While this is good for performance, it makes observing the system reliably
under load hard or impossible.

When logging is implemented through the use of a well-defined interface and a suitably
extendable implementation, it also enables centralized logging. All applications write their
logs to a central logging system (which can be a distributed high-availability application),
and the logs of all applications can be easily searched from there. It also enables alerting.
The Seq tool can also be used in this capability, but further elaboration of this concept is
outside of this thesis.
4.5 Configuration
As explained, the sample application features parsing of restaurant menus and aggregating
these parsed menus to a web site. All these are affected by application configuration in some
shape or form. Configuration defines how the functionalities built into the application are
invoked and provides an easy way for users of the application to customize the outputs to
their liking. At a more lower level configuration defines things such as database addresses
and logging options. As the aspects requiring configuration vary considerably, so does the
selected configuration implementation.

For the low-level configuration we used the built-in configuration system in ASP.NET Core.
As we explained in section 3.5, configuration is based on one or multiple configuration files,
where the later files override values from the earlier ones. As our application is relatively
simple, we found out that there were almost no configuration fields which were identical
between different environments, and as such we didn’t get to leverage on splitting the
common and environment-specific configurations to different files.
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The largest obstacle with this was how the default configuration file merger handled array
values: some fields inside arrays were identical between environments, but we couldn’t
change just the sub-elements inside arrays. This could be addressed with a custom merger,
but we assessed the cost of implementing one wouldn’t be worth it. Instead each environment
has its own stand-alone configuration file defining all the required configuration values from
database addresses to logging configuration. For cases where the “same” environment
(namely local developer machine) has differing configuration we decided to instead use a
so-called template file as an example, with the actual configuration file outside the version
control system. The template being just a text only file the developer copies as the base for
their own configuration, and hopefully follows the changes made to it. This way each
developer can have their own settings without them being overwritten by other developers.

When the application is being run with Docker (as opposed to locally), we could also
leverage on the built-in DNS-resolver. As each container by default gets a dynamic IP
address, specifying one inside the configuration file isn’t feasible. Instead we could
configure both the database interface and Seq to use DNS names in the configuration, and at
runtime these DNS-names would be resolved to the active container instances with the help
of the Docker DNS server.

For configuring the restaurants, we had to resort to a partially hard-coded method due to time
constraints and the fact that adding a new restaurant would likely need custom parser code
anyway. The available restaurant instances can be dynamically configured in the database
via the admin API in the application, but attaching parsers to these instances is done in code.
As an improvement the database could be extended to define this parser configuration
allowing new restaurants to be added without code changes, although with the
aforementioned caveat. Due to this implementation the updater component won’t
successfully start until database has been sufficiently populated, as elaborated in section
3.7.3. While not ideal, Docker keeps restarting the updater until it is able to find the required
configuration.
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Other configurability is part of the business logic of the actual application. This includes
ordering restaurant menu items and filtering which restaurants are shown in the web interface
in what order. All these settings are stored within the database in a format that allows the
settings to be easily customized per-user. We implemented a simple web interface by which
the users can select the restaurants that are shown to them on the front page of the application,
as illustrated in figure 2 below.

Figure 2. Settings page showing the Google-id of the user and the customizable restaurant
selector.

In section 3.5 we mentioned how we think a good configuration system is easily verifiable
for mistakes within the configuration. This was not achieved with the default setup of the
ASP.NET Core configuration system. Despite using concrete classes for defining the
configuration structure, missing options defaulted to primitive type defaults instead of errors.
The package ValidateDataAnnotations could be used for each know options class, but it
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requires explicit invocation per configuration type, and can thereby be forgotten to be called
even if included.
4.6 Containerization and hosting
As we described in sections 2.2.4 and 3.7.2 the biggest promises of containerization are that
it simplifies building, deploying and hosting applications. Motivated by this we implemented
containerization to the sample application. Due to the simplicity of the application this
proved to be more straightforward than we estimated.

The ASP.NET Core framework is by default suitable to use in containers, and the crossplatform .NET Core runtime can by default run on Linux (on which majority of containers
are based on). Microsoft provides official Linux- and Windows-based docker images for
building .NET Core applications. Additionally (relatively) lightweight SDK-omitting
runtime-only images are also provided. Thanks to these ready-made images and tooling built
for them, we could use the Visual Studio Container Tools Extension to create the basic
Dockerfile for the application with a single click.

The extension also enables integrated debugging experience with Docker, allowing the
debugger to be easily attached to the dockerized instance of the application. The extension
also comes with time saving functionality, as the development-time application container
isn’t recreated after each code change. Instead the source code of the application is mounted
inside the container using Docker volumes. The .NET runtime is restarted upon a code
change, compiling and running the application inside the container. At the time writing this
the extension was still in preview and didn’t by default support the preview version of.NET
Core 3.0 we used, and required manually adjusting the generated Dockerfile. After this
adjustment the extension seemed to work without issues, however.

The actual non-development Dockerfile created by the extension leverages on Docker multistage builds by copying the application source code to a container and building the
application there. By utilizing multiple levels of caching within the Dockerfile, work done
due to changed files is kept to a minimum. Ultimately only the compiled application and
other user-configured files are copied to the final image. This image can then be run on the
developer’s Docker instance, or be copied elsewhere and hosted there.
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To simplify running the application inside Docker we additionally used docker-compose.
We ultimately ended up with two different kinds of descriptor files for compose. The first
one builds and runs the application’s containers using the source code present in the
repository. The second one exclusively uses the images built using the first one and doesn’t
require the source code; it directly runs the compiled application from the images. This
second file can thereby be used for easily hosting the application in staging and production
environments. There is no need to do anything else, as all the required files are included in
the built containers. This includes configuration files; only change needed might be to
change the environment name inside the compose file in order to make the application use a
specific configuration file if the default is inadequate.

When using this second method, the steps for hosting the application are as follows:
1. Build images using the first compose file and save them to disk.
2. Transfer images and the second compose file to the target machine.
3. Load images to Docker.
4. Use docker-compose up to recreate changed containers. The same command is
also used when initially setting up hosting on a machine.

While the target of this thesis was to use Microsoft Azure cloud to host the application, we
leave that for future work. We feel that by having reached a point where hosting is as easy
as listed above, the application itself is ready. Cloud and possible cloud-related automation
wouldn’t necessarily change the application itself at all, and the work would be about the
cloud platform and its tooling. Instead we deployed the application to an existing
Linux-based Docker-equipped server using the steps described above and encountered no
problems other than those related to the incomplete implementation of seeding data, as
described in sections 3.7.3 and 4.5.
4.7 PostgreSQL database and database interface
The application relies on persisting data to a database. As we were already using
containerization, it made sense to also containerize the database. This is especially desirable
for development environments, where the largest desire is to just have a database with
minimal setup. We included the database container to the compose files in order to
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automatically have it run with rest of the application. For production environments it would
be beneficial to research on hosted solutions as explained in section 2.2.5, as this could
potentially lead to safer operation with reduced costs on human factors. It is our
understanding that many hosted databases also feature automatic backups and clustering,
thereby making them resilient to hardware failures and even some accidents with operations.

For the database we used PostgreSQL, which is in our opinion the best free relational
database in existence at the moment. Free official Docker-images are provided, making it
easy to get started. The container images are built in a way that allows us to include scripts
and database statements to be executed during the first run of the container. We used this
feature to automatically create a user account and the required database tables and other
structure.

Unfortunately, these initialization files are only executed once. If the database has already
been set up once and there are new or changed files, none of them are executed again
[Postgres2019]. Thereby all future database migrations need to be executed by hand, even
in production environments. While this can be a benefit for greater control, it is mostly a
curse due to the extra work required. For future development it would be a good idea to set
up the database container in a way that allows it to run migrations automatically or find some
other way of performing them in an automated way.

While the database structure is created using plain SQL files added to the container, the
actual data is populated via the application itself. For this we implemented the administrative
APIs to the application and use a LinqPad script to use these APIs to add the required content.
Currently this includes adding all the restaurants and some configuration related to them.
Our reasoning for populating the data this way (instead of directly adding related entries to
the database) is that it reduces errors. There is no separate code path for populating the initial
data, rather the same code is used as for everything else in the application.

For interfacing with the database in the application we used Dapper for mapping the queried
results to concrete classes, with the queries themselves being written in plain SQL. Another
alternative would be to use Entity Framework [Microsoft2019f] which is a more inclusive
approach for databases. With it the developer writes the class definitions in code and runs
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automated migration file generation. The creation of databases and executing the migrations
happens automatically at runtime. This has the potential of increasing developer
productivity, but as some things happen automatically comes with some loss of control. The
semi-manual approach of using Dapper was in our experience perfectly viable, but
investigating the use of Entity Framework is encouraged.
4.8 Authentication and authorization
As explained above and as typical for web applications in general, the sample application
has some features where users can customize the way the application functions. In order to
support this customization, there needs to be a mechanism to both authenticate the user
(verify who they are) and to authorize actions (grant access). Additionally, as the application
has an administrative API for managing the restaurants, there is some extra functionality for
granting access to that API.

All this is enabled by the use of the standardized user identity system built into ASP.NET
Core. In this system user identity is built around claims. Claims are statements about what
user is; more concretely they represent things such as user id and account type. There are
some predefined claim types, but the application can also define arbitrary ones. Claims are
set up during authentication and access to restricted functionality is checked via claims by
authorization. This allows different authentication systems and access checks to easily
coexist and work together. By default, requests are authorized against a default scheme, but
code implementing concrete functionalities can elect to also explicitly use other schemes.
[Microsoft2019d]. In the sample application cookies are set up as the default scheme as they
persist automatically over multiple requests and across user sessions.

For normal users we decided to externalize all user management tasks to Google. This
includes creating user accounts, managing lost passwords and protection from spammers.
This also makes the application easier to use, as there is no manual account creation process.
Process which would typically require the user to generate and memorize a new password
(or reuse an old one). When a user tries to log in to the application they are instead redirected
to Google’s servers. After authenticating themselves there, the user is redirected back to the
application with data asserting the user’s identity. This data is automatically verified by the
Google Authentication middleware [Microsoft2019c] and made available to the rest of the
60

application. This information includes the Google user id, which is unique between all
Google users and thereby used to identify the user.

As a final step in the login process custom code either creates a new local user account, or
gets an existing one based on the Google id. While the Google id could be used as a user
identifier throughout the application, this indirection gives the application full control on the
form of the user identifier and would enable linking other third-party authentication
providers to the same local user account. After this step the user information is persisted in
the default authentication scheme (cookies).

In order to better research and illustrate how the claims-system functions, we implemented
the administrative API of the sample application in a way that requires another type of
authentication system to be used. Using the APIs provided by the framework we
implemented two different types of authentication systems. The first is a custom
authenticator that reads a HTTP Bearer token from requests and is implemented as an
AuthenticationHandler [Microsoft2019e]. The result of this handler is not persisted
anywhere and is only valid for that single request. The other implementation works by
exposing a login endpoint expecting a secret token (which in this case is the same one as the
one that could be used a bearer token). When a correct token is given, user information is
persisted to the default authentication scheme of cookies and can be reused for future
requests without providing the token again. It would also be possible to combine these two
approaches with minimal code so that the Bearer token could be directly used to produce the
cookies.
4.9 Other things to consider
In addition to the main points regarding the development of the application we would also
like to bring attention to some other concepts that we found helpful during the development
of the application. These mainly include the use of LinqPad to accelerate development and
the use of metrics for gaining insight on the performance of the application.
4.9.1 Supporting tooling for iterative development
We think that developer enjoyment is very important. One of such things is code iteration
time. We define this as the time it takes for the developer to get feedback on a code change:
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be it by an automated or manual test, a code executing in a read-eval-print loop or such, or
even by deploying a new version of a whole service to a local environment for integration
testing. It should also be easy to use the debugger in all of these cases. In our opinion the
.NET ecosystem is in a great place with these iterability goals, starting with just build times.
A clean build of the sample application takes only about four seconds on our workstation,
with the application starting up in less than two. Visual Studio and other tools can be used
to run unit tests.

For quickly iterating on a new feature it is possible to use tools like LinqPad [Albahari2019a]
which present a lightweight code editor and enable the developer to run the iterated code
with sub-second delays. In addition to running just developer-inputted code, LinqPad can
also use Nuget packages and any developer-configured .NET assemblies [Albahari2019a].
This enables easy tight-loop iteration with application code. Alternatives for LinqPad
include tools such as RoslynPad, DotNetEditoror or Scriptcs, but of those we have no firsthand experience.
4.9.2 Metrics as a tool for development
As briefly mentioned in section 3.7.4, the performance of the application can be analyzed
with metrics. In order to better gain insight on how the application does database queries we
created an extremely simple high-performance metrics implementation. While logs could
also be used for this task, we felt that metrics would be the more correct approach and also
enable us to efficiently monitor system performance even in a production setting.

Our metrics implementation can be simplified to a single global variable incremented by
CPU instricts, called by every single database operation in the application. Reusing code
from the researcher’s earlier project the value of the counter is then exposed as a JSON
document using shared memory updated every second. While reporting the metrics out-ofband using shared memory is a reusable concept across different types of applications, it
would likely be beneficial to instead expose them over a HTTP endpoint or directly push
them to a metrics collector by the application. This becomes more apparent when
containerizing the application, as the shared memory can’t easily be read from inside a
container.
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Despite our metrics implementation being as simple as possible, it proved to be a valuable
addition and allowed us to easily confirm our suspicion that the application performs large
amounts of database queries. At one point in time during the development of the application
the front page showed details from 7 restaurants and performed 25 database queries. Based
on this observation the performance of the application could be greatly improved by merging
some of these database queries or adding caching as discussed in section 4.1. Based on this
success, the use of metrics could be expanded in the application. As a part of this work the
use of existing metrics libraries should be considered and benchmarked.
4.9.3 Code analysis
Like briefly mentioned in appendix 1, it is possible to install and use code analysis tools to
improve the quality of the application code. We used Serilog Analyzer to notify us if the
there was a mismatch between the variables defined in the template strings of the log
messages and the actual parameters passed to the logging functions.

The use of code analysis could be expanded further by using tools that target the code of the
application as a whole, instead of just targeting a small subset of it. While not yet
implemented to the sample application, Microsoft readily provides a set of code analyzers
under the package FxCop Analyzers. Commercial alternatives include ReSharper by
JetBrains. These tools are able to enforce naming conventions, code comments and even
perform some analysis on flow control, among other things.

63

5 DISCUSSIONS AND CONCLUSIONS
This thesis set out to perform research on building containerized backend applications, and
based on that research to implement an internal sample application which could be used as
an example in the case company. This sample application was initially chosen to be
implemented using ASP.NET Core and containerized using Docker. The domain of building
backed applications is a very broad one, but based on literature we explored its many
concepts within the context of the sample application. Finally, we successfully applied the
research by building the sample application using our chosen technologies and described
some key aspects of its implementation. In order to keep the scope of this thesis viable, we
had to avoid the deeper concepts of DevOps and only focused on its overall requirements to
applications.

Based on the research we can now state that there seems to be a strong industry focus on
containerizing backend applications in order to simplify deployment and hosting. This
justifies our initial decision to build a containerized application. The research also answers
to RQ2: in order to support these scenarios containerized applications should be
implemented in a way that makes them easy to build and allows them to be run on various
target environments with no code changes – in the best case even across operating systems.
This encourages integrating the tooling from the containerization solution to the application
development flow. The use of other cross-platform tools is also recommended. In regards to
actual technologies as questioned in RQ1, we note that Docker and Docker compose are
very popular tools for this, and not without merit.

We also note that containerization enables some more advanced deployment options. When
this is combined with the general availability of cloud computing and concepts enabled by
it, it is possible to shift much of the responsibilities related to hosting and deployment to a
more experienced third party. We feel that the sample application we implemented is in a
great place regarding these goals by using Docker compose and Docker multi-stage builds
while also supporting centralized logging and clustering of the main application.

When it comes to the other tooling and technologies regarding RQ1, the choices are much
broader. We presented a range of alternatives for concepts such as networking models,
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serialization and overall systems architecture. We don’t have much to note here, other than
that ultimately these depend on the application itself – but due to the many benefits of
containerization, the selections should be compatible with it. The sample application is a
simple one, so the selection of equally simple HTTP and custom JSON is both unsurprising
and recommended for small teams in our opinion. Would there have been more advanced
functionalities, some more interesting technologies might have been more appropriate.

Regarding the work done on this thesis towards RQ3 we can now state that building a fully
functional web backend supporting containerization is a complex topic, yet by choosing the
right tools and techniques it is a perfectly achievable goal. The initial selection of Docker
and ASP.NET Core proved to be a good bet considering that we didn’t encounter any major
problems regarding their use. In the end we had to leave some of the more advanced concepts
unimplemented, but feel that the resulting sample application is in a great place regarding
adding these later on.

While on purpose not defined more precisely, the secondary goal of this thesis was to aid the
overall development effort with some kind of tooling. Our primary concern regarding this
was the everyday developer productivity in regards to implementing features, and especially
for testing parts of the application. We feel that using tools such as LinqPad provides a
notable boost in this area. Our second concern was about the process of building and
deploying the application, while still trying to stay away from the more work-intensive
automation aspect of it. The suitability of Docker compose for this task somewhat surprised
us. The positive experience makes us think that adopting automation might not be as big of
a task as we initially thought, and that a tool like Docker compose is a key enabler for
automating both building and deployment with minimal overhead – at least in a case of an
application as simple as this one.

While we defined the application database using a custom container, it should be relatively
straightforward to replace it with a hosted solution, barring any changes on the database
migration logic. The use of Entity Framework as an alternative database interface should
also be investigated, as discussed in section 4.7. As a part of adopting automation related to
DevOps, we also recommend analyzing the concepts listed in section 3.7.4 and thinking how
the database could be included in these automation efforts.
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APPENDIX 1. Setting up development environment
1. Optional: install Visual Studio 2019 with the .NET Core cross-platform development
workload.
● Optional: install Visual Studio Container Tools Extensions (Preview) for
integrated Docker development experience
● Optional: install Serilog Analyzer for static code analysis about using Serilog
correctly
2. If not installing Visual Studio: download the latest version of the .NET Core 3.0 SDK
from the official download page at https://dotnet.microsoft.com/download/dotnetcore/3.0. Binaries are provided for most common platforms.
3. Open a command prompt and verify that the SDK was successfully installed by using
the command dotnet --version . It should print a version starting with 3.0. ,
for example 3.0.100-preview5-011568 .
4. Test the installation using the following commands which create, execute and delete
a simple hello world -program.
dotnet new console -o DemoApplication
cd DemoApplication
dotnet run
cd ..
rm -rf DemoApplication
In addition to the console template, the dotnet tool also includes many others. For a complete
listing use the command dotnet new -h . To see the additional options for each template
use a command like dotnet new console -h . This also prints a longer description of
the template as quoted in part or in full below. For the overall topic of this thesis, the
following template types are perhaps the most interesting ones:
● web: An empty project template for creating an ASP.NET Core application.
● webapi: A project template for creating an ASP.NET Core application with an
example Controller for a RESTful HTTP service.
● mvc: A project template for creating an ASP.NET Core application with example
ASP.NET Core MVC Views and Controllers.
● webapp: A project template for creating an ASP.NET Core application with example
ASP.NET Razor Pages content.

APPENDIX 2. Screenshot of Seq
As discussed in section 4.4, Seq is a tool for handling application logs. In this abridged
screenshot two main points are shown:
1. The full error message and stack trace
2. The full request URL
The individual structured fields can also be seen in the two log messages that are
expanded. In this case the view was filtered by the exact value of the TraceId field.

