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Diabetic retinopathy is a medical condition that occurs when fluctuating levels of blood
sugar damage the blood vessels of the retina. Presence of vascular abnormalities in
the retinal images indicate the presence of diabetic retinopathy. This thesis studies an
automated method using convolutional neural network to diagnose and grade diabetic
retinopathy in color red-green-blue retinal images. The images have a diabetic retinopa-
thy grade as the ground truth. The experiment then applies the convolutional neural net-
work trained on the data-set with the each image having a diabetic retinopathy grade,
to a data-set having annotations by experts of the lesions for diabetic retinopathy. The
thesis presents a method for visualizing the activations within the convolutional neural
network, after training it for diabetic retinopathy diagnosis and grading. The experiments
provide evidence that the trained network gives acceptable performance in grading dia-
betic retinopathy. Also, visualizing the activations provides the basis behind the grading
decision made by the trained network.
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1 INTRODUCTION

1.1 Background

Diabetes is increasingly the cause of major death, disability and economic loss throughout
the world [1]. World Health Organization (WHO) estimates diabetes afflicted population
to be at 425 million, with more instances coming from populations in low and middle
income countries [2]. Of the people living with diabetes globally about half (50%) re-
main undiagnosed. Diabetes induces a host of complications in the affected individual
[3]. As a result, when diagnosed, many diabetic individuals show the symptoms of one
or more complications induced by diabetes. One of the most common side-effects of this
condition is diabetic eye disease (DED) comprising of several conditions including dia-
betic macular edema (DME), diabetic retinopathy (DR), cataract and glaucoma [4]. DR is
the leading cause for the occurrence of blindness in the developed world and increasingly
more frequent cause of blindness in the developing and the under-developed countries [5].
DR diagnosis is a complex exercise and existing diagnosis relies on trained clinical work-
ers to manually inspect and grade digital color retinal images. Feedback from the clinical
worker is time consuming, resulting in a consequent delay in intervention and treatment.
In extreme cases the patient might not return for follow up as well [6]. As concluded by
Cavan et al. health care professionals need appropriate support in terms of affordable DR
screening to mitigate vision loss in diabetic individuals [6].

An approach to improve DR screening is for primary care points (hospitals, doctors cater-
ing to diabetes) to obtain quality fundus images and send these to ophthalmologists or
optometrists (experts) for diagnosis. Such measures do increase screening coverage rates
[7], but in turn are logistically challenging, costly and have time delays in images being
read by the experts [8]. These hurdles have driven a quest for algorithmic assessment of
fundus images using fully automated artificial intelligence (AI) systems. A number of
studies have used retinal images databases to test the performance of AI diagnostic sys-
tems to detect/grade DR [9, 10]. At the same time, recent research has led to a marked
increase in progress and interest in the computer vision and pattern recognition. In addi-
tion, the level of detail systems can capture using an image has increased. All these trends
coupled together mean that acquisition and processing of digital images can increasingly
give deeper insights into existing as well as new areas of information processing. The
ability to programmatically process information present in an image is of practical use in
the field of medicine. Medical image analysis includes image segmentation, image regis-
tration, anomaly detection and physiological parameter detection and mapping. Medical
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image analysis has increasingly become a powerful aid in disease study and consequent
medical care. [11]

Image processing and analysis of medical images is extensively used in modern eye care
practice (ophthalmology). Retinal images provide important clues to the medical profes-
sionals and enable them to diagnose, monitor and provide treatment for a number of eye
conditions. For example, DR (see Figure 1 (a)), Stickler syndrome (see Figure 1 (b)) can
be clearly distinguished by looking at the retinal image [12]. There is valuable informa-
tion in the retinal image for disease diagnosis. Furthermore, the expertise to detect the
anomaly indicating a disease can be brought out from the domain of the medical expert to
that of computer systems. Medical imaging and processing software can potentially give
accurate and precise diagnosis, at least for the screening purposes, without the need to em-
ploy valuable time of the medical experts, who can in turn focus more towards diagnosing
problematic causes and treating the disease.

(a) (b)

Figure 1. Retina Image: (a) DR Retina [13]; (b) Stickler Syndrome Retina [14].

In the domain of DR, already, U.S. Food and Drug Administration (FDA) has permitted
the marketing of a medical device which uses artificial intelligence to detect greater than
a mild level of DR in adults with diabetes (FDA permission on April, 11, 2018) [15]. The
system labeled IDx-DR, is an artificial intelligence algorithm to analyze color images
of the retina captured using the Topcon NW400 retinal camera. The health professional
captures the retina image, uploads it to the cloud server where the IDx-DR is running.
If the image is of sufficient quality the software provides either of the following two
diagnosis -

• 1 - “more than mild diabetic retinopathy detected: refer to an eye care professional”
• 2 - “negative for more than mild diabetic retinopathy; re-screen in 12 months.” [15]
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Another similar product offering is by Welcare Health Systems [16] and XTendAI [17],
who are working together in India and tapping 275 screening centers to develop an auto-
mated solution for early detection of DR. This team has released a beta version in Septem-
ber 2018, and at present the automated system is under development and is not used as a
diagnostic tool. The system in its present form is used to assist the ophthalmologists and
will undergo regulatory certification to be deployed as a diagnostic tool in the near future
[17].

Thus, it is evident that AI based diagnosis and grading of DR is not only relevant, but also
emerging as a real world diagnostic product approved by competent authorities. Products
like IDx-DR and XtendAI solution are at present in their nascent stage. Consequently, it
is of academic as well as practical relevance to further study and incrementally improve
upon fully automated AI systems to diagnose DR.

1.2 Objectives and delimitations

The objective of this master’s thesis are as follows:

1. Study the use of a convolutional neural network (CNN) for detecting DR lesions in
color red-green-blue (RGB) retinal images. The CNN is trained in the supervised
manner at the image level and its purpose is to predict the DR severity grade.

2. Use an existing software tool to visualize the activation patterns in each layer of the
trained CNN and compare them to spatial ground truth for DR lesions.

The thesis work does not look into any other input image type (such as greyscale or spec-
tral retinal images) - apart from RGB retinal image captured using a fundus camera. The
thesis work relies on the EyePACS database [18] to train the CNN. This database has only
image level grade for DR. An additional database used in the thesis experiments is Stan-
dard Diabetic Retinopathy Database (DiaRetDB1) [19], which has expert annotations for
the lesions but no standard severity grade [20]. The thesis work at this stage is constrained
by the ground truth availability in the EyePACS and DiaRetDB1 and, therefore, the results
at this stage cannot be a substitute for a diagnosis by a medical expert. The secondary ob-
jective of visualizing the activation in the trained CNN does not develop any new tool or
novel method. The thesis work takes up an existing visualization tool, re-configures the
tool to look into the developed CNN to produce clear, interpretable visualizations. Also,
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this work does not aim to do any markings (bounding of the vascular abnormalities) in
the retinal image once the CNN detects and grades the present DR.

1.3 Structure of the thesis

The remaining part of the thesis is organised as follows.

Chapter 2 describes human eye and introduces DR in detail. It also looks at fundus im-
age capture and its use in diagnosing DR. Chapter 2 ends with introducing the databases
used in the experiments. Chapter 3 presents a survey of existing methods for automated
diagnosis of DR. It looks into conventional as well as deep learning systems available
for DR diagnosis and grading. Chapter 4 presents a introduction to and brief survey of
existing works in visualization of deep learning CNN, with the focus being on feature
visualization. Chapter 5 presents the setups for the experiments done. It details the CNN
implemented for the diagnosis and grading of DR, as well as present the visualization
toolbox used to look into the inner layers of the CNN. Chapter 6 presents the experiment
results. Chapter 7 provides the discussion of the work done, results achieved and the lim-
itations. It also presents pointers to future work in the topic under consideration. Chapter
8 provides the conclusion foe this thesis.
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2 DIAGNOSIS OF DIABETIC RETINOPATHY

2.1 Human eye and diabetic retinopathy

The human eye is a sensory organ which reacts to light and pressure. Figure 2 shows a
sectional view of the human eye along with its major parts. The major area of interest with
respect to DR is the interior surface of the eye opposite the lens - the retina and the blood
vessels in the retina - termed fundus. The fundus includes retina, optic disc, macula, fovea,
and posterior pole [21]. The fundus can be examined for medical signs of hemorrhages,
exudates, cotton wool spots, blood vessel abnormalities (tortuosity, pulsation and new
vessels) and pigmentation [22].

Figure 2. The human eye [24].

Retinopathy is any damage caused to the retina which may lead to vision loss (minor loss
to major and complete loss). Retinopathy primarily refers to the issues arising from leak-
age from the blood vessel, and/or abnormal growth of the blood vessels. Diabetes causes
a fluctuation of the sugar levels in the bloodstream, which in turn leads to the weaken-
ing of the small blood vessels in the retina. These small blood vessels nourish the retina
and their weakening causes bleeding, reduced circulation as well as reduction in amount
of oxygen and nutrients reaching the retina. To compensate for the reduction in oxygen
and nutrients available to the retina, new fragile blood vessels get formed in the retina.
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However these new fragile blood vessels are abnormal and can start to leak fluid and
small amounts of blood in the retina, causing vision impairment. If left unchecked, it can
further lead to scarring of the retina or even detachment of the retina causing permanent
loss of vision. This kind of diabetes induced damage to retina constitutes DR. Presence
of DR is indicated by observation of cotton wool spots, flame hemorrhages and dot-blot
hemorrhages in the fundus image [23,25]. Figure 3 shows the abnormalities arising in the
retinal blood vessels and surroundings due to DR.

Figure 3. The normal human eye and one with DR [25].

DR is the most common reason for blindness among people suffering from diabetes (es-
pecially those with long term diabetes) [5]. With the increasing prevalence of diabetes,
DR is the most common case for vision impairment in the working age populations. DR
is asymptotic at the onset and, thus, majority of the diabetes patients are unaware of its
(DR) presence till it starts affecting their vision [6]. Figure 4 shows the difference in the
image as viewed by a normal healthy eye versus a DR afflicted eye.

(a) (b)

Figure 4. The same scene as viewed by: (a) normal vision ; (b) advanced DR afflicted vision [26].
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2.2 Diabetic retinopathy diagnosis using RGB retinal image

Diabetic retinopathy is asymptomatic in the early stages, when treatment is most effective.
Preventing vision loss from DR relies on early detection by fundus examination [27]. The
fundus may be examined by any of the following methods:

• ophthalmoscopy,
• using a slit lamp and either a contact lens or a 78D lens,
• by fundus photography, which may use conventional film or a digital camera.

Fundus photography is shown to be the most accurate means of screening for DR [27].
The resulting retinal image from fundus photography allow an ophthalmologist to exam-
ine a large number of eyes very quickly. Digital fundus photography, compared to con-
ventional film, further speeds up the process as the retinal images are available instantly.
During the retinal images examination, the ophthalmologist can detect the presence of:

• abnormalities in the blood vessels, optic nerve, or retina,
• cataracts,
• new blood vessels,
• retinal detachment and
• scar tissue.

Additionally the expert can get patient feedback on discomfort, vision loss, eye pain and
any other relevant information pertinent to vision. [27, 28].

It is crucial for people with diabetes to have an eye examination at least once or twice
annually, or when recommended by a physician. Overall there are too few ophthalmolo-
gists for every diabetic to be examined annually [27].In the instances where retina cannot
be photographed, the diabetic’s physician, an optometrist, or an ophthalmic assistant may
examine the patient’s fundus manually.

Capturing a retinal image is a step toward DR diagnosis. A fundus camera captures or
photographs the retina, the neurosensory tissue in back of the eye. The fundus camera is
a specialized low powered microscope with an attached camera [29]. The images used
in the experiments in this thesis are RGB retinal images, where the retina is illuminated
by using white light and examined in full color. Figure 5 shows the TRC-NW400 Non-
Mydriatic Retinal Camera in use to take a color fundus image [30].
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Figure 5. TRC-NW400 Non-Mydriatic Retinal Camera [30].

Figure 6 (a) shows an example retinal image of a healthy normal eye. Figure 6 (b) shows
an example of a retina inflicted with DR. In DR diagnosis, the retinal image has two key
abnormalities, exudate and microaneurysms, which are of interest.

(a) (b)

Figure 6. Fundus image: (a) Retinal image of a normal eye [31]; (b) Retinal image with DR [20].

Figure 7 shows the presence of exudate and microaneurysms on a retinal image of DR
afflicted eye, along with the occurrence of hemorrhage (of a blood vessel) [19]. Exudate
is a fluid made up majorly of protein deposit and cellular debris, which has come out of
blood vessels (usually as a result of inflammation). These are yellowish in color [31, 32].
The microaneurysms (focal dilation of retinal capillaries) appear as tiny reddish dots in
the peripheral retinal layers. If not treated, these smaller vessels may eventually close and
new abnormal blood vessels will grow in the retina. This will lead to vision impairment
and, if not treated in timely and proper manner, lead to partial to complete vision loss
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[31]. Microaneurysms can potentially lead to hemorrhages.

Figure 7. Fundus image with exudate and MA highlighted (DR afflicted retina) [32].

Detecting DR in the fundus image visually is dependent on the perception capabilities of
the observer. This has potential to cause wrong diagnosis or wrong perception of severity.
Consequently, there is a need for robust automated diagnosis software systems to read and
classify retinal images with respect to DR diagnosis.

2.3 Retinal image databases

The thesis work makes use of RGB retinal images, and since the attempt is at building a
deep learning CNN, there is a need for retinal images with presence of ground truth for
them as well as there is a need for large number of retinal images.

DiaRetDB1 (Diabetic retinopathy database 1) presented in [19] is a publicly available
database of RGB retinal images with ground truth collected from multiple health experts.
DiaRetDB1 consists of 89 colour retinal images of which 84 contain presence of DR
according to all the experts who participated in the evaluation. The images do not cor-
respond to any typical demography and were taken at Kuopio university hospital. The
images were captured using the same digital fundus camera, a ZEISS FF 450plus . Inde-
pendent markings from four medical experts were collected using an image annotation
software tool. The experts, along with the markings, reported their confidence level in
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each of the markings as {<50%, >50%, 100%}. The % values represent the certainty of
the decision that a marking on the retinal image is correct [19]. Figure 8 shows a sam-
ple image from this dataset along with annotations made by an expert. Tomi Kauppi et
al. present a benchmark towards evaluating automatic methods for diagnosing diabetic
retinopathy using DiaRetDB1 [20].

(a) (b)

Figure 8. Sample from DiaRetDB1 [20]: (a) DR present; (b) Expert annotation.

KAGGLE diabetic retinopathy detection data set is one of the larger databases contain-
ing RGB retinal images (retinal image for left and right eye of an individual) [18]. The
database is owned and provided by EyePACS (Eye Picture Archive Communication Sys-
tem) [18]. EyePACS uses telemedicine to create cost-effective DR screening facilities in
community clinics. It links care providers with ophthalmologists to catch symptoms of
DR early on. All the samples provided by EyePACS are high resolution retinal images,
taken under a variety of imaging conditions and different models of camera. Clinicians
have labeled DR in each image on a scale of 0, 1, ... , 4 with following interpretation
0 - No DR, 1 - Mild DR, 2 - Moderate DR, 3 - Severe DR, 4 - Proliferative DR. The
clinicians are a pool of expert medical practitioners of size 54, and each individual image
has been analysed and scored by at least four and at maximum 5 experts. The grades
given by the experts are then averaged to arrive at the final grade for a given image [18].
The ground truth in this case does not include any annotations, that is, the images are not
having any information to provide the basis for the grade of DR assigned to them. The
Kaggle dataset has a training set containing 35,126 images and is divided into 5 fairly
unbalanced DR classes. Table 1 shows the distribution of each DR type in the training
set. The test set comprises of 53,576 images without the label information. Kaggle pro-
vides an an online mechanism to score the generated labels on the test set on a quadratic
weighted kappa metric [18]. Figure 9 shows a representative sample from the EyePACS
database. Although the Kaggle and DiaRetDB1 are the databases in use in the experi-
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ments in this thesis, they are not the only databases available. Turbabin [33] provides a
more exhaustive list of databases of RGB retinal images.

Table 1. Kaggle training dataset.

Type Number Percentage
No DR 25,810 73.48%
Mild DR 2,443 06.96%
Moderate DR 5,292 15.07%
Severe DR 873 02.48%
Proliferative DR 708 02.01%

(a) 0 - No DR (b) 1 - Mild DR (c) 2 - Moderate DR

(d) Severe DR (e) 4 - Proliferative DR

Figure 9. Sample images from EyePACS [18].
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3 CONVOLUTIONAL NEURAL NETWORK

Artificial intelligence (AI) is undergoing a tremendous progress in bringing down the
difference between the human and machine capabilities. Increasingly, researchers are
taking AI to existing as well as new problem areas and creating innovative solutions to
them. One such area where AI is making amazing things happen is in computer vision.
The field of computer vision aims to give human vision like perception capabilities to
the machines.The machines can then use this perception to solve tasks such as image
recognition, image analysis, media recreation, video analysis, video recognition, disease
diagnosis based on scan, etc. The progress in computer vision is centered around one
particular algorithm - convolutional neural network (CNN). Figure 10 represents a CNN
algorithm doing a classification task to identify different class of vehicles.

CNN is a deep learning algorithm which mimics the connectivity of the neurons in the
human brain and is inspired by the working mechanisms of the visual cortex. CNN was
presented by Lecun et. al. [34] in the year 1998. Their algorithm is designed to look for
relevant information/features in the images, assign weights and biases to different features
and distinguish between these features. All this is done and at the same time the number
of parameters in the network is much lower than any other algorithm doing a similar task
in the images [34]. Also, with enough training, CNNs are capable of self-learning the
filters needed for the classification tasks. A CNN is able to learn the temporal and spatial
dependencies in an image by the application of relevant filters. The algorithm is able
to perform a better fitting to the image dataset with reduced number of parameters and
reusability of weights, and thus, the network is better able to understand and handle the
complexity present in the images.

Figure 10. A CNN sequence to classify vehicles [35].

CNNs employ the mathematical operation called ’convolution’. Convolution involves
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mathematical combination of two functions to produce a new third function. Convolution
operation thus merges two input functions. In CNNs, convolution operation is carried out
on the input using a filter or a kernel to produce a feature map as the output. In CNNs
the convolutions are sliding dot product or cross-correlation. The design elements of the
CNN are listed in the following sections.

3.1 Convolution layer - the kernel

The convolution layer is the basic feature of the CNN. It consists of a set of filters (or
kernels) which have a small receptive field but run through the entire input. Each filter
convolves along the entire height and width of the image, computes the dot product be-
tween the entries of the filter and the input, producing a two-dimensional activation map
of that filter. The activation maps are the output activations for a given filter and is called
an activation map because it is a mapping corresponding to the activation of different
parts of the image. Figure 11 (a) gives the representation of the working of a kernel and
the consequent output. The kernel in any CNN slides across the depth of the input. Fig-
ure 11 (b) gives a representation of the kernel moving across the input to compute the
convolution.

(a) (b)

Figure 11. Convolution layer [35]: (a) Convolving a 5x5x1 input with a 3x3x1 kernel to get a
3x3x1 convolved feature; (b) Movement of the kernel.
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3.2 Pooling layer

Another key concept of CNNs is pooling, which implements non-linear down-sampling.
There are two types of pooling: Max Pooling and Average Pooling. Max pooling takes
the maximal value from the current kernel run and returns it as the output. Figure 12
represents the max and average pooling working. Whereas, average pooling returns the
average of all the values under the kernel. Max pooling also completely removes noisy
activations, performs de-noising and reduces the dimensionality of the image. Average
pooling simply performs dimensionality reduction. In any given image, the relative lo-
cation of a feature with respect to other features is of more importance as compared to
the feature’s own precise location within the image. This is the idea driving pooling in
CNNs. Presence of pooling layer reduces the spatial size of the representation, which in
turn reduces the number of parameters and consequently the memory needed in each con-
secutive step. Thus pooling reduces the computations needed to run any CNN. Pooling
also is the mechanism in CNNs to take care of over-fitting. The convolutional and the
pooling layer, together form the i-th layer of a CNN.

Figure 12. Types of pooling [35].

3.3 ReLu layer

Rectified linear unit (ReLu) is the often preferred activation function for the CNN. Acti-
vation functions ensure that the representational power of the network includes non-affine
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functions as well. ReLU applies the non-saturating activation function f(x) = max(0, x).
It effectively removes negative values from an activation map by setting them to zero [36].
ReLu increases the nonlinear properties of the decision function, trains the network faster
(compared to other activation functions) while at the same time not loosing generalization
accuracy [36].

3.4 Classification - fully connected layer

After a sequence of convolutional and pooling layers are run on the image, the end deci-
sion or classification is done using a fully connected layer. In a fully connected layer, the
neurons are all having connections to all the activations in the preceding layer. Their ac-
tivations can be computed as an affine transformation, using matrix multiplication. Fully
connected layer is a mechanism to learn the non-linear combination of the high level fea-
tures figured out by the convolutional layers. Also, the fully connected layer handles the
bias offset. Figure 13 gives a representation of the end layers of a CNN and shows the
fully connected layer in the CNN.

Figure 13. Fully connected layer at the end of the CNN network [35].
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3.5 Loss layer

The loss layer normally is the last layer in the CNN and specifies how training scores the
difference between the predicted (output) and true labels. Various loss functions depend-
ing on the task at hand may be used. The CNN developed in this thesis work employs
softmax loss in its architecture. Softmax loss layer predicts a single class of K mutually
exclusive classes, and employs cross entropy loss function to compare the calculated re-
sults of the CNN with the desired training result. A softmax function then propagates the
gradient back into the CNN which then updates the weights of the underlying network
based on an optimization algorithm.
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4 AUTOMATED DIAGNOSIS OF DIABETIC RETINOPA-
THY

Diagnosis of DR mainly relies on the color fundus pictures captured by either mydriatic
or non-mydriatic camera, which are then interpreted and diagnosed by expert ophthal-
mologists [37]. Relying solely on trained and experienced ophthalmologists to diagnose
large number of images is costly, inefficient and moreover makes it difficult to provide ad-
equate DR screening coverage to the affected populations. Also, the individual doctor’s
level of experience, and stress (physical or mental) can lead to variations and errors in the
diagnosis. Since there are lesser number of ophthalmologists compared to primary care
givers for diabetic patients, specially in developing economies, the ratio of doctors to pa-
tients is low [6, 8, 37]. AI technology is emerging as a substitute to obtain the preliminary
diagnosis of DR. Using AI in diagnosis frees up valuable time of the ophthalmologists
so that they can concentrate their efforts on the review and conformation of abnormal re-
sults. This reduces the workload for the doctors and greatly increases the DR screening,
as well as efficiency of diagnosis and eventual treatment. An added advantage is that since
AI relies on data instead of experience to make the diagnosis, the diagnosis is free from
subjective factors of individual ophthalmologists.

Intelligent DR diagnostic technologies majorly use machine learning and/or deep learning
to achieve the diagnosis [37]. Machine learning is the type of algorithms which enable
software applications to achieve increasing accuracy in predicting results without the need
to explicitly program them. Deep learning is a subset of machine learning that involve
learning layered models of inputs, called neural networks. Neural networks involving con-
volution in place of general matrix multiplication are called convolution neural networks
(CNN) and are the most commonly used class of deep neural networks used for analyz-
ing images. AI diagnosis technologies are evaluated based on sensitivity,specificity, and
kappa values to establish that the technology meets the standard of international clinical
classification of DR [38, 39, 40].
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4.1 Traditional Machine learning for DR diagnosis

Machine learning systems to diagnose DR depend on detection of lesions such as exu-
dates, hemorrhages, and microaneurysms to make the diagnosis. In this section we briefly
look at examples of previous work done in automated DR diagnosis which do not employ
CNN.

Agurto et al. [41] present a system using amplitude-modulation frequency-modulation
(AM-FM) to distinguish between normal and DR afflicted retina images. The work in-
volves a multiscale decomposition of the regions in the fundus image to classify them
into DR associated lesions and normal structures, which is followed by dimensionality
reduction and clustering. Finally they employ partial-least squares method to arrive at a
DR diagnosis along with an associated severity grade. Another approach presented by
Sanchez et al. [42] present the evaluation of computer aided diagnosis (CAD) system for
DR which combines the output of different modules doing vessel segmentation, optical
disc detection, red lesion detection and bright lesion detection to arrive at a probability
score to decide if the patient (or the patient data) be send to an ophthalmologist or not.
The outputs of the modules are combined and used to calculate a group of features, which
are input to a k nearest-neighbor (kNN) classifier to arrive at a final decision about the
patient’s examination. Antal et al. [43] present a DR grading system which relies solely
on microaneurysm detection to arrive at a DR diagnosis . The work presents an ensemble-
based microaneurysm detector. Ensemble is defined as a set of pre-processing and candi-
date extractor method. In, [43], authors present the listing of pre-processing methods and
candidate extractors, along with the evaluation criteria for choosing an ensemble from a
pool of ensembles. Post identification of of microaneurysm a yes/no decision of presence
of DR is done, where presence of any microaneurysm is taken as evidence of DR. Barriga
et al. [44] present an automatic system to diagnose DR by analyzing color fundus image,
using AM-FM for feature extraction, and using two statistical classifiers, support vector
machines (SVM) and partial least squares (PLS) for classification. This system assigns the
images into two classes, DR and no-DR, and does not take into consideration the severity
of DR. Roychowdhury et al. [45] have presented a three-stage computer-aided screening
system to detect and grade fundus images for the severity of DR. In this work, a set of
best 30 features out of 78 features are shortlisted via AdaBoost [46]. The selected 30 fea-
ture sub-set classifies bright and red lesions using the classifiers such as kNN, Gaussian
Mixture Model Classifier (GMM), and Bayesian combination of probabilistic classifiers
(SVM+GMM, SVM+kNN). Table 2 presents the comparison of performance of all the
mentioned systems for separating retinal images having DR from those that are healthy
(all the systems being evaluated on the Messidor dataset [47]). Table 2 presents a com-
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parison of performance based on sensitivity (SN), specificity (SP) and AUC (area under
the ROC (receiver operating characteristic) Curve). SN measures the percentage of actual
positives that are correctly categorized into the positive group (e.g., the percentage of peo-
ple suffering from any given medical condition who are correctly identified as having that
particular condition). SP measures the percentage of actual negatives that are correctly
categorized into the negative group (e.g., the percentage of healthy people who are cor-
rectly identified as not having the medical condition under consideration). AUC measures
the entire area underneath the complete ROC curve. It provides an aggregate measure of
performance across all possible classification thresholds.

Table 2. Comparison of performance for separating normal images and DR images.

Method Year SN (%) SP (%) AUC
MESSIDOR Data
Agurto et al. [41] 2010 92 54 0.84
Sanchez et al. [42] 2011 92.2 50 0.876
Antal et al. [43] 2012 96 51 0.875
Barriga et al. [44] 2012 98 67 0.86
Roychowdhury et al. [45] 2014 100 53.16 0.904

4.2 Deep learning using CNN for DR diagnosis

Deep learning involves finding patterns between the input and the output involving non-
linear relationships. One key feature of deep learning is that it derives relevant represen-
tations (such as DR lesions in color fundus image) without needing manually extracted
features. In traditional machine learning approaches, feature extraction using predefined
kernels and comparing them with manually extracted features (annotated by subject ex-
perts - for example fundus image manually annotated by expert ophthalmologists), is a
key component [48]. In recent years, deep learning methods are replacing traditional ma-
chine learning methods and are in most cases performing better than the traditional ones
[48]. Deep learning involving image data majorly employs convolutional based neural
networks (CNN). Figure 14 illustrates a general schematic of a typical CNN doing a bi-
nary classification. In this section, we briefly look at some of the existing deep learning
systems for DR diagnosis.

Abramoff et al. [50] described a DR detection device called IDx-DRX2.1, which is built
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Figure 14. Representation of a deep learning network that provides classification of the image into
two groups. The convolutional layers attempt to extract relevant image features while reducing the
dimensionality of them. The Softmax layer is responsible for the decision-making aspect of the
network. [49].

upon the commercial device IDx-DR [15]. They use color fundus images in an AlexNet
based CNN to classify into healthy and DR images, and further classify DR images into
different types of DR. The DR is classified into referable DR, vision-threatening DR and
proliferative DR. The system uses multiple CNNs to detect hemorrhages, exudates and
other lesions. Colas et al. [51] presented a DR grading CNN on the EyePACS dataset
grading the images into 5 distinct classes - 0 (no DR), 1 (mild non proliferative DR), 2
(moderate non proliferative DR), 3 (severe non proliferative DR) and 4 (proliferative DR).
Also the system provides the location of the lesions detected in the images. Gulshan et al.
[10] use a CNN on the Eye-PACS-1 dataset containing 9963 images from 4997 patients
(a subset of EyePACS dataset). Their CNN employs a function to combine neighboring
pixels into local features and then sums them up into global features. The CNN does not
explicitly recognize lesions, it does learn them using local features. The neural network
is based on Inception-v3 architecture [52]. The system trains a single network to clas-
sify fundus images into (1) moderate or worse DR, (2) severe or worse DR, (3) referable
diabetic macular edema and (4) full gradable. Referable DR is defined as an image clas-
sified as 1, 3 or both. Gargeya et al. [53] presented a data driven deep learning tool for
DR diagnosis. The algorithm classifies images into healthy (no DR) or having DR, thus
identifying cases for referral and follow up. The work also does heat map visualization of
the identified lesions. The CNN model uses deep residual learning to learn deep discrim-
inative features to diagnose DR. Quellec et al. [54] presented a CNN to detect referable
DR and classify between DR and no DR at both image level and pixel level. This model
is focusing on visualization methods of the CNN. The work proposed heatmap genera-
tion methods to improve DR and lesion detection. Table 3 presents the comparison of the
results achieved by the described here.
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Table 3. Summary of DR detection studies using deep learning.

Method Architecture Dataset SN (%) SP (%) AUC
Abramoff et al. [50] CNN AlexNet Messidor-2 96.8 87
Colas et al. [51] CNN EyePACS 96.2 66.6 .946

Gulshan et al. [10] CNN Incenticonv-3
EyePACS-1 90.3 98.1 .991
Messidor-2 87 98.5 .99

Gargeya et al. [53] CNN Deep Residual Learning
EyePACS
Messidor 94 98 .97
e-Optha2

Quellec et al. [54] CNN
Kaggle .954
e-Optha .949
DiaRetDB1 .955
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5 VISUALIZATION OF DEEP LEARNING

Deep learning is made up of models having multiple processing layers which in turn
extract abstract features from the raw data. Deep learning discovers abstract and com-
plex hierarchical representations, in large data sets, to achieve a variety of tasks using
the backpropogation algorithm. Backpropogation enables the model to change its inter-
nal parameters, that are used to compute the complex hierarchical representations in each
layer, from the ones in the previous layer [55]. In recent years deep learning algorithms
have achieved tremendous results in tasks such as image recognition [56], speech identi-
fication [57], and natural language processing [58], and therefore gaining lot of industry
and academic attention. One area of interest is the internal working mechanism of the
deep learning models. There is lack of understanding of what is happening in the network
between starting input and the final output layer - due to complex network architectures,
parameters running in millions and non-linear mathematical functions. In contrast to the
conventional machine learning models (e.g. support vector machines), deep learning can
be considered as a black-box. Consequently improving any deep learning model tends to
involve significant number of trial-and-error iterations, which are time consuming. More-
over, deployment of black-box deep learning models into real world scenarios such as
healthcare or insurance leads to substantive trust deficit among end users.

Researchers have proposed and implemented visualization techniques to look into the
black-box of deep learning models. Visualizations provide valuable insights into the mod-
els as well as aid in improving and/or fine tuning them. Also for newcomers to the field
visualizations provide a faster and, a more intuitive way to understand the deep learning
models. For end users deploying deep learning models to make decisions, visualizations
can provide more involved and interpretable decision making. This section gives a short
summary of existing deep learning visualization methods.

There are number of different approaches to visualizing deep learning. One approach, as
shown in Figure 15, is to categorize visualization techniques based on the purpose of the
visualization. In this taxonomy, the main categories are feature visualization, relationship
visualization and process visualization. The taxonomy is detailed in the work by Zeng
[59]. Since the experiments in this thesis employ a feature visualization method, the
other three categories are not described in detail. At the end of the chapter a table with
categories and associated research paper is provided for interested readers.
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Figure 15. Taxonomy of visualization on deep learning [59].

5.1 Feature visualization

Feature visualization focuses on the roles neurons play in the deep learning model and
the features they are able to extract from the data. Feature visualization can be further
separated into four different categories based on the objective of the visualization and
algorithms used.

Representation Depiction Methods
Representation for an input in a deep neural network refers to a vector of activations in
a hidden layer. To garner what a neuron has learned, an intuitive way is to visually draw
the activations directly. In CNN an activation map (or feature map) is a representation for
an input which can be shown pictorially (in a bitmap). Karpathy et al. [60] proposed a
javaScript library to train and visualize neural networks using activation maps. Changes
in the activation map can be observed during the training process itself (Figure 16). In a
similar approach, Yosinski et al. [61] presented an interactive visualization system, using
activation maps, which has ability to handle image and video real time. As seen in Figure
17, for any given input, the activation maps in intermediate layers, a deconvolution image
and top nine images from the training set (that cause the maximum activation for the
selected channel or neuron), can be observed in real time. It is highly intuitive to narrow
down on an activation map of interest and correlate it to the specific input. For instance
in Figure 17, the activation map marked in green is tightly coupled to detecting a face. In
this thesis experiments, the toolbox presented by Yosinski et al. is used for visualization
purposes.
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Figure 16. Screen grab of ConvNetJS MNIST demo [60].

Figure 17. Deep visualization toolbox with its different components [61].

Input Modification Methods
Input modification methods are those where the input is modified and the changes in the
activation (output) in hidden layers is observed and measured. Zeiler et al. [62] presented
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an occlusion method to find the relevant parts in the input image for classification tasks.
In their work, they employ a gray square to sequentially occlude or hide different parts
of the input images and record the activation changes. Any changes in activation reflect
the importance of the occluded area towards the classification decision. As seen in Figure
18, when the face of the dog is covered, occluded, the probability of classification as dog
decreases. This work uses a mono chromatic gray square which has a probability to affect
the outcomes due to the sensitivity of the CNNc to edges. Zhou et al. [63] extended upon
Zeiler et al. [62] by using a pixel patch of randomized values in place of gray square. As
seen in Figure 19, a patch is contained in the sliding window occluding across the image.

Figure 18. (a) A Pomeranian picture with a sliding gray square; (b) depiction of heatmap in layer
5 corresponding to the most active feature map. Heatmap represents the the complete activation
for the gray scale as it slides across the image; (c) represents the heatmap for correct Pomeranian
class, as a function of the sliding gray box’s (occluder’s) location in the image; (d) most likely
class predictions, based on the sliding gray box’s position [62].

Figure 19. (a) Input with a small randomized patch which slides through the image; (b) discrep-
ancy maps present the activations due to the sliding-window stimulus; (c) the actual receptive field
[63].

Contribution Computation Methods
Contribution computation methods determine the contribution of the input image pixels to
the activation of interest. Starting from the activation one is interested in, the contribution
of each neuron in the lower layer is computed till the original input layer (image) is
reached. This results in the visualization of the features in the input which are of most
relevance to the activation under investigation. [64]
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Simonyan et al. [65] proposed a method, based on backpropogation, that computes the
derivatives of the class scores with respect to the input image. As shown in Figure 20, the
input images along-with the saliency maps, make in intuitively clear which exact portions
of the image (input) are most relevant for the classification result. Springenberg et al.
[66] presented a method called Guided Backpropogation which makes the projections
better. A limitation of this work is that it can be deployed only for CNNs not having
max-pooling layers. Figure 21 presents the results of guided backpropogation and as is
seen the images generated are more intuitive and closer to the input. Further continuing
the field, Bach et al. [67] proposed relevance propagation, a more generic method. In
this work, the contribution score of individual pixels to the end result is visualized using
pixel-wise decomposition (Figure 22). Grun et al. [64] have compared the visualizations
produced by various methods (contribution computation methods) and stated that guided
backpropogation produces the best visualizations (Figure 23).

Figure 20. The images above show the input images and below show the corresponding saliency
maps [65].
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Figure 21. The top ten image patches for 6 units in conv6 (top) and conv9 (bottom) layers. The
images are produced via guided backpropogation) [66].

Figure 22. Pixel-wise decomposition to present the contribution map of each individual pixel to
the classification result. Heatmaps are used to visualize the contribution to prediction [67].
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Figure 23. Comparison of visualization methods [64].



35

Input Reconstruction Methods
Input reconstruction methods, as the name suggests, reconstruct the input image based
on the activation in the neural network [64]. Activations in the network capture relevant
information or features in the input image. Therefore, reconstructing the input using the
representations in the network can reveal what the network has learned from the input.

Long et al. [68] used a method wherein they replace the top-k nearest neighbors in the
feature space to visualize the feature learned by the network. This is also called as the
replacement method. Figure 24 shows that this method produces more visually relevant
results as the value of k is increased in the top-k nearest neighbor. Simonyan et al. [65]
employ a method called activation maximization to find an image that will provide max-
imum activation to the neurons of interest in any given network. This in turn reveals the
feature that the neurons detect. Figure 25 presents the results of activation maximization
for three different classes [65]. As is seen in the resulting images, there is some unclear
similar objects as that of the class, with repetitions of them as well. Mahendran et al.
[69] proposed using code inversion to synthesize an image using encoded activation of
the neurons in the network. Their work uses gradient descent optimization to invert the
representations from the activation map to the input. An extension to [69] is presented
by Dosovitskiy et al. [70] using a generative network to reconstruct the input image us-
ing the activations from various layers. An additional requirement of [70] is to train an
up-convolutional neural network. Figure 26 presents and compares the reconstructions
achieved using methods in [69] and [70]. As is evident from the results in the fully con-
nected (FC) layers (FC6, FC7 and FC8) [70] outperforms [69].
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Figure 24. Replacement with top-k nearest neighbors - replacement method [68].

Figure 25. Image reconstruction using activation maximization method for dumbbell, cup and
dalmatian classes [65].

Figure 26. Reconstructing image using layers of AlexNet. (a) An up-convolutional neural network
(method outlined in [70]); (b) gradient descent (method outlined in [69]).
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Apart from the feature visualization methods, there are relationship visualization and pro-
cess visualization methods which are used to visualize, explain and fine-tune deep learn-
ing models. Table 4 gives also a non-comprehensive listing of such methods, which an
interested reader can further look into.

Table 4. Summary of visualization on deep learning [59].

Detail Categories Related Research Paper

Feature Visualization

Representation Depiction Methods
Karpathy et al. [60], Yosinski et al. [61],
Karpathy et al. [71], Strobelt et al. [72], etc.

Input Modification Methods
Zeiler et al. [62], Zhou et al. [63],
Girshick et al. [73], etc.

Contribution Computation Methods

Zeiler et al. [62] , Simonyan et al. [65],
Springenberg et al. [66], Bach et al. [67],
Zhou et al. [74], Bahdanau et al. [75],
Socher et al. [76], Hermann et al. [77],
Goyal et al. [78], etc.

Input Reconstruction Methods

Lon et al. [68], Erhan et al. [79],
Simonyan et al. [65], Alexander et al. [80],
Mahendran et al. [81], Yosinski et al. [61],
Mahendran et al. [69], Dosovitskiy et al. [70], etc.

Relationship Visualization
Relationships Between Representations

Maaten et al. [82], Cho et al. [83],
Karpathy et al. [60], Rauber et al. [84], etc.

Relationships Between Neurons Liu et al. [85], Rauber et al. [84], etc.

Process Visualization
Neural Network Structure (Model)

Karpathy et al. [60], Yosinski et al. [61], Smilkov et al. [86],
Harley et al. [87], Chung et al. [88], Liu et al. [89],
Bruckner et al. [90], etc.

Training Information (Data)
Bruckner et al. [90], Chung et al. [88],
Smilkov et al. [86], Skymind [91], etc.
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6 EXPERIMENTAL SETUP

There is a number of ways to train a supervised algorithm to end up with a learned model
to detect and grade DR [10, 50, 51, 53]. All the approaches have two primary steps -
data pre-processing to prepare the input for the CNN and training of the CNN to arrive at
a useful set of learned parameters. The following section presents the approach used to
build and train the CNN to detect and grade DR. Later sections present the visualization
toolbox employed to look into the activation within the trained CNN.

6.1 Deep learning - convolutional neural network (CNN)

The CNN developed for the experiments in this thesis is based on the work by Simonyan
et al. [92]. Their key feature is to increase the depth of the network by adding more
convolutional layers using very small filters (size 3 × 3) in all layers. As a result of the
smaller filter size, they have reported measurably more accurate CNN architectures, which
achieve state-of-the-art performance on the ImageNet Large-Scale Visual Recognition
Challenge (ISLVRC) [93] tasks. Also, the deeper CNNs are able to work on other image
datasets for localization and classification tasks [92]. Table 5 details the architecture
proposed in [92] and Table 6 details the corresponding number of parameters for each
network in Table 4. The architecture in Column C of Table 5 forms the basis of the CNN
build for experiments conducted for this thesis work. This architecture is different from
the ones present in the works referenced in Section 3.2 in terms of very small size of the
convolution filters in all the layers (the smallest filter being size 1 × 1 and largest being
size 3× 3).
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Table 5. ConvNet configuration of Simonayan et al. [92]. The depth of the CNN increases from
Left (A) to right (E) as more layers get added into the architecture (the added layers are represented
in bold). LRN denotes Local Response Normalization, conv denotes convolution and FC denotes
Fully Connected.

ConvNet Configuration

A A-LRN B C D E

11 weight 11 weight 13 weight 16 weight 16 weight 19 weight
layers layers layers layers layers layers

input (224× 224 RGB image)

conv3-64 conv3-64 conv3-64 conv3-64 conv3-64 conv3-64
LRN conv3-64 conv3-64 conv3-64 conv3-64

maxpool

conv3-128 conv3-128 conv3-128 conv3-128 conv3-128 conv3-128
conv3-128 conv3-128 conv3-128 conv3-128

maxpool

conv3-256 conv3-256 conv3-256 conv3-256 conv3-256 conv3-256
conv3-256 conv3-256 conv3-256 conv3-256 conv3-256 conv3-256

conv1-256 conv3-256 conv3-256
conv3-256

maxpool

conv3-512 conv3-512 conv3-512 conv3-512 conv3-512 conv3-512
conv3-512 conv3-512 conv3-512 conv3-512 conv3-512 conv3-512

conv1-512 conv3-512 conv3-512
conv3-512

maxpool

conv3-512 conv3-512 conv3-512 conv3-512 conv3-512 conv3-512
conv3-512 conv3-512 conv3-512 conv3-512 conv3-512 conv3-512

conv1-512 conv3-512 conv3-512
conv3-512

maxpool

FC-4096

FC-4096

FC-1000

soft-max



40

Table 6. Number of parameters in millions [92].

Network A, A-LRN B C D E

Number of parameters 133 133 134 138 144

6.1.1 Network Architecture

In this section, we look into details of the ConvNet used in the experiment to detect and
grade DR. The inspiration for the architecture comes from the work of Simonayan et al.
[92], as detailed earlier. Table 7 details the architecture of the network with the weighted
layer parameters specified (16 weighted layers as in Table 5, column C).

Table 7. CNN architecture.

Layer Filter Size Stride Input Output
Convolution 1_1 3× 3 3 3 32
Convolution 1_2 3× 3 3 32 32

POOLING (kernel 2× 2, stride 2)
Convolution 2_1 3× 3 3 32 64
Convolution 2_2 3× 3 3 64 64

POOLING (kernel 2× 2, stride 2)
Convolution 3_1 3× 3 3 64 128
Convolution 3_2 3× 3 3 128 128
Convolution 3_3 1× 1 3 128 128

POOLING (kernel 2× 2, stride 2)
Convolution 4_1 3× 3 3 128 256
Convolution 4_2 3× 3 3 256 256
Convolution 4_3 1× 1 3 256 256

POOLING (kernel 2× 2, stride 2)
Convolution 5_1 3× 3 3 256 256
Convolution 5_2 3× 3 3 256 256
Convolution 5_3 1× 1 3 256 256

POOLING (kernel 2× 2, stride 2)
InnerProduct - - 1024 1024

DROPOUT
InnerProduct - - 1024 1024

DROPOUT
InnerProduct - - 1024 5

SOFTMAX_LOSS
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The network relies on an architecture with increased depth and convolutions with small
receptive fields. The convolution filter size used across the network is 3 × 3 (excluding
the three convolution layers where it is 1×1). The size 3×3 is the smallest size needed to
perceive center, left/right and up/down. In the convolutions where the filter size employed
is 1 × 1, it is to achieve a linear transformation of the input channels (followed by non-
linearity, read ReLu units). The stride for all the convolution layers is fixed at 1 pixel, with
a padding of 1 pixel (which preserves the spatial resolution after each convolution). Each
convolution in essence is a 3 × 3 kernel. The kernel slides across the image computing
the weighted sum of pixels defined by the kernel. The convolution configuration used
preserves the spatial size of their inputs, with the pooling layers alone responsible for
down-sampling. Strides greater than 1 would not preserve the spatial size of their inputs
and would require minute tracking of the input volumes throughout the architecture.

Five max-pooling layers (POOLING1-5 in Table 7) perform spatial pooling over 2 × 2

pixel window with stride value of 2, after each block of convolution. Pooling looks at
a given region ( 2 × 2 in this case) and retains the largest value. All the five pooling
layers essentially have the same stride as the pool size to avoid overlapping. The pooling
configuration used discards 75% of the activations in an input volume (as a result of
downsampling by 2 in both height and width).

The convolution layer stack is followed by 3 fully connected layers (Inner_product 1-
3). The first two have 1024 channels each. The first two fully connected layers (In-
ner_product_1 and Inner_product_2) have a dropout layer following them to manage the
likely overfitting problem. The approach is to temporarily drop randomly selected units
and their associated connections from the network. The last layer performs the grading of
the DR into 5 classes (grades 0, 1,..., 4) and thus contains 5 channels.

The final layer is a soft-max layer, which normalizes the probability distribution of the 5
DR grades predicted by the network. In essence, this final layer maps the un-normalized
results of the preceding computations in the network to a probability distribution over the
5 DR grades.

All the weighted layers (convolution and fully connected layers) are equipped with Rec-
tification Linear Unit (ReLU) layer as activation layers to include non-linearity. As a
general rule, the activation layers (or the activation neurons) are element-wise operators,
picking up an input and turning it into an output of the same size. The advantage of ReLU
is that it preserves information about the relative intensities as information travels through
multiple layers of feature detection [94]. The rectifier is one of the most used activation



42

function for deep neural networks [95].

6.1.2 Effect of small kernel

Conventionally the ConvNet configurations use relatively large kernel sizes in the first
convolution layers (e.g. 11 × 11 with stride 4 in the work by Krizhevsky et al. [96], or
7 × 7 with stride 2 in the work done by Zeiler & Fergus [62] as well as Sermanet et al.
[97]). The CNN architecture used in the experiment in this thesis (Table 7) has the very
small kernel size of 3× 3 or 1 and the convolution is run on every input pixel (with stride
1). Quite clearly, a stack of two 3× 3 convolution layers (excluding the pooling layer) is
equivalent to a 5 × 5 kernel. Three such layers are equivalent to 7 × 7 effective kernel.
The advantages of this approach are detailed by Simonyan et al. in [92]. First, the three
3 × 3 kernels mean that the system has 3 non-linear activation layers (ReLU) instead of
a single one, which leads to a more discriminative decision function. Second, there is
a significant decrease in the number of parameters: assuming that both the input and the
output of a three-layer 3×3 convolution stack has C channels, the stack is parametrised by
3.32C2 = 27C2 weights; while a single 7× 7 convolution layer would require 72C2 = 49C2

parameters, i.e. 81% more. This is imposing a regularization on the 7 × 7 convolution
filters, via a decomposition of 3 × 3 filters, with additional non-linearity between the 3
layers.

The incorporation of three 1 × 1 convolution layers (Table 7) increases the non-linearity
of the decision function while keeping the receptive fields of the convolution layers intact.
These 1 × 1 convolutions are linear projections, where the input channels and the output
channels are the same size, thus the spatial dimension remain unaltered. ReLU layers are
used introduce additional non-linearity and follow each and every kernel.

6.2 Implementation Details

The implementation of the architecture developed is done using the Caffe toolbox [98,
99]. No modifications for Caffe are made to run the CNN described in the previous
section. The steps and procedures to branch and deploy Caffe is detailed in the manual
available at the Caffe website as well as GitHub [99].
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6.2.1 Caffe

Caffe is a framework for deep learning provided by Berkeley AI Research (BAIR), de-
veloped by BAIR as well taking in contributions from the developer community. Caffe is
designed to be expressive, fast and modular. Yangqing Jia initiated the project during his
PhD at UC Berkeley. Caffe is available as per the BSD 2-Clause license [99].

Caffe is used to implement the CNN described in the Section 5.1 since models and opti-
mizations can be defined without hardcoding. Also there is easy switching between cen-
tral processing unit (CPU) and graphics processing unit (GPU) via flag settings - which is
handy when visualizing the CNN activations.

6.2.2 Caffe Nets, Blobs and Layers

Nets: Deep learning networks are modeled as a cascade of inter-connected layers - nets
(in the terminology of Caffe) - that operate on blocks of data. Caffe defines a net layer-by-
layer in a Caffe-defined model. The Caffe net outlines the complete network bottom-to-
top from input data to loss. Data and derivatives flow through the network in the forward
and backward passes [99]. Figure 27 (a) represents a Caffe net. The Caffe net is a set
of layers in the form of a directed acyclic graph (DAG). All the bookkeeping involved in
the DAG is handled implicitly by the Caffe so as to ensure the accuracy of the forward
and the backward passes.Typically a data layer is the starting point of a Caffe net and the
Caffe net ends in a loss layer, where the loss layer output the required classification or
restriction.

Figure 27. (a) Representational Caffe Net, (b)Representational Caffe Layer [99].
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Blobs: Caffe defines a wrapper called blob to encapsulate the data to be processed in the
network. Blob enables seamless synchronization between the CPU and the GPU. Blob
is structured as an N-dimensional array stored in a C-contiguous fashion. Blobs define a
consolidated memory interface to encapsulate the data and the associated dependencies;
e.g., batches of images, model parameters, and derivatives for optimization [99]. Con-
ventionally, the dimensions of a blob for image data (images accumulated and loaded in
batches) are, number of images (N)× number of channels in the image (K)× height of
the image (H)× width of image (W ). Blob memory is row-major in layout, so the last /
rightmost dimension changes fastest.

Layers: The layer is the basic unit of computation in Caffe. Layers convolve filters
with the input, pool, take inner products, apply nonlinearities like rectified-linear and sig-
moid and other element-wise transformations, normalize, load data, and compute losses
like softmax and hinge [99]. Caffe provides support for a host of layer types needed for
deep-learning tasks. Figure 23 (b) represents a typical Caffe layer. A layer takes input
through the bottom blob and provides output through the top blob. Each layer type defines
three important computations: setup (initialization), forward (computations), and back-
ward (backpropogation) [96]. Layers are defined by Caffe with the capability to switch
between GPU and CPU operations and will default to CPU in no GPU implementation
scenarios.

6.2.3 Caffe Solver

The solver is the core of the parameter computation in Caffe. The solver is responsible
for optimizing the model by ensuring coordination between the forward inference and the
backward gradients. The solver also updates the network parameters such as to improve
the loss. The task of learning is between the solver and the net - the solver handles opti-
mization and generates updated parameters while the net takes care of loss and gradients
[99]. Caffe provides implementation for a number of different optimization methods and
the details of the methods supported methods can be learned in detail at [99]. The default
optimization method used in Caffe is Stocahstic Gradient Descent (SGD). SGD is used in
the experiments done in this thesis work. Caffe solvers can run in CPU or GPU modes.
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6.2.4 Learning rate α and momentum µ

Learning rate α is employed to optimize the model in Caffe (using SGD). The learning
rate α is initialized to a value around α ≈ 0.01 = 10−2, which is then dropped by a
constant factor (e.g., 10) when the loss begins to reach a discernible “plateau”. This
process is repeated several times during the training process. A momentum term is also
employed by Caffe in the SGD to speed up the convergence and reach the optimal quicker.
Generally, it is a good idea to use momentum µ = 0.9 or similar value [100]. Momentum
smooths up the weight updates across iterations, and thus makes deep learning with SGD
stable and faster. Similar configuration was used by Krizhevsky et al. [96] in their award-
winning CNN solution to the ILSVRC-2012.

6.3 Deep visualization toolbox

In this section, we look into the details of the Deep Visualization Toolbox (DVT) used in
the experiment to visualize the activations in the CNN described in the preceding section.
The toolbox is the one described by Yosinski et al. [61]. The DVT employs feature
visualization and focuses on the on individual neurons in the CNN, and the features that
the individual neurons are able to learn from the input data [61]. The DVT works with
images as well as video as input.

6.3.1 Forward/backward propagation

The DVT can run an image through the given CNN to visualize activations in the in-
dividual neurons. Also derivative of a neuron with respect to any other neuron can be
computed (and visualized) using backpropogation. Also, the deconvolution as described
by Zeiler et al. [62] is implemented to enable flow of information backwards across the
network. The DVT supports forward and backward passes for any CNN model that can
run successfully in Caffe. Thus, the DVT can plot activation for neurons in each layer of
the CNN in response to the input image.

In, CNN, the filters are applied such that the inherent geometry of the input image is not
lost; in the case of a two dimensional (2D) image, filters are run in a 2D convolution
over the X & Y axis across the image. This produces activations on consequent layers
which in turn are arranged spatially as well. Figure 28 shows an example plot of this
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kind of activation for the conv5 layer of the caffenet-yos CNN [61, 101] for ILSVRC
classification [93]. The conv5 layer has 256 individual 13 × 13 grayscale images. Each
of these images shows activations in the same spatial dimension as the input image.

Figure 28. Input cat image along with the whole layer of conv5 activations. The selected channel
pane shows an enlarged version of the 13x13 conv5151 channel activations. Below it, the deconv
starting at the selected channel is shown [61].

6.3.2 Per-unit visualizations

DVT supports three types of per-unit visualizations for any given CNN: max image, de-
conv of max image, activation maximization via regularized optimization. These visu-
alizations need to be computed offline separately from the toolbox and saved as jpgs.
The toolbox then uses these stored jpgs to display alongside the selected units. These
computations are heavy and tend to take an inordinate amount of time and, therefore,
are computed offline from the DVT. Figure 29 shows synthetically generated images to
produce maximal activation on individual neurons in the caffenet-yos CNN [61, 101] for
ILSVRC classification [93]. The neurons selected are the ones responsible for classifying
the input image as either flamingo, billiard table or a school bus.



47

Figure 29. Synthetically generated images to maximally activate individual neurons [61].

6.3.3 Installation and usage

The DVT setup is straightforward and Yosinski et al. [101] provide comprehensive steps
to set-up and run the DVT on any CNN. To run on the CNN used in the experiments in
this work, the DVT does not need any major modifications. Minor fine tuning done is
self-explanatory and as per the guidelines in [101]. For the experiments detailed in the
later sections the DVT is run in the CPU mode. An attempt is made to generate the per-
unit visualizations but the results were not conclusive. Subsequent sections explain the
reason for this failure.
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7 EXPERIMENTS AND RESULTS

The experiments in this thesis are in two parts. The first part is the CNN to detect and
grade diabetic retinopathy in color retina images. The CNN computations are run on a
computer having an 8 core 2.7 GHz Intel Xeon Processor, with an Nvidia Geforce GTX
TITAN Black GPU with 6 gigabytes of memory and cuDNN library. The data preparation
tasks are done on the CPU whereas the CNN training and testing computations are done
on the GPU. Caffe [99] is the deep learning framework employed for the implementing
the CNN. Python 3.5 is the programming language used for the CNN work. A dedicated
docker instance is used to build and run the CNN on the GPU server.

The second part is the implementation of the Deep Visualization Toolbox (DVT) devel-
oped by Yosinski et al. [61, 101] to visualize the activations happening in the CNN de-
veloped in the first part. The DVT is deployed and all its computations run on a computer
having 4 core 3.40 GHz Intel Core processor. The DVT computations are done on the
CPU, with the CNN as well as its parameters made available by the GPU computations
done in the first part. As in the first part, DVT also employs Caffe [99] along with Python
3.5.

For both the parts additional dependencies arising out of Caffe are needed. The compre-
hensive list is made available by Jia et al. [99] in their detailed work on BVLC Caffe.
Depending on type of installation done for BVLC Caffe, out-of-the box docker setup or
standard ubuntu installation, user will have to take care of the additional dependencies.

7.1 Experiment 1: Training and testing CNN on EyePACS dataset

7.1.1 Data augmentation and pre-processing

The eyePACS training dataset [18] is used for training and validation of the CNN. For the
first step, the training set is randomly split into training and validation sets. 70% of the
data is used for training and the rest is used for validation. The images in the new training
set are then augmented by first taking each image through a rotation of 45◦. Next the
original as well as the rotated images are flipped. The four images obtained are further
rotated at a random value between 0-360◦. As a result, each single image in the training
set is used to obtain a total of 8 images (including the original). Figure 30 shows the set of
images obtained from a single training image. Effectively the training set size is increased
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to 196706 images. Once the new training dataset with the augmented images is obtained,
the mean RGB value is computed on this new training set.

During training, the input to the CNN is a 224× 224 RGB image. Basically, the training
is done using a fixed crop size of the input images. The value of 224×224 for crop size is
based on the work on Simonyan et al. [92], wherein it is shown that crop size of 224 cap-
tures the complete image statistics, fully traversing the smallest side of a training image
[92].The only pre-processing done on this input is to deduct the mean RGB value, calcu-
lated on the training set, from every individual pixel. The validation set is not augmented
or processed in any way whatsoever.

(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

Figure 30. A set of images augmented from a single image. (a) the original image from EyePACS,
(b)-(i) augmented images from the original image.

7.1.2 Evaluation of the CNN predictions

The evaluation of the ConvNet developed is done by using the Cohen’s kappa coefficient
(quadratic weighted kappa), represented by the symbol κ. The kappa is a measure of
agreement between the observed accuracy and the expected accuracy. The kappa value
can be used to evaluate a classifier, as well as to evaluate between classifiers. Kappa value



50

factors in random chance (agreement of classification result with a random classifier),
which means that it is more robust than just using accuracy as a measure. To understand
kappa value it is essential to compute Total Accuracy and Expected Accuracy. To quote
Richard Landis and Gary Koch [102] “..(total accuracy) is an observational probability
of agreement and (random accuracy) is a hypothetical expected probability of agreement
under an appropriate set of baseline constraints.”

Kappa can be calculated as

κ = totalAccuracy−randomAccuracy
1−randomAccuracy

where total accuracy is the sum of true positive and true negatives, divided by the total
number of items, that is

totalAccuracy = TP+TN
TP+TN+FP+FN

where TP is true positive, TN is true negative, FP is false positive and FN is false negative.

Random Accuracy is defined as the sum of the products of reference likelihood and result
likelihood for each class, that is

randomAccuracy = ActualFalse∗PredictedFalse+ActualTrue∗PredictedTrue
Total∗Total

The same can be expressed in terms of TP, TN, FP and FN as

randomAccuracy = (TN+FP )∗(TN+FN)+(FN+TP )∗(FP+TP )
Total∗Total

Interpretation of the kappa statistic is not straightforward. According to Landis and Koch
[99], kappa value 0-0.20 can be characterized as inappreciable, 0.21-0.40 as passable,
0.41-0.60 as medium, 0.61-0.80 as solid, and 0.81-1 as almost exceptional. The inter-
pretation is neither universally nor uniformly accepted. Moreover, Landis and Koch do
not back it up by any evidence. Fleiss et al. [103] consider kappas > 0.75 as excellent,
0.40-0.75 as fair to good, and < 0.40 as poor. The Fleiss interpretation again lack any
evidence based support and is equally arbitrary. If possible, the kappa numbers should be
juxtaposed against a confusion matrix to obtain a clearer picture. Also, it should be kept
in mind that any reasonable kappa statistic values are contextual.

The DR grades for the eyePACS test dataset is generated using the CNN learned param-
eters at the end of the training. Since the test dataset does not come with DR grades, the
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only way to evaluate the results is to submit the achieved DR grades to Kaggle Diabetic
Retinopathy Detection submission and scoring tool [18]. The DR grades generated by the
CNN developed in this thesis work achieve a Cohen’s kappa coefficient κ= 0.56683 (Fig-
ure 31). To interpret this κ value in any real sense is not possible at this stage. Therefore
a comparison with other submissions made at the submission and scoring tool is done.
The top scoring submission to the Kaggle Diabetic Retinopathy Detection has achieved a
κ score of 0.84957. The κ score achieved in ConvNet developed in this thesis will stand
at the 62nd rank (Figure 32).

Figure 31. Result from Kaggle scroing tool at [18].

Figure 32. Relative scores using Kaggle scroing tool at [18].
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7.2 Experiment 2: Deep Visualization Toolbox

7.2.1 Data preprocessing and augmentation

The DiaRetDB1 [19] dataset is used to visualize the activation generated by the CNN
built and defined in the previous sections. The RGB retinal fundus images are fed as such
to the deep visualization tool box (DVT) built by Yosinski et al. [61]. The DVT is fed
the images from the DiaRetDB1 (and not the eyePACS) because the DiaRetDB1 dataset
comes with pixel level ground truth. Each image has an associated mask for four kinds of
lesions - hard exudates, hemorrhages, red small dots and soft exudates. The activations
seen in the DVT can be compared to the masks of the individual masks to learn about
relevant neurons involved in the decision making.

7.2.2 Activation maps

Activation map for the four different kind of lesions start emerging on individual nodes
in later layers of the CNN. It is seen that hard exudates are the most clearly and accu-
rately mapped to the possible individual neuron in the CNN. The remaining three lesion
types map to a varying degree based on the input image. Figure 33 represents the ground
truth for an image sample from DiaRetDB1, along with the activation for corresponding
lesion next to it. Appendix 1 and 2 present more examples of the activation maps on the
DiaRetDB1 images.

It is seen that while the initial layers of the CNN show activation distinguishing the fea-
tures in the fundus image (such as the blood vessels in the retina), the later layers are not
so clearly distinguishing between the four lesion classes. The CNN is built and trained
to process the fundus image to provide DR classification (into grades 0,1,...4) and conse-
quently is neither designed nor able to classify features into hard exudates, hemorrhages,
red small dots and soft exudates. Though, one interesting aspect seen is that the complete
activation for arriving at a grade (Figure 33 (b)) is very closely following the combined
masks of the four different kinds of lesions available in DiaRetDB1.
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(a) (b)

(c) (d)

(e) (f)

(g) (h)

(i) (j)

Figure 33. A sample image (image010) with its associated ground truth from DiaRetDB1. (a) the
original image [19], (b) complete activation on original image graded to 3 (Severe DR), (c) hard
exudates in the image [19], (d) activation for hard exudate, (e) red small dots in the image [19], (f)
activation for red small dots, (g) hemorrhages in the image [19], (h) activation for hemorrhages,
(i) soft exudates in the image [19], (j) activation for soft exudates.
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8 DISCUSSION

8.1 Discussion of the results

In this thesis, several approaches to automatic DR diagnosis and grading of color fundus
images are studied and presented briefly. Study of existing methods support the fact
that deep learning using CNN performs better than conventional machine learning in DR
diagnosis and grading task [49]. In this research a deep learning CNN is built and trained
on the eyePACS dataset. The CNN was trained to diagnose and grade DR on the image
level irrespective of lesion types or their locations. The CNN performs better comparable
to the advanced conventional machine learning models in terms of separating DR images
from non-DR images. The CNN performs moderately when compared to the available
deep learning CNNs for DR grading.

Also, in the this thesis, a brief survey of existing methods of visualizing deep learning
CNNs was carried out. Feature visualization of CNNs was looked into and an existing
available tool, deep visualization toolbox (DVT) [61] was used to visualize the feature
activation occurring in the CNN trained in the experiment to diagnose and grade DR
(CNN processed images from the DiaRetDB1 for visualization of the activations). The
activations were then manually compared to the pixel level mask for four kinds of lesions -
hard exudates, hemorrhages, red small dots and soft exudates, available in the DiaRetDB1
dataset. It is seen that activation maps have high co-relation to the lesion masks available
in DiaRetDB1. To the best of author’s knowledge, no previous work to use DVT, or
any other such tool, to visualize activation using a CNN (trained on eyePACS) to match
against the lesion masks available in DiaRetDB1 has been done.

8.2 Limitations

Similar to all deep learning tasks, the main limiting factor is the availability of relevant
data with proper ground truth. In eyePACS approximately 74% of the images do not have
DR. Also, more than 15% are those labeled as moderate DR, leaving very small percent-
age of images for other DR grade classes. This class skew affects the training output of
the CNN. Furthermore, eyePACS has no ground truth about the individual lesions, be it
lesion type or the contribution of each lesion type toward the DR grade.

In the visualization of the CNN, DiaRetDB1 was used which has pixel level mask for four
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kinds of lesions: hard exudates, hemorrhages, red small dots and soft exudates. Again,
DiaRetDB1 does not have any image level grade information in it. Moreover the CNN
is built on existing work targeted towards the classification of ILSVRC dataset which has
1000 categories (classes) while the eyePACS has 5 classes (DR grade 0,1...4). While the
CNN does a successful job of diagnosing and grading the DR, the activations are not
distinctly able to figure out the lesions. Test runs on ILSVRC using a deep learning CNN
and DVT lead to identification of individual neurons (or at most a small group of neurons
in the later layers of the CNN) responsible for class identification. Thus, activation of such
neurons is a marker of a specific class. With the CNN built in this thesis and running DVT
to look into activation produced by images of DiaRetDB1, such isolation of neurons could
not be made. The end layers of the CNN show activation which are highly co-related to
the lesion masks but the neurons activating are not unique across the datasets. This in turn
limits the utilization of the activation maps generated by the DVT. Also due the to the way
the CNN was designed and trained, combined with the fact that the difference between the
contiguous DR classes is not very high (such as small differences between fundus images
falling into No DR and Mild DR), per-unit visualizations could not be generated using the
DVT. This in turn limits the utilization of all the features available in the DVT.

8.3 Future work

Further improvement of the CNN, measured as the κ score, on the eyePACS dataset re-
mains an open question and can be achieved with modifications and enhancements to the
CNN as well as utilizing proper, more robust data pre-processing to manage the skew in
the class distribution. Also the CNN can be enhanced to focus on lesion types and lesion
contribution towards the DR grade. At the moment, the CNN is not actively designed to
do such a task.

The DVT activation maps are highly correlated but not exact matches to the ground truth
available in DiaRetDB1. The CNN could be modified so as to learn on DiaRetDB1 instead
of on eyePACS and learn to classify lesions instead of grade DR. This in turn could be
the initial part of the CNN which could then grade DR. Such an improved CNN could
then be used in conjugation with DVT to produce activation maps which will potentially
be exact matches of specific lesion types, and contained to either a single neuron or else a
small manageable sub-group of neurons in the later layers of the CNN. An example CNN
to detect lesions and associated learning with respect to proper detection of soft exudates
and microaneurysm is given by Sayamov [104]. The problem of smooth color transitions
(in soft exudates) which most of the CNNs (of 3 × 3 convolutions, as used in the CNN
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in this thesis) cannot capture, since they are more adept at capturing local contrast, is
outlined by Sayamov in his work. Similar underlying issues are resulting in the lower
correlation between the activation maps and the lesion masks (present in DiaRetDB1).
Future research can look into the proposed mechanisms in [101] and improve upon CNNs
to detect DR lesions as well as provide useful activation maps to explain the decisions
made by the CNN with respect to DR diagnosis and grade.
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9 CONCLUSION

Automated DR diagnosis and grading is a relevant need and an imperative to provide
better management of complication arising from long term diabetes. In this work, a
CNN model is presented to diagnose and grade DR in RGB funuds images. A suitable
model from existing CNN architectures for image classification tasks using deep learning
is taken up and tuned for the specific task of DR diagnosis. To further the possible usage
of automated DR diagnosis, a visualization mechanism is tested on the developed CNN
to provide interpretations of the DR grades given by the CNN. Visualizations are able to
produce activation maps which have good degree of correlation with the available expert
annotated lesion masks for a limited number of images.

From the experiments conducted and results achieved, it follows that the CNN can be
enhanced further to provide greater accuracy in the diagnosis and grading of DR. Also,
it is seen that availability of better quality and evenly distributed data into various grades
of DR will aid in improving the CNN. The activation maps generated in the experiments
can be further enhanced by implementing CNNs which would strongly learn the different
types of lesions present in the fundus images. The current system provides good visual
indicators of disease in the image via activation maps, but performs relatively less ac-
curately if individual lesion types are to be marked in the image. In terms of achieving
useful activation maps for individual lesions types, it may be argued that CNNs capable of
better detecting individual lesion types are needed, which then can be brought together to
provide an end result in terms of diagnosis, grade and human-readable (useful in terms of
justifying the decision produced by the CNN) activation maps. Such systems may garner
greater confidence among the end users - both care providers as well as patients.
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Appendix 1. Full panel from DVT for image084 from DiaRetDB1

Figure A1.1. Full panel DVT activation from the last layer of the CNN. The image is graded as
severe DR (grade 3) and the lower left corner in the panel shows the activations contributing to the
grading decision.

Figure A1.2. Full panel DVT activation from the last layer of the CNN. The image is graded as
severe DR (grade 3) and the lower left corner in the panel shows the activations for hemorrhagess.



Appendix 2. Activations for DiaRetDB1 image009

(a) (b)

(c) (d)

(e) (f)

(g) (h)

(i) (j)

Figure A2.1. Image009 with its associated ground truth from DiaRetDB1. (a) original image,
(c) hard exudates , (e) red small dots, (g) hemorrhagess, (i) soft exudates [19], (b) activation on
original image grade - Severe DR (3), (d) hard exudate, (f) red small dots, (h) hemorrhagess, (j)
soft exudates.
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