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Solving a statistical inverse problem requires selecting an appropriate prior distribu-

tion to model the phenomenon in question and using numerical algorithms, like MCMC

methods, to calculate the estimates in practise. Some of the priors are more rarely used

and their practical applicability are not yet fully known. On the other hand, MCMC

methods based on Hamiltonian mechanics are becoming an alternative to adaptive

Metropolis-Hastings methods in complex and high-dimensional distributions. Howe-

ver, a comprehensive comparison of the priors and MCMC methods in high dimensions

has not been made so far. In this thesis, four common random field priors and three

MCMC methods suitable to high-dimensional posterior distributions are tested in the

case of two-dimensional X-ray tomography. We utilise L-BFGS algorithm to calculate

maximum a posteriori estimates and MCMC methods to estimate conditional mean

and variance estimates for the reconstructed object. Out of the priors, Cauchy diffe-

rence prior looks to be the most promising one. The most obvious difference between

Hamiltonian Monte Carlo and Metropolis-Hastings methods is in their calculated va-

riance estimates. The run times of Hamiltonian Monte Carlo methods are rather sensi-

tive to the used step size. It can be that the methods come into their own in nonlinear

problems, in which the component-wise Metropolis-Hastings is ineffective.



TIIVISTELMÄ
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Tilastollisen käänteisongelman ratkaiseminen vaatii tarkoituksenmukaisen priorijakau-

man valitsemista ja sopivien numeeristen työkalujen, kuten MCMC-menetelmien, käyt-

tämistä. Kaikkien priorien käyttökelpoisuutta erilaisissa tilanteissa ei vielä täysin tun-

neta. Toisaalta Hamiltonin mekaniikkaan perustuvat MCMC-menetelmät ovat mielen-

kiintoinen vaihtoehto adaptiivisille Metropolis-Hastings -algoritmeille erityisesti mo-

nimutkaisten korkeaulotteisten jakaumien tapauksessa. Kattavaa vertailua prioreis-

ta ja MCMC-algoritmeista juuri korkeissa ulottuvuuksissa ei ole kuitenkaan tehty.

Tässä diplomityössä vertaillaan neljää yleistä satunnaiskenttäprioria ja kolmea MCMC-

menetelmää tavanomaisessa röntgentomografiassa. Työssä käytetään L-BFGS-algoritmia

MAP-estimaattien ja MCMC-menetelmiä CM- sekä varianssiestimaattien laskemiseen.

Testatuista prioreista Cauchyn differenssipriori vaikuttaa lupaavimmalta. Näkyvin ero

Hamiltonin Monte Carlon ja Metropolis-Hastingsin välillä on niiden laskemissa va-

rianssiestimaateissa. Hamiltonin Monte Carlo -menetelmien ajoajat riippuvat paljon

käytetystä askelkoosta. Voi olla, että menetelmät pääsevät paremmin oikeuksiinsa e-

pälineaarisissa ongelmissa, joissa komponenttikohtainen Metropolis-Hastings -algoritmi

toimii huonosti.
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List of symbols and abbreviations

〈·, ·〉 Inner product in a function space
| · | Determinant of a matrix
b·c Floor function
d·e Ceil function
⊗ Tensor or Kronecker product
⊕ Direct sum
∧ Wedge product
∪ Union
∩ Intersection
~ Convolution

A, B Wavelet coefficient matrices
B Borel σ-algebra
Bs
p,q Besov space

D Finite difference matrix
dS Path integral
E Expectation value
G Forward mapping between vector spaces
G Metric tensor
F Fourier transform operator
H Hamilton’s function
H Auxiliary matrix depending on a metric tensor
I Fisher information matrix
I Identity matrix
K Transition kernel
M Manifold
N Gaussian probability density
P Probability measure
P Power set
p Momentum vector
Q Covariance matrix
q Transition density
R Real number
R Radon transform operator
Ran Range
T Torus
TM Tangent bundle
T ∗M Cotangent bundle
V Variance
W Discrete wavelet transform matrix
X Random variable
x Vector
Z Set of states or trajectory lengths in Hamiltonian Monte Carlo



α Regularisation parameter
Γ Christoffel symbol
δ(·) Dirac delta function
ε Step size in Hamiltonian Monte Carlo
η Singular value
θ Tautological one-form
θ Radian angle
π Probability density function
ρ Argument of a Radon transformed function
Σ σ-algebra
σ2 Variance
τ Target acceptance ratio
φ Father wavelet
χ Indicator function
ψ Mother wavelet
Ω Set of outcomes
ω Symplectic two-form

AM Adaptive Metropolis-Hastings
BFGS Broyden-Fletcher-Goldfarb-Shanno
CM Conditional Mean
CDF Cumulative Distribution Function
CWT Continuous Wavelet Transform
DA Dual Averaging
DWT Discrete Wavelet Transform
DRAM Delayed Rejection Adaptive Metropolis
eHMC Empirical Hamiltonian Monte Carlo
ESS Effective Sample Size
FBP Filtered Back Projection
FFT Fast Fourier Transform
FWT Fast Wavelet Transform
HMC Hamiltonian Monte Carlo
L-BFGS Limited-memory Broyden-Fletcher-Goldfarb-Shanno
MAP Maximum a Posteriori
MCMC Markov Chain Monte Carlo
MRA Multiresolution Analysis
MwG Metropolis-within-Gibbs
NUTS No-U-Turn Sampler
RAM Robust Adaptive Metropolis
RM-HMC Riemannian Manifold Hamiltonian Monte Carlo
RMLMC Riemannian Manifold Lagrangian Monte Carlo
RWM Random Walk Metropolis
SCAM Single Component Adaptive Metropolis
SVD Singular Value Decomposition
PDF Probability Density Function
TV Total Variation
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1 INTRODUCTION

In the field of applied mathematics, inverse problems can be described as a class of

problems, whose solution cannot be directly obtained, unlike the solutions of forward

or direct problems. Therefore inverse problems are in general much harder to solve

than direct ones. Solving an inverse problem can be done in various ways depending

on nature of the problem in question. One rather flexible approach to seek solutions

for them is to adopt a statistical viewpoint and thus apply statistical methods. In

practise, this means that the unknown parameters of problem are assumed to follow

certain probability distributions. Then one can calculate various point-estimates for

the values of the unknown parameters. However, actually calculating the estimates is

very challenging and requires using sophisticated numerical algorithms, if number of

the parameters is high.

The inverse problem of this thesis is to reconstruct a two-dimensional object out of its

multiple one-dimensional projections, so the problem is a classical example of tomogra-

phy. Tomography is a method of imaging an object’s structure from multiple different

measurements (Aster et al., 2005). By the vague term different is usually meant some

kind of spatial, angular or temporal variation within the measurements. One meaning

of the Greek word tomo is slice, which underlines the nature of X-ray tomography.

However, X-ray tomography itself is not the core of the thesis. Rather, the main focus

of the thesis is to utilise Hamiltonian Monte Carlo and adaptive Metropolis-Hastings

algorithms along with optimisation methods to calculate various point estimates for the

unknown pixel values in the simulated X-ray tomography with different priors. That

is because X-ray tomography offers an all-round way to benchmark statistical inverse

methods in a high-dimensional inverse problem. X-ray measurement scenarios are var-

ied from the dense wide angle tomography to the sparse limited angle tomography.

Moreover, four different prior distributions on the unknown densities, are tested.

1.1 Structure of the thesis

In Chapter 2 of the thesis, a brief overview to linear inverse problems is presented. The

same chapter contains also necessary statistical theory to justify the usage of statis-

tical approach to solve inverse problems. Then the theoretical background of MCMC

methods and the utilised algorithms themselves, such as Hamiltonian Monte Carlo and

Adaptive Metropolis-Hastings, are introduced. Finally, optimisation methods applica-

ble to high-dimensional objective functions are presented.
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Chapter 3 contains facts of the probability distributions, which are used at the nu-

merical X-ray reconstruction experiments of the thesis. Chapter 4 is allocated for the

numerical experiments. At first, the main principle of X-ray tomography is introduced.

Moreover, Radon transform and its discrete counterparts are outlined, since it is a fun-

damental method for simulating X-ray tomography measurements. Finally, the results

of the numerical experiments are presented and commented. Because the number of all

possible combinations of simulated image sizes, noise levels, X-ray scan angles and nu-

merical methods is high, only part of the total experiments are demonstrated. Chapter

5 contains suggestions for further improvements and research regarding the methods

and concludes the thesis. The last two chapters are reserved for references and appen-

dices, in which the pseudo-codes of algorithms used in the numerical experiments are

collected.
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2 STATISTICAL INVERSE PROBLEMS

2.1 Bayes’ theorem

The core of this thesis is to apply different numerical algorithms to calculate point

estimates for distributions based on the Bayes’ theorem or rule. In short, one can cal-

culate posterior probability of a discrete event by Bayes’ theorem, if prior probability,

likelihood and evidence are known.

Definition 2.1 (Bayes’ theorem for discrete distributions). Let (Ω,Σ,P) be a prob-

ability space, so that Ω is a countable sample space, Σ is an event space and P is

a probability measure. Assume that E,F, F |E,E|F ∈ Σ and P(F ) > 0. Then the

conditional probability P(E|F ) is

P(E|F ) =
P(F |E)P(E)

P(F )
. (1)

P(E|F ) is the posterior probability of an event E conditioned on an event F . In other

words, the Bayes’ theorem evaluates the probability of a given event E, providing that

the event F has been realised. The conditional probability P(F |E) is the likelihood of

the event F given by the event E. P(E) is the prior probability of x, which is naturally

unconditioned. Finally, P(F ) is known as the evidence and it normalises the posterior

probability. Evidence is also called as a marginal likelihood, because it is calculated

by the total law of probability.

Definition 2.2 (Total law of probability). Total, or marginal, probability P(F ) of an

event F , is the sum

P(F ) =
∑
i

P(F |Ei)P(Ei), (2)

assuming that events Ei partition the sample space Ω.

If the experiments have uncountably infinite number of possible outcomes, then the

Bayes’ theorem must be expressed via the conditional densities of random variables X

and Y .

Definition 2.3 (Bayes’ theorem for continuous distributions). Let X and Y be random

variables. Then the posterior probability density with values (X = x ∈ Rn, Y = y ∈ Rm)

is

πpost(X = x|Y = y) = πpost(x|y) =
h(y|x)πpr(x)

e(y)
=

h(y|x)πpr(x)∫
h(y|x)πpr(x)dx

. (3)
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πpost(x|y) is the posterior probability density. Term h(y|x) is likelihood, πpr is the prior

probability density and e(y) refers to evidence in Equation (3).

Bayes’ theorem is in a very central role at statistics in general, and in statistical inverse

problems. If the probabilities are discrete, the rule can be used to do statistical inference

using existing knowledge of conditional and prior probabilities. On the other hand,

the continuous Bayes’ theorem is usually applied to calculate certain point estimates,

which include maximum likelihood (ML), maximum a posteriori (MAP), component-

wise posterior median, conditional covariance or conditional mean (CM) estimates.

Maximum likelihood estimate xML is given my maximising the likelihood h:

xML = arg max
x

h(y|x)∫
h(y|x)dx

= arg max
x

h(y|x). (4)

MAP-estimate xMAP is a result of maximising the posterior density:

xMAP = arg max
x

h(y|x)πpr(x)∫
h(y|x)πpr(x)dx

= arg max
x

h(y|x)πpr(x). (5)

Conditional mean estimate xCM is:

xCM = E
[
πpost(x|y)

]
=

∫
xh(y|x)πpr(x)dx∫
h(y|x)πpr(x)dx

=

∫
xh(y|x)πpr(x)dx. (6)

Conditional covariance of x by given y can be expressed in a matrix form (Kaipio and

Somersalo, 2005):

cov(x|y) =

∫
πpost(x|y)(x− xCM)(x− xCM)Tdx. (7)

Numerical ML- and MAP-estimates are found by optimisation techniques and while

the target functions can be non-convex and thus non-trivial in practise, conditional

covariance and mean estimates are much more demanding to calculate in general. Cal-

culating CM-estimates utilises usually Markov Chain Monte Carlo methods (MCMC).

The focus of the thesis is in MCMC methods.

2.2 Short introduction to inverse and ill-posed problems

In general, an inverse problem can be expressed via a forward mapping between two

separable Hilbert spaces (Roininen et al., 2014), so that

z = H(f) + ξ, f ∈ C0(U), z ∈ Rm. (8)
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In Equation (8), C0(U) means the space of continuous functions in some domain U .

z means a measurement or some other observation vector, which is known. H is an

operator which maps the unknown function f , that we are interested to solve, to Rm. ξ

denotes a random vector and it is often assumed to be uncorrelated Gaussian random

vector, in which case ξ ∼ N (0,σ2Im×m). However, when the inverse problem is solved in

practise by numerical means, the unknown function u is always discretised into a finite-

dimensional basis. Therefore, from now on, we assume that the unknown function f

is discretised into a vector w ∈ Rn and G is a discretised version of H, i.e. a mapping

G : Rn → Rm. The level of difficulty of an inverse problem depends heavily on the

characteristics of the forward mapping. According to Jacques Hadamard’s definitions,

there are three cases, which each of them renders the inverse problem ill-posed (Jia

and Yang, 2018).

1. Solution does not exist. Then G is not surjective: ∃z ∈ Rm : z 6∈ Ran(G).

2. Solution is not unique, which means that operator G is not injective. More

rigorously, ∃w1, w2 ∈ Rn : w1 6= w2,G(w1) = G(w2).

3. An inverse of G exists, but it does not depend continuously on z. A small per-

turbation on z leads to great perturbation on w.

Furthermore, if the discrete forward mapping is a matrix G of dimension Rm×n, there

exist the following rules for surjectivity and injectivity:

1. If rank(G) = m ≤ n, then the matrix is surjective - a system is under-determined

and there can be zero or infinite number of solutions.

2. If rank(G) = n ≤ m, then the matrix is injective - a system is over-determined

and there can be zero, one or infinite number of solutions.

3. If rank(G) = m = n, then the matrix is bijective, i.e. it maps values between the

domain and co-domain in a one-to-one manner. If |G| 6= 0, then there is a unique

solution. Otherwise there are zero or infinite number of solutions.

Ill-posed problems can be classified into mildly, moderately and severely ill-posed sub-

classes. Again, if the discrete forward mapping is a matrix, the degree of ill-posedness

is determined by the decaying rate of the singular values of the matrix. There is a rich

theory about functional analysis and compact operators related to the singular value

decomposition, so only the very basic idea of it is presented here (Renaut et al., 2019).
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Definition 2.4 (Singular value decomposition (SVD) of a matrix G between vector

spaces w ∈ Rn and z ∈ Rm).

Gw =

rank(G)∑
i=0

ηiui(w · vi)

GT z =

rank(G)∑
i=0

ηivi(z · ui)
(9)

In Equation (9), ui and vi refer to left and right singular vectors of G, GT to the adjoint

of G and ηi to the singular values of G (Renaut et al., 2019). The quality ill-posedness

if said to be (Renaut et al., 2019; Jia and Yang, 2018)

� Mild, if ηk ∼ k−a, 1
2
< a ≤ 1

� Moderate, if ηk ∼ k−a, a > 1

� Severe, if the decaying order is worse than polynomial, e.g. ηk ∼ b−k, b > 1.

The ill-posedness is in fact a result of small singular values of the matrix. If one tries

to invert the matrix G, one might get an approximation G−1 ≈∑i η
−1
i viu

T
i by utilising

orthonormality of the singular vectors. Therefore, small singular values ensure that if

the measurement vector z contains noise ξ, it will be amplified at inverting and the

inverse estimates become perturbed.

There are various ways to handle the ill-posedness of the problem. The statistical

methods rely on the Bayes’ theorem introduced previously. If it is assumed that Equa-

tion (8) gives solution to a finite-dimensional direct problem of calculating z by given

w, then the posterior probability density of the parameter w conditioned on a mea-

surement z is given by Equation (3), if x is replaced with w and y by z. Fundamental

part of solving a statistical inverse problem is to choose distributions for likelihood h

and prior πpr. Selection of likelihood distribution is usually more or less clear, since

the likelihood is often a function of the norm of the residual ||G(w) − z||`p . In other

words, the likelihood is somehow related to measurement plausibility, which is nearly

always assumed to be independently and identically distributed. Prior distribution πpr

is in turn much harder to select and very crucial. The prior should reflect somehow the

nature of the variable w, which one is trying to estimate. Sometimes the prior itself is

expressed as a certain distribution with unknown parameters, which follow hyperprior

distributions. Each hyperprior’s distribution parameters can be set to have also un-

fixed parameters. This type of priors are said to be hierarchical priors (Schmid et al.,
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2009).

Once the distributions are known or otherwise selected, various estimates themselves

can be obtained. Since the inverse problems can be under-determined, MAP- and CM-

estimates are more applicable than ML-estimates, which are useful in over-determined

cases.

2.3 Fundamentals of probability theory

Modern probability theory is based on probability spaces, which in turn are based on

measure theory and calculus. A short look at probability spaces is hereby introduced

based on Lo (2017), although some notions relating to it was already shortly used in

Section 2.1. For instance, σ-algebras are needed in the theory of MCMC transition

kernels, which are introduced later in this thesis.

Definition 2.5 (Probability space). Triplet (Ω,Σ,P) is called as a probability space, if

Ω is a sample space, Σ is σ-algebra of events and P a probability measure.

Sample space can be discrete or continuous, finite or infinite and countable or uncount-

able. Classical examples of discrete and finite sample spaces are the outcomes of coin

and dice toss. Events of the probability space belong to σ-algebras (Lo, 2017; Roussas,

2013).

Definition 2.6 (σ-algebra). σ-algebra Σ is a collection of subsets of the sample space

(or more generally, any set), which fulfils the properties

� ∅ ∈ Σ

� If E ∈ Σ, Ec ∈ Σ

� If E0, E1, E2 · · · ∈ Σ, ∪∞i=0 Ei ∈ Σ.

Definition 2.7 (Probability measure). Function P : E ∈ Σ → [0,1] , is a probability

measure, if

� P(∅) = 0 and P(Ω) = 1

� ∀E ∈ Σ, P(E) >= 0

� ∀E0, E1, E2... ∈ Σ, ∀(a 6= b), Ea ∩ Eb = ∅, =⇒ P(∪∞i=0Ei) =
∑∞

i=0 P(Ei).
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An event is a set of possible outcomes of an experiment. The outcomes of experiments

can be mathematically very different objects, varying from Boolean outcomes to man-

ifolds, for instance. However, all the events must form a family of sets fulfilling the

properties of a σ-algebra, which makes it unambiguous to assign probabilities to the

events. One of the most important σ-algebras is the Borel σ-algebra B(R). By its

definition, it is the smallest σ-algebra of open sets at the real line. For example, gen-

eration of the smallest σ-algebra by a given family of sets A is denoted by σ(A). B(R)

is the most commonly used σ-algebra at continuous sample spaces. The corresponding

probability measure is Lebesgue measure, which is the length measure in R and the

area measure in R2, for example. In discrete sample spaces, a natural choice to the

σ-algebra might be the power set P(Ω). However, thanks to random variables, it is

easy to see why power set is not practical or even admissible always. In those cases,

σ-algebra can be induced by a random variable (Shiryaev and Chibisov, 2016; Bierens,

2012).

Definition 2.8 (Random variable). Function X : ω ∈ Ω → Rm is a random variable

between measurable spaces (Ω1,Σ1) and (Ω2,Σ2), if

∀A ∈ Σ2, {ω|X(ω) ∈ A} ∈ Σ1.

For instance, if the sample space Ω is {−1,1,2} and the random variable is X(ω2) = ω2,

i.e. a function from (Ω,Σ1,P1) to (R,Σ2,P2). Then the image of the random variable is

{1,4}. The power set of the Ω is not always the interesting selection as the Σ1, since

there exists a smaller σ-algebra, which does not contain the elements {−1},{1} and

their complements. By this way, one does not need to define probabilities for events

{−1} and {1}. After all, one wants that ∀E ∈ Σ2, P2(E) = P1

(
X−1(E)

)
(Lo, 2017).

It is possible to define probability mass function (PMF) for discrete distributions

and Cumulative distribution function (CDF) for continuous distributions (Lo, 2017;

Shiryaev and Chibisov, 2016).

Definition 2.9 (Probability mass function). Function fX of a discrete random variable

X is a PMF, if fX(a) = P(X = a).

Definition 2.10 (Cumulative distribution function). Function FX of a continuous

random variable X is a CDF, if FX(a) = P(ω|X(ω) ≤ a), or

F (x) =

∫ x

−∞
dP. (10)

According to Radon-Nikodym theorem, a probability density function (PDF) for a
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continuous random variable exists, if the probability measure P is absolutely continuous

with respect to Lebesgue measure µ, i.e. P� µ (µ(A) = 0 =⇒ P(A) = 0) (Sokhadze

et al., 2011). Then there is a function π, which is the Radon-Nikodym derivative of P,

or the probability density function, and thus dP
dµ

= π. This can be expressed in various

equivalent ways (Rana and Society, 2002):

F (x) =

∫ x

−∞
dP =

∫ x

−∞
P(dx) =

∫ x

−∞
π(x)dµ(x) =

∫ x

−∞
π(x)dx. (11)

In practise, these facts mean that if a CDF has a discontinuity at any point, the

distribution does not have a PDF, respectively. Nevertheless, one might be able to

use mixture distributions for distributions, which have properties of both discrete and

continuous distributions. It is common that a probability density function is multidi-

mensional and then it is possible to form marginal densities, which are just PDFs with

certain variables integrated away. For example, if the variable px1 is marginalised out

from a joint distribution π(x1,x2), one gets:

pX2(x2) =

∫
π(x1,x2)dx1. (12)

For instance, the denominator in the Bayes’ theorem is calculated via marginalisation.

2.3.1 Statistics and distribution transformations

The distributions themselves are barely never used just alone. Namely, there are several

statistics, which are used to describe shape of the distributions of random variables.

They are usually real numbers, so they are handy when comparing distributions to

each other. However, in statistical inverse problems, only a few of them are actually

applied.

The most important statistic is perhaps the expectation value of a random variable,

which is defined to be

E(X) =

∫
xP(dx) =

∫
xπ(x)dx (13)

for random variables with probability density function and

E(X) =
∑
j

xjP(xj) (14)

for discrete distributions. Expectation value is called also as mean. Median is defined
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for one-dimensional distributions:

med(X) = b :

∫ b

−∞
P(dx) ≤ 1

2
. (15)

Median is very useful in signal processing, as it belongs to class to robust statistics

(Lerasle, 2019). Algebraic moments µ′n are expectation values of natural powers of a

random variable (Walck, 1996):

µ′n = E(Xn) =

∫
xnP(dx). (16)

Central moments µn are expectation values of natural powers of difference between

random variable and its mean:

µn = E
((
X − E(X)

)n)
=

∫ (
x− µ0)

)n P(dx). (17)

The µ2 = V(X) is called variance of a random variable, while its square root is stan-

dard deviation. A function Skew(X) = µ3

µ
3/2
2

of the second and the third moments

mean skewness of a distribution. It measures a degree of asymmetry of a distribution.

A function Kurt(X) = µ4
µ22
− 3 is known as kurtosis. It indicates, how much weight

the tails of a distribution have (Walck, 1996). A notion kurtosis as a peakedness of

distribution is considered obsolete (Westfall, 2014). Leptokurtic distributions have

Kurt(X) > 0, mesokurtic have Kurt(X) ≈ 0 and for platykurtic, Kurt(X) < 0. The

fifth order moment is sometimes called hyperskewness and the sixth has been named

as hypertailedness, but they are very rarely used. One thing to note, is that there

are distributions which do not have finite moments above certain order, which may

complicate usage of numerical methods, for instance. A characteristic function cX is

one type of a distribution transformation. It is the Fourier transform of a probability

density function or the probability mass function:

cX(r) = E
(
eirX

)
=

∫
eirxπ(x)dx,

cX(r) =
∑
j

eirxjP(xj).
(18)

A moment generating function mX is similar to the characteristic function:

mX(r) = E
(
erX
)

=

∫
erxπ(x)dx. (19)

It is used in alike fashion as the characteristic function and it has rather similar prop-

erties, but the moment generating function does not always exist. This can happen, if

the PDF has not finite moments, for instance. A probability generating function gX is
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used for discrete random variables and defined as

gX(r) =
∑
j

rxjP(xj). (20)

It is a powerful tool for discrete stochastic processes. All transformations have property

that a transformed function of the sum of two random variables is the product of their

individual transformed functions (Korn and Korn, 2013). For more information of the

transformations, please look for reference Lo (2018).

2.3.2 Common distributions

Uniform distribution

Probability density function of a one-dimensional uniform distribution is

π(x) ∼ Unif[a,b](x) =

{
1
a−b , x ∈ [a,b]

0, x /∈ [a,b].
(21)

In Equation (21) a is the start point of the distribution’s support and b its end-

point. If the uniform distribution is used as a prior, it is usually then weakly or

even uninformative, since it might not give any extra information regarding the ran-

dom variable in addition to a likelihood. It rather works as a range limiter of the

components of a multidimensional random vector.

Gaussian distribution

The Gaussian, or normal distribution, is a widely used probability distribution at

the whole field of statistical sciences. Probability density function of a d-dimensional

multivariate normal distribution of is

π(x) ∼ N (µ,Q) =
1√

(2π)d|Q|
exp

(
−1

2
(x− µ)TQ−1(x− µ)

)
, (22)

where covariance is denoted by Q and mean µ. In inverse problems, Gaussian distri-

bution is a common selection as a prior distribution, especially, if there is no better

knowledge of the unknowns available. Another reason for the good applicability of

Gaussian distribution is the fact that it is possible to alter and utilise its properties in

an analytical form without great efforts. For example, using Gaussian distribution as

a prior is beneficial, if the likelihood is Gaussian, since the product of two Gaussian

probability density distributions is also Gaussian. In that case, the posterior it is easy

to calculate the posterior covariance as well. Furthermore, the conditional mean and
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the maximum a posteriori estimates of a Gaussian distribution are the same. Gaussian

distribution is also the key concept of the central limit theorem: sample average of iden-

tically and independently distributed random variables with mean µ and variance σ2

converges in probability to the Gaussian distribution with the same parameters. That

is why the Gaussian distribution can be used to approximate another distributions,

which is often the case in the transition kernels of MCMC methods.

Exponential and Laplace distributions

Univariate exponential distribution’s PDF is

π(x) = a exp(−ax) (23)

and univariate symmetric Laplace distribution’s PDF is

π(x) =
1

2a
exp

(
−|x− µ|

a

)
. (24)

In addition to that, a general symmetric multidimensional Laplace distribution’s prob-

ability density function is

π(x) =
2

(2π)d/2|Q|1/2

(
xTQ−1x

2

) 2−d
2

Kν(
√

xTQ−1x), (25)

where Kν(·) is the modified Bessel-function of the second kind. Laplace distribution is

a good example of a leptokurtic distribution.

Cauchy distribution

Cauchy distribution’s probability density function is

π(x) =
1

πa
(

1 +
(
x−µ
a

)2
) . (26)

Cauchy distribution has no mean and no higher moments either. Its median is param-

eterised by µ in Equation (26). The parameter a is a scaling parameter, which tunes

the ratio of the width of the distribution’s greatest density and its tails weight.

Although not particularly related to the Cauchy distribution only, it is worth of men-

tioning that Cauchy and Gaussian distributions are both part of α-stable distributions.

In addition to them, only few α-stable distributions have an explicit PDF, since a gen-

eral α-stable distribution is defined by its characteristic function. Stable distributions

are parameterised by four variables α ∈ (0,2], βı[−1,1], γ ∈ (0,∞) and δ ∈ (−∞,∞)
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(Nolan, 2018), which alter the shape of the distribution. To generate α-stable random

variables and approximate the densities, see Chambers et al. (1976) and Crisanto-Neto

et al. (2018).

Poisson distribution

Poisson distribution is a discrete probability distribution. It is commonly applied in

various stochastic processes. The probability mass function of Poisson distribution is

P(k) =
µke−µ

k!
, (27)

where µ > 0 is the intensity, or mean, of the distribution.

2.4 Markov Chain Monte Carlo methods

MCMC is an abbreviation of Markov Chain Monte Carlo. Markov Chain is a sequence

of random variables {x0, x1, . . . xn}, where each state xk+1 of the chain depends only

on the previous one (Gilks et al., 1995). In other words, the random variables follow

conditional distributions xk+1 ∼ π(xk+1|xk). Monte Carlo part of the MCMC means

roughly speaking that the states are sampled by Monte Carlo, or random sampling,

methods: the main idea of MCMC methods is to generate samples from given proba-

bility distributions.

One reason why MCMC methods are used in inverse problems is related to numeri-

cal integration. A computationally difficult thing with normal numerical integration

methods is that one has to deal with n = md function evaluations with them, if each

axis of a d-dimensional space is discretised in m grid points. For instance, the inte-

gration error of midpoint rule is approximately n
−2
d , where n means again the number

of function evaluations (Monahan et al., 2001). Thus, the basic numerical integration

methods suffer drastically from the curse of dimensionality. Depending on the function

to be evaluated, normal numerical integration methods work well in dimensions less

than 3-6. However, in Monte Carlo integration, the integration error is proportional

to the inverse square of number samples used in the integration, (1/
√
n), which does

not depend on the dimension of the sample space (Monahan et al., 2001). This makes

Monte Carlo methods the only practical way to calculate high-dimensional integrals

numerically.

Monte Carlo integration is based on the ergodic average of random variables (Kaipio

and Somersalo, 2005). It means that if one wants to calculate an integral of a function f
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with respect to a probability measure P, which is π(x) for continuous distributions, then

the integral can be approximated by generating a sequence of samples {x1, x2, . . . xn},
which should be as identically and independently as possible follow the distribution P,

and calculating the average of function f values by those samples.∫
Rm

f(x)P(dx) =

∫
Rm

f(x)π(x)dx ≈ 1

n

n∑
i=1

f(xi). (28)

The generated samples can be used to calculate other point-estimates, confidence in-

tervals and marginal probabilities as well.

2.4.1 Properties of MCMC methods

A very fundamental part of any MCMC method is a transition kernel, which is in

practise the conditional probability distribution to generate a new state out of the

previous one K(xi,Ai+i) (Kaipio and Somersalo, 2005):

Definition 2.11 (Transition kernel). A mapping

K(y,C) : Rm × Bm → [0,1]

is a transition kernel, if

� for every fixed y ∈ Rm, K(y,C) is a probability measure, and

� for every fixed C ∈ Bm, K(y,C) is a measurable function.

Probability measure condition means that the kernel gives a probability for moving

from a initial point y to a certain subset C out of all possible states. Measurability

property is on the other hand a necessary condition so that the kernel is unambiguous.

The explicit form of the kernel dictates, how well the MCMC method works. It is very

important that an invariant measure of a transition kernel is the distribution from

which the MCMC is sampling (Gilks et al., 1995; Kaipio and Somersalo, 2005). Then

the kernel does not alter the probabilities of sets C ∈ Bm given by P(C) by any way.

Definition 2.12 (Invariant measure). A transition kernel K has invariant measure

P(x), if

PK(C) =

∫
K(x,C)P(dx) = P(C). (29)
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If the state space is discrete, the transition kernel is called a transition matrix instead,

and the probability mass measure P is the invariant distribution, if

P(y) =
∑
x

Kx,yP(x). (30)

One handy way to guarantee that a kernel has the desired invariant distribution is to

design kernel which fulfils either balance equation for all measurable sets C and D,∫
C

K(x,D)P(dx) =

∫
D

K(x,C)P(dx) (31)

or detailed balance equation (Kujala, 2000; Tierney, 1997; Kaipio and Somersalo, 2005)

of transition densities

K(x,dy)P(dx) = K(y,dx)P(dy). (32)

Detailed balance is not necessary condition for invariant measure to hold, but most of

the practical MCMC methods are designed to obey it thanks to its simplicity. A chain,

which fulfils the detailed balance is also said to be time reversible.

The second important notion in MCMC theory is irreducibility (Kaipio and Somersalo,

2005; Gilks et al., 1995).

Definition 2.13 (Irreducibility). If transition kernels are applied sequentially so that

Kn(x,C) =

∫
K(y,C)Kn−1(x,dy) (33)

then the kernel K is P-irreducible, if

P(C) > 0 =⇒ Kn(x,C) > 0 (34)

for some n ∈ N∗ and for all x ∈ Rm and for all C ∈ Bm.

A chain generated by P-irreducible kernel is called shortly irreducible. Irreducibility

is very useful property, since in a ideal case, the MCMC method should be able to

generate samples from any set with non-zero probability measure. However, in some

cases the true irreducibility might need unpractical number of samples to be generated.

Recurrence is related to probability of hitting certain set in an infinite chain (Gilks et

al., 1995).

Definition 2.14 (Recurrence). A P-irreducible chain of samples {x0, x1, x2 . . . x∞}
with an initial sample x0 is recurrent, if for all C whose probability measure P(C) is
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greater than zero,

Prob


 ∞∑

i=1

χ(xi ∈ C)

 =∞

 > 0,with all x0

Prob


 ∞∑

i=1

χ(xi ∈ C)

 =∞

 = 1,with P-almost all x0,

and Harris recurrent, if for all C whose probability measure P(C) is greater than zero,

Prob


 ∞∑

i=1

χ(xi ∈ C)

 =∞

 = 1,with all x0.

Furthermore, it is necessary that the kernel is aperiodic, which is opposite of being

periodic (Kaipio and Somersalo, 2005).

Definition 2.15 (Periodicity). A transition kernel K is periodic, if there is a family

of disjoint sets {C1, C2, . . . Cp}, so that for some integer p ≥ 2, for all i ∈ {1,2, . . . p}
and for all points x ∈ Ci,

K

(
x,Ci+1(mod(p))

)
= 1. (35)

If a transition kernel was periodic, then the samples generated by it might be biased

in a certain sense, since the disjoint sets might have non-equal probability measures.

If a chain is aperiodic, positive recurrent and its invariant distribution is the target

distribution, the chain is aperiodic (Gilks et al., 1995). Then the approximation in

Equation (28) will be an equation with infinite generated samples with probability

1. Finally, a chain is Harris ergodic, if the chain is aperiodic, Harris recurrent and

irreducible (Jones, 2004). Generating Harris ergodic chains is more or less the ultimate

target of MCMC samplers.

2.4.2 Metropolis-Hastings methods

Undoubtedly one of the most common MCMC methods is the Metropolis-Hastings al-

gorithm (Algorithm 4 in Appendix B), which was proposed by Metropolis et al. (1953).

It is kept as the first real MCMC method as well, since non-Markov Chain Monte Carlo

methods, such as rejection sampling, have older history (Robert and Casella, 2011).

Metropolis-Hastings methods utilise some proposal distribution q to generate new sam-

ple candidates and that is why it is also known as candidate-generating kernel (Kaipio
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and Somersalo, 2005). For continuous distributions, it is just the probability density of

moving from x to y, so K(x,dy) =
∫
C
q(y|x)dy. A very crucial part of the algorithm is

the accept-reject step, in which the proposed state x∗ is accepted with the probability

a = min

(
1,
π(x∗)q(xi−1|x∗)
π(xi−1)q(x∗|xi−1)

)
. (36)

This guarantees that the algorithm fulfils detailed balance.

If the proposal distribution q is symmetric, then the ratio q(xi−1|x∗)
q(x∗|xi−1)

= 1 and the al-

gorithm is called shortly Metropolis algorithm. An extremely common selection as

the proposal distribution is a Gaussian distribution, which is centred at the previous

sample and which has a covariance Q:

q(·|xi−1) ∼ N (xi−1,Q) . (37)

This kind of proposal distribution causes the adjacent samples in the chain to have

correlation between each other and that is why methods with candidate-generating

kernels centred at the previous sample are called Random Walk Metropolis (RWM)

methods. Gaussian distribution is a practical selection because it is easy to generate

samples from multivariate correlated normal distribution of certain covariance by ap-

plying Cholesky decomposition. Still, non-Gaussian proposal distributions are utilised

sometimes. In theory, any kind of distribution is suitable as long as the overall transi-

tion kernel satisfies the properties mentioned in Section 2.4.1. For example, if the target

distribution is heavy-tailed, Cauchy distribution might be used to generate proposals

(Sherlock et al., 2010). It improves convergence of sample chains of heavy tailed target

distributions when compared to Gaussian proposal distributions. More exotic example

of candidate-generating kernels are Bactrian camel kernels, which are mixtures of some

simple distributions (Yang and Rodŕıguez, 2013). However, usually it is not worth of

looking for the best possible family of proposal distribution, but to stick to Gaussian

distribution and tune its covariance so that mixing is improved.

Each sample in the MCMC chain is in general a d-dimensional vector and the proposal

distribution usually proposes a new sample so that all components of the vector get

new values. In high dimensions, the proposal distribution might explore the target

distribution ineffectively, because very small changes have to be proposed for the com-

ponent values. If the changes were big, new samples would not be accepted at all. In

fact, a heuristically good acceptance ratio for proposals is around 0.234 in case of Gaus-

sian candidate-generating kernel (Bédard, 2008). One way to tackle the problem is to

sample from component-wise conditional distributions by either Gibbs or Metropolis-

within-Gibbs (MwG) sampling. Metropolis-within-Gibbs (component-wise Metropolis)
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is a generalisation of Gibbs sampling. In the traditional Gibbs sampling, one generates

samples from each component’s conditional distribution, for instance with the help

of inverse-CDF method, and always accepts the new value of each component (Kaipio

and Somersalo, 2005). In some cases, Gibbs sampling is not doable, so component-wise

Metropolis sampling is used instead. Thanks to component-wise proposals, MwG is

able to generate chains with greater variation of values between adjacent samples.

2.4.3 Adaptive Metropolis-Hastings methods

Finding a good proposal distribution or the parameters of a specific proposal distribu-

tion of a Random walk Metropolis-Hastings kernel is rather critical for computational

reasons. If most of the proposals are rejected, the proposal distribution is too wide.

Likewise, if nearly all proposals are accepted, it is likely that the proposal distribution

is too narrow and the samples are very near to each other. In both cases, computational

efforts are wasted: although both of the proposal distributions might work theoreti-

cally fine, the total number of samples must be extremely high in order to calculate

bearably plausible point-estimates out of the chain.

In general, adaptive MCMC methods try to adapt the parameters of a proposal dis-

tribution during the chain generation so that the proposal distribution resembles the

target distribution. Adaptive Metropolis-Hastings (AM) (Algorithm 6 in Appendix B)

algorithm uses Gaussian proposal distribution and tries to find a good covariance ma-

trix for new proposals (Haario et al., 2001). AM must be set with an initial covariance

Q0 and it should be selected so that the first generated samples start to differ from each

other. One heuristic way to select Q0 is to calculate the Jacobian matrix at the ini-

tial point and use it as the initial covariance. Adaptive Metropolis-Hastings algorithm

updates the proposal covariance by calculating the covariance of generated samples so

far in the chain and adds a small diagonal matrix εI , where 0 < ε � 1, to it to en-

sure that the final proposal covariance matrix remains positive definite. Gelman et al.

(1995) pointed out that scaling the proposal covariance matrix by kd = 2.382

d
yields a

good compromise between mixing and acceptance ratio. It is possible to update the

covariance recursively, if indexing of the chain is started from 0 and m̄i is the mean of

each component within the chain from 0(th) to i(th) sample (Haario et al., 2001):

Qi+1 =
i+ 1

i
Qi+1

kd
i

+ (im̄i−1m̄
T
i−1 − (i+ 1)m̄im̄

T
i + xix

T
i + εI). (38)

There is also a component-wise variant of AM, which does not update the full covariance

matrix of the proposal distribution, but rather the diagonal part of it. This algorithm,
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Single Component Adaptive Metropolis (SCAM) or Adaptive Metropolis within Gibbs

(AMwG), combines MwG with AM. SCAM is suitable for extremely high-dimensional

problems, providing that evaluating the target distribution density even billions of

times is feasible. Chains generated by MwG or Gibbs sampling may get stuck into

regions of the target distribution which are separated diagonally, if the coordinate axes

are the components of the vector x. It is impossible to Gibbs sampler to adapt to

such situation, but in case of SCAM, one can calculate eigenvectors by PCA of the

total chain so far and use those vectors as new sampling directions for each component

(Haario et al., 2005). That kind of coordinate transformation improves mixing and

helps to avoid the sampler getting stuck. However, if the dimension of the vector

x is large enough, calculating and storing the covariance matrix of a chain becomes

impossible, yet alone computing eigenvectors of it.

SCAM is not the only variation of the AM. There are many other AM-based MCMC

methods as well. Among those variants there are Delayed Rejection Adaptive Metropo-

lis (DRAM) (Haario et al., 2006), which uses a second proposal distribution to suggest

a second candidate sample after rejection; Adaptive Mixture Metropolis (AMM), which

uses mixtures of Gaussians deduced from previous samples (Robert and Casella, 2011);

and Robust Adaptive Metropolis (RAM), which adapts a Cholesky decomposed matrix

of covariance of Gaussian proposal distribution by the shape of target distribution and

desired acceptance ratio atarg (Vihola, 2011). RAM is more suitable for heavy-tailed

distributions, which are difficult to adapt to by the AM method. Another benefit of

RAM is that its proposal covariance matrix Mi is efficient to calculate from the previ-

ous Mi−1, since the operation is basically a rank-one update or downdate, i.e. sum of

the previous matrix and an outer product of vectors (Vihola, 2011).

One must remember that in theory the adaptation shall be halted in some point so

that the criteria for a proper MCMC method are accomplished. But like in the case

of AM, adaptation should diminish gradually during the chain generation, because

the covariance of samples starts to be closer and closer the true covariance of the

target distribution. Sometimes the first half or so of the chain is just removed and

those samples are said to be generated during burn-in period. As a term, burn-in is

not related only to adaptive methods. For example, the first samples of a normal

Metropolis algorithm might be generated during alike burn-in period, if the starting

point x0 was located on a very unlikely region in the support of the target distribution.
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2.4.4 Hamiltonian Monte Carlo methods

The problem of RWM methods is that every candidate sample is generated by a pro-

posal distribution centred at the previous sample. It is nearly impossible to explore

efficiently the whole target distributions by that kind of strategy, particularly high-

dimensional ones. Especially the effective sample size (ESS) of RWM method is poor

in high dimensions. ESS of a generated chain should be as high as possible and it is

(Vehtari et al., 2019)

ESS =
N

1 +
∑∞

i=1 ρi
, (39)

where N is number of generated samples and ρi is lag-i auto-correlation of the chain.

The idea of Hamiltonian or Hybrid Monte Carlo methods (HMC) is very different

compared to RWM MCMC methods and it allows to generate well-mixed samples

with much less iterations than RWM methods. HMC was initially designed for lattice

Quantum Colour Dynamics (Bitar et al., 1989) calculations, which are supremely high-

dimensional problems with tens of millions of variables (Lippert, 1997). That is why

implementing HMC and its recent variations is one of the main interests in this thesis.

The fundamental part of HMC is Hamiltonian mechanics. In Hamiltonian mechanics,

the configuration space is a manifold M, of which points are all possible positions

of the system. In HMC, the configuration space consists of all vectors x ∈ Rd, so

that π(x) > 0. Generally the points of a manifold can be almost anything, providing

that it satisfies the basic properties of a topological manifold: in short, it is locally

homeomorphic to Euclidean space and it is completely separable Hausdorff space (Barp

et al., 2017). Then it is possible to use an atlas, a sufficient collection of coordinate

charts

cP : P ⊆M→ cP (P ) ⊆ Rd

to assign d-dimensional local real coordinates to every manifold point’s neighbourhood

P (Barp et al., 2017).

What is more, the configuration manifold must be smooth so it is feasible to associate

tangent spaces TqM and cotangent spaces T ∗qM onto each point w at the manifold.

The tangent bundle TM is then the disjoint union of tangent spaces and similarly, the

cotangent bundle T ∗M is the disjoint union of cotangent spaces. A point s ∈ TM
might expressed as a tuple with local coordinates

s = (x(w),v(w)) = (x1(w),x2(w), · · ·xd(w), v1(w), v2(w), · · · vd(w)) , w ∈M (40)
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and a point y ∈ T ∗M as

y = (x(w),p(w)) = (x1(w),x2(w), · · ·xd(w), p1(w), p2(w), · · · pd(w)) , w ∈M. (41)

Cotangent bundle is called phase space of the Hamiltonian system and the coordinates

y on it are called canonical coordinates.

The Hamiltonian function is a mapping

H : T ∗M→ R. (42)

Hamiltonian function is generally nothing more than a function, which describes the

dynamics of the system and remains unchanged. In simple cases, the Hamiltonian can

be expressed as a sum of kinetic energy and potential energy, which is indeed the case

in HMC:

H(x,p) =
1

2
pTp− log π(x). (43)

The momentum p has no real meaning in HMC, and it is used just for simulation

purposes, because only the potential function is naturally given as a log-PDF function.

In order to actually utilise the Hamiltonian in sample generation, one needs to find

differential equations to describe dynamics of phase space. For that, one needs to take

exterior derivative of a tautological one-form θ. Tautological one-form is a mapping

from tangent space of the cotangent bundle to reals (Virtanen, 2016):

θx,p : Tx,pT
∗M→ R

θx,p =
∑
i

pidx
i Einstein notation

= pidx
i. (44)

The exterior derivative of θ is the symplectic two-form ω (Virtanen, 2016; Pihajoki,

2009; Barp et al., 2017):

ωx,p : Tx,pT
∗M× Tx,pT ∗M→ R

ω = dθ = dxi ∧ dpi = dxi ⊗ dpi − dpi ⊗ dxi.
(45)

The symplectic two-form gives a symplectic structure to the manifold T ∗M. A sym-

plectic form is closed, so dω = 0 and it conserves the volume of phase space. On

the other hand, it is non-degenerate so the total energy is also conserved (Barp et al.,

2017). That is exactly what is needed to deduce an unique Hamiltonian vector field

XH at the cotangent bundle by setting

ω(XH ,·) = dH(·) (46)
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and neglecting the remaining differentials. Then one gets the Hamilton’s equations

∂H

∂pi
=
dxi

dt

−∂H
∂xi

=
dpi
dt
.

(47)

To solve the Hamiltonian equations, one has to usually utilise a numerical symplectic

integrator, which preserves the symplectic structure, which is not the case with nor-

mal ODE methods, such as Runge-Kutta. In HMC and more generally in the cases

where Hamiltonian is separable into potential P (x) and kinetic K(p) parts, a common

symplectic integrator is leapfrog or Störmer-Verlet method (Barp et al., 2017):

pi+1/2 = pi − ε/2∂P
∂x

(xi)

xi+1 = xi + ε
∂K

∂p
(pi+1/2)

pi+1 = pi+1/2 − ε/2∂P
∂x

(xi+1).

(48)

A more general symplectic integrator is the generalised leapfrog, which is suitable for

non-separable Hamiltonians, but its equations are also more difficult to solve due to

their implicit form (Barp et al., 2017)

pi+1/2 = pi − ε/2∂H
∂x

(xi,pi+1/2)

xi+1 = xi + ε/2

(
∂H

∂p
(xi,pi+1/2) +

∂H

∂p
(xi+1,pi+1/2)

)
pi+1 = pi+1/2 − ε/2∂H

∂x
(xi+1,pi+1/2).

(49)

Now, in the HMC algorithm, the initial momentum p0 is sampled randomly usually

from univariate Gaussian distribution and then the Hamilton’s equations are solved

numerically for L steps with step size ε. The final phase (x∗,p∗) is accepted by proba-

bility

a = min

(
1,

exp
(
log π(x∗)− 1

2
p∗ · p∗

)
exp

(
log π(xi−1)− 1

2
p0 · p0

)) .
The purpose of the accept-reject step is to correct the inexactness of the numerical

integrator, since although the symplectic integrator preserves symplectiness, the value

of Hamiltonian is preserved only approximately. The time-reversibility property of

the Hamiltonian and the integrator is very fundamental: it can be proved that HMC

algorithm satisfies detailed balance and has the target distribution π as its invariant

distribution (Neal, 2012). Irreducibility and aperiodicity are more difficult to ensure,
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but in theory they are usually achieved (Neal, 2012). However, it is quite obvious that

HMC struggles with multi-modal distributions whose modes are fully disconnected

from each other, because log-density would be −∞ between them.

The optimal acceptance ratio is around 0.651 in HMC (Beskos et al., 2013), which

is much higher than the empirical optimal ratio of RWM methods. With that ratio,

ESS per gradient evaluations should be close to its maximum. To achieve it, user must

manually tune both the step size ε and the trajectory length L, which might be difficult.

L should be enough large so that the sampling does not resemble RWM sampling. On

the other hand, it should not be too large, because otherwise the system might make

an U-turn and return near to the initial point according to the Poincaré recurrence

theorem (Betancourt, 2016)

Theorem 2.1. A Hamiltonian orbit will return arbitrarily close to the initial phase

within finite time.

The U-turn happens also in practise quite easily, so tuning L and ε for maximum

efficiency is hard. That is why there are several variants of HMC, which were developed

to overcome manual tuning and to further improve ESS.

2.4.5 Modern Hamiltonian Monte Carlo methods

A variant of HMC uses Dual Averaging (DA) method to adapt ε automatically to

a target acceptance ratio τ . During an adaptation period, the step size ε is updated

according to the acceptance probability in each iteration, target acceptance probability

and target simulation length λ := εL (Hoffman and Gelman, 2011). The step size

adaptation diminishes gradually, and the rate can be tuned by four parameters. A

good value for the initial step size ε0 can be obtained by heuristic means. The full

Dual Averaging algorithm is presented in Algorithm 10 in Appendix C.

DA is not the only automatic step size selection method. A simple alternative is

to multiply εi by a constant less than or greater than 1, if the average of previous

acceptance ratios differs from the target acceptance ratio (Neal, 2012; Andrieu and

Thoms, 2008).

The number of steps L is indeed important for a efficiency. However, there are HMC

variants which practically remove the need to select either L or λ. One of the most pop-

ular ones is No-U-Turn-Sampler (NUTS) (Hoffman and Gelman, 2011). A basic NUTS

implementation satisfies detailed balance by simulating the Hamiltonian trajectories
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randomly in both forward and backward directions and samples a phase uniformly out

of the visited phases whose Hamilton’s function value is within reasonable range, i.e.

constrained by threshold T . NUTS doubles the trajectory length at each of its iteration

and it is critical that NUTS calculates trajectories in both directions, even tough it

does so randomly. A very simple heuristic to stop advancing a trajectory might be to

check whether the dot product of current momentum p∗ and direction vector x∗ − xi
changes its sign:

χ
(
(x∗ − xi) · p∗

)
≥ 0. (50)

However, if a simple stopping heuristic of Equation (50) is used without further actions,

detailed balance is violated. The doubling of the trajectories is the solution that NUTS

utilises to guarantee the balance.

A problem of the basic NUTS, or naive NUTS as its authors call it (Hoffman and Gel-

man, 2011), is that it requires storing O(2j) phase vectors after j trajectory evaluations

which can be unacceptable at very high dimensions. That is why the authors suggest

an alternative efficient NUTS algorithm, which stores only j intermediate phases dur-

ing the doubling process and obtains a sample from the cardinality-weighted sub-tree

of phase states containing only leaf-nodes (Hoffman and Gelman, 2011). This efficient

NUTS combined with DA and initial step size heuristic makes it fully automatic and

it is in general considered one of the best fully self-adaptive MCMC samplers.

Even the efficient NUTS is not perfect, as the no free-lunch theorem suggests. The

stopping time of NUTS is unpredictable, and NUTS might waste computational re-

sources by its doublings, even tough the doubling process will end sooner or later.

Empirical Hamiltonian Monte Carlo (eHMC) is more simple and according to its au-

thors, more effective than NUTS at ESS per gradient. eHMC is probably not more

effective than NUTS in terms of ESS, however. That is because ESS of NUTS-HMC

can be even larger than the sample size N and thus really hard to improve anymore. In

high-dimensional distributions, ESS per gradient is more useful indicator of the perfor-

mance of HMC sampler, because gradient evaluation is relatively more computationally

demanding than generating one sample. Empirical HMC is also easier to implement

than NUTS, because it is more similar to the traditional HMC.

In short, eHMC learns an empirical distribution of trajectory lengths which are about to

lead to the Hamiltonian U-turn. The trajectory lengths are selected randomly from the

empirical distribution, and thus the detailed balance is automatically preserved without

recursive binary trees, which is the key idea of NUTS. eHMC may be likewise paired

with DA or an alternative step size ε adaptation technique, which renders eHMC fully

automatic as well. Wu et al. (2018) recommended that the step size ε should be tuned
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with the Dual Averaging method. However, in this thesis, the step size adaptation

is done via a simple acceptance ratio algorithm, which was implemented by Simo

Särkkä for the traditional HMC (Särkkä, 2018). In the step size adaptation of eHMC,

the trajectory is calculated until an U-turn has happened. Then the configuration at

the U-turn point is either accepted or rejected and the step size is updated by Särkkä’s

diminishing step size adaptation rule (Algorithm 11 in Appendix C). After M step size

adaptations, the step size is fixed and the empirical trajectory distribution is calculated

normally according to Wu et al. (2018). This approach was selected because the Dual

Averaging method of NUTS could not be implemented into the eHMC: the step sizes

kept decreasing and the whole process must be stopped.

HMC has other interesting variants as well and one of them is Riemannian Mani-

fold Hamiltonian Monte Carlo (RM-HMC). Riemannian Manifold HMC has a more

complex Hamilton’s function. It equips the configuration space with a non-Euclidean

metric tensor field G, which usually consists of a Fisher information matrix I: (Ly

et al., 2017):

I(x) = E
(

(
∂

∂x
log π(y|x))2

)
. (51)

The Fisher information matrix is related to the likelihood of measurements y by given

parameters x. The matrix can be approximated, since it is not usually analytically

expressible (Lan et al., 2015). Another option as the metric tensor is a combination of

a Fisher matrix and Hessian of logarithm of prior πpr (Barp et al., 2017):

Gi,j = Ii,j −
∂2

∂xixj
log πpr(x). (52)

The overall Hamiltonian of RH-HMC is:

H(x,p) = − log π(x) +
1

2
log
(

(2pi)d|G|
)

+
1

2
pTG−1p. (53)

RM-HMC requires using the generalised leapfrog method (Equation (49)), because the

Hamiltonian is not separable.

RM-HMC provides excellent mixing of the generated samples, even compared to NUTS-

HMC. The problem of RM-HMC is the metric tensor, which limits the applicability of

the method in high-dimensional cases, because it is generally fully dense. Furthermore,

there are a few options as the tensor itself, and an extra effort is needed to select a

suitable metric tensor. Another drawback of RM-HMC is the fact that generalised

leapfrog equations are implicit, and generally more demanding to solve. A compromise

between traditional HMC and RM-HMC is to use a constant metric tensor, which is

called as a mass matrix (Lan et al., 2015). It improves sampling if the components
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of x are highly correlated and have different scales. Basically the traditional HMC is

changed only so that the momentum p is sampled from Gaussian distribution, which

of covariance is G, and the leapfrog steps are modified to take the non-identity mass

matrix into account (Neal, 2012).

Thanks to the metric tensor, it is possible to raise indices of a momentum covector

p ∈ T ∗xM to convert in a vector v ∈ TxM. This trick basically enables to use La-

grangian mechanical formulation instead of the Hamiltonian one. Lan et al. (2015) in-

troduced both Semi-explicit Riemannian Manifold Lagrangian Monte Carlo (RMLMC)

and Explicit Riemannian Manifold Lagrangian Monte Carlo (e-RMLMC). The integra-

tor of e-RMLMC is indeed fully explicit and thus should be faster to evaluate and more

resilient against certain numerical issues. The drawback of RMLMC methods is that

a matrix inversion must be done in each step in the integration, but Lan et al. (2015)

showed that RMLMC have better ESS per time unit performance than RM-HMC. The

full e-RMLMC algorithm with Metropolis correction is not introduced here, but just

its equations regarding the dynamics to show the explicit nature of it:

vi+
1
2 =

(
I +

ε

2
H(xi,vi)

)−1
(
vi − ε

2
G−1(xi) · ∇xi

(
− log π(xi) +

1

2
log |G(xi|

))
xi+1 =xi + εvi+

1
2

vi+1 =

(
I +

ε

2
H(xi+1,vi+

1
2 )

)−1

·(
vi+

1
2 − ε

2
G−1(xi+1) · ∇xi+1

(
− log π(xi+1) +

1

2
log |G(xi+1)|

))
.

(54)

In Equation (54), the matrix H and the second kind of Christoffel symbols are defined

as (Lan et al., 2015):

Hi,j(x,b) = Γi
rj(x)br

Einstein notation
=

∑
r

Γi
rj(x)br

Γk
ij(x) = Gkr(∂iGrj + ∂jGir − ∂rGij) Einstein notation

=
1

2

∑
r

Gkr(∂iGrj + ∂jGir − ∂rGij).

(55)

It is known that MCMC algorithms with irreversible transition kernel have generally

favourable properties, such as faster chain mixing than reversible methods (Robert

et al., 2018), but ensuring the validity of the kernel is generally more difficult. An

irreversible MCMC algorithm called Hug&Hop is distantly related to Hamiltonian

Monte Carlo methods (Ludkin and Sherlock, 2019). It uses two different transition

kernels, which of the Hug kernel resembles HMC. The authors of Hug&Hop algorithm
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showed that the method performs generally very well in terms of ESS per sample and

ESS per second at various target distributions (Ludkin and Sherlock, 2019). While the

Hug&Hop method is not probably suitable for extremely high dimensional problems,

it is plausible that the future MCMC methods combine the flexibility of irreversible

transition kernels and high-dimensionality capabilities of Hamiltonian mechanics based

kernels.

2.5 Optimisation methods

As mentioned in Section 2.1, nonlinear optimisation methods are extremely necessary

at statistical inverse problems, if ML- or MAP-estimates are desired. Although in case

of some probability distributions, MAP- or especially ML-estimate can be calculated by

help of matrix pseudo-inverse or other linear algebra methods, unconstrained nonlin-

ear optimisation techniques are needed for general distributions. In this section, most

common nonlinear programming methods are introduced very briefly. Field of nonlin-

ear programming is rather mature and the common methods are have solid theoretical

background. The target of unconstrained optimisation is to find a (local) minimum x∗

of an objective function:

x∗ = arg min
x
f(x). (56)

2.5.1 Gradient descent and similar methods

Perhaps the most basic unconstrained nonlinear optimisation method is known as the

gradient descent. Gradient descent method is an iterative method, in which next itera-

tion of the objective function is based on the gradient of the previous one (Djordjevic,

2019):

xi+1 = xi+1 − si∇f(xi). (57)

While the method itself is very simple, the step length si is more difficult to select.

The step length should be large enough that the value of the objective function will

be decreased, while small enough that the iterations converge. Fixing a constant value

to si is usually not a good approach and requires hand-tuning. In fact, the step size

must be often find via further optimisation technique called line search to meet certain

extra conditions. In line search, a step size si is selected by minimising approximately

the objective function at the specified direction yi, which is the gradient in the descent

method:

si ≈ arg min
a>0

f(xi − ayi). (58)



36

Gradient descent is linearly convergent, so

0 < lim
i→∞

||xi+1 − x∗||
||xi − x∗|| < 1. (59)

The slow convergence is the main reason why gradient descent is not used at convex

large scale optimisation problems. One modification of the basic gradient descent

method is known as Barzilai-Borwein method. It is super-linearly convergent, if the

objective function is quadratic. This means that

lim
i→∞

||xi+1 − x∗||
||xi − x∗|| = 0.

Furthermore, it is in practise a line-search free method. Although if the objective func-

tion is non-quadratic, line-search might be required to guarantee convergence (Djordje-

vic, 2019). In a basic case, the step size si is selected by heuristic given by (Djordjevic,

2019):

si =
(xi − xi−1)T (∇f(xi)−∇f(xi−1))

(∇f(xi)−∇f(xi−1))T (∇f(xi)−∇f(xi−1))
. (60)

The first step size s0 must be selected by another means, but otherwise a basic Barzilai-

Borwein method does not need tuning.

In addition to Barzilai-Borwein, there exist a class of further modifications to the basic

gradient descent method, which are called conjugate gradient methods. The name

comes from the fact that they do not use solely the gradient of the objective function

as their search direction. Rather, they use information of directions of the previous

iterations as well. This makes the conjugate gradient methods more resilient against

oscillation between iterations, than the gradient descent method. The directions are

usually of form (Yu-Hong, 2011)

yi+1 = −∇f(x)i + βiyi+1, (61)

where βi is called conjugate gradient parameter. There are several ways to select a good

value for parameter. A simple one is Fletcher-Reeves’ rule

βi =
||∇f(x)i||2
||∇f(x)i−1||2

. (62)

Otherwise conjugate gradient methods are similar to the gradient descent ones, so the

step size si has to be determined by a basic line search.
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2.5.2 Newton method

When the objective function is twice differentiable, the Newton method can be used.

It is based on Hessian of the target function - in practise the method tries to find a root

of the gradient function (Djordjevic, 2019). In the normal Newton method approach,

a step size si is not needed to specify

xi+1 = xi −
(
∇2f(xi)

)−1∇f(xi). (63)

Newton method is in theory quadratic convergent, so

0 < lim
i→∞

||xi+1 − x∗||
||xi − x∗||2 < k ,

if every possible pair (a,b) of the Hessian entries are Lipschitz continuous (Djordjevic,

2019)

|[∇2f(xi)]a,b − [∇2f(xj)]a,b| ≤ k|xi − xj|. (64)

However, Newton method might not converge at all to a local minimum, especially

if the Hessian is not positive definite. That is why Newton method is sometimes

combined with a line search or regularisation matrix, which improve the method to

converge. If a regularisation matrix is used, the method is called modified Newton

method (Djordjevic, 2019). For example, one kind of modified method could be

yi =
(
∇2f(xi) + εI

)−1∇f(xi)

si = arg min
a>0

f(xi − ayi)

xi+1 = xi − siyi+1.

(65)

A major drawback of both normal and modified Newton methods is that the method is

computationally very heavy, if x is high-dimensional. Even storing the Hessian matrix

might be impossible, let alone calculating it. That is the reason why Newton method

is not used for example to obtain MAP-estimates in large inverse problems.

2.5.3 Quasi-Newton method: Broyden-Fletcher-Goldfarb-Shanno

Quasi-Newton methods try to combine the best properties of both Newton and gradient

descent methods - their ultimate goal is to achieve fast converging without calculating

possibly huge Hessian matrices at each iteration. In short, they accomplish that by
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mimicking the Hessian ∇2f(xj) by a similar enough, positive definite, matrix Bi, which

is the main ingredient for fast converging. Otherwise the Quasi-Newton methods are

similar to the basic Newton method, so Equation (65) with line search is needed in

practise.

Broyden-Fletcher-Goldfarb-Shanno (BFGS) is one of the most common and powerful

algorithms to find a good approximation Bi of the exact Hessian. In BFGS, the ap-

proximate Hessian matrix is updated after a new iteration xi+1 is generated according

to the formula:

Bi+1 = Bi +
rir

T
i

rTi qi
− Biqiq

T
i Bi

qTi Biqi

ri = ∇f(xi+1)−∇f(xi)

qi = xi+1 − xi.

(66)

Even though the Bi is just a rather crude iterative approximation of the Hessian,

BFGS method has proved to be powerful, at least when it is compared to gradi-

ent descent methods. The drawback of the normal BFGS is that it still requires a

lot of memory to store a dense approximation matrix, if the optimisation problem

is high-dimensional. Limited-memory Broyden-Fletcher-Goldfarb-Shanno (L-BFGS)

solves the memory problem by storing a fixed number m of vectors qi and ri from

previous iterations into matrices, which are used to update a new approximation for

the Hessian (Brust et al., 2017):

Bi = B0 + YiUiY
T
i

Yi = [B0MiRi]

Ui = −
[

MT
i B0Mi tril(MT

i Ri)
tril(QT

i Ri)
T −diag(MT

i Ri)

]−1

Mi = [qi−m . . . qi−1]

Ri = [ri−m . . . ri−1].

(67)

Matrix B0 is often just a scaled identity matrix (Brust et al., 2017). Ui is of size

2m× 2m only, which renders the calculations at each iteration to be very fast.

L-BFGS is the algorithm, which is commonly used in large-scale differentiable nonlin-

ear optimisation problems. It may not converge as fast as Newton method or even

the normal BFGS, but thanks to its memory efficiency, it is definitely one of the best

algorithms, if not the best, at high dimensions. The algorithm is also used in this thesis

to calculate MAP-estimates from X-ray tomography model. A ready-made implemen-

tation from SciPy library is used.
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3 RANDOM FIELD PRIORS

Our objective is to compare common priors in X-ray tomography, since no compre-

hensive comparison have been done previously. The priors we are interested in are

Gaussian difference prior, total variation prior, Cauchy difference prior and Besov-

space priors. All of these priors have not been compared to each other in sparse and

limited angle tomography, while little is known about how effective they are sample

from by various MCMC methods. Gaussian difference and total variation priors are

widely used in tomography, whereas the Cauchy difference prior and the Besov space

priors are more rare, although their strengths in certain cases have been demonstrated.

Besov space -based priors are known to work quite well in sparse angle tomography,

while Cauchy difference prior preserves the possible edges in the domain much better

than total variation prior, for instance.

3.1 Gaussian difference prior

Discretised Gaussian difference prior for numerical applications can be induced from an

infinite-dimensional Gaussian random field, which has a certain covariance. One way

to construct such a prior is to find a Green function c(x,y) of a p(th) order differential

operator Lp, so that (Lasanen and Roininen, 2005):

Lpc =
[∑

(−1)|a|ka,bD
aDb

]
c(x,y) = δ(x− y). (68)

In Equation (68), x and y are the arguments of the kernel c. Then, if Lp operates to

a white noise process W with orthonormal expansion {λi}∞i=1 and multiplies it with σ,

one gets a process

X = σ
∞∑
i=1

W (λi)Lpλi. (69)

This means that covariance operator Q for process X is the integral operator LpLTp
which has kernel c(x1,x2), and which of boundary value is zero. The kernel of a dis-

cretised covariance operator Q with n lattice points is then (Lasanen and Roininen,

2005)

cn(a,b) = σ2

2n∑
i,j=1

h2p−1

min(i,j)∑
k=1

(−1)i+j
( −p
j − k

)( −p
i− k

)
χgi(a)χgj(b), (70)

where gp denotes a discrete lattice point. This formulation makes it easy to construct

also fractional finite difference priors thanks to the generalised binomial coefficient



40

formula. In two dimensions, this so called Green prior is based on the equation

σ−2(−1)p(D2p
1 +D2p

2 )c(x1,x2) = δ(x1 − x2), (71)

and its kernel is

cd(x,y) = σ2

2n∑
j=1

1

h
χgi(x̄d)χgj(ȳd)c(xd,yd) , d ∈ {1,2}, (72)

if x̄ means a lattice position vector without the component number d, since in two

dimensions, the kernel arguments are x = (x1,x2) and y = (y1,y2).

The discrete, finite difference approximations for the covariance can be calculated with

a suitable two-dimensional difference operator matrix. For example, second order fi-

nite difference matrices can be built by Kronecker product (Bardsley, 2018). If one

constructs a matrix which finite differences are let to flip over the lattice boundaries,

then the domain of the interest is T2, instead of R2.

D2 =


−1 2 −1 0 . . . 0
0 −1 2 −1 . . . 0
...

...
...

. . .
...

...
0 . . . 0 −1 2 −1


Dx =D2 ⊗ I

Dy =I⊗D2

(73)

Fixing the boundary conditions of a random process at the lattice for example to zero is

necessary in theory, since otherwise one would get improper or intrisic priors, which do

not have an invertible precision matrix, and thus no covariance matrix either. However,

it is common at numerical simulations to not fix the boundary values, but rather let

the likelihood of the model to actually fix the posterior proper. This is numerically

equivalent to the generalised Tikhonov regularisation, in which one wants to limit finite

differences of each component xi, so

xi ∼ N ([Dx]i − ci,σ2
pr), (74)

where D is a suitable finite difference matrix. More complex and flexible Gaussian

priors are formulated directly via correlation priors. While the priors based on Green

functions obviously lead to correlated Gaussian random fields, it is sometimes better

to control the degree and length of correlation more explicitly. One way to accomplish

that is to use Whittle-Matérn correlation priors (Roininen et al., 2014). In such a

formulation, an inverse Q−1 of a covariance Q can be expressed via fractional stochastic

partial differential equation. Matérn-Whittle correlation priors are versatile, and it has



41

been applied it at finite element grids also (Roininen et al., 2014).

3.2 Cauchy difference prior

One-dimensional Cauchy difference priors can be defined via a continuous Lévy process

Xt, t ∈ R+. Initial value X0 of a Lévy process is 0 almost surely, Xb −Xa equals Xb−a

in distribution, increments of process are independent and the process is continuous in

probability (Schilling, 2016). If the distribution of the process is a α-stable distribution,

then (Markkanen et al., 2019)

Xb −Xa ∼ Xh ∼ Sα(h1/α,β,0), h = b− a. (75)

Markkanen et al. (2019) concluded that an α-stable process is built on an independently

scattered random measure T . If sets C1,C2, ..., Ci are disjoint, then

T (C1), T (C2), ..., T (Ci)

must be independent random variables. The random measure must then fulfil the

condition

T (C) ∼ Sα(|C|1/α,β,0), (76)

so that

Xt = T
(
χ([0,t])

)
. (77)

Finally, the discretised α-stable process is based on the scattered random measure and

one can define the random walk by

xi − xi−1 ∼ Sα(h1/α,β,0). (78)

Parameter α is 1 in case of Cauchy random walk, so

PDF(xi − xi−1) ∼ 1

πa

(
1 +

(
xi−xi−1

a

)2
) . (79)

In fact, such a formulation can be applied to Gaussian random walk as well, if α = 2.

In two dimensions, the Cauchy difference prior shall be written as a product of two

one-dimensional Cauchy difference priors. The total Cauchy difference prior can be

written in a form (Muhumuza et al., 2019)

πλ(x) ∝
∏
i,j

λh

(λh)2 + (xi,j − xi−1,j)2

λh

(λh)2 + (xi,j − xi,j−1)2
, (80)
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where h denotes the discretisation step. Another representation of the prior is of form

πc(x) =
∏
i,j

1

c+ (xi,j − xi−1,j)2

1

c+ (xi,j − xi,j−1)2
, (81)

since the normalisation does not matter at numerical estimates. In any case, the

Cauchy difference prior does not look isotropic, as Markkanen et al. (2019) pointed

out.

Thanks to the heavy tails of Cauchy distribution, Cauchy random walk favours rel-

atively much more piece-wise near-constant paths and sudden steep increments than

paths which resemble Wiener process. This property is extremely useful in tomogra-

phy, if the domain of the prior should compose of distinct regions of near-homogeneous

matter.

3.3 Total variation prior

Total variation prior is closely connected to total variation – or L1 – regularisation,

which is a term used especially in image processing, and LASSO in regression analysis.

In total variation regularisation, absolute values of the components of a vector are min-

imised along with a suitable energy function. In LASSO, a sparsity-promoting linear

regression is performed by applying Laplace distribution for the regression coefficients.

Thus, a simple total variation prior of a RN vector might be

π(x) ∼
∏
i

exp(−kxi). (82)

Total variation of a function is defined via bounded variation. A function f is defined to

have bounded variation, if the BV-norm is finite (Lassas and Siltanen, 2004; Chambolle

et al., 2010):

||f ||BV = sup

(∫
f(x)∇g(x)dx | g(x) ∈ C∞, ||g||L∞ ≤ 1

)
<∞. (83)

In practise, the definition means that BV-norm is the larger, the greater gradients the

function has. It is clear that formulating the non-discrete total variation via such a way

is rather different than defining it from random field stochastic processes like Gaussian

or Cauchy difference priors. To do so, one could naively try to define a ”Laplacian”

process X, so that:

Xa −Xb ∼
1

2k
exp

(
−|a− b|

k

)
. (84)
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However, Laplacian distribution is not one of α-stable distributions. As Markkanen et

al. (2019) pointed out, finite moments of the Laplacian distribution will lead to a Gaus-

sian process in the continuum limit, if the grid size of the naive attempt is increased.

That is why there are no càdlàg Laplacian processes. Originally the discretisation-

dependence of the total variation prior was proved by Lassas and Siltanen (2004),

who concluded that MAP- and CM-estimates of total variation prior will lead to non-

consistent results or diverge, if the discretisation step size is decreased.

Total variation prior is still useful in practical computations, despite of its discretisation-

dependence. It is a better choice than the Gaussian difference prior in those cases,

where one wants to favour non-smooth transitions between values of adjacent compo-

nents xi. This might be the case in an inverse problem known as deconvolution, or in

the X-ray tomography - like in the latter simulation section of this thesis. Similarly,

total variation prior does not favour so much steep increments, as Cauchy difference

prior does. There are two types of discrete total variation priors, if the domain is

multidimensional. In two dimensions, anisotropic total variation prior is

πaniso(x) ∝ exp

−a∑
j

|[D11x]|j − b
∑
j

|[D12x]|j

 . (85)

On the other hand, isotropic total variation prior is

πiso(x) ∝ exp

−a√∑
j

[D11x]2j + [D12x]2j

 , (86)

respectively. However, the difference between two TV priors and their influences to

overall posterior is not usually great.

3.4 Besov space and related priors

In some cases, a good prior should preferably punish high-frequency variation and

noise without smoothing the estimates too much, while allowing large-scale variation

within the domain. Moreover, if there is lot of uncertainty in the likelihood, the prior’s

primary target should be guaranteeing that the large scale distribution of the spatial

unknowns is more important than the smaller-scale. This cannot be achieved easily

with the previous priors. Sure, they all induce correlation within neighbour components

of x, but tuning the importance of large-scale correlations while at the same time not

altering the distributions of immediate neighbours, is hard.
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A one solution to obtain scale-aware priors is to rely on Besov spaces and the priors

based on them (Vidakovic, 2009). A vigorous introduction to Besov-base priors can be

found from Niinimäki (2013), which is also the main source for the following facts.

Definition 3.1 (Besov space). A function f belongs to a Besov-space Bs
p,q, if

||f ||Lp + |f |Bsp,q =

||f ||Lp +

∫ ∞
0

h−s sup
|a|≤h

|| r∑
i=0

r!

i!(r − i)!(−1)if(x+ ia)||Lp



q

dh

h


1/q

<∞,

s > 0,

0 ≤ p,q ≤ ∞,
r : r − 1 ≤ s ≤ r.

(87)

The seminorm of Besov spaces measures the regularity of the function. In case of

Bs
2,2 there is a connection to the Sobolev spaces, because Hs = Bs

2,2. In fact, one

might think Besov spaces as flexible generalisations of Sobolev spaces. Approximating

the seminorm numerically is very difficult, if not impossible using the analytical form.

Rather, a multiresolution analysis (MRA) approach is used, and the Besov seminorm

is approximated by wavelet coefficients, which are obtained by wavelet expansion. Mul-

tiresolution analysis of a function is based on two nested spaces of functions (Niinimäki,

2013; Farge and Schneider, 2015).

Definition 3.2 (Multiresolution Analysis). MRA of L2(R) functions consists of nested

subspaces Vi ⊂ Vi+1 ⊂ Vi+2 · · · and corresponding complement spaces Ui, which have

the following properties:

1. span(
⋃∞
i=−∞Vi) = L2(R)

2. span(
⋃∞
i=−∞Ui) =

⊕
i Ui = L2(R)

3.
⋂∞
i=−∞ Vi = {0}

4.
⋂∞
i=−∞ Ui = {0}

5. g(x) ∈ Vi ⇐⇒ g(x− 2−in) ∈ Vi | i,n ∈ Z

6. h(x) ∈ Ui ⇐⇒ h(x− 2−in) ∈ Ui | i,n ∈ Z

7. g(x) ∈ Vi ⇐⇒ g(2x) ∈ Vi+1

8. h(x) ∈ Ui ⇐⇒ h(2x) ∈ Ui+1
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9. Vi+1 = Vi ⊕ Ui, Vi ⊥ Ui

Functions φi,n spanning the closure of space Vi are called scaling functions or father

wavelets (Farge and Schneider, 2015; Niinimäki, 2013):

φi,n(x) = 2iφ(2ix− n). (88)

Scaling functions φi,n are orthonormal in Vi by definition, so inner product of translated

father wavelets is zero. However, generally scaling functions from different spaces are

not orthogonal

〈φi,n,φj,m〉 6= 0. (89)

Respectively, mother wavelets or wavelet functions ψi,n span the closure of space Ui

(Farge and Schneider, 2015; Niinimäki, 2013), and

ψi,n(x) = 2iψ(2ix− n). (90)

Direct sum condition in guarantees, that unlike the scaling functions, wavelet functions

are orthonormal (Farge and Schneider, 2015). Conditions 5 and 6 along with the

compactness and orthogonality properties of the spanning functions mean that each

MRA space Vi or Ui is spanned by integer translations of their basis functions. What

is more, the direct sum condition (3, 4 and 9) means that each function in Vi+1 can be

uniquely expressed as a sum of basis functions belonging to Vi and Ui. Conditions 7

and 8 refer to the fact that Vi consists of square integrable functions which are coarser

than functions in Vi+1. Finally, thanks to the orthonormality of wavelet functions and

orthogonal sum property, one can define (Niinimäki, 2013)

Vi = Vi−a ⊕
a⊕
k=1

Ui−k. (91)

One can then express a general f ∈ L2(R) function as an infinite sum of wavelet

coefficients, which are just orthogonal projections of the function itself to a space

spanned by father and mother functions (Niinimäki, 2013):

f(x) =
2a−1∑
k=0

〈f, φa,k〉φa,k(x) +
∞∑
i=a

2i−1∑
k=0

〈f, ψi,k〉ψi,k(x). (92)

Nowadays there are rather many wavelet and scaling functions available. Two common

wavelet families are Haar and Daubechies. For a brief introduction to wavelet types,

see for example Uyulan and Erguzel (2016).

Coefficients 〈f, φa,k〉 refer to approximation coefficients, whereas 〈f, ψa,k〉 are known



46

as detail coefficients. Detail coefficients are often thought to be details of a given

function when a certain high-pass filter is applied to it. A similar logic is valid for

approximation coefficients, since they can be obtained by a low-pass filter applied to the

function. There are several applications in signal processing in which one is interested

either expressing a function in different scaling levels of approximation coefficients or

manipulating the detail coefficients to reduce noise, for instance (Polat and Ozerdem,

2018).

In turn, Besov norm Bp,q
s of a function can be expressed via its wavelet expansion

coefficients 〈f, φi,k〉 and 〈f, ψi,k〉 (Niinimäki, 2013):

||f ||Bsp,q =

2a−1∑
k=0

|〈f, φa,k〉|p
1/p

+

 ∞∑
i=a

2iq(s+
1
2
− 1
p

)

2i−1∑
k=0

|〈f, ψi,k〉|p
q/p


1/q

. (93)

In two dimensions, the wavelet expansion is similar to the one-dimensional case. The

only difference is that instead of just one translation parameter, there are two trans-

lation parameters. They are needed, because in two dimensions one must deal with

horizontal, vertical and diagonal detail coefficients instead of just one. An example of

two-dimensional Discrete Wavelet Transform (DWT) is illustrated in Figure 1.

The discrete wavelet expansion is known as DWT. In order to calculate a full DWT, the

dimensions of a discrete signal need to be powers of two, because each scale is twice as

coarse as its predecessor scale. DWT is usually calculated with the help of filter banks.

A fast method to do so is known as Fast Wavelet Transform (FWT), but DWT may

be achieved via matrix-multiplication also. Matrix-based transform is very usable, if

one wants to calculate in a very fast way the DWT of a slightly modified signal by the

help of the unmodified one. In addition to DWT, there exists also Continuous Wavelet

Transform (CWT). The greatest difference of CWT compared to DWT is that unlike

at DWT, the scales and translations of the wavelet functions need not to be fixed and

CWT is not an orthonormal transform. DWT and CWT are both used as replacements

of Discrete-time Fourier transform (DTFT).

To construct the DWT matrix, the low-pass coefficient vector (a) and the high-pass

coefficient vector (b) of the desired wavelet type are needed. The vectors are usually

rather small - in case of the Haar wavelet, both filter coefficient vectors consist of two

real numbers. The first task is to build matrices A and B, which are the first level

approximation and detail matrices. In practise, one can build them by translating the

filter coefficient vectors by an even number and assigning the vector with sufficient

zero padding to the matrix as a row. The matrices map an input vector x ∈ R2n to
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approximation vector and detail vector ya , yb ∈ R2n−1
. The further wavelet levels are

calculated upon these vectors. The overall process can be then expressed in a single

matrix. A full-level one-dimensional DWT matrix W for a signal x ∈ R2n is (Wang

and Vieira, 2010):

W =



AnAn−1 . . .A1

BnAn−1 . . .A1

Bn−1An−2 . . .A1
...

B3A2A1

B2A1

B1


. (94)

In two-dimensions, each wavelet level consists of three detail-direction coefficients parts

expect the coarsest level, which is divided into three detail coefficients and the final

approximation coefficients, respectively (Wang and Vieira, 2010):

W =



AnAn−1 . . .A1 ⊗ AnAn−1 . . .A1

AnAn−1 . . .A1 ⊗ BnAn−1 . . .A1

BnAn−1 . . .A1 ⊗ AnAn−1 . . .A1

BnAn−1 . . .A1 ⊗ BnAn−1 . . .A1
...

A1 ⊗ B1

B1 ⊗ A1

B1 ⊗ B1


. (95)

The ultimate target is to use the DWT coefficients as the prior. In case of two-

dimensional B1
1,1-based prior, the discretised prior is of form (Niinimäki, 2013):

πB1
1,1

(x) ∝ exp

−α∑
i

|Wx|i

 . (96)

Therefore, B1
1,1-prior applies total-variation regularisation onto DWT coefficients. More

complex Besov-space priors need an additional diagonal weight matrix to be used

along with the W, not to mention other powers than 1 of the wavelet coefficients. An

immediate drawback of Besov-space priors is that they are not translation-invariant:

moving an object in the lattice would alter the prior density.
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Figure 1. Example of a two level DWT applied at a function of Figure 4a. The upper right
quadrant image coefficients are vertical details, the lower left are horizontal details and the
lower right are diagonal details. The upper left quadrant consists of four sub-quadrants, and
the upper left part of it refer to the final approximation coefficients of the image.
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4 NUMERICAL EXPERIMENTS FOR X-RAY TO-

MOGRAPHY

4.1 Background of X-ray tomography

To benchmark different MCMC methods and prior distributions, we use simulated

transmission X-ray tomography as a test case. Simulated X-ray measurements follow

the pencil beam geometry (Liguori et al., 2015; Geva et al., 2018). Another common

measurement geometry is known as fan beam geometry and their difference is illustrated

in Figure 2b.

In the traditional transmission X-ray tomography, the measurements are related to

straight line integrals of X-rays. X-rays are emitted from an X-ray tube and targeted

to the object. When rays penetrate into the object, their intensity in the transmission

direction decrease, as the rays get absorbed, reflect and scatter. The final intensity of

X-rays is measured at the photon counter detector after the rays have passed the whole

object. The intensity of the X-rays is formulated to follow the Beer-Lambert law of

attenuation (Kelkar et al., 2015):

J(x) = J0e
−

∫
l µ(x)dl. (97)

On the other hand, in scattering tomography, the measurements are modelled by path

integrals (Geva et al., 2018):

msi,dj =

∫
S
πd(S)E(S)dS. (98)

In Equation (98), πd is a probability density of a given path and E is a energy function

of the path. The discrete version of the path integral is (Geva et al., 2018)

msi,dj =
∑

χ(S∈si→dj)

E(S). (99)

In practise, each path S is sampled by path density function (Geva et al., 2018)

πd(S) =
k=kmax∏
k=0

exp

(
−
∫ xk

xk−1

µ(x,Ek)dl

)
dσ(xk−1,xk,Ek)

dΩ
. (100)

The term dσ(xk−1,xk,Ek)

dΩ
in Equation (100) is differential cross section, which is propor-

tional to the scattering probability density from xk−1 to xk. As a conclusion, scattering

X-ray tomography is much more complex than the traditional linear transmission to-
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(a) Pencil geometry. (b) Fan geometry.

Figure 2. Two different X-ray geometries.

mography. However, scattering tomography is more rare and would be interesting test

case for further testing.

Finally, there are always some noise within the measurements. The noise might follow

Gaussian, Poisson or some other distribution, particularly when the number of photon

count is low (Ding et al., 2018). Usually in numerical tomography simulations, as well

as in this thesis, Gaussian distribution of measurement noise is used. Furthermore, it is

common to abandon the Beer-Lambert law and use just the line integrals without ex-

ponential term when simulating numerically X-ray tomography measurements. While

it is not realistic to omit the exponent, the purpose of doing so is exclusively practical:

the reconstruction might require taking logarithms of negative values.

4.1.1 Radon transform

Mathematically, X-ray tomography is based on the Radon transform, which is a cer-

tain integral transform. In short, it transforms compactly supported functions to an-

other functions by their line or hyperplane integrals (Deans, 2007). The result of

two-dimensional Radon transform is called a sinogram. An example of sinogram is in

Figure 3 and illustrations of the principle of two-dimensional Radon transform can be

seen in Figure 4.

Definition 4.1 (Two-dimensional Radon transform). Radon transform of a function

f , which is compact in R2, is a mapping

R : L1
0(R2)→ L1

0(R1 × S1)
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Figure 3. Radon transform applied onto a two-dimensional function.
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(b) and its sinogram.

Figure 4. Compact two dimensional function (right) and its Radon transform (left).



52

which is explicitly

[Rf ](ρ,θ) =

∫ ∞
−∞

f(ρ cos θ − s sin θ, ρ sin θ + s cos θ)ds, (101)

or equivalently,

[Rf ](ρ,θ) =

∫ ∞
−∞

f(ρφ+ sφ⊥)ds, (102)

where φ := (cos θ, sin θ), φ⊥ := (− sin θ, cos θ), and ρ and θ are the parameters of the

transformed function.

On the other hand, the general Radon transform formula for L1
0(RN) functions is (Toft,

1996)

[Rf ](ρ,ψ) =

∫ ∞
−∞

f(s)δ(ρ−ψ · s)ds. (103)

where ψ ∈ RN is a vector with N − 1 degrees of freedom (Toft, 1996). In three

dimensions, ψ can be expressed in spherical or cylindrical coordinates.

4.1.2 Discrete Radon transform

The first way to calculate a discrete Radon transform of a compact two-dimensional

function is to apply a suitable rotation matrix from the group SO(2) to every pixel of

the image and calculate the sums of the resulting image column-wise. Before rotating

the pixels around the origin, the image must be padded by zeros so that the new

image size is
⌈√

2N
⌉
×
⌈√

2N
⌉
, if the original image is N × N . After rotating, each

pixel value is interpolated with respect to their neighbours to reduce discretisation

error. The final step is to calculate sums of the columns of the rotated image. An

example of this algorithm is presented in Algorithm 1 in Appendix A. However, one

does not actually want to calculate the locations of pixels after the rotation, but rather

the source locations of the pixels where they were rotated from. This is logical, since

the interpolation algorithm needs to know values of the neighbour pixels before the

rotation. Common interpolation algorithms are bi-linear and bi-cubic. Sometimes

interpolation is not used at all and it is replaced by nearest neighbour function. Scikit-

image library of Python is used in the numerical experiments of this thesis to construct

noisy sinograms by the rotation method.

The second technique is known as a ray-tracing method (Algorithm 2 in Appendix

A). It is based on tracing individual projection lines through the object. Each pixel

accumulates the overall line integral by the length the ray travels in the pixel multi-

plied by the pixel’s value. Ray-tracing method is a versatile method, since it is not



53

constrained to the pencil geometry (Figure 2a). Of course, in those more complex

cases the transform is not the Radon transform anymore. For example, obtaining a

sinogram of a fan-beam geometry tomography is done by fan-beam transform (Zhao

and Halling, 1995). Another good property of the ray-tracing method is that it is easy

to apply to construct a Radon operator matrix: one can always vectorize the pixels

of an image into a vector by either row- or column-major order and apply the matrix

to it to calculate a flattened sinogram. Matrix multiplication routines are also highly

optimised for modern computers.

A Radon operator matrix is generally large, but luckily very sparse. Its dimensions are

d
√

2NeA × N2, if A is number of scan angles. It is also possible to use interpolation

and averaging of neighbour points in (ρ,θ) space to simulate practical measurements,

since X-rays might not be exactly point-like. However, in some cases interpolating rays

with their angular neighbours may actually worsen the sinogram. This can happen,

if the number of angles is small while the overall span of angles is wide. Ray tracing

method is used in the thesis to build the Radon transform matrices. There is another

benefit of using two Radon transform algorithms: risk of inverse crime is minimised

when two different methods are utilised to simulate and reconstruct sinogram data.

4.1.3 Filtered back-projection

The classic method to calculate an inverse Radon transform is achieved by back-

projection or actually by filtered back-projection (FBP). Back-projection is done by

integrating along the lines in a sinogram (Turbell, 2001; Messali and Abdelwahhab,

2012).

Definition 4.2 (Back-projection operator). S operating on a sinogram h(ρ,θ) is called

the back-projection operator:

[Sh](x1,x2) =
1

π

∫ π

0

h(x1 cos θ + x2 sin θ,ρ)dθ = f(x1,x2) ~
1√

x2
1 + x2

2

. (104)

Even without measurement noise and arbitrarily large sinogram resolution, the result

of back-projection is biased – the result of inverting the sinogram is a convolution

of 1√
x21+x22

and the correct function f(x1,x2). This causes notable blurring artefacts

(Messali and Abdelwahhab, 2012). Filtered back-projection does not cause the blurring

effect in a same extent. In fact, FBP is very common sinogram inversion method for

X-ray tomography. FBP utilises both the basic back-projection method and Fourier

slice theorem in the reconstruction (Bracewell, 2004).
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(a) Fourier transformed projections for each angle
from the sinogram 4b.

(b) Two-dimensional Fourier transform of the image
from 4a.

Figure 5. Illustration of Fourier slice theorem: values under the yellow and red lines should
be the same in both images.

Theorem 4.1 (Fourier slice theorem). The one-dimensional Fourier transform of the

projection of a two-dimensional object taken at a certain angle equals the line go-

ing through of the object’s two-dimensional Fourier transform at the same angle and

through the Fourier domain’s origin:

F1(Rθf)(s̃) = F2(f)(s̃ cos θ,s̃ sin θ). (105)

The idea of the Fourier slice theorem is illustrated in Figure 5.

Definition 4.3 (Filtered back-projection). With the notations of two-dimensional

Fourier transform and a polar slice of a function at the origin, i.e.

F2f(x1,x2) = f̂(k1,k2)

f̂(r cosψ,r sinψ)
Fourier slice

= [F1Rf(x1, x2)](r,ψ) = [F1h(ρ,ψ)](r,ψ) = P (r,ψ)
(106)

the FBP is defined by

[F−1
2 f̂(k1,k2)](x1,x2) =

∫ ∞
−∞

∫ ∞
−∞

f̂(k1,k2)ei(k1x1+k2x2)dk1dk2

=

∫ π

0

∫ ∞
−∞

f̂(r cosψ, r sinψ)ei(rx1 cosψ+rx2 sinψ)|r|drdψ

=

∫ π

0

∫ ∞
−∞

P (r,ψ)ei(rx1 cosψ+rx2 sinψ)|r|drdψ

=

∫ π

0

∫ ∞
−∞

[F1Rf ](r,ψ)ei(rx1 cosψ+rx2 sinψ)|r|drdψ

h
∫ π

0

F−1
1 [([F1Rf ](r,ψ))|r|](x1 cosψ + x2 sinψ,ψ)dψ

Back-projection
h S[F−1

1 [|r|[F1Rf ](r,ψ)]](x1,x2)

(107)
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The first step in FBP is to take one-dimensional Fourier transform of the projections.

Then the inverse Fourier transform is applied into term |r|P (r,ψ). Finally the tradi-

tional back-projection integral (Equation (104)) over ψ is performed for each spatial

domain pixel location.

Filtered back-projection is used sometimes with extra filtering to reduce high-frequency

artefacts before doing the inverse Fourier transform (Ramadhan et al., 2018). After

all, the tuning capabilities of Filtered back-projection are limited: it is not possible

to supply extra information of the object to be reconstructed to the algorithm, if

the sinogram is very noisy or the X-ray scanning geometry is sparse. Therefore, the

statistical approach to invert a sinogram is well-founded. A simple qualitative proof

of superiority of statistical methods against FBP and can be found from Markkanen

et al. (2019).

4.2 Summary of the numerical experiments

A Python/Cython library was implemented for the numerical experiments. The target

object in the reconstructions is Shepp-Logan phantom (Figure 6), which is more or less

the de-facto test image for tomography reconstructions. Numerical experiments had

Figure 6. Shepp-Logan phantom, which mimics the shape and density of a human head.

the following specifications:
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� Five different sizes of Shepp-Logan phantoms were used at simulations: 64× 64,

128× 128, 256× 256, 512× 512 and 1024× 1024.

� Six different X-ray measurement configurations were simulated: 180 degree X-ray

span with 90 equispaced angles (wide dense); 180 degree X-ray span with 45 eq-

uispaced angles (wide medium dense); 180 degree X-ray span with 15 equispaced

angles (wide sparse); 45 degree X-ray span with 90 equispaced angles (limited

dense); 45 degree X-ray span with 45 equispaced angles (limited medium dense);

45 degree X-ray span with 15 equispaced angles (limited sparse).

� Measurement noise were simulated by Gaussian noise. Variance of the noise

depended on the maximum value ml of all discrete line integrals. Each line

integral was added white noise whose standard deviation was 0.02ml, 0.05ml or

0.1ml.

� Inverse crime was taken into account by calculating sinograms by rotation-based

Radon transform function and utilising ray-tracing Radon transform in point-

estimates. The sinograms were first constructed in larger resolutions than the

target image. Then the sinograms were added noise and finally interpolated onto

the target resolution.

� Likelihood for the simulated X-ray sinograms was always Gaussian, whose vari-

ance was set to the same as the simulated measurement noise.

� Four different priors applied onto the pixels were utilised: First order Tikhonov

(Gaussian difference prior), total variation, Cauchy difference prior and B1
1,1-

based prior with Haar wavelets. In the tables in the next section, parameter α

refers to the inverse variance of finite differences in the case of first order Tikhonov

prior; parameter a (Equation (85)) in the case of total variation prior; parameter

c in the case of Cauchy difference prior (Equation (81)); and parameter α in the

case of Besov space prior (Equation (96)).

� MAP-estimates were calculated by L-BFGS algorithm from the log-posterior.

CM-estimates, median estimates and variance estimates were calculated by SCAM

and HMC MCMC methods. The chain lengths were fixed constant in order to

compare the running times of the algorithms at each scenario. SCAM algorithm

was run with 100,000 iterations, of which 50,000 were used in the component-wise

variance adaptation. HMC-NUTS algorithm was run for 350 iterations, of which

50 were used in step size adaptation. eHMC was run for 450 iterations, of which

25 were used in step size adaptation and another 25 for obtaining the empirical

trajectory lengths. The target acceptance ratio was 0.65 for both HMC methods
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during the step size adaptation. The initial point of the chains was always the

maximum a posteriori point.

� The prior distribution parameters were selected in an approximate manner: be-

fore calculating any point-estimates by MCMC methods, a rough grid-search was

used to choose the distribution value yielding the minimum L2-error, if the target

image is denoted by Mtarg and the reconstructed image by Mrec and the L2 norm

is the vector norm of the flattened matrices:

L2-error =
||Mtarg −Mrec||2
||Mtarg||2

.

� Not every possible combination of the scenarios were tested with the largest image

sizes. Only a part of the results of the simulations are plotted and tabulated here.

The simulations were run in different computers, so the absolute run times for

each simulation scenario are not necessarily comparable, even tough the image

sizes would be the same. Median estimates were so close to CM-estimates that

the median estimates are not plotted in the following figures. Moreover, estimates

calculated by eHMC are not plotted in order to save space.
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(a) Wide angle (0-180 degree span) Radon
transform matrices.
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(b) Limited angle (0-45 degree span) Radon
transform matrices.

Figure 7. Singular values of 64 × 64 Radon transform matrices. Dense means 90 different
scan angles, sparse means 45 angles and sparsest 15 angles. The ill-posedness is the more
severe, the faster the singular values decay near to the zero within numerical precision.

It was found out that there is no great difference between the estimates calculated by

the three MCMC methods, if the image size is small, 64× 64 or 128× 128. However,

variance estimate of each background pixel, i.e pixel not located within the phantom,

is usually higher when it is calculated by HMC methods. On the other hand, HMC

methods estimate that the variance of phantom’s edge pixels is relatively smaller than

the estimate calculated by MwG. For example, the variance estimate of Cauchy prior

calculated by HMC-NUTS looks to be close to the MwG’s estimate in terms of median
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and 95% percentile variation in Table 24, but Figure 20 reveals that HMC methods

likely under-estimate the variance of pixels at the edge of the phantom. This happened

as well in the largest image sizes. Another interesting thing is that higher variance of

internal edges of the test object disappear, if level of measurement noise is increased.

In the case of larger image sizes, there are much more interesting things to note.

The MCMC methods tend to have fluff artefacts in the CM-estimates, if limited angle

scenario is utilised. In general, total variation prior suffers the artefacts much more than

Cauchy prior, while the fluffs are absent from the CM-estimates of Besov space prior.

However, major fluffs can be found also in the case of limited angle scan CM-estimate

of Cauchy prior (Figure 19). The artefacts seem not to depend on measurement noise

very much, since they exist in all noise levels. CM-estimates obtained by HMC methods

have usually more fluffs than MwG, but there are also exceptions, like one can see from

Figure 14. Sometimes, if the measurement noise is higher but the measurement scenario

is otherwise the same, the major artefacts are gone. For instance, this can be seen when

comparing the reconstruction errors of Table 17 and Table 16. All in all, there seems

not to be any consistency in the presence of fluff artefacts, other than that they are

way more common in limited angle cases with total variation priors. It is very likely

that this rather irrational difference can be explained by the different parameters of the

prior distributions. Variance estimates are high in limited angle tomography, which

can in part explain the fluffs. CM-estimates of Besov-space prior excelled in very noisy

sparse angle tomography expect in some cases like in Figure 14), in which the estimate

contains high-frequency ripple. In the wide sparse angle scenarios, CM-estimates of

Cauchy prior seem to be very feasible ones. Otherwise the CM- or median estimates

had no clear advantages over MAP estimates. MAP-estimates have in general less

line-aligned artefacts emerging from the Radon transform than CM-estimates.

The chain lengths of the MCMC methods were selected suitably. In small image sizes,

HMC methods have usually the shortest run times. In the largest image sizes, the

situation is opposite: the run times of HMC methods are the longest ranging from a

few hours up to tens of hours. For instance, HMC-NUTS and eHMC adapted their

step sizes so small that their run times were close to 15 hours in one scenario (Tables 21

and 22), whereas MwG had near-constant run time of 3-4 hours, which is quite natural.

Again, there are exceptions also: one can see from Table 23 that MwG is the slowest

one. Run times of HMC algorithms look to be longer in limited angle scenarios than

in wide angle scenarios. This phenomenon raises more questions about the shape of

the posterior: if the step sizes should be smaller in the limited angle than in the wide

angle tomography, then the shapes of the posteriors are probably very different as

well. Therefore, the fluffs might be just symptoms of the ill-posedness, not artefacts
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due to MCMC sampling itself: limited angle tomography is generally much more ill-

posed problem than its wide angle counterpart, because the singular values of limited

angle Radon transform operator decay faster to zero, which is illustrated in Figure 7.

Sometimes eHMC might get stuck into the MAP-point. That happened at least in the

case of largest image size and Besov space prior (Table 26). However, the run time of

eHMC was rather long, so the algorithm did not just adapt a large step size or use short

trajectory lengths. Further tests would be definitely needed to find out the reason for

the phenomenon. In general, NUTS works better than eHMC due to the utilised step

size adaptation of eHMC. In any case, an user should be aware of the effect of each

prior to the step size, its adaptation and therefore the run times.

4.2.1 Tables and figures of calculated estimates

Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.0141 0.243 0.347 2min 18s
Cauchy CM-NUTS 0.0141 0.244 0.342 1min 56s
Cauchy CM-MwG 0.0141 0.242 0.342 11min 25s
Cauchy MAP 0.0141 0.217 0.344 4.4 s
Cauchy MEDIAN-eHMC 0.0141 0.239 0.348 2min 18s
Cauchy MEDIAN-NUTS 0.0141 0.239 0.343 1min 56s
Cauchy MEDIAN-MwG 0.0141 0.241 0.344 11min 25s
Cauchy VARIANCE-eHMC 0.0141 2.415e-03 4.705e-03 2min 18s
Cauchy VARIANCE-NUTS 0.0141 2.481e-03 4.591e-03 1min 56s
Cauchy VARIANCE-MwG 0.0141 2.470e-03 4.634e-03 11min 25s
Haar CM-eHMC 27.1 0.286 0.348 1min 59s
Haar CM-NUTS 27.1 0.287 0.347 2min 29s
Haar CM-MwG 27.1 0.240 0.345 12min 41s
Haar MAP 27.1 0.267 0.345 3.3 s
Haar MEDIAN-eHMC 27.1 0.284 0.348 1min 59s
Haar MEDIAN-NUTS 27.1 0.286 0.347 2min 29s
Haar MEDIAN-MwG 27.1 0.239 0.345 12min 41s
Haar VARIANCE-eHMC 27.1 3.608e-03 5.729e-03 1min 59s
Haar VARIANCE-NUTS 27.1 3.693e-03 5.374e-03 2min 29s
Haar VARIANCE-MwG 27.1 1.914e-03 3.961e-03 12min 41s

Tikhonov MAP 19.3 0.304 0.334 1.0 s
TV CM-eHMC 16 0.232 0.322 1min 13s
TV CM-NUTS 16 0.233 0.320 2min 15s
TV CM-MwG 16 0.194 0.318 11min 33s
TV MAP 16 0.220 0.320 2.4 s
TV MEDIAN-eHMC 16 0.231 0.323 1min 13s
TV MEDIAN-NUTS 16 0.232 0.320 2min 15s
TV MEDIAN-MwG 16 0.193 0.319 11min 33s
TV VARIANCE-eHMC 16 1.632e-03 3.385e-03 1min 13s
TV VARIANCE-NUTS 16 1.777e-03 2.958e-03 2min 15s
TV VARIANCE-MwG 16 8.136e-04 2.123e-03 11min 33s

Table 3. Summary of the results for 128× 128 image with wide, dense scan and 2% noise.
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Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.0532 0.341 0.348 1min 55s
Cauchy CM-NUTS 0.0532 0.344 0.351 2min 29s
Cauchy CM-MwG 0.0532 0.342 0.350 11min 26s
Cauchy MAP 0.0532 0.293 0.349 2.9 s
Cauchy MEDIAN-eHMC 0.0532 0.334 0.347 1min 55s
Cauchy MEDIAN-NUTS 0.0532 0.339 0.351 2min 29s
Cauchy MEDIAN-MwG 0.0532 0.341 0.351 11min 26s
Cauchy VARIANCE-eHMC 0.0532 9.866e-03 1.832e-02 1min 55s
Cauchy VARIANCE-NUTS 0.0532 1.068e-02 1.857e-02 2min 29s
Cauchy VARIANCE-MwG 0.0532 1.070e-02 1.843e-02 11min 26s
Haar CM-eHMC 7.85 0.433 0.388 2min 29s
Haar CM-NUTS 7.85 0.434 0.390 2min 26s
Haar CM-MwG 7.85 0.396 0.381 12min 49s
Haar MAP 7.85 0.344 0.373 2.4 s
Haar MEDIAN-eHMC 7.85 0.426 0.386 2min 29s
Haar MEDIAN-NUTS 7.85 0.429 0.389 2min 26s
Haar MEDIAN-MwG 7.85 0.394 0.381 12min 49s
Haar VARIANCE-eHMC 7.85 2.166e-02 3.065e-02 2min 29s
Haar VARIANCE-NUTS 7.85 2.233e-02 2.973e-02 2min 26s
Haar VARIANCE-MwG 7.85 1.782e-02 2.458e-02 12min 49s

Tikhonov MAP 7.22 0.404 0.373 0.4 s
TV CM-eHMC 3.75 0.374 0.355 1min 21s
TV CM-NUTS 3.75 0.375 0.357 1min 54s
TV CM-MwG 3.75 0.344 0.349 11min 37s
TV MAP 3.75 0.302 0.343 1.8 s
TV MEDIAN-eHMC 3.75 0.366 0.353 1min 21s
TV MEDIAN-NUTS 3.75 0.368 0.356 1min 54s
TV MEDIAN-MwG 3.75 0.338 0.349 11min 37s
TV VARIANCE-eHMC 3.75 1.254e-02 2.082e-02 1min 21s
TV VARIANCE-NUTS 3.75 1.305e-02 1.910e-02 1min 54s
TV VARIANCE-MwG 3.75 1.033e-02 1.666e-02 11min 37s

Table 4. Summary of the results for 128× 128 image with wide, dense scan and 5% noise.

Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.0973 0.481 0.406 5min 45s
Cauchy CM-NUTS 0.0973 0.481 0.409 2min 48s
Cauchy CM-MwG 0.0973 0.478 0.408 11min 44s
Cauchy MAP 0.0973 0.424 0.407 2.6 s
Cauchy MEDIAN-eHMC 0.0973 0.471 0.404 5min 45s
Cauchy MEDIAN-NUTS 0.0973 0.475 0.407 2min 48s
Cauchy MEDIAN-MwG 0.0973 0.479 0.410 11min 44s
Cauchy VARIANCE-eHMC 0.0973 2.416e-02 3.740e-02 5min 45s
Cauchy VARIANCE-NUTS 0.0973 2.476e-02 3.542e-02 2min 48s
Cauchy VARIANCE-MwG 0.0973 2.477e-02 3.411e-02 11min 44s
Haar CM-eHMC 4.83 0.594 0.459 4min 31s
Haar CM-NUTS 4.83 0.605 0.466 2min 50s
Haar CM-MwG 4.83 0.563 0.451 13min 4s
Haar MAP 4.83 0.416 0.420 1.8 s
Haar MEDIAN-eHMC 4.83 0.571 0.452 4min 31s
Haar MEDIAN-NUTS 4.83 0.592 0.461 2min 50s
Haar MEDIAN-MwG 4.83 0.563 0.452 13min 4s
Haar VARIANCE-eHMC 4.83 5.794e-02 7.894e-02 4min 31s
Haar VARIANCE-NUTS 4.83 5.918e-02 7.618e-02 2min 50s
Haar VARIANCE-MwG 4.83 5.239e-02 6.692e-02 13min 4s

Tikhonov MAP 5.21 0.501 0.429 0.3 s
TV CM-eHMC 1.82 0.581 0.439 3min 42s
TV CM-NUTS 1.82 0.597 0.448 3min 2s
TV CM-MwG 1.82 0.569 0.436 11min 41s
TV MAP 1.82 0.409 0.383 1.8 s
TV MEDIAN-eHMC 1.82 0.493 0.408 3min 42s
TV MEDIAN-NUTS 1.82 0.582 0.442 3min 2s
TV MEDIAN-MwG 1.82 0.561 0.434 11min 41s
TV VARIANCE-eHMC 1.82 4.192e-02 6.333e-02 3min 42s
TV VARIANCE-NUTS 1.82 4.689e-02 6.201e-02 3min 2s
TV VARIANCE-MwG 1.82 4.255e-02 5.516e-02 11min 41s

Table 5. Summary of the results for 128× 128 image with wide, dense scan and 10% noise.
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Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.0737 0.332 0.344 1min 21s
Cauchy CM-NUTS 0.0737 0.330 0.340 3min 19s
Cauchy CM-MwG 0.0737 0.328 0.339 6min 27s
Cauchy MAP 0.0737 0.288 0.337 2.8 s
Cauchy MEDIAN-eHMC 0.0737 0.328 0.344 1min 21s
Cauchy MEDIAN-NUTS 0.0737 0.326 0.339 3min 19s
Cauchy MEDIAN-MwG 0.0737 0.329 0.340 6min 27s
Cauchy VARIANCE-eHMC 0.0737 1.279e-02 2.267e-02 1min 21s
Cauchy VARIANCE-NUTS 0.0737 1.370e-02 2.278e-02 3min 19s
Cauchy VARIANCE-MwG 0.0737 1.374e-02 2.263e-02 6min 27s
Haar CM-eHMC 12.2 0.370 0.377 3min 42s
Haar CM-NUTS 12.2 0.369 0.374 4min 51s
Haar CM-MwG 12.2 0.334 0.368 7min 36s
Haar MAP 12.2 0.322 0.367 2.5 s
Haar MEDIAN-eHMC 12.2 0.366 0.377 3min 42s
Haar MEDIAN-NUTS 12.2 0.365 0.374 4min 51s
Haar MEDIAN-MwG 12.2 0.333 0.370 7min 36s
Haar VARIANCE-eHMC 12.2 1.233e-02 2.003e-02 3min 42s
Haar VARIANCE-NUTS 12.2 1.277e-02 1.792e-02 4min 51s
Haar VARIANCE-MwG 12.2 8.646e-03 1.343e-02 7min 36s

Tikhonov MAP 14.2 0.392 0.371 0.7 s
TV CM-eHMC 7.75 0.302 0.335 1min 24s
TV CM-NUTS 7.75 0.303 0.332 1min 12s
TV CM-MwG 7.75 0.255 0.321 6min 44s
TV MAP 7.75 0.260 0.323 1.5 s
TV MEDIAN-eHMC 7.75 0.298 0.334 1min 24s
TV MEDIAN-NUTS 7.75 0.300 0.332 1min 12s
TV MEDIAN-MwG 7.75 0.251 0.321 6min 44s
TV VARIANCE-eHMC 7.75 5.037e-03 8.717e-03 1min 24s
TV VARIANCE-NUTS 7.75 5.239e-03 8.516e-03 1min 12s
TV VARIANCE-MwG 7.75 3.150e-03 6.360e-03 6min 44s

Table 6. Summary of the results for 128 × 128 image with wide, medium dense scan and
2% noise.

Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.00936 0.405 0.416 5min 56s
Cauchy CM-NUTS 0.00936 0.418 0.422 1min 35s
Cauchy CM-MwG 0.00936 0.404 0.413 3min 50s
Cauchy MAP 0.00936 0.315 0.396 3.5 s
Cauchy MEDIAN-eHMC 0.00936 0.400 0.417 5min 56s
Cauchy MEDIAN-NUTS 0.00936 0.414 0.423 1min 35s
Cauchy MEDIAN-MwG 0.00936 0.403 0.417 3min 50s
Cauchy VARIANCE-eHMC 0.00936 4.168e-03 1.138e-02 5min 56s
Cauchy VARIANCE-NUTS 0.00936 4.192e-03 1.041e-02 1min 35s
Cauchy VARIANCE-MwG 0.00936 4.244e-03 1.191e-02 3min 50s
Haar CM-eHMC 5.46 0.584 0.501 4min 1s
Haar CM-NUTS 5.46 0.590 0.503 2min 57s
Haar CM-MwG 5.46 0.567 0.494 4min 49s
Haar MAP 5.46 0.496 0.473 2.0 s
Haar MEDIAN-eHMC 5.46 0.580 0.501 4min 1s
Haar MEDIAN-NUTS 5.46 0.588 0.503 2min 57s
Haar MEDIAN-MwG 5.46 0.580 0.499 4min 49s
Haar VARIANCE-eHMC 5.46 6.181e-02 8.824e-02 4min 1s
Haar VARIANCE-NUTS 5.46 6.345e-02 8.250e-02 2min 57s
Haar VARIANCE-MwG 5.46 5.424e-02 7.046e-02 4min 49s

Tikhonov MAP 14.2 0.631 0.522 0.4 s
TV CM-eHMC 1.26 0.679 0.529 5min 41s
TV CM-NUTS 1.26 0.692 0.534 5min 56s
TV CM-MwG 1.26 0.675 0.526 3min 42s
TV MAP 1.26 0.531 0.458 2.9 s
TV MEDIAN-eHMC 1.26 0.678 0.529 5min 41s
TV MEDIAN-NUTS 1.26 0.698 0.537 5min 56s
TV MEDIAN-MwG 1.26 0.699 0.536 3min 42s
TV VARIANCE-eHMC 1.26 1.633e-01 2.119e-01 5min 41s
TV VARIANCE-NUTS 1.26 1.661e-01 2.068e-01 5min 56s
TV VARIANCE-MwG 1.26 1.550e-01 1.904e-01 3min 42s

Table 7. Summary of the results for 128× 128 image with wide, sparse scan and 2% noise.
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Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.000269 0.539 0.642 3min 33s
Cauchy CM-NUTS 0.000269 0.544 0.649 26min 25s
Cauchy CM-MwG 0.000269 0.548 0.657 10min 18s
Cauchy MAP 0.000269 0.530 0.641 14.9 s
Cauchy MEDIAN-eHMC 0.000269 0.539 0.643 3min 33s
Cauchy MEDIAN-NUTS 0.000269 0.543 0.649 26min 25s
Cauchy MEDIAN-MwG 0.000269 0.547 0.657 10min 18s
Cauchy VARIANCE-eHMC 0.000269 1.771e-04 5.004e-04 3min 33s
Cauchy VARIANCE-NUTS 0.000269 1.948e-04 4.474e-04 26min 25s
Cauchy VARIANCE-MwG 0.000269 1.927e-04 4.447e-04 10min 18s
Haar CM-eHMC 18.1 0.672 0.669 1min 53s
Haar CM-NUTS 18.1 0.676 0.672 4min 59s
Haar CM-MwG 18.1 0.651 0.666 11min 37s
Haar MAP 18.1 0.660 0.669 11.8 s
Haar MEDIAN-eHMC 18.1 0.672 0.670 1min 53s
Haar MEDIAN-NUTS 18.1 0.675 0.672 4min 59s
Haar MEDIAN-MwG 18.1 0.651 0.667 11min 37s
Haar VARIANCE-eHMC 18.1 6.753e-03 1.245e-02 1min 53s
Haar VARIANCE-NUTS 18.1 7.260e-03 1.023e-02 4min 59s
Haar VARIANCE-MwG 18.1 4.223e-03 6.625e-03 11min 37s

Tikhonov MAP 35.5 0.614 0.641 4.9 s
TV CM-eHMC 7.75 0.644 0.658 1min 28s
TV CM-NUTS 7.75 0.668 0.664 6min 41s
TV CM-MwG 7.75 0.606 0.651 10min 20s
TV MAP 7.75 0.607 0.651 14.6 s
TV MEDIAN-eHMC 7.75 0.644 0.659 1min 28s
TV MEDIAN-NUTS 7.75 0.668 0.665 6min 41s
TV MEDIAN-MwG 7.75 0.607 0.651 10min 20s
TV VARIANCE-eHMC 7.75 8.975e-03 1.304e-02 1min 28s
TV VARIANCE-NUTS 7.75 8.990e-03 1.271e-02 6min 41s
TV VARIANCE-MwG 7.75 5.436e-03 7.883e-03 10min 20s

Table 8. Summary of the results for 128×128 image with limited, dense scan and 2% noise.

Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 2.05e-05 0.556 0.659 15min 35s
Cauchy CM-NUTS 2.05e-05 0.541 0.663 15min 59s
Cauchy CM-MwG 2.05e-05 0.508 0.640 6min 0s
Cauchy MAP 2.05e-05 0.555 0.658 8.0 s
Cauchy MEDIAN-eHMC 2.05e-05 0.557 0.660 15min 35s
Cauchy MEDIAN-NUTS 2.05e-05 0.541 0.664 15min 59s
Cauchy MEDIAN-MwG 2.05e-05 0.509 0.641 6min 0s
Cauchy VARIANCE-eHMC 2.05e-05 2.391e-05 1.100e-04 15min 35s
Cauchy VARIANCE-NUTS 2.05e-05 1.986e-05 5.386e-05 15min 59s
Cauchy VARIANCE-MwG 2.05e-05 1.931e-05 1.099e-04 6min 0s
Haar CM-eHMC 12.2 0.759 0.695 2min 1s
Haar CM-NUTS 12.2 0.687 0.673 4min 7s
Haar CM-MwG 12.2 0.672 0.670 7min 29s
Haar MAP 12.2 0.671 0.672 2.2 s
Haar MEDIAN-eHMC 12.2 0.865 0.729 2min 1s
Haar MEDIAN-NUTS 12.2 0.687 0.673 4min 7s
Haar MEDIAN-MwG 12.2 0.673 0.670 7min 29s
Haar VARIANCE-eHMC 12.2 7.651e-03 2.424e-02 2min 1s
Haar VARIANCE-NUTS 12.2 1.407e-02 1.892e-02 4min 7s
Haar VARIANCE-MwG 12.2 9.503e-03 1.320e-02 7min 29s

Tikhonov MAP 19.3 0.630 0.640 3.8 s
TV CM-eHMC 3.75 0.702 0.669 1min 33s
TV CM-NUTS 3.75 0.748 0.686 2min 38s
TV CM-MwG 3.75 0.665 0.661 6min 16s
TV MAP 3.75 0.633 0.653 7.4 s
TV MEDIAN-eHMC 3.75 0.702 0.669 1min 33s
TV MEDIAN-NUTS 3.75 0.748 0.686 2min 38s
TV MEDIAN-MwG 3.75 0.667 0.662 6min 16s
TV VARIANCE-eHMC 3.75 2.679e-02 3.764e-02 1min 33s
TV VARIANCE-NUTS 3.75 2.619e-02 3.714e-02 2min 38s
TV VARIANCE-MwG 3.75 2.122e-02 2.918e-02 6min 16s

Table 9. Summary of the results for 128× 128 image with limited, medium dense scan and
2% noise.
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Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.00271 0.604 0.667 5min 52s
Cauchy CM-NUTS 0.00271 0.593 0.665 1min 59s
Cauchy CM-MwG 0.00271 0.621 0.714 3min 45s
Cauchy MAP 0.00271 0.577 0.660 2.9 s
Cauchy MEDIAN-eHMC 0.00271 0.603 0.669 5min 52s
Cauchy MEDIAN-NUTS 0.00271 0.593 0.667 1min 59s
Cauchy MEDIAN-MwG 0.00271 0.622 0.717 3min 45s
Cauchy VARIANCE-eHMC 0.00271 1.652e-03 2.723e-03 5min 52s
Cauchy VARIANCE-NUTS 0.00271 1.550e-03 2.489e-03 1min 59s
Cauchy VARIANCE-MwG 0.00271 1.729e-03 2.703e-03 3min 45s
Haar CM-eHMC 12.2 0.698 0.685 6min 8s
Haar CM-NUTS 12.2 0.707 0.691 4min 54s
Haar CM-MwG 12.2 0.691 0.689 4min 58s
Haar MAP 12.2 0.683 0.691 3.7 s
Haar MEDIAN-eHMC 12.2 0.696 0.685 6min 8s
Haar MEDIAN-NUTS 12.2 0.707 0.691 4min 54s
Haar MEDIAN-MwG 12.2 0.694 0.691 4min 58s
Haar VARIANCE-eHMC 12.2 1.686e-02 2.575e-02 6min 8s
Haar VARIANCE-NUTS 12.2 1.728e-02 2.272e-02 4min 54s
Haar VARIANCE-MwG 12.2 1.190e-02 1.584e-02 4min 58s

Tikhonov MAP 7.75 0.678 0.655 2.0 s
TV CM-eHMC 2.61 0.749 0.669 1min 53s
TV CM-NUTS 2.61 0.853 0.722 4min 21s
TV CM-MwG 2.61 0.702 0.666 3min 45s
TV MAP 2.61 0.632 0.658 1.8 s
TV MEDIAN-eHMC 2.61 0.749 0.670 1min 53s
TV MEDIAN-NUTS 2.61 0.856 0.722 4min 21s
TV MEDIAN-MwG 2.61 0.713 0.670 3min 45s
TV VARIANCE-eHMC 2.61 5.960e-02 8.054e-02 1min 53s
TV VARIANCE-NUTS 2.61 5.975e-02 8.206e-02 4min 21s
TV VARIANCE-MwG 2.61 5.200e-02 6.903e-02 3min 45s

Table 10. Summary of the results for 128 × 128 image with limited, sparse scan and 2%
noise.

Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.0737 0.255 0.252 7min 14s
Cauchy CM-NUTS 0.0737 0.254 0.252 13min 33s
Cauchy CM-MwG 0.0737 0.249 0.250 51min 24s
Cauchy MAP 0.0737 0.216 0.250 10.5 s
Cauchy MEDIAN-eHMC 0.0737 0.251 0.251 7min 14s
Cauchy MEDIAN-NUTS 0.0737 0.249 0.251 13min 33s
Cauchy MEDIAN-MwG 0.0737 0.252 0.252 51min 24s
Cauchy VARIANCE-eHMC 0.0737 1.413e-02 2.165e-02 7min 14s
Cauchy VARIANCE-NUTS 0.0737 1.479e-02 1.986e-02 13min 33s
Cauchy VARIANCE-MwG 0.0737 1.481e-02 1.929e-02 51min 24s
Haar CM-eHMC 8.15 0.316 0.296 9min 10s
Haar CM-NUTS 8.15 0.315 0.296 20min 21s
Haar CM-MwG 8.15 0.286 0.287 58min 59s
Haar MAP 8.15 0.249 0.277 9.9 s
Haar MEDIAN-eHMC 8.15 0.311 0.295 9min 10s
Haar MEDIAN-NUTS 8.15 0.312 0.296 20min 21s
Haar MEDIAN-MwG 8.15 0.287 0.288 58min 59s
Haar VARIANCE-eHMC 8.15 2.225e-02 3.472e-02 9min 10s
Haar VARIANCE-NUTS 8.15 2.320e-02 2.978e-02 20min 21s
Haar VARIANCE-MwG 8.15 1.765e-02 2.286e-02 58min 59s

Tikhonov MAP 14.2 0.252 0.257 4.3 s
TV CM-eHMC 7.75 0.341 0.290 5min 3s
TV CM-NUTS 7.75 0.212 0.238 10min 56s
TV CM-MwG 7.75 0.178 0.230 52min 12s
TV MAP 7.75 0.180 0.232 4.8 s
TV MEDIAN-eHMC 7.75 0.362 0.300 5min 3s
TV MEDIAN-NUTS 7.75 0.210 0.238 10min 56s
TV MEDIAN-MwG 7.75 0.177 0.231 52min 12s
TV VARIANCE-eHMC 7.75 1.648e-04 1.499e-03 5min 3s
TV VARIANCE-NUTS 7.75 5.750e-03 7.795e-03 10min 56s
TV VARIANCE-MwG 7.75 3.493e-03 5.098e-03 52min 12s

Table 11. Summary of the results for 256× 256 image with wide, dense scan and 2% noise.
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Figure 8. Estimates for 128× 128 image with wide, dense scan and 2% noise.
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Figure 9. Estimates for 128× 128 image with wide, dense scan and 5% noise.
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Figure 10. Estimates for 128× 128 image with wide, dense scan and 10% noise.
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Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.0323 0.262 0.263 5min 48s
Cauchy CM-NUTS 0.0323 0.273 0.269 6min 29s
Cauchy CM-MwG 0.0323 0.261 0.265 28min 5s
Cauchy MAP 0.0323 0.198 0.260 7.2 s
Cauchy MEDIAN-eHMC 0.0323 0.258 0.263 5min 48s
Cauchy MEDIAN-NUTS 0.0323 0.271 0.268 6min 29s
Cauchy MEDIAN-MwG 0.0323 0.264 0.266 28min 5s
Cauchy VARIANCE-eHMC 0.0323 1.063e-02 1.622e-02 5min 48s
Cauchy VARIANCE-NUTS 0.0323 1.075e-02 1.598e-02 6min 29s
Cauchy VARIANCE-MwG 0.0323 1.088e-02 1.561e-02 28min 5s
Haar CM-eHMC 5.46 0.369 0.339 13min 44s
Haar CM-NUTS 5.46 0.384 0.346 15min 2s
Haar CM-MwG 5.46 0.349 0.334 34min 2s
Haar MAP 5.46 0.281 0.314 8.5 s
Haar MEDIAN-eHMC 5.46 0.361 0.337 13min 44s
Haar MEDIAN-NUTS 5.46 0.381 0.346 15min 2s
Haar MEDIAN-MwG 5.46 0.363 0.340 34min 2s
Haar VARIANCE-eHMC 5.46 5.453e-02 7.757e-02 13min 44s
Haar VARIANCE-NUTS 5.46 5.610e-02 7.150e-02 15min 2s
Haar VARIANCE-MwG 5.46 4.737e-02 5.970e-02 34min 2s

Tikhonov MAP 10.5 0.371 0.327 3.4 s
TV CM-eHMC 3.75 0.346 0.302 6min 4s
TV CM-NUTS 3.75 0.348 0.304 11min 0s
TV CM-MwG 3.75 0.311 0.287 28min 14s
TV MAP 3.75 0.246 0.260 5.4 s
TV MEDIAN-eHMC 3.75 0.343 0.300 6min 4s
TV MEDIAN-NUTS 3.75 0.346 0.304 11min 0s
TV MEDIAN-MwG 3.75 0.315 0.288 28min 14s
TV VARIANCE-eHMC 3.75 2.061e-02 2.863e-02 6min 4s
TV VARIANCE-NUTS 3.75 2.159e-02 2.797e-02 11min 0s
TV VARIANCE-MwG 3.75 1.639e-02 2.180e-02 28min 14s

Table 12. Summary of the results for 256 × 256 image with wide, medium dense scan and
2% noise.

Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.0041 0.381 0.390 9min 25s
Cauchy CM-NUTS 0.0041 0.399 0.404 6min 53s
Cauchy CM-MwG 0.0041 0.383 0.391 15min 20s
Cauchy MAP 0.0041 0.315 0.392 4.5 s
Cauchy MEDIAN-eHMC 0.0041 0.377 0.390 9min 25s
Cauchy MEDIAN-NUTS 0.0041 0.398 0.406 6min 53s
Cauchy MEDIAN-MwG 0.0041 0.382 0.394 15min 20s
Cauchy VARIANCE-eHMC 0.0041 2.385e-03 4.628e-03 9min 25s
Cauchy VARIANCE-NUTS 0.0041 2.395e-03 4.463e-03 6min 53s
Cauchy VARIANCE-MwG 0.0041 2.460e-03 5.249e-03 15min 20s
Haar CM-eHMC 3.66 0.559 0.486 35min 3s
Haar CM-NUTS 3.66 0.571 0.491 16min 18s
Haar CM-MwG 3.66 0.547 0.482 20min 23s
Haar MAP 3.66 0.474 0.463 5.2 s
Haar MEDIAN-eHMC 3.66 0.560 0.487 35min 3s
Haar MEDIAN-NUTS 3.66 0.579 0.494 16min 18s
Haar MEDIAN-MwG 3.66 0.590 0.496 20min 23s
Haar VARIANCE-eHMC 3.66 1.407e-01 1.896e-01 35min 3s
Haar VARIANCE-NUTS 3.66 1.432e-01 1.846e-01 16min 18s
Haar VARIANCE-MwG 3.66 1.311e-01 1.599e-01 20min 23s

Tikhonov MAP 10.5 0.633 0.511 3.0 s
TV CM-eHMC 0.613 0.951 0.655 7min 14s
TV CM-NUTS 0.613 0.790 0.565 47min 33s
TV CM-MwG 0.613 0.943 0.648 14min 44s
TV MAP 0.613 0.579 0.473 3.5 s
TV MEDIAN-eHMC 0.613 0.973 0.668 7min 14s
TV MEDIAN-NUTS 0.613 0.829 0.585 47min 33s
TV MEDIAN-MwG 0.613 1.037 0.700 14min 44s
TV VARIANCE-eHMC 0.613 8.958e-01 1.147e+00 7min 14s
TV VARIANCE-NUTS 0.613 9.409e-01 1.131e+00 47min 33s
TV VARIANCE-MwG 0.613 9.052e-01 1.117e+00 14min 44s

Table 13. Summary of the results for 256× 256 image with wide, sparse scan and 2% noise.
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Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 9.72e-05 0.536 0.627 40min 5s
Cauchy CM-NUTS 9.72e-05 0.535 0.629 3h 7min 26s
Cauchy CM-MwG 9.72e-05 0.530 0.627 43min 21s
Cauchy MAP 9.72e-05 0.532 0.635 32.7 s
Cauchy MEDIAN-eHMC 9.72e-05 0.535 0.628 40min 5s
Cauchy MEDIAN-NUTS 9.72e-05 0.535 0.629 3h 7min 26s
Cauchy MEDIAN-MwG 9.72e-05 0.530 0.628 43min 21s
Cauchy VARIANCE-eHMC 9.72e-05 7.900e-05 1.902e-04 40min 5s
Cauchy VARIANCE-NUTS 9.72e-05 8.397e-05 1.451e-04 3h 7min 26s
Cauchy VARIANCE-MwG 9.72e-05 8.272e-05 1.509e-04 43min 21s
Haar CM-eHMC 8.15 0.694 0.669 18min 45s
Haar CM-NUTS 8.15 0.692 0.666 37min 11s
Haar CM-MwG 8.15 0.672 0.661 50min 49s
Haar MAP 8.15 0.656 0.657 29.6 s
Haar MEDIAN-eHMC 8.15 0.691 0.668 18min 45s
Haar MEDIAN-NUTS 8.15 0.691 0.666 37min 11s
Haar MEDIAN-MwG 8.15 0.675 0.661 50min 49s
Haar VARIANCE-eHMC 8.15 2.554e-02 3.790e-02 18min 45s
Haar VARIANCE-NUTS 8.15 2.640e-02 3.424e-02 37min 11s
Haar VARIANCE-MwG 8.15 2.022e-02 2.560e-02 50min 49s

Tikhonov MAP 19.3 0.615 0.625 21.3 s
TV CM-eHMC 3.75 0.932 0.743 5min 18s
TV CM-NUTS 3.75 0.785 0.676 14min 15s
TV CM-MwG 3.75 0.641 0.640 43min 39s
TV MAP 3.75 0.626 0.638 31.2 s
TV MEDIAN-eHMC 3.75 1.032 0.793 5min 18s
TV MEDIAN-NUTS 3.75 0.785 0.676 14min 15s
TV MEDIAN-MwG 3.75 0.646 0.641 43min 39s
TV VARIANCE-eHMC 3.75 1.869e-02 4.415e-02 5min 18s
TV VARIANCE-NUTS 3.75 3.003e-02 4.312e-02 14min 15s
TV VARIANCE-MwG 3.75 2.545e-02 3.502e-02 43min 39s

Table 14. Summary of the results for 256 × 256 image with limited, dense scan and 2%
noise.

Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 6.88e-05 0.543 0.638 20min 23s
Cauchy CM-NUTS 6.88e-05 0.529 0.634 1h 44min 51s
Cauchy CM-MwG 6.88e-05 0.529 0.634 25min 35s
Cauchy MAP 6.88e-05 0.535 0.639 25.5 s
Cauchy MEDIAN-eHMC 6.88e-05 0.544 0.639 20min 23s
Cauchy MEDIAN-NUTS 6.88e-05 0.529 0.635 1h 44min 51s
Cauchy MEDIAN-MwG 6.88e-05 0.529 0.635 25min 35s
Cauchy VARIANCE-eHMC 6.88e-05 6.904e-05 1.968e-04 20min 23s
Cauchy VARIANCE-NUTS 6.88e-05 6.368e-05 1.246e-04 1h 44min 51s
Cauchy VARIANCE-MwG 6.88e-05 6.142e-05 1.380e-04 25min 35s
Haar CM-eHMC 3.66 0.736 0.684 34min 42s
Haar CM-NUTS 3.66 0.746 0.688 22min 37s
Haar CM-MwG 3.66 0.727 0.682 30min 53s
Haar MAP 3.66 0.672 0.670 27.1 s
Haar MEDIAN-eHMC 3.66 0.732 0.683 34min 42s
Haar MEDIAN-NUTS 3.66 0.744 0.688 22min 37s
Haar MEDIAN-MwG 3.66 0.747 0.688 30min 53s
Haar VARIANCE-eHMC 3.66 1.143e-01 1.593e-01 34min 42s
Haar VARIANCE-NUTS 3.66 1.171e-01 1.506e-01 22min 37s
Haar VARIANCE-MwG 3.66 1.056e-01 1.305e-01 30min 53s

Tikhonov MAP 10.5 0.620 0.630 11.9 s
TV CM-eHMC 2.61 0.814 0.688 4min 23s
TV CM-NUTS 2.61 0.935 0.754 10min 23s
TV CM-MwG 2.61 0.640 0.638 25min 57s
TV MAP 2.61 0.622 0.643 23.4 s
TV MEDIAN-eHMC 2.61 0.771 0.677 4min 23s
TV MEDIAN-NUTS 2.61 0.937 0.755 10min 23s
TV MEDIAN-MwG 2.61 0.655 0.643 25min 57s
TV VARIANCE-eHMC 2.61 5.826e-02 7.928e-02 4min 23s
TV VARIANCE-NUTS 2.61 5.940e-02 8.196e-02 10min 23s
TV VARIANCE-MwG 2.61 5.503e-02 7.103e-02 25min 57s

Table 15. Summary of the results for 256×256 image with limited, medium dense scan and
2% noise.
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Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.58 1.132 0.812 7min 3s
Cauchy CM-NUTS 0.58 0.834 0.695 59min 48s
Cauchy CM-MwG 0.58 1.046 0.796 15min 1s
Cauchy MAP 0.58 0.712 0.654 7.1 s
Cauchy MEDIAN-eHMC 0.58 1.132 0.813 7min 3s
Cauchy MEDIAN-NUTS 0.58 0.849 0.701 59min 48s
Cauchy MEDIAN-MwG 0.58 1.085 0.815 15min 1s
Cauchy VARIANCE-eHMC 0.58 3.208e-01 4.193e-01 7min 3s
Cauchy VARIANCE-NUTS 0.58 3.501e-01 4.253e-01 59min 48s
Cauchy VARIANCE-MwG 0.58 3.355e-01 4.226e-01 15min 1s
Haar CM-eHMC 0.332 1.981 1.301 40min 20s
Haar CM-NUTS 0.332 1.517 1.030 2h 9min 26s
Haar CM-MwG 0.332 7.198 4.684 18min 27s
Haar MAP 0.332 0.722 0.693 13.4 s
Haar MEDIAN-eHMC 0.332 2.366 1.551 40min 20s
Haar MEDIAN-NUTS 0.332 1.728 1.150 2h 9min 26s
Haar MEDIAN-MwG 0.332 6.884 4.481 18min 27s
Haar VARIANCE-eHMC 0.332 1.471e+01 2.176e+01 40min 20s
Haar VARIANCE-NUTS 0.332 1.525e+01 1.967e+01 2h 9min 26s
Haar VARIANCE-MwG 0.332 1.308e+01 2.381e+01 18min 27s

Tikhonov MAP 5.71 0.673 0.646 9.6 s
TV CM-eHMC 0.297 3.527 2.278 7min 54s
TV CM-NUTS 0.297 1.637 1.092 2h 28min 51s
TV CM-MwG 0.297 5.348 3.465 14min 20s
TV MAP 0.297 0.719 0.665 7.4 s
TV MEDIAN-eHMC 0.297 3.590 2.338 7min 54s
TV MEDIAN-NUTS 0.297 1.743 1.151 2h 28min 51s
TV MEDIAN-MwG 0.297 5.392 3.490 14min 20s
TV VARIANCE-eHMC 0.297 4.090e+00 6.097e+00 7min 54s
TV VARIANCE-NUTS 0.297 4.817e+00 5.983e+00 2h 28min 51s
TV VARIANCE-MwG 0.297 3.847e+00 5.494e+00 14min 20s

Table 16. Summary of the results for 256 × 256 image with limited, sparse scan and 2%
noise.

Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.178 1.023 0.797 12min 30s
Cauchy CM-NUTS 0.178 0.721 0.668 36min 2s
Cauchy CM-MwG 0.178 0.827 0.713 15min 14s
Cauchy MAP 0.178 0.686 0.666 1.9 s
Cauchy MEDIAN-eHMC 0.178 1.015 0.794 12min 30s
Cauchy MEDIAN-NUTS 0.178 0.727 0.670 36min 2s
Cauchy MEDIAN-MwG 0.178 0.852 0.722 15min 14s
Cauchy VARIANCE-eHMC 0.178 1.113e-01 1.449e-01 12min 30s
Cauchy VARIANCE-NUTS 0.178 1.247e-01 1.501e-01 36min 2s
Cauchy VARIANCE-MwG 0.178 1.212e-01 1.500e-01 15min 14s
Haar CM-eHMC 1.83 0.873 0.731 47min 37s
Haar CM-NUTS 1.83 0.916 0.749 10min 1s
Haar CM-MwG 1.83 0.841 0.722 21min 2s
Haar MAP 1.83 0.732 0.715 2.2 s
Haar MEDIAN-eHMC 1.83 0.859 0.728 47min 37s
Haar MEDIAN-NUTS 1.83 0.917 0.750 10min 1s
Haar MEDIAN-MwG 1.83 0.934 0.757 21min 2s
Haar VARIANCE-eHMC 1.83 5.452e-01 6.884e-01 47min 37s
Haar VARIANCE-NUTS 1.83 5.532e-01 7.017e-01 10min 1s
Haar VARIANCE-MwG 1.83 5.376e-01 6.498e-01 21min 2s

Tikhonov MAP 5.21 0.689 0.666 4.3 s
TV CM-eHMC 1.26 1.013 0.776 12min 6s
TV CM-NUTS 1.26 1.560 1.061 8min 42s
TV CM-MwG 1.26 0.835 0.696 15min 23s
TV MAP 1.26 0.683 0.671 4.4 s
TV MEDIAN-eHMC 1.26 0.718 0.673 12min 6s
TV MEDIAN-NUTS 1.26 1.562 1.062 8min 42s
TV MEDIAN-MwG 1.26 0.885 0.714 15min 23s
TV VARIANCE-eHMC 1.26 1.955e-01 2.635e-01 12min 6s
TV VARIANCE-NUTS 1.26 2.741e-01 3.751e-01 8min 42s
TV VARIANCE-MwG 1.26 2.974e-01 3.737e-01 15min 23s

Table 17. Summary of the results for 256 × 256 image with limited, sparse scan and 10%
noise.
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Figure 11. Estimates for 256× 256 image with wide, sparse scan and 2% noise.
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Figure 12. Estimates for 256× 256 image with limited, dense scan and 2% noise.
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Figure 13. Estimates for 256× 256 image with limited, medium dense scan and 2% noise.
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Figure 14. Estimates for 256× 256 image with limited, sparse scan and 2% noise.
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Figure 15. Estimates for 256× 256 image with limited, medium dense scan and 10% noise.



75

Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.0214 0.181 0.175 2h 47min 18s
Cauchy CM-NUTS 0.0214 0.186 0.177 1h 5min 25s
Cauchy CM-MwG 0.0214 0.177 0.172 3h 45min 31s
Cauchy MAP 0.0214 0.138 0.168 20.3 s
Cauchy MEDIAN-eHMC 0.0214 0.178 0.172 2h 47min 18s
Cauchy MEDIAN-NUTS 0.0214 0.184 0.175 1h 5min 25s
Cauchy MEDIAN-MwG 0.0214 0.181 0.172 3h 45min 31s
Cauchy VARIANCE-eHMC 0.0214 7.908e-03 1.093e-02 2h 47min 18s
Cauchy VARIANCE-NUTS 0.0214 7.988e-03 1.080e-02 1h 5min 25s
Cauchy VARIANCE-MwG 0.0214 8.057e-03 1.027e-02 3h 45min 31s
Haar CM-eHMC 5.46 0.306 0.270 3h 18min 47s
Haar CM-NUTS 5.46 0.308 0.270 2h 9min 28s
Haar CM-MwG 5.46 0.286 0.261 4h 23min 11s
Haar MAP 5.46 0.213 0.236 23.9 s
Haar MEDIAN-eHMC 5.46 0.300 0.268 3h 18min 47s
Haar MEDIAN-NUTS 5.46 0.308 0.270 2h 9min 28s
Haar MEDIAN-MwG 5.46 0.304 0.269 4h 23min 11s
Haar VARIANCE-eHMC 5.46 5.651e-02 7.795e-02 3h 18min 47s
Haar VARIANCE-NUTS 5.46 5.779e-02 7.382e-02 2h 9min 28s
Haar VARIANCE-MwG 5.46 4.910e-02 6.005e-02 4h 23min 11s

Tikhonov MAP 14.2 0.232 0.219 18.4 s
TV CM-eHMC 3.75 0.251 0.212 4h 15min 7s
TV CM-NUTS 3.75 0.267 0.218 1h 1min 52s
TV CM-MwG 3.75 0.227 0.200 3h 45min 45s
TV MAP 3.75 0.185 0.178 15.5 s
TV MEDIAN-eHMC 3.75 0.249 0.211 4h 15min 7s
TV MEDIAN-NUTS 3.75 0.267 0.218 1h 1min 52s
TV MEDIAN-MwG 3.75 0.233 0.202 3h 45min 45s
TV VARIANCE-eHMC 3.75 2.216e-02 2.963e-02 4h 15min 7s
TV VARIANCE-NUTS 3.75 2.255e-02 2.866e-02 1h 1min 52s
TV VARIANCE-MwG 3.75 1.735e-02 2.167e-02 3h 45min 45s

Table 18. Summary of the results for 512× 512 image with wide, dense scan and 2% noise.

Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.0141 0.248 0.231 2h 20min 5s
Cauchy CM-NUTS 0.0141 0.250 0.233 3h 51min 40s
Cauchy CM-MwG 0.0141 0.248 0.232 2h 10min 30s
Cauchy MAP 0.0141 0.157 0.192 16.1 s
Cauchy MEDIAN-eHMC 0.0141 0.244 0.228 2h 20min 5s
Cauchy MEDIAN-NUTS 0.0141 0.249 0.231 3h 51min 40s
Cauchy MEDIAN-MwG 0.0141 0.251 0.232 2h 10min 30s
Cauchy VARIANCE-eHMC 0.0141 6.862e-03 9.320e-03 2h 20min 5s
Cauchy VARIANCE-NUTS 0.0141 7.019e-03 9.185e-03 3h 51min 40s
Cauchy VARIANCE-MwG 0.0141 7.012e-03 9.305e-03 2h 10min 30s
Haar CM-eHMC 2.45 0.391 0.333 3h 6min 8s
Haar CM-NUTS 2.45 0.433 0.349 1h 39min 23s
Haar CM-MwG 2.45 0.381 0.328 2h 41min 21s
Haar MAP 2.45 0.265 0.281 26.2 s
Haar MEDIAN-eHMC 2.45 0.397 0.335 3h 6min 8s
Haar MEDIAN-NUTS 2.45 0.440 0.353 1h 39min 23s
Haar MEDIAN-MwG 2.45 0.471 0.366 2h 41min 21s
Haar VARIANCE-eHMC 2.45 2.705e-01 3.696e-01 3h 6min 8s
Haar VARIANCE-NUTS 2.45 2.807e-01 3.543e-01 1h 39min 23s
Haar VARIANCE-MwG 2.45 2.658e-01 3.224e-01 2h 41min 21s

Tikhonov MAP 14.2 0.357 0.306 13.8 s
TV CM-eHMC 1.82 0.433 0.326 1h 33min 58s
TV CM-NUTS 1.82 0.455 0.335 1h 10min 6s
TV CM-MwG 1.82 0.391 0.308 2h 9min 0s
TV MAP 1.82 0.290 0.247 15.9 s
TV MEDIAN-eHMC 1.82 0.424 0.322 1h 33min 58s
TV MEDIAN-NUTS 1.82 0.461 0.338 1h 10min 6s
TV MEDIAN-MwG 1.82 0.425 0.322 2h 9min 0s
TV VARIANCE-eHMC 1.82 1.004e-01 1.264e-01 1h 33min 58s
TV VARIANCE-NUTS 1.82 1.025e-01 1.264e-01 1h 10min 6s
TV VARIANCE-MwG 1.82 9.173e-02 1.111e-01 2h 9min 0s

Table 19. Summary of the results for 512 × 512 image with wide, medium dense scan and
2% noise.
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Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.0018 0.411 0.432 42min 21s
Cauchy CM-NUTS 0.0018 0.434 0.430 30min 56s
Cauchy CM-MwG 0.0018 0.398 0.399 1h 2min 48s
Cauchy MAP 0.0018 0.385 0.436 41.9 s
Cauchy MEDIAN-eHMC 0.0018 0.398 0.437 42min 21s
Cauchy MEDIAN-NUTS 0.0018 0.434 0.431 30min 56s
Cauchy MEDIAN-MwG 0.0018 0.396 0.402 1h 2min 48s
Cauchy VARIANCE-eHMC 0.0018 7.709e-04 1.311e-03 42min 21s
Cauchy VARIANCE-NUTS 0.0018 1.195e-03 1.796e-03 30min 56s
Cauchy VARIANCE-MwG 0.0018 1.318e-03 2.049e-03 1h 2min 48s
Haar CM-eHMC 3.66 0.530 0.477 3h 39min 57s
Haar CM-NUTS 3.66 0.530 0.476 1h 22min 17s
Haar CM-MwG 3.66 0.505 0.469 1h 28min 41s
Haar MAP 3.66 0.466 0.455 21.7 s
Haar MEDIAN-eHMC 3.66 0.526 0.476 3h 39min 57s
Haar MEDIAN-NUTS 3.66 0.540 0.480 1h 22min 17s
Haar MEDIAN-MwG 3.66 0.558 0.485 1h 28min 41s
Haar VARIANCE-eHMC 3.66 1.510e-01 1.817e-01 3h 39min 57s
Haar VARIANCE-NUTS 3.66 1.524e-01 1.952e-01 1h 22min 17s
Haar VARIANCE-MwG 3.66 1.399e-01 1.688e-01 1h 28min 41s

Tikhonov MAP 10.5 0.634 0.506 16.2 s
TV CM-eHMC 0.88 1.200 0.793 1h 13min 30s
TV CM-NUTS 0.88 1.464 0.957 49min 46s
TV CM-MwG 0.88 0.822 0.586 1h 2min 24s
TV MAP 0.88 0.619 0.493 21.9 s
TV MEDIAN-eHMC 0.88 1.156 0.774 1h 13min 30s
TV MEDIAN-NUTS 0.88 1.478 0.965 49min 46s
TV MEDIAN-MwG 0.88 0.908 0.628 1h 2min 24s
TV VARIANCE-eHMC 0.88 5.529e-01 6.966e-01 1h 13min 30s
TV VARIANCE-NUTS 0.88 5.544e-01 7.316e-01 49min 46s
TV VARIANCE-MwG 0.88 5.701e-01 6.922e-01 1h 2min 24s

Table 20. Summary of the results for 512× 512 image with wide, sparse scan and 2% noise.

Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.12 0.762 0.670 1h 9min 15s
Cauchy CM-NUTS 0.12 1.046 0.771 1h 45min 13s
Cauchy CM-MwG 0.12 0.707 0.646 3h 12min 36s
Cauchy MAP 0.12 0.603 0.617 1min 5s
Cauchy MEDIAN-eHMC 0.12 0.758 0.669 1h 9min 15s
Cauchy MEDIAN-NUTS 0.12 1.049 0.772 1h 45min 13s
Cauchy MEDIAN-MwG 0.12 0.721 0.650 3h 12min 36s
Cauchy VARIANCE-eHMC 0.12 6.271e-02 8.417e-02 1h 9min 15s
Cauchy VARIANCE-NUTS 0.12 5.815e-02 8.345e-02 1h 45min 13s
Cauchy VARIANCE-MwG 0.12 6.994e-02 8.908e-02 3h 12min 36s
Haar CM-eHMC 1.65 0.906 0.731 2h 0min 33s
Haar CM-NUTS 1.65 0.891 0.726 3h 52min 49s
Haar CM-MwG 1.65 0.870 0.717 3h 37min 57s
Haar MAP 1.65 0.679 0.655 1min 15s
Haar MEDIAN-eHMC 1.65 0.918 0.736 2h 0min 33s
Haar MEDIAN-NUTS 1.65 0.890 0.725 3h 52min 49s
Haar MEDIAN-MwG 1.65 0.931 0.741 3h 37min 57s
Haar VARIANCE-eHMC 1.65 4.907e-01 7.428e-01 2h 0min 33s
Haar VARIANCE-NUTS 1.65 5.146e-01 6.581e-01 3h 52min 49s
Haar VARIANCE-MwG 1.65 4.982e-01 6.124e-01 3h 37min 57s

Tikhonov MAP 14.2 0.585 0.611 58.8 s
TV CM-eHMC 2.61 0.809 0.682 1h 21min 55s
TV CM-NUTS 2.61 0.638 0.619 15h 11min 48s
TV CM-MwG 2.61 0.716 0.644 3h 13min 15s
TV MAP 2.61 0.590 0.614 1min 3s
TV MEDIAN-eHMC 2.61 0.806 0.681 1h 21min 55s
TV MEDIAN-NUTS 2.61 0.642 0.620 15h 11min 48s
TV MEDIAN-MwG 2.61 0.728 0.648 3h 13min 15s
TV VARIANCE-eHMC 2.61 6.309e-02 8.542e-02 1h 21min 55s
TV VARIANCE-NUTS 2.61 8.042e-02 9.753e-02 15h 11min 48s
TV VARIANCE-MwG 2.61 6.197e-02 7.992e-02 3h 13min 15s

Table 21. Summary of the results for 512 × 512 image with limited, dense scan and 2%
noise.
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Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.178 1.014 0.743 3h 53min 12s
Cauchy CM-NUTS 0.178 1.312 0.905 1h 21min 6s
Cauchy CM-MwG 0.178 0.902 0.730 3h 9min 25s
Cauchy MAP 0.178 0.668 0.642 27.8 s
Cauchy MEDIAN-eHMC 0.178 1.004 0.740 3h 53min 12s
Cauchy MEDIAN-NUTS 0.178 1.313 0.906 1h 21min 6s
Cauchy MEDIAN-MwG 0.178 0.922 0.739 3h 9min 25s
Cauchy VARIANCE-eHMC 0.178 1.097e-01 1.448e-01 3h 53min 12s
Cauchy VARIANCE-NUTS 0.178 1.009e-01 1.414e-01 1h 21min 6s
Cauchy VARIANCE-MwG 0.178 1.265e-01 1.598e-01 3h 9min 25s
Haar CM-eHMC 1.83 0.948 0.754 7h 12min 22s
Haar CM-NUTS 1.83 0.983 0.768 2h 27min 36s
Haar CM-MwG 1.83 0.952 0.756 3h 49min 33s
Haar MAP 1.83 0.693 0.682 32.2 s
Haar MEDIAN-eHMC 1.83 0.759 0.692 7h 12min 22s
Haar MEDIAN-NUTS 1.83 0.975 0.765 2h 27min 36s
Haar MEDIAN-MwG 1.83 1.013 0.781 3h 49min 33s
Haar VARIANCE-eHMC 1.83 4.678e-01 5.701e-01 7h 12min 22s
Haar VARIANCE-NUTS 1.83 5.093e-01 6.435e-01 2h 27min 36s
Haar VARIANCE-MwG 1.83 4.929e-01 5.934e-01 3h 49min 33s

Tikhonov MAP 7.22 0.669 0.644 51.8 s
TV CM-eHMC 1.82 1.164 0.829 6h 17min 30s
TV CM-NUTS 1.82 0.951 0.750 10h 24min 29s
TV CM-MwG 1.82 0.877 0.721 3h 9min 17s
TV MAP 1.82 0.663 0.647 35.3 s
TV MEDIAN-eHMC 1.82 1.134 0.819 6h 17min 30s
TV MEDIAN-NUTS 1.82 0.955 0.752 10h 24min 29s
TV MEDIAN-MwG 1.82 0.902 0.730 3h 9min 17s
TV VARIANCE-eHMC 1.82 1.430e-01 1.894e-01 6h 17min 30s
TV VARIANCE-NUTS 1.82 1.770e-01 2.128e-01 10h 24min 29s
TV VARIANCE-MwG 1.82 1.537e-01 1.959e-01 3h 9min 17s

Table 22. Summary of the results for 512 × 512 image with limited, dense scan and 10%
noise.

Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.00399 0.211 0.206 18h 0min 18s
Cauchy CM-NUTS 0.00399 0.229 0.220 7h 17min 40s
Cauchy CM-MwG 0.00399 0.214 0.208 8h 55min 14s
Cauchy MAP 0.00399 0.153 0.207 2min 0s
Cauchy MEDIAN-eHMC 0.00399 0.208 0.206 18h 0min 18s
Cauchy MEDIAN-NUTS 0.00399 0.229 0.220 7h 17min 40s
Cauchy MEDIAN-MwG 0.00399 0.215 0.207 8h 55min 14s
Cauchy VARIANCE-eHMC 0.00399 2.461e-03 3.307e-03 18h 0min 18s
Cauchy VARIANCE-NUTS 0.00399 2.512e-03 3.421e-03 7h 17min 40s
Cauchy VARIANCE-MwG 0.00399 2.613e-03 3.378e-03 8h 55min 14s
Haar CM-eHMC 3.16 0.336 0.310 23h 37min 36s
Haar CM-NUTS 3.16 0.350 0.316 7h 39min 30s
Haar CM-MwG 3.16 0.309 0.302 11h 57min 40s
Haar MAP 3.16 0.219 0.265 1min 19s
Haar MEDIAN-eHMC 3.16 0.238 0.279 23h 37min 36s
Haar MEDIAN-NUTS 3.16 0.363 0.321 7h 39min 30s
Haar MEDIAN-MwG 3.16 0.393 0.332 11h 57min 40s
Haar VARIANCE-eHMC 3.16 1.791e-01 2.159e-01 23h 37min 36s
Haar VARIANCE-NUTS 3.16 1.943e-01 2.461e-01 7h 39min 30s
Haar VARIANCE-MwG 3.16 1.808e-01 2.176e-01 11h 57min 40s

Tikhonov MAP 19.3 0.358 0.302 1min 4s
TV CM-eHMC 2.68 0.526 0.368 21h 9min 7s
TV CM-NUTS 2.68 0.513 0.362 6h 13min 35s
TV CM-MwG 2.68 0.390 0.306 9h 9min 7s
TV MAP 2.68 0.338 0.282 45.3 s
TV MEDIAN-eHMC 2.68 0.509 0.361 21h 9min 7s
TV MEDIAN-NUTS 2.68 0.518 0.364 6h 13min 35s
TV MEDIAN-MwG 2.68 0.412 0.315 9h 9min 7s
TV VARIANCE-eHMC 2.68 6.370e-02 7.922e-02 21h 9min 7s
TV VARIANCE-NUTS 2.68 6.621e-02 8.331e-02 6h 13min 35s
TV VARIANCE-MwG 2.68 5.709e-02 6.848e-02 9h 9min 7s

Table 23. Summary of the results for 1024×1024 image with wide, medium dense scan and
2% noise.
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Figure 16. Estimates for 512× 512 image with wide, sparse scan and 2% noise.
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Figure 17. Estimates for 512× 512 image with wide, sparse scan and 5% noise.
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Figure 18. Estimates for 512× 512 image with wide, sparse scan and 10% noise.
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Figure 19. Estimates for 512× 512 image with limited, dense scan and 10% noise.
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Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.000502 0.536 0.509 6h 15min 14s
Cauchy CM-NUTS 0.000502 0.393 0.430 19h 42min 39s
Cauchy CM-MwG 0.000502 0.371 0.406 4h 17min 43s
Cauchy MAP 0.000502 0.446 0.497 1min 50s
Cauchy MEDIAN-eHMC 0.000502 0.533 0.507 6h 15min 14s
Cauchy MEDIAN-NUTS 0.000502 0.392 0.429 19h 42min 39s
Cauchy MEDIAN-MwG 0.000502 0.371 0.410 4h 17min 43s
Cauchy VARIANCE-eHMC 0.000502 3.666e-04 8.081e-04 6h 15min 14s
Cauchy VARIANCE-NUTS 0.000502 4.461e-04 6.814e-04 19h 42min 39s
Cauchy VARIANCE-MwG 0.000502 4.348e-04 5.971e-04 4h 17min 43s
Haar CM-eHMC 3.16 0.535 0.476 21h 53min 33s
Haar CM-NUTS 3.16 0.534 0.476 5h 9min 28s
Haar CM-MwG 3.16 0.489 0.464 6h 50min 28s
Haar MAP 3.16 0.466 0.456 1min 15s
Haar MEDIAN-eHMC 3.16 0.533 0.476 21h 53min 33s
Haar MEDIAN-NUTS 3.16 0.545 0.480 5h 9min 28s
Haar MEDIAN-MwG 3.16 0.566 0.486 6h 50min 28s
Haar VARIANCE-eHMC 3.16 2.057e-01 2.446e-01 21h 53min 33s
Haar VARIANCE-NUTS 3.16 2.064e-01 2.615e-01 5h 9min 28s
Haar VARIANCE-MwG 3.16 1.930e-01 2.320e-01 6h 50min 28s

Tikhonov MAP 10 0.637 0.505 1min 14s
TV CM-eHMC 2.68 0.717 0.534 6h 5min 7s
TV CM-NUTS 2.68 1.024 0.692 3h 59min 45s
TV CM-MwG 2.68 0.684 0.521 4h 24min 13s
TV MAP 2.68 0.630 0.502 44.0 s
TV MEDIAN-eHMC 2.68 0.630 0.502 6h 5min 7s
TV MEDIAN-NUTS 2.68 1.027 0.693 3h 59min 45s
TV MEDIAN-MwG 2.68 0.701 0.528 4h 24min 13s
TV VARIANCE-eHMC 2.68 3.612e-02 5.143e-02 6h 5min 7s
TV VARIANCE-NUTS 2.68 7.797e-02 1.052e-01 3h 59min 45s
TV VARIANCE-MwG 2.68 7.550e-02 9.140e-02 4h 24min 13s

Table 24. Summary of the results for 1024 × 1024 image with wide, sparse scan and 2%
noise.

Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-NUTS 0.0893 1.100 0.809 13h 44min 25s
Cauchy CM-MwG 0.0893 0.828 0.681 15h 30min 48s
Cauchy MAP 0.0893 0.601 0.612 4min 14s
Cauchy MEDIAN-NUTS 0.0893 1.102 0.810 13h 44min 25s
Cauchy MEDIAN-MwG 0.0893 0.838 0.685 15h 30min 48s
Cauchy VARIANCE-NUTS 0.0893 5.300e-02 7.288e-02 13h 44min 25s
Cauchy VARIANCE-MwG 0.0893 6.304e-02 8.045e-02 15h 30min 48s
Haar CM-NUTS 3.16 0.721 0.668 12h 12min 33s
Haar CM-MwG 3.16 0.690 0.659 18h 53min 18s
Haar MAP 3.16 0.644 0.649 5min 39s
Haar MEDIAN-NUTS 3.16 0.724 0.669 12h 12min 33s
Haar MEDIAN-MwG 3.16 0.736 0.672 18h 53min 18s
Haar VARIANCE-NUTS 3.16 1.812e-01 2.277e-01 12h 12min 33s
Haar VARIANCE-MwG 3.16 1.681e-01 2.033e-01 18h 53min 18s

Tikhonov MAP 19.3 0.587 0.608 4min 29s
TV CM-NUTS 2.68 1.116 0.813 17h 16min 4s
TV CM-MwG 2.68 0.837 0.680 15h 32min 29s
TV MAP 2.68 0.595 0.610 4min 35s
TV MEDIAN-NUTS 2.68 1.119 0.815 17h 16min 4s
TV MEDIAN-MwG 2.68 0.849 0.685 15h 32min 29s
TV VARIANCE-NUTS 2.68 7.099e-02 9.672e-02 17h 16min 4s
TV VARIANCE-MwG 2.68 7.095e-02 9.097e-02 15h 32min 29s

Table 25. Summary of the results for 1024 × 1024 image with limited, dense scan and 2%
noise. Longer run times of all methods compared to another scenarios are due to the used
CPU.
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Prior Method α L1-error/Median variance L2-error/95%percentile of variance Time
Cauchy CM-eHMC 0.0893 0.938 0.734 5h 21min 6s
Cauchy CM-NUTS 0.0893 1.082 0.799 5h 58min 9s
Cauchy CM-MwG 0.0893 0.976 0.753 4h 6min 27s
Cauchy MAP 0.0893 0.645 0.632 57.9 s
Cauchy MEDIAN-eHMC 0.0893 0.913 0.726 5h 21min 6s
Cauchy MEDIAN-NUTS 0.0893 1.085 0.800 5h 58min 9s
Cauchy MEDIAN-MwG 0.0893 0.985 0.757 4h 6min 27s
Cauchy VARIANCE-eHMC 0.0893 5.911e-02 7.855e-02 5h 21min 6s
Cauchy VARIANCE-NUTS 0.0893 6.087e-02 8.303e-02 5h 58min 9s
Cauchy VARIANCE-MwG 0.0893 7.414e-02 9.368e-02 4h 6min 27s
Haar CM-NUTS 0.268 1.614 1.086 33h 27min 48s
Haar CM-MwG 0.268 2.186 1.422 5h 29min 19s
Haar MAP 0.268 0.679 0.667 2min 53s
Haar MEDIAN-NUTS 0.268 2.008 1.314 33h 27min 48s
Haar MEDIAN-MwG 0.268 2.961 1.896 5h 29min 19s
Haar VARIANCE-NUTS 0.268 2.631e+01 3.374e+01 33h 27min 48s
Haar VARIANCE-MwG 0.268 2.631e+01 3.197e+01 5h 29min 19s

Tikhonov MAP 10 0.643 0.630 1min 43s
TV CM-eHMC 1.39 0.652 0.632 6h 49min 42s
TV CM-NUTS 1.39 1.965 1.285 4h 57min 4s
TV CM-MwG 1.39 1.229 0.877 4h 8min 26s
TV MAP 1.39 0.640 0.630 1min 41s
TV MEDIAN-eHMC 1.39 0.652 0.632 6h 49min 42s
TV MEDIAN-NUTS 1.39 1.969 1.288 4h 57min 4s
TV MEDIAN-MwG 1.39 1.260 0.893 4h 8min 26s
TV VARIANCE-eHMC 1.39 1.388e-17 8.882e-16 6h 49min 42s
TV VARIANCE-NUTS 1.39 2.698e-01 3.712e-01 4h 57min 4s
TV VARIANCE-MwG 1.39 3.002e-01 3.775e-01 4h 8min 26s

Table 26. Summary of the results for 1024× 1024 image with limited, sparse scan and 2%
noise.



84

MAP, Tikhonov MAP, TV

MwG-CM, TV

NUTS-CM, TV

0

9.60e-02

MwG-Variance, TV

0

1.39e-01

NUTS-Variance, TV

MAP, Cauchy

MwG-CM, Cauchy

NUTS-CM, Cauchy

0

1.72e-01

MwG-Variance, Cauchy

0

1.83e-01

NUTS-Variance, Cauchy

MAP, Haar

MwG-CM, Haar

NUTS-CM, Haar

0

3.16e-01

MwG-Variance, Haar

0

3.88e-01

HMC-Variance, Haar

Figure 20. Estimates for 1024× 1024 image with wide, medium dense scan and 2% noise.
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Figure 21. Estimates for 1024× 1024 image with wide, sparse scan and 2% noise.
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Figure 22. Estimates for 1024× 1024 image with limited, dense scan and 2% noise.
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Figure 23. Estimates for 1024× 1024 image with limited, sparse scan and 2% noise.
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5 DISCUSSION

The target of the thesis was to make a comparative study of different random field

priors and MCMC methods in the case of statistical X-ray tomography. The study

was carried out by doing a brief literature review on MCMC methods, priors, and

the Radon transform, and finally implementing an appropriate Cython library for the

purpose. Such a diverse comparison has not been made previously. Especially, a

benchmark of MCMC methods in this kind of high-dimensional X-ray tomography,

has been lacking.

The main focus of the simulations was comparing MCMC methods and priors to each

other, while the absolute quality of reconstructions from noisy sinograms as such was

not so interesting – there exists already lots of deterministic algorithms based on ma-

chine learning which can probably defeat the methods used in this thesis in terms of

reconstruction error. Still, at least some machine learning based tomography methods

are mathematically similar to regularisation terms in a reconstruction loss function

and thus they resemble a prior. All in all, the statistical way is extremely flexible

and allows uncertainty estimation, which is impossible in deterministic reconstruction

algorithms. That is why a good MCMC algorithm, which is capable to sample from

very high dimensional posteriors with reasonable running time and chain mixing, is

necessary.

A very interesting phenomenon was that every MCMC algorithm seemed to generate

sometimes ghost-like fluff artefacts into CM- and median estimates, if the measurement

scenario was of limited type or very sparse and the prior was total variation. It is hard

to say if this was caused by inconsistency of CM- and MAP-estimates of total variation

prior itself or not, because sometimes CM-estimates with Cauchy prior had similar

fluffs. Furthermore, the methods estimated that the pixel-specific variance was high

in limited angle scenarios, which suggests that uncertainty of pixel values was in turn

high. One possibility is that the likelihood dominates the prior and the distribution

is indeed very widespread. In general, point-estimates calculated with Hamiltonian

Monte Carlo methods suffered from the artefacts more than the ones calculated by

adaptive MwG, but it was not always the case. It is also alarming that the locations

and exact shapes of fluffs were not the same within the estimates generated by SCAM

and HMC, even if the noise realisation were the same. MAP-estimates were on the

other hand very crisp, which makes sense: the overall posteriors were always proper,

so a good optimisation algorithm should converge to near at least a local maximum

of the posterior. MAP-estimates looked also qualitatively very similar to limited-angle
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reconstructions, which can be found from literature.

The second interesting observation were the run times of MCMC algorithms. While the

chain lengths of each method were kept the same, the running times varied drastically.

In small dimensions, eHMC and HMC-NUTS were faster than SCAM. The situation

was different in high dimensions, in which adaptive MwG had the predictability ad-

vantage over the other two. It is quite safe to say that the used step size adaptation

was the reason of long run times of eHMC. The final step sizes were sometimes order

of magnitude smaller than the final step sizes of HMC-NUTS, which caused inefficient

trajectory evolution: the adaptation algorithm was not probably the best one to use

in eHMC, whose trajectory lengths vary during the adaptation, unlike the trajectory

lengths of traditional HMC. The Dual Averaging algorithm was tried to implement into

eHMC, but the step size could not be adapted properly, but it rather kept decreasing.

HMC-NUTS was more resilient to step sizes variation, and the run times were generally

smaller than the run times of eHMC in high dimensions. The prior distributions had

significant effect on the run times of both HMC algorithms, which is quite natural.

Cauchy prior required smaller step sizes in general.

Conditional mean and component-wise median estimates had little difference between

each other in terms of both reconstruction errors, and at least the differences were not

really consistent. This is a compelling fact, remembering that the estimates obtained by

MCMC methods tend to have artefacts in the limited angle scenarios: if the median of

each pixel was close to the mean, so should the mode be as well, unless the distribution

is multi-modal. Variance estimates of MCMC methods were generally close to each

other in smaller images. However, variance estimates calculated by HMC methods had

rather different number and locations of high variance pixels than those of MwG, if the

image was large. Sometimes eHMC got stuck to the starting point and the variance was

poorly under-estimated. HMC methods estimated also the overall background variance

higher within the whole image, whereas the variance estimates calculated by MwG had

higher values in edges of the phantom image and lower values in the background. In

part, this difference is explained by the chain sizes themselves. The MCMC chains

of MwG were much longer, and even tough the correlation between adjacent samples

within the chains were much higher than in HMC methods, the variance estimates

were more likely closer the truth. In large images, the difference of variance estimates

at the object’s edge were more clear: sometimes the edges are not well present in the

variance estimate of HMC methods. Neither MwG nor HMC assigned high variance

into the edges of the phantom’s inner regions, if the image was large. It might be that

the edges should have higher variance, so the methods might not mix properly.
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The results of simulations regarding the priors were also interesting. In the case of

wide angle tomography, the best prior seemed to be Cauchy difference prior. It had

the smallest reconstruction error and the estimates were almost free of scanning line

artefacts. Total variation prior is perhaps the second best option, while Besov space

prior with Haar wavelets produced block artefacts and therefore lagged behind the oth-

ers. However, if the image size was increased and the number of angles was decreased,

the reconstruction error of Besov space prior was sometimes the best. Its estimates

had no significant scanning artefacts either, which were the problem of first order

Tikhonov and total variation priors. While the MCMC methods provide the only gen-

eral numerical way to estimate variance of the given distributions, it seems that CM- or

median estimates of Cauchy difference and Besov space priors had less block artefacts

emerging from their anisotropy than the corresponding MAP-estimates. Therefore, it

might be worth of calculating the CM-estimates instead of MAP-estimates, even when

uncertainty is not concerned. This can be seen well from Figure 21, for instance.

For future research, a different test case than X-ray tomography, should be utilised.

The power of the HMC methods is that in theory, they can sample from correlated high-

dimensional posteriors while retaining a good ESS. However, the posterior of the X-ray

tomography with the aforementioned priors was fully separable: one could calculate

each pixel’s individual effect to the full posterior. Separability permitted to use the

adaptive MwG method in a computationally efficient way, although the algorithm

generates new proposals component-wise, which is not optimal due to the possible

correlations. For this reason, an efficient MwG is not always possible to implement in

high dimensions, whereas efficient HMC algorithms need to know only the log posterior

and its gradient. Therefore, MwG is still a safe choice as the MCMC sampler in

the basic X-ray tomography: HMC does not necessarily bring any extra benefit to

the sampling, unless one wants to obtain well-mixed samples for a moderate high-

dimensional image within reasonable time by a semiautomatic plug-and-play method.

The main problem of HMC methods is the step size adaptation, which dictates the run

time of the algorithm. It should be verified, whether adapting a constant metric tensor

to HMC by calculating the variance of previous samples so far in the chain improves the

sample generation speed and quality of variance estimates. Another possible research

direction would be to use hierarchical priors instead of selecting the prior distribution

parameters beforehand. In that case, HMC methods could at least outperform MwG

by their excellent flexibility – it might be possible to utilise approximations of α-stable

difference priors and set the parameter α as a hyperprior. Then, one could apply

automatic differentiation to the full posterior while using the same HMC algorithms

without any further modifications.
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efficient series approximation for the Lévy α-stable symmetric distribution. Physics
Letters A 382.35, pp. 2408–2413. issn: 0375-9601. doi: https://doi.org/10.1016/
j.physleta.2018.07.013. url: http://www.sciencedirect.com/science/article/pii/
S0375960118307370.

Deans, S.R. (2007). The Radon Transform and Some of Its Applications. Dover Books
on Mathematics Series. Dover Publications. isbn: 9780486462417. url: https://
books.google.fi/books?id=xSCc0KGi0u0C.

https://doi.org/10.1007/s11222-008-9110-y
https://books.google.fi/books?id=LXgSA6YEke4C
https://books.google.fi/books?id=MeZTuwEACAAJ
http://arxiv.org/abs/1705.02891
https://doi.org/10.1016/j.spa.2007.12.005
https://doi.org/10.1016/j.spa.2007.12.005
https://doi.org/10.3150/12-bej414
http://dx.doi.org/10.3150/12-bej414
http://arxiv.org/abs/1601.00225
https://books.google.fi/books?id=6t%5C_tCAAAQBAJ
https://books.google.fi/books?id=6t%5C_tCAAAQBAJ
https://doi.org/10.1016/0550-3213(89)90324-6
https://doi.org/10.1016/0550-3213(89)90324-6
https://books.google.fi/books?id=kucSV0SFaF0C
http://arxiv.org/abs/1710.02396
http://www.jstor.org/stable/2285309
https://doi.org/10.1515/9783110226157.263
https://doi.org/10.1515/9783110226157.263
https://doi.org/https://doi.org/10.1016/j.physleta.2018.07.013
https://doi.org/https://doi.org/10.1016/j.physleta.2018.07.013
http://www.sciencedirect.com/science/article/pii/S0375960118307370
http://www.sciencedirect.com/science/article/pii/S0375960118307370
https://books.google.fi/books?id=xSCc0KGi0u0C
https://books.google.fi/books?id=xSCc0KGi0u0C


Ding, Q., Long, Y., Zhang, X., and Fessler, J. A. (2018). Statistical Image Reconstruc-
tion Using Mixed Poisson-Gaussian Noise Model for X-Ray CT. arXiv: 1801.09533
[physics.med-ph].

Djordjevic, S. S. (2019). Some Unconstrained Optimization Methods. Applied Math-
ematics. Ed. by Bruno Carpentieri. Rijeka: IntechOpen. Chap. 1. doi: 10.5772/
intechopen.83679. url: https://doi.org/10.5772/intechopen.83679.

Farge, M. and Schneider, K. (2015). Wavelet transforms and their applications to
MHD and plasma turbulence: a review. Journal of Plasma Physics 81.6. issn: 1469-
7807. doi: 10 . 1017 / s0022377815001075. url: http : / / dx . doi . org / 10 . 1017 /
S0022377815001075.

Gelman, A., Roberts, G., and Gilks, W. (1995). Efficient Metropolis Jumping Rules.
Bayesian Statistics 5.

Geva, A., Schechner, Y. Y., Chernyak, Y., and Gupta, R. (2018). X-ray Computed To-
mography Through Scatter. The European Conference on Computer Vision (ECCV).

Gilks, W.R., Richardson, S., and Spiegelhalter, D. (1995). Markov Chain Monte Carlo
in Practice. Chapman & Hall/CRC Interdisciplinary Statistics. Taylor & Francis.
isbn: 9780412055515. url: http://books.google .com/books?id=TRXrMWY%
5C i2IC.

Haario, H., Laine, M., Mira, A., and Saksman, E. (2006). Dram: efficient adaptive
MCMC. Statistics and Computing 16, pp. 339–354. doi: 10.1007/s11222-006-9438-
0.

Haario, H., Saksman, E., and Tamminen, J. (2001). An adaptive Metropolis algo-
rithm. Bernoulli 7.2, pp. 223–242. url: https : / / projecteuclid . org : 443 / euclid .
bj/1080222083.

— (2005). Componentwise adaptation for high dimensional MCMC. Comput Statist
20, pp. 265–273. doi: 10.1007/BF02789703.

Hoffman, M. D. and Gelman, A. (2011). The No-U-Turn Sampler: Adaptively Setting
Path Lengths in Hamiltonian Monte Carlo. arXiv: 1111.4246 [stat.CO].

Yu-Hong, D. (2011). Nonlinear Conjugate Gradient Methods. Wiley Encyclopedia of
Operations Research and Management Science. American Cancer Society. isbn:
9780470400531. doi: 10.1002/9780470400531.eorms0183. url: https://onlinelibrary.
wiley.com/doi/abs/10.1002/9780470400531.eorms0183.

Jia, Z. and Yang, Y. (2018). Modified truncated randomized singular value decomposi-
tion (MTRSVD) algorithms for large scale discrete ill-posed problems with general-
form regularization. Inverse Problems 34.5, p. 055013. issn: 1361-6420. doi: 10 .
1088/1361-6420/aab92d. url: http://dx.doi.org/10.1088/1361-6420/aab92d.

Jones, G. L. (2004). On the Markov chain central limit theorem. arXiv: math/0409112
[math.PR].

Kaipio, J. and Somersalo, E. (2005). Statistical and Computational Inverse Problems.
Dordrecht: Springer. doi: 10.1007/b138659.

Kelkar, S., Boushey, C., and Okos, M. (2015). A Method to Determine the Density
of Foods using X-ray Imaging. Journal of Food Engineering 159. doi: 10.1016/j.
jfoodeng.2015.03.012.

Korn, G.A. and Korn, T.M. (2013). Mathematical Handbook for Scientists and Engi-
neers: Definitions, Theorems, and Formulas for Reference and Review. Dover Civil
and Mechanical Engineering. Dover Publications. isbn: 9780486320236. url: https:
//books.google.fi/books?id=A4XCAgAAQBAJ.

http://arxiv.org/abs/1801.09533
http://arxiv.org/abs/1801.09533
https://doi.org/10.5772/intechopen.83679
https://doi.org/10.5772/intechopen.83679
https://doi.org/10.5772/intechopen.83679
https://doi.org/10.1017/s0022377815001075
http://dx.doi.org/10.1017/S0022377815001075
http://dx.doi.org/10.1017/S0022377815001075
http://books.google.com/books?id=TRXrMWY%5C_i2IC
http://books.google.com/books?id=TRXrMWY%5C_i2IC
https://doi.org/10.1007/s11222-006-9438-0
https://doi.org/10.1007/s11222-006-9438-0
https://projecteuclid.org:443/euclid.bj/1080222083
https://projecteuclid.org:443/euclid.bj/1080222083
https://doi.org/10.1007/BF02789703
http://arxiv.org/abs/1111.4246
https://doi.org/10.1002/9780470400531.eorms0183
https://onlinelibrary.wiley.com/doi/abs/10.1002/9780470400531.eorms0183
https://onlinelibrary.wiley.com/doi/abs/10.1002/9780470400531.eorms0183
https://doi.org/10.1088/1361-6420/aab92d
https://doi.org/10.1088/1361-6420/aab92d
http://dx.doi.org/10.1088/1361-6420/aab92d
http://arxiv.org/abs/math/0409112
http://arxiv.org/abs/math/0409112
https://doi.org/10.1007/b138659
https://doi.org/10.1016/j.jfoodeng.2015.03.012
https://doi.org/10.1016/j.jfoodeng.2015.03.012
https://books.google.fi/books?id=A4XCAgAAQBAJ
https://books.google.fi/books?id=A4XCAgAAQBAJ


Kujala, J. V. (2000). Markov Chain Monte Carlo -integroinnin nopeuttamisen teknii-
koita. MA thesis. University of Jyväskylä.
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in Mathematics - CRM Barcelona 2014. arXiv: 1603.00251 [math.PR].

Schmid, V., Whitcher, B., Padhani, A., Taylor, J., and Yang, G.-Z. (2009). A Bayesian
hierarchical model for the analysis of a longitudinal dynamic contrast-enhanced MRI
oncology study. Magnetic resonance in medicine : official journal of the Society of
Magnetic Resonance in Medicine / Society of Magnetic Resonance in Medicine 61,
pp. 163–74. doi: 10.1002/mrm.21807.

Sherlock, C., Fearnhead, P., and Roberts, G. O. (2010). The Random Walk Metropo-
lis: Linking Theory and Practice Through a Case Study. Statistical Science 25.2,
pp. 172–190. issn: 0883-4237. doi: 10.1214/10-sts327. url: http://dx.doi.org/10.
1214/10-STS327.

Shiryaev, A.N. and Chibisov, D.M. (2016). Probability-1. Graduate Texts in Mathe-
matics. Springer New York. isbn: 9780387722061. url: https://books.google.fi/
books?id=WTGmDAAAQBAJ.

https://www.utupub.fi/handle/10024/47314
https://www.utupub.fi/handle/10024/47314
https://doi.org/10.17678/beuscitech.349020
https://doi.org/10.1063/1.5023981
https://books.google.fi/books?id=7S4PCgAAQBAJ
https://doi.org/10.1007/s10543-019-00762-7
http://dx.doi.org/10.1007/s10543-019-00762-7
http://dx.doi.org/10.1007/s10543-019-00762-7
http://arxiv.org/abs/1804.02719
https://doi.org/10.1214/10-sts351
http://dx.doi.org/10.1214/10-STS351
http://dx.doi.org/10.1214/10-STS351
https://doi.org/10.3934/ipi.2014.8.561
https://books.google.fi/books?id=zTSjAQAAQBAJ
http://arxiv.org/abs/1603.00251
https://doi.org/10.1002/mrm.21807
https://doi.org/10.1214/10-sts327
http://dx.doi.org/10.1214/10-STS327
http://dx.doi.org/10.1214/10-STS327
https://books.google.fi/books?id=WTGmDAAAQBAJ
https://books.google.fi/books?id=WTGmDAAAQBAJ


Sokhadze, G., T., Konstantopolous, and Zerakidze, Z. (2011). Radon-Nikodym The-
orem. International Encyclopedia on Statistical Sciences Part 18, pp. 1161–1164.
doi: 10.1007/978-3-642-04898-2 468.
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APPENDICES

A Discrete Radon transform methods

Algorithm 1: An affine transformation -based discrete Radon transform.
Set radon = array[·,·]
for θi ∈ θ do

Set Hθi = rotationmatrix(θi)
Set rotated = array[·,·]
for 0 <= xrot <= d

√
2Ne do

for 0 <= yrot <= d
√

2Ne do

Set initial = Hθi
−1

[
xrot

yrot

]
Set interp = interpolate 2d(initial)
Set rotated [xrot,yrot] = interp

end

end

Set radon[θi,xrot] =
∑d√2Ne

yrot=0 rotated [xrot,yrot]

end

The interpolation function is used to interpolate the rotated pixel values according to

their original values before the rotation. After rotation, the sums of values of pixels

are calculated column-wise, which resembles the projection.



Algorithm 2: Ray-tracing-based discrete Radon transform (Toft, 1996).
/* Assume, that Npixx = Npixy = N */

Function radonmatrix(N ,θ)
Set A = number of angles in θ
Set R = d

√
2Ne

Set xmin = ymin = − (N−1)
2

Set ∆ρ = 2
√

2|xmin|
(R−10)

Set ρmin = −(R−1)
2.0

∆ρ
Set radon operator matrix = array[·,·]
for r ∈ [0,R] do

for θi ∈ θ do
for y ∈ [0,N ] do

for x ∈ [0,N ] do
Set integral within pixel = 1

2
calculate ray(

2(ρmin + r∆ρ− (xmin + x) cos θi − (ymin + y) sin θi), θi)
Set radon operator matrix [rA+ i,nN +m] =
integral within pixel

end

end

end

end
Return radon operator matrix

Algorithm 3: Function, which calculates the distance of a ray it travels through
a given pixel at specific angle θ and displacement ρ from the origin. (Toft, 1996).

Function calculate ray(ρ,θ)
if ρ < 0 then

Set ρ = - ρ
end
θ = mod(θ,π

2
)

if θ >= π
4

then
Set θ = π

2
− θ

end
if ρ >= π

2
then

Return 0
else

Set a = ρ
cos θ

+ tan(θ)
Set b = ρ

cos θ
− tan(θ)

Set c = ρ
sin θ
− 1

tan θ

if (a < 1 & b < 1) then

Return
√

4 + (a− b)2

else if (a < 1 & b >= 1) then

Return
√

(1− a)2 + (1− c)2

else
Return 0

end

end



B Metropolis-Hastings algorithms

Algorithm 4: Metropolis-Hastings algorithm.
x0 ∈ supp(π(·))
for i ∈ {1,2, . . . N} do

Sample x∗ from proposal distribution: x∗ ∼ q(·|xi−1)
Sample u ∼ Unif([0,1])

if u <= min(1, π(x∗)q(xi−1|x∗)
π(xi−1)q(x∗|xi−1)

) then
xi = x∗

else
xi = xi−1

end

end

Algorithm 5: Metropolis-within-Gibbs algorithm (Martino and Elvira, 2017).
x0 ∈ supp(π(·))
for i ∈ {1,2, . . . N} do

for j ∈ {1,2, . . . d} do
Set p = xi−1,j

Sample n from conditional proposal distribution: n ∼ q(·|p)
Sample u ∼ Unif([0,1])

if u <= min(1,
π(xn:J )q(p|n)

π(xp:J )q(n|p) then
xi,j = n

else
xi,j = p

end

end

end

In Algorithm 5, J means tuples of indices of previous and following values of compo-

nents of the vector x, such that J := {(i,1), (i,2) . . . (i,j − 1), (i− 1,j + 1) . . . (i− 1,d)}.
Notation xp:J means that component j is given value p while other components are

given values from previous or current sample in the chain according to the tuple J .



Algorithm 6: Adaptive Metropolis algorithm (Haario et al., 2001).
x0 ∈ supp(π(·))
for i ∈ {1,2, . . . N} do

if i > it then
Qi = kdcov(x1,x2, · · ·xi−1) + εI

else
Qi = Q0

end
Sample x∗ from proposal distribution: x∗ ∼ N (xi−1,Qi)
Sample u ∼ Unif([0,1])

if u <= min(1, π(x∗)
π(xi−1)

) then
xi = x∗

else
xi = xi−1

end

end

Algorithm 7: SCAM algorithm (Haario et al., 2005).
for i ∈ {1,2, . . . N} do

for j ∈ {1,2, . . . d} do
Set p = xi−1,j

if i > it then
σ2
j = kV(x1,j, x2,j, · · ·xi−1,j) + ε

else
σ2
j = σ2

j0

Sample xn from conditional proposal distribution: n ∼ N (p,σ2
j )

Sample u ∼ Unif([0,1])

if u <= min(1,
π(xn:J )

π(xp:J )
then

xj,i = n
else

xj,i = p
end

end

end

Algorithm 8: Robust Adaptive Metropolis algorithm (Vihola, 2011).
x0 ∈ supp(π(·))
for i ∈ {1,2, . . . N} do

Set x∗ = xi−1 + Mi−1ri , ri ∼ N (0,I)
Sample u ∼ Unif([0,1])

if u <= min(1, π(x∗)
π(xi−1)

) then
xi = x∗

else
xi = xi−1

end

Update Mi s.t. MiM
T
i = Mi−1(I + βi(min(1, π(x∗)

π(xi−1)
)− atarg)

rir
T
i

||ri||2 )MT
i−1

end



C Hamiltonian Monte Carlo methods

Algorithm 9: A basic HMC algorithm (Neal, 2012).
x0 ∈ supp(π(·))
for i ∈ {1,2, . . . N} do

Set x∗ = xi−1

Sample p0 ∼ N (0,I)
Set p∗ = p0

for i ∈ {1,2, . . . L} do
Set (x∗,p∗) = leapfrog(x∗,p∗,ε)

end
Sample u ∼ Unif([0,1])

if u <= min(1,
exp(log π(x∗)− 1

2
p∗·p∗)

exp(log π(xi−1)− 1
2
p0·p0)

) then

xi = x∗

else
xi = xi−1

end

end



Algorithm 10: Dual Averaging algorithm (Hoffman and Gelman, 2011).
Select ε0, λ, µ, κ, t, A0

for i ∈ {1,2, . . . Nadapt} do
Set x∗ = xi−1

Sample p0 ∼ N (0,I)
Set p∗ = p0

Set Li = max(1, λ
εi−1

)

for i ∈ {1,2, . . . Li} do
Set (x∗,p∗) = leapfrog(x∗,p∗,εi−1)

end

Set k = min(1,
exp(log π(x∗)− 1

2
p∗·p∗)

exp(log π(xi−1)− 1
2
p0·p0)

)

Sample u ∼ Unif([0,1])
if u <= k then

xi = x∗

else
xi = xi−1

end
if i <= Nadapt then

Set Ai = (1− 1
i+t

)Ai−1 + τ−k
i+t

Set εi = exp(µ−
√
i
γ
Ai)

Set ε∗i = exp(i−κ log εi + (1− i−κ) log ε∗i−1)
else

Set εi = ε∗Nadapt
end

end
Function initial epsilon(x0,p0,ε0 = 1)

x0 ∈ supp(π)
Sample p0 ∼ N (0,I)
Set x∗, r∗ = leapfrog(x0,r0,ε0)

Set b = 2χ(
exp(log π(x∗)− 1

2
p∗·p∗)

exp(log π(xi−1)− 1
2
p0·p0)

> 1
2
)− 1

while (
exp(log π(x∗)− 1

2
p∗·p∗)

exp(log π(xi−1)− 1
2
p0·p0)

)b > 2−b do

Set ε0 = 2bε0
Set x∗, r∗ = leapfrog(x0,r0,ε0)

end
Return ε0



Algorithm 11: An acceptance ratio based step size ε adaptation for HMC (Särkkä,
2018).

Select adaptation parameters k, τ , s
Set aratio = 0
for i ∈ {1,2, . . . Nadapt} do

Sample xi by HMC algorithm: xi = hmc(xi−1,ε)
Set aratio = karatio + (1− k)χ(xi 6= xi−1)

Set c = 1
2

exp
(
−k
s

)
Set ε = exp

(
log(ε) + c(aratio − τ)

)
end

Algorithm 12: A basic NUTS algorithm (Hoffman and Gelman, 2011).
x0 ∈ supp(π)
Select ε and T
for i ∈ {1,2, . . . N} do

Sample p0 ∼ N (0,I)
Sample u ∼ Unif([0, exp(log π(xi−1)− 1

2
p0 · p0)])

Set x− = xi−1, x+ = xi−1, p− = p0, p+ = p0, s = 1, k = 0
Set Z = {(xi−1,p0)}
while s = 1 do

Select d ∼ Unif({−1,1})
if d = −1 then

Set x−,p−, , ,Q∗,s∗ = build tree(x−,p−,u,d,k,ε)
else

Set , ,x+,p+,Q∗,s∗ = build tree(x+,p+,u,d,k,ε)
end
if s∗ = 1 then

Sample a ∼ Unif(0,1)
Set Z = Z ∪ Z∗

end
Set k = k + 1
Set s = s∗χ((x+ − x−) · p− ≥ 0)χ((x+ − x−) · p+ ≥ 0)

end
Sample (xi,p) ∼ Unif(Z)

end



Algorithm 13: Doubling tree algorithm in the basic NUTS (Hoffman and Gelman,
2011).

Function build tree(x,p,u,d,k,ε)
if k = 0 then

Set x∗,p∗ = leapfrog(x,p,kε)
Set s∗ = χ(u ≤ exp(T + log π(x)− 1

2
p · p))

if u ≤ exp(log π(x)− 1
2
p · p)) then

Set Z∗ = {x∗,p∗}
else

Set Z∗ = ∅
end
Return x∗,p∗,x∗,p∗,Z∗,s∗

else
Set x−,p−,x+,p+,Z∗,s∗ = build tree(x,p,u,d,k − 1,ε)
if d = −1 then

Set x−,p−, , ,Z∗∗,s∗∗ = build tree(x−,p−,u,d,k − 1,ε)
else

Set , x+,p+,Z∗∗,s∗∗ = build tree(x+,p+,u,d,k − 1,ε)
end
Set s∗ = s∗s∗∗χ((x+ − x−) · p− ≥ 0)χ((x+ − x−) · p+ ≥ 0)
Set Z∗ = Z∗ ∪ Z∗∗

end
Return x−,p−,x+,p+,Z∗,s∗



Algorithm 14: eHMC algorithm (Wu et al., 2018).
Select ε and L0

Set Z = ∅
for i ∈ {1,2, . . . Ne} do

Sample p0 ∼ N (0,I)
Set xp = xi−1, s = 0, x+ = xp,x

∗ = xp,p
+ = p0,p∗ = p0

while (x∗ − xp) · p+ ≥ 0 do
Set si = si + 1,(x+, p+) = leapfrog(x+,p+,ε,nsteps=1)
if si = L0 then

Set x∗ = x+, p∗ = p+

end

end
Set Z = si ∪ Z
if si < L0 then

Set (x∗ ,p∗) = leapfrog(x∗,p∗,ε,nsteps=(L0 − si))
end

Set k = min(1,
exp(log π(x∗)− 1

2
p∗·p∗)

exp(log π(xp)− 1
2
p0·p0)

)

Sample u ∼ Unif([0,1])
if u < k then

Set xi = x∗

else
Set xi = xp

end

end
for i ∈ {1,2, . . . N} do

Sample p0 ∼ N (0,I)
Sample Li ∼ Unif(Z)
Set (x∗ ,p∗) = leapfrog(xi−1,p0,ε,nsteps=Li)

Set k = min(1,
exp(log π(x∗)− 1

2
p∗·p∗)

exp(log π(xi−1)− 1
2
p0·p0)

)

Sample u ∼ Unif([0,1])
if u < k then

Set xi = x∗

else
Set xi = xi−1

end

end
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