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Tämän diplomityön aihe on teollisen internetin ja koneoppimisen hyödyntäminen 

kunnossapidon digitaalisessa kehityksessä suomalaisilla sellutehtailla. Diplomityö 

tarkastelee pilvipohjaisen esineiden internetin data-alustan rakentamiseen tarvittavaa 

arkkitehtuuria ja kehitysvaiheita, tutkii koneoppimisen hyödyntämistä vierintälaakereiden 

vikojen havaitsemiseen sekä kuvaa esineiden internetin tulevaisuuden potentiaalia 

sellutehtaiden ennakoivan kunnossapidon kontekstissa. 

 

Diplomityöprojektin aikana kehitettiin esineiden internetin data-alusta tukemaan suurten 

värähtelysensoridatamäärien sekä muun sellutehtaiden ennakoivaan kunnossapitoon ja 

muihin prosessien liittyvän datan säilytystä ja analysointia. Pilvipohjaisiin data-alustoihin, 

pilvilaskentaan ja esineiden internetiin liittyvää kirjallisuutta tarkasteltiin. Kehitetyn 

esineiden internetin data-alustan vahvuuksia, heikkouksia, mahdollisuuksia ja uhkia 

käytiin läpi. Kolmea erilaista koneoppimisalgoritmia testattiin eri parametrejä käyttäen 

kahdeksan vierintälaakereiden värähtelysignaalista lasketun muuttujan avulla 

vierintälaakereiden vikojen havaitsemiseen. Automatisoidun tuotantovalmiin vikojen 

havaitsemisen ratkaisun kehittämiseen vaadittavaa lisätutkimusta ja lisätyötä käytiin myös 

läpi. Tulevien esineiden internetiin liittyvien teknologioiden kehitysten potentiaalia 

ennakoivaan kunnossapitoon liittyen tarkasteltiin. 
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ABSTRACT   

Author: Artturi Jokelainen 

Title: Utilization of the internet of things and machine learning in digital development of 

predictive maintenance at Finnish pulp mills 

Year: 2020      Place: Lappeenranta 

Master’s thesis, LUT University, Industrial engineering and management 

105 pages, 10 tables, 20 figures 

Supervisors: Pasi Luukka, Jan Stoklasa 
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The topic of this thesis is the utilization of the internet of things and machine learning in 

digital development of predictive maintenance at Finnish pulp mills. This thesis examines 

the architecture and steps needed to build a cloud-based internet of things data platform, 

studies the utilization of machine learning algorithms on rolling bearing fault detection 

and describes the future potential of the internet of things in the context of predictive 

maintenance at pulp mills. 

 

An internet of things data platform was developed during this thesis project to support the 

storage and analysis of large quantities of vibration sensor and other data  related to pulp 

mill predictive maintenance and other pulp mill processes. Literature relevant to cloud 

data platforms, cloud computing and the internet of things was examined. Strengths, 

weaknesses, opportunities and threats of the developed internet of things data platform 

were discussed. Three different machine learning algorithms were tested using various 

parameter values and 8 features computed from rolling bearing vibration signals to 

experiment with detecting rolling bearing faults. Future work and research required for 

developing an automated production-grade fault detection solution were discussed. The 

potential of further developments in internet of things technologies with regards to 

predictive maintenance was also discussed. 
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1 INTRODUCTION 

 

The first chapter contains the background of the study, references to relevant studies done 

previously and the motivation behind the study. Objectives of the project are presented along 

with the research problem and research subproblems. Structure of the study is described in 

this chapter. This chapter also describes the research methodology of the study. 

 

1.1 Background 

 

The project is part of the digital development of pulp mill maintenance. The background of 

the project is the need to better understand how pieces of equipment develop faults. Data 

from internet of things (IoT from hereafter) systems at the pulp mills is extracted, enriched 

with data from other available information systems and analyzed with the help of machine 

learning algorithms to perform fault detection for predictive maintenance. To develop a 

comprehensive solution for predictive maintenance and fault detection, a suitable data and 

analytics platform is needed to connect the sources of data, such as IoT systems, and provide 

enough tools and computing resources to perform ef ficient data analysis. Developing and 

describing such a platform is one part of this thesis. Boyes et al. (2018) overviewed literature 

related to the concepts of IoT, cyber-physical systems and cloud computing in an industrial 

setting and how these emerging technologies cause architectural changes in the connectivity 

between industrial control and automation systems and other industrial information systems.  

Alam & El Saddik (2017) proposed a reference model for cloud-based IoT systems. 

 

As previous studies have indicated, machinery faults can be detected from sensor data 

collected from machinery. El-Thalji & Jantunen (2015) described vibration, acoustic 

emission, electro-static, ultrasound, oil and debris-based techniques as means of monitoring 

rolling bearings and pointed out some statistical measures used for rolling bearing fault 

detection from time domain vibration signal. They also pointed out some machine learning 

algorithms used for the task, such as artificial neural networks and support vector machines, 

and described frequency domain methods used to convert time domain signal into frequency 



11 

 

domain. Nayana (2017) utilized machine learning algorithms such as support vector 

machines to classify bearing faults using features computed from vibration signal in time 

domain. Zarei et al. (2014) used artificial neural networks on time domain vibration features 

to detect bearing faults. Sepulveda & Sinha (2018) used both time domain and frequency 

domain features with artificial neural networks for rolling bearing fault detection. Nizwan et 

al. (2013) used discrete wavelet transform to extract suitable features for bearing fault 

detection. This thesis focuses on detecting faults in rolling bearings using machine learning 

algorithms together with time and frequency domain features extracted from vibration data.  

 

In this thesis the IoT systems found at the pulp mills are only used as a source of predictive 

maintenance data, such as rolling bearing vibration data. As shown in previous research, IoT 

can be used for other purposes as well in predictive maintenance. Wang et al. (2019) studied 

the use of IoT, digital twins and cyber-physical systems in fault diagnosis of rotating 

machinery. Civerchia et al. (2017) presented an IoT monitoring system for predictive 

maintenance. Mosterman & Zander (2016) studied computational models of cyber-physical 

systems in the context of smart manufacturing and IoT. Xu et al. (2012) proposed a  

predictive maintenance system based on IoT. To analyze future use cases of IoT and to tie 

the results of this thesis into the larger context of the utilization of IoT technologies in 

predictive maintenance, this thesis describes the future potential of the IoT and related 

technologies in the context of predictive maintenance at pulp mills.  

 

1.2 Objective and research problem 

 

The objective of this thesis is to study the possibilities offered by data analytics, machine 

learning and the IoT solutions in predictive maintenance of pulp mill machinery. This 

objective aims at finding ways to avoid unneeded downtimes by detecting equipment 

breakdowns as early as possible thus reducing financial losses to production and 

maintenance processes. The main research question of the thesis is: 
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- “How can equipment breakdowns be detected with the utilization of IoT and machine 

learning?” 

 

The following sub-questions are formed to break the main research question into manageable 

components: 

 

- “What kind of IoT platform can be built for utilizing machine learning in predictive 

maintenance?” 

- “How do machine learning models perform on rolling bearing fault detection in 

rotating machines?” 

- “What kind of future possibilities for predictive maintenance at pulp mills are offered 

by IoT technologies?” 

 

The first research sub-question concentrates on the data architecture, infrastructure and 

platform solutions required for supporting the utilization of machine learning and IoT 

technologies in predictive maintenance. The second sub-question concentrates on studying 

how different machine learning algorithms can be used to detect rolling bearing faults from 

bearing vibration data. The third sub-question examines the future potential of IoT 

technologies in the context of predictive maintenance. 

 

1.3 Thesis structure 

 

This thesis consists of 8 chapters, the first of which is this introduction chapter. Chapters 2 

to 5 are literature overview chapters. Chapter 2 concentrates on literature related to 

predictive maintenance and chapter 3 describes relevant machine learning theory from 

literature. Artificial neural networks and support vector machines are chosen as two of the 

three machine learning algorithms tested in this thesis because of their frequent use in similar 

studies, such as Nayana (2017), Zarei et al. (2014) and Sepulveda & Sinha (2018). Decision 

tree classifiers are chosen among the three algorithms because of their simplicity. Chapter 4 
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provides a brief description of cloud computing terms used in literature and chapter 5 

describes theories and concepts related to IoT. Chapters 4 and 5 also bridge cloud computing 

and IoT to the themes of predictive maintenance to form a comprehensive picture of the 

concepts that are used in the practical part of this study. 

 

Chapter 6 consists of the description of the practical work done and the results acquired to 

answer the three research sub-questions of the study. First sub-chapter of chapter 6 describes 

the process and architecture of developing the IoT data platform for performing predictive 

maintenance at the company’s Finnish pulp mills. The second sub-chapter describes 

experimenting on three different machine learning algorithms to try to detect rolling bearing 

faults in rotating equipment. The third sub-chapter provides some overall discussion and 

descriptions of the future potential of IoT and related technologies in the context of 

predictive maintenance at the company’s Finnish pulp mills. 

 

Chapter 7 consists of discussion about the themes of the three research sub-questions and 

the contents of chapter 6. Chapter 7 offers some ideas and propositions for future work and 

future research around this topic. Chapter 7 also discusses what additional work and s teps 

are needed to accomplish the goal of building an automated production-grade fault detection 

system for rolling bearings and other pieces of equipment using the IoT data platform and 

machine learning algorithms. Chapter 8 ends the thesis by summing up the conclusions of 

the study. 
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2 PREDICTIVE MAINTENANCE 

 

Predictive maintenance is a type of maintenance activity that aims to predict the remaining 

useful life of equipment and estimate its wear. The goal is to improve reliability of 

maintenance work by detecting wear in equipment earlier than it could otherwise be detected 

and give the maintenance function more time to apply corrective action, such as planning 

downtime or ordering spare parts before the equipment fails. Often predictive maintenance 

is done by comparing readings from equipment to some predefined limits. (Levitt, 2011, pp. 

146-147) 

 

The major maintenance strategies, preventive and corrective maintenance as well as the 

subcategories of preventive maintenance, which are condition-based and pre-determined 

maintenance, are shown in Figure 1 (Manzini, et al., 2010, p. 316). Maintenance strategies 

are referred to by different names depending on the source. Maintenance strategies can also 

be referred to as maintenance philosophies (Scheffer & Girdhar, 2004, p. 4) or maintenance 

types (Márquez, 2007, p. 70). Predictive maintenance can be defined as a subcategory of 

condition-based maintenance (Márquez, 2007, p. 71), being related to condition-based 

maintenance (Levitt, 2011, pp. 147-148), being equal to condition-based maintenance 

(Scheffer & Girdhar, 2004, p. 3) or as a special class of preventive maintenance known as 

condition-based preventive maintenance (Manzini, et al., 2010, p. 316). 
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Figure 1. Classification of maintenance strategies (Manzini, et al., 2010, p. 316) with 

predictive maintenance shown as a subcategory of condition-based maintenance as defined 

in (Márquez, 2007, p. 71). 

 

Preventive maintenance is the application of scheduled or unscheduled planned actions that 

deal with equipment failures (Manzini, et al., 2010, p. 316). It differs from another major 

type of maintenance shown in Figure 1, corrective maintenance, in that it is applied to 

equipment before a fault is detected, whereas corrective maintenance is applied after a fault 

is detected to repair the equipment (Manzini, et al., 2010, p. 316). Corrective maintenance 

can be further split into immediate maintenance which is performed immediately after fault 

detection and deferred maintenance which is performed after a delay defined in maintenance 

rules (Márquez, 2007, p. 71).  

 

Condition-based maintenance is an activity consisting of inspecting equipment condition and 

deciding on what kind of future work is needed regarding the equipment  (Levitt, 2011, pp. 

147-148). Condition-based maintenance is a subclass of preventive maintenance and 

consists of scheduled and unscheduled monitoring of parameters or the performance of 

equipment and determining actions to be taken based on the monitoring results (Manzini, et 

Maintenance

Preventive 
maintenance

Condition-based 
maintenance

Predictive 
maintenance

Pre-determined 
maintenance

Corrective 
maintenance
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al., 2010, pp. 315-316). Condition-based maintenance differs from another subclass of 

preventive maintenance shown in Figure 1, predetermined maintenance, in that 

predetermined maintenance uses fixed intervals to perform maintenance tasks whereas 

condition-based maintenance relies on decisions made after condition investigation  

(Manzini, et al., 2010, pp. 315-316). The fixed intervals in predetermined maintenance can 

be based on calendar dates or time units of equipment use (Scheffer & Girdhar, 2004, p. 2). 

The weakness of predetermined maintenance is that it can lead to unneeded or premature 

maintenance tasks in case maintenance is scheduled too early, or to overdue maintenance in 

case equipment breaks before the next scheduled predetermined maintenance (Scheffer & 

Girdhar, 2004, p. 2). Condition-based maintenance tries to address these shortcomings by 

detecting unhealthy trends by the means of monitoring and scheduling further maintenance 

tasks based on the monitored trends (Scheffer & Girdhar, 2004, p. 3).  

 

The strength of predictive maintenance is the ability to schedule maintenance tasks so that 

maintenance work is performed only when needed and in an orderly fashion with enough 

lead-time to purchase the required repair parts. This gives the opportunity to reduce the 

damage to the production capacity that is caused by maintenance downtime, since the 

repaired machine can be shut down at the most convenient time possible. The weaknesses 

of predictive maintenance are the need of specialized equipment, such as vibration 

monitoring equipment, and skilled workers to perform it as well as the cost of mistakes made 

in prediction of equipment wear in form of increased maintenance work costs. (Scheffer & 

Girdhar, 2004, pp. 3,7) 

 

2.1 Vibration analysis 

 

Vibration analysis and vibration monitoring are widely used in predictive maintenance of 

machinery as a diagnostic tool. Vibration analysis can be used both during startups, 

shutdowns and as well as normal operation of equipment and is an effective method of 

equipment condition monitoring in a way that does not require intrusion into the equipment 

(Scheffer & Girdhar, 2004, p. 9). Several vibration analysis types exist, of which broadband 
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analysis is the most prevalent. Broadband vibration analysis analyses the amplitude of 

vibration signal by frequency over time. Changes in vibration are monitored and a change in 

the vibration can mean that a change has happened in the characteristics of a moving element.  

(Levitt, 2011, pp. 152-153,171-173) 

 

Vibration analysis is used as a part of predictive maintenance for equipment that has rotating 

or moving elements. Vibration profiles are acquired from equipment to perform vibra tion 

analysis and monitoring of critical equipment and to head off catastrophic equipment 

failures. Vibration analysis is the dominant technique used in predictive maintenance of 

rotating equipment. Vibration analysis has been described as the most effective technique to 

detect faults in rotating machines (Scheffer & Girdhar, 2004, p. 7). (Mobley, 1999, p. 4) 

 

Vibration analysis can be used to troubleshoot numerous equipment problems, such as  

rolling element fatigue, dirt in bearing, rotor unbalance, bearing cage wear, bearing corrosion 

and gear damage (Mobley, 2004, pp. 162-164, 221-222). Other problems can include bent 

shaft, misalignment, bad drive belts and oil whirl (Levitt, 2011, p. 177). Vibration analysis 

can also be used to detect improper bearing installation or repair or other indications of poor 

maintenance work (Scheffer & Girdhar, 2004, p. 8).  

 

Vibration in machines is caused by periodic motion in the machine. Vibration is measured 

using Hertz (Hz), cycles per minute (CPM), velocity and acceleration (Levitt, 2011, p. 171). 

Displacement can also be used as a measure of vibration amplitude (Scheffer & Girdhar, 

2004, p. 19). Since displacement, velocity and acceleration can all be used to measure 

vibration amplitude, the choice between these units depends on the frequency range in which 

the equipment and its potential faults operate because the magnitudes of the measured values 

from these 3 measurement units change based on the vibration range (Scheffer & Girdhar, 

2004, pp. 19-22). In frequencies between 10 Hz and 1000 Hz velocity is often used, while 

displacement is used in lower frequency ranges because in lower frequency ranges 

displacement measurements produce values of larger magnitudes than acceleration or 

velocity measurements, and acceleration is used in higher frequency ranges because in 
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higher frequency ranges acceleration measurements produce values of larger magnitudes 

than velocity or displacement measurements (Scheffer & Girdhar, 2004, pp. 19-22). In 

rotating machinery vibration is caused by multiple sources, which leads to very complex 

vibration profiles (Mobley, 1999, pp. 6-8). These vibration profiles can be displayed in either 

time domain or frequency domain (Mobley, 1999, pp. 6-8). 

 

Vibration analysis systems consist of basic parts such as signal transducers, signal analyzers, 

analysis software and computers for data analysis and storage. These systems can either be 

a part of a continuous stationary online system or periodic systems that are either portable 

or stationary. Stationary systems offer continuous online measurements or periodic 

measurements taken automatically at predetermined intervals but can be costlier per 

measurement point compared to portable systems because every measurement point needs 

to be equipped with a stationary measurement system. The optimal choice between portable 

and stationary systems depends on the criticality of the equipment being measured as well 

as on the required frequency of measurements. (Scheffer & Girdhar, 2004, p. 9) 

 

Knowledge about the monitored machine and sources of its vibration is essential in vibration 

analysis. Various components of the machine can affect the vibration signal. Design and 

relations of different components cause different vibration intensities and the location where 

the readings are taken affects the signal as well. For example, the number of gear teeth in a 

gear affects the resulting vibration signal. (Levitt, 2011, pp. 173-174) 

 

In time domain vibration is plotted with amplitude on the y axis and time on the x axis  as 

shown in Figure 2. Time domain plots essentially represent the composite of all the vibration 

sources’ vibration curves. Because of this, it is very difficult to determine the effect of each 

vibration source on the whole vibration profile represented in time domain. Time domain 

plots are essential for analyzing changes in the operating conditions of machines. (Mobley, 

1999, pp. 8-9) 
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Figure 2. Time domain plot of vibration signal measured from a rolling bearing in a pump 

at a pulp mill with amplitude in g and time in ms. 

 

Vibration frequencies of the various vibration sources in time domain vibration profile are 

some multitudes of the rotating speed of the machine itself. To determine these frequencies, 

time domain data must be converted into frequency domain data. Time domain data can be 

converted into frequency domain data with the use of a fast Fourier transform (FFT from 

hereafter). Using FFT, each vibration component of the total vibration spectrum can be 

represented as a discrete frequency peak in a plot with amplitudes on the y axis and 

frequencies on the x axis as shown in Figure 3. Frequency domain plots are essential for 

analyzing the operating conditions of machines. (Mobley, 1999, pp. 9-10) 
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Figure 3. Frequency domain plot of vibration signal measured from a rolling bearing in a 

pump at a pulp mill with amplitude in mm/s and frequency in Hz. 

 

FFT is itself an implementation of the discrete Fourier transform (DFT from hereafter) which 

is efficient to compute (Rao, et al., 2010, p. 1). Calculation of the k-th DFT coefficient is 

defined by (1) (Rao, et al., 2010, p. 5). DFT is used to map a sequence into the frequency 

domain (Rao, et al., 2010, p. 1). 

 

𝑋𝑘 =  ∑ 𝑥𝑛𝑒
(−𝑖2𝜋

𝑁
)𝑘𝑛

𝑁−1

𝑛=0

(1) 

i = √−1 

N = number of DFT coefficients 

𝑘 = 0,1, … , 𝑁 − 1 

𝑛 = 0,1, … , 𝑁 − 1 

x = uniformly sampled sequence  
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In predictive maintenance, vibration profiles of a machine taken at different points in time 

are compared to differentiate between normal and abnormal profiles (Mobley, 1999, p. 11). 

Faults in the machine produce identifiable vibrations to the vibration profile, which changes 

the vibration profile compared to the normal profile of the machine (Mobley, 1999, p. 11). 

A major advantage of utilizing continuous or schedule-based vibration analysis is that it can 

be used to detect developing problems before they cause unscheduled equipment downtime 

(Scheffer & Girdhar, 2004, p. 8). 

 

2.2 Rolling bearing fault detection 

  

In rotating machines bearing faults are a very common cause of failures. Bearing faults are 

usually present on the rolling elements of the bearings or on the raceways. Bearing faults 

cause a distinctive vibration pattern in the bearing, which can be monitored to estimate the 

remaining useful life of the bearing. Although fault-free bearings generate vibration as well 

because of waviness in the rolling elements and raceways, damaged surfaces of rolling 

elements and raceways cause a distinct vibration pattern. This pattern is caused by the rolling 

element of the bearing hitting a damaged spot, which excites an impulse response. Rotation 

of the bearing causes these impulse responses to form a sequence that produces the distinct 

vibration pattern that is associated with a bearing fault. (Dolenc, et al., 2016, pp. 521-522) 

 

Statistical measures can be used as signal processing methods to extract defect features from 

bearing vibration signals. Some statistical measures that have been used in rolling bearing 

fault detection include root mean square value (RMS from hereafter), mean value, kurtosis, 

crest factor and skewness. Also, standard deviation is sometimes used as a statistical measure 

(Cambow, et al., 2018, p. 28366). The squared value of standard deviation, variance, is also 

used (Nayana & Geethanjali, 2017, p. 3). Especially RMS is a very widely used measure for 

trending and examining the correlation between vibration acceleration and bearing wear over 

time. (El-Thalji & Jantunen, 2015, p. 7) 
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RMS measures the overall power content of a vibration signal and depends on the amplitudes 

of the signal. Equation for RMS is shown in (2). Standard deviation measures how much the 

data differs from its mean value. Equation for standard deviation is shown in (3). Skewness 

is a measure of how the data is skewed compared to the normal distribution curve. Negative 

skewness indicates that data are skewed to the left of the normal distribution curve and 

positive values indicate that data are skewed to the right. Equation for skewness is found in 

(4). Kurtosis is a measure of impulsiveness of the signal and it describes the relationship 

between the peak and tail values of the signal distribution. Equation for kurtosis is sh owed 

in (5). Along with these measures, one of the important statistical measures for estimating 

machinery condition from vibration signal is the ratio of the peak value of the signal in time 

domain to the RMS value of the signal, which is called the crest factor and is shown in (6) 

(Scheffer & Girdhar, 2004, p. 20). (Cambow, et al., 2018, p. 28366) 

 

𝑅𝑀𝑆 =  √
∑ (𝑥𝑘

2)𝑛
𝑘=1

𝑛
 (2) 

n = number of samples 

x = vector of signal amplitudes in acceleration, velocity or displacement units 

 

𝜎 =  √
∑ (𝑥𝑘 −  𝑥̅)2𝑛

𝑘=1

𝑛
 (3) 

𝑥̅ = average value of the signal amplitude 

 

 

𝑆𝑘𝑒𝑤𝑛𝑒𝑠𝑠 =  
1

𝑛

∑ (𝑥𝑘 −  𝑥̅)3𝑛
𝑘=1

𝜎3  (4) 
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𝐾𝑢𝑟𝑡𝑜𝑠𝑖𝑠 =  

1
𝑛

∑ (𝑥𝑘 −  𝑥̅)4𝑛
𝑘=1

(
1
𝑛

∑ (𝑥𝑘 −  𝑥̅)2𝑛
𝑘=1 )

2 (5) 

 

𝐶𝑟𝑒𝑠𝑡 𝐹𝑎𝑐𝑡𝑜𝑟 =  
max (|𝑥|)

𝑅𝑀𝑆
 (6) 

 

Along with statistical measures, methods based on FFT can also be used for bearing fault 

detection. The bearing vibration signal is transformed from time domain signal to frequency 

domain spectrum consisting of the different frequency components present in  the signal. It 

assumes that the vibration signal is periodic. FFT can in some cases be used to observe fault 

peaks in the frequency spectrum, but often these fault peaks are masked by other vibrations 

making the fault detection difficult. Defect frequencies also cause harmonic peaks to appear 

in the spectrum, which causes further difficulties. Another disadvantage is that time 

localization of the frequency components is not possible from the FFT spectrum  (Cambow, 

et al., 2018, p. 28367). (El-Thalji & Jantunen, 2015, p. 7)  
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3 MACHINE LEARNING 

 

Machine learning is the study of how algorithms can learn to solve various tasks, such as 

classification tasks (Fernandes de Mello & Antonelli Ponti, 2018, p. 1). This thesis mainly 

focuses on classification tasks because the goal of the thesis is classification of rolling 

bearing vibration measurements into faulty and not faulty ones. This chapter describes 

decision trees, support vector machines and neural networks in more detail because these 

machine learning algorithms are chosen to perform the machine learning experiment in the 

practical part of the thesis.  

 

Machine learning can be separated into two different types: supervised machine learning and 

unsupervised machine learning (Fernandes de Mello & Antonelli Ponti, 2018, p. 4). 

Unsupervised machine learning is related to learning similarities among data without 

knowing the labels beforehand (Fernandes de Mello & Antonelli Ponti, 2018, p. 4). Human 

domain expertise can be used later to analyze whether the similarities found by the algorithm 

are relevant or not (Fernandes de Mello & Antonelli Ponti, 2018, p. 4). One example of 

unsupervised machine learning is clustering, which is used to group input data into clusters 

so that the data points within each cluster are similar to each other but differ from data points 

in other clusters (Kubat, 2017, pp. 273-274). 

 

Supervised machine learning refers to teaching a machine learning algorithm to map input 

values to correct output values (Russell & Norvig, 2010, p. 695). This is done by observing 

a set of known input-output pairs (Russell & Norvig, 2010, p. 695). The input and output 

values can be numbers or any other values (Russell & Norvig, 2010, p. 695). A supervised 

machine learning algorithm is given labeled input examples and it learns the connection 

between various inputs and labels to correctly predict labels for new unseen inputs. The data 

which the algorithm uses for learning is called the training dataset. The goal of the supervised 

machine learning process is to train the algorithm to classify unseen samples with a high 

accuracy. Supervised machine learning algorithms can be used to classify inputs into discrete 

classes or into values from a range of real values. The latter is referred to as a regression 
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problem (Kubat, 2017, p. 207) and the former is a classification problem (Russell & Norvig, 

2010, p. 696). (Fernandes de Mello & Antonelli Ponti, 2018, pp. 1-5) 

 

The input data in a supervised machine learning training dataset consists of a set of feature 

values for each example along with the correct label of the example. Features can also be 

called variables, attributes or characteristics of the example. Labels can also be called as 

classes. After the model is trained on the training dataset, it can be used to predict labels 

(output variables) for new feature values (input variables). (Fernandes de Mello & Antonelli 

Ponti, 2018, pp. 1-3) 

 

3.1 Bias-variance tradeoff 

 

Two sources of error exist in solving machine learning classification problems: variance and 

bias. Variance-related error is caused by the randomness of the creation of the training data 

set. This randomness causes the classifier to make errors on future data because the classifier 

does not capture all the aspects of the class it is trying to predict. This is evident when a 

slightly different randomly generated training data set leads to a different classifier although 

the underlying classes themselves do not change. Variance-related error can also be called 

as the estimation error (Fernandes de Mello & Antonelli Ponti, 2018, pp. 98-99). (Kubat, 

2017, pp. 193-194) 

 

Bias-related error is created by the assumptions made when selecting the type of 

classification algorithm for the classification problem. An example of bias-related error is 

using a linear classifier to separate classes that are not linearly separable. This will lead to a 

certain amount of errors on future data and the error rate caused by the bias can’t be reduced 

past a certain point. Bias-related error can also be called as the approximation error 

(Fernandes de Mello & Antonelli Ponti, 2018, pp. 98-99). Combined, estimation and 

approximation errors form the generalization error of the machine learning model (Russell 

& Norvig, 2010, p. 712). (Kubat, 2017, pp. 193-194) 
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A tradeoff exists between bias-related and variance-related errors in machine learning 

algorithms. Bias-related errors can be reduced by utilizing an algorithm with a weaker bias, 

but this will lead to more variance. On the other hand, variance-related errors can be reduced 

by utilizing an algorithm with a stronger bias, but when the assumptions in selecting the 

algorithm are wrong, it will cause an increase in bias-related errors. (Kubat, 2017, pp. 193-

194) 

 

The tradeoff between bias-related and variance-related errors is related to the concepts of 

machine learning model overfitting and underfitting. When the variance-related error is 

small and bias-related error is large, the model is underfit to the data. On the other hand, 

when the variance-related error is large and bias-related error is small, the model is overfit 

to the data. (Fernandes de Mello & Antonelli Ponti, 2018, p. 100) 

 

Figure 4 shows a comparison of overfitting and underfitting in a regression problem. On the 

left side of the figure the model is underfit to the data leading to a large bias-related error 

when the model fails to approximate the real function behind the training examples. On the 

right side of the figure the model is too sensitive to the variance in the training data, which 

leads to overfitting and larger variance-based error. (Fernandes de Mello & Antonelli Ponti, 

2018, p. 28) 

 

 

 



27 

 

 

Figure 4. Examples of model underfitting and overfitting in a regression problem. Modified 

from examples given in (Fernandes de Mello & Antonelli Ponti, 2018, p. 28) & (Russell & 

Norvig, 2010, p. 696). 

 

Often multiple different machine learning models can perform well on the available data. In 

such cases a tradeoff exists between the simpler and more complex models. Simpler models 

generalize better for unseen data and are computationally more efficient, while the more 

complex models can fit the training data better and can be more expressive. Often in such 

situations the simpler model is preferred. Figure 5 depicts a situation where a simpler and a 

more complex model both fit the training data well. (Russell & Norvig, 2010, pp. 696-697) 

 

 

Figure 5. Examples of simpler and more complex models trained on the same training 

dataset. Modified from examples given in (Russell & Norvig, 2010, p. 696). 
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3.2 Feature selection 

 

Number of possible features for the machine learning training dataset depends on multiple 

factors, such as the domain of the problem. Often the number of features must be restricted 

to get rid of redundant or irrelevant features and to  make the learning process less 

computationally expensive. Irrelevant features are features that are not useful in predicting 

the labels of the examples. The values of redundant features can be obtained from the values 

of some other features of the same example. (Kubat, 2017, pp. 204-205) 

 

Different approaches to feature selection include filter and wrapper approaches. Filter based 

approaches are used to rank all the features according to some measure of utility and cut off 

some relative portion of the feature set. The percentage of features being cut off is usually 

determined by trial and error. One weakness of the filter approaches is that it is very difficult 

to filter out redundant features because their utility value might still be very high despite 

having a strong relationship with one or more other features of the feature set. The wrapper 

approaches to feature selection utilize two separate training subsets of the original training 

set to compare different feature sets. Each training subset contains a different set of features, 

and the feature set that was used to train a machine learning model with the best performance 

on the test set is chosen. These types of approaches are more computationally complex than 

the filter approaches. (Kubat, 2017, p. 205) 

 

One example of a filter-based approach to feature selection is correlation-based feature 

selection. This selection is based on calculating the correlation between the features and the 

output class. Bolón-Canedo, et al. (2015) claim that features that have low correlation with 

the output class should be ignored. One type of correlation coefficient used for correlation-

based feature selection is the Pearson correlation coefficient. Formula for calculating the 

Pearson correlation coefficient between features M and N is shown in (7) (DeepaLakshmi & 

Velmurugan, 2016, pp. 2-3). Pearson correlation coefficient values range from -1 to 1 with 

1 indicating a positive correlation, -1 negative correlation and 0 no correlation 

(DeepaLakshmi & Velmurugan, 2016, pp. 2-3). (Bolón-Canedo, et al., 2015, pp. 18-19) 
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𝜌 =  
∑

(𝑥𝑀,𝑘 −   𝑥̅𝑀)(𝑥𝑁,𝑘 −   𝑥̅𝑁)

𝑛
𝑛
𝑘=1

𝜎𝑀𝜎𝑁
 (7) 

M, N = features 

n = number of samples 

 𝑥𝑀,𝑘 = value of feature M of the k-th sample 

 𝑥𝑁,𝑘 = value of feature N of the k-th sample 

 𝑥̅𝑀 = mean value of feature M 

 𝑥̅𝑁 = mean value of feature N 

𝜎𝑀 = standard deviation of feature M 

𝜎𝑁 = standard deviation of feature N  

 

3.3 Model selection and performance evaluation 

 

The goal of a supervised machine learning algorithm is to be able to make accurate 

predictions on new unseen data. To evaluate the performance, it must be assumed that the 

feature values of new unseen data come from the same hypothetical distribution as the values 

that the model was originally trained on. Without this assumption it is impossible to evaluate 

how the model will perform on new data, because the new data could be anything.  This 

assumption is called the stationarity assumption and examples that satisfy this assumption 

are called independent and identically distributed examples. (Russell & Norvig, 2010, p. 

708) 

 

When evaluating machine learning performance, two hypotheses are tested: (1) outputs can 

be predicted using the inputs and (2) the data available contains the needed information to 

map inputs to outputs. If none of the reasonable machine learning models available can 
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provide performance that provides statistical power, then one of these assumptions may be 

false and the problem cannot be solved with available data. Statistical power refers to beating 

a random model at the same task. (Chollet, 2018, p. 113) 

 

After the stationarity assumption is made, the data can be randomly split into a training and 

test sets so that the training set is only used to train the model and the test set simulates the 

future examples of the data that come from the same distribution as the training examples. 

The model’s performance on the test set is usually evaluated according to the error rate, 

which is defined as the proportion of mistakes that the model makes on predicting the labels 

of the test set examples. Often the first step in developing a model is to train a model that 

performs better than a predefined baseline, for example better than a random model (Chollet, 

2018, p. 113). (Russell & Norvig, 2010, p. 708) 

 

Apart from training and test sets, a validation set can also be used to tune the trained model’s 

parameters. Model parameters are the characteristics of the model that define its 

configuration, such as the number or the size of a neural network’s layers. Neural networks 

are described in more detail in chapter 3.6. After a model has been trained on a training 

dataset and tuned on a validation dataset, it is then tested on the test dataset which consists 

of data the model has not seen previously during training and validation. This split into 

training, validation and test sets is done to ensure that any overfitting because of information 

leak into the model because of constant reconfiguration of its parameters during the training 

and validation phase will be revealed when running the model on the new unseen test data. 

This information leak happens when the model has first been selected by testing various 

models with the test set, and then the final model performance is again evaluated with the 

same test set (Russell & Norvig, 2010, p. 709).  By using a separate validation set to select 

the model the test set can be then used to get a final independent estimate of the model 

performance on new unseen data (Russell & Norvig, 2010, p. 709). (Chollet, 2018, p. 97) 

 

Different approaches exist on performing the random split into training, test and validation 

sets (Chollet, 2018, p. 98). The simplest approach is to use holdout cross-validation to 
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randomly split the data into a single training set and a single test set. The disadvantage of 

this approach is that it only uses a portion of the available data on training and a portion of 

available data on testing. When the training set is too small, the model is prone to converge 

on a poor hypothesis and when the test set is too small the error rate evaluation may not give 

accurate enough estimate of prediction accuracy. This disadvantage of the simple holdout 

validation is evident when multiple reruns of the holdout validation data split produce very 

different results on model performance evaluation (Chollet, 2018, p. 99). When using simple 

holdout validation to split the data into a training and test datasets, a separate validation 

dataset should still be reserved to use for parameter tuning (Chollet, 2018, p. 98). (Russell 

& Norvig, 2010, p. 708) 

 

Russell & Norvig (2010) claim that several ways exist to reduce the disadvantage of holdout 

cross-validation. One way is to use k-fold cross-validation where the data is split into k 

different subsets and k rounds of learning are performed on the data with one different subset 

being used as the test set on each round and the other subsets are used f or training. This 

method should be used especially when simple holdout validation produces varying results 

on model performance evaluation after rerunning the random data split into training and test 

sets (Chollet, 2018, p. 99). After k rounds the error rate is defined as the average error rate 

of the k rounds of training and testing. One distinct approach to k-fold cross-validation is 

leave-one-out cross-validation, in which the parameter k is equal to the number of examples 

of the original dataset. The disadvantage of these approaches is the computational 

complexity, which is dependent on the value of k. Often k-fold cross-validation is used with 

k values between 5 and 10 to achieve a good estimate for the error rate. As with the simple 

holdout validation, a separate validation set should be used for parameter tuning with k -fold 

cross-validation as well (Chollet, 2018, p. 99). (Russell & Norvig, 2010, p. 708) 

 

A machine learning model can be optimized by tuning its parameters using a wrapper 

algorithm. Wrapper algorithms can be used to enumerate through a set of possible parameter 

values for the model to evaluate the model performance with each parameter se lection by 

using cross validation. The wrapper algorithm then determines the optimal model parameters 

based on cross validation results. This optimization addresses the problem of the tradeoff 
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between underfit and overfit models for the given dataset. Often simpler models might 

underfit the data, while complex models overfit. Using a wrapper algorithm to tune the 

model parameters aims at finding the parameters that enable the model to converge to the 

best fit for the data. These parameters that configure a model are sometimes called as 

hyperparameters in literature (Chollet, 2018, p. 97). (Russell & Norvig, 2010, p. 709) 

 

Other performance measures used to evaluate the classification performance of machine 

learning models can include, for example classification accuracy, precision and recall  

(Chollet, 2018, p. 112). Classification accuracy is the relative frequency of correct 

classifications the machine learning model makes. Precision is the percentage of correct 

positive classifications the model makes among all examples that the model has classified 

as positive. Recall is the percentage of correct positive classifications among all the positive 

examples existing in the test dataset. Precision and recall are based on the concepts of true 

positive, false positive, true negative and false negative classifications. True positive 

classification happens when the model correctly classifies a positive example as be longing 

to the positive class, false positive classification happens when the model incorrectly 

classifies a negative example as positive, true negative classification happens when the 

model correctly classifies a negative example as negative and a false negative classification 

happens when the model incorrectly classifies a positive example as negative. Classification 

accuracy is defined by (8), true positive rate (TPR) is defined by (9) and true negative rate 

(TNR) is defined by (10). (Kubat, 2017, pp. 211-216) 

 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =  
𝑛𝑇𝑃 +  𝑛𝑇𝑁

𝑛𝑃 +  𝑛𝑁
  (8) 

𝑛𝑇𝑃 = Number of positive examples correctly classified as positive 

𝑛𝑇𝑁 = Number of negative examples correctly classified as negative 

𝑛𝑃 = Number of all positive examples 

𝑛𝑁 = Number of all negative examples 
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𝑇𝑃𝑅 =  
𝑛𝑇𝑃

𝑛𝑃
  (9) 

 

𝑇𝑁𝑅 =  
𝑛𝑇𝑁

𝑛𝑁
  (10) 

 

3.4 Decision trees 

 

Decision trees are supervised machine learning models intended to compute a prediction by 

performing attribute-value tests on the various feature values of a sample one feature at a 

time in a certain order. Decision trees are tree models consisting of internal and leaf nodes 

as well as edges that connect them. Internal nodes represent the attribute-value tests, leaf 

nodes represent the final prediction results and edges represent the connections between the 

internal and leaf nodes. (Kubat, 2017, pp. 113-114) 

 

Decision trees act as functions that take a vector of feature values as an input and return a 

single prediction value as the output. The prediction can be a discrete value or a continuous 

value. The decision on the output value of an input sample vector is reached after performing 

a sequence of feature value tests one node at a time with each internal node representing a 

single test and leaf nodes representing the final output value as shown in Figure 6. The 

topmost internal node of the tree is called the root, and the results of the tests performed in 

each internal node decide along which edge the process continues to next nodes (Kubat, 

2017, p. 114). (Russell & Norvig, 2010, p. 698) 

 

The learning process of a decision tree model utilizes a greedy divide-and-conquer strategy. 

The strategy always attempts to test the most important feature first. The most important 

feature is the one that makes the largest impact on the prediction task by making it easier to 

reach the output leaf nodes with as few tests as possible. The impact a node has on the 

prediction task is defined by the number of possible outcomes after the test of the node is 

performed, along with the number of definitive answers to the prediction task among these 
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possible outcomes. Each outcome of a node splits the dataset according to the test that is 

performed on a feature of the dataset. This is a recursive problem, since after the root node 

is applied, each outcome of the root node is a new decision tree problem. The same logic of 

picking the most important node as the root node from the remaining dataset is applied each 

time until all paths lead to an output. The task is to make the final tree model as compact and 

shallow as possible while keeping it consistent with training data. (Russell & Norvig, 2010, 

pp. 700-701) 

 

Decision trees can produce concise results for a large variety of problems. For example, the 

problem of predicting whether a customer should visit a restaurant on a particular night based 

on a set of feature values known to the customer about the situation at the restaurant and its 

surroundings can be solved by using decision trees. On the other hand, decision trees are not 

usable with some types of problems, because they fail to represent the functions behind these 

problems. One example of such problems is a majority function which returns a Boolean 

true value if over a half of its inputs are true values. It is very difficult to implement it using 

a decision tree because the tree would grow exponentially as the set of features increases.  

Figure 6 depicts an example of a decision tree representation. (Russell & Norvig, 2010, pp. 

698-699) 
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Figure 6. Example of a decision tree model representation with features X and output classes 

y. Root node is the upper-most node, internal nodes are distinguished by having the feature 

value test in the upper-most row and leaf nodes are the nodes that lack any feature value test. 

 

Along with the simplicity and ease of use of the decision tree algorithm, its interpretability 

is a major advantage compared to many other machine learning algorithms. The predictions 

made by the algorithm can be explained by the results of the various feature value tests it 

performed to reach the output result. Human domain experts can thus audit the results, gain 

additional insights from the data or even make proposals on how to enhance the algorithm 

by pointing out tests that are caused by random regularity in the data instead of real structures 

within the data. (Kubat, 2017, pp. 114-116) 
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With the high interpretability of decision trees comes the risk of over-interpreting the results. 

In case of several equally important variables existing within the data, slight differences in 

the input can have a large impact on the sequence in which the variables are used in the 

decision tree’s internal node tests. The results of the learning algorithm also greatly depend 

on the number of different examples, noise in the data and the features that are available to 

the algorithm. (Russell & Norvig, 2010, pp. 700-702) 

 

3.5 Support vector machines 

 

Support vector machines are used to construct a maximum margin separator to separate 

examples of the training dataset according to their labels. Maximum margin separator is a 

decision boundary with the largest distance to training data points that separates the decision 

space formed by the features of the dataset. By using the maximum margin as the separator 

instead of any of the infinite number of decision boundaries that can separate the classes of 

the training data, support vector machines address the issue of generalization loss. The issue 

is evident in situations where the decision boundary lies very close to one of the classes of 

the training data within the decision space leading to a higher risk of new data samples in 

the future being found on the incorrect side of the decision boundary. Maximum margin 

separator lies as far as possible from the nearest examples of the separated classes, which 

minimizes the risk of misclassification with future data. (Russell & Norvig, 2010, pp. 744-

745) 

 

For a linearly separable two-class case the decision function for determining class labels for 

samples is shown in (11), and the margin between the classes is defined in (12) and (13) for 

input samples xi and class labels yi where yi = 1 for Class 1 and y i = -1 for Class 2. (12) and 

(13) can also be converted into (14). The hyperplane separating the classes is defined by a 

vector w and a bias term b as shown in (15). The margin assumes linear separability of the 

classes and the hyperplane separating the classes is called a hard-margin hyperplane. (Abe, 

2010, pp. 21-22) 
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𝐷(𝑥𝑖) = 𝑤𝑇 𝑥𝑖 + 𝑏  (11)  

𝑤𝑇 𝑥𝑖 + 𝑏 ≥ 1, 𝑦𝑖 = 1  (12) 

𝑤𝑇 𝑥𝑖 + 𝑏 ≤ −1, 𝑦𝑖 = −1 (13) 

𝑦𝑖(𝑤𝑇 𝑥𝑖 + 𝑏)  ≥ 1 (14) 

𝑤𝑇 𝑥𝑖 + 𝑏 = 0 (15) 

w = m-dimensional vector where m is the number of features 

M = number of samples 

i = 1, …, M 

xi = i-th input sample vector with m features 

yi = i-th input class label 

b = Bias term 

 

The optimal separating hyperplane maximizes the margin between the classes. The distance 

between a sample x i and the separating hyperplane is shown in (16). Optimal separating 

hyperplane is found by minimizing the Euclidean norm of the vector w that satisfies (14) as 

shown in (17). (Abe, 2010, pp. 22-23) 

 

𝑑 =
|𝐷(𝑥𝑖)|

‖𝑤‖
(16) 

min ‖𝑤‖  (17)

subject to 𝑦𝑖(𝑤𝑇 𝑥𝑖 + 𝑏)  ≥ 1
 

w = m-dimensional vector where m is the number of features 

b = Bias term 

i = 1, …, M 

xi = i-th input sample vector with m features 
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yi = i-th input class label 

 

Although the separator is a linear hyperplane, support vector machines can solve 

classification problems that are not linearly separable by embedding the data into a higher 

dimension where the classes are linearly separable. This approach is called the kernel trick 

and is, along with the minimization of generalization loss, one of the advantages of support 

vector machines over some other models. Another advantage is that support vectors can 

represent very complex functions because they retain all or a part of the training data as a 

part of the model. On the other hand, only using an important subset of the training data 

makes support vector machine models resistant to overfitting. Support vector machines are 

defined as nonparametric models because they retain some portion of the training data. 

(Russell & Norvig, 2010, p. 744) 

 

Figure 7 depicts an example of a support vector machine maximum margin separator in a 2-

dimensional feature space. While the two classes could be separated by an infinite number 

of decision boundaries, support vector machine model finds the decision boundary that 

maximizes the margin between the known examples of different classes and thus ensures 

minimum generalization error for future data. (Russell & Norvig, 2010, p. 745) 
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Figure 7. Example of a support vector machine maximum margin separator between two 

classes in a 2-dimensional feature space with the heavy black line representing the separator 

and dashed lines representing the margin boundaries that touch the two support vectors. 

Modified from examples given in (Russell & Norvig, 2010, p. 745). 

 

Support vectors in support vector machines are the sample points that are closest to the 

separator and thus define the separator that maximizes the margin between the classes  

(Kubat, 2017, p. 85). In real world situations where the classes are not completely linearly 

separable because of some minor overlap, an uncertainty region is introduced for the 

separator hyperplane within which overlap between the classes can exist. This is called the 

slackness of the soft-margin hyperplane. Slack values are nonnegative values introduced to 

allow solving classification problems with linearly inseparable data (Abe, 2010, pp. 28-29). 

(18) is obtained by adding slack values to (14). (Fernandes de Mello & Antonelli Ponti, 

2018, pp. 219-221) 
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𝑦𝑖(𝑤𝑇 𝑥𝑖 + 𝑏)  ≥ 1 − 𝜀𝑖  where 𝜀𝑖 ≥ 0 (18) 

𝜀𝑖 = Slack values 

i = 1, …, M 

 

A parameter can be used when training a support vector machine model to define the trade-

off between maximizing the margin between classes and relaxing the constrains related to 

class overlap. This parameter has different names in different programming libraries, such 

as cost. The term penalty parameter is also used (Pang, et al., 2011, p. 886). The penalty 

parameter assigns a penalty for samples falling outside the decision boundary that is 

proportional to the samples’ distance to the boundary (Russell & Norvig, 2010, p. 748). The 

hyperplane separating the classes obtained using slack variables and a penalty parameter is 

called a soft-margin hyperplane (Abe, 2010, p. 29). (19) describes the minimization problem 

with the inclusion of the penalty parameter (Pang, et al., 2011, p. 886). (Fernandes de Mello 

& Antonelli Ponti, 2018, pp. 219-221) 

 

min ‖𝑤‖ + 𝐶 ∑ 𝜀𝑖   where 𝐶 ≥ 0  and 

𝑛

𝑖=1

𝜀𝑖  ≥ 0 (19) 

C = Penalty parameter 

i = 1, …, M 

 

3.6 Artificial neural networks and deep learning 

 

Artificial neural networks (from hereby neural networks) are networks of nodes that are 

connected by directed links. The nodes are called neurons and they form large interconnected 

structures with weighted links connecting nodes to other nodes (Kubat, 2017, p. 91). The 

weights are numeric and determine the strength of the connection as well as the sign. Links 

propagate the activation from one node to another node. (Russell & Norvig, 2010, p. 728) 
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Neural networks can be divided into feed-forward networks and recurrent networks. In feed-

forward networks the links only work in one direction and the networks do not contain any 

loops. This means that every node takes input from previous nodes and passes the output to 

next nodes in the network. In this situation the network’s internal state is only represented 

by the weights and it serves as a function of its current inputs.  Feed-forward networks are 

arranged in layers of neurons with each layer taking inputs only from the previous layer. At 

a minimum an input layer and an output layer exist to connect the inputs to the outputs of 

the model, but more layers can exist between them. These layers that are not directly 

connected to the outputs of the model are called hidden layers. (Russell & Norvig, 2010, p. 

729) 

 

In recurrent networks the nodes can pass their outputs backwards into the inputs, which turns 

the network into a dynamic system which can exhibit dynamic system behavior such as a 

stable state, oscillation or chaotic behavior. Outputs of the network depend on the internal 

state of the network, which in turn can depend on the previous inputs. This means that the 

network’s output depends on the previous inputs as well as the current input, which leads to 

the recurrent network being able to hold short-term memory. (Russell & Norvig, 2010, p. 

729) 

 

An example of feed-forward neural networks is a perceptron network (Russell & Norvig, 

2010, pp. 729-731). An example of a multilayer perceptron network with 4 inputs, n outputs 

and one hidden layer with k neurons is shown in Figure 8. Bias weights that each neuron 

takes as an additional input have been omitted from the figure for simplicity. In multilayer 

perceptron networks all adjacent layers are interconnected, but there is no communication 

between neurons of the same layer. Each link between neurons contains a weight and each 

neuron contains a transfer function. When an example vector is passed to the network, the 

feature values are passed through the links and multiplied by the weights associated with 

each link. The input of each hidden layer is thus the weighted sum of the inputs of the 

network and each neuron passes it through its transfer function. Again, neurons in the next 

layer, the output layer, receive as the input the weighted sum of the outputs of the hidden 

layer and pass these inputs through their transfer functions. This process is called the forward 
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propagation process. The prediction made by the model is determined by the values 

outputted by the output layer neurons, with each neuron representing one possible class of 

the classification and the output value of each neuron is the amount of evidence that supports 

classifying the example into the respective class. (Kubat, 2017, pp. 92-93)  

Y1 Yn

X1 X3X2 X4

f f

f f f

 

Figure 8. An example neural network with input layer, output layer and one hidden layer 

with bias weights omitted from the figure. Modified from examples given in (Kubat, 2017, 

p. 92). 

 

Neural networks learn by updating weights based on errors in the outputs of the model.  

Errors in the output are evaluated by comparing the predictions made by the model to the 

actual classes of the examples and using a loss function to compute a loss score which is 

then used to update the weights of the model (Chollet, 2018, p. 58). When multiple outputs 

exist, the errors in each output depend on all the input weights. This means that errors in 
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every output node will affect the update of the input weights of the network. In case hidden 

layers exist between the output and input layers, back-propagation is used to update the 

hidden nodes. Back-propagation is based on each hidden node being responsible for some 

fraction of the error in the output, and this fraction as well as the strength of the connection 

between the hidden node and the output determines the update to the node’s weight. (Russell 

& Norvig, 2010, p. 733) 

 

Deep learning usually refers to neural networks with multiple layers of neurons stacked on 

top on each other (Chollet, 2018, p. 8). This approach differs from just combining multiple 

machine learning models on top of each other in that in deep learning neural networks all 

the layers learn jointly and not in succession (Chollet, 2018, p. 18). These layers learn 

automatically from the training data and are used to model hierarchical representations of 

the training data (Chollet, 2018, p. 8). The depth of the model refers to the number of these 

representation layers (Chollet, 2018, p. 8). Deep learning is used to solve challenging and 

complex problems that other machine learning algorithms might not be suited for, such as 

perceptual problems like sound and image classification (Chollet, 2018, pp. 11-12). 
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4 CLOUD COMPUTING 

 

Cloud services are examined in this thesis because they offer several benefits for running 

complex predictive maintenance analytics workloads. These benefits include on-demand 

service, rapid elasticity and measured service. On-demand service enables provisioning the 

needed computing services and applications when needed, which helps cutting down the 

development time of the project. Rapid elasticity enables automatic and fast resource 

allocation for analytics processing, which reduces the need to specify and preconfigure the 

needed amounts of computing and other resources beforehand and reduces the risk of having 

too little or too much resources acquired when the need of resources fluctuates as changes 

happen in the predictive maintenance analytics workloads. Measured service helps to control 

and monitor the costs of the analytics workloads, which is important when the predictive 

maintenance solution examined in this thesis is brought to production environment. These 

concepts are further explained in this chapter based on relevant literature. 

 

Cloud computing is a technology that enables access to a pool of computing resources, such 

as virtualized servers, storage and services. Virtualization can be defined as isolating and 

abstracting low-level computing resources to provide virtual high-level resources. Cloud 

computing can be further defined as a model with the following characteristics: on-demand 

service, broad network access, resource pooling, rapid elasticity and measured service. On-

demand service refers to the capability of the customer to provision computing capabilities 

automatically as needed. Broad network access is defined as the cloud computing 

capabilities being available over a network and accessible using standard connection 

techniques. Resource pooling is defined as sharing the provider’s computing resources to 

serve multiple consumers simultaneously. Rapid elasticity refers to quickly and 

automatically providing and scaling computing resources based on demand. Measured 

service is defined as the automatic control and measurement of resource use of a consumer.  

(Zhao, et al., 2014, pp. 9-11) 
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Cloud computing is characterized by the availability of all the software, platform and 

infrastructure components required by the customer on the web. Availability of software is 

achieved by providing Software as a Service (SaaS from hereafter), which is the most 

prevalent type of cloud service available. Availability of platforms is achieved by Platform 

as a Service offerings (PaaS from hereafter), which give the companies with information 

technology skills the ability to build their own software on the cloud without needing to build 

the underlying platforms. Availability of infrastructure is achieved by Infrastructure as a 

Service offerings (IaaS from hereafter), which give large companies the ability to build both 

custom platforms and software products on the cloud. (Srinivasan, 2014, p. 17) 

 

IaaS, PaaS and SaaS form the three cloud service model categories that ex ist within cloud 

computing. These cloud service categories can also be referred to as cloud service models 

(Groom & Jones, 2018, p. 6). These categories form a stack structure as depicted in Figure 

9. The figure depicts the possible relative proportions of the providers of these services, with 

SaaS providers being the most numerous and IaaS providers being scarcer. (Zhao, et al., 

2014, pp. 14-15) 

 

 

Figure 9. Stack structure of cloud service categories. (Zhao, et al., 2014, pp. 14-15) 
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In IaaS solutions the computing resources, such as storage and processing, are virtualized to 

form systems that meet consumer requirements (Zhao, et al., 2014, p. 15). This enables the 

consumer to deploy arbitrary software applications without the need to take care of the 

underlying hardware and infrastructure (Zhao, et al., 2014, p. 15). Utilization of IaaS requires 

workforce skilled in information technology to build and customize applications and handle 

security, since only the underlying hardware and its physical security is provided by the 

vendor (Srinivasan, 2014, p. 26). IaaS turns computing into a utility that a company can buy 

from a vendor without making direct investments into computing (Srinivasan, 2014, p. 26). 

Use cases for IaaS include supplementing in-house computing capabilities, building 

specialized applications and providing virtual environments for various applications 

(Srinivasan, 2014, p. 26). IaaS serves as the foundation for PaaS and SaaS and offers 

customers the ability to run both their own operating systems and their own applications on 

it (Groom & Jones, 2018, p. 6). 

 

PaaS solutions offer software environments or software platforms on which consumers can 

run their systems (Zhao, et al., 2014, p. 15). Compared to IaaS solutions, PaaS solutions 

offer more abstraction with the whole software environment being virtual instead of just the 

infrastructure (Zhao, et al., 2014, p. 15). PaaS offerings combine resource availability and 

demand elasticity with the freedom of choice regarding what applications the customer 

wants to run on the platform (Srinivasan, 2014, p. 24). Managing PaaS offerings and building 

applications on them requires information technology expertise from the customer 

(Srinivasan, 2014, p. 24). PaaS solutions offer the customers development, production and 

operation environments for their own applications with features that help with the 

development process and provide the needed infrastructure for production deployment 

(Groom & Jones, 2018, p. 7). 

 

Lastly, SaaS offers various software solutions that the cloud providers offer to their 

customers in their cloud environments (Zhao, et al., 2014, p. 15). SaaS solutions offer the 

customers computational resources, infrastructure and software (Srinivasan, 2014, p. 19).  

Compared to PaaS, in SaaS solutions the end-user application itself is managed by the 

provider and usually only offers a limited set of configuration possibilities for the customer  



47 

 

(Zhao, et al., 2014, p. 15). SaaS solutions provide the customer the ability access cloud 

provider’s pre-built applications on cloud provider’s infrastructure avoiding the costs of 

developing these applications by themselves (Groom & Jones, 2018, p. 8). 

 

Cloud computing poses several business benefits: the lack of upfront infrastructure 

investments, the ability to deploy infrastructure just-in-time, the enhanced efficiency of 

resource utilization and the possibility of faster processing times (Zhao, et al., 2014, pp. 19-

20). Cloud environments offer multi-tenant environments where multiple applications can 

be run in same cloud environment offering benefits of integrating these applications and 

their results (Srinivasan, 2014, p. 20). Information technology teams in organizations benefit 

from cloud services by being able to concentrate on the results of software use instead of the 

deployment and maintenance of the software (Srinivasan, 2014, p. 20). 

 

Cloud computing offers companies several business benefits in the field of utilization of 

advanced data analytics at scale for example in manufacturing and plant operations. Large 

cloud service providers offer enough resources for these data analytics workloads and data 

can be processed faster than before, which means that companies are able to provide the data 

and results of analytics to employees faster than before. Cloud PaaS solutions offer 

companies the possibility to deploy these analytics services efficiently. (Groom & Jones, 

2018, p. 80) 

 

Adoption of cloud computing also possesses threats associated with it. For example, the 

manufacturing industry has been slow to adopt cloud solutions, partly because of threats 

related to security and trust issues. Large manufacturers are concerned about possible 

computing issues causing downtime in their processes. Also, information security threats 

such as valuable intellectual property being lost to third parties after a security breach are a 

consideration in manufacturing companies’ cloud adaptation. On the other hand, cloud 

services can sometimes offer better security than older systems the companies are using. 

(Groom & Jones, 2018, pp. 80-82)  
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5 INTERNET OF THINGS 

 

Concepts related to IoT are examined in this thesis because the predictive maintenance 

solution of this project utilizes data coming from the IoT at the pulp mills. These concepts 

are used in planning the needed IoT platform to ensure that the platform will meet current 

and possible future demands that running predictive maintenance analytical processes on 

IoT data will require. Also, these concepts are used in evaluating the future potential of IoT 

utilization in predictive maintenance at the pulp mills. 

 

IoT can be defined as the concept of seamless integration of information technology and 

networked devices. To achieve this integration, a network of sensors and actuators is used 

with a combination of automatic identification technologies and locating systems.  The 

processes of detecting the physical status of things using sensors along with the processing 

of this data are essential in the concept of IoT. IoT has rapidly gained popularity in business 

and everyday life due to the technical development and decreased cost of wireless  

communication, sensors and identification chips. (Uckelmann, et al., 2011, p. 2) 

 

The difference between the concept of IoT and the more traditional use of sensors and 

interconnected devices is that in IoT setting computing and connectivity capabilities are 

extended to devices that have not been previously considered as computers. This enables the 

devices to perform operations on data with minimal human intervention. These devices can 

create, share and use data between each other in an automatic manner. (Boyes, et al., 2018, 

p. 3) 
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5.1 Industrial IoT 

 

IoT applications in an industrial setting are referred to as the industrial IoT. Industrial IoT 

aims at connecting large industrial assets to cloud computing platforms over a network. 

Examples of industrial assets are power grids and engines. (Boyes, et al., 2018, pp. 2-3) 

 

Industrial IoT can be defined as a network of objects, cyber-physical assets and computing 

platforms. This network enables autonomous and real-time processing and sharing of data. 

Industrial IoT applications are characterized by the aim to optimize the overall production 

value of the industrial process. The optimization of overall production value can be, for 

example, reduction of labor costs, reduction of energy consumption or enhancing 

productivity. (Boyes, et al., 2018, pp. 3-4) 

 

The concept of industrial IoT is closely related to the concept of industry 4.0. Industry 4.0 is 

characterized by vertical integration of production units, horizontal integration of value 

chain networks and the process of tracing the lifecycle of a product through its entire value 

chain. Industrial IoT can be defined as one of the building blocks of industry 4.0. The role 

of the industrial IoT in industry 4.0 is interconnecting devices and the gateways between the 

devices and the factory management systems and supply chains. (Gilchrist, 2016, pp. 195-

210) 

 

5.2 Cyber-physical system and digital twin 

 

In the concept of IoT a physical layer of devices, such as sensors, communicates with the 

cyber layer consisting of computation resources. The communication works in both 

directions, with the cyber layer receiving data from the physical layer, analyzing the findings 

and feeding data back to the physical layer through a feedback loop. This communication of 

physical and cyber layers is referred to as a cyber-physical system. (Alam & El Saddik, 2017, 

pp. 2050-2051) 
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Cyber-physical systems combine features of information technology, network and physical 

systems. They differ from other information systems built into physical devices, the 

embedded systems, in that they integrate physical, digital and networking processes, use 

feedback loops to let physical and digital processes affect one another and are networked 

together to form larger networks of systems. A cyber-physical system is a broad definition 

and can include even whole smart factories. Utilization of cyber-physical systems that enable 

the interaction of digital and physical world leads to IoT. In industrial IoT setting cyber-

physical systems can be used to enable the cyber-physical devices to monitor their 

environment and feed this data to another system for processing and analysis. The other 

system can use the results of the analysis to send feedback back to the cyber-physical system.  

(Gilchrist, 2016, pp. 35-37) 

 

Cyber-physical system approach consists of combining multiple systems consisting of 

information, electronics, network and physical components into ensembles of systems. 

These ensembles share their physical environment, hardware, connectivity and 

computational features. These ensembles can be formed after the systems that the ensemble 

consists of are deployed, which means that it is not required for the systems to be integrated 

into ensembles before their initial deployment. (Mosterman & Zander, 2016, p. 18) 

 

Industrial IoT enables the creation of digital twins for physical devices. Digital twins are 

virtual simulated models of the real physical device they represent. Digital twins can be used 

to simulate and test devices in virtual environments before applying the changes to real 

devices in production environment. Digital twins can be used for process optimization and 

product quality development. (Gilchrist, 2016, pp. 11, 209) 

 

Digital twins are based on the concept of cyber-physical systems. The advances in 

communication and sensor technology enables synchronization of data between the physical 

devices and their digital twins. This synchronized connection can be used for optimization 

and decision-making purposes. This connection also turns the digital twins into evolving 

digital replicas of the physical devices, since the data between the device and its digital twin 
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is synchronized through the whole life cycle of the device from development until 

decommission. (Wang, et al., 2019, pp. 1-2) 

 

Digital twins consist of three main building blocks. The first block is the digital model of  

the physical device. It includes the subsystems of the device and the sensor reading data. 

Digital model utilizes domain knowledge to simulate the functioning of the device. The 

second building block is the data analytics related to the digital twin. Data  analytics block 

can include health analysis and fault diagnosis. The third building block is the knowledge 

base related to the domain of the digital twin. This can include knowledge from domain 

experts, fault reports and user interactions. Figure 10 depicts the main building blocks of a 

digital twin. (Wang, et al., 2019, p. 6) 

 

 

Figure 10. Building blocks of digital twins. (Wang, et al., 2019, p. 6) 
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5.3 Cloud-based IoT platform 

 

The use of cloud computing together with IoT and digital twin technologies is recommended 

to ensure the scalability of computational resources, such as storage, processing and 

communication capabilities. The concept of cloud-based cyber-physical systems is used to 

describe the interconnection of physical and cyber things in a cloud environment. In a cloud-

based cyber-physical system architecture, independent systems are connected, and every 

physical element of the system is connected to a respective digital element, a digital twin, to 

update the status of the physical system to the cloud. This connection between the physical 

things and their respective digital twins is a one-to-one connection and both the digital and 

physical things are identified with a unique identification code. (Alam & El Saddik, 2017, 

pp. 2050-2053) 

 

Utilizing the capabilities of cloud computing in combination with cyber-physical systems 

offers the cyber-physical systems a flexible and shareable pool of resources that is fast to 

provision and to scale as needed (Simmon, et al., 2015, p. 42). IaaS cloud service model can 

be used together with the industrial IoT to provide scalable infrastructure and storage for IoT 

cost-efficiently. PaaS cloud service model can be used with industrial IoT to utilize 

development tools and environments provided by the cloud vendors to make application 

development more efficient. These tools include real-time stream processing and 

technologies that can handle vast amounts of data. Cloud service can be used as a destination 

to stream the IoT data into, analyze it and store it for later analytics use. (Gilchrist, 2016, p. 

49) 

 

Cloud services often lack in the abilities of very low-latency real-time analysis and streaming 

of data, because the latencies offered by the cloud services can be unacceptably large for 

some use cases. For real-time use cases the real-time processing must be done on edge 

devices, which are physical devices near the IoT device itself that act as a part of the cloud 

infrastructure by providing computing resources. On the other hand, in cases where strict 

real-time is not required and it is enough to be able to store and analyze the data as it is 
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fetched to the cloud environment, cloud services are a compelling tool to enable the use of 

industrial IoT. (Gilchrist, 2016, pp. 49-50) 

 

5.4 IoT platforms and advanced analytics for predictive maintenance 

 

Evolving digital twins can be used in combination with IoT, predictive maintenance and 

remote monitoring to test and deploy new business models. With digital twins, device 

operation can be optimized. Device maintenance can be enhanced by developing new value-

added services such as device state monitoring, fault diagnosis and remaining useful life 

prediction. (Wang, et al., 2019, pp. 3-4) 

 

Predictive maintenance tasks, such as condition monitoring, equipment failure prediction 

and signal analysis can be enhanced with the use of new sensor and communication 

technologies, such as the internet. These technologies offer improvements and new 

possibilities for maintenance work, such as the ability to do remote and real-time 

maintenance by connecting to devices via the internet to monitor data and perform actions. 

Decision-making by human experts can thus be de-centralized to any location. Also, the new 

technologies offer ways to integrate business processes by enabling data flows in both 

directions between all levels of maintenance organization. This offers ways to improve 

communication processes, create shorter feedback cycles and thus improve process quality.  

Collaborative maintenance is also enabled by the new technologies, with opening the 

opportunity to connect various experts from different locations and organizations in a single 

platform. (Márquez, 2007, pp. 308-310) 

 

Combining large amounts of data, machine learning, other analytics tools, industrial IoT and 

its machine-to-machine communication capabilities offers benefits in building systems that 

can detect faults based on flaw, anomaly and failure detection. Machine learning techniques, 

such as neural networks and deep learning, are suitable tools for analyzing these large data 

sets to solve pattern recognition and classification tasks. (Gilchrist, 2016, pp. 57-58) 
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Advanced analytics in IoT platforms can be used to improve multiple aspects of 

manufacturing efficiency. These aspects are reduction of test time and calibration, reducing 

warranty costs, performing predictive maintenance, improving quality and improving yield. 

Figure 11 depicts and describes these key performance indicators that can be affected and 

improved with the utilization of advanced analytics in manufacturing. Only the last one, 

performing predictive maintenance, is within the scope of this study.  (Lade, et al., 2017, pp. 

74-75) 

 

 

Figure 11. Key performance indicators that can be improved with advanced analytics. The 

performance indicator within the scope of the study colored blue. Reproduced from (Lade, 

et al., 2017, p. 75). 
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Figure 12 describes the main components of a suitable analytics environment fo r the 

utilization of advanced analytics and IoT for maintenance efficiency improvement. Data is 

first loaded from source systems such as IoT using an extraction, transformation and loading 

process, aggregated data is saved into databases and then predictive and descriptive analytics 

is performed on the data. (Lade, et al., 2017, p. 76) 

 

 

Figure 12. Description of a framework for manufacturing data analytics. (Lade, et al., 2017, 

p. 76) 
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5.5 IoT platform of Microsoft Azure Cloud Computing Platform 

 

Microsoft Azure Cloud Computing Platform offers a set of IoT services for connecting and 

controlling IoT devices. These services offer capabilities for receiving data from the devices, 

sending commands back to the devices, storing the data received from the devices and 

analyzing the data. For example, Azure service IoT Hub can be used to connect IoT devices 

to the cloud, receive data, send communication back to the devices and add edge computing 

capabilities to IoT devices through IoT Edge service that can be built on top of IoT Hub. 

Azure IoT Hub is a cloud service enabling bi-directional communication between cloud 

applications and IoT devices (Microsoft, 2018). IoT Edge is a cloud service for deploying 

analytics workloads directly within IoT devices instead of performing them in the cloud 

environment (Microsoft, 2019). (Microsoft, 2018) 

 

Azure data architecture for extracting, transforming and loading data for analysis can consist 

of four layers: ingestion, storage, analysis and visualization layers (Microsoft, 2018). The 

visualization layer can also be referred to as the interaction layer (Microsoft, 2018). Figure 

13 shows a description of this architecture. The architecture is suitable for batch processing 

of data, which refers to loading data that is not streamed in real time but instead exists at rest 

or in place in the data sources (Microsoft, 2018). The architecture can also support real-time 

data processing by adding stream processing components to the architecture, such as Azure 

Stream Analytics service. The stream processing components work alongside the ingestion 

layer to process real time data before storing it in a storage layer. (Microsoft, 2018) 
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Data sources Ingestion layer Storage layer

Visualization layer Analytics layer
 

Figure 13. Possible data architecture for data analytics on Microsoft Azure Cloud 

Computing Platform. (Microsoft, 2018) 

 

The role of the ingestion layer is to pass data from data sources into a data storage. To enable 

support of real time data, ingestion layer must include stream processing capabilities. Azure 

IoT Hub can be used for message ingestion and Azure Stream Analytics can be used for 

performing operations on incoming real time data. Azure Stream Analytics is an engine for 

processing real time data from multiple sources and feeding it into a storage (Microsoft, 

2019). (Microsoft, 2018) 

 

The role of the storage layer is to store the data for later use by analytics tools. Azure Blob 

Storage can be used for data storage of incoming data and databases can be used for storage 

of processed data. Azure Blob Storage is a cloud solution for storing massive amounts of 

data (Microsoft, 2019). An example of databases available in Azure is the SQL Database 

service, which is a cloud-based tool for creating general purpose databases (Microsoft, 

2019). (Microsoft, 2018) 

 

The role of the analytics layer is to generate insights from the stored data for reporting 

purposes in the visualization layer. Analytics on Azure can include machine learning 

(Microsoft, 2018). Azure Databricks can be used for developing machine learning solutions 
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on Azure (Microsoft, 2018). Azure Databricks is an analytics platform for running Apache 

Spark in the cloud while providing integration possibilities with other Azure services 

(Microsoft, 2019). Apache Spark itself is an ecosystem consisting of analytics and data 

processing capabilities such as machine learning algorithms (Microsoft, 2019). Apache 

Spark can be used through interfaces for SQL, R, Python and Scala programming languages 

(Microsoft, 2019). Azure Data Factory can be used for orchestration of  various data 

processing operations happening within the platform. Azure Data Factory is a cloud service 

for data integration through creation and orchestration of data processing workflows 

(Microsoft, 2018). (Microsoft, 2018)  
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6 PREDICTIVE MAINTENANCE APPLICATION 

 

As a part of this thesis project an application was built to perform data processing and 

machine learning on IoT data and to visualize the results to various experts and other 

stakeholders of the pulp mills’ maintenance organizations. The application consists of a data 

platform that stores and processes data coming from IoT and other information systems, 

machine learning models that are trained on the data in the IoT platform and used to make 

classifications regarding equipment faults, as well as a visualization and reporting tool that 

is used as a user interface to the end-users of the predictive maintenance application. 

 

The IoT data platform behind the predictive maintenance application is described in chapter 

6.1 and choices made regarding the development of the platform are a part of the first 

research sub-question of the thesis. The chapter describes the following aspects of the IoT 

platform: the layers of the IoT platform architecture, the cloud service provider selected for 

the task, the architecture of each of the IoT platform layers, the various IaaS, PaaS and SaaS 

solutions selected as the components of the IoT platform and the function of each component 

of the architecture. The benefits this IoT data platform offers for current and future predictive 

maintenance processes are discussed in this chapter to provide answers to the first sub-

question of the thesis. Also, strengths, opportunities, threats and weaknesses of the 

developed IoT platform are described. 

 

An experiment on the utilization of machine learning on IoT data for predictive maintenance 

purposes is described in chapter 6.2. The scope of machine learning utilization is restricted 

to rolling bearing faults in rotating equipment to answer the second sub-question of the 

thesis. Also, chapter 6.2 describes steps that need to be taken to further enhance the machine 

learning capabilities of the IoT platform with regards to detecting rolling bearing faults more 

accurately in the future. 
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Further development possibilities and future potential of IoT use in predictive maintenance 

at the pulp mills is described in chapter 6.3 to provide answers to the third sub-question of 

the thesis. This chapter provides an overview of what capabilities the IoT platform can be 

enhanced with in the future and how it can be used to support developing various concepts 

of industrial IoT and industry 4.0 at the pulp mills. 

 

6.1 IoT data platform 

 

The data coming from various IoT sources and other related information systems was 

decided to be integrated on a single platform to provide a comprehensive view into predictive 

maintenance data as well as to provide the possibility of integrating IoT and other predictive 

maintenance data with any existing or future reporting and visualization solutions that the 

maintenance teams at the pulp mills use. To benefit from easy scalability, cost-efficiency 

and ease of development and deployment of cloud environments, the application was 

decided to be built upon a cloud platform by utilizing a set of IaaS, PaaS and SaaS solutions 

within a cloud environment. 

 

The cloud-based IoT data platform consists of several layers: ingestion layer, storage layer, 

analytics layer and visualization layer. Ingestion layer is responsible for loading data from 

source systems, such as IoT and information systems, into the cloud environment. Storage 

layer is responsible for providing perpetual and efficient storage for the IoT and information 

system data. Analytics layer is responsible for processing the data into a form that is suitable 

for data analytics and visualization. Analytics layer is also responsible for training and 

utilizing machine learning algorithms on the data. Visualization layer is responsible for 

providing visualizations and reporting interface to the end-users of the application. 

Visualization layer is out of scope of this thesis but is described along the rest of the data 

platform architecture to present a comprehensive picture. Figure 13 in chapter 5.5 shows the 

description of the IoT platform’s layers. 
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Microsoft Azure cloud solution was already in use by the pulp mill maintenance 

organizations for some data analysis needs, so the decision was made to build the new 

predictive maintenance application’s IoT platform as well as the machine learning processes 

within Microsoft Azure ecosystem to provide maximal integration possibilities with future 

and existing data analytics solutions at the pulp mills. The ingestion layer was built with 

Microsoft Azure’s PaaS and SaaS solutions. The storage layer was built using Microsoft 

Azure’s IaaS solutions while SaaS solutions were used for the data analytics layer. Only the 

visualization layer of the new application was decided to be built outside of Microsoft Azure, 

because Microsoft Azure lacked the data visualization and reporting tools that met the 

project specifications. This decision did not cause any limitations to the visualization layer, 

because the visualization layer had all the required connectivity features to support 

connecting it to data sources within Microsoft Azure environment. 

 

Figure 14 describes the architecture and various cloud services used in the ingestion layer of 

the IoT platform, along with a few data sources. The data sources in the architecture 

description are the IoT data sources for vibration sensor data and automation system data, 

along with a data source for other information systems. Other information systems include 

the enterprise resources planning system that is used in the pulp mills. From Microsoft 

Azure’s PaaS offerings, IoT Hub is used as a gateway for the inbound IoT data to the cloud 

environment. IoT Hub is used because of its ease of use and cost-efficiency, as well as its 

ability to provide security for IoT data streams and its good integration possibilities with 

other services within Microsoft Azure. Another Microsoft Azure PaaS offering, Stream 

Analytics, is used to move IoT data between IoT Hub and the storage layer. 
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Figure 14. The ingestion layer of the IoT data platform. 

 

IoT Hub serves as a platform for connecting to the IoT devices at the pulp mills, such as 

vibration sensors and automation system devices. IoT Hub also offers possibilities for 

sending data back to the devices for controlling and bi-directional communication purposes. 

IoT Hub can be used to monitor the data coming from the IoT devices, assign unique 

identification codes to the devices and connect various cloud services to the data stream that 

is coming from the IoT devices. IoT Hub serves as a centralized platform for all IoT data 

coming from various sources, which makes it possible for the other cloud service solutions 

to use it as a data source for any IoT data requirements. IoT Hub is a cost-efficient and 

scalable resource which offers development tools that enable future development and 

deployment even as new IoT data sources and applications are added to the platform.  
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Stream Analytics is a PaaS cloud solution intended for real-time processing of data coming 

from streaming data sources such as IoT Hub. Stream analytics can be used to combine real-

time data from multiple sources, such as IoT sources, and perform queries on the streaming 

data. Stream Analytics is a solution designed for tasks including IoT and predictive 

maintenance data processing, which is a major reason for its utilization in the chosen IoT 

platform. It is possible to configure new data sources and data destinations within Stream 

Analytics. Because of its destination configuration possibilities, Stream Analytics is a 

suitable tool for integration of IoT Hub and other cloud solutions within the IoT platform. 

Because both IoT Hub and Stream Analytics only offer the platforms required to develop 

data ingestion solutions, they require skilled workforce to maintain and deve lop these 

solutions in the future. 

 

Data Factory is a SaaS tool for extracting, loading and transforming data between various 

cloud solutions and data storage systems. Data Factory offers easy to use and cost-efficient 

tools for developing and maintaining data integrations between various systems as well as 

possibilities to schedule data flows. Data Factory is used for the non-streaming data flows 

from various information systems where data changes so slowly that real-time streaming of 

the data is not required by the end-users. This data can be, for example, data about which 

plant equipment corresponds to which location or process within the plant.  Because Data 

Factory is a SaaS solution, its customization possibilities are limited by the software vendor. 

In the future, Data Factory might not cover all development and customization needs of the 

IoT data platform’s ingestion layer, which might require some other software to be utilized 

for the task.  

 

Figure 15 describes the storage, analytics and visualization layers of the IoT platform. From 

Microsoft Azure’s IaaS offerings, storage of incoming sensor data was decided to be 

executed in Blob Storage service, which is an IaaS offering for storing objects, such as files, 

in the cloud. Blob Storage was selected because of its cost-efficiency and ease of use. Storage 

of information system data is executed using SQL Database service, which is an IaaS 

offering for creating and maintaining relational databases within the cloud. SQL Database 

service was selected for this task because of its performance as well as ease of integration 
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with various data processing tools such as the SQL language. Performance characteristics of 

relational databases and object storages are not within the scope of this thesis. Blob Storage 

and SQL Database services comprise the storage layer of the IoT platform and are used to 

perpetually store the data, with Blob Storage being used for IoT data storage and SQL 

Database being used for storing data from other information systems. 

 

 

Azure SQL database 

Blob Storage

Data Factory

Visualization and reporting interface

Spark on 
Databricks

Azure SQL database 

 

Figure 15. The storage, analytics and visualization layers of the IoT data platform. 
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The storage layer of the IoT platform is not dependent on the subsequent layers, because it 

can store any new data that is brought from the source systems and because it does not 

remove existing data. Because the storage layer stores the data perpetually without the need 

to remove any existing data, the functionality of the analytics layer which is dependent on 

the storage layer is ensured. The analytics layer always finds data from the storage layer, 

because any existing source systems aren’t removed from the storage layer even in situations 

where the ingestion layer fails to integrate new data from the source systems with the storage 

layer. To ensure new data passes from the storage layer to the analytics layer, the ingestion 

layer must pass it to the storage layer in a pre-defined format. The high scalability of the 

storage layer ensures that perpetual storage of data can technically be achieved, but as the 

amount of data increases the costs will increase as well. Increasing the number of data 

sources also increases the complexity of the storage layer, and with very large number of 

data sources the storage layer might become harder to use as the required data is harder to 

find among the many data sources when developing new analytics applications on the IoT 

platform. 

 

Two Microsoft Azure SaaS solutions, Databricks and Data Factory, are used as a part of the 

analytics layer of the IoT platform. Data Factory service is used for most of the data 

processing tasks because it is cost-efficient and provides good support for running SQL 

queries and other functionalities of relational databases that are essential to process the data 

into a form that is ready for visualization and reporting as well as to manage the data within 

the visualization database. Data Factory is used primarily for two types of tasks. The first 

task is integrating the information system data stored in SQL Database in the storage layer 

of the IoT platform with the data stored in the SQL Database of the analytics layer of the 

IoT platform. This integration consists of extracting the data from the storage layer, 

transforming the data and loading it into the analytics layer. The second task is to transform 

the data that is already in the SQL Database of the analytics layer of the IoT Platform to 

ensure that the data meets the requirements of the subsequent visualization layer. These 

requirements include removing duplicates, removing old data and updating existing records 

based on new data. Further details on the transformation applied to the information system 

data are outside of the scope of the thesis. 
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Azure Databricks is used to run the Apache Spark analytics engine using Python and SQL 

interfaces to perform sensor data processing, training machine learning models and making 

predictions on new data using the trained models. Spark analytics engine was selected 

because it can utilize cluster computing to perform processing and analytics on large 

datasets, because it supports numerous machine learning libraries and tools and because it 

offers a variety of user interfaces in popular programming languages, such as Python and 

SQL. Azure Databricks was selected because it provides high scalability and cluster 

computing for the Spark analytics engine that are essential for using Spark analytics engine 

with no upfront investments and minimal effort in terms of configuration, startup and 

operation. Databricks also offers secure and easy to use integration possibilities with other 

Azure services, such as SQL Database, Blob Storage and Data Factory solutions. Python and 

SQL programming languages were selected because of their ease of use and popularity, and 

because of Python’s wide variety  of libraries for signal processing, data processing and 

machine learning. The weakness of using Databricks is that starting and rescaling clusters 

can take a few minutes, which means that analytics tasks currently built for the analytics 

layer cannot be run in near real time. As the quantity of data being processed and the number 

of nodes in the computing clusters increase, so increases the cost of using Databricks. 

 

SQL Database is used as the storage solution for data in the analytics layer. SQL Database 

is used in the analytics layer for storage of the results of data analytics and data from 

enterprise information systems that is needed by the visualization layer. The SQL Database 

is loaded and managed by the analytics layer. Unlike the storage layer, the analytics layer 

does not offer a perpetual storage for the data, but only stores the data that is required by the 

visualization layer. 

 

Data analytics layer was designed with a modular approach to ensure that any changes to its 

internal functions in the future have minimal effect on the other subsequent layers of the IoT 

platform. The upper layer, visualization layer is only dependent on the outputs of the 

analytics layer, but the way the analytics layer reaches these outputs does not affect the 

visualization layer. In turn the analytics layer only reads the required data from the 

underlying storage layer without causing the storage layer to be dependent on the analytics 
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layer. This approach makes further development to the analytics layer’s data transformations 

and machine learning models easy, because in many cases only the inputs and outputs need 

to be kept in a pre-defined format to ensure functionality with the subsequent layers. 

 

The visualization layer consists of a visualization tool and user interface application that was 

built using tools outside of Microsoft Azure. As with the other layers of the IoT platform, 

the visualization layer was also designed as a modular solution that can be changed with 

minimal changes required to the other subsequent layers of the architecture.  Only minor 

changes are required to the subsequent analytics layer that loads and manages the 

visualization layer’s SQL Database when the specifications of the visualization layer are 

changed. The visualization layer can also give feedback back to the analytics layer through 

user interfaces of visualization applications, for example to help evaluate machine learning 

model performance. This means that some dependencies occur between the visualization 

layer and analytics layer that need to be considered when making changes to these layers. 

This design choice ensures that in the future the IoT platform can serve multiple applications 

and visualization tools without any one tool or application greatly impacting the performance 

of the other tools or applications. This layer is not described in more detail in this thesis, 

because it is out of scope. A brief description was provided to offer a full picture of the 

architecture behind the predictive maintenance application. 

 

The whole architecture of the IoT platform except for the visualization layer’s user interface 

was built using services that are available on Microsoft Azure with no upfront investments 

and with minimal requirements in terms of configuration and with minimal deployment 

complexity. These services are scalable and offer cost-efficient payment plans with 

payments depending on the amount of use of the services, for example based on usage time 

or usage of computing resources. This approach made building the IoT platform cost-

efficient, because costs will only start to accumulate as more data and more data sources are 

added to the platform and passed through the layers of the platform and because developing 

the platform was a relatively fast and straightforward task. This kind of development cost-

efficiency is a strength of the IoT platform. 
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Along with the cost benefits, another major strength offered by the IoT platform is the 

versality of the platform in terms of adding new data sources, new data processing or 

analytics tasks as well as new visualizations and applications. Other IoT and information 

systems used at the pulp mills can be added to the platform as needed, and in case new data 

sources are acquired, their integration with the IoT platform can also be performed 

efficiently. Storage layer of the IoT platform ensures that all important data is saved for any 

existing and future use cases. The data ingestion and storage layers can scale virtually 

indefinitely as the amount of data grows with easily estimable effect on service costs and 

without causing performance issues to existing workloads. 

 

An opportunity offered by the IoT platform is that new and existing data within the storage 

layer can be freely used by new data processing, analytics and machine learning tasks. The 

data in the storage layer can also be further integrated with new data sources that are added 

to the platform or moved to external data platforms for integration with other data. Because 

storage layer offers the historic data as well, machine learning algorithms can always be 

retrained on the past data and new machine learning approaches can be studied. 

 

The IoT platform helps bring different IoT, automation and information systems within reach 

of analytics, machine learning and visualization processes. One of the opportunities offered 

by the IoT platform is that the platform enables building new applications that offer users 

visualizations and user interfaces to analyze data, observe results of machine learning models  

and give feedback back to the machine learning models for training purposes. Existing and 

future data sources can be added to the platform and data from different systems can be 

further integrated in the future. This IoT platform offers the company a maintainable 

platform for its IoT needs in terms of predictive maintenance. Other IoT applications apart 

from predictive maintenance can also be explored on the IoT platform in the future. 

 

One of the weaknesses of the IoT platform is the fact that the different components of the 

platform require some development and information system experience to manage the 

services and perform further development of the platform. This will lead to the need of 
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internal workforce or external partners that have the necessary experience and resources to 

offer the needed management and development services on the platform. 

 

Another weakness of the IoT platform is its independence from the larger data architecture 

of the company. Because of reasons outside of the scope of this project, the IoT platform 

was built in a cloud environment that is separate from any other cloud environments being 

developed within the company for other analytics and business use cases. This fact reduces 

the ability to combine data from various business processes and business units of the 

company to perform more complex analysis of the data and enrich the data being analyzed. 

 

Only using a single cloud computing platform, Microsoft Azure,  can be considered as a 

weakness of the IoT data platform. Different cloud computing platform vendors offer 

varying prices and features for their cloud services, such as SaaS and PaaS products. The 

developed IoT data platform only utilizes Microsoft Azure, which means that potential 

benefits of other cloud computing service vendors’ services are not utilized. This weakness 

leads to the threat that in the future some business requirements might lead to using some 

other cloud computing service vendors’ products outside of Microsoft Azure, which will 

require capabilities to be built to connect those products to the ones built in Microsoft Azure. 

Developing these data connections will require development resources and moving data 

between different cloud computing platforms could also be expensive. 

 

Because of the elastic cost model, the costs of running the platform depend on the use of the 

computational and storage resources in the cloud environment. If the amounts of data and 

data processing grow remarkably in the future, rising costs will pose a threat to the utility of 

the IoT platform. The IoT platform exists to enable new kinds of analytical applications for 

predictive maintenance and IoT at the pulp mills, and in case the costs of running the 

platform will outweigh the benefits in the future, the usability and business benefits of the 

platform will be threatened. 
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The modularity of the IoT platform will also pose challenges and threats for the future. 

Changes to the components of the IoT platform can cause effects on other components, 

which needs to be accounted for. Also, future updates and modifications to the components 

by the cloud service provider might affect the performance or other characteristics of the IoT 

platform.  

 

The fact that the IoT platform is currently built as a separate entity from the other data 

platforms used within the company leads to the threat of needing additional resources for 

future migration of the platform to a unified cloud environment where it can be merged with 

other data platforms used within the company. Technically this step can be accomplished 

with little risks to the functionality of the IoT platform, but it will require expertise and time 

to accomplish the migration. 

 

The fact that many data and analytics workloads will be concentrated in one platform leads 

to the threat of unexpected service downtimes and software errors causing damage to 

multiple data analysis processes, which could be critical to the company. Also, intentional 

or unintentional misuse of the platform, such as the unauthorized deletion or modification of 

some of its components or data could cause errors to the analytics workloads within the 

platform. 

 

In case data from multiple geographic locations around the world is integrated to the IoT 

data platform in the future, a threat of rising costs due to global data transfers could arise. 

Moving data between different regions leads to moving data between different data centers 

that support the cloud environment, which could lead to larger costs depending on the pricing 

model in use. Currently all data is loaded and moved within one geographic region, which 

does not cause this kind of problem. Moving data around different geographic regions will 

also cause longer delays, because data is transferred over longer distances. Even in the same 

geographic region, data transfer times between a user’s workstation or an IoT device and the 

IoT platform can cause delays, which is a weakness of the platform. Another weakness is 

that in services such as Databricks the time needed to provision computing resources causes 
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delays to data processing and analytics. Strengths, weaknesses, opportunities and threats of 

the developed IoT platform are compiled in Table 1. 

 

Table 1. Strengths, weaknesses, opportunities and threats of the developed IoT data 

platform. 

Strengths - Cost-efficient development 

- Easy to add new features, applications and data sources 

Weaknesses - Skilled workforce and resources needed for maintenance and 

further development 

- The IoT data platform is built separately from the other cloud 

computing platforms used in the company 

- Apart from the visualization layer, the platform currently uses 

only Microsoft Azure services 

- Real-time data analysis is sometimes not possible because of 

slowness of data transfer and computing resource provisioning 

Opportunities - The platform and its data can be used for new data analysis 

applications in the future 

- The platform can support use cases beyond predictive 

maintenance 

Threats - Potential need to integrate services from other cloud computing 

vendors to the platform 

- Costs will rise as the amount of data and data processing 

increases within the platform 

- Changes to some components of the platform can cause changes 

to other components 

- Potential need to migrate the platform to other cloud computing 

platforms used within the company in the future 

- Potential service downtimes, software errors and misuse 

- Potential of rising costs and longer data transfer delays if data is 

stored and moved around different geographic regions available 

on the cloud computing platform 
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6.2 Machine learning for rolling bearing fault prediction 

 

This chapter describes the process and results of experimenting with three different machine 

learning algorithms to try to detect rolling bearing faults within the pulp mill equipment. The 

chapter starts with describing the dataset available for machine learning experimentation. 

Then the chapter describes the various stages of the data preparation process: enriching the 

vibration measurement system data with other data available within the IoT platform, 

labeling the vibration measurements for binary classif ication model training, handling 

missing data, scaling the data to a suitable interval, selecting features and training the 

machine learning models. The chapter ends with description of the results of the various 

machine learning models trained with the dataset. The chapter also includes remarks about 

what needs to be done in the future to make more use of the IoT platform for rolling bearing 

fault detection and other machine learning tasks. All data processing and machine learning 

was done using the tools and data found within the IoT platform built during this project.  

 

Figure 16 represents the main steps of the machine learning experiment described in this 

chapter. First step of the experiment was forming the dataset by loading measurements that 

share the same features between them, removing missing data and automating the d ata 

labeling process to efficiently produce a dataset suitable for experimenting with machine 

learning models. The second step was describing the features available in the dataset and 

visualizing some parts of the data to visually evaluate the potential predictive capabilities of 

the features and to see how the automatically labeled faulty samples appear in the various 

measurement points’ and features’ timeseries. The third step was scaling the feature values 

to a suitable interval. The fourth step was selecting the best features out of the available 

feature set. The fifth step was balancing the training data so that none of the two classes 

would have more representation among the training data. The sixth step was performing 5-

fold cross-validation on the three different machine learning algorithms and their various 

parameter values to find the best-performing models for all three algorithms. The seventh 

step was testing the selected models using test data to evaluate their performance on unseen 

data. 
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Figure 16. Description of the main steps of the machine learning experiment. 

 

Total number of 8 different features was calculated from every measurement of the data set. 

These features were calculated automatically by the vibration measurement software that 

was used at the pulp mills for vibration analysis. Due to problems during the data integration 

and data platform development phase of the project, raw vibration signal data and raw FFT 

spectrum data was not available, which made calculating custom features within the data 

platform impossible in time to conduct the machine learning experiment. Custom features 

were calculated later for production-grade machine learning experiments but were left out 

of the scope of this thesis because the data needed for the custom features was available too 

late to be used for this thesis work.  

 

The following 8 features were captured from the software and used in this machine learning 

experiment:  

- RMS value of the whole vibration signal in mm/s (referred to as RMS from 

hereafter)  
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- peak value of the vibration signal in mm/s (referred to as PeakValue from 

hereafter)  

- the sum of a set of FFT spectrum amplitude peaks from spectrum interval of 1 kHz 

to 20 kHz in mm/s (referred to as 1_20_kHz from hereafter) 

- the FFT spectrum amplitude from the frequency corresponding to the rotating 

speed of the machine in mm/s (referred to as 1xRPM from hereafter) 

- the FFT spectrum amplitude from the frequency corresponding to double of the 

rotating speed of the machine in mm/s (referred to as 2xRPM from hereafter) 

- the crest factor value of the vibration signal (referred to as CrestFactor from 

hereafter) 

- the sum of FFT spectrum amplitude peak values from spectrum interval of 3 to 15 

times the rotating speed of the machine in mm/s (referred to as 3_15xRPM from 

hereafter) 

- the sum of FFT spectrum amplitude peak values from spectrum interval of 0,2 kHz 

to 2 kHz in mm/s (referred to as 200_2000_Hz from hereafter) 

 

A data set of 1298 rolling bearing vibration samples of the 8 features was used to experiment 

with applying machine learning to detect rolling bearing faults in pulp mill equipment. The 

data included samples from 9 pieces of equipment each consisting of 1 to 8 measurement 

points with each measurement point representing a distinct rolling bearing within the 

machine. In total, there were 29 different measurement points within the dataset and there 

were 41 to 49 samples for every measurement point. Due to difficulties during the data 

integration and data platform development phase of the project, this was all the data that was 

available in time to conduct the experiments with machine learning. The main factors 

limiting the amount of available data were the fact that most of the data from the vibration 

measurement system was not yet loaded to the IoT platform and that there were relatively 

few measurement points and samples that shared the same set of pre-calculated features 

between them in the available data. Missing values were not permitted into the dataset, so  

any measurement points with missing values in any feature were left out. Also, measurement 

points with no faults in their measurement history were left out as described later in this 

chapter. 
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The data set was labeled for training binary classification algorithms. The labels were 1 for 

a measurement indicating a fault in the machine and 0 for a measurement not indicating a 

fault at the time the measurement was taken. To automate the labeling process, data from an 

enterprise resources planning information system (referred to as ERP system from hereafter) 

from the IoT platform was used to automatically collect data on machinery faults and link 

this data to the vibration measurement data coming from the vibration sensor system into the 

IoT platform. This automatic labeling process was built by analyzing labels and contents of 

incident documents and spare part order documents that were made within the ERP system. 

Labels and contents of incident reports in the ERP system containing words and syllables 

that refer to rolling bearing faults were used as indicators that the machine had developed a 

fault at the time the document was created within the ERP system. The requested delivery 

dates of spare parts with names containing words or syllables referring to rolling bearing 

faults were used as indicators that the machine was fixed at the time the spare part was 

marked as being required for use. It was validated against ERP system data that the labeling 

process worked as intended for the data set in use since all recorded faults in the 9 pieces of 

equipment that were featured in the data set were labeled correctly by the labeling process 

as far as the data in the ERP system could be trusted.  

 

Figure 17 shows some examples of the automated labeling of the vibration measurement 

data. It can be seen from the figure that for the measurement point 1H the vibration’s 

PeakValue feature values rise significantly before the fault officially occurs and stay very 

high until the automatically estimated time of fault repair. On the other hand, PeakValue 

values for measurement point 2H are high long before the fault officially occurs. This might 

either indicate that the measurement point 2H showed some signs of fault development 

sooner than measurement point 1H, or that the fault was more related to the bearing near 

measurement point 1H instead of measurement point 2H. This indicates one weakness of the 

automated fault labeling process, which is the inability to automatically label the faults only 

to the measurement points that the faults are related to. Fault in one measurement point does 

not always affect the vibration signals of other measurement points within the same piece of 

equipment. Current ERP system data does not make it possible to automatically detect which 

exact bearing within the piece of equipment was found faulty and fixed and to what 

measurement point in the vibration measurement system each bearing belongs.  Manual work 
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and domain knowledge were needed to filter out measurement points with no faults. This 

was done to improve the quality of the training data for the machine learning experiment, 

but in the future a solution needs to be developed to enable the ERP system to indicate faults 

on a measurement point level. 

 

The final data labeling algorithm is described below: 

1. Collect all incident documents’ creation dates for all pulp mill equipment and 

mark them as fault start dates for the related pieces of equipment. Select only 

notifications containing Finnish-language words or syllables related to rolling 

bearing faults in their labels and contents. 

2. Collect all spare part orders related to the selected incident documents and mark 

their requested delivery dates as fault end dates for the related pieces of 

equipment because the requested delivery dates correspond to the date when the 

equipment was fixed. Select only orders with names containing Finnish-language 

words or syllables related to rolling bearing faults. 

3. Filter out all incident reports not created by vibration analysts because only 

vibration analysts create incident reports after a fault has been noticed in the 

vibration signal of a piece of equipment. 

4. To improve the quality of the dataset, manually filter out measurement points 

that are not faulty because the data in the ERP system does not enable automated 

fault labeling on a measurement point level, but only on equipment level. This 

requires domain knowledge. 
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Figure 17. Values of the PeakValue feature in mm/s from a single piece of equipment and 

two different measurement points 1H and 2H scaled to the range from 0 to 1. Red dots mark 

the measurements labeled as faulty. 
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The automated labeling was tested manually for the training dataset with regards to the fault 

start and end dates it estimated for each piece of equipment for some example data points of 

the data set and was found to be accurate as far as the data within the ERP system itself could 

be trusted. It is likely that the dates and labels of the incident documents within the ERP 

system are not perfectly accurate. Because the pulp mills contain a very large number of 

machines and it is impossible to label all the historic vibration measurement data manually, 

the decision was made to attempt to automate the process by using the data of the ERP 

system available in the IoT platform despite it not being always completely accurate.  In the 

future, some clear fault classification and indication fields should be implemented within the 

ERP system to make data labeling more structured and controlled and to eliminate the need 

of text, word and syllable analysis for finding faults related to a specific component, such as 

rolling bearings in this case. A strength of the automated labeling process is the reduction of 

manual work needed for labeling data for future fault classification algorithm training 

projects, but a weakness is the investment needed to update the ERP system to support 

structured fault classification data. Another weakness is that the automated labeling system 

labels all measurement points of a piece of equipment as faulty when a single measurement 

point is found faulty, and without manual filtering this could lower the reliability of training 

data. The automated fault labeling opens an opportunity to automatically accumulate very 

large training data sets for machine learning efforts. In case the data in the ERP system is 

not accurate, it poses a threat of lowering the classification quality of machine learning 

models trained on the data. 

 

The automated labeling of vibration measurement system data by enriching it with ERP 

system data was achieved because of two factors: by making both systems’ data avai lable 

within the IoT platform and by integrating the data of both these systems by developing a 

script that links the identification codes of pulp mill equipment in the ERP system and the 

vibration measurement system together. The identification codes of pulp mill equipment 

differ slightly between these two systems, which required a script to modify the 

identification codes of one of these systems to match exactly the identification codes of the 

other system. In this case it was decided that the identification codes of the ERP system 

should serve as the master data to which the equipment identification codes of all other 

systems integrated to the IoT platform should be linked. Sometimes one piece of equipment 
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in the ERP system can be represented by multiple different codes in other systems, for 

example in the vibration measurement system. This does not affect the results of this 

machine learning experiment, because every measurement point is treated individually  when 

scaling the feature values, and fault labels are manually fixed to filter out mislabeled 

measurement points. Some examples of the outputs of the script which modifies and links 

the identification codes together are shown in Table 2. 

 

Table 2. Examples of linking identification codes from different systems based on their mill 

codes and area codes. The f irst 4 letters or digits of the ERP system equipment code indicate 

the mill, the following letter or 2 digits indicate the equipment hierarchy branch and the rest 

of the code identifies the equipment itself within the equipment hierarchy branch. Equipment 

hierarchy splits mill equipment into different branches for various reporting reasons. Note 

that both codes 0110227 and 011022701 in the vibration measurement system point to the 

same equipment in the ERP system because sometimes one piece of equipment in the ERP 

system can be represented by multiple codes in other systems. 

Vibration measurement 

system equipment code 

Mill 

code 

Vibration measurement 

system area code 

ERP system 

equipment code 

0110220 PIE1 -190 PIE1-M-0110220 

0110204 PIE1 -190 PIE1-M-0110204 

0110227 PIE1 -190 PIE1-M-0110227 

011022701 PIE1 -190 PIE1-M-0110227 

0110225 PIE1 -190 PIE1-M-0110225 

5153 6429 KAU1 -2090 KAU1-23 5153 6429 

3161 6421 KAU1 -1402588 KAU1-24 3161 6421 

4857 6505 KAU1 -1364 KAU1-22 4857 6505 

7163 6001 KAU1 -1364 KAU1-22 7163 6001 

 

The script linking codes between these two systems is described below: 

1. Determine the mill code of the equipment based on the source of the data for the 

equipment. Each mill has its own instance of the vibration measurement system, so 
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rows of data coming from each mill can be labeled according to which mill they 

originate from as shown in the second column of Table 2. 

2. Each mill is split into areas within the vibration measurement system. Determine the 

equipment hierarchy branch of the equipment by mapping all existing area codes to 

equipment hierarchy branches. For example, area -1364 of mill KAU1 can be 

mapped to equipment hierarchy branch 22 as shown in Table 2. 

3. Combine the mill code from step 1, the equipment hierarchy branch from step 2 and 

the vibration measurement system equipment code to form the ERP system 

equipment code. Note that only using the vibration measurement system equipment 

code without mill or area codes to find the ERP system equipment code can’t be 

used, since nothing prevents multiple identical equipment codes from existing in 

different branches of the equipment hierarchy. For example, in theory equipment 

code 5153 6429 could exist both in 23 and 24 branches of mill KAU1. 

 

Values of all vibration features were scaled to a range of 0 to 1 individually for every 

measurement point to ensure that the scales of all features are equal and that the differences 

between low and peak feature values for every measurement point are equal. 0 represents 

the lowest value for the selected feature and measurement point in measurement history, and 

1 represents the highest value for the selected feature and measurement point in measurement 

history. This way the rise in the vibration feature values caused by faults or other factors is 

of similar proportions for every measurement point. Without this scaling some measurement 

points could have vibration feature values that are hundreds of times larger than for some 

other measurement point, because the absolute level of vibration velocity and vibration 

acceleration differs greatly between different rolling bearings. After the scaling data from 

multiple measurement points could be combined into a single data set and used as a single 

training set for machine learning models. Models trained with this data set could be in turn 

used to predict faults in any measurement points after the data from those measurement 

points is scaled as well. This scaling assumes that there exist both faulty and healthy 

measurements in the measurement history of a measurement point so that extreme values (0 

and 1) cover the usual scale of the measurement point’s possible values for a given feature  

both for healthy operation and faulty states. 
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After feature scaling, feature selection was performed with a filter-based method. The main 

reason to use a filter-based approach instead of a wrapper approach is that filter-based 

approaches are less expensive computationally, which helps with scaling the data 

preparation and model training process for very large datasets in the future. Pearson 

correlation coefficient metric was chosen for the feature selection task because of its 

simplicity and ease of use. For the whole dataset, the correlation coefficient values between 

various features are shown in Figure 18. Based on this evaluation the feature CrestFactor is 

the least correlated to the label compared to other features. Decision was made to conduct 

the experiment both with and without CrestFactor feature to evaluate whether this feature 

affects classification performance. Features were not evaluated for redundancy, because no 

strong correlations between various features were present. 

 

 

Figure 18. Pearson correlation coefficient values of the dataset. 
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The training dataset was formed by splitting the initial full dataset into a training dataset and 

a test dataset, with 50 % of the data going into the training dataset and the rest going into the 

test dataset. This was done to ensure that many samples of both classes exist in both datasets, 

because faulty samples are much less frequent than healthy samples.  The training dataset 

was used for training and selecting models and the test dataset was used to evaluate the final 

models for all machine learning algorithms that were tested. Around 10.4 % of the training 

dataset consisted of class 1 samples (faulty) and the rest of the samples belonged to class 0 

(not faulty). To balance the training dataset before training the models to avoid bias from 

unbalanced classes, the class 1 data was randomly multiplied by a factor that made both 

classes equal in proportion with each class forming up 50 % of the training dataset. This was 

done to help the models to learn detecting both classes instead of being biased to classify 

samples in the largest class more often. 

 

Model selection was performed by using a 5-fold cross-validation technique which splits the 

training data further by splitting the data into 5 subsets of equal size with one subset serving 

as the validation data for each fold, so that each subset is used as the validation data once. 

The process was performed independently for 3 different machine learning algorithms 

(decision tree classifier, support vector machine and neural network classifier) and for 

several different parameter settings for each classifier. TPR was used as the most important 

metric when selecting the best parameter settings for each model because the task was to 

detect faults. Final performance results for each model were evaluated on the test data set. 

 

For the decision tree classifier, different maximum tree depths were tested as shown in Table 

3 and Table 4. TPR improved significantly with higher maximum depths. With maximum 

depth of 2, TPR was 74.8 % and it increased to 99.3 % with maximum depth of 5 both with 

and without using the CrestFactor feature. Using maximum depth of 8 or higher resulted in 

TPR of 100 % when not using the CrestFactor feature. When using the CrestFactor feature 

maximum depth of 9 or more resulted in TPR of 100 %. Accuracy metric was also generally 

higher for higher maximum depths compared to lower maximum depths. The high TPR 

results indicate potential overfitting on the training data using maximum depths of 5 or more. 

Because of this, a model with maximum depth of 4 was chosen for later evaluation on test 
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data both with and without the CrestFactor feature. Including the CrestFactor feature did not 

significantly affect the results, which indicates that the feature did not play a large role in 

the decision tree structures of the models trained during the cross-validation. 

 

Table 3. Average TPR and accuracy values with 95 % confidence intervals on validation 

data for the decision tree classification model using different maximum depths of the tree 

after running 5-fold cross-validation and removing the CrestFactor feature. TPR values and 

accuracy values for different parameters have been captured from different reruns of 5-fold 

cross-validation for practical reasons, so they do not come from the exact same model. 

Maximum depth TPR Accuracy 

2 0.748 (+/-0.062) 0.797 (+/-0.051) 

3 0.887 (+/-0.025) 0.845 (+/-0.030) 

4 0.922 (+/-0.073) 0.866 (+/-0.039) 

5 0.993 (+/-0.019) 0.912 (+/-0.027) 

6 0.988 (+/-0.033) 0.926 (+/-0.026) 

7 0.992 (+/-0.024) 0.940 (+/-0.018) 

8 1.000 (+/-0.000) 0.953 (+/-0.025) 

9 1.000 (+/-0.000) 0.960 (+/-0.019) 

10 1.000 (+/-0.000) 0.961 (+/-0.017) 

15 1.000 (+/-0.000) 0.964 (+/-0.012) 

20 1.000 (+/-0.000) 0.961 (+/-0.010) 

30 1.000 (+/-0.000) 0.962 (+/-0.010) 
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Table 4. Average TPR and accuracy values with 95 % confidence intervals on validation 

data for the decision tree classification model using different maximum depths of the tree 

after running 5-fold cross-validation without removing the CrestFactor feature. TPR values 

and accuracy values for different parameters have been captured from different reruns of 5-

fold cross-validation for practical reasons, so they do not come from the exact same model. 

Maximum depth TPR Accuracy 

2 0.748 (+/-0.062) 0.797 (+/-0.051) 

3 0.887 (+/-0.025) 0.845 (+/-0.030) 

4 0.922 (+/-0.073) 0.866 (+/-0.039) 

5 0.993 (+/-0.019) 0.909 (+/-0.020) 

6 0.988 (+/-0.033) 0.923 (+/-0.019) 

7 0.988 (+/-0.023) 0.940 (+/-0.018) 

8 0.993 (+/-0.011) 0.953 (+/-0.020) 

9 1.000 (+/-0.000) 0.957 (+/-0.019) 

10 1.000 (+/-0.000) 0.958 (+/-0.021) 

15 1.000 (+/-0.000) 0.960 (+/-0.010) 

20 1.000 (+/-0.000) 0.960 (+/-0.013) 

30 1.000 (+/-0.000) 0.963 (+/-0.015) 

 

For the support vector machine, the different settings tested were the different penalty 

parameter values which affect the cost of misclassifications during training of the model. 

Both false negatives and false positives were penalized equally. Different penalty parameter 

values did not significantly affect the TPR, although increasing the value between 0.01 and 

0.05 when not using the CrestFactor feature and between 0.01 and 0.15 when using the 

CrestFactor feature improved the TPR slightly. Accuracy metric improved with higher 

penalty parameter values for both cases. Model trained with penalty parameter value of 0.05 

was chosen for later evaluation on the test set without using the CrestFactor feature and 

model trained with penalty parameter value of 0.15 was chosen for later evaluation on the 

test set with using the CrestFactor feature because higher penalty parameter values did not 

increase TPR. 
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Table 5. Average TPR and accuracy values with 95 % confidence intervals on validation 

data for the support vector machine model using different penalty parameters after running 

5-fold cross-validation and removing the CrestFactor feature. TPR values and accuracy 

values for different parameters have been captured from different reruns of 5-fold cross-

validation for practical reasons, so they do not come from the exact same model. 

Penalty parameter TPR Accuracy 

0.01 0.819 (+/-0.048) 0.777 (+/-0.023) 

0.05 0.824 (+/-0.046) 0.802 (+/-0.029) 

0.10 0.814 (+/-0.039) 0.803 (+/-0.023) 

0.15 0.814 (+/-0.039) 0.808 (+/-0.024) 

0.20 0.814 (+/-0.039) 0.814 (+/-0.022) 

0.25 0.814 (+/-0.039) 0.822 (+/-0.022) 

 

 

Table 6. Average TPR and accuracy values with 95 % confidence intervals on validation 

data for the support vector machine model using different penalty parameters after running 

5-fold cross-validation without removing the CrestFactor feature. TPR values and accuracy 

values for different parameters have been captured from different reruns of 5-fold cross-

validation for practical reasons, so they do not come from the exact same model. 

Penalty parameter TPR Accuracy 

0.01 0.819 (+/-0.048) 0.773 (+/-0.018) 

0.05 0.826 (+/-0.054) 0.800 (+/-0.033) 

0.10 0.829 (+/-0.052) 0.809 (+/-0.026) 

0.15 0.846 (+/-0.042) 0.821 (+/-0.027) 

0.20 0.846 (+/-0.042) 0.827 (+/-0.026) 

0.25 0.846 (+/-0.042) 0.833 (+/-0.028) 

  

For the neural network, different hidden layer architectures were tested with the number of 

hidden layers ranging from 1 to 3 and numbers of neurons ranging from 3 to 12 per layer. 

When not using the CrestFactor feature, the model with 3 hidden layers and architecture (6, 
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6, 3) showed the best results on TPR, although it was not the strongest in terms of accuracy 

as shown in Table 7. Because TPR was chosen as the evaluation metric, the model with 

architecture (6, 6, 3) was chosen for later evaluation on the test set when not using the 

CrestFactor feature. When using the CrestFactor feature both the simplest model with 1 

hidden layer containing 3 neurons and the model with 2 hidden layers containing 12 and 3 

neurons respectively showed similar results in terms of the TPR as shown in Table 8. The 

more complex model performed better in terms of accuracy, but because the TPR was chosen 

as the evaluation metric and because simpler models usually generalize better on new unseen 

data the model with 1 hidden layer containing 3 neurons was chosen for later evaluation on 

the test set when using CrestFactor feature. 

 

Table 7. Average TPR and accuracy values with 95 % confidence intervals on validation 

data for the neural network classification model using different architectures of hidden layers 

and hidden neurons after running 5-fold cross-validation and removing the CrestFactor 

feature with (x,y,z) indicating x neurons in the first hidden layer, y neurons in the second 

hidden layer and z neurons in the third hidden layer. TPR values and accuracy values for 

different parameters have been captured from different reruns of 5-fold cross-validation for 

practical reasons, so they do not come from the exact same model. 

Hidden layer 

architecture 

TPR Accuracy 

(3) 0.651 (+/-0.479) 0.640 (+/-0.161) 

(6) 0.805 (+/-0.087) 0.767 (+/-0.033) 

(12) 0.770 (+/-0.065) 0.793 (+/-0.023) 

(6, 3) 0.653 (+/-0.472) 0.719 (+/-0.153) 

(12, 3) 0.773 (+/-0.055) 0.721 (+/-0.155) 

(12, 6) 0.780 (+/-0.037) 0.782 (+/-0.028) 

(6, 6, 3) 0.839 (+/-0.132) 0.709 (+/-0.147) 

(12, 6, 3) 0.783 (+/-0.079) 0.730 (+/-0.162) 

(12, 12, 3) 0.663 (+/-0.477) 0.731 (+/-0.162) 
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Table 8. Average TPR and accuracy values with 95 % confidence intervals on validation 

data for the neural network classification model using different architectures of hidden layers 

and hidden neurons after running 5-fold cross-validation without removing the CrestFactor 

feature with (x,y,z) indicating x neurons in the first hidden layer, y neurons in the second 

hidden layer and z neurons in the third hidden layer. TPR values and accuracy values for 

different parameters have been captured from different reruns of 5-fold cross-validation for 

practical reasons, so they do not come from the exact same model. 

Hidden layer 

architecture 

TPR Accuracy 

(3) 0.827 (+/-0.123) 0.710 (+/-0.150) 

(6) 0.797 (+/-0.049) 0.744 (+/-0.046) 

(12) 0.790 (+/-0.061) 0.790 (+/-0.023) 

(6, 3) 0.763 (+/-0.088) 0.713 (+/-0.152) 

(12, 3) 0.827 (+/-0.135) 0.786 (+/-0.013) 

(12, 6) 0.788 (+/-0.075) 0.796 (+/-0.013) 

(6, 6, 3) 0.766 (+/-0.091) 0.726 (+/-0.159) 

(12, 6, 3) 0.643 (+/-0.452) 0.812 (+/-0.032) 

(12, 12, 3) 0.782 (+/-0.082) 0.794 (+/-0.030) 

 

Table 9 and Table 10 show the performance of the 3 models chosen when evaluating them 

on the yet unseen test dataset, which consists of 50 % of the total data available for this 

machine learning experiment. Unlike the training data this test dataset was not balanced, so 

there were much more samples with class 0 than class 1 within the test dataset. Out of the 

649 test samples, 8.9 % were class 1 samples and 91.1 % were class 0 samples. This 

represents a real-life scenario where faults are less frequent than healthy measurements. TPR 

for the models ranged between 78 % and 86 % and TNR ranged between 79 % and 83 %. 

These results indicate that even with little training data and few features available, a large 

portion of rolling bearing faults can be detected using the available vibration features and 

scaling them based on the historic values of the features for each measurement point. 
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The decision tree model performed identically both with and without using the CrestFactor 

feature, which indicates that the feature did not play a major role in the decision tree 

structure. Figure 19 shows the graphical illustration of the decision tree model trained with 

using the CrestFactor feature showing that CrestFactor was indeed not used by the model. 

With TPR of 78 % the decision tree model was the weakest performing model in terms of 

TPR when not using the CrestFactor feature. Support vector model performed slightly better 

when not using the CrestFactor feature with TPR of 79 %, but its TNR was just 79 % 

compared to decision tree model’s 81 %. The neural network model was the strongest both 

in terms of TPR and TNR, which were both 83 %.  

 

When using the CrestFactor feature both the decision tree model and the support vector 

model had a TPR of 78 %, but the support vector model slightly outperformed the decision 

tree model in terms of the TNR. Neural network was the strongest in terms of the TPR (86 

%), but the weakest in terms of the TNR. Using the CrestFactor feature improved the neural 

network model’s TPR and the support vector model’s TNR but decreased the neural network 

model’s TNR and the support vector model’s TPR. 

 

Table 9. Performance of the three models on the test dataset with models trained after 

removing the CrestFactor feature. 

Classification 

model 

TPR TNR 

Decision tree 0.78 0.81 

Support vector 0.79 0.79 

Neural network 0.83 0.83 
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Table 10. Performance of the three models on the test dataset with models trained without 

removing the CrestFactor feature. 

Classification 

model 

TPR TNR 

Decision tree 0.78 0.81 

Support vector 0.78 0.83 

Neural network 0.86 0.80 

 

 

Figure 19. Illustration of the decision tree model trained with using the CrestFactor feature.  

Feature value tests are shown in the internal nodes and the number of samples passed through 

each node, as well as the classes of the samples are shown in all nodes. The first value of the 

value vector is the number of class 0 samples, and the second value is the number of class 1 

samples. This kind of illustration can be further analyzed by domain experts to evaluate 

whether any insights could be acquired from the feature value tests proposed by the model. 

 

With the goal being detecting rolling bearing faults, the TPR was chosen as the most 

important metric to evaluate the models for production usability. The best-performing neural 

network model reached a TPR of 86 %, which is a strong indication that despite the small 

amount of data and very limited selection of features machine learning can be used to help 
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in detecting rolling bearing failures. A model with this level of TPR could be considered for 

some limited production use for pieces of equipment for which the same features exist that 

were used for training the model, and for which enough measurement history with healthy 

and faulty measurements exists so that the feature values can be scaled to the interval of 0 to 

1 for each feature. A TNR of 80 % implies that many false alarms would be generated when 

using the model, which means that the model could not be used for generating fully 

automated fault alerts. Instead, the model could be used as a tool which indicates to the 

company’s vibration analysts which pieces of equipment are more likely to have developed 

a rolling bearing fault so that more attention from the vibration analysts could be directed 

towards those pieces of equipment.  

 

Several steps need to be taken before a fully automated production-grade machine learning 

algorithm for rolling bearing fault prediction can be trained and used within the new IoT 

platform. Raw vibration signal data must be made available on the platform so that a custom 

set of features can be engineered from the data. These features can include features listed in 

literature on this topic, such as standard deviation, kurtosis and skewness. Currently only 

pre-calculated features from the vibration measurement system are available, which restricts 

the number of possible features that can be tested to solve this fault detection task. 

Calculating custom features from raw vibration signal data also solves the problem of feature 

harmonization across the pulp mills, since currently different sets of features are used at 

different mills and at different measurement points. By collecting all the raw vibration signal 

data and computing custom features, the features could be the same across all mills and 

measurement points. Custom features could also be redesigned and recomputed for all 

historic vibration data available and stored in the IoT platform, which makes engineering 

and testing new features easier. 

 

After raw vibration data is available on the IoT platform, DFT can be used to analyze the 

spectra of the signals and to compute features based on the spectra. Using DFT in 

combination with the knowledge of the rolling bearing characteristics and the rotating speed 

of the bearing could open new opportunities for feature engineering based on spectrum 

analysis of the signal. Also, other time domain signal transformation methods proposed in 
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literature apart from DFT, such as wavelets, could be investigated and applied to feature 

engineering. 

 

The training data used to train the model in this machine learning experiment was not labeled 

entirely automatically, but some manual work was applied to remove mislabeled samples. A 

fully automated production-grade solution would need to be periodically retrained on new 

data, for example whenever new pieces of equipment appear at a mill. This kind of constant 

retraining process requires a fully automated fault labeling process to reduce the need of 

manual labeling work. The automated fault labeling currently implemented within the IoT 

platform should be improved in the future to avoid mislabeled samples. Currently the fault 

labeling approach utilizes a script that goes through ERP system records on equipment fault 

notifications and uses text analysis to find documents possibly related to specific faults, such 

as rolling bearing faults, and then uses dates from spare part orders’ required delivery dates 

to estimate the date around which the fault has been fixed. A more structured and precise 

approach is needed to ensure that all faults can be properly labeled within the IoT platform 

for future machine learning model training and continuous retraining processes.  Also, 

labeling faults into different fault categories in a structured manner could enable the 

development of machine learning models that can utilize multi-class classification to classify 

the faults into different categories instead of just one fault class. 

 

Currently faults are labeled automatically at equipment level, but vibration data is gathered 

at measurement point level. The automated labeling labels all measurement points in a piece 

of equipment as faulty when the piece of equipment is labeled as faulty even if the fault is 

only shown in some of the measurement points’ vibration signals. Because of this, manual 

work was needed when preparing the data for this machine learning experiment to filter out 

measurement points with no faults from the training data after the automated labeling had 

labeled those measurement points as faulty because some other measurement point from the 

same piece of equipment was faulty. Because pulp mill equipment usually consists of many 

parts each having its own measurement point and each developing its own faults 

independently, faults should be automatically labeled at measurement point level in the 

future to get rid of manual filtering and enable building accurate and automated data 
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gathering processes for machine learning. A system of splitting the equipment into multiple 

parts corresponding to the measurement points needs to be implemented in the ERP system 

to make it possible to document faults at a measurement point level in the future. 

 

Currently most of the vibration data available in the IoT platform is generated in manually 

operated vibration measurement systems, which require human operators to move around 

the pulp mills with sensor equipment to collect the vibration readings. Because of this, 

readings are collected at sparse intervals from every measurement point. By utilizing online 

sensor equipment in larger quantities, more measurement points could be monitored 

frequently at fixed intervals, such as once per day. This approach would generate more data 

and the process of the equipment developing a fault could be observed more closely. This 

data would enable the development of better machine learning models to detect faults, and 

even machine learning models that predict faults long before they occur could possibly be 

developed with this kind of frequent online measurement data. Chapter 6.3 examines the 

future potential of the online vibration sensor equipment more closely. 

 

6.3 Potential of IoT utilization 

 

The potential of integrating new real-time IoT systems to the IoT platform was tested by 

acquiring and installing new real-time acceleration sensors within one of the pulp mills. 

These sensors are used to automatically measure equipment vibration at pre-defined intervals 

and send the vibration signal instantly to the IoT platform for further data processing, 

analysis and visualization. This sensor test was performed as a part of this project to test new 

ways to collect vibration data from mill equipment with minimal manual effort.  

 

New real-time acceleration sensors installed to a pump within a pulp mill are shown in Figure 

20. These sensors are used to collect vibration information along 3 axes at the points they 

are installed to. Both sensors are installed near a rolling bearing within the pump. These 
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sensors are battery-powered and send their data wirelessly over a mesh network to a gateway 

device which uses mobile network to send the data to the cloud.  

 

 

Figure 20. Real-time acceleration sensors installed within a pulp mill. 

 

This kind of installation offers an opportunity to equip large numbers of mill equipment with 

sensors with little effort thus making it possible to quickly connect new mill equipment to 

the IoT platform. Real-time data collection offers the opportunity to collect training data for 

machine learning applications at pre-defined and fast intervals, which can enhance model 

performance in the future. Also, another opportunity offered by this approach is the ability 
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to concentrate human work effort more on the remote data analysis part instead of manual 

vibration data collection. The strengths of this approach include ease of use and installation 

as well as relatively cheap price of a single wireless sensor compared to a single manual 

vibration data collection device currently in use at the pulp mills. 

 

One weakness of this approach is that the batteries of the sensor devices are not replaceable, 

which means that the sensors need to be replaced when the battery runs out approximately 

in 3 to 5 years of use. Also, the need to develop or acquire a data analysis software to be able 

to manually visualize and analyze the vibration data is a weakness as well, because such 

software can be expensive to develop or acquire. One threat of this approach is that when 

many sensors are equipped to thousands of machines within the pulp mills, the total number 

of sensors that need replacement between 3 to 5 years of use reaches tens of thousands of 

sensor devices. This can lead to large costs which make this approach too costly to  use in 

such a large scale. More investigation is needed to find the optimal scale for the use of these 

devices. Another threat of this vibration data collection approach is that it requires large 

amounts of data storage and processing resources within the IoT platform, which can lead to 

large operating costs in the future if the approach is used in a large scale.  

 

Extension of automated data processing capabilities to the sensor data coming from various 

equipment at the pulp mills can be considered as a step in the implementation of IoT at the 

pulp mills. Various mill equipment that has never previously been considered as computers 

can now create and share sensor data to the IoT platform where the data can be automatically 

processed to generate insights and detect problems with minimal human processing of the 

data. Equipment that has never previously been considered as computers refers to equipment 

that hasn’t been directly part of any mill production automation networks, such as individual 

rolling bearings and gearboxes in various machines. This means that the steps taken in 

creating the IoT platform and integrating sensor data sources to the platform is an act of  

extending internet connectivity and computing capabilities to new equipment and equipment 

components thus facilitating the progress of IoT at the company’s pulp mills in Finland. 
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According to the definition, the industrial IoT is a network of industrial assets and cloud 

computing platforms. The IoT platform developed during this project is a major step in the 

direction of creating such a network at the company’s pulp mills.  The platform also helps 

industrial IoT fulfill its role within the concept of industry 4.0, which is providing gateways 

between devices, factory management systems and supply chains. The IoT platform provides 

a solution to integrate data from IoT devices and factory management systems to a cloud 

environment, where it can be further integrated with any systems in the future, for example 

with external supply chains. In the context of predictive maintenance, the IoT platform 

provides a gateway for the integration of maintenance data coming from any maintenance 

data sources, for example from vendor-specific sensor systems. 

 

The ingestion layer of the IoT platform built in this project contains capabilities for bi-

directional communication with the IoT devices. This ensures that the platform can support 

cyber-physical systems. The platform can ingest data from various sensors of the cyber-

physical systems, analyze the data and send information back to the cyber-physical system. 

This enables the IoT platform to control the cyber-physical system based on the sensor 

readings that are collected by the ingestion layer of the IoT platform. IoT platform can also 

combine data from multiple machines, analyze it and use it to control a set of machines at 

once forming larger cyber-physical systems. 

 

The IoT platform’s support of cyber-physical systems can also be utilized to enhance the 

durability and resilience of  the IoT devices. The IoT platform can analyze the sensor health 

data sent by the sensors for example to determine the need of battery or sensor device 

replacements. Sensor data can also be analyzed to detect unusual anomalies in the operation 

of the sensors which can be used to predict faults in the sensor equipment. 

 

The capability of building and supporting cyber-physical systems is a step towards achieving 

the industrial IoT. It is also a step towards creating a smart factory, which is itself a cyber-

physical system. The IoT platform built in this project provides the information technology 
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component of the cyber-physical systems. The other two components, networks and physical 

systems, are outside of the scope of the thesis. 

 

The cyber-physical capabilities of the IoT platform can be further utilized to build digital 

twins of the mill equipment. These digital twins connect various sensor and automation 

system data coming from the different sources of the IoT platform to provide a 

comprehensive view into the operation of the equipment. This data can include readings on 

the status of the equipment, its operational parameters, component health and other 

characteristics. This data can be used to build digital replicas of the equipment for simulation 

and monitoring purposes. Combined with the bi-directional communication, control and 

information synchronization capabilities offered by the IoT platform, these replicas act as 

digital twins of the equipment. 

 

The data analytics layer of the IoT platform can be developed to include capabilities of 

running simulations on the digital twins of the mill equipment for example to test operational 

parameters and optimize performance. The IoT platform can ensure that information 

between the real physical systems and their digital twins can be synchronized, which means 

that the IoT platform can be used to test and deploy changes to the equipment parameters to 

production environment.  

 

The IoT platform provides capabilities for all three building blocks of digital twins. The 

digital model block can be built inside the data analytics layer of the IoT platform with a 

suitable simulation model that collects the data related to the physical device and uses it to 

simulate the device performance and send outputs back to the device through the ingestion 

layer. The data analytics block can be built inside the data analytics layer of the IoT platform, 

with the analytics layer analyzing the data related to the digital twin and outputting it back 

into the storage layer for later use by the digital twin or to the visualization layer for 

monitoring purposes. The knowledge base block consists of domain data coming from 

various information systems into the IoT platform and being stored in the storage layer of 
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the IoT platform. This knowledge can be used by the data analytics algorithms or by human 

experts to enhance the digital twin model. 

 

The IoT platform uses IaaS and PaaS cloud solutions to ensure that the platform has a 

scalable pool of resources at its disposal. These resources are shared between the cyber-

physical systems that are connected to the IoT platform, which enables flexible use of 

resources between these systems. This enables larger utilization of IoT in the future, with 

the platform scaling to support vast amounts of data. 

 

The IoT platform enables the development and provisioning of new applications and 

services. This capability ensures that future use-cases of the platform, for example the 

building of digital twin models, are possible to be introduced. The platform also offers 

storage for historic data, which offers the capability of developing new analytics approaches, 

for example new machine learning models, and using them on old data instead of waiting 

for new suitable data to be accumulated in necessary quantities before being able to utilize 

the new analytics approaches. 

 

For use-cases that require very low latencies, the IoT platform can be enhanced with edge 

computing capabilities. Edge computing components can be installed directly inside the 

mills while still being connected to the cloud-based IoT platform. The edge computing 

capabilities of the IoT platform can enhance data processing and analytics capabilities of the 

IoT platform by adding the possibility of performing computations directly within the IoT 

devices inside the mills. This reduces the latency of the communications between IoT 

devices and the cloud environment.  
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7 DISCUSSION 

 

After more systems and more data are integrated to the IoT platform the strengths, 

weaknesses, opportunities and threats related to the platform can be examined further than 

was possible during this project. More research and testing need to be done on how the 

platform scales with larger data sets and how the costs of using the platform develop. Also, 

the speed and cost-effectiveness of software and data analytics development on the IoT 

platform need to be compared to other development environments in the future to ensure that 

the best tools are used for future data analytics and IoT projects. 

 

A portion of the vibration features proposed in literature for predictive maintenance were 

used and tested in the machine learning experiment conducted in this thesis.  More features 

could be computed from the vibration signal and used as features for training machine 

learning models using the raw vibration signal data after it is integrated to the IoT platform. 

The ability to compute many customizable features from predictive maintenance literature 

could open new possibilities to conduct research and testing to achieve better results in fault 

detection of rolling bearings and other rotating equipment using their vibration signals.  Also, 

custom features could be computed and recomputed for all historic data when the historic 

raw vibration data is saved in the IoT platform and the features could be harmonized between 

different machines and mills. 

 

The machine learning experiment conducted in this thesis provided fault detection results 

far better than random classification and showed that despite the small amount of training 

data and limited selection of available features, machine learning can be used to help detect 

faults within rolling bearings. A fully automated production-grade fault detection system 

was not developed because the automated labeling does not provide training data of high 

enough quality, because the features used to train the model in the experiment are not 

available for all measurement points within the pulp mills and because many false alarms 

would have been created by the models judging by their TNR. More research, analysis and 
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development work are needed to train models that can detect and even predict equipment 

faults even more accurately and with less false alarms. 

 

More work is needed to redesign processes so that other information systems, such as the 

ERP system, can support model training and automated retraining in a production 

environment with minimal or no manual work required to label the training data accordingly.  

Vibration data collection processes need to be redesigned as well with more emphasis put 

on automated online data collection with online sensor systems. Online data collection would 

enable the collection of vibration and other performance data from mill equipment at fixed 

intervals and at a high frequency, which would generate large quantities of data for training 

machine learning models and the high frequency of data collection would help the models 

to detect faults sooner than with the current infrequent manual data collection.  

 

Further research is needed to construct a roadmap for further progress in IoT at the 

company’s pulp mills. Combining data from all available IoT and other information systems 

from all the company’s pulp mills into one IoT platform in the cloud is still taking its first 

steps, and the steps needed to be taken to utilize the potential of the data available need more 

in-depth analysis and examination in future research.  
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8 CONCLUSIONS 

 

An IoT platform was developed during this thesis to support the storage and analysis of large 

quantities of vibration sensor and other data. Literature relevant to cloud data platforms, 

cloud computing and the IoT was examined. Strengths, weaknesses, opportunities and 

threats of the developed IoT platform were discussed to provide answers to the first research 

sub-question of the study. 

 

Three different machine learning algorithms were tested using various parameter values and 

8 features computed from rolling bearing vibration signals to experiment with detecting 

rolling bearing faults to provide answers to the second sub-question of the study. Best 

parameters were selected for all three models using 5-fold cross-validation, and best-

performing models from each algorithm were evaluated on test data to determine the best-

performing algorithm for the task. Feature selection was also evaluated by conducting the 

experiment both with and without filtering out features. Neural network models showed the 

best performance in terms of the TPR both with and without filtering out features. The best 

TPR achieved was 86 %, which indicates that models capable of detecting rolling bearing 

faults can be trained with the data already available on the IoT platform. The results show 

that machine learning and predictive analytics can be further utilized to enhance the process 

of vibration analysis and predictive maintenance at the company’s pulp mills. Further 

research is needed especially on the utilization of raw vibration signal data to calculate more 

useful features for predictive analytics and achieve even better results. 

 

The potential of further developments in IoT technologies with regards to predictive 

maintenance was also discussed to provide answers to the third research sub-question of the 

study. The potential of new technologies, such as wireless vibration monitoring, cloud-based 

digital twins and the industrial IoT was described in the context of predictive maintenance. 

These technologies provide ample ground for future research and future proofs of concept.   
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