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Retinal images are an important tool for diagnosis of ocular diseases. Automating the pro-
cess of screening the retinal images would allow wider screening and make diagnosing
of patients’ swifter. The possibility of performing computer aided artery-vein segmenta-
tion has been the focus of several studies during the recent years. Deep neural networks
have become the most popular model used in artery-vein segmentation. This work stud-
ies algorithms that aim to improve the performance of Bayesian deep neural networks in
artery-vein segmentation. Stochastic weight averaging and stochastic weight averaging
Gaussian were selected as the methods for the study and experimentation. The experi-
ments and results are provided along side uncertainty quantification analysis. Based on
the experiments, stochastic weight averaging seems to improve the performance of the
networks and while stochastic weight averaging gaussian did not seem to improve the

performance of the classification it reduced the epistemic uncertainty significantly.
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Silmédnpohjakuvien analysoinnin automatisointi voisi mahdollistaa suurempien seulon-
tojen jdrjestimisen ja tehdd potilaiden diagnosoinnista nopeampaa. Tietokoneavusteisen
valtimo-laskimo-luokittelun mahdollisuutta on tutkittu paljon viime vuosina, ja syvistd
neuroverkoista on tullut suosituin menetelméa kuvien ja kuvakohteiden luokitteluun. Téssa
tyOssd tutkitaan algoritmeja, joiden tarkoituksena on parantaa bayesilaisten syvien neuro-
verkkojen suorituskykyé valtimo-laskimo-luokittelussa. Algoritmeiksi valittiin stochastic
weight averaging ja stochastic weight averaging gaussian. Kokeiden perusteella voidaan
todeta, ettd stochastic weight averaging-algoritmi paransi verkon luokittelutuloksia. Stoc-
hastic weight averaging gaussian-algoritmin kéyttd vidhensi episteemistd epdvarmuutta

huomattavasti.
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1 INTRODUCTION

1.1 Background

Eye diseases are one of the rapidly increasing health threats worldwide. The diabetic
retinopathy and glaucoma are some of the many ocular diseases that can be detected from
retinal images [1]. The detection of most of the ocular diseases from retinal images are
done by analysing the retinal vessel structure of the eye. Analysing the vessel structure
can help in diagnosing ocular diseases in their early stages and the task of analysing retinal
images has traditionally been left to medical experts who look for lesions and analyse
the vessel structure of the eye in great detail. The attention required from the medical
professionals in the screening process severely restricts the possibility in conducting wider
screening. This may be subject to change as automatic image processing methods are a
well-motivated possibility in making the screening process faster, thus enabling wider

screening for ocular diseases from retinal images.

The proposed methods for automatic artery-vein classification are still, however, far from
perfect and their results suffer from various problems. Some of the difficulties in the
segmentation are related to the imaging conditions. The retinal images tend to suffer
from low contrast and changing lighting conditions, both of which make the segmentation
process a lot harder. Examples of retinal images and their artery-vein classification can

be seen in Figure 1 [2].

Other problems in the segmentation are related to the machine learning methods used. In
machine learning data is passed to algorithms that aim to recognize patterns from the data
and make predictions based on the features the algorithms could learn, without giving
the algorithm specific instructions. Machine vision tasks can be divided into three main
categories: supervised learning, semi-supervised learning and unsupervised learning. In
supervised learning the goal of the algorithm is to either classify input data into pre-
defined classes or, using regression, map the inputs into a continuous output. Supervised
learning requires labeled training data to work, and it estimates a function that will map
outputs from the inputs. In unsupervised learning this sort of labeled training data is
not needed, as the goal of unsupervised learning is to learn the natural features present
in the dataset. Semi-supervised learning falls somewhere in between unsupervised- and

supervised learning in that it uses both labeled and unlabeled training data.

Nowadays automatic image processing methods are mostly presented by Deep Neural



Networks (DNNSs) that are trained in supervised a manner. DNN is an artificial neural
network that has multiple layers between the input and output layers. DNNs are able to
detect even complex features from the input data thanks to this multi-layered architec-
ture. These networks have achieved promising results and are being used on a variety of
machine vision tasks. These DNNs have also recently gained popularity in retinal vascu-
lature segmentation and artery-vein classification due to their ability to learn meaningful
features from retinal images automatically. Training these deep models however require
large data-sets with spatially accurate ground truth data in order to achieve high segmen-
tation performance. In case of medical imaging these data-sets can, however, be hard to
acquire due to the high cost and the time that it takes for medical professionals to label the
retinal images accurately. A common problem in machine learning is the bias-variance
trade-off, which relates to the generalization of a machine learning model. Bias, which
is the constant error term caused by false assumptions made during the training phase of
a machine learning algorithm, and variance, which describes the variance that a model
makes with different datasets, are connected and an increase in the other usually results in
a decrease to the other parameter. DNNs are no different to other machine learning tools
as they also suffer from the bias-variance trade-off. Another problem that DNNs have
is the relatively high generalization gap the trained models have. The stochasticity of
DNNss training process, which causes the results obtained to be of high variance, is also a
problem that the DNNs have. Therefore, algorithms mitigating aforementioned problems

might bring additional advantages to the retinal image analysis techniques.
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Figure 1. Examples of retinal images (top) and artery-vein segmentations from the retinal
images [2].

1.2 Objectives and delimitations

The main objective of this thesis is to study algorithms that aim to mitigate the problems
related to the training process of DNNs and implement a training algorithm that would
be robust to initial conditions. This training algorithm will be tested with artery-vein
classification and its performance will be compared to performances reached in recent

research publications.

The main objective of this thesis can be divided into following subcategories:

1. Study utilisation of retinal Red Green Blue (RGB) images for computer-aided di-
agnosis and experiment and evaluate different algorithms used in artery-vein clas-

sification of retinal images.
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2. Study methods improving the performance of neural networks, implement relevant

methods, and evaluate the results quantitatively.

3. Study how the implemented methods affect uncertainties of the classification re-
sults.

The implementation of the algorithms will be done using Python and its modern open

source libraries for deep learning, such as Tensorflow and Keras.

1.3 Structure of the thesis

This thesis is structured as follows: the second chapter of this thesis is a literature re-
view that focuses on methods used in artery-vein classification and algorithms that aim
to improve the training convergence of neural networks. The third chapter consists of
experiments conducted in this thesis and their results. The fourth chapter is dedicated to

discussion and possible future work. The fifth chapter concludes this thesis.
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2 ARTERY-VEIN CLASSIFICATION USING NEURAL
NETWORKS

2.1 Artery-vein classification

Diabetic retinopahty as well as some of the eye diseases can be diagnosed using the blood
vessel characteristics of the eye [1]. For this reason, it is important to study the possibility
of automatically classifying arteries and veins from retinal images. Artery-vein classifi-
cation using machine learning methods is, however, challenging due to imperfect imaging

conditions that may make the arteries and veins indistinguishable from one another [3].

2.1.1 Pre-processing of data

Pre-processing of data may be a crucial part in a machine vision task, and for that reason
it is important to study the pre-processing methods used in artery-vein classification. In
paper by Welikata et al. [4] pre-processing was done by shade correction of the images.
The shade-correction was done by subtracting the estimated background images from the
original ones. After this, the resulting images were normalized. Hemelings et al. [2] also
wanted to counter the variability in the intensities of the retinal images pixels’. They used
a different approach in their pre-processing and chose to use local contrast enhancement,
which was done by Gaussian filtering the original image and substracting the result of the
convolution from the original image. After this, the resutling images were normalized.
Hemelings et al. also tried other pre-processing techniques, such as gamma correction
and CLAHE, but they did not improve the performance of the classification. Garifullin
et al. [5] chose to use adaptive histogram equalization in their contrast enhancement,
whereas in a paper by Girard et al. [6], the authors found that the best improvements are

achieved by using median filtering to correct the lighting of the images.

From the literature used in this literature review, it can be concluded that the most use-
ful pre-processing done to retinal image data is related to contrast enhancement and im-
provement of the lighting. This is due to the fact that retinal images are taken in changing
lighting conditions and that the curvature of the retinal also affects the lighting of the

image.
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2.1.2 Neural networks used in artery-vein classification

Deep learning is a machine learning technique that utilizes DNNs. DNNs are neural net-
works that have multi-layered architectures that contain at least two hidden-layers and an
output- as well as an input layer. Each of these layers contain so-called neurons that are
linked to other neurons. These links are called weights. The goal of a DNN is find a model
which turns the input data entries into correct outputs by changing the weights between
the neurons. Convolutional Neural Network (CNN) is a special case of DNN, that also
contains multiple hidden layers. CNNs are most commonly applied to tasks that require
the analysis of images. CNNs’ hidden-layers usually consist of three different types lay-
ers: convolution layers, pooling layers and fully connected layers. The convolution layer
convolves, usually with a kernel, the input it gets into the next layer. Each convolutional
neuron only processes data that it is receptive to, much like the visual cortex. The task of
the pooling layers is to reduce the spatial size of the convolved features, to make the train-
ing process of the net faster and to enable the extraction of dominant features in the data.
In short, the goal of the pooling- and convolutional layers is to break the input image into
features and analyze these features individually. Finally, the fully-connected layer takes

the outputs of the pooling and convolution layers and use them to classify the initial input
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image into a label. The basic idea of CNN can be seen in Figure 2 [7].

— BICYCLE

INPUT CONVOLUTION + RELU POOLING CONVOLUTION + RELU POOLING FLATTEN CONNECTED SOFTMAX
FEATURE LEARNING CLASSIFICATION

Figure 2. Basic idea of a CNN [7].

Deep Convolutional Neural Network (DCNN) have become the most common tool for
artery-vein classification of retinal images, due to their ability to automatically learn and
predict meaningful features from the images. In a paper by Welikala et al. [4], a CNN
was used in the task of artery-vein classification. This approach resulted in a 82.26%

classification rate using UK Biobanks’ retinal image database.
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U-Net is a CNN. U-nets network architecture is based on the fully convolutional network,
but it was modified to yield better segmentation performance with fewer training images.
This is important in biomedical image segmentation as often in biomedical image seg-
mentation the importance to work with fewer input images is essential as the training data

sets are rather small due to the attention and time required to create them.

U-net consists of a contracting- and an expansive path and this architecture can be seen in
Figure 3 [8]. The major difference between the U-net and a fully convolutional network
is that U-net supplements the contracting network with successive layers and the pooling
operators are replaced with upsampling operators and for this reason the resolution of the
output is increased. In the expansive path there is a great number of feature channels,

which enables propagation of context information to layers of higher resolution. [8]
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Figure 3. U-net architecture. Blue box correspond to a multi-channel feature maps and arrows
describe the different operations [8].

The U-Net has been used in many papers since its introduction. One example is a paper
by Hemelings et al. [2], where the U-Net architecture was applied to artery-vein classi-
fication. The classification task was solved as a multi-class classification problem with
the goal of labeling pixels into four classes: background, vein, artery and unknown. The

classification problem was solved on the DRIVE [9] data-set and it achieved classification



rates of 94,42% and 94.11% for arteries and veins.

Girard et al. [6] modified the U-Net for artery-vein segmentation. The proposed network
model can be seen in Figure 4 [6]. Using likelihood score in the minimum spanning tree
it was possible to improve the performance of the network in the case of smaller vessels.

The proposed method was tested using DRIVE data set [9] and it achieved an accuracy of

94.93% for the artery-vein classification.

CONV +RelU:
/4 features

CONV +RelU:
to 3 classes

LA :f
| BYPASS
| CONNECTIONS

Figure 4. Network architecture proposed by Girard et al. [6]. In the figure CONYV stands for
convolutional layer, ReLU for rectified linear unit and POOL for pooling layer.

Zhang et al. [10] proposed a Cascade Refined U-Net (CRU-Net) for artery-vein classifica-
tion. The CRU-Net consists of three sub-networks. All of the layers are Refined U-Nets
(RU-Nets), which differ from the traditional U-Net by having multi-scale loss evaluation
and concatenation module. The task of the first sub-net (A-net in the paper) is to detect all
the vessels from the input image, B-net segments venules from the predicted vessels from
the A-net, and finally the C-net segments the arterioles from the outputs of the previous
nets. This process can be seen in Figure 5 [10]. In the paper a classification rate of 97.27%

was achieved using the automatically detected vessels from the DRIVE data-set [9].
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Figure S. Structure of the CRU-net [10].

In a paper by Garifullin et al., a classification approach similar to [10] was used to solve a
multi-label classification problem. In the paper a three component network is used, with
the difference being in the way the classification is done: vessel labels are conditioned
on arteries and veins, not vice versa. Also uncertainty quantification was used to analyze
the results. The authors of the paper used Dense Fully-Convolutional Neural Network
(Dense-FCN) architecture for the classification task. Using this methodology classifica-
tion rates of 96%, 97% and 97% were reached for classification of vessels, arteries and

veins respectively using the DRIVE data set. [5]

2.2 Improving the training convergence

Bayesian deep learning is a field that combines deep learning and Bayesian probability
theory [11]. Bayesian deep learning models typically form the uncertainty estimates, in
addition to the classification results, by forming Gaussian distributions over the network
weights. Bayesian deep learning has a tremendous number of potential applications in
the area of image recognition and segmentation [12]. However, the current models are
prone to problems such as over-fitting, lack of training data, generalization gap and high
variance in the results that is caused by the stochasticity of the training process. For this
reason, it is important to study the possibility of countering these problems in order to gain

the most out of deep learning. Below a few methods used in countering these problems
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are listed.

Stochastic Weight Averaging (SWA) was first introduced by Izmailov et al. [13]. SWA
averages multiple points of the Stochastic Gradient Descent (SGD), that has been tradi-
tionally used in training of a network, with a constant learning rate. SGD is an extension
to gradient decent. In gradient descent the model parameters are optimized so that the cost
value is minimzed using the gradient slope of an function in an iterative manner. SGD
randomly selects data points randomly instead of using the whole data set for the iteration
of gradient descent. Using SWA instead of SGD in optimizing the loss function of a deep

neural network was shown to lead to better generalization of the network [13].

In a paper by Maddox et al., SWA was improved further by fitting a Gaussian to the SWA
solution forming an approximate posterior distribution over neural network weights [14].
This methodology, called Stochastic Weight Averaging-Gaussian (SWAG), was found to
perform well on a wide variety of tasks and the authors considered it to be a step towards

accurate and scalable Bayesian deep learning for large modern neural networks.

Consistency regularization is a tool used in semi-supervised learning, whose goal is to en-
courage the model to produce a decision boundary that better describes the data manifold.
In a paper by Tarvainen et al. [15] instead of averaging model predictions, a common
practice in consistency regularization, model weights would be averaged. This method
is called the mean teacher method and how this method works in practise can be seen in
Figure 6 [15]. The paper suggests that this approach would greatly improve the speed of

learning and accuracy of the network.

prediction prediction
.................................. > ‘
classification consistency
cost cost
—_—

exponential
moving
average

label input student model teacher model

Figure 6. The Mean Teacher Method [15]].



18

There are two main types of uncertainties that can be modelled using Bayesian methods.
These uncertainty types are aleatoric and epistemic uncertainty. Aleatoric uncertainty de-
scribes the noise in the data that could be cause for example by motion or sensor noise.
Epistemic uncertainty on the other hand captures our ignorance of the model examined.
The need to understand what a deep learning model does not know is crucial on a number
of machine learning systems. In a paper by Kendall et al. [11], a Bayesian deep learning
framework, whose goal was to learn the mapping from input data to aleatoric uncertainty
was introduced. This framework was composed on top of epistemic uncertainty mod-
els and can be used in both regression and classification applications. The authors also
showed that the usage of both epistemic and aletoric uncertainties while modelling may
be beneficial for Bayesian networks as they claimed to have achieved new state-of-the-art

results on depth regression and semantic segmentation benchmarks.
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3 IMPROVING DEEP MODEL PERFORMANCE FOR
ARTERY-VEIN SEGMENTATION

3.1 Dense fully-convolutional neural network

CNNs have gotten a lot more complicated since their first introduction, some models
may even have hundreds of layers. For that reason, the input fed to CNNs may "vanish"
during the training process. There are many solutions available that minimize this infor-
mation loss, such as dropping layers during training in order to maximize the information
flow. Dense-FCN was first introduced by Jegou et al. [16] which was an extension to the
dense-net first proposed by Huang et al. [17]. Dense-FCNs aims to solve the problem of
information loss by connecting all layers directly to one another, something that is not
done in traditional CNNs. This enables the network to have improved information flow,
which makes them easier to train. Due to the fact that each of the Dense-FCNs layers
has direct access to the gradients of the loss function and original input signal the Dense-
FCNs have implicit deep supervision. Dense-FCNs also require fewer input parameters
than traditional CNNs, because they do not need to relearn redundant feature maps. This
is because the architecture of Dense-FCNs differentiates information that is added to the
network from information that is preserved by the network. Therefore Dense-FCNs are
more parameter efficient than their CNN counterparts. Huan et al. also propose that the
dense connections have regularizing effect on the models, which reduce the over-fitting

in models that are trained with training datasets of lower number of samples.

The basic architecture of Dense-FCN is similar to those of other encoder-decoder archi-
tectures [5]. This means that the architecture includes a downsampling part, that com-
presses the initial input to a hidden representation, and upsampling part, whose goal is
to recover the segmentation masks from the downsampling part. Dense-FCNs are built
from so called Dense Convolutional Blocks (DCBs). These DCBs are present both in the
upsampling and downsampling parts of the network, and they consist of repeating batch
normalization, Rectified Linear Unit (ReLU), convolution- and dropout layers that result
in growth rate feature maps that are forwarded to other parts of the network. In addition
to that the downsampling part also includes skip connections to the upsampling part and
the upsampling part has upsampling transitions. The basic architecture of the Dense-FCN

can be seen in Figure 7.
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Figure 7. Dense-FCN architecture: In the figure, C stands for tensor concatenation, H is a block
that consists of a convolutional layer, ReLU and BN. Down and up stand for down transition and
up transition respectively. Dense stands for a DCB [5].

Dense-FCN was chosen to be used as the network architecture of the baseline of this
thesis, meaning that the training results of the methods aiming to improve the performance
of the network would be compared against this baseline. Dense-FCN was chosen to be
used as the network architecture because it had been used in prior research in uncertainty
quantification for artery-vein classification, in addition to achieving high performance
training results in the same task [5]. The model architecture used in this thesis as the
baseline is Dence-FCN-103. The architectural parameters used in this thesis are the same

ones used in [5].

DCBs growth rate is set to 16.

Downsampling part has five DCBs with depths of [4, 5, 7, 10, 12, 15].

e Upsampling part has five DCBs with depths of [12, 10, 7, 5, 4].

The first and last convolutional layers used in this thesis are the same ones as in
Figure 7.
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3.2 Stochastic weight averaging

As mentioned in Chapter 2.2, the main idea of SWA 1is to average the weights of a model.
Izmailov et al. found out that at the end of each learning epoch, SGD would find points
at the border of areas on loss surface, where the loss values are low [13], without actually
reaching the center of this area. By averaging these points that are found by SGD, one
can achieve results that are inside this more desirable part of the loss surface. Izmailov
et al. found out by using SWA that they were able to improve the results on a variety of
architectures in multiple applications. In Figure 8 one can see the basic functionality of
SWA illustrated.

Test error (%) _ Test error (%) 7 Train loss

Figure 8. SWA functionality illustration. Left: test error surface for three samples and the
corresponding solution proposed by SWA. Middle and Right: test error and train loss surfaces
showing the weights proposed by SGD and SWA [13].

What makes SWA great is the fact that it has very minimal computational overhead, it
is easy to implement and improves the generalization of models. SWA does, however,
require a running average of the weights to be calculated while training. This can be done

with the following formula:
T
1
s = 7 Zl 7 (1)

where fsy 4 1s the result of SWA, T is number of total epochs SWA is used in, i is the
number of current SWA epoch and 6; contains the weights obtained by the optimizer in

current epoch. The SWA implementation used in this thesis can be found in [18].

3.3 Stochastic weight averaging Gaussian

SWAG was first introduced by Maddox et al. [14]. SWAG was developed as a mean for

uncertainty representation and calibration in deep learning. SWAG was also demonstrated
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to perform well on a vide variety of tasks. Instead of averaging the weights, SWAG
samples the network weights from a distribution that is formed by using the solution of
SWA as the first moment and the second moment, that is calculated in the run time. The

second moment can be calculated with the following formula:

.1 &
2=z 0 @)
i=1

where T equals the total number of epochs SWAG is run and 6; the value of weights in the
current epoch. From this solution, the covariance matrix used in forming the Gaussian
distribution can be calculated with the help of the solution of SWA with the following

formula:

>, =diag(6* —fswa) 3)
iag

The solution achieved in this way is called SWAG-Diagonal, and as with SWA it has
minimal computational overhead while training and only requires keeping track of two
sets of network weights: fswa and 62. The SWAG implementation used in this thesis was
built on top of the SWA solution found in [18].

3.4 Uncertainty quantification

Most commonly used deep learning techniques are not able to capture the uncertainties of
the model [11]. However, understanding what the models does not know can be vital in
many machine learning applications, as taking the values generated by these models and
assuming them to be accurate can cause even fatal situations, depending on the application
that deep learning techniques are applied to. Bayesian deep learning approaches allow
the quantification of uncertainties. The uncertainties that can be modeled using Bayesian

modeling are aleatoric- and epistemic uncertainties.

3.4.1 Aleatoric uncertainty

Aleatoric uncertainties capture intrinsic randomness of the training data. This can be noise
caused by sensors, that could not be reduced even if more data would be collected [11].

In this thesis, the aleatoric uncertainties were captured in the same manner as in [5]. By
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modifying the original model to capture the standard devations and mean of logits with

the following formula:

[9,0] = f(x,0). €

where ¢ stands for the mean and ¢ stands for the standard deviation. In addition to that,
to ensure that the standard deviations are positive, an additional absolute value activation
was added to the output of the layer. The label probabilities could then be calculated using
the following formula:

p = sigmoid(y + o © €) (3)

where © stands for Hadamard product and e are sampled during inference.

3.4.2 Epistemic uncertainty

Epistemic uncertainty, also called model uncertainty, is the uncertainty that is caused by
lack of training data and ignorance on the model parameters. With enough data, epistemic

uncertainty can be explained away [11].

By assuming that the model parameters are random and utilizing the posterior predictive
presented in [5], epistemic uncertainty can be captured. In this thesis variational approx-
imation in the baseline and SWA implementations were generated using Monte-Carlo
dropout [19]. On the SWAG implementation, this variational approximation was gener-
ated by sampling network weights from the Gaussian posterior distribution generated by
the model.
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4 EXPERIMENTS & RESULTS

4.1 Data

The retinal image database chosen to be used in this thesis was the DRIVE database [9].
The DRIVE database contains 40 RGB images of size 584 x 565 that were obtained from
a retinopathy screening program in the Netherlands. The dataset is divided into testing
and training sets, both containing 20 images. DRIVE database also contains manual
segmentations of vessels found in the images. These segmentations were done by human
observers, who were trained by an experienced ophthalmologist. The DRIVE dataset is

very commonly used as a benchmark in retinal blood vessel segmentation.

RITE dataset extends the DRIVE database with labels for arteries and veins [20]. The
RITE dataset has become the most commonly used benchmark in artery-vein segmenta-
tion. The dataset contains four different labels for the images found in the DRIVE dataset.
In the RITE dataset, red labels stand for arteries, blue labels for veins, green labels stand
for areas where there are overlapping vessels and the white labels are for uncertain ves-
sels. An example retinal image from the DRIVE database as well as matching data labels

found in the RITE dataset can be seen in Figure 9.

4.2 Preprocessing

Data augmentation was used to increase the diversity of the dataset. The augmentation
was done by rotating, flipping and scaling the input data. The rotation angles were 90,
180 and 270 degrees and the scaling rates were 0.8, 0.9, 1.0, 1.1 and 1.2.
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(b)

Figure 9. (a) Retinal image from the DRIVE data set. (b) Retinal image labels from RITE dataset.
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4.3 Computing platform

The computing platform used in the experiments of this thesis was CSC Puhti [21]. Puhti
is a supercomputer that has powerful CPU partition with over 700 nodes as well as 80
GPU nodes with the total number of GPUs being 320. The GPUs used in Puhti are
Nvidia Volta V100 and the CPUs are Xeon Gold 6230. The partition used in Puhti makes
it perfect for heavy machine learning models, such as the ones experimented with in this

thesis.

4.4 Description of experiments

All of the experiments in this thesis were done utilizing the Dense-FCN architecture pre-
sented in Chapter 3.1. In all the experiments, the network was first pre-trained with ran-
dom patches of the input images of size 224 x 224. The batch size used in the pre-training
was 5 and the network was pre-trained with 100 epochs and 1000 steps per epoch.

After the pre-training, the networks were fine-tuned with full-size images that were padded
to size of 608 x 608 so that they could be properly compressed by the downsampling part
of the network. The main optimizer used in all of the experiments was Adadelta with
learning rate of 1 and decay rate of 0.95. This optimizer would then later on be replaced

by either SWA or SWAG on the later epochs of full resolution training.

The parameters and methodologies presented here were selected so that the baseline
model used in this thesis would be as similar as possible to the one Garifullin et al. used
in their paper [5]. The baseline model was however re-implemented and the experiments
reproduced to some degree in this thesis. In that study, the parameters were selected

through empirical experimentation using the RITE database.

4.4.1 Baseline

The fine-tuning of the network used as baseline was done using 50 epochs with 500 steps
per epoch to match the hyperparameters used in [5]. The batch size used in the fine-tuning

of the baseline was selected to be 1.
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4.4.2 SWA

The SWA implementation also had 50 epochs with 500 steps in each epoch in the full
resolution training. Like in the baseline the batch size used was 1. The starting epoch for
SWA was selected to be 10 and it was only used in the fine-tuning of the network. The

starting epoch was selected through empirical experimentation.

44.3 SWAG

The hyperparameters used in the SWAG implementation were 500 epochs with 50 steps
per epoch. This was done so that the Gaussian posteriori approximation formed by SWAG
would be generated from a higher number of epochs. Like in the baseline the batch size
used was 1. The SWAG starting epoch was selected to be 100.

4.5 Performance of the networks

The performance of the models used in this thesis was measured using standard binary
classification metrics. Artery-vein classification is, however, a multilabel problem, which
meant that metrics were calculated separately for vessels, veins and arteries. The selected
classification metrics were accuracy, sensitivity, specificity, Area Under the Receiver Op-
erating Characteristic Curve (ROC-AUC) and Estimated Calibration Error (ECE).

Accuracy of the network can be simply calculated by dividing the number of correct
predictions by the number of total predictions. The sensitivity of the network can be
calculated with the following formula:

TP

where TP stands for true positives and FN for false negatives. The specificity of the

network can be calculated with the following formula:

TN
Speci ficity = TN+ FP (7

where TN stands for true negatives and FP for false positives. The ROC-AUC values can
be calculated by forming a ROC curve and calculating the area under the curve. The ROC

curve is formed by placing the true positive rate to the y-axis and the false positive rate,



were calculated in the same manner as in [22].

Table 1. Network performance in artery classification

Method | Accuracy | Sensitivity | Specificity | ECE | ROC-AUC
Baseline 0.970 0.642 0.990 0.00988 0.974
SWA 0.975 0.690 0.992 0.00943 0.981
SWAG 0.973 0.706 0.989 0.00871 0.966
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which is calculated by subtracting the specificty from 1, on the x-axis. The ECE values

The performance metrics of the networks in artery classification can be seen in Figure 1.
From the table it can be seen that SWA improved the network performance slightly in all
the metrics used compared to the baseline model, with the most notable differences in the

sensitivities of the networks.

SWAG also improved the network accuracy in prediction of arteries and achieved the best
sensitivity and ECE-values of the models compared. SWAG had, however, the lowest

specificity- and ROC-AUC-values in the experiments.

Table 2. Network performance in vein classification

Method | Accuracy | Sensitivity | Specificity | ECE | ROC-AUC

Baseline | 0.971 0.655 0.994 0.0169 0.980
SWA 0.974 0.742 0.991 0.0120 0.991
SWAG 0.971 0.804 0.983 0.011 0.980

In Table 2, one can find the performance metrics of the models in vein classification.
Much like in the artery classification, SWA implementation provided slight improvements
in performance in most of the categories. In vein classification, the baseline did, however,
beat SWA ever so slightly. The most notable performance improvements achieved with

the usage of SWA were achieved in the sensitivity- and ROC-AUC-values.

SWAG performed in a similar manner in the vein classification task as the baseline. The
most notable differences compared to the baseline were achieved in sensitivity and speci-

ficity of the network.

In the vessel classification, all of the models performed in a very similar manner, as can
be seen from Table 3. SWAG did, however, perform much better than the other models in

detecting the true positives as can be seen from the sensitivity values but performed the



Table 3. Network performance in vessel classification

Method | Accuracy | Sensitivity | Specificity | ECE | ROC-AUC
Baseline | 0.957 0.723 0.989 0.0221 0.980
SWA 0.961 0.782 0.986 0.0208 0.986
SWAG 0.961 0.836 0.978 0.0338 0.984
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worst in specificity and ECE categories. SWA performed better than the baseline over all

in vessel classification, but the performance improvements achieved were very minor.

In figures 10 - 12, the ROC curves of the models are presented. By examining these
figures together with the performance metrics presented in Tables 1 - 3 it can be con-
cluded that SWA improved the network performance overall compared to the baseline
and SWAG models. Both SWA and SWAG improved the network sensitivity noticeably,
but the differences between the models in other categories were very minor over all, with
SWAG performing worse than the baseline in artery classification as can be concluded

from Figure 12 and Table 1.
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Figure 10. ROC curves of the baseline. Red line is for arteries, blue for veins and orange for
vessels.
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Figure 11. ROC curves of the SWA implementation. Red line is for arteries, blue for veins and
orange for vessels.
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Figure 12. ROC curves of the SWAG implementation. Red line is for arteries, blue for veins and
orange for vessels.
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Examples of artery-vein segmentation masks produced by SWA and SWAG can also be

seen in Figure 13. In the same figure also example vessel segmentation masks for SWA
and SWAG are presented.

(d)

Figure 13. (a) artery-vein segmentation mask produced by SWA. (b) artery-vein segmentation
mask produced by SWAG. (c) vessel segmentation mask produced by SWA. (d) vessel segmenta-
tion mask produced by SWAG.

4.6 Model calibration

The advantage of Dense-FCN is that while performing classification it produces probabil-
ities of labels. This additional information can give the user additional confidence on the

predictions. The probability map produced by Dense-FCN also enables calibration of the
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model. In all of the experiments, the models were calibrated and the calibration curves
were visualized and can be seen in Figures 14 - 16. The curves can be used to describe

how well the probabilistic classifiers are calibrated [23].

From the figures it can be seen that the calibration of the SWA was noticeably better than
that of the baseline across all the labels. SWAG also calibrated better than the baseline
in vessel classification, but the baseline calibrated the model better for vein and artery

classification.
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Figure 14. Calibration curve of baseline. Black dotted line represents a perfectly calibrated
model, red line the calibration curve for arteries, blue line calibration curve for veins and orange
line represent the calibration curve for vessels.
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Figure 15. Calibration curve of SWA. Black dotted line represents a perfectly calibrated model,
red line the calibration curve for arteries, blue line calibration curve for veins and orange line
represent the calibration curve for vessels.
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Figure 16. Calibration curve of SWAG. Black dotted line represents a perfectly calibrated model,
red line the calibration curve for arteries, blue line calibration curve for veins and orange line
represent the calibration curve for vessels.
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4.7 Uncertainties

In order to quantify the uncertainties of the predictions, the model parameters were sam-
pled 200 times and the number of inferred samples was selected to be 50 in the inference
stage. From here the models outputs uncertainties were calculated in the same manner as
in [5].

4.7.1 Aletoric

The aleatoric uncertainties of the models were visualized and example images can be
seen in Figures 17 - 19. In the figures, the intensities of the colors describe the uncer-
tainty in that region: the higher intensity the higher the uncertainty. The mean aleatoric

uncertainties of the predictions over the whole image set can be seen in Table 4.

Table 4. Aleatoric uncertainties.

Method | Arteries | Veins
Baseline | 0.00345 | 0.00314
SWA 0.00001 | 0.00001
SWAG | 0.00008 | 0.00011

From figures below and from Table 4 it can be concluded that the aleatoric uncertainty of
the baseline is much higher than those of SWA and SWAG. SWA and SWAG have similar
levels of aleatoric uncertainty in artery classification, but the aleatoric uncertainty in vein
classification is much higher in SWAG than it is in SWA. From the figures it can also be

established that the aleatoric uncertainty has its highest levels in the optic disc area.
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Figure 17. Aleatoric uncertainties of the baseline. The red and blue colors stand for arteries and
veins respectively.

Figure 18. Aleatoric uncertainties of the SWA. The red and blue colors stand for arteries and
veins respectively.
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Figure 19. Aleatoric uncertainties of the SWAG. The red and blue colors stand for arteries and
veins respectively.

4.7.2 Epistemic

The epistemic uncertainties of the models were visualized and example images can be
seen in Figures 20 - 22. In the figures, the intensities of the colors describe the uncer-
tainty in that region: the higher intensity the higher the uncertainty. The mean epistemic

uncertainties of the predictions over the whole image set can be seen in Table 5.

Table 5. Epistemic uncertainties.

Method | Arteries | Veins
Baseline | 0.0131 | 0.0110
SWA 0.0115 | 0.0112
SWAG | 0.0027 | 0.0038
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Figure 20. Epistemic uncertainties of the baseline. The red and blue colors stand for arteries and
veins respectively.

Figure 21. Epistemic uncertainties of the SWA. The red and blue colors stand for arteries and
veins respectively.
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Figure 22. Epistemic uncertainties of the SWAG. The red and blue colors stand for arteries and
veins respectively.

From the figures above and by examining Table 5 it can be seen that using SWAG to model
the uncertainties reduced the amount of epistemic uncertainty compared to the other two
models. SWA and the baseline had approximately equal levels of epistemic uncertainty,
with the optic disc area causing the highest levels of uncertainty to the predictions. It can
be concluded that sampling the network weights from the Gaussian posterior to create the
variational approximation, rather than using Monte-Carlo dropout, has a reducing effect

on the levels of epistemic uncertainty present in the predictions.
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S DISCUSSION

5.1 Current study

From analyzing the vessel structure of the retina, a number of disease can be detected,
such as glaucoma and diabetic retinopathy. Analyzing a retinal image can, however, take a
significant amount of time of a busy medical professional’s schedule, due to the attention
required in the task. A well motivated possibility in solving this problem is automated
image processing methods. The research done on artery-vein segmentation has gained
popularity in recent years. This is due to the fact that eye diseases have become a rapidly
growing health threat worldwide, and retinal blood vessels are an important tool in the

diagnosis of several ocular diseases.

The objectives of this thesis were fully completed. A literature review was conducted in
Section 2. In this review, the utilization of RGB images in computer aided diagnosis was
studied as well as the currently popular methods used in artery-vein segmentation. In the
literature review a few methods that aim to improve the performance of neural networks
were also presented. Based on the literature review, Dense-FCN was selected as the net-
work architecture to be used in the experiments of this thesis as it had shown the ability
to model network uncertainties and classification performance, that is comparable to the
state-of-the-art method, in prior research. This network architecture was used as the base-
line to which the methods used in improving the performance of the network would be
compared against. SWA and SWAG were selected from the methods that aim to improve
the performance of neural networks and they were implemented on top of the baseline.
The models classification performances were evaluated using binary classification met-
rics for arteries, veins and vessels separately using the RITE dataset. SWA improved the
classification accuracy across nearly all of the metrics used, although very minimal perfor-
mance improvements were achieved. SWAG performed on a similar level as the baseline.
Uncertainty quantification was also conducted on the models. In the baseline model the
levels of aleatoric uncertainty were much higher than in the SWA- and SWAG models,
with SWA even reducing the aleatoric uncertainty of the vein classification compared to
SWAG. However, SWAG reduced the epistemic uncertainty significantly compared to the
baseline and SWA models.



40

5.2 Future work

In this thesis, it was established that using SWAG to model the uncertainty of the net-
work used in artery-vein classification reduced the epistemic uncertainty of the predic-
tions significantly. However, this thesis did not study how different approaches used in

preprocessing of data would affect the uncertainties captured by the models.

The methods used in artery-vein classification already reach very high levels of accuracy
in their predictions, but this may be due to the fact that the commonly used dataset for
artery-vein classification, namely the RITE dataset, is rather small and only contains 40
images in total. Experimenting how the currently used models in artery-vein classification
would perform with a larger dataset would be ideal, but the costs of collection retinal
images and labeling them severely restricts this possibility. So researching ways to cut

down the costs and time required in generating such datasets is needed.
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6 CONCLUSION

In this thesis the focus was on artery-vein segmentation as well methods that aim to im-
prove neural network performances, both in uncertainty quantification and in more tradi-
tional binary classification metrics. Dense-FCN was chosen as the network architecture as
the baseline to which the methods aiming to improve the network performance were com-
pared to. SWA and SWAG were implemented on top of the baseline and experimented
with.

The use of SWA improved the performance of the network on most of the binary clas-
sification metrics used, but the improvements were very minimal. SWAG showed no
improvement in the binary classification metrics, but instead reduced the epistemic uncer-

tainty significantly compared to the other two models.
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