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Retinal images are widely used by medical doctors to diagnose eye-related diseases. Un-
fortunately, the human factor restricts possibilities of full analysis of fundus. Therefore,
implementing an automated algorithm for analysing retinal images is beneficial. In re-
cent years, convolutional neural network models for image analysis have been achieving
significant results on different datasets. This work focuses on improving training conver-
gence and prediction performance of DenseNet-201, Inception-ResNet-v2 and NASNet-
Large deep learning models. Special attention is paid to visual regression for determining
the connection between images and clinical parameter data. Based on the experiments,
the DenseNet-201 network is stated as the most suitable model for the age and Arteriove-
nous Ratio prediction task. Visualisation of activations of each network is presented and
analysed. For obtaining considerable results in prediction and visualisation tasks more
training data and improvements in the approach are needed.
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1 INTRODUCTION

1.1 Background

Retinal or fundus images are the basis for diagnosing eye-related diseases. Analysis of
the obtained photographs allows ophthalmologists to identify illnesses such as macular
degeneration, glaucoma, diabetic retinopathy (DR), hypertensive retinopathy and multiple
sclerosis [1]. The examples of retinal images are shown in Fig. 1 [2–5] .

(a) (b)

(c) (d)

Figure 1. Fundus images: (a) healthy retina [2]; (b) DR [3]; (c) multiple sclerosis [4]; (d) glau-
coma [5].

Macula, blood vessels and optic disc are commonly studied areas in fundus images. All
measurements of retina are non-invasive and performed in very specific conditions (e.g.
light conditions) with professional equipment. Commonly used image-based techniques
for fundus analysis mostly rely on 2-D photos captured using reflected light. Among such
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techniques the most well-known are: fundus and colour fundus photography, stereo fun-
dus photography, hyperspectral imaging, scanning laser ophthalmoscopy (SLO), adaptive
optics SLO, fluorescein and indocyanine angiography [1]. There is also another com-
monly used method called optical coherence tomography (OCT). As opposed to previ-
ously mentioned fundus capturing techniques, OCT uses low-coherence interferometry
resulting in high-resolution images.

Although methods of analysis and treatment have been well studied, eye-related diseases
are one of the most common world’s health problems. According to World Health Organi-
zation (WHO) statistics, at least 2.2 billion people have a vision impairment or blindness.
Among them: patients with unaddressed refractive error (123.7 million), glaucoma (6.9
million), DR (3 million) and others. More information can be found in the WHO por-
tal [6]. The statistics show, that such problems as human factor and unavailability of
professional equipment, make the medical care less effective. Thus, implementation of
computer vision and machine learning technologies will give an opportunity to speed up
the process of treatment.

The next stage of understanding retinal images and eye-related diseases is the imple-
mentation of automated detection algorithm. There is a number of machine learning
techniques used for image analysis in various scenarios. Yet, one of the most success-
ful approaches to medical image analysis by now is provided by convolutional neural
network (CNN). Different architectures and their modifications are successfully applied
on various datasets, yielding highly accurate results [1, 7–14]. On the other hand, com-
mon CNN architectures do not allow studying of additional parametric data added during
training process and mapping network activations to image data. Thus, performing vi-
sual regression of clinical parameters based on retinal images is very important. Different
regression techniques are used in CNNs with outstanding results [15–27]. This thesis is
focused on studying the implementation of visual regression techniques in an end-to-end
manner. Generalized process of clinical parameters prediction and their visualisation is
shown in Fig. 2 [2, 21].
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Figure 2. Expected results from deep learning algorithm. Images are used from [2, 21].

1.2 Objectives and delimitations

The proposed study is expected to improve existing research [28] in visual regression of
clinical parameters using implementation of CNN. Thus, the objectives can be stated as
follows:

1. Study available methods for predicting clinical examination parameters based on
retinal images.

2. Pre-train a selected model with retinal images, and compare convergence and pre-
diction results to a model pre-trained with generic image content, that is, ImageNet.

3. Visualise the model weights after training.

The thesis work does not focus on the prediction of eye-related diseases from retinal im-
ages. The work is restricted to studying the prediction of the selected clinical parameters
and visualisation of the trained model parameters.

1.3 Structure of the thesis

General information about retina structure and its imaging, approaches in retinal image
analysis, abnormality detection using CNN, regression and visualization techniques is
presented in Chapter 2. Background knowledge about regression CNN structure and its
further implementation is described in Chapter 3. Conducted experiments are described in
Chapter 4. Discussion and conclusion on the achieved results are presented in Chapter 5
and Chapter 6 respectively.
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2 RETINAL IMAGE ANALYSIS AND DEEP LEARN-
ING

2.1 The eye and retinal imaging

The human eye anatomy can be divided into two parts: internal and external. The example
of a retinal image is shown in Fig. 3 [29]. Considering the former part, transparent cornea,
white sclera, iris and pupil can be mentioned as frequently studied. In the latter part fovea,
blood vessels and optic disc are studied in segmentation tasks [1].

Figure 3. Human eye and retina structure [29].

As it was mentioned earlier, there is a plethora of retinal imaging techniques. Neverthe-
less, the main methods are OCT and Fluorescein Angiography [1]. The OCT or White
Light Interferometry method is based on computing the depth on which beam was re-
fracted, coming through tissues. OCT imaging can be performed using three different ap-
proaches: time-domain OCT, time encoded frequency domain OCT and spectral-domain
OCT [1]. These methods differ from each other in improvements of measurement tech-
niques. Fluorescein Angiography represents measuring the amount of photons which
were emitted from green fluo-rophore injected into human’s circulatory system.
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The design of a modern fundus camera resembles monocular indirect ophthalmoscopy.
Different lenses allow to change both the width and magnification of view [30]. After
setting up all optical parameters, the retinal image is captured by a common Charge-
Coupled Device (CCD) sensor. The example of a fundus camera is shown in Fig. 4 [30].

Figure 4. Modern fundus camera [30].

2.2 Retinal image analysis

In recent years, a problem of segmenting different areas in retinal images became very
challenging. Thus, retinal or fundus image analysis plays a vital role in the field of medi-
cal image analysis. In this chapter various techniques will be discussed.

Abramoff et al. [1] reviewed different methods of 2-D and 3-D fundus imaging and analy-
sis. Special attention is paid to retinal vasculature, retinal lesions, optic nerve head shape,
building retinal atlases and automated methods of disease screening. The researchers
stated two scenarios when automated algorithms of image interpretation are needed:
1) when the amount of measurement data is extremely large for manual analysis, and 2)
when data are complex and require deep understanding, that may not be feasible for an
expert. Moreover, in the article, a detailed analysis of OCT is provided and reported that
comparing to commonly used fundus photography, OCT technology has enabled true 3-D
volumetric images of retina.

Patton et al. [31] provided a comprehensive review on the principles of retinal image
analysis, current methods of imaging and detecting features. The authors report about
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commonly used technique for fundus image capturing: the process is done by using si-
multaneously fundal and digital camera with different image sensors. To receive good
quality data, retinal images need to be preprocessed. This is done by histogram equal-
isation, noise reduction, deblurring and removal of interference patterns. During image
segmentation process, a thresholding operation is applied to a grey-scale image , result-
ing in a binary image in the output. Next, Sobel and Canny filters for edge detection are
used to detect the most useful parts of the image. Also, for morphological processing,
functions of erosion and dilation are mentioned. The authors conclude with a conjecture
that the development of progressive technologies such as telemedicine and widespread
screening is crucial for facilitating the diagnosability of various diseases in the future.

2.2.1 Abnormality detection using deep neural networks

Disease detection methods in fundus images are commonly implemented using deep
learning algorithms. The most widely used techniques are CNN (described in detail in
Section 3.1), deep convolutional neural networks (DCNN) or fully-convolutional neural
networks (F-CNN). The key advantage of such algorithms is automated feature selection.
After training on large image datasets, neural networks are able to predict different param-
eters on retinal images. Distinct implementations based on using deep neural networks
exist and close attention should be paid to architectures and parameters of these networks
in this section.

Poplin et al. [8] studied the prediction of cardiovascular risk factors using DCNN. As the
factors systolic blood pressure (SBM), diastolic blood pressure (DBM), body mass index
(BMI), haemoglobin A1c level (HbA1c), age, gender and smoker status were used. For
training and validation, fundus images from UK Biobank and EyePACS databases were
used. For decreasing the prediction error, stochastic gradient descent method was utilised.
Inception-v3 neural network architecture was used to make a prediction [8].

The researchers tested their algorithm with different parameters and compared the results
with a baseline. Several metrics were used to evaluate the results for different clinical
parameters. For example, Mean Absolute Error (MAE) in predicting cardiovascular risk
factors showed that the results were noticeably accurate than the baseline: for age mean
absolute error result was 3.26 versus 7.06 baseline; SBP was 11.35 versus 14.57 baseline;
DBP was 6.42 versus 7.83 baseline; BMI was 3.29 versus 3.62 baseline.

Another approach for diagnosis of DR is presented by Pratt et al. [11]. In their research,
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the detection of DR features in colour fundus images is done by CNN. The presented
network was constructed from convolution layers with activation and batch normaliza-
tion. Max Pooling layers were implemented with kernel size 3×3 and 2×2 strides. The
problem of overfitting is solved by using weighted class weights relative to the amount
of images in each class [11]. Also, L2 regularisation was used for weights and biases.
Gaussian initialisation in the network reduced initial training time. The used data was
the Kaggle dataset with 80 000 images for training. Images were preprocessed and aug-
mented as shown in Fig. 5. The output of the network was the number of patients correctly
identified as having and not having DR. As the result of testing, specificity, accuracy and
sensitivity with values 95%, 75% and 30% respectively are mentioned.

Figure 5. Results of retinal image preprocessing and augmentation: (a) Original image, (b) Pre-
processed image, (c) Augmented image [11].

Vaghefi et al. [12] presented their work dedicated to detection of smoking status from
retinal images using CNN. The data provided for the research consists of 165 104 retinal
images obtained from a diabetes screening programme, where only 15% were smoker
images and 85% no smoker ones. In order to overcome the problem of imbalanced data,
the smoker images were augmented and replicated. All data was preprocessed using
contrast-enhanced and skeletonized techniques. The architecture of the presented net-
work is shown in Fig. 6 [12]. As the result, researchers report that skeletonized test dataset
showed 63.63% accuracy, 65.60% specificity and 47.14% sensitivity. Contrast-enhanced
dataset produced 88.88% accuracy, 93.87% specificity and 62.62% sensitivity. It is no-
table, that the researchers compare their results with Poplin et al. [8] and summarize
that their approach outperformed aforementioned study, according to one of the metrics,
due to the preprocessing techniques. The authors conclude that CNN suffered from low
sensitivity which means that the model could distinguish non-smokers from smokers, but
did not perform as well in identifying smokers and further improvements are required.



14

Figure 6. CNN architecture for detection of smoking status [12].

Microaneurysm detection in fundus images using CNN is showed by Eftekhari et al. [14].
In this study a two-stage training approach is presented. The process of implementa-
tion is the following: first, images were preprocessed (colour normalization and elimi-
nation of retina background) and normal samples were selected from a probability map
produced from the first CNN; Then, the second CNN received a probability map and
resulted in information about each pixel of the image, whether it was a microaneurysm
pixel or not. The dataset for CNN consisted from 29 000 microaneurysm images and 258
000 non-microaneurysm images. Although data was imbalanced, the authors solved this
problem by implementing an algorithm which chose informative samples among non-
microaneurysm dataset with probability value higher than 0.6 after processing those im-
ages through the first CNN. The former CNN consisted of 3 convolutional layers with
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pooling layers, three fully-connected layers and a Softmax layer. The latter CNN struc-
ture was the following: five convolutional and pooling layers, two fully-connected layers
and one Softmax. The proposed method had lower sensitivity, comparing to others. How-
ever, on different stages of FPs/Image ratio CNN outperformed other popular approaches.

Abbas [13] presented a research of glaucoma detection in retinal images using a deep
learning algorithm named Glaucoma-Deep system. The process of segmenting started
from CNN unsupervised architecture for extracting features from raw pixel intensities.
Next, the deep-belief network was used for selecting the most distinctive features based
on labelled training dataset. The final output of the model was performed by a soft-
max linear classifier. A comprehensive architecture scheme is shown in Fig. 7 [13]. As
the dataset, 1200 retinal images were utilized. The evaluation of the network was mea-
sured by average sensitivity (84.5%), specificity (98.01%), accuracy (99%) and precision
(84%). Achieved results were compared to state-of-the-art systems such as CNN, feed-
forward neural network and support vector machine. The author stated that the presented
algorithm outperformed the models described above. However, comparing Nodular-Deep
system with Glaucoma-Deep, the former had significantly better results.

Figure 7. Glaucoma-Deep system architecture [13].
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2.2.2 Deep regression of clinical parameters

A regression analysis of clinical parameters utilising deep learning methods is a quite
challenging task. Thus, this section presents several commonly used deep regression
techniques.

Wang and Yang [21] described a model aimed to detect DR using deep learning. The key
element of the method is usage of regression activation map (RAM) after the global aver-
aging pooling (GAP) layer of the CNN, which shows contribution score of each pixel of
input image for DR detection task. The architecture of the network is shown in Fig. 8 [21].

Figure 8. CNN architecture with RAM [21].

The main difference of the presented network is that the last fully-connected layer is
replaced by GAP. The RAM is defined by

G(i, j) =
K∑
k=1

gk(i, j)ωk

whereK is a number of feature maps in convolutional layer, g(i, j) is feature map in GAP
and ωk are weights which connect outputs of the GAP and the neuron in the final (output)
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layer. Thus, the researchers define the final prediction formula as

ŷ =
K∑
k=1

ωk

∑
i,j

gk(i, j) =
∑
i,j

G(i, j).

Training parameters were: 250 epochs, L2 weight decay, batch size equal to 32 and for re-
gression mean squared error (MSE) was used. To evaluate the performance of the model,
the quadratic weighted Kappa score was implemented. The dataset consisted of 35 126
images and was split 90% for training and 10% for validating. In the results, the au-
thors describe achieved Kappa for different image sizes (the larger the size, the higher the
score). Finally, the authors also study a connection between RAM and regions of interest
(RoI).

Another state-of-the-art model based on regression was presented by Belegiannis et al.
[26]. The authors used common CNN architecture consisting of convolutional layers
combined with the ReLu activation function and max-pooling layers. The problem of
overfitting was solved by adding a dropout to the fourth convolutional and first fully-
connected layers. Discussing a regression problem, the researchers state that widely-used
technique is L2 normalization as the loss function. In contrast, another approach is pre-
sented - implementation of robust loss functions [26]. This article is focused on a Tukey’s
biweight function [32], which is aimed to control an impact of a residual magnitude of
training samples. Moreover, the median absolute deviation (MAD) was computed to ob-
tain the unit variance among residuals. Combining the Tukey’s function and the MAD
researchers obtained

E =
1

S

S∑
s=1

N∑
i=1

ρ(rMAD
i,s )

where r is the residual computed by formula: ri = yi−ŷi. At the end, to improve a regres-
sion quality, a coarse-to-fine model is used which represents a process, where a cascade
of similar networks are trained on the outputs of the main network to predict different pa-
rameters on corresponding images. The presented model was tested on different datasets
and compared to the L2 normalization. Comparison of the Convergence and the MAE on
an age estimation from face images is shown in Fig. 9 [26].
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Figure 9. Convergence vs MAE in age estimation [26].

Moreover, the comparison to other techniques in pose estimation using percentage of
correctly estimated parts performance measure, is shown in Fig. 10 [26].

Figure 10. Comparison to existing methods on football dataset [26].

2.3 Visualisation of deep learning

Commonly used CNN models for retinal image detection have predefined output param-
eters. The basic methods of visualizing them are graphics and tables. However, visu-
alization of different parameters mapped on retinal images can give comprehensive in-
formation about predictions of a CNN [8, 21, 33]. Moreover, this is a preferred way of
demonstrating results. In this section, commonly used techniques of visualizing clinical
parameters in retinal images are presented.

Poplin et al. [8] reported about soft attention methods in representing the results of
tested CNN. In this part of presented study, a connection between clinical parameters
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and different areas of fundus images via attention or saliency maps was studied. Thus,
models, which were trained to predict age, smoking and SBP highlighted blood vessels.
Haemoglobin A1c level models highlighted perivascular surroundings and gender models
highlighted optic disc, vessels and macula [8]. The example of visualization is shown in
Fig. 11 [8].

Figure 11. Attention maps for a retinal image sample [8].

Wang and Yang [21] studied DR detection using DCNN. The researchers used RAM to vi-
sualized predictions and discover RoI in retinal images of patients with different progress
of disease. As the result, models showed that reduced retinal blood flow was connected
with the narrowing of the retinal arteries, the dysfunction of the neurons associated with
changes in the function of the outer retina and the balloon-like structures were connected
to progressive ischaemia and microscopic aneurysms [21]. Corresponding results are
shown in Fig. 12 [21].



20

Figure 12. Ground truth and the corresponding RAM images [21].

2.4 Retinal image datasets

Researches concerning retinal image segmentation, eye-related disease detection and oth-
ers, require either specific datasets that contain fundus images, or datasets, which provide
classification on various number of classes. All such datasets allow to extract features
effectively in a short amount of time [34–36]. In most cases such datasets are freely avail-
able or can be provided by a request. In this section, the datasets used in this research are
described.

Deng et al. [34] presented annotated image database called ImageNet. This database
is constructed upon the WordNet [37] structure and provides more than 14 million full
resolution labelled images of 1000 classes with an average size of around 400 × 350.
Such organisation of data is possible by utilizing the WordNet concept called synset –
combining synonyms in a one set. All the images are gathered in subtrees, where each
tree starts from the general label (e.g. a bird or a vehicle) and going deeper the labels
become more specific (e.g. a hummingbird or a trimaran).

Cuadros and Bresnick [38] created EyePACS – a system for telemedicine-based screen-
ings of patients with DR. The presented method gathers retinal images with a variation
in their sizes (eight images from a single patient) and sends them to the EyePACS server.
Next, certified specialists provide labelling of the images according to a retinopathy level.
In 2008 the database totalled 34 000 labelled screenings.
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3 VISUAL REGRESSION OF CLINICAL PARAMETERS
WITH CONVOLUTIONAL NEURAL NETWORKS

3.1 Convolutional Neural Network

Artificial Neural networks (ANN) can bee seen as the collection of algorithms inspired
by the human brain, and generally utilized for recognising patterns in data. The basic
architecture of an ANN represents interconnected neurons – computational units that are
used to process the data. Each neuron connection has a weight – a coefficient by which
the preceding neuron’s value is multiplied to transform the input data into a representa-
tion more useful for solving a specific problem. Next, weighted product is passed to an
activation function, that adds non-linearity to the model. This means, that each output of
the neuron is limited between zero and one (this depends on the activation function used),
where the result that is closer to one represents the neuron with the highest activity. The
final step is an addition of a bias – a value that moves a curve of the activation function to
make it fit the data better. The basic architecture of a neuron can be seen in Fig. 13 [39].

Figure 13. Neuron’s architecture [39].

CNN architecture is the part of ANN’s, but inspired by the human’s visual cortex – a part
of the human brain responsible for visual data analysis. The main difference between the
NN and CNN is that the latter should contain at least one convolutional layer. CNNs can
use as input different data, such as images, sound files, text or time series. As output,
a CNN produces a vector of size N , where N is the number of classes, consisting of
probability values, and describes, to which class a studied object belongs. Also, CNNs
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can be utilised for the feature extraction, then the output will be a feature vector.

In the context of this work, the main attention is payed to RGB images as the input data.
An image passed to the CNN should be in a matrix format that will be consequently trans-
formed through a sequence of hidden layers. Each hidden layer performs an operation of
convolution that extracts features at the current step. The last hidden layer is referred as
the output layer and used for performing the classification or feature extraction tasks. A
high-level architecture of the CNN is shown in Fig. 14 [40].

Figure 14. Generalized CNN architecture [40].

In the following common components of the CNN architectures will be described: Con-
volutional layer, Pooling layer, Fully-Connected layer, Activation function, Loss function
and Optimization function.

A Convolutional Layer represents a mathematical operation where a kernel filter is used
to extract features from an image. The kernel filter moves from the top left to the bottom
right corner of the image matrix and performs the matrix multiplication between intensity
values of the image and specified values of the kernel. In case of RGB images, convolution
operation is applied to each channel separately and is then summed with a bias to get the
final value of the feature. The bias is needed to shift the results and extract more useful
features. The more Convolutional layers are in a network, the more complicated features
are extracted (starting from colour, edges, simple lines and others, ending with the whole
understanding of the image). Depending on the size of the kernel filter, the dimensionality
of extracted features can be lower, higher or remain the same (it depends on the performed
task).
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A Pooling Layer is a new layer added after the Convolutional layer that in the nutshell ap-
plies an operation that reduces the dimensionality of the extracted feature map retrieved
from the previous layer. This layer is characterised by the fact that it reduces compu-
tational costs and highlights dominant features. The result of the Pooling Layer is a a
summarized version of the features detected in the input. Commonly used types of Pool-
ing layers are Max and Average Pooling. Max Pooling computes the maximum value of
the data covered by a sliding filter kernel and Average Pooling returns the average values
of the data.

An Activation Layer is a function that applies to each neuron of a network and "activates"
it depending on the classification task. Although the basic principles of its work were de-
scribed at the beginning, it is noteworthy that in CNNs Activation functions are designed
to process large amounts of data effectively. Commonly used Activation functions are
sigmoid, hyperbolic tangent (tanh), rectified linear unit (ReLU) and softmax.

A Fully-Connected layer contains neurons which are connected to all activations in the
previous layer. This is done in order produce the output: in this layer the algorithm
looks for the feature maps with high values, which represent the best-studied patterns and
transforms them into a vector that contains class probability values.

A Loss function is used in the model parameter optimisation based on determining the
an error of the classification: the actual or "ground-truth" value of the class probability is
subtracted from the predicted one. The type of Loss function is specified depending on a
prediction task. Commonly used functions are Root Mean Square Error (RMSE), Mean
Squared Logarithmic Error, Mean Absolute Error and Binary Cross Entropy. The calcu-
lated error is then used in the Optimization function: the calculated error is transferred
back to the previous layers (which is called back-propagation process) and combined with
weights and biases. The results of this function are updated weights and biases which fur-
ther minimizes the error. Gradient Descent, Adagrad and Adam [41] are the most widely
used Optimization functions.

A regression generally performs the approximation of a mapping function from some
independent variables to continuous dependent variables. This method is commonly used
in such problems as human pose and age estimation [23, 42], 3-D image registration [15]
and many others. Since the problem of this thesis is to investigate the prediction of a
selected clinical parameter by using a CNN, the regression technique appears to be the
most beneficial way of implementation. In other words, the regression technique should
capture an existing dependency between a retinal image and clinical measurements, e.g.
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SBP, DBP and AVR. Regression CNN models in fact are similar to CNN models with the
only technical difference that in a regression realisation softmax and classification layers
are replaced with regression layers with a specified activation function.

3.1.1 Model Architecture

Numerous deep regression models for studying retinal images have been created in re-
cent years. In this work, MATLAB pre-trained deep neural networks are considered,
with the accuracy and inference time used as the two main characteristics distinguishing
them from each other [43]. A comprehensive analysis of networks’ performance (this is
valid only for the specific problem with the selected performance measure) is shown in
Fig. 15 [43]. Networks are arranged according to previously stated characteristics. The
size of each circle corresponds to the number of parameters in the model. It was decided to
experiment with NASNet-Large [44], Inception-ResNet-v2 [45] and DenseNet-201 [46]
models. The candidacy of the Xception [47] network was rejected due it’s architectural
similarity with Inception-ResNet-v2 network. All the networks were pre-trained with the
ImageNet dataset [38]. A further implementation of experiments was based on the pre-
vious work of Laatunen [28] and aims at improving the quality of the selected CNNs as
well as overcoming the problem of data with non-ideal distribution using state-of-the-art
techniques and performing informative visualisation of prediction results.

Figure 15. MATLAB networks’ performance [43].
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DenseNet-201

The DenseNet architecture is widely used in deep learning problems. The networks of
this family are organized in dense blocks, where each block is constructed of a set of
fully connected layers. There are L(L + 1)/2 connections in an L-layer network, that
is reported in [46] to improve the model. When passing the information to the conse-
quent layer, the features are concatenated instead of summation. An overall structure is
shown in Fig. 16. The DenseNet-201 (the basic architecture is 201 layers deep) network
requires input images of size 224×224×3 and produces the prediction from 1000 classes
of the ImageNet dataset. The CNN consists of 708 layers with 20 million parameters and
achieves 22.58 top-1 and 6.34 top-5 error rates with single-crop testing [46].

Figure 16. The overall structure of DenseNet with three blocks [46].

Inception-ResNet-v2

The Inception-ResNet-v2 CNN is a combination of the well-known Inception architec-
ture and residual connection approach [45]. In this model, lighter Inception blocks are
combined with the filter-expansion layer to reduce an effect of dimensionality reduction.
Moreover, the batch-normalization technique (method of standardisation the inputs to a
layer by subtracting the batch mean and dividing by the batch standard deviation) is ap-
plied only to initial layers, not summations. The CNN utilized in this work consists of
164 layers and 56 million parameters. The input size of images is 299×299 and the
classification is available among 1000 classes from the ImageNet dataset. The Inception-
ResNet-v2 models achieved 80.4% top-1 and 95.3% top-5 accuracies on the ILSVRC
2012 image classification benchmark [45]. The architecture of the network can be seen in
Fig. 17.



26

Figure 17. Inception-ResNet-v2 architecture [48].

NASNet-Large

The NASNet-Large architecture drastically differs from the previously discussed solu-
tions. This is a state-of-the art CNN, based on a Neural Architecture Search (NAS)
framework and that has been modified in [44] to so-called "the NASNet search space".
The idea behind this model is that the CNN is constructed from blocks containing con-
volutional layers of the same architecture, but with different weights. These blocks are
initially trained on the small dataset CIFAR-10 and transferred to the ImageNet dataset
for the weight fine-tuning. The optimization deployed in the algorithm does not focus
on the structure of the network, but the structure of layers by utilizing a recurrent neural
network (RNN). The generalized process of the block construction is depicted in Fig. 18.
The NASNet-Large network, which was used in the current thesis consists of 1243 layers
and 88.9 million parameters. The input size of images is 331×331 and the classification is
available among 1000 classes from the ImageNet dataset. It is notable that NASNet-Large
achieves 82.7% top-1 and 96.2% top-5 accuracies on the ImageNet dataset [44].

Figure 18. Construction process of one NASNet block [44].
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The networks described above were selected to perform experiments due to their high
performance rate in classification tasks. Note also that all of these networks have a notable
similarity in their layer structure. More specifically, the last three layers are always those
of Fully-Connected, Softmax Activation and Classification. In this thesis, in order to
adapt the aforementioned CNNs for the regression problem, the following modification
was done: the last three layers of DenseNet-201, Inception-ResNet-v2 and NASNet-Large
networks were replaced with a Fully-Connected and Regression layers. In this thesis,
the "weights freezing" [49] technique was utilized to study another approach of transfer
learning. This approach was implemented by setting the a learn rate parameter value of
selected layers equal to zero. Thus, weights of these layers were not modified during the
training process, while the replaced part (Fully-Connected and Regression layers) could
optimize its weights. A more detailed description of hyperparameter selection and the
role of pre-training are further described in Chapter 4.

3.1.2 End-to-end training with non-ideal data

In a nutshell, the training process represents a pipeline consisting of a specified number
of steps. Moreover, all the steps appear in a concrete order and each subsequent step uses
results of its predecessor as input. In contrast to the usual training process, the end-to-
end approach takes all the intermediate steps and replaces them with a neural network,
thus making the whole training process to run in one big iteration. This approach shows
considerable improvements, when used with huge datasets.

The imbalanced data problem describes a dataset and a set of classifiers in which only few
can classify most of the data from the given dataset. This means that during the training
process a CNN model will extract features unequally due to the fact that it will learn
more about the well-represented classes. According to Brownlee [50] there are several
techniques that can help to overcome this issue:

• Changing performance metric. By default MATLAB uses the RMSE metric in
the deep regression implementation. However, it will not give the best view to
the performed evaluation. In this case one may use other performance evaluation
metrics, such as confusion matrix, F-score, Kappa score or ROC Curves and etc.

• Resampling the dataset. This approach can be useful for oversampling or replicat-
ing the data of the under-represented class or under-sampling (deleting) a part of
the data form the well-represented class.
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• Synthetic sampling. This technique uses different approaches, varying from ran-
domly replicating values from under-represented classes to special algorithms such
as Synthetic Minority Over-sampling Technique (SMOTE), RUSBoost or anomaly
detection and others.

In the nutshell, the synthetic sampling technique, namely SMOTE [51], takes values of k
nearest neighbours of each feature in a under-represented class. Note that SMOTE uses
feature values instead of data samples in order to make the whole process less application-
specific. Next, the difference between the feature value and its nearest neighbour is com-
puted, then multiplied by a random number between 0 and 1 and added to the selected
feature value [51].

3.2 Feature visualisation

Based on the literature review in Section 2.3, it is known, that feature visualisation is
a technique of overlaying location-specific relevance information about image features
onto an input image. When a test image is passed to a trained network, each layer extracts
some features. Visualisation of these features is one of the most informative ways to
evaluate what the model has learnt. Using different techniques, responsible areas in the
retinal image are highlighted that gives an understanding of studied parameters influence.
Note that feature maps are more complicated and sparse in deeper layers and it may be
infeasible to get any useful information from last layers of a network. However, using
"weights freezing" technique leads to most informative features in the last layers. Thus,
the layer selected for visualisation should be chosen depending on the training technique.

The feature visualisation technique that was used in this thesis was the Class Activation
Mapping (CAM) [52]. The algorithm takes a test retinal image and activations from a
selected layer after passing this image to a network. The layer is selected according to the
required feature level (the first layers correspond to the more general features and the last
layers correspond to the complicated features). The function resizes the class activation
map to the size of the image, normalizes it, thresholds it from the original image, and
visualizes it using a jet colormap function (the MATLAB function that creates an RGB
colour map or a heat-map). The resulting CAM is depicted over the darkened original
image.
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4 EXPERIMENTS AND RESULTS

This chapter discusses the initial data preparation stage for the training process, utilises
evaluation metrics, elaborates on details of model pre-training and show the experimen-
tal results. In the data processing part, for each dataset image properties and methods
of preparing the data for training purposes is described. Evaluation metrics part repre-
sents techniques of estimating the networks’ performance. In the model pre-training part,
hyperparameters of each network and detailed process of pre-training is described. The
experimental results part contains the outcome of fine-tuning process in a form of graphs
and tables. The visualisation of each network activations is presented as well.

4.1 Data

This work uses the following datasets: ImageNet [38], EyePACS [34] and Savitaipale
Study [53] The first two are used for pre-training purposes and the latter one is used for
the regression model. ImageNet and EyePACS datasets are described in Section 2.4. As
it has been mentioned earlier, the networks provided by MATLAB (see Section 3.1.1)
are already pre-trained with the ImageNet dataset. For pre-training with the EyePACS
dataset, the images have to be resized according to the input requirements of each network.
To this end, every image was resized from 4752×3168 to 224×224 for the DenseNet-
201 network, to 299×299 for the Inception-ResNet-v2 network and to 331×331 for the
NASNet-Large network.

Besides the ImageNet and EyePACS datasets there is another dataset of retinal images
provided by a clinical study [53] conducted in the Savitaipale, Finland. This clinical
study was used in the work of Laatunen [28], in which he also described the dataset. In
short, the dataset consists of four RGB retinal images of size 2544×1696 per patient.
The number of examined patients is 916, so there are 3 664 retinal images. In order to
be used for neural networks, all the images require some processing. In [28] Laatunen
had already defined a parametrisable approach that allows for flexible pre-processing of
retinal images from the Savitaipale dataset. Using this approach, in this work the images
from the dataset were suitably processed so as to be used in selected CNNs.

In this work, identically to the Savitaipale Study dataset, all the retinal images are pro-
vided with additional data on clinical parameters (age, AVR, BMI, DBP, SBP and others).
More specifically, the parameters of the interest are age and AVR. However, values of all
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the parameters, except age, were non-uniformly distributed [28].

4.2 Evaluation metrics

The network performance evaluation metrics MAE and R2 described in [8,28] were used
and results were compared with those in the work of Laatunen and Poplin et al. The
MAE’s formula is

MAE =
1

N

N∑
i

|ŷi − yi|

where N is the number of responses, ŷi is the predicted value of clinical parameter for
retinal image i and yi is the ground-truth value for this image. A baseline MAE value was
used from the work of Laatunen [28]. The coefficient of determination R2 is calculated
as

R2 = 1−
∑N

i (yi − ŷi)2∑N
i (yi − ȳi)2

where ȳi is the mean value of the correct responses.

4.3 Model pre-training

As it was mentioned earlier, the DenseNet-201, Inception-ResNet-v2 and NASNet-Large
networks are pre-trained with the ImageNet dataset. For the pre-training with the Eye-
PACS dataset the weights of the aforementioned networks have to be updated. Therefore,
the following pre-training process was organized. First, a multi-class classification prob-
lem of detecting the retinopathy level was stated and the dataset was divided into four
classes (according to the described levels) [34]. Then, the dataset was split into training
and validation sets, with a respective ratio of 80% to 20%. Each network was trained
until it met the following validation criterion: the accuracy value had not changed for five
iterations. The number of epochs, learning rate hyperparameter values and batch sizes
are presented in Table 1. Note that the batch size value for the NASNet-Large network
is lower due to the high computation requirements. The accuracy of the pre-training pro-
cess of each network is around 71%. Finally, all the pre-trained networks were saved and
prepared for the fine-tuning with the Savitaipale dataset.
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Table 1. Hyperparameter selection for the pre-training with the EyePACS dataset

DenseNet-201 Inception-ResNet-v2 NASNet-Large
Number of epochs 70 60 50
Learning rate 1e− 5 1e− 5 1e− 5
Batch size 64 64 32

4.4 Experiment 1: Age prediction utilising models pre-trained with
ImageNet and EyePACS datasets

In this part, details on fine-tuning, visualisation implementation and results for age pre-
diction are described. The overall process of the fine-tuning was divided into three con-
nected launches. Each network was training for three rounds with different hyperparam-
eter values and the results of each launch were connected to the further one with weights
being updated until the last launch. In order to get informative results the fine-tuning
process was constructed in the form of two different approaches: one could utilise the
"weights freezing" technique described in Section 3.1.1 for the whole training process
(next, "frozen"), or one could use this method only for the first training round (next,"not
frozen"). The number of epochs for each round was selected experimentally based on the
following validation criterion: the MAE value should not have changed for more than ten
iterations.

The experiment described in this section is based on the CNNs pre-trained with the Ima-
geNet and EyePACS datasets. As it was mentioned earlier, those networks implemented
in MATLAB are already pre-trained with the ImageNet dataset, thus, the pre-training was
used only for the EyePACS dataset. The overall algorithm of the pre-training with the
EyePACS dataset is described in Section 4.3. Weights of the DenseNet-201, Inception-
ResNet-v2 and NASNet-Large networks were modified and then used in the fine-tuning
process with the Savitaipale dataset. This experiment started with fine-tuning each net-
work pre-trained with the ImageNet dataset with the Savitaipale dataset using the "weights
freezing" method and without it. For each network, corresponding values of hyperparam-
eters were selected and initialised as following: Gradient Decay Factor (GDF) was set to
0.9 and Squared Gradient Decay Factor (SGDF) to 0.99, the learn rate drop factor to 0.1
and L2 regularization factor to 0.001. The performed initialisation is identical to the one
in [28]. Adam optimizer was selected as the optimization algorithm. The learn rate drop
period was set to 10. Also, in the last fully-connected layer, Weight Learn Rate Factor

and Bias Learn Rate Factor parameters were set to 15 so as to speed-up the training pro-
cess in this layer. The fine-tuning was conducted with the batch size values being set to
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32 or 64 (the actual value depended on the concrete launch). In the case of fine-tuning
the networks pre-trained with the EyePACS dataset, the hyperparameter selection was the
same (except the number of epochs, learning rate and batch size).

The performance of all the launches of each network pre-trained with the ImageNet
dataset is reported in the graphs below. More specifically, the performance of the DenseNet-
201 network is depicted in Fig. 19 and 20, of the Inception-ResNet-v2 network is depicted
in Fig. 21 and 22 and of the NASNet-Large network is depicted in Fig. 23 and 24. By
looking at the presented graphs, one may conclude that the DenseNet-201 and NASNet-
Large networks with and without utilised "weights freezing" technique show overall good
convergence. The Inception-ResNet-v2 network with "weights freezing" technique shows
good convergence also, however the same network without applying this technique shows
good convergence only for two launches, whereas, at the beginning of the third launch
(see Fig. 22, the performance plunges and does not show any growth.

The graphs of the fine-tuning performance of the networks pre-trained with the Eye-
PACS dataset can be seen from Appendix 1. More specifically, the performance of the
DenseNet-201 network is depicted in Fig. A1.1 and A1.2, of the Inception-ResNet-v2
network is depicted in Fig. A1.3 and A1.4 and of the NASNet-Large network is depicted
in Fig. A1.5 and A1.6. By looking at the presented graphs, one may conclude that the
DenseNet-201 and NASNet-Large networks with and without the utilised "weights freez-
ing" technique show overall good convergence. The Inception-ResNet-v2 network with
the "weights freezing" technique also shows good convergence. However, the same net-
work without applying this technique shows good convergence only for two launches,
whereas, at the beginning of the third launch (see Fig. A1.4), the performance plunges
and does not show any growth.

On these charts, the results are organised as following. Blue solid lines represent the re-
sults acquired according to the RMSE evaluation metric – a default metric used in MAT-
LAB. The orange solid lines, instead, represent loss function results. Finally, the dashed
lines, both for the RMSE and loss function graphs, represent the validation set results.



33

a) b)

c)

Figure 19. The fine-tuning performance of the DenseNet-201 network pre-trained with the Ima-
geNet dataset and with the "weights freezing" technique applied: a) the first launch, b) the second
launch, c) the third launch. Blue solid lines represent the RMSE results, the orange solid lines
represent loss function results and the dashed lines – validation results for each metric.

a) b)

c)

Figure 20. The fine-tuning performance of the DenseNet-201 network pre-trained with the Im-
ageNet dataset and without the "weights freezing" technique applied: a) the first launch, b) the
second launch, c) the third launch. Blue solid lines represent the RMSE results, the orange solid
lines represent loss function results and the dashed lines – validation results for each metric.
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a) b)

c)

Figure 21. The fine-tuning performance of the Inception-ResNet-v2 network pre-trained with the
ImageNet dataset and with the "weights freezing" technique applied: a) the first launch, b) the
second launch, c) the third launch. Blue solid lines represent the RMSE results, the orange solid
lines represent loss function results and the dashed lines – validation results for each metric.

a) b)

c)

Figure 22. The fine-tuning performance of the Inception-ResNet-v2 network pre-trained with the
ImageNet dataset and without the "weights freezing" technique applied: a) the first launch, b) the
second launch, c) the third launch. Blue solid lines represent the RMSE results, the orange solid
lines represent loss function results and the dashed lines – validation results for each metric.
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a) b)

c)

Figure 23. The fine-tuning performance of the NASNet-Large network pre-trained with the Ima-
geNet dataset and with the "weights freezing" technique applied: a) the first launch, b) the second
launch, c) the third launch. Blue solid lines represent the RMSE results, the orange solid lines
represent loss function results and the dashed lines – validation results for each metric.

a) b)

c)

Figure 24. The fine-tuning performance of the NASNet-Large network pre-trained with the Im-
ageNet dataset and without the "weights freezing" technique applied: a) the first launch, b) the
second launch, c) the third launch. Blue solid lines represent the RMSE results, the orange solid
lines represent loss function results and the dashed lines – validation results for each metric.
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This experiment was performed on an NVIDIA GeForce GTX 1080 Ti with 11 gigabytes
of GDDR5X memory. Overall training time for each network is reported in Table 2. The
distribution of the hyperparameter values is given in Tables 3, 4 and 5.

Table 2. Overall training time of the used networks

Models pre-trained with the ImageNet dataset
DenseNet-201 (min) Inception-ResNet-v2 (min) NASNet-Large (min)
Frozen Not frozen Frozen Not frozen Frozen Not frozen

274 641 143 701 296 2825
Models pre-trained with the EyePACS dataset

Frozen Not frozen Frozen Not frozen Frozen Not frozen
175 627 158 939 321 2227

Analysing the results achieved from the networks pre-trained with the ImageNet, one can
mention that the most considerable results were achieved for cases where the "weights
freezing" technique was used only for the first launch. For MAE evaluation metric the
results are as follows: NASNet-Large network achieved 3.46 , DenseNet-201 network
achieved 3.59 and Inception-ResNet-v2 network achieved 3.78. Given that the baseline
for the age parameter was taken from [28] and set to 5.74, all the networks used in the
current work demonstrated better performance. Next, the results acquired for the R2 met-
ric are as follows: the NASNet-Large network achieved 0.49, the DenseNet-201 network
achieved 0.41 and the Inception-ResNet-v2 achieved 0.44. It is important to note that,
even though the NASNet-Large network achieved the best results, from the Table 2 it
follows that the training process lasted too many iterations and, moreover, from Fig. 24 it
can be seen that this CNN required a lot of computational resources. One may conclude
that the best trade-off in terms of the computational cost as well as R2 and MAE values
is provided by the DenseNet-201 network, which thus could be considered as the most
suitable one for the age prediction task.

From the first part of the experiment, in which the networks pre-trained with the Eye-
PACS dataset were used, it can be seen that the most considerable results were achieved
for cases where the "weights freezing" technique was used only for the first launch (as well
as for the part, in which the networks were pre-trained with the ImageNet dataset). For
MAE evaluation metric the results are as follows: the NASNet-Large network achieved
3.68 , DenseNet-201 network achieved 3.49 and Inception-ResNet-v2 network achieved
3.85. Given that the baseline for the age parameter was taken from [28] and set to 5.74,
all the aforementioned networks demonstrated better performance. Next, the results ac-
quired for the R2 metric are as follows: the NASNet-Large network achieved 0.45, the
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DenseNet-201 network achieved 0.59 and the Inception-ResNet-v2 achieved 0.39. Simi-
larly to the first part of the experiment, even though the NASNet-Large network achieved
promising results, from the graphs presented in Fig. A1.6 and Table 2 it follows that the
training process lasted too many iterations and, moreover, required a lot of computational
resources. One may conclude that the best trade-off in terms of the computational cost as
well as R2 and MAE values is provided by the DenseNet-201 network, which thus could
be considered as the most suitable one for the age prediction task.

Table 3. Hyperparameter selection for the first launch

Models pre-trained with the ImageNet dataset
DenseNet-201 Inception-ResNet-v2 NASNet-Large

Frozen Not frozen Frozen Not frozen Frozen Not frozen
Number of epochs 60 30 60 30 15 15
Learning rate 1e− 5 1e− 5 1e− 5 1e− 5 1e− 5 1e− 5
Batch size 32 32 32 32 32 32

Models pre-trained with the EyePACS dataset
Frozen Not frozen Frozen Not frozen Frozen Not frozen

Number of epochs 30 30 30 30 20 20
Learning rate 1e− 5 1e− 5 1e− 5 1e− 5 1e− 5 1e− 5
Batch size 32 32 32 32 32 32

Table 4. Hyperparameter selection for the second launch

Models pre-trained with the ImageNet dataset
DenseNet-201 Inception-ResNet-v2 NASNet-Large

Frozen Not frozen Frozen Not frozen Frozen Not frozen
Number of epochs 30 30 30 30 15 15
Learning rate 1e− 5 1e− 6 1e− 5 1e− 6 1e− 5 1e− 5
Batch size 32 64 32 64 16 16

Models pre-trained with the EyePACS dataset
Frozen Not frozen Frozen Not frozen Frozen Not frozen

Number of epochs 30 30 30 30 20 20
Learning rate 1e− 5 1e− 5 1e− 5 1e− 5 1e− 6 1e− 6
Batch size 16 16 16 16 16 16
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Table 5. Hyperparameter selection for the third launch

Models pre-trained with the ImageNet dataset

DenseNet-201 Inception-ResNet-v2 NASNet-Large
Frozen Not frozen Frozen Not frozen Frozen Not frozen

Number of epochs 30 30 30 30 30 30

Learning rate 1e− 4 1e− 4 1e− 4 1e− 4 1e− 4 1e− 4

Batch size 64 32 64 32 32 32

Models pre-trained with the EyePACS dataset

Frozen Not frozen Frozen Not frozen Frozen Not frozen

Number of epochs 30 30 30 30 30 30

Learning rate 1e− 4 1e− 4 1e− 4 1e− 4 1e− 4 1e− 4

Batch size 32 32 32 32 32 32

4.4.1 Weights visualisation

In this section, visualisations of the CNNs’ activations in the form of heat-maps are pre-
sented, in which areas corresponding to the age parameter were studied. Note that the
visualisations presented in this section are based on the MAE metric results described
above. The other graphs are presented in Appendix 1. The visualisation relies on the CAM
method described in Section 3.2. Although this method was designed for multi-class clas-
sification problems, it can be applied to the regression problem due to the possibility of
visualising activations of any selected layer. The first network which was inspected was
the DenseNet-201 pre-trained with the EyePACS dataset and "weights freezing" tech-
nique applied at the first launch. To demonstrate the results, an example of the image was
chosen visually, for which a layer-wise visualisation was produced. The most interesting
results of the CAM method received from the image with optic disc position on the right
are presented in Fig. 25. The CAM images were received from every fifth concatenation
layer of the DenseNet-201 network, in order to produce a layer-wise picture of the training
process. As the image intensity values were normalized, the colour bar had values scaled
between 0 and 1, where 1 stands for the area with the largest activation values (the red
coloured area). By looking at the depicted activations, one could say that during the train-
ing process the studied network highlighted structures related to the blood vessels that
are responsible for the age prediction (row 1 col.4 and row 2 col.1). Results of the other
layer-wise activations form Fig. A1.7, A1.8 and A1.9 showed highlighted aforementioned
blood vessels areas at the same positions.
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Comparing to the results obtained by Poplin et al. [8], one can notice that the highlighted
areas for the age prediction are blood vessels. However, the results achieved in this work
might be incomparable to those from the work by Poplin et al. due to the fact that their
model was trained with a different dataset.

The visualisation of activations received from the Inceptions-ResNet-v2 and NASNet-
Large networks pre-trained with the ImageNet dataset and with "weights freezing" tech-
nique applied at the first launch is depicted in Fig. 26 and 27. For the Inception-ResNet-
v2 network, the layer-wise activations were received from the first convolutional layers
of each block. For the NASNet-Large network, the layer-wise activations were received
from each concatenation layer. By analysing these results, one can notice that the high-
lighted areas in the activation maps do not correspond to any area from the original retinal
image. For example, the visualisation of the Inception-ResNet-v2 network activations
do not highlight any specific area during the training process and only by the end of it
(the last two images), areas not corresponding to any retinal part are highlighted. In the
case of the NASNet-Large network, the layer-wise visualisation results show randomly
highlighted areas during the training process, which do not correspond to retinal parts.
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Figure 25. Visualisation of the activations from the "not frozen" DenseNet-201 network pre-
trained with the EyePACS dataset.
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Figure 26. Visualisation of the activations from the "not frozen" Inception-ResNet-v2 network
pre-trained with the ImageNet dataset.
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Figure 27. Visualisation of the activations from the "not frozen" NASNet-Large network pre-
trained with the ImageNet dataset.

4.4.2 Comparison to other methods

The results for evaluation metrics achieved during the first experiment are compared
against the works by Laatunen [28] and Poplin et al. [8]. These works had been se-
lected as they are very closely related to the research conducted in this thesis (note that
this work is a continuation of the work done by Laatunen). As it was mentioned in the
work of Laatunen, the results achieved by Poplin et al. differ from that work in terms of
sizes of the datasets and variation of parameter values. Table 6 shows the results acquired
for the MAE evaluation metric applied to the DenseNet-201, Inception-ResNet-v2 and
NASNet-Large networks pre-trained with the ImageNet dataset with the results achieved
from the previously described works for the age prediction task. It can be seen that the
MAE values from the work of Poplin et al. are the lowest, however they cannot be di-
rectly compared to the results achieved during the first experiment due to the differences
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between datasets. Laatunen reported about the MAE value equal to 3.73 for the Inception-
v3 network, which is slightly higher than the values received from the NASNet-Large
network with the "weights freezing" technique applied and the DenseNet-201 network
without this technique (3.46 and 3.59 respectively). Thus, one may conclude that the
networks used in this thesis produce better predictions.

Table 7 compares results achieved for the R2 metric after being applied to the DenseNet-
201, Inception- ResNet-v2 and NASNet-Large networks pre-trained with the ImageNet
dataset against the results achieved by Laatunen in [28] and Poplin et al. in [8], all done
for the age prediction task. The negative R2 values indicate that the trained model fits
worse to the data than a simple average. The result achieved by Poplin et al. shows that
their model fits better to their data. In comparison with the work of Laatunen, the result
form the Inception-v3 network was 0.41. The DenseNet-201 network from this study had
the same R2 value (0.41) and the NASNet-Large network reached a slightly higher result
(0.49).

For the DenseNet-201 and NASNet-Large networks pre-trained with the EyePACS dataset
the results are slightly lower than the values achieved by Laatunen (3.49 and 3.68 against
3.73). The Inception-ResNet-v2 network did not outperformed any aforementioned model.
In the R2 comparison, due to the fact that the negative R2 values indicate that the trained
model fits worse to the data than a simple average, results from the networks with the
"weights freezing" technique were rejected. The DenseNet-201 network from this study
had the R2 value equal to 0.59, Inception-ResNet-v2 had the R2 value equal to 0.39 and
NASNet-Large network had the R2 value equal to 0.45.

Table 6. MAE comparison to works of Laatunen [28] and Poplin et al. [8]

Models pre-trained with the ImageNet dataset

DenseNet-201 Inception-ResNet-v2 NASNet-Large Laatunen Poplin et al.
Frozen Not frozen Frozen Not frozen Frozen Not frozen

9.62 3.59 6.97 3.78 6.42 3.46 3.73 3.26

Models pre-trained with the EyePACS dataset

Frozen Not frozen Frozen Not frozen Frozen Not frozen

5.7 3.49 6.75 3.85 5.72 3.68 3.73 3.26
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Table 7. R2 comparison to works of Laatunen [28] and Poplin et al. [8]

Models pre-trained with the ImageNet dataset

DenseNet-201 Inception-ResNet-v2 NASNet-Large Laatunen Poplin et al.
Frozen Not frozen Frozen Not frozen Frozen Not frozen

-2.1 0.41 -0.8 0.44 -0.6 0.49 0.41 0.74

Models pre-trained with the EyePACS dataset

Frozen Not frozen Frozen Not frozen Frozen Not frozen

-0.26 0.59 -0.9 0.39 -0.33 0.45 0.41 0.74

4.5 Experiment 2: AVR prediction utilising models pre-trained with
ImageNet and EyePACS datasets

In this part, the networks, which showed good metrical results were used for the AVR
prediction task. In this way, the NASNet-Large and DenseNet-201 were used for the
fine-tuning with the AVR data from the Savitaipale dataset. Note that for the AVR, only
images of right eye were used, because images of the right eye were used to manually
determine the AVR [28]. Thus, there were only 1204 retinal images for the fine-tuning.
As well as in the previous experiment, the aforementioned networks were pre-trained
with the ImageNet and EyePACS datasets and next fine-tuned utilising "weights freezing
technique" only at the first launch. The hyperparameter values were taken similar to those
from the first experiment (see Section 4.4).

The performance of all the launches of each network pre-trained with the ImageNet and
EyePACS datasets is depicted in graphs below. More specifically, the performance of the
NASNet-Large network is presented in Fig. 28 and 29 and of the DenseNet-201 network
is presented in Fig. 30 and 31. On these charts, blue solid lines represent the results ac-
quired according to the RMSE evaluation metric – a default metric used in MATLAB.
The orange solid lines, instead, represent loss function results. Finally, the dashed lines,
both for the RMSE and loss function graphs, represent the validation set results. By
analysing the depicted graphs, one can mention that the DenseNet-201 network showed
good convergence both pre-trained with the ImageNet and EyePACS datasets. In con-
trast, by looking at the third launches of the NASNet-Large network, it is notable that the
performance dramatically goes down and does not show any considerable growth. This
experiment was performed on an NVIDIA GeForce GTX 1080 Ti with 11 gigabytes of
GDDR5X memory. Overall training time for each network is reported in Table 8.
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a) b)

c)

Figure 28. The fine-tuning performance of the NASNet-Large network without the "weights
freezing" technique applied: a) the first launch, b) the second launch, c) the third launch. Blue
solid lines represent the RMSE results, the orange solid lines represent loss function results and
the dashed lines – validation results for each metric.

a) b)

c)

Figure 29. The fine-tuning performance of the NASNet-Large network without the "weights
freezing" technique applied: a) the first launch, b) the second launch, c) the third launch. Blue
solid lines represent the RMSE results, the orange solid lines represent loss function results and
the dashed lines – validation results for each metric.
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a) b)

c)

Figure 30. The fine-tuning performance of the DenseNet-201 network without the "weights freez-
ing" technique applied: a) the first launch, b) the second launch, c) the third launch. Blue solid
lines represent the RMSE results, the orange solid lines represent loss function results and the
dashed lines – validation results for each metric.

a) b)

c)

Figure 31. The fine-tuning performance of the DenseNet-201 network without the "weights freez-
ing" technique applied: a) the first launch, b) the second launch, c) the third launch. Blue solid
lines represent the RMSE results, the orange solid lines represent loss function results and the
dashed lines – validation results for each metric.
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Table 8. Overall training time of the used networks

The networks pre-trained with the ImageNet dataset
DenseNet-201 (min) NASNet-Large (min)

604 3878
The networks pre-trained with the EyePACS dataset

2116 3391

As the result, the DenseNet-201 network achieved 0.056 and 0.047 MAE values for the
models pre-trained with the ImageNet and EyePACS datasets respectively. The NASNet-
Large network achieved 0.054 and 0.052 MAE values for the models pre-trained with the
ImageNet and EyePACS datasets respectively. Given that the baseline for the AVR pa-
rameter was taken from [28] equal to 0.048, the only network which overcame this value
was the DenseNet-201 pre-trained with the EyePACS dataset. Considering R2 metric re-
sults, the DenseNet-201 network pre-trained with the ImageNet and EyePACS datasets
achieved -0.38 and -0.43 respectively. The NASNet-Large network pre-trained with the
ImageNet and EyePACS datasets achieved -0.19 and -0.29 respectively. As it was men-
tioned earlier, the negative R2 metric value shows that the trained model fits worse to the
data than a simple average. In addition, similarly to the previous experiment, the NASNet-
Large network required a lot of computational resources, which can be seen from Fig. 28
and 29 and Table 8.

4.5.1 Weights visualisation

By analogy with the previous experiment, the first inspected network was DenseNet-201
pre-trained with the EyePACS and ImageNet datasets and different retinal images from
the Savitaipale Study dataset were taken and tested. As the result, the most informative
visualisations were received from the retinal image with the optic disc on the right. The
results of the CAM method application are presented in Fig. 32 and 33. The process of
constructing the layer-wise representation remained the same as in the first experiment
(see Section 4.4). The image intensity values were normalized: the corresponding colour
bars have values associated to them that are distributed from 0 to 1, where 1 represents the
area with largest activation values (the red coloured area). By looking at the Fig. 32 one
can notice, that the resulting visualisations highlight a part of the vessels (row 1, col. 4)
and the optic disc (the third row) with the red colour. Moreover, in Fig. 33 it can be seen,
that the optic disc region is highlighted more accurately with the red colour. Visualisation
results from the NASNet-Large network pre-trained with the EyePACS and ImageNet
datasets are depicted in Fig. 34 and 35 respectively. The presented layer-wise activations
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did not show any connection between the highlighted regions and retinal parts.

Figure 32. Visualisation of the activations from the DenseNet-201 network pre-trained with the
EyePACS dataset.
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Figure 33. Visualisation of the activations from the DenseNet-201 network pre-trained with the
ImageNet dataset.
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Figure 34. Visualisation of the activations from the NASNet-Large network pre-trained with the
EyePACS dataset.
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Figure 35. Visualisation of the activations from the NASNet-Large network pre-trained with the
ImageNet dataset.

4.5.2 Comparison to other methods

In this section, the results of evaluation metrics are compared with the work of Laatunen [28]
as the most closely related work, in which the AVR parameter was studied. Table 9
shows the results acquired for the MAE evaluation metric applied to the DenseNet-201
and NASNet-Large networks pre-trained with the ImageNet and EyePACS datasets. For
comparison, the results achieved by the InceptionV3 and VGG-16 networks from the
work of Laatunen were taken. In this way, the InceptionV3 network achieved 0.061 and
VGG-16 network achieved 0.049 MAE values. The only network, which outperformed
aforementioned ones is the DenseNet-201 network pre-trained with the EyePACS dataset
(0.047 MAE value).

Table 10 compares results for the R2 metric achieved from the networks described above.
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The InceptionV3 and VGG-16 networks showed negative results (-0.33 and -0.17 re-
spectively), which means the models do not follow the trend of the data. However, the
DenseNet-201 network achieved -0.38 R2 value for the ImageNet pre-trained case and
-0.43 value for the EyePACS pre-trained case. The NASNet-Large network achieved -0.19
R2 value for the ImageNet pre-trained case and -0.29 value for the EyePACS pre-trained
case.

Table 9. MAE comparison to the work of Laatunen [28]

Models pre-trained with the ImageNet dataset

DenseNet-201 NASNet-Large Laatunen (InceptionV3) Laatunen (VGG16)
0.056 0.054 0.061 0.049

Models pre-trained with the EyePACS dataset

0.047 0.052 – –

Table 10. R2 comparison to the work of Laatunen [28]

Models pre-trained with the ImageNet dataset

DenseNet-201 NASNet-Large Laatunen (InceptionV3) Laatunen (VGG16)
-0.38 -0.19 -0.33 -0.17

Models pre-trained with the EyePACS dataset

-0.43 -0.29 – –
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5 DISCUSSION

5.1 Current study

The DenseNet-201, Inception-ResNet-v2 and NASNET-Large networks showed promis-
ing results for the age prediction task during the pre-training with the ImageNet dataset
and fine-tuning with the Savitaipale dataset. The idea of dividing the fine-tuning process
into three launches with variation of the hyperparameter values and utilising the "weights
freezing" technique only in the first launch showed better results in terms of evaluation
metrics comparing to the results from the work of Laatunen [28]. However, the "weights
freezing" method applied to all the three launches showed mixed success: due to the fact
that during the training process only two layers had non-zero learning rate values, this ac-
celerated the training process, but the evaluation metrics and visualisations did not show
any notable results. Although retinal images do not have many complicated features,
training only two layers in a network with such data would not give any useful result. On
the other hand, for the age prediction task, pre-training with the EyePACS dataset showed
better results when applied to the DenseNet-201 network. The Savitaipale Study dataset
is too small and it is crucial to utilise such CNN architectures and hyperparameter values
that will give correct predictions. Due to the fact that the EyePACS dataset is larger than
the Savitaipale dataset, it is beneficial to focus on pre-training with this dataset, than with
the ImageNet. In addition, in the Savitaipale dataset, among the clinical parameters, only
the age parameter was distributed uniformly, other parameters had non-ideal data issues.
This led to the low accuracy and high computational cost of the models.

In the AVR prediction task, the data was not synthetically replicated which led to variance
in the R2 results. However, the DenseNet-201 network, pre-trained with the EyePACS
dataset outperformed the NASNet-Large network from this study and the InceptionV3 and
VGG-16 networks from the work of Laatunen in terms of the MAE metric. Moreover, the
significant difference in the training time between the DenseNet-201 and NASNet-Large
networks makes the former one to be the most promising model.

Visualisation of CNNs’ activations showed a lot of interesting results. The layer-wise
method of visualising the activations from the networks showed, that the most informa-
tive features are concentrated in the first layers of the networks. The experiments with the
AVR data showed several responsible areas for the AVR prediction in the retinal images.
However, the presented information by CAM seemed ambiguous. In the age prediction
task, the areas of the retinal images were highlighted mostly in a random way and did not
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show any correspondence with the age parameter data. Comparing to the visualisations of
the activations responsible to the age parameter prediction presented by Poplin et al. [8],
it is clear that in this thesis blood vessel areas were not recognized by utilized networks.
Note that the results from the work of Poplin et al. were achieved from the bigger datasets
with better distribution of the age parameter values. Moreover, in this work, the activa-
tions directly from the trained deep networks (the DenseNet-201, Inception-ResNet-v2
and NASNet-Large) were visualised and differs from the method of visualisation pre-
sented by Poplin et al., where two different networks were utilised for the regression
task and for the visualisation. The achieved results in this thesis help to understand the
behaviour of the deep CNNs.

The NASNet-Large network – the deepest one among the other networks, which supposed
to extract every feature from the Savitaipale dataset, showed results opposite to the expec-
tations. This leads to the conclusion, that in this retinal image analysis problem utilisation
of deep CNNs is not a key factor of good results.

5.2 Future work

Although positive results were achieved, the approach studied in this work requires im-
provements. More specifically, attention should be paid to the pre-training data and pro-
cess: pre-training with large public datasets based on retinal image studies should increase
the performance of selected networks. The fine-tuning process should be re-organized in
terms of the hyperparameters selection and more CNN architectures should be tested to
find the most suitable one. Instead of utilising common deep neural networks, another
possible way is to construct a new CNN architecture based on the studies conducted by
other researchers (for instance, [11, 54] studies). This is possible due to the fact that reti-
nal images do not contain a lot of complicated features, therefore to extract them it is not
necessary to use very deep CNNs.

In addition, another visualisation techniques, such as encoder-decoder network and at-
tention maps [8, 33] should be tested. These methods have proven to be more accurate
in highlighting the responsible retinal areas for selected clinical parameters. However,
the methods of visualisation deep regression networks’ activations should be investigated
further, for the better understanding the principles of their work.

Clinical parameters from the Savitaipale Study dataset require methods of non-ideal data
processing to be utilized. The SMOTE technique might be one of the possible meth-
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ods used in future work to overcome the problem of the clinical parameters with under-
represented values. Its implementation will make fine-tuning and visualisation of the
other clinical parameters more accurate and less computationally expensive.
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6 CONCLUSION

In this thesis, the problem of training and visualising CNNs’ activations for the age and
AVR clinical parameters in the retinal image domain was studied using deep learning
regression techniques provided by the DenseNet-201, Inception-ResNet-v2 and NASNet-
Large networks. More specifically, this thesis aimed at solving the problem of non-ideal
data distribution, visualising what the networks have learned and enhancing their perfor-
mance. The DenseNet-201 network showed promising results in terms of time required
for the training as well as regarding the results acquired for the MAE and R2 evaluation
metrics. The NASNet-Large network seemed to be more accurate, however it required
a lot of computational resources. Given that the performed experiments focused on the
age and AVR clinical parameters prediction task, such parameters as SBP and DBP were
not processed and studied. Visualisation task was successfully performed with all the
networks, however only results from the DenseNet-201 network pre-trained with the Eye-
PACS dataset for the age and AVR prediction tasks showed informative results. This leads
to the need of further study of the clinical parameters regression problem.
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Appendix 1. Results from the age prediction experiment

a) b)

c)

Figure A1.1. The fine-tuning performance of the DenseNet-201 network pre-trained with the
EyePACS dataset and with the "weights freezing" technique applied: a) the first launch, b) the
second launch, c) the third launch. Blue solid lines represent the RMSE results, the orange solid
lines represent loss function results and the dashed lines – validation results for each metric.

a) b)

c)

Figure A1.2. The fine-tuning performance of the DenseNet-201 network pre-trained with the
EyePACS dataset and without the "weights freezing" technique applied: a) the first launch, b) the
second launch, c) the third launch. Blue solid lines represent the RMSE results, the orange solid
lines represent loss function results and the dashed lines – validation results for each metric.

(continues)



Appendix 1. (continued)

a) b)

c)

Figure A1.3. The fine-tuning performance of the Inception-ResNet-v2 network pre-trained with
the EyePACS dataset and with the "weights freezing" technique applied: a) the first launch, b) the
second launch, c) the third launch. Blue solid lines represent the RMSE results, the orange solid
lines represent loss function results and the dashed lines – validation results for each metric.

a) b)

c)

Figure A1.4. The fine-tuning performance of the Inception-ResNet-v2 network pre-trained with
the EyePACS dataset and without the "weights freezing" technique applied: a) the first launch, b)
the second launch, c) the third launch. Blue solid lines represent the RMSE results, the orange
solid lines represent loss function results and the dashed lines – validation results for each metric.

(continues)



Appendix 1. (continued)

a) b)

c)

Figure A1.5. The fine-tuning performance of the NASNet-Large network pre-trained with the
EyePACS dataset and with the "weights freezing" technique applied: a) the first launch, b) the
second launch, c) the third launch. Blue solid lines represent the RMSE results, the orange solid
lines represent loss function results and the dashed lines – validation results for each metric.

a) b)

c)

Figure A1.6. The fine-tuning performance of the NASNet-Large network pre-trained with the
EyePACS dataset and without the "weights freezing" technique applied: a) the first launch, b) the
second launch, c) the third launch. Blue solid lines represent the RMSE results, the orange solid
lines represent loss function results and the dashed lines – validation results for each metric.
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Appendix 1. (continued)

Figure A1.7. Visualisation of the activations from the "not frozen" DenseNet-201 network pre-
trained with the ImageNet dataset.

(continues)



Appendix 1. (continued)

Figure A1.8. Visualisation of the activations from the "frozen" DenseNet-201 network pre-trained
with the ImageNet dataset.

(continues)



Appendix 1. (continued)

Figure A1.9. Visualisation of the activations from the "frozen" DenseNet-201 network pre-trained
with the EyePACS dataset.

(continues)
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