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The focus of this thesis is to utilize time series’ features in order to achieve better forecasting 

performance. Adaptive Neuro-Fuzzy Inference System (ANFIS) is used to acquire a fuzzy 

rule base, predicting the accuracy of individual forecasting models based on the features 

extracted from time series. With multiple such rule bases, one for every forecasting model, 

the expected best performing model can be selected based on the highest predicted accuracy.  

 

The model set used in this study includes naïve, seasonal naïve, random walk with drift, 

Theta, neural net and Holt exponential smoothing. Mean absolute scaled error (MASE) and 

symmetrical mean absolute percentage error (sMAPE) are used for evaluating these models. 

Most important features are selected with various dimensionality reduction algorithms. 

 

According to the results, ANFIS succeeds in individual model selection by providing a lower 

average error with respect to using a single forecasting model on a dataset of multiple time 

series. The best performance is acquired on a dataset with both seasonal and nonseasonal 

time series and both discrete and continuous features, where ANFIS has an average MASE 

error of 1.6017 compared to 1.9497 for random model selection and 1.6796 for best 

performing single model, resulting in 17.85 % and 4.63% lower errors respectively. 
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Tämän tutkielman tarkoitus on hyödyntää aikasarjadatan ominaispiirteitä parempien 

tulosten aikaansaamiseksi aikasarjamallintamisessa. Adaptive Neuro-Fuzzy Inference 

System (ANFIS) -algoritmia hyväksi käyttäen löydetään sumea sääntöpohja, joka ennustaa 

yksittäisen aikasarjamallin tarkkuutta tietyllä aikasarjalla hyödyntäen kyseisen aikasarjan 

ominaispiirteitä. Useilla tällaisilla sääntöpohjilla voidaan valita jokaiselle aikasarjalle 

parhaiten ennustava aikasarjamalli korkeimman ennustetun tarkkuuden perusteella. 

 

Tutkimuksessa käytetään seuraavia aikasarjamallintamisen algoritmeja: naive, seasonal 

naive, random walk with drift, Theta, neuroverkko ja Holt. Näiden mallien 

ennustetarkkuuden laskemisessa käytetään keskimääräistä absoluuttista skaalattua virhettä 

(MASE) sekä symmetristä keskimääräistä absoluuttista prosentuaalista virhettä (sMAPE). 

Tärkeimmät aikasarjojen ominaisuudet valitaan erilaisilla valinta-algoritmeilla. 

 

Tulosten perusteella ANFIS-metodologia onnistuu aikasarjamallin valinnassa saavuttamalla 

paremman ennustetarkkuuden kuin yksikään yksittäinen ennustemalli aikasarjajoukolla. 

Parhaat tulokset saavutetaan aikasarjajoukolla, jonka seassa on sekä kausittaista että 

tavallista aikasarjaa ja ominaispiirrejoukossa on jatkuvia sekä epäjatkuvia muuttujia. Tällöin 

saavutettu MASE on 1.6017, mikä on 17.85 % parempi kuin täysin satunnaisella 

aikasarjamallin valinnalla ja 4.63% parempi kuin parhaan yksittäisen mallin tulos.  
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1. Introduction 
 

Forecasting the future has been around for a long time and it covers many different aspects 

of our lives. Weather forecasting is probably the most well-known form of forecasting, and 

it has been exercised since the early human civilizations (Frisinger 2018). In fact, the term 

of forecasting itself was first introduced around one and a half centuries ago for daily weather 

forecasts of FitzRoy (Makridakis, Hyndman, and Petropoulos 2020a). In the more recent 

history, forecasting has been expanding to other fields such as economics, business, 

engineering and social sciences. The International Journal of Forecasting, which is the 

official publication of the International Institute of Forecasters, for instance, publishes 

research papers on a wide variety of topics such as marketing, operations, demographic, 

energy, climate, and crime just to mention a few (International Institute of Forecasters 2020). 

 

The increased utilization of forecasting can be partly explained by the vast rise in computer 

assisted decision making in the past decades, mostly fuelled by the Moore’s law (Moore 

1965). With computers getting faster and the computational power getting cheaper and more 

accessible, more and more complex problems can be solved. Early inventory demand 

forecasting after the second World War had to be done by mechanical calculators, reducing 

the possibilities of forecasting to simple and straightforward methods (Makridakis et al. 

2020a). Going forward several decades and artificial neural networks inspired by the human 

neuron structure of the brain are becoming very popular in solving complex problems 

previously unsolvable by humans with conventional procedures and mathematics (Abiodun, 

Jantan, Omolara, Dada, Mohamed, and Arshad 2018). 

 

Second reason for the forecasting to become more widespread is the rapid growth of 

available data and the value that it adds. Many companies across different industries are 

facing the era of big data providing larger amounts of information to work with while also 

shifting the competitive ground (Hassani and Silva 2015; Hewamalage, Bergmeir, and 

Bandara 2019; Tsay 2000). For example, large internet companies gather huge amounts of 

data over time which might be used to find anomalies in their server performance to avoid 

unusual behaviour (Hyndman, Wang, and Laptev 2015). Energy companies rely on more 

and more accurate electricity demand and generation forecasting in the face of new 

developments in the field (Hernandez, Baladron, Aguiar, Carro, Sanchez-Esguevillas, 
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Lloret, and Massana 2014). Smart Grids, Distributed Generation, Virtual Power Plants, 

Microgrids and Smart Buildings and Smart Environments all call for reliable forecasts in 

order to be working properly (ibid.). On the other hand, there are also many new data sources 

available in real time that provide new opportunities for forecasting. An online Machine 

learning competition platform Kaggle introduced a forecasting competition on March 2020 

to forecast the spread of COVID-19, where the results may provide crucial information for 

the National Academies of Sciences, Engineering, and Medicine’s (NASEM) and the World 

Health Organization (WHO) on how the virus behaves (Kaggle 2020), potentially saving 

numerous of lives. 

 

1.1. Objectives, limitations and main questions of the thesis 
 

Because of the high importance of the forecasting in the various fields mentioned, it is easy 

to see that the performance of the forecasts is also of high importance and might in some 

cases even be vital. Achieving a good performance, however, is not always a straightforward 

task. First of all, performance of a forecast can be defined in multiple ways. Second, 

maximizing a performance on one factor usually affects the other factors. In the most 

common example, minimizing the error by using a more sophisticated model in the hope of 

better accuracy, might also increase the computational costs and reduce the interpretability 

of the fitted model. Thus, choosing the best performing model is an ambiguous task and 

depends on the need of individual forecasting task. These kinds of problems have led to a 

wide diversity of studies on various different aspects concerning the performance of 

forecasts and how to improve it. 

 

The aim of this thesis is to propose a methodology for individual model selection to achieve 

better forecasting accuracy and to examine the current state of time series forecasting. The 

model selection is based on Adaptive Neuro-Fuzzy Inference System (ANFIS), which uses 

features of univariate time series as an input and suggests the model which will most likely 

produce the best performance on the given series. The model is trained and tested with the 

M4 competition dataset, which includes 100 000 time series, thus providing a good 

benchmark for this kind of model development. The M4 competition and other time series 
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competitions will be explained in a separate chapter on competitions. The dataset used in 

this study is presented in its own corresponding chapter. 

 

The study relies on theory on improving the performance of time series forecasting and 

especially on how the selection of the best model out of a set of forecasting models can be 

done. Model performance and comparability of that performance are reviewed to provide 

thorough understanding of these subjects since they play a key role in evaluating the 

individual models and thus also in the selection of the best model. Also, the diversity in 

different time series based on their characteristics is made use of. 

 

The main questions of this study are as follows: 

 

1. Is there a way to extract the most important features of time series in order to train 

a meta-learning algorithm which predicts the performance of a forecasting model 

based on those features? 

2. How can time series features be utilized in selecting the most adequate forecasting 

model with the aim of acquiring better forecasting accuracy and what is the best 

setup for doing so? 

3. How well does the ANFIS selected model actually rank among the set of models and 

can it be used to find the worst performing models? 

 

In order to answer these questions, multiple benchmark models are introduced to form a set 

of available models to be used for a forecasting task. The models include naïve methods, 

random walk with drift, Theta, neural network and Holt’s exponential smoothing. All of the 

time series used in the M4 competition are forecasted with all of these models and 

comparable MASE and sMAPE error measures are collected. A feature set from each time 

series is also extracted after which the most important features are chosen with various 

dimensionality reduction algorithms. 

 

A new dataset of the best features and the forecast errors is made for every forecasting model. 

After a train-validation-test split is done ANFIS methodology is applied to each of these 

training datasets to produce a fuzzy rule base for each forecasting model. These rule bases 
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predict the forecast error for each of the models based on the most important features used 

as inputs of the rule base. Thus, when training of this methodology is done and the rule bases 

are acquired, new time series can be assigned the most appropriate model to be used for 

forecasting by extracting their corresponding most important features. These features are 

used to acquire error predictions for all of the forecasting models and based on these error 

predictions, the best model would be the one with the lowest predicted error measure and 

thus used for forecasting on that time series. 

 

This study is limited to the usage of the simplest forecasting methods that often serve as 

benchmarks in time series forecasting research. This is due to their computational simplicity 

and wide availability in various programming languages. In addition, combining of forecasts 

of multiple models is left outside the scope of this study even though a strong case can be 

made in favour of it. This decision is done to keep the thesis within a reasonable scope while 

also laying a solid foundation for future research where combining might belong to. 

Assessing individual selection first serves as a good groundwork for combining multiple 

models since the latter often relies on similar methodologies for aggregating individual 

models’ forecasts.  

 

1.2. Structure 
 

The study starts off with a review of the state of time series forecasting with separate 

subchapters for time series competitions, individual model selection and combining of the 

models. The research papers examined provide a good ground on understanding the various 

directions of research and importance of the topic. Then, the basics of time series and their 

characteristics are briefly explained, followed by subchapters about various time series 

forecasting models, performance measures and conventional model selection in forecasting. 

The Adaptive Neuro-Fuzzy Inference System is presented in chapter 4, together with the 

methodology introduced by this thesis. The implementation of this study is done in chapter 

5 where the dataset is first presented followed by error and feature extraction. The selection 

of the most important features to be used in the study is presented in its own subchapter. 

Then, tuning and modelling with ANFIS is executed. Last chapter provides discussion and 

conclusions. 
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2. Literature review 
 

There are multiple ways to achieve better performance of forecasts. The main question 

arising is which model to use out of the wide variety to achieve good results (Fildes and 

Petropoulos 2015; Makridakis, Andersen, Carbone, Fildes, Hibon, Lewandowski, Newton, 

Parzen, and Winkler 1982). Machine learning and statistical libraries are offered in multiple 

different programming languages and many of them include a large repertoire of models to 

choose from. High level languages like Python, R and MATLAB offer various libraries, 

packages and toolboxes to choose from (Desai 2019; Hothorn 2020; MATLAB 2020). In 

addition to this, there are multiple new models and their variations being proposed all the 

time (see e.g. Bandara, Bergmeir, and Smyl 2020; Lange, Brunton, and Kutz 2020; McAlinn 

and West 2019; Zhang, Ren, and Yang 2020). 

 

2.1. Comparison studies 
 

A common way to approach the problem of choosing the best model is to compare two or 

more models on the same forecasting task, which then serves as a benchmark for 

comparison, with the goal of finding one or a set of models that are consistently better than 

the others. Armstrong (2006) underlines the value of this kind of empirical testing in his 

review of the development in the field of forecasting improvement. With this said, there is 

an enormous amount of studies on comparison of methods, approaching the matter from 

different viewpoints. For instance, a large-scale survey of Martínez-Álvarez et al. (2015) 

about electricity-related forecasting divides forecasting methods into linear, nonlinear, rule-

based, wavelet transform and other. They provide a summary of research papers in favour 

of each group over others, showing that there is clear variety in best performing models. 

Moreover, Ryll and Seidens (2019) perform a meta-analysis of over 150 articles on machine 

learning algorithms and stochastic methods in financial market forecasting. Their paper sums 

up that machine learning algorithms perform better than the stochastic methods, more 

specifically, they state that recurrent machine learning algorithms outperform simple feed 

forward models. To summarize some of the comparison studies conducted in different fields, 

Table 1 briefly presents 25 academic papers, their application area, data frequency, models 

and performance measures used as well as what model they found to be the best one.  
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Table 1. Comparison studies of forecasting methods 

Author Year Application area Models used Frequency Performance measure Best model 

Callen et al. 1996 Accounting earnings 
specific ARIMA cases (Brown-Rozeff, Griffin-Watts, 
Foster), ANN Quarterly MAPE, MAD, MSD 

Brown-Rozeff, 
Griffin-Watts 

Williams et al. 1998 Traffic flow SARIMA, Winters, KNN, ANN, average 15-minute MAE, APE SARIMA 
Prybutok et al. 2000 Ozone concentrations ANN, ARIMA, LR Daily MAD, RMSE ANN 
Tkacz 2001 GDP of Canada Naive, ANN, AR, ES, LR Quarterly MAE, MSE, AGS, MGN, Sign Mixed 
Smith et al. 2002 Traffic flow SARIMA, NAIVE, nonparametric regression 15-minute RMSE, MAD, MAPE SARIMA 
Taylor 2003 Electricity demand HW, SARIMA, DSHW Half-hourly MAPE DSHW 
Zhang 2003 Sunspot, lynx, GBPUSD ARIMA, ANN, ARIMA-ANN hybrid Weekly, Yearly MSE, MAD Hybrid 
Conejo et al. 2005 Electricity prices ARIMA, DR, TF, ANN, WL, SNaive Hourly FMSE, daily & weekly error DR, TF 

Taylor et al.  2006 Electricity demand 
DSARIMA, DSES, ANN, regression with PCA, SNaive, 
SNaive with error model 

Half-hourly, 
Hourly MAPE DSES 

Kihoro et al. 2006 
Airline, tourism, 
temperature SARIMA, ANN Monthly MED, MAD, PMC ANN 

Wang et al. 2009 River flow discharge ARMA, ANN, ANFIS, SVM, GP Monthly R, NSE, RMSE, MAPE ANFIS, GP, SVM 
Ahmed et al. 2010 M3 monthly dataset MLP, BNN, RBF, GRNN, KNN, CART, SVR, GPR Monthly sMAPE MLP, GPR 
Kisi 2010 Streamflow ARMA, ANN, WR Daily RMSE, MAE, R WR 
Valipour et al. 2013 Dam reservoir inflow SARIMA, ANN Monthly RMSE, MBE ANN 
Dong et al. 2013 Solar irradiance ESSS, ARIMA, ES, SES, RW 5-minute nRMSE ESSS 
Adebiyi et al.  2014 Dell stock price ARIMA, ANN Daily FE ANN 
Kane et al. 2014 H5N1 influenza ARIMA, RF Daily MSE RF 

Katris and Daskalaki  2015 Internet traffic 
FARIMA, ANN (MLP, RBF), FARIMA-ANN hybrid, HW, 
FARIMA-GRACH, ARIMA-GARCH Frames, Seconds RMSE, MAE, MAPE Hybrid 

Rahman and Ahmar 2017 Energy consumption ARIMA, HW Monthly MAE, RSS, MSE, RMSE HW 
Bouktif et al. 2018 Electric load LSTM, LR, RR, KNN, RF, GB, ANN, extra trees regression Half-hourly RMSE, MAE LSTM 
Siami-Namini et al. 2018 Financial, economic ARIMA, LSTM Weekly, Monthly RMSE LSTM 
Maleki et al. 2018 Water treatment plant ARIMA, ANN Daily RMSE, MAE, MSE, R Mixed 
Papacharalampous 
et al. 2018 

Temperature and 
precipitation ANN, SVM, NAIVE, AR, FARIMA, TBATS, Theta Monthly 

AE, RMSE, NSE, SD ratio, 
index of agreement, R Mixed 

Makridakis et al., 2018 M3 monthly dataset 
ES, ARIMA, Damped, Comb, Theta, SES, Holt, BNN, MLP, 
SNAIVE, SVR, GPR, RNN, GRNN, RBF, CART, KNN, LSTM Monthly sMAPE, MASE, CC 

Statistical 
methods 

Lago et al. 2018 Electricity prices 

AR, DSARIMA, WARIMA, WARIMA-RBF, ARIMA-GARCH, 
DSHW, TBATS, DR, TF, ARX, TARX, IHMARX, SNARX, fARX, 
fARX-Lasso, fARX-EN, MLP, RBF, SVR, SOM-SVR, SVR-
ARIMA, RF, XGB, DNN, LSTM, GRU, CNN Hourly sMAPE DNN, LSTM, GRU 
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One of the models considered in the literature the most is the ARIMA framework. Since the 

introduction by Box and Jenkins (1970), ARIMA has been compared to other methodologies 

a lot. Some scholars show that ARIMA and its extensions are better than other methods 

(Callen et al. 1996; Makridakis et al. 2018; Smith et al. 2002; Williams et al. 1998), while 

some show that it is outperformed (e.g. Kihoro et al. 2006; Lago et al. 2018; Siami-Namini 

et al. 2018). Similar kind of comparison research can be seen for widely used exponential 

smoothing (ES) methods, with also mixed results. Research of Katris and Daskalaki (2015), 

Lago et al. (2018) and Williams et al. (1998) state that the other methods outperform ES, 

while Dong et al. (2013), Rahman and Ahmar (2017), Taylor et al. (2006) show that ETS 

stands its ground as a solid methodology.  
 

Many of the studies show that more complex models tend to outperform simpler methods 

(e.g. Bouktif et al. 2018; Kane et al. 2014; Lago et al. 2018; Prybutok et al. 2000), while few 

(Callen et al. 1996; Makridakis et al. 2018; Williams et al. 1998) demonstrate the opposite. 

Makridakis et al. (2018) argue that this is due to the fact that many of the machine learning 

studies are with limited generalization, since often only a few time series are used, 

forecasting is done on a short horizon and the results are not compared to common 

benchmarks. In fact, their study shows that statistical models outperform the more 

sophisticated ones on a large dataset of 1045 time series and multi-step forecasting horizons. 

The machine learning models also introduce significantly higher computational complexity, 

while only half of the methods perform better than a simple seasonal Naïve model 

(Makridakis et al. 2018). A large comparison of Lago et al. (2018), however, compares 27 

statistical and machine learning forecasting models showing there is a clear division between 

the two groups, where machine learning models show statistically significantly better results. 

As a compromise, Katris and Daskalaki (2015) and Zhang (2003) show that combining 

machine learning models with statistical ones results in better performance, while some 

studies show mixed results between the two groups (Maleki et al. 2018; Papacharalampous 

et al. 2018; Tkacz 2001). 
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2.2. Time series forecasting competitions 
 

With all the earlier studies and their often-contradicting recommendations, finding the best 

model for a specific time series is quite difficult and sometimes even an impossible job. This 

is mostly because there is no one-for-all exhaustive comparison study on when to use which 

methodology. Individual researchers cannot compare all of the possible models on all 

different fields on all kinds of data.  

 

To at least partly address this issue, Makridakis et al. (1982) introduced time series 

forecasting competitions, later to be named M-competitions. The first M-competition was 

held in 1982 with 1001 time series to be forecasted with 24 different methods, emphasizing 

the importance of choosing the right model both from theoretical and practical point of view 

(Makridakis et al. 1982). The authors state that all models differ from each other as do the 

forecasting needs, explaining the need for such competition and the interpretation of the 

results. The first competition was followed by M2 in 1993, M3 in 1998 and M4 in 2018, 

with 29, 3003 and 100 000 time series respectively (Makridakis et al. 1993, 2020b; 

Makridakis and Hibon 2000). Each competition has extended the previous ones: M2 added 

judgmental approach; M3 increased the dataset, added accuracy measures and withheld the 

test set; M4 substantially increased the dataset, added high-frequency data, evaluated 

intervals and emphasized replicability (ibid.). Other forecasting competitions include Santa 

Fe, Neural network, Kaggle, GEFcom and KDD cup competitions (Hyndman 2020). 

 

The competitions have had some important empirical results on forecasting performance. 

First, competitions have shown that forecast horizon, performance measure and the 

characteristics of the time series affect the ranking of various methods. Different methods 

tend to perform differently depending on the performance measure and the type of time 

series and a longer horizon mostly increases errors. Expert knowledge used in the second 

competition did not seem to add much value compared to basic models and simpler methods 

tended to outperform pure machine learning models in every competition. In addition, 

combining was shown to outperform the individual methods being combined. This was 

especially the case in the last competition, where the top performing methodologies were 

dominated by combinatory approaches. (Crone et al. 2011; Makridakis et al. 1993, 2020b; 

Makridakis and Hibon 2000) 
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A downside to competitions is that usually the whole heterogenous competition set of time 

series is used to evaluate the models, which thus does not appreciate models that perform 

especially well on specific homogenous subsets (Makridakis et al. 2020a). Some scholars 

further address other issues of the competitions by commenting on the representativeness 

and the size of the used datasets, representation of the results, the conclusions that are drawn 

from the competitions, measures being used, possibilities of cheating and lack of information 

being provided by the organizers (e.g. Armstrong and Lusk 1983; Bontempi 2020; Chatfield 

2001; Granger 2001; Ord 2001). Others scholars suggest their thoughts on further 

improvements for the future competitions. (e.g. Armstrong 2001; Fry and Brundage 2020; 

Goodwin 2020; Hyndman 2001; Tashman 2001) 

 

2.3. Choosing the best individual forecasting model 
 

As it can be seen from the two previous sections, there is no clear winner model for every 

situation. In fact, even though finding the best model has been the goal of much of the 

previous research, a single model can only work well on a homogenous set of time series, 

implying that there is no single best model (Makridakis et al. 2020a) and individual model 

selection for each time series would thus provide better results (Fildes 2001). This 

conclusion was achieved already in the first forecasting competitions several decades ago 

(Makridakis et al. 1982). Fildes and Petropoulos (2015) demonstrate that the usage of 

individual method is preferred when there is variety across time series features, while one 

method across multiple time series is adequate if that method is the dominant model for the 

whole set of time series with similar features. Individual selection is usually favoured when 

the models used are uncorrelated. (Fildes and Petropoulos 2015; Petropoulos et al. 2014) 

This implies that usage of a specific method is justifiable if the method has been earlier 

proven dominant in applications concerning similar data. It also partly explains why no 

single model, but hybrids and combinations outperformed on a larger, more heterogenous 

M4 dataset. 

 

A selection of the best individual model can be done with information criteria, validation 

and cross-validation, judgment and assessment of time series characteristics (Petropoulos, 
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Kourentzes, Nikolopoulos, and Siemsen 2018). The first one is usually conducted based on 

Akaike Information Criterion (!"#) (Akaike 1974), Bayesian Information Criteron ($"#) 

(Schwarz 1978) or a modified version like the corrected !"# (!"#!) (Hurvich and Tsai 

1989). Information criteria can be used to find the optimal model structure among a specific 

family of models like ARIMA or Exponential smoothing (Hyndman and Khandakar 2008), 

but they do not work when comparing or combining completely different methods 

(Petropoulos et al. 2014). Validating the model performance by training and evaluating the 

method on separate independent samples has been found to provide better estimation results, 

since the in-sample error usually underestimates the out-of-sample error and different 

methods might rank differently among these errors (Barrow and Crone 2013; Tashman 

2000). Cross-validation extends simple validation by performing multiple splits and 

aggregating the results, thus providing a good generalization and helping in model selection 

(Arlot and Celisse 2010; Bergmeir and Benítez 2012). A downside of cross-validating is the 

need of a validation set, which might not be possible with smaller time series and multiple 

splits increase the computational time of the model selection (Petropoulos et al. 2018; 

Talagala, Hyndman, and Athanasopoulos 2018). 

 

Judgmental model selection is often performed by practitioners who believe to have 

additional knowledge or don’t trust the software enough (Petropoulos et al. 2018). Fildes et 

al. (2009) show that expert judgement can improve accuracy by adding supplementary 

knowledge, but it can also be biased and inefficient. The M2 competition, which 

concentrated on expert knowledge in forecasting, provides similar conclusions (Makridakis 

et al. 1993). While judgment has indeed some mixed results on whether it adds any accuracy 

to the forecasts, Petropoulos et al. (2018) show that judgmental model selection is at least as 

good as that of information criteria and expert judgment avoids the worst models more often. 

They also find that judgmental model-building and judgmental weighting of model 

combination outperforms both automatic information criterion based and individual 

judgmental model selection when exponential smoothing models are used for forecasting. 

 

Characteristic-based model selection relies on specific features of the individual time series 

(for instance, trend, seasonality, skewness, kurtosis) and can be done either by meta-learners 

(Lemke and Gabrys 2010; Talagala et al. 2018; Wang, Smith-Miles, and Hyndman 2009) or 

with expert rules (Adya, Collopy, Armstrong, and Kennedy 2001; Collopy and Armstrong 
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1992; Meade 2000; Vokurka, Flores, and Pearce 1996; Wang et al. 2009). Meta-learning 

provides an automatic model selection based on the features of each time series and the 

known performance of each model on that time series (Lemke, Budka, and Gabrys 2015; 

Lemke and Gabrys 2010). Expert rules-based selection on the other hand is not completely 

automated and might either require explicitly written rules by experts or some other form of 

user assessment before picking the best alternative out of the model pool (ibid.). Therefore, 

the latter are somewhat equivalent to the previously mentioned judgmental model selection. 

For instance, five forecasting experts formulate 99 rules based on the 18 features they obtain 

judgmentally for every time series in the methodology suggested by Collopy and Armstrong 

(1992). Wang et al. (2009) introduce both self-made rules and automatic decision tree-based 

ones after a self-organizing map is applied on time series dataset and their features. Feature-

based Forecast Model Selection (FFORMS) approach of Talagala et al. (2018) on the other 

hand exploits random forest algorithm in order to find the best model to be used. An 

automated meta-learning algorithm is trained in an offline phase, learning which models 

perform the best given the feature sets and the errors each model produced on each of the 

time series (ibid.). Many of the characteristic based model selection methodologies also 

extend single model selection by utilizing combination of individual models to further 

improve accuracy (Lemke and Gabrys 2010; Montero-Manso et al. 2020; Wang et al. 2009). 

 

2.4. Combining forecasts of multiple models 
 

While finding the best model for each time series has been found desirable and there are 

different methodologies for doing so, combining multiple methods’ forecasts is actually 

found to increase the forecasting accuracy of the individual methods being combined both 

in the forecasting competitions (e.g. Makridakis et al. 1982; Makridakis and Hibon 2000) 

and in many individual research papers (e.g. Barrow and Crone 2013; Lean, Shouyang, Lai, 

and Nakamori 2005; Wang and Petropoulos 2016). Bates and Granger (1969) have showed 

already in 1969 that even simple averaging of Brown’s exponential smoothing forecasts with 

Box-Jenkins adaptive forecasts provides lower errors than the forecasts of these models 

separately. Since then, combining has been researched a lot in the name of better forecasts. 

Armstrong (2001b) summarizes 30 researches on combining, showing that on average 

combining resulted in 12.5 % smaller errors. Clemen (1989) performs an enormous meta-
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analysis on 209 articles by categorizing and briefly summarizing each of them, showing the 

popularity of combining in research.  

 

The early popularity of combining holds up to date. In fact, increased performance of 

combining was selected the most important finding of the latest M4 competition, since all 

the top performing approaches were a combination (Makridakis et al. 2020b), with the first 

place going to Smyl (2020), who utilized exponential smoothing models together with 

recurrent neural networks. The second place went to the Feature-based Forecast Model 

Averaging (FFORMA) approach of Montero-Manso et al. (2020), which trained an extreme 

gradient boosting algorithm to find the optimal weights for combining 9 different forecasting 

models based on the features of each time series. This approach was an extension to 

FFORMS approach (Talagala et al. 2018) of single model selection.  

 

The better performance of combining is explained by hedging the maximum error, 

exploitation of individual models’ strengths and making more robust forecasts by avoiding 

misspecification (Lemke and Gabrys 2010; Timmermann 2006). An open question remains 

on how to best combine the separate models and acquire the optimal weights. (Claeskens, 

Magnus, Vasnev, and Wang 2016) In addition to simple averaging, the weights for 

combination can be acquired in many ways. Lemke and Gabrys (2010) use averaging with 

trimming, variance-based model, outperformance method and variance-based pooling for 

weighting models in their meta-learning algorithm. Kolassa (2011) uses AIC to combine 

exponential smoothing models, Wang et al. (2009) use decision trees and Petropoulos et al. 

(2018) use judgmental aggregation for model combining. 
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3. Basics of time series 
 

Time series forecasting concentrates on forecasting data that is time-dependent, usually with 

equal time steps between individual measures (Box, Jenkins, Reinsel, and Ljung 2016, 1–

2). Even though the data used in forecasting is discrete with equally spaced intervals, the 

underlying process is usually continuous and only recorded at specific time steps by 

sampling or aggregating the continuous variable at equal time steps (Chatfield 2001, 20–21). 

Stock prices are commonly denoted as closing price of each day and temperature forecasts 

are given on an hourly basis, even though the intraday price movement of stocks is 

sometimes very volatile, and the temperature might change even within a smaller time step. 

This means that there is also some value at any time even between these discrete time points, 

but the values are chosen to be represented at some specific intervals. Some time series, like 

yearly dividends, are discrete by nature (Chatfield 2001 pp. 20–21). Time series can also be 

intermittent, for example when a slowly moving demand item is in question and have to be 

addressed accordingly (Teunter and Duncan 2009).  

 

A universal equation for time series forecasting can be represented by a similar logic as of 

e.g. Tsay (2000): 

 

%&"#$ = ((*") + -"#$ (1) 

 

where %&"#$	is the value of the forecast at time 0 + 1, ( is some form of function of *" which 

represents the information set available at time 0. The last term -"#$ is the error at time       

0 + 1, also sometimes referred to as innovation or shock. The error term is a white noise 

component, implicating a mean of 0 and a constant variance 1%. The equation is interpreted 

such that the forecast at time 0 + 1 can be acquired by a model that utilizes the past 

information of the process being forecasted. In a multivariate setting, other processes can 

also be used to provide additional information (Cao, Mees, and Judd 1998).  

 

In addition to time-dependency, stationarity is another important characteristic that is typical 

for time series. A strictly stationary time series can be described as a process for which every 

subset containing equal amount of subsequent observations has the same properties 

regardless of the starting point of the subsets (Box et al. 2016, 24-29). A good example of 
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such process is the white noise process (ibid.). Weakly stationary process on the other hand 

has a constant mean, variance and autocovariance structure (Brooks 2014 pp. 252–253). 

 

Because of the time-dependency and possible non-stationarity of time series, forecasting 

differs significantly from other tasks such as regular classification and regression and special 

attention needs to be put in modelling (Brownlee 2019, 3) as well as other common 

methodologies such as cross-validation (Arlot and Celisse 2010). It is also important to 

understand that the models are fitted on the past data, which is equivalent of explaining the 

past, which stems from the idea that every process has some underlying data generating 

model (Breiman 2001; Makridakis et al. 2020a). However, this is not always the case with 

real data which is usually highly complex with the possibility of processes varying over time 

and changing the future behaviour significantly (ibid.).  

 

3.1. Common time series features 
 

Even though univariate time series are sequential values at different timesteps, they can be 

viewed as a single object, that can be separated from the other such objects based on its 

features (Wang, Smith, and Hyndman 2006). Time series can be commonly seen as a 

combination of three components: trend component, seasonal component and the residual. 

The classical way to calculate these three components is to first calculate the trend 

component with a moving average that smoothens the time series by counting an average 

value over a sliding window over the series (Hyndman and Athanasopoulos 2019). After 

this, the seasonal component can be calculated as the seasonal average from the de-trended 

time series and the rest would be considered the residual (ibid.). 

 

Another common set of characteristics include serial correlation or autocorrelation which 

measure the correlation between two values in time series. When this is calculated for the 

whole series, an autocorrelation function (acf) is obtained. Similarly, partial autocorrelation 

function (pacf) is also a function measuring the correlations between two timesteps but 

removes the compounding effect between these two. (Brooks 2014, 253, 266-267) 
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In addition to these basic characteristics there are several studies utilizing and describing 

other time series’ features. For instance, features used by Wang et al. (2006) for time series 

clustering include trend, seasonality, periodicity, serial correlation, skewness, kurtosis, 

chaos, nonlinearity and self-similarity. Hyndman et al. (2015) include 18 different features 

in their research on anomalous time series detection and Montero-Manso et al. (2020) exploit 

42 different time series characteristics in their meta-learning algorithm on combining model 

forecasts. Fulcher and Jones (2014) further extend the feature-base to thousands of 

interpretable features.  

 

There are 59 time series features used in this study and are mostly based on the first three 

papers. The exact features used are presented in Table 5 under their own corresponding 

chapter on feature extraction. 

 

3.2. Forecasting models used in this study 
 

This section introduces the individual models used in this study. The models include Naïve 

methods, random walk with drift, Holt exponential smoothing, Theta and simple neural 

network and are chosen mainly due to their computational simplicity which can be leveraged 

to include results on large time series data sets. Due to their structure, these models are 

commonly used as benchmarks in competitions and research papers as the baseline models. 

In addition, an emphasis is put on models that are univariate and work with seasonal and 

nonseasonal time series. It is important to notice that the purpose of this study is to construct 

a way to choose the best model out of a given universe of models, and it is in that sense 

irrelevant how well the models in that specific set of models perform in comparison to 

models outside that set. This study can be replicated and developed further with any chosen 

set of time series forecasting models. 

 

3.2.1. ARMA framework 

 

One of the most widely used time series modelling frameworks is the ARMA, which stands 

for autoregressive moving average. Even though it is not used in this study, it is worth briefly 

mentioning because it is often referred to and naive and random walk with drift models can 
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be seen as its special cases. The framework was introduced by Box and Jenkins (1970). It is 

a combination of an autoregressive (AR) part and a moving average (MA) part.  The general 

equation for ARMA is:  

 

%&"#$ = 2 + 3$%" + 3%%"&$ +⋯+ 3'%"&'#$ 

+	5$-" + 5%-"&$ +⋯+ 5(-"&(#$ (2) 

 

where 2 is a constant followed by autoregressive terms 3)%"&)#$	(7 = 1,… , :)	and the 

moving average terms 5*-"&*#$	(7 = 1,… , ;) and 3) and 5) are the parameter estimates for 

the lagged values %"&)#$ and the past error terms -"&)#$ respectively (Brooks 2014). The 

amount of lagged values of % and - used are generally expressed by ARMA(:, ;) notation, 

where : stands for the autoregressive lags and < for the moving average part (ibid.). 

This framework relies heavily on the stationarity condition of the data and cannot thus be 

used for non-stationary time series. ARIMA(:, <, ;) framework is an extension to assess 

this problem and stands for autoregressive integrated moving average. The integrated part 

of the framework means differencing the series < times to remove non-stationarity. Other 

alternative versions include SARIMA, VARIMA and ARIMAX, which take seasonality (S), 

multivariate time series forecasting (V) and exogenous variables (X) into consideration 

respectively. These extensions enable more specific modelling based on the time series one 

is forecasting. (Box et al. 2016, 305, 527, 533-534; Chatfield 2001, 50) 

 

3.2.2. Random walk 

 

The very basic model that can be used for time series forecasting is the random walk model. 

The term random walk was introduced in 1905 by Karl Pearson, by asking a question of a 

man’s location after taking = steps, each into a random location (Pearson 1905). It has been 

noted afterwards, that this kind of behaviour can be seen in many different applications. For 

example, Eugene Fama (1970) states that the random walk is closely related to the efficient 

market hypothesis. Based on this theory, either security prices or the returns follow a random 

walk model. This means that the price changes (or returns) are independent and identically 

distributed (i.i.d) (ibid.). Other applications of random walks include, for instance, biology, 
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ecology, medicine, computer science, mathematics and physics (Codling, Plank, and 

Benhamou 2008; Lovász 1993). 

 
Random walk equation is given by (Chatfield, 2001, 38): 

 

%&"#$ = %" + -"#$ (3) 

 

Differencing this kind of process would result in white noise. Because of this property, 

predicting future values of such a process is best done by assuming the future values being 

equal to the previous ones, hence the alternative name, naïve forecasts. A simple extension 

of this forecasting method is the seasonal naïve, which accounts for seasonality of the data 

by assigning the forecasted value equal to the last value of the same seasonal instance. 

(Hyndman and Athanasopoulos 2019) 

 

The theory of random walk can be extended to random walk with drift and random walk 

with trend. Security prices often fall in the first category, since the distribution of expected 

price changes has often a non-zero mean. (Fama 1970) This kind of behavior can be 

represented by: 

 

%&"#$ = 2 + %" + -"#$ (4) 

 

where 2 describes the drift term. This is a stochastic non-stationary process, which can  

induce at stationarity after differencing once (Brooks 2014, 355). The differenced model will 

differ from the white noise by having a non-zero mean, which is equal to the drift constant. 

Because of these properties, both random walk and random walk with drift can be expressed 

as special case of ARIMA(1,0,0) process where 3$ = 1, with the difference of only latter 

having a constant 2 (Chatfield 2001, 51; Hyndman and Athanasopoulos 2019). For time 

series with a positive drift term, the values will follow an upward rise as time goes by, while 

negative drift term will make it go downward. 

 

The second extension of the random walk is random walk with trend: 

 

%&"#$ = A%" + -"#$ (5) 
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where A describes the trend coefficient. This process is a deterministic non-stationary 

process and it is assumed that the trend is the only source of non-stationarity. Stationarity of 

such a process is achieved by de-trending, which can be done with a regression. While both 

random walk with drift and random walk with trend have a similar looking trending pattern, 

these have to be modelled in separate ways. De-trending a stochastic non-stationary process 

would not induce stationarity. On the other hand, differencing random walk with trend would 

not be sufficient since it would produce a nonconvertible moving average error structure. 

(Brooks, 2014, 356-357) 

 

3.2.3. Exponential smoothing 

 

Exponential smoothing is a group of models that was first introduced by Robert Brown 

(1959) and later extended by multiple authors. These models proved very successful at a 

time with limited computational power due to their simplicity and they even outperformed 

the more sophisticated ARIMA framework in the early M1 and M2 competitions 

(Makridakis et al. 2020a). In addition, a special form of exponential smoothing, called Theta 

won the M3 competition (Hyndman and Billah 2003). 

 

The basic form of exponential smoothing is the simple exponential smoothing: 

 

%&"#$ = C%" + C(1 − C)%"&$ + C(1 − C)%%"&% +⋯ (6) 

%&"#$ =FC(1 − C)*
"&$

*+,
%"&* + (1 − C)"ℓ, (7) 

 

where C ∈ [0,1] is the smoothing parameter and ℓ, is the estimated starting level at time 

0 = 0.  The equation shows the nature of exponential smoothing models, where every further 

lag has exponentially less and less weight on the forecast, hence the name, exponential 

smoothing. The methodology relies that the most recent values of % are the most important 

ones for future forecasting. (Hyndman and Athanasopoulos 2019) 
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An alternative form of representation is the component form: 

 

%&"#- = ℓ" (8) 

ℓ" = C%" + (1 − C)ℓ"&$ (9) 

 

where the first equation is the forecast equation and the second is the level equation and ℎ is 

the forecasting horizon (Hyndman and Athanasopoulos 2019). The simple exponential 

smoothing is often extended to Holt-Winters exponential smoothing, which includes trend 

and seasonal components (Chatfield 1978). The component form of additive Holt-Winters 

representation incorporates additional terms: 

 

%&"#- = ℓ" + ℎO" + P"#-&. (10) 

Q" = C(%" − P"&.) + (1 − C)(Q"&$ + O"&$) (11) 

O" = A(ℓ" − ℓ"&$) + (1 − A)O"&$ (12) 

P" = R(%" − ℓ"&$ − O"&$) + (1 − R)P"&. (13) 

 

where C, A, R	 ∈ [0,1] are the smoothing parameters for level (ℓ), trend (O) and seasonal (P) 

components respectively, S ∈ {4,12} is the seasonal frequency for quarterly and monthly 

data. (Hyndman and Athanasopoulos 2019) In addition to additive form, exponential 

smoothing models can include multiplicative components for both trend and seasonality and 

a damping coefficient in order to achieve a decaying trend (Gardner 1985, 2006). Some 

researchers show that exponential smoothing can be further extended to work with more 

complex seasonalities (Taylor 2003; Taylor and Snyder 2012). 

 

3.2.4. Neural network 

 

Neural network is a set of processors or neurons that are interconnected in such a way that 

was inspired by a brain-like structure. The most common structure consists of layers of 

neurons in which each neuron in a layer is connected to the other neurons in adjacent layers. 

The first layer, input layer, perceives the environment and transfers the information further 

into the structure via connections between sequent layers of neurons. The connection 

strengths are based on weights which affect the activation of neurons and thus the 
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information flow. The output of each neuron is based on the activation function, which takes 

the additive or multiplicative input values of previous neurons and applies a transformation 

to that value. The last layer in the structure is the output layer providing with the outputs of 

the network and the layers in between are called the hidden layers. (Goodfellow, Bengio, 

and Courville 2016, 13, 163-166; Schmidhuber 2015) 

 

The task of such a network is to optimize the weights so that the network behaves in a desired 

manner. For the most common type of learning, the supervised learning, this is done by 

minimizing the error function of predictions and the actual values. A gradient of the error 

function is calculated with respect to the weights within the network. Weights are adjusted 

such that the error is minimized by going in the opposite direction of the gradient. In order 

to adjust the weights under a network like structure, chain rule is needed to take into account 

the composite effects of partial derivatives. (LeCun, Bengio, and Hinton 2015) 

 

Neural networks can be shallow or deep depending on the amount of layers (Delalleau and 

Bengio 2011) and they can be separated to the basic feed-forward types and recurrent ones, 

which take time-dependence into consideration by allowing neurons to be affected by the 

neuron activations of earlier timesteps (Aggarwal 2018, 32-33). In addition to supervised 

learning, there is unsupervised learning, which is used to find patterns in unlabelled data, 

and reinforcement learning, where the desired behaviour of the network is encouraged by 

rewards (Schmidhuber 2015). A neural net with no hidden layers can be seen as a linear 

regression, where the output is just a weighted function of inputs (Hyndman and 

Athanasopoulos 2019). 

 

3.3. Model performance 
 

Time series forecasting consists of various possible models out of which one should choose 

the best one or a combination of best ones, which is done by assessing the performance of 

the different models on time series data (Armstrong and Collopy 1992). The performance is 

most commonly measured by the accuracy of the predicted outcome (ibid.). Other 

performance measures include ease of interpretation, ease of use, ease of using data, ease of 

implementation, credibility, speed, cost savings, time horizon and adaptiveness to change in 
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conditions (Chatfield 2001, 158; Yokum and Armstrong 1995). However, most studies show 

that accuracy is the most important measure among experts in various fields (ibid.).  

 

In univariate time series forecasting we try to predict the following point estimate %&"#$ with 

the past values %" , %"&$, … , %,. The difference between the estimate %&"#$ and the actual value 

%"#$ is referred as the error or residual and it is used to evaluate the accuracy of the model. 

For a well performing model, the residuals have a mean of zero, are uncorrelated, have a 

constant variance and are normally distributed. This is assessed by residual diagnostics. 

(Hyndman and Athanasopoulos 2019) 

 

3.3.1. Accuracy measures 

 

There are many different measures for accuracy based on residuals. Shcherbakov, Brebels, 

Shcherbakova, Tyukov, Janovsky, and Kamaev (2013) conducted a study of these measures 

used in time series forecasting by summarizing 22 different error measures, which can be 

divided into seven different groups. They state that different measures perform better than 

others depending on the residuals, and there are disadvantages in all of the measures. With 

a wide variety of different accuracy measures used in forecasting, most have some 

weaknesses and no single measure is superior over others in all criteria, making it impossible 

to choose the perfect measure for every situation (Armstrong and Collopy 1992; 

Shcherbakov et al. 2013). Gneiting (2011) summarizes this by counting the different 

accuracy measures being used in forecasting papers of four different peer-reviewed journals. 

He shows that even though the squared error is the most popular, absolute and absolute 

percentage errors are also widely used. 

 

For this study symmetrical mean absolute percentage error (sMAPE) and mean absolute 

scaled error (MASE) are chosen since these are the error measures chosen to evaluate the 

models in the latest M-competition and thus provide a good comparison measure for 

developing and testing models (M4 Team, 2018). These two measures are also scale-

independent, making it easier to evaluate across multiple time series (Makridakis et al. 

2020b). 
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3.3.2. sMAPE 

 

First error measure is the symmetrical Mean Absolute Percentage Error which was used 

already in the M3 competition. It was introduced by the organizers since it worked well with 

values close to zero and had symmetric boundaries: (Makridakis and Hibon 2000) 

 

(:V-W7XYP)	PZ![\ = F
2
ℎ
|%" − %&"|
(%" + %&")

∗ 100(%)	
/#-

"+/#$
(14) 

 

Hyndman and Koehler (2006) however point out the possibility of division by zero and the 

possible negative values as the weaknesses of this measure. They also criticize that the larger 

forecasts are penalized more than smaller ones for the same %". To address these issues with 

the initial measure, Makridakis et al. (2020) presented a revised version of the sMAPE: 
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where ℎ is the forecasting period, = is the number of data points in the training set, %" is the 

time series value and %"̀ is the estimation of the time series value at time 0. This provides 

only positive outcomes up to 200% and has the numerator of zero only in the case when both 

%" and %"̀ are zero. However, the penalty asymmetry still exists. 

 

3.3.3. MASE 

 

The second error measure used in M4 competition is the Mean Absolute Scaled Error which 

is calculated as 
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where all of the variables are the same as in sMAPE with an additional variable S that stands 

for the frequency of the data based on the simple seasonality. The calculation shows that the 

absolute errors of the model are scaled by the mean absolute error (MAE) of the seasonal 

naïve model in-sample errors. This means that S has the value 1 for yearly, 4 for quarterly, 

12 for monthly data 24 for hourly data. For other frequencies of daily and weekly time series 

it is 1 since these frequencies are often considered complex in nature and there are no clear 

seasonality patterns. (Makridakis et al. 2020b)  

 

For S values equal to 1 the scaling factor is equal to the basic naïve model in-sample MAE. 

The measure can be interpreted as being better, meaning giving smaller errors, than the 

average naïve or seasonal naïve model if MASE < 1 and worse if MASE > 1. It is worth 

noting that the scaling can also be done by some other benchmark model MAE instead of 

naïve. 

 

MASE was proposed by Hyndman and Koehler (2006), after finding several problems with 

commonly used measures. Their study shows that accuracy measures belonging to groups 

of scale-dependent measures, percentage error measures and relative error measures all have 

some important undesirable properties. Scale-dependent measures cannot for example be 

used among various datasets with different scales; percentage errors have the problem of 

being undefined or very skewed when the time series goes to zero or very close to zero and 

for relative errors, there is a similar problem, since the denominator containing benchmark 

errors can become very small (ibid.). MASE overcomes these issues and is undefined only 

when all of the in-sample values are equal, resulting in a denominator of zero (ibid.). Franses 

(2016) confirms the superiority of MASE statistically with the DM test by Diebold and 

Mariano (1995).  

 

Bergmeir and Benítez (2012), however, argue that because of the scaling factor of in-sample 

model errors, MASE might be hard to interpret and it also has some of the same issues that 

of relative measures, which scale the errors of one model with another. Even though the 

MASE tackles some problems by using the in-sample scaling, it still might introduce 

undesirable features when compared and averaged on different datasets, since the benchmark 

model might perform very differently across the datasets (ibid.). It is also vulnerable to very 

low MAE values of benchmark models (Davydenko and Fildes 2013). 



 34 

3.4. Conventional model selection 
 

The final model used in forecasting is selected by choosing the best one that we hypothesize 

to perform the best in predicting the future values. This means that the actual value of the 

model is seen when it is performing on new unobserved data. The true accuracy is thus only 

achieved when the actual value of % can be accessed. (Chatfield 2001) This might mean in 

an hour, week, or even a year for hourly, weekly and yearly data respectively. To assess this 

problem there are other ways of evaluating the model accuracy. 

 

One of the most common ways to select the model is to separate the whole dataset into two 

sets, training data and testing data. The model or a group of models is first trained on the 

training set assuming that this set is a good representation of the whole dataset and the future 

behaviour of the measured variable. Then after a model is fitted it is tested on the separate 

test set. This is done by producing forecasts on the whole length of test set and then 

measuring the errors of these forecasts. (Chatfield 2001; James, Witten, Hastie, and 

Tibshirani 2017) 

 

The idea behind separating the datasets is to replicate the forecasting situation, where the 

data that is forecasted is actually unknown to the model (Arlot and Celisse 2010). The 

problem with training and testing the model on a same dataset would result in overoptimistic 

results, since the model might overfit on the training set and not generalize well (ibid.). 

Training and testing a model on independent datasets results in out-of-sample errors, while 

training and testing the model on the same data produces in-sample errors (Abu-Mostafa et 

al. 2012, 18-23). The common approach of splitting the dataset to training and testing subsets 

is a simple example of error validation (Arlot and Celisse 2010). Performing this several 

times on different data splits would result in cross-validation, where the test set error is 

averaged among the splits (ibid.).  

 

The overall error of the model on a test set can be broken down to bias and variance and the 

irreducible error. Bias of the model can be seen as the training set error and is referred to as 

the error between the real-life measure and the model. This is usually larger for a simpler, 

unsophisticated models, which cannot capture the complexity of the problem. On contrary, 

more flexible models have usually less bias with a more complex model structure. The 
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difference in error between the training set and test set forecasts on the other hand is called 

variance. It describes the amount of error is presented when the model is trained on a specific 

training data. For variance the simpler models perform better since they generalize better, 

while the more complex and flexible models tend to overfit to datapoints of the training data 

and underperform for test data. High variance is commonly referred to as overfitting and 

high bias as underfitting. (Friedman et al. 2013, 37-38, 219-226) 

 

The optimal solution to the trade-off between these two is achieved by minimizing the 

overall error. Usually the overall error decreases as the flexibility of the model is increased 

due to more rapid decrease of the bias. However, after a certain point the rate of change of 

variance with increasing flexibility becomes equal with the decrease of bias and further 

increase in flexibility would also increase the overall error. Thus this point would be the 

optimal trade-off. (James et al. 2017, 33-36) 

 

Newest finding of Belkin et al. (2019) however imply that the trade-off can be further 

extended to a double-descending curve of error and model flexibility. Based on their study 

the test error can be lowered beyond the conventional minimum sweet spot of under- and 

overfitting by over-parametrization with a more complex model that drives the training and 

testing error further down. 
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4. Methodology 
 

This section briefly presents Adaptive Neuro-Fuzzy Inference System, ANFIS, the principal 

method used in the thesis and the way it is utilised to form a methodology for model selection 

in univariate time series setting.  

 

4.1. Adaptive Neuro-Fuzzy Inference System 
 

Fuzzy set theory extends the conventional set theory (of either belonging or not belonging 

to a set) by allowing each object to have a grade of membership on an interval from 0 to 1, 

where 0 represents not belonging to a set and 1 represents the opposite. Fuzzy sets theory 

was developed by Zadeh (1965) to account for imprecise classes that are common in the 

human thinking. Fuzzy logic is used to describe this multivalued logic in contrast to the 

alternative of dual or Boolean logic (Zimmermann 2001, 149-151). Fuzzy logic accounts for 

the inexactness commonly present in many real-world applications, which cannot be 

sufficiently modelled with conventional quantitative methodologies (Lee 1990). It also 

allows for inexact, uncertain and qualitative measurements to be taken into consideration 

(ibid.). 

 

Fuzzy inference system is a system composed of fuzzification interface, knowledge base, 

decision-making unit and defuzzification interface. The fuzzification interface measures the 

crisp input value of a variable and assigns it a degree of membership based on the 

membership function of each linguistic class. The membership functions are stored in the 

knowledge base together with the rule base, which stores the fuzzy if-then rules. The 

decision-making unit is through which the inference and decisions happen based on the 

fuzzified input value and the rule base of the system. Defuzzification transfers this decision 

back to crisp valued output. (Jang 1993; Lee 1990; Zimmermann 2001, 226–228) 

 

Adaptive Neuro-Fuzzy Inference System (ANFIS) is a combination of neural networks and 

fuzzy inference system in a neural net-like learning procedure for transforming human-like 

knowledge into fuzzy if-then rules. ANFIS is a 5-layer structure containing both adaptive 

nodes and fixed nodes based on their functionality. The first ones have changeable 
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parameters, while the latter ones do not change and only perform a certain calculation like 

multiplication of incoming node values. The procedure is optimized in such a way that 

minimizes the output error of the inference system with respect to the labelled actual values. 

This is done by optimizing the parameters in adaptive nodes corresponding to the premise 

and consequent parts of fuzzy reasoning where these parameters affect the membership 

function and the output function of consequents. (Jang 1993) 

 

ANFIS of Takagi and Sugeno type can be represented as follows. The first layer contains 

the premise parameters, which affect the structure and the position of the membership 

functions of each input. The membership function maps the input variable based on its grade 

of membership. The second layer calculates the product of the incoming values from the first 

layer and the third layer normalizes these values by calculating the proportions of each value 

of the second layer. Fourth layer optimizes the consequent parameters of a function of input 

variables and outputs a product of this result and the normalized weight from the previous 

layer. Fifth layer calculates the sum of these outputs to provide the overall result. The number 

of nodes in the first layer depends on the number of variables and their corresponding 

membership functions. Second, third and fourth layer have nodes equal to the amount of 

rules presented, which at the most would be the product of count of membership functions 

of every input. There is only a single output for the last layer. (Jang 1993) 

 

4.2. Model specification of this study 
 

ANFIS methodology (Jang 1993) is utilized for the purpose of this thesis with the goal of 

acquiring better forecasting results on univariate time series. The main idea is to find a fuzzy 

rule-base with which the accuracy of a specific forecasting model on a given time series 

would be estimated based on the characteristics of that time series. This is achieved by 

training an ANFIS structure with time series features as inputs and accuracy measure of a 

specific forecasting model as output. ANFIS algorithm optimizes the parameters in the 

adaptive nodes such that the inputs are mapped as well as possible to the given output for 

the whole training set of time series. Subsequently, after the rule-base is found, features of 

new time series could be fed into the rule-base to get the predicted accuracy of the 

corresponding forecasting model for which the rule-base was trained.  
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This is implemented by first conducting feature extraction for each time series of the training 

dataset and selecting the best features with a feature selection algorithm to be used as inputs 

of the ANFIS input layer. The accuracy measure used in the output layer is the error that is 

calculated based on the predictions of the forecasting model on each time series of the 

training set. ANFIS algorithm optimizes the membership functions by minimizing an error 

between predicted accuracy of a specific model and the actual accuracy of that model for 

every time series based on the input features. That way, the optimal membership function 

structures are sought for the input and output layers, corresponding to the fuzzification and 

defuzzification of the inference system. After training of ANFIS is done, the resulting fuzzy 

inference system is evaluated on new data. The same features are extracted from new time 

series and fed into the fuzzy inference system which calculates the predicted accuracy for 

the forecasting model on the new time series.  

 

To achieve the desired improvement in forecasting accuracy, ANFIS structure of this kind 

is developed for every model, resulting in 6 ANFIS structures. Based on the results of these 

6 structures, we acquire 6 different error predictions, one for every model. The forecasting 

model corresponding to the lowest predicted error is chosen for each new time series.  

 

The models used include naïve, seasonal naïve, random walk with drift, Theta, neural net 

and Holt. There are 2 error measures, MASE and sMAPE used for this study, doubling the 

number of ANFIS structures to 12. These two error measures are used to gain better 

generalization and follow the guidelines of the M4 competition. In addition to whole dataset, 

the study is also extended to use only seasonal and nonseasonal datasets. Altogether, this 

totals to 36 (6*2*3) ANFIS structures being calculated.  

 

ANFIS has many adjustable parameters that can be utilized for tuning the inference system. 

The main parameters that are used and changed in this study are the number of input 

variables, number of membership functions per input, membership function type and the 

number of epochs for the training phase. In addition, the actual features to be used are chosen 

by various dimensionality reduction methodologies.  

 

For acquiring the right parameters for ANFIS and generalizing the results, a division into 

training, validation and test set is done on the 100 000 time series data set, with the 
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corresponding proportions of 70 %, 15 % and 15 %. The separation into three sets means 

that validation and test set are left out in the early stage as soon as the partition is done and 

are not used until they are needed for evaluating ANFIS. Thus, all the possible combinations 

of parameters are first trained on the training set and only evaluated on the validation set. 

This provides the best combinations to be used in the final modelling which are then 

evaluated on the test set to answer the initial research questions and hypotheses. This way 

finding the optimal parameters and features won’t be overfitting the test set.  

 

In the first stage of ANFIS training, the number of membership functions per input variable 

is 2, the number of features varies between 1-5. There are 3 membership function types that 

are triangular, trapezoidal and gaussian. These values are chosen mainly due to the 

computational restrictions. Dimensionality reduction is conducted with 5 different 

methodologies, including wrapper type stepwise features selection, F-tests, Laplacian 

scores, simple correlation with errors and principal component analysis (PCA) and will be 

further presented in the section on dimensionality reduction. The first two methods work 

with all of the features, while the last three can only be utilized for continuous features. 

Because of this there are two feature sets used in the study, first one using all of the features 

that are extracted and the other one using only the continuous ones. Features used for the 

study are presented in a separate chapter.  

 

Taking all these different variations into account, there will be 75 (1*5*1*3*5) parameter 

set combinations for continuous variables and 30 (1*5*1*3*2) for mixed variables. 

Altogether there will thus be 2 700 (36*75) different ANFIS structures for the setup with 

continuous features and 1 080 (36*30) structures for the setup with mixed features.  

 

The first stage of training is conducted with only 1 epoch so that the best parameter sets out 

of the large range of possible ones are acquired in a reasonable time with the available 

computational capacity at hand. The best parameter sets are the ones that result in the best 

performance of ANFIS with respect to other parameter sets. The performance of ANFIS is 

obtained by feeding the features of the validation set time series into the previously acquired 

rule-bases and obtaining the predicted error for each of the 6 models on all of these new time 

series. For each time series, ANFIS ‘selects’ one model based on the lowest predicted error. 

Finally, the average actual error of these ANFIS selected models is calculated and used to 
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measure the performance of ANFIS. To gain some perspective, this value is compared 

against the average validation error of the best performing individual model. This model is 

the one that provides the lowest average error on all the time series of training set. This 

means, for instance, that if Theta forecasting model would provide the lowest average error 

among the time series of the training set, it would be the model that ANFIS would be 

compared to on the validation set. The performance of ANFIS is given as percentual 

difference with respect to the average error of the best performing model. 

 

Since no model is usually the best on all time series, the goal for ANFIS is to find the best 

model for each time series as well as possible such that it is approaching the optimal solution 

where for every time series the best model is selected. This would provide the lowest 

possible error for a specific set of models. To achieve this, however, the time series features 

should entail all information that reveals why specific model works better or worse on every 

time series and ANFIS should also learn this information perfectly. This is obviously not a 

realistic target, since there is a lot of diversity in time series for which no single or even five 

features can possibly account for and even if there were, these features would require optimal 

feature selection to be conducted first. Hence, the goal of this study is less ambitious, 

concentrating on finding the sufficient fuzzy inference systems that beat the best performing 

individual model. 

 

Based on the best combinations from the first stage of training, the top 3 parameter sets 

together with the best parameter sets of every feature selection methodology are selected for 

the next training stage. Here, the number of epochs is increased to the range of 1-10, to see 

whether the additional training is needed when using a simple structure of 2 membership 

functions and a rather low amount of features. It is also tested separately on these parameter 

sets, whether the increase of the number of membership functions to 3 has any effect, holding 

everything else equal. 

 

After this stage the best performing parameter sets are evaluated one more time on the test 

set. This serves as the final evaluation that mimics the actual forecasting setting as well as 

possible by conducting the evaluation on data unseen by ANFIS. This is important for 

conducting generalizable conclusions, since the validation data that the ANFIS has been 
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evaluated on earlier was also included in parameter optimization and might thus expose the 

overfitting this dataset. 

 

The final results on test set are further investigated to assess more aspects of the performance 

to understand how, why and when does ANFIS provide the most value to forecasting model 

selection. These measures include comparing the average error and standard deviation of 

error of ANFIS selected model to that of optimal and random model selection. It is also 

assessed, how often the model selected by ANFIS is proportionally the best and in the top 

or bottom halves and whether ANFIS could also be used to find the worst performing model 

in a similar setting than the best. To understand ANFIS in action, one rule-base is also briefly 

presented. 
 

When reporting the results, different combinations of initial ANFIS implementation are 

represented in an intuitive and understandable way. The representation will include 

separation by dataset (whole, seasonal or nonseasonal), error measure (MASE or sMAPE) 

and the feature set (mixed or continuous), resulting in 12 different combinations to report 

on. On every occasion, 6 different ANFIS structures referring to 6 different forecasting 

models, will be referred to as one entity, since they are always used as one to acquire the 

accuracy predictions required for the selection of the best model. The changeable 

parameters, meaning the type membership functions, dimensionality reduction methodology 

and the number of membership functions, features and epochs are reported for each of these 

12 combinations. Even though results concerning all possible combinations will be 

presented, the focus is mostly on the 4 combinations with the whole dataset, both error 

measures and both continuous and mixed feature sets. The other combinations with seasonal 

and nonseasonal datasets will be discussed in a briefer manner and their results will be added 

to appendices.  
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5. Implementation 
 

Two different software are used for the purpose of this work. R programming language is 

used for time series forecasting and feature extraction purposes due to the versatility of its 

time series packages both for forecasting and time series feature extraction. ANFIS 

methodology is implemented in MATLAB, as a result of well implemented Fuzzy Logic 

Toolbox. 

 

First, the data used in the study is introduced after which the calculation of model errors is 

briefly explained. The errors of the 6 forecasting models are also presented. Then, the time 

series features extraction and selection is presented with the most important features being 

visualized. Last, the results of ANFIS are presented and discussed. 

 

5.1. Data 
 

The dataset used for this study is the same as the one used for the M4 competitions. It can 

be found in an R package named M4comp2018 by Montero-Manso, Netto, and Talagala 

(2018). The dataset is pre-processed and consists of a random sample of 100 000 from a set 

of 900 000 diverse and publicly available time series and is selected such that it is 

representative of the actual data a company would use in a business setting (Makridakis et 

al. 2020b). This way the M4 can be seen as a good and representative sample of the real 

world application and thus provides a good benchmark for further research on forecasting 

(Spiliotis, Kouloumos, Assimakopoulos, and Makridakis 2020). The M4 dataset is divided 

into six different frequencies and six different domains. Exact counts in each frequency-

domain can be seen in Table 2.  

 
Table 2. Count of series by frequencies and domains 

Interval Micro Industry Macro Finance Demographic Other Total 
Hourly 0 0 0 0 0 414 414 
Daily 1 476 422 127 1 559 10 633 4 227 
Weekly 112 6 41 164 24 12 359 
Monthly 10 975 10 017 10 016 10 987 5 728 277 48 000 
Quarterly 6 020 4 637 5 315 5 305 1 858 865 24 000 
Yearly 6 538 3 716 3 903 6 519 1 088 1 236 23 000 
Total 25 121 18 798 19 402 24 534 8 708 3 437 100 000 
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The whole dataset does not include any series that are shorter that 10 data points for non-

seasonal data (daily, weekly, yearly) or 3 seasons for seasonal data (hourly, monthly, 

quarterly). In addition, the time series are scaled such that the values are positive and never 

less than 10. The dataset does not include intermittent time series or missing data. (Spiliotis 

et al. 2020) 

 

The lengths of the time series in each of the categories are displayed in Figure 1. 

Complementary Table 3 for the mean, min and max of the lengths is also included.  

 

 
Figure 1. Count of series by periodicity 
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Table 3. Mean, min and max of time series' length by frequency 

 
Hourly Daily Weekly Monthly Quarterly Yearly 

Mean 854 2357 1022 216 92 31 

Min 700 93 80 42 16 13 

Max 960 9919 2597 2794 866 835 

 

 

It can be seen that with the exception of hourly data, higher frequency time series tend to 

have more data points than the lower frequency series. This can be concluded from 

comparing the mean lengths of hourly, daily and weekly periodicities to monthly, quarterly 

and yearly ones. Daily, monthly, quarterly and yearly sets seem to have some clearly longer 

outlier sets, while weekly ones are rather widely distributed and hourly having only two 

distinct lengths. 

 

The aggregated count of lengths of seasonal periods are shown in Figure 2. It is easy to see 

that 24 stands for hourly based on the hours in a day, 12 stands for monthly based on months 

in a year and 4 stands for quarterly based on the number of 3-month periods in a year. The 

rest of the season lengths containing daily, weekly and yearly time series are mapped to 1. 

This labelling comes from the M4 competition and is due to the fact that daily, weekly and 

yearly seasonalities are more complex. Daily time series for instance can have weekly and 

yearly seasonalities, but not all weeks nor all years have the same amount of data gathering 

days. Same applies to weekly data where the number of weeks in a year is not constant and 

in addition is not a whole number. Yearly data on the other hand might depend on cycles of 

irregular lengths. 

 

Based on this, the hourly, monthly and quarterly time series will from now on be referred to 

as seasonal and daily, weekly and yearly time series as nonseasonal series. The majority of 

series belong to the former set with a count of 72 414 series, while the latter has 27 586 

series. 
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Figure 2. Count of series by length of periodicity (24 = hourly, 12 = monthly, 4 = quarterly, 1 = daily, weekly and 

yearly) 

 

5.1.1. Model error calculation 

 

In addition to the initial competition dataset, the M4comp2018 package also includes the test 

dataset, containing the future values for each time series and was published shortly after the 

competition. The test set length varies based on the periodicity and the corresponding 

forecast horizon. The forecasting horizons are 48 for hourly, 14 for daily, 13 for weekly, 18 

for monthly, 8 for quarterly and 6 for yearly. The same forecasting horizons serve as the 

forecasting horizons of this study and the test set instances are used for evaluating the 

performance of each of the six individual forecasting models.  
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The models are first trained on the initial competition data set and then used to forecast the 

test set values after which the MASE and sMAPE errors are calculated based on the 

residuals. This results in a 100 000 * 6 * 2 dataset. These model errors act as the output 

values for ANFIS. A summary of MASE and sMAPE errors by each forecasting model can 

be found in Tables 4 and 5, as well as from Figures 3 and 4.  Summaries of both errors based 

on the periodicities instead of individual models can be found in Appendices 1 and 2. 

 

 
Figure 3. MASE errors by forecasting models (upper bound 10); red lines indicate the mean 

 
Table 4. Mean, min and max of MASE errors by forecasting models 

 Naive Snaive Rwd Theta NN Holt 
Mean 2.0437 2.0568 1.7859 1.695 2.2488 2.137 
Min 0 0 0 0.0083 0.0052 0 
Max 203.343 203.343 206.888 204.594 580.768 538.637 
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Figure 4. sMAPE errors by forecasting models (upper bound 0.5); red lines indicate the mean 

 
Table 5. Mean, min and max of sMAPE errors by forecasting models 

 Naive Snaive Rwd Theta NN Holt 
Mean 0.1421 0.1466 0.1379 0.1231 0.1582 0.1491 
Min 0 0 0 0.0003 0.0001 0 
Max 1.9005 1.886 2 1.9066 2 2 

 

The distribution of errors is very left skewed with quite long tails, which is somewhat 

assumable since the lower bound for errors is zero, while there is no upper bound and models 

can behave very inaccurately. For plotting, an upper bound of 10 and 0.5 were set for MASE 

and sMAPE errors. For MASE there are no large differences in the distributions, while for 

sMAPE there seems to be more outliers, because the upper bound was set arbitrarily. On 
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both errors Theta seems to be the best model by providing the lowest error. On both errors 

it is consistently followed by the same order of random walk with drift, naïve, seasonal naïve, 

Holt and neural net. On some time series the models perform nearly optimally on both errors, 

providing errors of 0. On the other hand, on some time series the models perform very badly, 

even reaching the upper limit of 2 on sMAPE. 

 

5.1.2. Feature extraction 

 

There is a total of 59 features used as the input variables for ANFIS in this study. The features 

are mainly chosen by following the papers of Hyndman et al. (2015), Montero-Manso et al. 

(2020) and Wang et al. (2006). Most of the features are extracted with tsfeatures R package 

by Hyndman, Kang, Talagala, Wang, and Yang (2018). In addition, some features like 

skewness and kurtosis are added separately. Also, dummy variables for the type and 

periodicity of series are added. The full list of extracted features included can be seen from 

Table 5. Detailed description of all the features used can be found from the CRAN page of 

the package. It should be noted that some of the features are based on seasonal pattern of the 

series and are therefore only utilized when ANFIS is used only for seasonal subset. Thus, 

when using the whole dataset, only the features that can be calculated for all frequencies are 

used.  

 

Table 5 shows the basic statistics of the variables, including mean, median, standard 

deviation, minimum, maximum. It also shows if the features are only calculated for seasonal 

data only and whether the features are discrete or continuous in nature. It should be noted 

that these initial values for the features are however normalized to attain z-scores such that 

all of the features have a mean of 0 and a standard deviation of 1. This is done mainly due 

to large differences in the feature ranges and deviations. For instance, mean, variance, spike, 

linearity and curvature have very large ranges and would thus dominate the feature space 

and feature selection algorithms by explaining most of the absolute variability. However, 

these features should be viewed relatively in this case, since no decision is made on which 

features are more important than others. Out of 59 features, the majority of 45 is continuous 

leaving 14 discrete variables. The most important features are plotted in the next chapter 

based on dimensionality reduction.
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Table 5. Summary of features 

Feature Seasonal Continuous Discrete Mean Median Std Min Max 
mean  x  4092.56 3300.00 3658.91 13.74 5.25E+05 
var  x  3.50E+06 7.41E+05 3.47E+07 1.70 7.62E+09 
skewness  x  0.34 0.30 0.79 -9.90 18.84 
kurtosis  x  2.95 2.26 5.00 1.01 357.01 
n  x  240.02 97.00 592.35 13.00 9919.00 
x_acf1  x  0.85 0.92 0.20 -0.57 1.00 
x_acf10  x  4.76 4.64 2.84 0.00 9.95 
diff1_acf1  x  0.01 -0.01 0.35 -0.98 1.00 
diff1_acf10  x  0.49 0.27 0.71 0.00 8.93 
diff2_acf1  x  -0.42 -0.48 0.26 -0.99 0.99 
diff2_acf10  x  0.60 0.43 0.65 0.00 9.07 
x_pacf5  x  0.86 0.92 0.25 0.00 2.55 
diff1x_pacf5  x  0.29 0.19 0.30 0.00 2.42 
diff2x_pacf5  x  0.59 0.55 0.29 0.00 2.15 
arch_acf  x  0.34 0.17 0.54 0.00 9.46 
garch_acf  x  0.14 0.09 0.18 0.00 9.23 
arch_r2  x  0.34 0.20 0.33 0.00 1.00 
garch_r2  x  0.26 0.12 0.31 0.00 1.00 
e_acf1  x  0.23 0.27 0.38 -0.89 0.99 
e_acf10  x  0.68 0.40 1.14 0.00 8.80 
alpha  x  0.74 0.91 0.33 0.00 1.00 
beta  x  0.11 0.00 0.24 0.00 1.00 
entropy  x  0.62 0.60 0.16 0.27 1.00 
flat_spots  x  27.01 9.00 77.35 1.00 7664.00 
crossing_points  x  14.59 7.00 19.63 0.00 411.00 
nonlinearity  x  1.10 0.41 2.14 0.00 93.02 
hurst  x  0.97 1.00 0.08 0.50 1.00 
unitroot_kpss  x  2.27 1.37 3.28 0.01 46.22 
trend  x  0.91 0.97 0.16 0.00 1.00 
spike  x  2.02E+10 6.20E+04 2.36E+12 0.00 7.07E+14 
linearity  x  8515.11 3574.44 2.45E+04 -2.13E+05 6.28E+05 
curvature  x  504.20 179.18 1.24E+04 -2.80E+05 2.93E+05 
lumpiness  x  0.12 0.01 0.72 0.00 62.97 
stability  x  0.83 0.93 0.26 0.00 2.21 
max_kl_shift  x  12.81 1.20 1601.80 0.00 4.80E+05 
time_kl_shift  x  133.55 44.00 385.15 4.00 9556.00 
max_level_shift  x  1.21 1.16 0.62 0.02 8.87 
time_level_shift  x  129.76 42.00 380.80 2.00 9552.00 
max_var_shift  x  0.75 0.38 1.29 0.00 81.67 
time_var_shift  x  135.01 43.00 397.16 2.00 9555.00 
type_micro   x 0.25 0.00 0.43 0.00 1.00 
type_industry   x 0.19 0.00 0.39 0.00 1.00 
type_macro   x 0.19 0.00 0.40 0.00 1.00 
type_finance   x 0.25 0.00 0.43 0.00 1.00 
type_demographic   x 0.09 0.00 0.28 0.00 1.00 
type_other   x 0.03 0.00 0.18 0.00 1.00 
hourly   x 0.00 0.00 0.06 0.00 1.00 
daily   x 0.04 0.00 0.20 0.00 1.00 
weekly   x 0.00 0.00 0.06 0.00 1.00 
monthly   x 0.48 0.00 0.50 0.00 1.00 
quarterly   x 0.24 0.00 0.43 0.00 1.00 
yearly   x 0.23 0.00 0.42 0.00 1.00 
seasonal   x 0.72 1.00 0.45 0.00 1.00 
seasonal_period   x 7.10 4.00 5.03 1.00 24.00 
seas_acf1 x x  0.63 0.72 0.27 -0.65 0.99 
seas_pacf x x  0.03 0.00 0.15 -0.80 0.96 
seasonal_strength x x  0.37 0.27 0.28 0.00 1.00 
peak x x  5.64 4.00 3.60 1.00 24.00 
trough x x  4.55 3.00 3.79 1.00 24.00 
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5.1.3. Dimensionality reduction 

 

Due to the high number of features and the computational limitations, not all features can be 

utilized in configuration of ANFIS. Dimensionality reduction is needed due to the previously 

mentioned computational restrictions. If all of the 59 variables were to be used even with 

only 2 membership functions per input, it would result in 2^59 different combinations of 

membership function activations. Dimensionality reduction methodologies include simple 

correlation with errors, wrapper type stepwise features selection, Laplacian scores, F-tests 

and principal component analysis (PCA).  

 

For the first methodology, the most intercorrelated features are first removed one by one so 

that there is less redundancy. This is done by removing the most intercorrelated feature, that 

has an absolute correlation coefficient of over 0.75 with respect to the other features, in an 

iterative manner. The threshold level was set merely arbitrarily. After this step, the features 

are sorted in a descending order based on their absolute correlation in comparison with each 

of the six model errors. The second methodology is an algorithm that tries to choose the best 

features based on the result of initial ANFIS on validation set. It starts with one best initial 

feature and appends more features with sequential iterations. This is done for 5 iterations 

resulting in 5 optimal features selected. Since the features are selected by consequent 

iterations with respect to the validation set, this should provide the best possible features. 

However, it might be prone to overfitting the validation set and underperform on test set, 

where the initial setup will be altered.  

 

Several MATLAB’s feature selection algorithms were also tested out to see whether they 

would provide with better results. Out of these, the Laplacian score and F-test based feature 

selection algorithms were also included in the feature selection process to support the other 

dimensionality reduction algorithms and possibly help with decision-making and drawing 

generalizing conclusions. In addition, singular value decomposition based principal 

component analysis is utilized to add variety to the feature selection process by transforming 

the feature space instead of selecting the right dimensions in the feature space like the rest 

of the algorithms do. Laplacian scores and PCA work as unsupervised dimensionality 

reduction algorithms and thus don’t depend on the response variable, while the other three 
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methods require the output values in order to sort the features. Feature selection with 

correlation, stepwise selection and F-tests are done twice to account for this. 

 

Feature selection is made for a set of all variables as well as on a set of only continuous 

variables. This is done to address the feature selection methodology requirements, since only 

the stepwise and F-test based feature selection methodologies are suitable for both 

continuous and discrete variables. In addition to using the whole dataset with all 

periodicities, feature selection is also conducted separately on seasonal and nonseasonal 

subsets resulting in a total of 12 (2*2*3) feature selection procedures. All feature selection 

and the PCA are done on the training set instances of the dataset to mimic the actual 

forecasting situation where only the training set would be known before actually forecasting. 

The chosen features by each selection algorithm on all periodicities and all features are 

shown in Table 6 for MASE errors and in Table 7 for sMAPE errors. Tables 8 and 9 

correspondingly only consider the continuous variables. The features selected for seasonal 

and nonseasonal periodicity subsets can be found in Appendices 3 and 4.  
 
The main 5 principal components with their corresponding linear combinations of features 

can be found in Appendix 5. Since PCA is used only for continuous variables, two separate 

PCA spaces are acquired. The one used for the whole and nonseasonal datasets is done with 

40 features while the one used for seasonal dataset is conducted on 45 features. 

 

F-test based feature selection is prone to have very large scores based on the very small p-

values from the F-test. Thus, many features are assigned an infinite score which make them 

appear in initial order instead of actual order of importance. Also, Laplacian scores and 

correlation are suggested to be used on continuous variables only and thus are not used for 

datasets containing discrete variables. Thus, the emphasis is mainly on the features selected 

by stepwise feature selection. Table 10 summarizes the individual results and shows how 

often a feature is within the 5 most important features on all datasets. The values for F-test 

and correlation-based selection are averaged by the number of forecasting models to get 

comparable count. The first number contains only continuous dataset results, while the 

second number in the parentheses accounts for count over all datasets. The latter number 

thus adds only the features selected by stepwise selection and F-tests and might not be as 

comparable. 
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Table 6. Features selected for the whole dataset with mixed features and MASE errors as response variables; features chosen by F-test are shown for each of the forecasting model; 
features chosen by Stepwise selection for all forecasting models are shown in the last column (out of 54 features)  

Rank Naive Snaive RWD Theta NN Holt All models 
  F-test Stepwise 

1 n skewness n n n n seasonal 
2 x_acf1 n x_acf10 x_acf1 x_acf1 diff1_acf1 hourly 
3 x_acf10 x_acf1 arch_r2 x_acf10 x_acf10 type_other unitroot_kpss 
4 diff1_acf1 x_acf10 garch_r2 x_pacf5 x_pacf5 diff2x_pacf5 arch_r2 
5 x_pacf5 diff1_acf1 crossing_points diff2x_pacf5 arch_acf stability type_demographic 

 
 
Table 7. Features selected for the whole dataset with mixed features and sMAPE errors as response variables; features chosen by F-test are shown for each of the forecasting 
model; features chosen by Stepwise selection for all forecasting models are shown in the last column (out of 54 features) 

Rank Naive Snaive RWD Theta NN Holt All models 
  F-test Stepwise 

1 var var var var var var yearly 
2 skewness skewness skewness skewness skewness skewness max_level_shift 
3 kurtosis kurtosis kurtosis kurtosis kurtosis kurtosis hourly 
4 n n n n n n type_micro 
5 x_acf1 x_acf1 x_acf1 x_acf1 x_acf1 x_acf1 type_finance 
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Table 8. Features selected for the whole dataset with continuous features and MASE errors as response variables; features chosen by F-test and correlation are shown for each of 
the forecasting model; features chosen by Stepwise selection and Laplacian for all forecasting models are shown in the last column (out of 40 features) 

Rank Naive Snaive RWD Theta NN Holt All models 
  F-test Stepwise 

1 n skewness n n n n arch_r2 
2 x_acf1 n x_acf10 x_acf1 x_acf1 diff1_acf1 e_acf10 
3 x_acf10 x_acf1 arch_r2 x_acf10 x_acf10 diff2_acf1 e_acf1 
4 diff1_acf1 x_acf10 garch_r2 x_pacf5 x_pacf5 diff2x_pacf5 garch_acf 
5 x_pacf5 diff1_acf1 crossing_points diff2x_pacf5 arch_acf stability spike 

 Correlation Laplacian 
1 diff2_acf1 diff2_acf1 arch_acf diff2_acf1 arch_acf kurtosis spike 
2 arch_r2 arch_r2 beta arch_acf diff2_acf1 diff1x_pacf5 max_kl_shift 
3 diff1x_pacf5 diff1x_pacf5 arch_r2 arch_r2 e_acf10 beta hurst 
4 beta diff1_acf1 diff2_acf1 x_acf10 arch_r2 x_acf10 n 
5 arch_acf arch_acf diff1x_pacf5 diff1x_pacf5 diff1_acf1 x_acf1 lumpiness 

 

 
Table 9. Features selected for the whole dataset with continuous features and sMAPE errors as response variables; features chosen by F-test and correlation are shown for each 
of the forecasting model; features chosen by Stepwise selection and Laplacian for all forecasting models are shown in the last column (out of 40 features) 

Rank Naive Snaive RWD Theta NN Holt All models 
 F-test Stepwise 

1 var var var var var var arch_r2 
2 skewness skewness skewness skewness skewness skewness mean 
3 kurtosis kurtosis kurtosis kurtosis kurtosis kurtosis max_var_shift 
4 n n n n n n diff2_acf10 
5 x_acf1 x_acf1 x_acf1 x_acf1 x_acf1 x_acf1 var 

 Correlation Laplacian 
1 diff2x_pacf5 diff2x_pacf5 garch_r2 diff2x_pacf5 diff2x_pacf5 garch_r2 spike 
2 garch_r2 garch_r2 diff2x_pacf5 garch_r2 garch_r2 diff2x_pacf5 max_kl_shift 
3 beta beta beta beta skewness beta hurst 
4 skewness skewness skewness skewness beta skewness n 
5 crossing_points flat_spots crossing_points flat_spots flat_spots crossing_points lumpiness 
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The most important features based on the stepwise selection seem to be spike, max_kl_shift 

and arch_acf. From discrete variables, hourly can be added to this list. For F-test n, x_acf1 

and skewness are selected most commonly. Laplacian algorithm favours the same features 

as stepwise selection with spike, max_kl_shift, hurst and lumpiness being selected. Lastly, 

correlation seems to select skewness, beta, arch_r2, crossing_points and garch_r2 the most.  

 

Out of these, hourly is a dummy variable, which is 1 for all of the hourly time series and 0 

for the rest, while n represents the length of the series and has been presented earlier. Based 

on this, spike, arch_acf, max_kl_shift and hurst are further explained and plotted in Figures 

5-8 to further investigate on how these features look like on the whole dataset. In addition, 

lumpiness, skewness, var, arch_r2, kurtosis, x_acf1, beta, crossing_points and garch_r2 are 

plotted in Appendix 6. Upper and lower bounds are set to some variables to make the plots 

more readable by mapping outliers to range. 

 

Spike is a measure representing the spikiness of the series by calculating the variance of 

leave-one-out variances of the residual. Arch_acf is a heterogeneity measure of pre-whitened 

series, calculated as the sum of squares of 12 first autocorrelations of this series. Pre-

whitening is done by removing mean, trend and an autoregressive (AR) part of the series. 

Max_kl_shift feature looks at separate blocks inside a series and calculates the largest 

Kulback-Leibler divergence shift between two of these blocks. Kulback-Leibler divergence 

measures the similarity between two separate blocks, and a value of 0 refers to the blocks 

being identical. Hurst represents the Hurst exponent of the series which calculates the long-

term memory of the series by assessing the autocorrelations of different lags as the lag length 

increases.  

 

Lumpiness measures the variance of the variance of separate blocks in the series. Skewness 

and kurtosis describe the shape of the series by measuring the asymmetry and the tails of the 

time series. Var refers to simple variance of the series and crossing_points measures how 

often the series crosses its own mean. Arch_r2 is the R-squared value corresponding to the 

AR model being fitted on the pre-whitened series while garch_r2 refers to the R-squared 

value of the AR model being fitted on the residual of the of the pre-whitened series after it 

is modelled with GARCH(1,1). Beta refers to the trend coefficient of Holt exponential 

smoothing model. 
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Table 10. Count of selected features by feature selection algorithm; first number represents the count without 
mixed feature sets while the number in brackets takes these into account; latter number contains fractions due 
to averaging of the count over the number of forecasting models 

Feature Stepwise F-test Laplacian Correlation Total 
spike 5 (7) 0 (0) 6 0 11 (13) 
max_kl_shift 4 (4) 0 (0) 6 0 10 (10) 
n 1 (1) 3.83 (7.67) 4 0 8.83 (12.67) 
hurst 0 (0) 1.17 (2.33) 6 1 8.17 (9.33) 
lumpiness 1 (1) 0 (0) 6 0 7 (7) 
skewness 0 (1) 2.83 (5.67) 0 3 5.83 (9.67) 
var 1 (2) 2 (4) 2 0 5 (8) 
arch_r2 2 (3) 0.17 (0.33) 0 2.67 4.83 (6) 
kurtosis 1 (1) 2.33 (4.67) 0 0.83 4.17 (6.5) 
x_acf1 0 (0) 3.67 (7.33) 0 0.33 4 (7.67) 
arch_acf 2 (4) 0.33 (0.67) 0 1.33 3.67 (6) 
beta 0 (0) 0.5 (1) 0 3 3.5 (4) 
x_acf10 0 (0) 1.83 (3.67) 0 1.5 3.33 (5.17) 
crossing_points 0 (0) 0.67 (1.17) 0 2.5 3.17 (3.67) 
flat_spots 1 (1) 0.67 (1.33) 0 1.33 3 (3.67) 
alpha 1 (2) 0 (0) 0 1.67 2.67 (3.67) 
diff2x_pacf5 0 (0) 0.33 (0.67) 0 2.33 2.67 (3) 
e_acf1 2 (2) 0.67 (1.33) 0 0 2.67 (3.33) 
garch_r2 0 (0) 0.17 (0.33) 0 2.5 2.67 (2.83) 
x_pacf5 0 (0) 2 (4) 0 0.67 2.67 (4.67) 
curvature 1 (1) 1.5 (3) 0 0 2.5 (4) 
mean 2 (3) 0 (0) 0 0 2 (3) 
diff2_acf10 2 (2) 0 (0) 0 0 2 (2) 
garch_acf 1 (1) 0 (0) 0 0.83 1.83 (1.83) 
diff1_acf10 1 (1) 0.5 (0.83) 0 0.17 1.67 (2) 
e_acf10 1 (1) 0 (0) 0 0.67 1.67 (1.67) 
diff2_acf1 0 (0) 0.17 (0.17) 0 1 1.17 (1.17) 
trend 0 (0) 0.67 (1.33) 0 0.5 1.17 (1.83) 
max_var_shift 1 (2) 0 (0) 0 0 1 (2) 
linearity 0 (0) 1 (2) 0 0 1 (2) 
diff1_acf1 0 (0) 0.67 (1.33) 0 0.33 1 (1.67) 
diff1x_pacf5 0 (0) 0.17 (0.33) 0 0.83 1 (1.17) 
nonlinearity 0 (0) 0 (0) 0 0.83 0.83 (0.83) 
stability 0 (0) 0.67 (1.17) 0 0 0.67 (1.17) 
entropy 0 (0) 0.33 (0.67) 0 0.17 0.5 (0.83) 
time_var_shift 0 (1) 0.33 (0.67) 0 0 0.33 (1.67) 
time_level_shift 0 (1) 0.33 (0.5) 0 0 0.33 (1.5) 
max_level_shift 0 (2) 0.17 (0.33) 0 0 0.17 (2.33) 
type_industry 0 (0) 0.17 (0.17) 0 0 0.17 (0.17) 
type_macro 0 (0) 0.17 (0.17) 0 0 0.17 (0.17) 
hourly 0 (4) 0 (0.17) 0 0 0 (4.17) 
weekly 0 (2) 0 (0) 0 0 0 (2) 
type_demographic 0 (2) 0 (0) 0 0 0 (2) 
type_finance 0 (2) 0 (0) 0 0 0 (2) 
type_other 0 (1) 0 (0.5) 0 0 0 (1.5) 
daily 0 (1) 0 (0) 0 0 0 (1) 
yearly 0 (1) 0 (0) 0 0 0 (1) 
nperiods 0 (1) 0 (0) 0 0 0 (1) 
unitroot_kpss 0 (1) 0 (0) 0 0 0 (1) 
type_micro 0 (1) 0 (0) 0 0 0 (1) 
seasonal_period 0 (0) 0 (0.33) 0 0 0 (0.33) 
monthly 0 (0) 0 (0) 0 0 0 (0) 
quarterly 0 (0) 0 (0) 0 0 0 (0) 
seasonal_strength 0 (0) 0 (0.17) 0 0 0 (0.17) 
time_kl_shift 0 (0) 0 (0) 0 0 0 (0) 
seas_acf1 0 (0) 0 (0) 0 0 0 (0) 
seas_pacf 0 (0) 0 (0) 0 0 0 (0) 
peak 0 (0) 0 (0) 0 0 0 (0) 
trough 0 (0) 0 (0) 0 0 0 (0) 
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Based on these plots it might be self-explanatory why the feature selection algorithms chose 

spike, arch_acf and max_kl_shift. These features seem to be rather differently distributed 

for periodicities, which might imply that some models are better for certain periodicity 

related characteristics and this is characterized by these features and is also captured with 

the feature selection algorithms. For instance, spike seems to have more outliers for weekly, 

monthly, quarterly and yearly data, while arch_acf seems to get high values for monthly, 

quarterly and yearly data. Also, max_kl_shift acquires more large values for monthly, 

quarterly and especially daily and weekly time series.  

 

Hurst, on the other hand is quite similarly distributed among all the periodicities, taking into 

account the amount of series. It is right skewed for all periodicities with most of the values 

clearly at the maximum value of 1. This might suggest that some models may clearly perform 

better or worse based on this feature. It might also just be the case that all of these features 

might explain a lot of variance between the individual time series, by capturing it better than 

the other features. It is important to notice that these features are plotted before the 

normalization and feature selection. Also, dimensionality reduction is only done based on 

the training set, while these plots contain the whole dataset for achieving the bigger picture.  
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       Figure 5. Histogram of spike by periodicity (upper bound 5*10^5)     Figure 6. Histogram of arch_acf by periodicity (upper bound 1.5) 
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           Figure 7. Histogram of max_kl_shift by periodicity (upper bound 20)        Figure 8. Histogram of hurst by periodicity
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5.2. Parameter optimization 
 

In the first training stage of ANFIS implementation, the number of features, the membership 

function type and feature selection methodology used are optimized by applying them to 

ANFIS and evaluating the resulting average MASE and sMAPE error of the selected 

forecasting model on validation set.  

 

An important step before advancing further is to calculate the validation features’ new 

coordinates on the feature space of the principal components of the training set. This 

corresponds to the situation where new time series are used with ANFIS and have to first be 

mapped to new PCA space. Second, validation set might contain values outside the initial 

range of the training set that was used to train the ANFIS. MATLAB’s ANFIS 

implementation would map these to the mean range and to avoid this, the validation set 

instances that lie outside the range of training set values for each feature are mapped to range 

by assigning them to either maximum or minimum. 

 

As mentioned earlier, this stage implements ANFIS with 2 input variables per input, 1-5 

features as input variables, triangular, trapezoidal and gaussian membership functions and 

only 1 epoch to get the initial parameters sets with smaller computational needs. ANFIS is 

trained on the training set containing 70 % of the time series features and their corresponding 

error measures for each forecasting model. The results are ranked by sorting them based on 

the percentual change in error compared to the best performing individual model.  

 

The first 5 columns of Tables 11-14 present the top 10 results of this stage on the whole 

dataset. The best result of each feature selection methodology is also included if it did not 

make it to the top 10. Appendices 7 and 8 contain similar tables for seasonal and nonseasonal 

subsets. 

 

From the results in Tables 11-14, we can see that the best membership function seems to be 

triangular, acquiring the first place on all occasions. It is beaten only once on seasonal dataset 

with continuous features and MASE errors by gaussian membership function, which is 

commonly the second best. Trapezoidal membership function on the other hand does not 
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perform as well as the other two, having only 19 occurrences in top 10 with and only a single 

occurrence in top 3 considering all 12 dataset, feature set and error measure combinations. 

 
Table 11. Results for the whole dataset with mixed features and MASE errors, showing the rank, membership 
function type, dimensionality reduction methodology, number of features, optimal epochs and ANFIS results; 
columns for stages 1-3 and 3 MFs show percentual difference with respect to the error of single best model 

Rank MF type Selection n features Stage 1 Optimal epoch Stage 2 3 MFs Stage 3 
1 triangular Stepwise 5 -4.84 % 2 -4.84 % -3.27 % -4.55 % 
2 triangular Stepwise 4 -4.84 % 5 -4.84 % -3.37 % -4.48 % 
3 gaussian Stepwise 5 -4.8 % 6 -4.81 % -3.24 % -4.63 % 
4 gaussian Stepwise 4 -4.78 %        
5 triangular Stepwise 3 -4.72 %        
6 trapezoidal Stepwise 3 -4.71 %     
7 gaussian Stepwise 3 -4.69 %        
8 trapezoidal Stepwise 4 -4.63 %        
9 trapezoidal Stepwise 5 -4.59 %        

10 triangular Stepwise 2 -4.55 %        
16 gaussian F-test 1 0.6 % 5 0.6 % 1.99 % 0.43 % 

 
 
Table 12. Results for the whole dataset with mixed features and sMAPE errors, showing the rank, membership 
function type, dimensionality reduction methodology, number of features, optimal epochs and ANFIS results; 
columns for stages 1-3 and 3 MFs show percentual difference with respect to the error of single best model 

Rank MF type Selection n features Stage 1 Optimal epoch Stage 2 3 MFs Stage 3 
1 triangular Stepwise 5 -1.06 % 1 -1.06 % -1.05 % -1.19 % 
2 gaussian Stepwise 5 -1.06 % 8 -1.06 % -0.96 % -1.18 % 
3 trapezoidal Stepwise 5 -1.04 % 1 -1.04 % -0.98 % -1.06 % 
4 triangular Stepwise 4 -0.79 %        
5 gaussian Stepwise 4 -0.73 %        
6 triangular Stepwise 3 -0.72 %        
7 gaussian Stepwise 3 -0.56 %        
8 triangular Stepwise 2 -0.56 %        
9 trapezoidal Stepwise 3 -0.48 %        

10 trapezoidal Stepwise 4 -0.47 %        
16 triangular F-test 4 -0.02 % 10 -0.02 % 0.03 % 0 % 

 
 

All tables on all datasets show the superior performance of the stepwise feature selection. It 

is the dominant methodology in top 10, with only a few exceptions where Laplacian and 

correlation-based feature selection reach the list. This was somewhat expected from the 

nature of the stepwise feature selection, since it picks the features that maximize this result. 

The surprising aspect is the rather bad ranking of all the other feature selection 

methodologies, especially PCA and F-test. These two actually never reach the top 10 list and 

hardly even get to the best 20 out of all 75 possible parameter sets for mixed features on any 
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dataset. Laplacian feature selection seems to at least provide consistently a parameter set 

into the top 20. For combinations with both continuous and discrete features, F-test is always 

worse than any of the parameter sets with stepwise selection, being always at the bottom half 

of the 30 possible parameter sets.  

 
 
Table 13. Results for the whole dataset with continuous features and MASE errors, showing the rank, membership 
function type, dimensionality reduction methodology, number of features, optimal epochs and ANFIS results; 
columns for stages 1-3 and 3 MFs show percentual difference with respect to the error of single best model 
 

Rank MF type Selection n features Stage 1 Optimal epoch Stage 2 3 MFs Stage 3 
1 triangular Stepwise 3 -3.54 % 2 -3.54 % -2.23 % -4.02 % 
2 triangular Stepwise 4 -3.54 % 1 -3.54 % -2.15 % -4.04 % 
3 triangular Stepwise 5 -3.46 % 2 -3.47 % -2.09 % -4.03 % 
4 gaussian Stepwise 4 -3.44 % 

   
 

5 trapezoidal Stepwise 2 -3.42 % 
   

 
6 gaussian Stepwise 5 -3.4 % 

   
 

7 gaussian Stepwise 3 -3.36 % 
   

 
8 triangular Stepwise 2 -3.32 % 

   
 

9 gaussian Stepwise 2 -3.28 % 
   

 
10 gaussian Stepwise 1 -3.18 % 

   
 

16 triangular PCA 2 -1.77 % 9 -1.77 % -0.99 % -2.35 % 
19 trapezoidal Laplacian 4 -0.02 % 1 -0.02 % -0.2 % -0.05 % 
39 gaussian F-test 1 0.6 % 5 0.6 % 1.99 % 0.43 % 
45 trapezoidal correlation 1 0.54 % 8 1.51 % 1.17 % 2.1 % 

 
 
Table 14. Results for the whole dataset with continuous features and sMAPE errors, showing the rank, 
membership function type, dimensionality reduction methodology, number of features, optimal epochs and ANFIS 
results; columns for stages 1-3 and 3 MFs show percentual difference with respect to the error of single best model 

Rank MF type Selection n features Stage 1 Optimal epoch Stage 2 3 MFs Stage 3 
1 triangular Stepwise 5 -0.51 % 6 -0.51 % -0.03 % -1.54 % 
2 triangular Stepwise 4 -0.4 % 4 -0.41 % -0.12 % -1.52 % 
3 gaussian Stepwise 2 -0.34 % 5 -0.34 % -0.31 % -0.39 % 
4 triangular Stepwise 3 -0.33 %     
5 triangular Stepwise 2 -0.32 %     
6 gaussian Stepwise 4 -0.29 %     
7 gaussian Stepwise 3 -0.29 %     
8 gaussian Stepwise 5 -0.28 %     
9 gaussian Stepwise 1 -0.22 %     

10 trapezoidal correlation 2 -0.2 % 9 -0.21 % -0.11 % -0.02 % 
18 trapezoidal Laplacian 4 -0.03 % 1 -0.03 % -0.03 % -0.01 % 
20 triangular F-test 4 -0.02 % 10 -0.02 % 0.03 % 0 % 
51 triangular PCA 1 0.48 % 1 0.48 % 2.55 % 0.01 % 

 

The number of features as input consistently leans towards the higher end of the spectrum. 

Most of the time the top results contain 3-5 features. There is only one exception on the 
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whole dataset with continuous features and sMAPE errors having 2 features in top 3. Results 

with only 1 feature reach top 10 list only 13 times all combinations considered. 

 

The actual performance of ANFIS is shown in the column named Stage 1. The number 

represents the percentual change in the average error in comparison to the best individual 

model, where negative numbers represent lower ANFIS error and thus better performance. 

Based on these, ANFIS seems to perform at least as well as the best individual model on 

both error measures, all datasets and both continuous and mixed feature sets. With the 

exception of nonseasonal dataset, ANFIS tends to result in larger improvements on MASE 

errors. The best overall performances are achieved with the whole dataset with MASE errors 

and both mixed and only continuous features. These two have average errors 4.84 and 3.54 

percent lower than the best single forecasting model. The next two best results are acquired 

with mixed features and sMAPE errors on nonseasonal dataset and whole dataset with 

corresponding 1.63 and 1.06 percent improvements. Other improvements stay rather low 

and quite close to zero. 

 

Interesting thing to notice is that other dimensionality reduction algorithms than stepwise 

selection provide rather poor performance, resulting in ANFIS hardly ever performing better 

than the best individual forecasting model. With the exception of rather good results with 

PCA on whole dataset and MASE errors, the best performance other than from stepwise 

selection is an improvement of 0.3 % by correlation-based selection. This is leaving the 

stepwise selection to provide with almost all the actual significant improvements of this 

study, at least based on this first evaluation on the validation set. This might be a problem 

however, since as mentioned earlier the features in stepwise selection are selected based on 

validation set and might thus be overfitting the set. 

 

Based on these results, the bolded parameter sets in the tables are chosen for the next step of 

parameter selection. These parameter sets represent the 3 best results in addition to the best 

results of every dimensionality reduction algorithm.  

 

In the next training stage, it is first assessed whether the results of these parameter sets 

improve by raising membership functions to 3 for each input. The results are somewhat 

surprising, since almost in no case does this change provide with significantly better results. 
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On the contrary, this change weakened the initial stage 1 results quite consistently. With the 

exception of slight improvement on some parameter sets on some datasets, adding a 

membership function does not add much value. Even on the cases it provides better results, 

the initial results are already very bad to begin with. These results can be seen in the second 

to last column of Tables 11-14 for the whole dataset and Appendices 7 and 8 for seasonal 

and nonseasonal datasets.   

 

The second step of this training stage is to find the optimal number of epochs on the range 

of 1-10 to see whether additional training on each ANFIS structure provides better 

performance holding everything else, including the number of membership functions, 

constant. In most of the cases raising the optimal epoch number does improve the result. It 

does not however provide almost any difference with respect to the initial results with only 

1 epoch, with the largest improvement being 0.0004 percentage points for the third best 

parameter set on nonseasonal dataset with continuous features and sMAPE errors. This 

leaves it an open question, whether the increase in epochs is actually needed. 

 

5.3. Final evaluation 
 
In the final stage of ANFIS implementation, the best performing parameter sets are used one 

more time to evaluate the results on the test set to see how the trained inference system works 

on the unseen test data. Before advancing, the test set instances are mapped to the PCA 

feature space and outliers are handled, equivalently to the procedure that was done on the 

validation set in the previous training stage. 

 

The parameter sets used consist of the bolded rows of Tables 11-14 and Appendices 7 and 

8. The setup is basically the same as in the second stage of training with the exception of 

different number of epochs and the data used for evaluation. Even though the improvements 

of changing the number of epochs hardly differ from 0, they are still used as the final 

parameter for the test set evaluation. The number of membership functions stays at 2 since 

increasing it resulted mostly in worse results. 

 

Results of the final evaluation are shown in the last columns of the same tables with earlier 

results. The performance seems to stay in the same level for most of the cases, with only 
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slight increases or decreases in performance. The largest changes in the best parameter sets 

are acquired in whole dataset with continuous variables and sMAPE errors and on seasonal 

dataset with mixed features and MASE errors. Both changes were slightly over 1 percent 

point in magnitude, improving the performance of ANFIS in comparison to validation 

evaluation. The best results from all cases are summarized in Table 15 to get the final picture.   

 

ANFIS seems to consistently provide better performance in comparison to one single 

forecasting model also on the test set. This is true on all but one of the combinations on 

which the average error of ANFIS selected forecasting models is slightly worse than the 

error of a single forecasting model being used on the whole test set. The best results are 

achieved on the whole dataset where ANFIS results from 1.19 to 4.63 percent lower average 

error in comparison to a single model. The choice of using mixed or only continuous features 

does not seem to make a large difference. Error measure, however, affects the results by 

favouring MASE errors in the best three performances. The initial ranking, representing the 

best results from the first training stage, seems to hold for most of the combinations on the 

test set. 

 
Table 15. Best results on test set for every combination, showing the dataset, feature set, error measure, initial 
rank of the parameter set, , membership function type, dimensionality reduction methodology, number of features, 
optimal epochs and ANFIS results; ANFIS results show percentual difference with respect to the error of single 
best model 

Dataset Features Error Initial 
rank MF type Selection n 

features Epochs Stage 2 Stage 3 

Whole Mixed MASE 3 gaussian Stepwise 5 6 -4.81 % -4.63 % 
Whole Mixed sMAPE 1 triangular Stepwise 5 1 -1.06 % -1.19 % 
Whole Continuous MASE 2 triangular Stepwise 4 1 -3.54 % -4.04 % 
Whole Continuous sMAPE 1 triangular Stepwise 5 6 -0.51 % -1.54 % 

Seasonal Mixed MASE 1 triangular Stepwise 3 9 -0.65 % -1.78 % 
Seasonal Mixed sMAPE 1 triangular Stepwise 5 4 -0.28 % -0.84 % 
Seasonal Continuous MASE 1 gaussian Stepwise 3 3 -0.51 % -0.78 % 
Seasonal Continuous sMAPE 1 triangular Stepwise 3 1 -0.22 % -0.75 % 

Nonseasonal Mixed MASE 1 triangular Stepwise 5 1 -0.41 % 0.03 % 
Nonseasonal Mixed sMAPE 2 triangular Stepwise 5 6 -1.6 % -1.21 % 
Nonseasonal Continuous MASE 3 triangular Stepwise 5 1 -0.03 % -0.27 % 
Nonseasonal Continuous sMAPE 16 trapezoidal F-test 1 9 0 % -0.99 % 

 

 

Other results are also similar to those of the previous stages. Triangular membership function 

is selected on 75 % of the time and stepwise selection holds the best performing positions. 

The number of features used is mostly from 3 to 5. There is however one interesting result 
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that is not fully in line with the rest. It is coming from the nonseasonal data with continuous 

features and sMAPE errors, where F-test feature selection came on top of the stepwise 

selection by achieving around a percent point increase in performance with respect to the 

previous evaluation on validation set. It also has only 1 feature as input and utilizes 

trapezoidal membership function. The top two performances of the 12 possible dataset, 

feature set and error set combinations are clearly better than the rest by achieving an 

improvement of over 4 %, while the rest of the combinations stay below the 2 % level of 

improvement in average error.  

 

The results on the whole dataset are further investigated by analysing additional performance 

metrics that include comparison with optimal and random model selection, deviation of 

errors and proportions of how well ANFIS selects the best performing model. These results 

are shown in Tables 16-19. Similar information for seasonal and nonseasonal datasets is 

shown in Appendices 9 and 10.  

 

Tables 16 and 18 contain the MASE and sMAPE errors and the standard deviations of these 

errors for optimal model selection, best individual model and random model selection 

concerning the whole dataset. The differences of ANFIS errors in comparison to these are 

also included both in absolute and relative terms. Optimal model means selecting the best 

forecasting model for each time series, which would thus represent the overall minimum 

error on M4 train set with the model set that is used in this study. Best model refers 

previously referred single individual model that introduces the lowest average error based 

on the train set, while random model represents the average error of models that are selected 

completely at random for each series and where all six possible forecasting models have 

equal probabilities to be selected. All of the errors and their deviations are based on the test 

set. 

 

Tables 17 and 19 contain information on how well the model chosen by ANFIS is actually 

ranked. There are six columns, each representing the rank of the ANFIS selected forecasting 

model in comparison to the others. Thus, the number 0.2385 in the column 1 of the first row 

of Table 17 tells that the model predicted to be the best by ANFIS is actually 23.85 % of the 

time the actual best ranked model. Similarly, the next value of 0.2287 tells that the model 

selected by ANFIS is actually the second best 22.87 % of the cases, and so forth. The next 
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Table 16. Final ANFIS results on whole dataset with mixed features and both MASE and sMAPE errors 

 Optimal Best model Random ANFIS  Optimal Best model Random ANFIS 
MASE 1.1798 1.6796 1.9497 1.6017 sMAPE 0.0926 0.1247 0.1442 0.1233 
Difference 
form ANFIS 0.4219 -0.0779 -0.348 0 Difference 

form ANFIS 0.0307 -0.0014 -0.0209 0 

Difference 
form ANFIS % 35.76 % -4.63 % -17.85 % 0 % Difference 

form ANFIS % 33.15 % -1.19 % -14.49 % 0 % 

Std of MASE 1.8826 2.3855 2.7936 2.2742 Std of sMAPE 0.1246 0.1558 0.1798 0.1567 
Difference 
form ANFIS 0.3916 -0.1113 -0.5194 0 Difference 

form ANFIS 0.0321 0.0009 -0.0231 0 

Difference 
form ANFIS % 20.80 % -4.67 % -18.59 % 0 % Difference 

form ANFIS % 25.76 % 0.58 % -12.85 % 0 % 

 

Table 17. Proportions of actual ranking of ANFIS selected model on whole dataset with mixed features and both MASE and sMAPE errors 

MASE 1 2 3 4 5 6  sMAPE 1 2 3 4 5 6 
Proportions 0.2385 0.2287 0.2400 0.1486 0.0969 0.0473 Proportions 0.2173 0.2182 0.2766 0.1639 0.0855 0.0385 
Cumulative 0.2385 0.4672 0.7072 0.8558 0.9527 1 Cumulative 0.2173 0.4355 0.7121 0.876 0.9615 1 
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Table 18. Final ANFIS results on whole dataset with continuous features and both MASE and sMAPE errors 

 Optimal Best model Random ANFIS  Optimal Best model Random ANFIS 
MASE 1.1798 1.6796 1.9497 1.6118 sMAPE 0.0926 0.1247 0.1442 0.1228 
Difference 
form ANFIS 0.432 -0.0678 -0.3379 0 Difference 

form ANFIS 0.0302 -0.0019 -0.0214 0 

Difference 
form ANFIS % 36.62 % -4.04 % -17.33 % 0 % Difference 

form ANFIS % 32.61 % -1.54 % -14.84 % 0 % 

Std of MASE 1.8826 2.3855 2.7936 2.2711 Std of sMAPE 0.1246 0.1558 0.1798 0.1569 
Difference 
form ANFIS 0.3885 -0.1144 -0.5225 0 Difference 

form ANFIS 0.0323 0.0011 -0.0229 0 

Difference 
form ANFIS % 20.64 % -4.80 % -18.70 % 0 % Difference 

form ANFIS % 25.92 % 0.71 % -12.74 % 0 % 

 
Table 19. Proportions of actual ranking of ANFIS selected model on whole dataset with continuous features and both MASE and sMAPE errors 

MASE 1 2 3 4 5 6  sMAPE 1 2 3 4 5 6 
Proportions 0.2297 0.2256 0.2473 0.1567 0.0947 0.0461 Proportions 0.2192 0.2197 0.2735 0.1672 0.0845 0.0359 
Cumulative 0.2297 0.4553 0.7026 0.8593 0.954 1 Cumulative 0.2192 0.4389 0.7124 0.8796 0.9641 1 
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row underneath calculates this proportion cumulatively, summing up to 1 or 100%. For the 

reference, the proportions for the best performance of each forecasting model on train, 

validation and test set are also represented in Tables 20 and 21. These tables also show the 

average error of each model. 

 

From the Tables 16 and 18 we can see that the optimal error on the whole dataset with these 

models would be 1.1798 calculated with MASE and 0.0926 with sMAPE. Evaluating the 

performance of ANFIS with respect to this error is in this setting done to see how far it 

actually is from ideal. The differences with respect to the optimum are obviously quite large, 

showing an error of around 30 to 40 % and standard deviation of error around 20 to 35 % 

higher on ANFIS. However, it is more reasonable to compare the results with respect to the 

best single individual model or a random model selection as the baseline, since the goal is 

to achieve better forecasting performance. These are represented in their own corresponding 

columns. 

 
Based on information in Tables 20 and 21 we see that on both errors the best model on 

training set of the whole dataset is Theta. Thus, ANFIS chosen model will be evaluated 

against Theta’s performance on the test set when the whole dataset is used. This is the case 

also for seasonal dataset, while for nonseasonal dataset, the best performing single 

forecasting model is random walk with drift.  

 

First of all, ANFIS clearly beats the random model selection on all combinations. It provides 

at least 13.16 % and at most 23.40 % smaller average error than the random selection when 

all 12 initial combinations of dataset, feature set and error measure are considered. For 

standard deviations of error, ANFIS has at least 7.56 % better results and for seasonal dataset 

and MASE error, ANFIS has a 77.79 % lower deviation, which is a very significant 

improvement.  

 

Randomly selected models are a good baseline measure, showing that this methodology is 

better than forecasting at random. However, with the knowledge we have as the basis for 

forecasting new data, we usually know the overall best performing models empirically. This 

is also the truth in this case where we have the training set results at hand. Based on these, it 

would be reasonable to try and pick the model that at least does the best on this training set 
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Table 20. Best performing model proportions on MASE errors and the corresponding average errors in brackets; 
values are shows for separate datasets as well as for train-validation-test splits; bolded values represent the 
largest proportions and lowest errors 

Dataset Set Naive Snaive RWD Theta 
Neural 

net Holt 

Whole Train set 
0.1263 

(2.0485) 
0.0933 

(2.0632) 
0.1959 

(1.7864) 
0.1871 

(1.6986) 
0.1673 

(2.2530) 
0.2300 

(2.1562) 

Whole Validation set 
0.1240 

(2.0322) 
0.0908 

(2.0456) 
0.1941 

(1.7981) 
0.1912 

(1.6932) 
0.1653 

(2.2456) 
0.2345 

(2.0973) 

Whole Test set 
0.1267 

(2.0325) 
0.0942 

(2.0381) 
0.1969 

(1.7712) 
0.1865 

(1.6796) 
0.1645 

(2.2328) 
0.2312 

(2.0873) 

Seasonal Train set 
0.1214 

(1.3578) 
0.1270 

(1.3759) 
0.1644 

(1.2911) 
0.2111 

(1.0668) 
0.1668 

(1.3633) 
0.2094 

(1.6359) 

Seasonal Validation set 
0.1201 

(1.3597) 
0.1323 

(1.3741) 
0.1621 

(1.2908) 
0.2135 

(1.0700) 
0.1638 

(1.3627) 
0.2082 

(1.5557) 

Seasonal Test set 
0.1188 

(1.3353) 
0.1321 

(1.3573) 
0.1645 

(1.2738) 
0.2094 

(1.0534) 
0.1691 

(1.3471) 
0.2061 

(1.5743) 

Nonseasonal Train set 
0.1386 

(3.8559) 
0.0000 

(3.8559) 
0.2803 

(3.0972) 
0.1251 

(3.3510) 
0.1675 

(4.5861) 
0.2886 

(3.5054) 

Nonseasonal Validation set 
0.1503 

(3.8718) 
0.0000 

(3.8718) 
0.2670 

(3.1162) 
0.1271 

(3.3777) 
0.1614 

(4.6341) 
0.2941 

(3.5433) 

Nonseasonal Test set 
0.1344 

(3.8148) 
0.0000 

(3.8148) 
0.2854 

(3.0403) 
0.1271 

(3.3033) 
0.1665 

(4.4977) 
0.2866 

(3.4876) 
 
 
Table 21. Best performing model proportions on sMAPE errors and the corresponding average errors in brackets; 
values are shows for separate datasets as well as for train-validation-test splits; bolded values represent the 
largest proportions and lowest errors 

Dataset Set Naive Snaive RWD Theta 
Neural 

net Holt 

Whole Train set 
0.1261 

(0.1416) 
0.0947 

(0.1465) 
0.1956 

(0.1372) 
0.1863 

(0.1227) 
0.1671 

(0.1579) 
0.2303 

(0.1488) 

Whole Validation set 
0.1212 

(0.1421) 
0.0909 

(0.1460) 
0.1935 

(0.1388) 
0.1907 

(0.1232) 
0.1686 

(0.1587) 
0.2351 

(0.1485) 

Whole Test set 
0.1253 

(0.1442) 
0.0937 

(0.1477) 
0.1976 

(0.1404) 
0.1869 

(0.1247) 
0.1659 

(0.1593) 
0.2307 

(0.1509) 

Seasonal Train set 
0.1200 

(0.1424) 
0.1283 

(0.1490) 
0.1648 

(0.1434) 
0.2099 

(0.1221) 
0.1682 

(0.1566) 
0.2087 

(0.1518) 

Seasonal Validation set 
0.1190 

(0.1429) 
0.1319 

(0.1477) 
0.1623 

(0.1433) 
0.2133 

(0.1216) 
0.1651 

(0.1558) 
0.2083 

(0.1512) 

Seasonal Test set 
0.1180 

(0.1395) 
0.1342 

(0.1457) 
0.1632 

(0.1403) 
0.2112 

(0.1185) 
0.1673 

(0.1551) 
0.2060 

(0.1476) 

Nonseasonal Train set 
0.1393 

(0.1416) 
0.0000 

(0.1416) 
0.2781 

(0.1241) 
0.1248 

(0.1265) 
0.1665 

(0.1625) 
0.2913 

(0.1425) 

Nonseasonal Validation set 
0.1496 

(0.1462) 
0.0000 

(0.1462) 
0.2668 

(0.1299) 
0.1261 

(0.1328) 
0.1631 

(0.1702) 
0.2943 

(0.1505) 

Nonseasonal Test set 
0.1334 

(0.1405) 
0.0000 

(0.1405) 
0.2878 

(0.1220) 
0.1271 

(0.1254) 
0.1653 

(0.1607) 
0.2864 

(0.1432) 
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of time series in the hope that this set somewhat represents the true population of time series 

and behaves similarly on unforeseen data. Thus, it is justifiable to say that the comparison 

with respect to best model is a good representation of the actual forecast setting in the real 

world. 

 

These results seem to also favour ANFIS as it was already shown in the previous discussion 

concerning Table 15. The errors are lower on almost all cases, except one. Significant 

improvements are acquired on the whole dataset with MASE errors. The standard deviations 

follow this remark, by having the best improvements of 4.67 and 4.80, also on the whole 

dataset and MASE errors. The next best improvements in standard deviation come in around 

3 % for nonseasonal dataset with sMAPE errors, leaving the rest of the cases at lower levels. 

 

Tables 17 and 19 show that ANFIS picks the best performing model rather well, having the 

selected model in top two 43.55 – 46.72 % and in top half 70.26 – 71.24 % of the time when 

the whole dataset is in question. It also avoids the worst model consistently, selecting it less 

than 5 % of the time. For seasonal and nonseasonal datasets the proportions are mostly the 

same with some slight deviations. For instance, selecting the worse model is rarer for 

seasonal dataset where it happens only around 3 % of the time, while for nonseasonal dataset, 

this proportion is about the double in comparison to the whole dataset ranging from 7.23 to 

10.5 %. For seasonal dataset, the ANFIS selected model is in top 4 close to 90 % of the time, 

avoiding the worst models slightly better than on the other two datasets. The most significant 

difference occurs on the nonseasonal dataset, where ANFIS selected model is within the two 

best models 55.36 – 59.89 % of the time, being a huge increase with respect to the seasonal 

and whole datasets.  

 

To address further on how well the ANFIS might behave with respect to the worst models, 

the initial performance measures are flipped, and ANFIS is set up to find the worst 

performing models by trying to select the model with the highest errors. This means picking 

the worst model every time for the optimal result and choosing the worst model based on 

the train set. Random selection results in the same errors. The situation is represented in 

Tables 22-25 accompanied with Tables 26 and 27 showing the proportions of worse 

performing models.  
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Table 22. Final ANFIS results on whole dataset with mixed features and both MASE and sMAPE errors (for finding the worst model) 

 Optimal Worst Random ANFIS  Optimal Worst Random ANFIS 
MASE 3.1385 2.2328 1.9497 2.4675 sMAPE 0.2201 0.1593 0.1442 0.1644 
Difference 
form ANFIS -0.6710 0.2347 0.5178 0 

Difference 
form ANFIS -0.0557 0.0051 0.0202 0 

Difference 
form ANFIS % -21.38 % 10.51 % 26.56 % 0 % 

Difference 
form ANFIS % -25.31 % 3.20 % 14.01 % 0 % 

Std of MASE 7.2184 2.9246 5.8436 7.0465 Std of sMAPE 0.2535 0.1902 0.1820 0.2053 
Difference 
form ANFIS -0.1719 4.1219 1.2029 0 

Difference 
form ANFIS -0.0482 0.0151 0.0233 0 

Difference 
form ANFIS % -2.38 % 140.94 % 20.58 % 0 % 

Difference 
form ANFIS % -19.01 % 7.94 % 12.80 % 0 % 

 

Table 23. Actual ranking of ANFIS selected model on whole dataset with mixed features and both MASE and sMAPE errors (for finding the worst model) 

MASE 1 2 3 4 5 6  sMAPE 1 2 3 4 5 6 
Proportions 0.3576 0.1625 0.1224 0.1122 0.0950 0.1503 Proportions 0.3171 0.1576 0.1570 0.1167 0.0979 0.1537 
Cumulative 0.3576 0.5201 0.6425 0.7547 0.8497 1 Cumulative 0.3171 0.4747 0.6317 0.7484 0.8463 1 
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Table 24. Final ANFIS results on whole dataset with continuous features and both MASE and sMAPE errors (for finding the worst model) 

 Optimal Best Random ANFIS  Optimal Best Random ANFIS 
MASE 3.1385 2.2328 1.9497 2.4394 sMAPE 0.2201 0.1593 0.1442 0.1617 
Difference 
form ANFIS -0.6991 0.2066 0.4897 0 Difference 

form ANFIS -0.0584 0.0024 0.0175 0 

Difference 
form ANFIS % -22.27 % 9.25 % 25.12 % 0 % Difference 

form ANFIS % -26.53 % 1.51 % 12.14 % 0 % 

Std of MASE 7.2184 2.9246 2.7936 7.119 Std of sMAPE 0.2535 0.1902 0.1798 0.2005 
Difference 
form ANFIS -0.0994 4.1944 4.3254 0 Difference 

form ANFIS -0.0530 0.0103 0.0207 0 

Difference 
form ANFIS % -1.38 % 143.42 % 154.83 % 0 % Difference 

form ANFIS % -20.91 % 5.42 % 11.51 % 0 % 

 

Table 25. Actual ranking of ANFIS selected model on whole dataset with continuous features and both MASE and sMAPE errors (for finding the worst model) 

MASE 1 2 3 4 5 6  sMAPE 1 2 3 4 5 6 
Proportions 0.2757 0.1524 0.1564 0.1310 0.1262 0.1583 Proportions 0.3111 0.1453 0.1324 0.1173 0.1183 0.1756 
Cumulative 0.2757 0.4281 0.5845 0.7155 0.8417 1 Cumulative 0.3111 0.4564 0.5888 0.7061 0.8244 1 
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Table 26. Worst performing model proportions on MASE errors and the corresponding average errors; values are 
shows for separate datasets as well as for train-validation-test splits; bolded values represent the largest 
proportions and largest errors 

Dataset MASE Naive Snaive RWD Theta 
Neural 

net Holt 

Whole Train set 
0.1174 

(2.0485) 
0.2279 

(2.0632) 
0.1206 

(1.7864) 
0.0260 

(1.6986) 
0.3293 

(2.2530) 
0.1788 

(2.1562) 

Whole Validation set 
0.1191 

(2.0322) 
0.2232 

(2.0456) 
0.1245 

(1.7981) 
0.0242 

(1.6932) 
0.3327 

(2.2456) 
0.1763 

(2.0973) 

Whole Test set 
0.1215 

(2.0325) 
0.2205 

(2.0381) 
0.1247 

(1.7712) 
0.0247 

(1.6796) 
0.3317 

(2.2328) 
0.1769 

(2.0873) 

Seasonal Train set 
0.1065 

(1.3578) 
0.3121 

(1.3759) 
0.1299 

(1.2911) 
0.0283 

(1.0668) 
0.2664 

(1.3633) 
0.1569 

(1.6359) 

Seasonal Validation set 
0.1071 

(1.3597) 
0.3114 

(1.3741) 
0.1328 

(1.2908) 
0.0272 

(1.0700) 
0.2640 

(1.3627) 
0.1575 

(1.5557) 

Seasonal Test set 
0.1072 

(1.3353) 
0.3135 

(1.3573) 
0.1305 

(1.2738) 
0.0253 

(1.0534) 
0.2680 

(1.3471) 
0.1555 

(1.5743) 

Nonseasonal Train set 
0.1489 

(3.8559) 
0.0000 

(3.8559) 
0.0994 

(3.0972) 
0.0197 

(3.3510) 
0.4993 

(4.5861) 
0.2327 

(3.5054) 

Nonseasonal Validation set 
0.1448 

(3.8718) 
0.0000 

(3.8718) 
0.1015 

(3.1162) 
0.0210 

(3.3777) 
0.4988 

(4.6341) 
0.2339 

(3.5433) 

Nonseasonal Test set 
0.1527 

(3.8148) 
0.0000 

(3.8148) 
0.0962 

(3.0403) 
0.0205 

(3.3033) 
0.4891 

(4.4977) 
0.2414 

(3.4876) 
 
 
 
Table 27. Worst performing model proportions on sMAPE errors and the corresponding average errors; values 
are shows for separate datasets as well as for train-validation-test splits; bolded values represent the largest 
proportions and largest errors 

Dataset sMAPE Naive Snaive RWD Theta 
Neural 

net Holt 

Whole Train set 
0.1167 

(0.1416) 
0.2259 

(0.1465) 
0.1208 

(0.1372) 
0.0258 

(0.1227) 
0.3316 

(0.1579) 
0.1791 

(0.1488) 

Whole Validation set 
0.1171 

(0.1421) 
0.2239 

(0.1460) 
0.1239 

(0.1388) 
0.0237 

(0.1232) 
0.3349 

(0.1587) 
0.1765 

(0.1485) 

Whole Test set 
0.1209 

(0.1442) 
0.2201 

(0.1477) 
0.1251 

(0.1404) 
0.0247 

(0.1247) 
0.3294 

(0.1593) 
0.1799 

(0.1509) 

Seasonal Train set 
0.1049 

(0.1424) 
0.3112 

(0.1490) 
0.1299 

(0.1434) 
0.0279 

(0.1221) 
0.2662 

(0.1566) 
0.1599 

(0.1518) 

Seasonal Validation set 
0.1061 

(0.1429) 
0.3054 

(0.1477) 
0.1352 

(0.1433) 
0.0273 

(0.1216) 
0.2658 

(0.1558) 
0.1604 

(0.1512) 

Seasonal Test set 
0.1067 

(0.1395) 
0.3114 

(0.1457) 
0.1308 

(0.1403) 
0.0256 

(0.1185) 
0.2683 

(0.1551) 
0.1572 

(0.1476) 

Nonseasonal Train set 
0.1497 

(0.1416) 
0.0000 

(0.1416) 
0.0988 

(0.1241) 
0.0194 

(0.1265) 
0.5045 

(0.1625) 
0.2276 

(0.1425) 

Nonseasonal Validation set 
0.1496 

(0.1462) 
0.0000 

(0.1462) 
0.2668 

(0.1299) 
0.1261 

(0.1328) 
0.1631 

(0.1702) 
0.2943 

(0.1505) 

Nonseasonal Test set 
0.1334 

(0.1405) 
0.0000 

(0.1405) 
0.2878 

(0.1220) 
0.1271 

(0.1254) 
0.1653 

(0.1607) 
0.2864 

(0.1432) 
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ANFIS once again is far from the optimal of 3.1385 error on MASE and 0.2201 error on 

sMAPE for the whole dataset. The highest ANFIS gets is with MASE of 2.4675 being still 

21.38 % lower. The closest it gets is at 17.82 % lower MASE on nonseasonal dataset, with 

an error of 4.5049 with respect to the optimum of 5.4816. For standard deviation ANFIS 

comes significantly closer on multiple combinations. For MASE errors on the whole dataset, 

it is only -1.38 – 2.38 % lower than the optimal deviation of 7.2184. It comes even closer on 

seasonal dataset with MASE error and continuous features, by having the deviation only 

0.01 % lower. These values are clearly lower overall when compared to the initial setting 

and searching for the best performing model. This might result from some models being 

clearly worse on some specific occasions and ANFIS learning this well rather well.  

 

Similar conclusions can be made with comparison to the worst performing individual model 

and random selection. ANFIS selected models reach a 23.14 – 27.39 % higher MASE error 

and 10.76 – 18.26 % higher sMAPE error than the randomly chosen model when all 12 

combinations are considered. When comparing against the single worst forecasting model it 

achieves 0.05 – 10.51 % higher error on MASE and 0.62 – 5.03 % higher error on sMAPE, 

in all 12 combinations achieving a larger average error. Best result of 10.51% higher MASE 

error is achieved on whole dataset with mixed features and 5.03 % higher sMAPE error on 

seasonal dataset with mixed features.  

 

For standard deviations, results on some combinations rise clearly above others. With respect 

to the random selection, standard deviation of MASE is 17.15 – 154.83 % higher and on 

sMAPE 4.34 – 18.57 % higher. The largest increases are achieved on whole dataset and 

continuous features for MASE and on seasonal dataset with mixed features for sMAPE. 

With comparison to worst individual model, ANFIS has -2.27 – 143.42% difference in 

standard deviation of MASE and 5.42 – 9.27 % of sMAPE. The best results are achieved on 

the whole dataset with continuous features for MASE error and on seasonal with mixed 

features for sMAPE. 

 

The resulting fuzzy inference systems can be interpreted further from viewing the rulebases 

and looking at the overall structure and the surface plots. For each of the 12 dataset, feature 

set and error measure combinations there is 6 inference systems made, each corresponding 

to one forecasting model. For each ANFIS there is a set of rules. With 5 inputs and 2 
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membership functions per input is already a total of 32 rules. Thus, it is rather hard to cover 

all of these rules, but as a simple example, the rule base for the best parameter set on 

nonseasonal data can be discussed. This structure has only 1 input feature, resulting in only 

two rules for each rule base. This means that the input variable is either high or low. This 

very simple rule base results in a 1 % increase in accuracy in comparison to using the best 

single forecasting model on the test set. Due to the nature of F-test based selection, the used 

feature is different for the different forecasting models. Based on the Appendix 4 we can see 

that this single variable is n for naïve, seasonal naïve, Theta and neural net models and 

x_acf1 for random walk with drift and Holt. The length of the series is denoted with n and 

x_acf1 is the first autocorrelation value for the time series.  

 

The rule-base for naïve model visualized by MATLAB can be seen in Figure 9. Similar 

visualizations for seasonal naïve, random walk with drift, Theta, neural net and Holt 

forecasting models are presented in Appendix 11. The left-hand side of the plot contains two 

plots representing the two trapezoidal membership functions of the input layer and the red 

line indicates the value of the feature that is being fed to the rule base. For this case the value 

represents normalized value of the length of the time series. The membership functions are 

filled with yellow to represent the amount of membership that is associated for each 

membership function with respect to this given input value. Here, the upper membership 

function is entirely filled with yellow, indicating that this input value is belonging entirely 

into this membership function and not belonging to the other one at all.  

 

The first two plots on the right-hand side represent the constant membership output functions 

with respect to the membership functions of the input layer. They are filled with respect to 

weights that each rule acquires. In this case, the upper rule has a membership value of 1 and 

the lower one of 0. This results in 100 % of the weight being set on the upper rule. The third 

plot on the right-hand side aggregates these individual rules with respect to their weights and 

outputs one single crisp number as output. In this case it depends only on the first rule and 

gets assigned the highest possible value from this rule base.  
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Figure 9. Rule-base for acquiring predictions of sMAPE errors (right-hand side) of naive forecasting model based 
on length of series as input (left-hand side) on nonseasonal dataset 

 

If we compare this rule-base to the ones for other forecasting models on this specific 

combination, we see that the rule bases are very similar. For all forecasting models using the 

length of series as input, the lower error is assigned to models with more data points and for 

models utilizing the autocorrelation of first order, lower autocorrelation results lower error 

predictions. Even though the models might be using the same feature as input, the 

membership function structures are different and thus result in different values predicted as 

the input. For instance, the lowest predicted sMAPE error range of these six forecasting 

models is -0.2585 – 0.1696 for Theta, which uses the length of the series as input feature. 

This range is higher for the other models with the same input feature and represent well that 

not all models perform equally well on the same time series since these membership 

functions are trained with the same data, containing only the length of the series as input.  

 
Surface plot in Figure 10 shows how the predicted error of the model changes with respect 

to the length of the series. It only has two axes since there in only one input value on the x-

axis and one output value on the y-axis. The plot tells us that the predicted error of the model 

is high for short series and gets lower as the length of the series increase. This sounds 

reasonable since longer series contain more information for the forecasting model to extract. 

Another interesting thing to notice is that the error measure can go negative in this rule base. 

This is because no lower bound for output values is put for the ANFIS predictions.  
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Figure 10. Surface plot visualizing the predicted sMAPE error on y-axis with respect to the input value of 
normalized length of the series on the x-axis 
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6. Discussion and conclusion 
 

Forecasting the future has been around for thousands of years. From the early weather 

forecasts to the present high-frequency forecasts of electricity demand, it has been adding 

significant value by reducing the uncertainty of the forthcoming. However, even with the 

long history and a wide variety of research on the topic, no single methodology has been 

proven superior in fulfilling this task perfectly. As George Box (2011, 6) put it, “All models 

are wrong, but some models are useful.”  

 

This study introduced a methodology on model selection that tries to address the model 

selection difficulty by searching for the most adequate model given the characteristics of the 

time series being forecasted. Adaptive Neuro-Fuzzy Inference System trained rule base was 

acquired for mapping the time series features with the corresponding predicted errors for 

each of the 6 forecasting models used in the study. Reduction in error with comparison to a 

single forecasting model usage was achieved in almost all combinations of datasets, feature 

sets and error measures used. Most significant performance reduced the average MASE error 

4.63 %, being a significant improvement over just using the best possible individual 

forecasting model. The improvement is substantially larger when compared to the model 

selection completely at random. In addition to errors, model selection with the methodology 

is successful in producing lower standard deviation of the errors, thus reducing the 

uncertainty by providing consistency in the results.  

 

The first research question was: 

 

Is there a way to extract the most important features of time series in order to train a 
meta-learning algorithm which predicts the performance of a forecasting model based 
on those features? 
 

This was accomplished by utilizing Adaptive Neuro-Fuzzy Inference System and acquiring 

a fuzzy rule base for each forecasting model. Time series features are fed into the rule base 

which then predicts the performance of a forecasting model based these feature values. The 

most important features to be used were found by using two different dimensionality 
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reduction algorithms for the feature set with continuous and discrete features and five 

different algorithms for feature set with only continuous features. 

 

The second research question was: 

 

How can time series features be utilized in selecting the most adequate forecasting 
model with the aim of acquiring better forecasting accuracy and what is the best setup 
for doing so? 

 
A fuzzy rule base mentioned previously was acquired for a set of 6 forecasting models. These 

rule bases were used as a whole to gain 6 forecasting accuracy predictions and then to rank 

the forecasting models based on the predicted accuracy. The model with the lowest accuracy 

was selected for each of the time series in a large set of 15 000 time series. The average 

forecasting error for this kind of procedure was calculated and compared to using a random 

and the best individual model on the same dataset. It was shown, that the model selection 

based on the fuzzy rule bases achieved up to 4.63% lower error, proving the model selection 

methodology valuable. The best result was achieved by using the dataset with both seasonal 

and nonseasonal time series together with continuous and discrete features. The result was 

achieved with MASE errors. 

 

The third and last research question was: 

 

How well does the ANFIS selected model actually rank among the set of models and 

can it be used to find the worst performing models? 
 
ANFIS selected models are consistently in the top performing proportions. This can 

especially be seen from top halves, where ANFIS selected models are 65.51 – 71.54 % of 

the time. In addition to selecting the best models, this indicates that the methodology also 

avoids the worst performing models very well. With 6 forecasting models being used, it 

chooses the worst one only 2.78 – 10.5% of the time.  

 

When the structure is flipped around such that ANFIS is set to find the worst performing 

model by sorting the forecasting models’ errors in a descending other instead of ascending, 

it finds the worst model for each series very well and on some combinations of datasets, 



 80 

feature sets and error measures comes rather close to the optimal, where the worst model is 

selected for each time series. 

 
Based on the results achieved in this study, multiple new research ideas arise. First of all, it 

would be valuable to further investigate the rule bases provided by ANFIS in order to try 

and explain why specific models perform better than others based on specific features. If the 

rules were consistent, easily interpretable and also explainable, this kind of research would 

contribute significantly to the existing expert-rule model selection and time series 

forecasting.  

 

This could be further extended to the usage of a simulated dataset where the large variety of 

time series could be made with all the possible feature variations. This would thus provide a 

simulated time series dataset where the whole possible time series population would be 

represented in an equally proportioned way, from which consistent rules could be sought in 

a controlled manner. 

 

In addition to a simulated dataset, other large datasets could also add a lot of value by 

replicating this study and providing additional validity. It is thus very important to 

understand the generalizability of this study with respect to the used data. Even though the 

data set is referred to as a very good proxy for the actual time series universe used in the 

business field, this statement should be viewed critically. Some practitioners might 

concentrate on very specific and different data and thus should not have to use any other 

dataset than the one representing the corresponding application area.  

 

From a larger perspective, however, the methodology applied in this study can provide 

considerable value to forecasting. One can easily adjust the basis of the study by using a 

more appropriate data, model and feature set and select the performance measure that best 

suits that specific application. In addition, feature extraction and appropriate feature 

selection can be altered. With increased computational capacity at hand, larger number of 

features, membership functions and epochs could be used to perform a more thorough 

research and see if there are any more performance improvements to be gained.  
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APPENDICES 
 

Appendix 1. MASE errors by forecasting models 

 

Mean, min and max of MASE errors by periodicity 

 Hourly Daily Weekly Monthly Quarterly Yearly 
Mean 14.664 3.525 3.1405 1.1872 1.4242 3.7473 
Min 0.01923 0.0248 0.1204 0 0 0.0144 
Max 538.637 231.166 103.192 113.326 23.4859 580.768 
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Appendix 2. sMAPE errors by forecasting models 

 

Mean, min and max of sMAPE errors by periodicity 

Column1 Hourly Daily Weekly Monthly Quarterly Yearly 
Mean 0.4305 0.0327 0.0959 0.154 0.118 0.1611 
Min 0.0006 0.0011 0.0014 0 0 0.0002 
Max 2 1.8343 1.0933 2 2 2 
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Appendix 3. Features selected for seasonal time series 
 
Features selected for the seasonal dataset with mixed features and MASE errors as response variables; features chosen by F-test are shown for each of the forecasting model; 
features chosen by Stepwise selection for all forecasting models are shown in the last column (out of 55 features) 

Rank Naive Snaive RWD Theta NN Holt All models 
 F-test Stepwise 

1 diff1_acf10 arch_acf diff1_acf10 linearity linearity type_other hourly 
2 x_pacf5 trend x_pacf5 curvature curvature hourly arch_acf 
3 diff1x_pacf5 linearity crossing_points seasonal_period time_var_shift seasonal_period time_var_shift 
4 crossing_points curvature stability n flat_spots seasonal_strength spike 
5 stability max_level_shift type_other time_var_shift skewness x_pacf5 type_demographic 

 
 
Features selected for the seasonal dataset with mixed features and sMAPE errors as response variables; features chosen by F-test are shown for each of the forecasting model; 
features chosen by Stepwise selection for all forecasting models are shown in the last column (out of 55 features) 

Rank Naive Snaive RWD Theta NN Holt All models 
 F-test Stepwise 

1 var var var var var var hourly 
2 skewness skewness skewness skewness skewness skewness var 
3 kurtosis kurtosis kurtosis kurtosis kurtosis kurtosis mean 
4 n n n n n n arch_acf 
5 x_acf1 x_acf1 x_acf1 x_acf1 x_acf1 x_acf1 max_var_shift 
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Features selected for the seasonal dataset with continuous features and MASE errors as response variables; features chosen by F-test and correlation are shown for each of 
the forecasting model; features chosen by Stepwise selection and Laplacian for all forecasting models are shown in the last column (out of 45 features) 

Rank Naive Snaive RWD Theta NN Holt All models 
 F-test Stepwise 

1 diff1_acf10 arch_acf diff1_acf10 linearity linearity type_macro arch_acf 
2 x_pacf5 trend x_pacf5 curvature curvature x_pacf5 e_acf1 
3 diff1x_pacf5 linearity crossing_points n time_var_shift diff1_acf10 diff2_acf10 
4 crossing_points curvature stability time_var_shift flat_spots crossing_points spike 
5 stability max_level_shift type_industry time_level_shift skewness stability max_kl_shift 

 Correlation Laplacian 
1 trend e_acf10 trend e_acf10 e_acf10 arch_acf spike 
2 beta alpha beta alpha alpha nonlinearity var 
3 flat_spots diff2x_pacf5 arch_acf nonlinearity diff2x_pacf5 beta max_kl_shift 
4 arch_acf flat_spots nonlinearity diff2_acf1 skewness trend lumpiness 
5 nonlinearity x_acf10 x_acf1 flat_spots nonlinearity kurtosis hurst 

 
 
Features selected for the seasonal dataset with continuous features and sMAPE errors as response variables; features chosen by F-test and correlation are shown for each of 
the forecasting model; features chosen by Stepwise selection and Laplacian for all forecasting models are shown in the last column (out of 45 features) 

Rank Naive Snaive RWD Theta NN Holt All models 
 F-test Stepwise 

1 var var var var var var n 
2 skewness skewness skewness skewness skewness skewness arch_acf 
3 kurtosis kurtosis kurtosis kurtosis kurtosis kurtosis lumpiness 
4 n n n n n n spike 
5 x_acf1 x_acf1 x_acf1 x_acf1 x_acf1 x_acf1 max_kl_shift 

 Correlation Laplacian 
1 hurst hurst hurst hurst hurst beta spike 
2 beta beta beta beta crossing_points hurst var 
3 arch_r2 garch_r2 arch_r2 garch_r2 skewness garch_r2 max_kl_shift 
4 garch_r2 skewness garch_r2 skewness beta skewness lumpiness 
5 skewness arch_r2 crossing_points arch_r2 flat_spots crossing_points hurst 

 
  



 95 

Appendix 4. Features selected for nonseasonal time series 
 
Features selected for the nonseasonal dataset with mixed features and MASE errors as response variables; features chosen by F-test are shown for each of the forecasting 
model; features chosen by Stepwise selection for all forecasting models are shown in the last column (out of 49 features) 

Rank Naive Snaive RWD Theta NN Holt All models 
 F-test Stepwise 

1 curvature curvature skewness skewness curvature skewness weekly 
2 trend trend curvature curvature linearity beta alpha 
3 beta beta flat_spots hurst trend kurtosis daily 
4 linearity linearity kurtosis flat_spots hurst curvature time_level_shift 
5 hurst hurst hurst time_level_shift flat_spots diff1_acf1 spike 

 
 
Features selected for the nonseasonal dataset with mixed features and sMAPE errors as response variables; features chosen by F-test are shown for each of the forecasting 
model; features chosen by Stepwise selection for all forecasting models are shown in the last column (out of 49 features) 

Rank Naive Snaive RWD Theta NN Holt All models 
 F-test Stepwise 

1 n n x_acf1 n n x_acf1 type_other 
2 x_acf1 x_acf1 x_acf10 x_acf1 x_acf1 x_acf10 max_level_shift 
3 x_acf10 x_acf10 x_pacf5 x_acf10 x_acf10 x_pacf5 type_finance 
4 x_pacf5 x_pacf5 entropy x_pacf5 x_pacf5 entropy skewness 
5 e_acf1 e_acf1 hurst e_acf1 e_acf1 hurst weekly 
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Features selected for the nonseasonal dataset with continuous features and MASE errors as response variables; features chosen by F-test and correlation are shown for each 
of the forecasting model; features chosen by Stepwise selection and Laplacian for all forecasting models are shown in the last column (out of 40 features) 

Rank Naive Snaive RWD Theta NN Holt All models 
 F-test Stepwise 

1 curvature curvature skewness skewness curvature skewness mean 
2 trend trend curvature curvature linearity beta alpha 
3 beta beta flat_spots hurst trend kurtosis spike 
4 linearity linearity kurtosis flat_spots hurst curvature max_kl_shift 
5 hurst hurst hurst time_level_shift flat_spots diff1_acf1 flat_spots 

 Correlation Laplacian 
1 garch_acf garch_acf garch_r2 garch_r2 entropy garch_r2 spike 
2 skewness skewness skewness skewness garch_r2 garch_acf max_kl_shift 
3 kurtosis kurtosis crossing_points garch_acf alpha skewness lumpiness 
4 alpha alpha flat_spots crossing_points skewness diff1_acf10 n 
5 crossing_points crossing_points garch_acf alpha arch_r2 kurtosis hurst 

 
 
Features selected for the nonseasonal dataset with continuous features and sMAPE errors as response variables; features chosen by F-test and correlation are shown for each 
of the forecasting model; features chosen by Stepwise selection and Laplacian for all forecasting models are shown in the last column (out of 40 features) 

Rank Naive Snaive RWD Theta NN Holt All models 
 F-test Stepwise 

1 n n x_acf1 n n x_acf1 diff1_acf10 
2 x_acf1 x_acf1 x_acf10 x_acf1 x_acf1 x_acf10 curvature 
3 x_acf10 x_acf10 x_pacf5 x_acf10 x_acf10 x_pacf5 max_kl_shift 
4 x_pacf5 x_pacf5 entropy x_pacf5 x_pacf5 entropy spike 
5 e_acf1 e_acf1 hurst e_acf1 e_acf1 hurst kurtosis 

 Correlation Laplacian 
1 arch_r2 arch_r2 arch_r2 arch_r2 arch_r2 arch_r2 spike 
2 x_acf10 x_acf10 x_acf10 x_acf10 x_acf10 alpha max_kl_shift 
3 diff2x_pacf5 diff2x_pacf5 alpha alpha diff2x_pacf5 x_acf10 lumpiness 
4 crossing_points crossing_points diff2x_pacf5 diff2x_pacf5 crossing_points diff2x_pacf5 n 
5 x_pacf5 x_pacf5 crossing_points crossing_points x_pacf5 x_pacf5 hurst 
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Appendix 5. PCA components for the whole, seasonal and nonseasonal datasets 
 
 
          Top 5 principal components with their corresponding coefficients for whole and nonseasonal datasets 

Feature PC1 PC2 PC3 PC4 PC5 
mean 0.0751 -0.0466 0.0577 -0.0958 -0.0542 
var 0.0384 -0.0009 0.1458 -0.0364 0.1464 
skewness -0.0178 -0.0528 0.2539 0.0675 0.1737 
kurtosis -0.0217 -0.142 0.3619 0.3014 0.1864 
n 0.2699 -0.0688 0.0986 -0.1192 -0.0334 
x_acf1 0.1826 0.2646 -0.1054 0.2038 0.1564 
x_acf10 0.2721 0.0441 -0.0213 0.06 0.0877 
diff1_acf1 -0.0412 0.3479 0.218 -0.0313 -0.1382 
diff1_acf10 -0.1051 0.2338 0.1766 -0.2368 0.1733 
diff2_acf1 -0.0698 0.2337 0.2076 -0.0155 -0.2862 
diff2_acf10 -0.0805 -0.0814 -0.1167 -0.1677 0.4508 
x_pacf5 0.179 0.2281 -0.0781 0.1913 0.1039 
diff1x_pacf5 -0.1374 0.1968 0.178 -0.26 0.14 
diff2x_pacf5 0.0195 -0.2055 -0.1629 -0.1213 0.4298 
arch_acf -0.0595 0.2586 0.1324 -0.1696 0.1974 
garch_acf -0.1401 0.0412 0.2147 0.0113 0.1826 
arch_r2 -0.2208 0.0606 0.0746 -0.1806 -0.032 
garch_r2 -0.1743 0.0254 0.0387 -0.107 -0.0657 
e_acf1 0.2202 0.1408 0.1391 0.0352 -0.1543 
e_acf10 0.2672 -0.0413 0.1011 -0.119 -0.0448 
alpha 0.0981 0.2183 0.0573 0.1972 -0.1536 
beta -0.075 0.2594 0.1793 -0.1322 0.0507 
entropy -0.2497 -0.15 -0.0037 -0.0889 -0.1549 
flat_spots 0.2205 -0.0588 0.1252 -0.1271 0.0102 
crossing_points 0.2047 -0.111 0.0798 -0.0056 -0.0466 
nonlinearity -0.1019 0.0744 0.2007 -0.0327 -0.0389 
hurst 0.116 0.2597 -0.1043 0.2361 0.1557 
unitroot_kpss 0.2531 -0.0407 0.0824 -0.1693 0.0212 
trend 0.0836 0.3162 -0.1184 0.1191 0.2031 
spike -0.0089 -0.0514 0.176 0.1451 0.161 
linearity 0.1879 -0.014 0.1029 -0.2319 0.0572 
curvature -0.0263 0.0219 0.0091 -0.0226 0.1068 
lumpiness -0.0388 -0.1595 0.3528 0.279 0.1579 
stability 0.1121 0.1099 -0.132 0.1644 0.0443 
max_kl_shift 0.0049 -0.0043 0.0082 0.0141 0.0037 
time_kl_shift 0.2546 -0.0688 0.1119 -0.1592 -0.0322 
max_level_shift -0.0599 -0.0961 0.0796 0.1709 -0.182 
time_level_shift 0.2562 -0.0692 0.1127 -0.1599 -0.0322 
max_var_shift -0.023 -0.2042 0.3188 0.2742 0.0318 
time_var_shift 0.258 -0.0685 0.112 -0.1621 -0.0307 
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        Top 5 principal components with their corresponding coefficients for seasonal dataset 

Feature PC1 PC2 PC3 PC4 PC5 
mean -0.0102 0.0076 0.0232 0.0188 0.0511 
var -0.0055 0.0116 0.0212 0.0563 0.0992 
skewness 0.0909 0.0572 -0.0174 0.2336 0.3206 
kurtosis 0.1296 0.0795 -0.0319 0.2505 0.2883 
n -0.1451 0.2769 0.0809 0.1833 -0.1482 
x_acf1 -0.2872 -0.0456 -0.0841 -0.0803 0.0822 
x_acf10 -0.282 0.0583 0.0482 -0.0405 0.085 
diff1_acf1 -0.1734 -0.2059 -0.1478 0.2361 -0.1075 
diff1_acf10 -0.0073 -0.1913 0.3197 0.1333 -0.0901 
diff2_acf1 -0.1143 -0.2292 -0.0372 0.2692 -0.1641 
diff2_acf10 0.0503 -0.1056 0.3577 -0.0544 0.0143 
x_pacf5 -0.2563 -0.0605 0.0755 -0.0439 -0.0083 
diff1x_pacf5 0.0336 -0.1969 0.309 0.1761 -0.1192 
diff2x_pacf5 0.1319 0.0294 0.3385 -0.0765 0.0288 
arch_acf -0.07 -0.2089 0.1646 0.172 0.0908 
garch_acf -0.008 -0.2054 0.1806 0.0116 0.0457 
arch_r2 -0.0151 -0.272 0.1462 0.1097 0.1386 
garch_r2 0.0374 -0.2499 0.1084 -0.008 0.0927 
e_acf1 -0.1607 -0.0263 -0.1623 0.2436 -0.2366 
e_acf10 -0.086 -0.2056 0.011 0.2707 -0.1286 
alpha -0.2031 -0.0936 -0.2694 0.0709 -0.0085 
beta -0.0847 -0.2339 0.0219 0.2488 -0.0771 
entropy 0.3007 -0.0106 -0.0338 0.0342 -0.0846 
flat_spots -0.1422 0.1512 0.0486 0.2004 0.2183 
crossing_points 0.1354 0.2011 0.0796 0.1117 -0.2717 
nonlinearity 0.0426 -0.0799 0.0873 0.0091 0.2276 
hurst -0.2462 -0.0415 -0.0906 -0.1032 0.0681 
unitroot_kpss -0.2039 0.194 0.154 0.0295 0.0397 
trend -0.2633 -0.0706 0.0101 -0.1377 0.1204 
spike 0.0352 0.0177 -0.0064 0.0828 0.1233 
linearity -0.1046 0.126 0.1441 0.071 0.2303 
curvature -0.0305 0.0333 0.039 0.0718 0.1962 
lumpiness 0.1506 0.0611 -0.033 0.2369 0.2679 
stability -0.2436 -0.0762 -0.0339 -0.1445 0.1858 
max_kl_shift 0.0307 0.0315 -0.0534 0.0943 0.1121 
time_kl_shift -0.1373 0.2584 0.1109 0.1907 -0.0334 
max_level_shift 0.1124 -0.0278 -0.2294 0.1166 -0.0034 
time_level_shift -0.1411 0.2626 0.1125 0.1886 -0.0237 
max_var_shift 0.2047 0.0756 -0.0848 0.225 0.1714 
time_var_shift -0.1429 0.263 0.1209 0.1817 -0.0323 
seas_acf1 -0.2325 0.0863 0.1657 -0.1184 0.0719 
seas_pacf 0.0771 0.079 0.2588 -0.0578 -0.102 
seasonal_strength -0.0163 0.093 0.2113 -0.0762 -0.2011 
peak -0.0277 0.1127 -0.0141 0.0879 -0.2187 
trough -0.0211 0.0704 -0.0684 0.1448 -0.1561 
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Appendix 6. Histogram plots of lumpiness, skewness, var, arch_r2, kurtosis, x_acf1, 
beta, crossing_points and garch_r2 

 
Histogram of lumpiness by periodicity (upper bound 1) 
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Histogram of skewness by periodicity (lower bound -4; upper bound 4) 

  

0

20

40

60

0

10

20

0

500

1000

1500

2000

0

100

200

300

0

1000

2000

3000

0

500

1000

1500

2000

−1 0 1 2 3 4

−4 −2 0 2 4

−4 −2 0 2 4

−4 −2 0 2 4

−4 −2 0 2 4

−4 −2 0 2 4

Hourly

Weekly

Quarterly

Daily

Monthly

Yearly

skewness

C
ou
nt



 101 

 
Histogram of var by periodicity (upper bound 10^7) 
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Histogram of arch_r2 by periodicity 
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Histogram of kurtosis by periodicity (upper bound 10) 
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Histogram of x_acf1 by periodicity 
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Histogram of beta by periodicity 
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Histogram of crossing_points by periodicity 
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Histogram of garch_r2 by periodicity 
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Appendix 7. Stage 1 and 2 results for seasonal dataset 
 
Stage 1 and 2 results for the seasonal dataset with mixed features and MASE errors 

Rank MF type Selection n features Stage 1 Optimal epoch Stage 2 3 MFs Stage 3 
1 triangular Stepwise 3 -0.64 % 9 -0.65 % -0.65 % -1.78 % 

2 triangular Stepwise 4 -0.64 % 4 -0.65 % -0.64 % -1.76 % 

3 triangular Stepwise 5 -0.63 % 1 -0.63 % -0.62 % -1.78 % 

4 triangular Stepwise 2 -0.58 %     
5 gaussian Stepwise 3 -0.52 %      
6 gaussian Stepwise 4 -0.51 %     
7 gaussian Stepwise 5 -0.51 %      
8 trapezoidal Stepwise 3 -0.5 %     
9 trapezoidal Stepwise 4 -0.5 %      

10 trapezoidal Stepwise 5 -0.5 %     
16 trapezoidal F-test 1 0.02 % 1 0.02 % 2.74 % 0.04 % 

 
 

Stage 1 and 2 results for the seasonal dataset with mixed features and sMAPE errors 

Rank MF type Selection n features Stage 1 Optimal epoch Stage 2 3 MFs Stage 3 
1 triangular Stepwise 5 -0.28 % 4 -0.28 % -0.24 % -0.84 % 

2 gaussian Stepwise 5 -0.27 % 8 -0.29 % -0.26 % -0.77 % 

3 gaussian Stepwise 4 -0.24 % 1 -0.24 % -0.23 % -0.81 % 

4 triangular Stepwise 4 -0.24 %     

5 triangular Stepwise 3 -0.24 %      

6 triangular Stepwise 2 -0.24 %     

7 trapezoidal Stepwise 2 -0.24 %      

8 gaussian Stepwise 2 -0.24 %     

9 trapezoidal Stepwise 3 -0.24 %      

10 triangular Stepwise 1 -0.23 %     

16 triangular F-test 1 0 % 1 0 % 0 % 0 % 
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Stage 1 and 2 results for the seasonal dataset with continuous features and MASE errors 

Rank MF type Selection n features Stage 1 Optimal epoch Stage 2 3 MFs Stage 3 
1 gaussian Stepwise 3 -0.49 % 3 -0.51 % -0.28 % -0.78 % 

2 gaussian Stepwise 4 -0.48 % 5 -0.51 % -0.27 % -0.76 % 

3 gaussian Stepwise 5 -0.41 % 2 -0.41 % -0.16 % -0.76 % 

4 triangular Stepwise 3 -0.34 %     

5 triangular Stepwise 4 -0.32 %      

6 triangular Stepwise 5 -0.27 %     

7 gaussian Stepwise 1 -0.22 %      

8 gaussian Correlation 2 -0.16 % 1 -0.16 % 0.55 % -0.3 % 

9 gaussian Correlation 1 -0.11 %      

10 triangular Stepwise 2 -0.1 %     

17 triangular Laplacian 2 -0.01 % 1 -0.01 % 0.26 % 0 % 

41 trapezoidal PCA 1 1.87 % 3 1.86 % 0.01 % 3.0 % 

55 gaussian F-test 5 8.17 % 1 8.17 % 8.39 % 6.11 % 

 
 
Stage 1 and 2 results for the seasonal dataset with continuous features and sMAPE errors 

Rank MF type Selection n features Stage 1 Optimal epoch Stage 2 3 MFs Stage 3 
1 triangular Stepwise 3 -0.22 % 1 -0.22 % -0.17 % -0.75 % 

2 triangular Stepwise 4 -0.21 % 4 -0.22 % -0.15 % -0.75 % 

3 gaussian Stepwise 3 -0.17 % 10 -0.18 % -0.12 % -0.71 % 

4 gaussian Stepwise 4 -0.16 %     

5 gaussian Stepwise 2 -0.15 %      

6 triangular Stepwise 5 -0.15 %     

7 triangular Stepwise 2 -0.15 %      

8 triangular Stepwise 1 -0.13 %     

9 gaussian Stepwise 1 -0.13 %      

10 gaussian Stepwise 5 -0.12 %     

12 trapezoidal Laplacian 4 0 % 1 0 % 0 % -0.01 % 

19 triangular F-test 1 0 % 1 0 % 0 % 0 % 

43 trapezoidal Correlation 1 1.6 % 10 1.59 % 2.35 % 2.42 % 

48 triangular PCA 2 2.26 % 1 2.26 % 1.95 % 0.12 % 
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Appendix 8. Stage 1 and 2 results for nonseasonal dataset 
 
Stage 1 and 2 results for the nonseasonal dataset with mixed features and MASE errors 

Rank MF type Selection n features Stage 1 Optimal epoch Stage 2 3 MFs Stage 3 
1 triangular Stepwise 5 -0.41 % 1 -0.41 % 0.79 % 0.03 % 

2 triangular Stepwise 4 -0.4 % 1 -0.4 % 0.8 % 0.03 % 

3 gaussian Stepwise 5 -0.38 % 6 -0.38 % 1.23 % 0.04 % 

4 gaussian Stepwise 4 -0.38 %        

5 triangular Stepwise 3 -0.34 %        

6 gaussian Stepwise 2 -0.28 %        

7 trapezoidal Stepwise 2 -0.27 %        

8 triangular Stepwise 2 -0.25 %        

9 triangular Stepwise 1 -0.23 %        

10 trapezoidal Stepwise 1 -0.23 %        

16 triangular F-test 1 1.69 % 1 1.69 % 2.54 % 0.87 % 

 
 
Stage 1 and 2 results for the nonseasonal dataset with mixed features and sMAPE errors 

Rank MF type Selection n features Stage 1 Optimal epoch Stage 2 3 MFs Stage 3 
1 triangular Stepwise 4 -1.63 % 1 -1.63 % -1.41 % -1.2 % 

2 triangular Stepwise 5 -1.59 % 6 -1.6 % -1.37 % -1.21 % 

3 triangular Stepwise 3 -1.55 % 8 -1.55 % -1.39 % -1.18 % 

4 gaussian Stepwise 3 -1.52 %        

5 gaussian Stepwise 4 -1.29 %        

6 gaussian Stepwise 5 -1.24 %        

7 triangular Stepwise 2 -0.99 %        

8 gaussian Stepwise 2 -0.93 %        

9 trapezoidal Stepwise 3 -0.73 %        

10 trapezoidal Stepwise 2 -0.73 %        

35 trapezoidal F-test 1 0.01 % 9 0 % 0.21 % -0.99 % 
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Stage 1 and 2 results for the nonseasonal dataset with continuous features and MASE errors 

Rank MF type Selection n features Stage 1 Optimal epoch Stage 2 3 MFs Stage 3 
1 triangular Stepwise 3 -0.04 % 1 -0.04 % 0.03 % -0.02 % 

2 gaussian Stepwise 4 -0.03 % 9 -0.05 % 0.15 % -0.11 % 

3 triangular Stepwise 5 -0.03 % 1 -0.03 % 0.13 % -0.27 % 

4 triangular Stepwise 2 -0.03 %        

5 triangular Stepwise 4 -0.03 %        

6 gaussian Stepwise 1 -0.02 %        

7 triangular Stepwise 1 -0.01 %        

8 gaussian Stepwise 3 -0.01 %        

9 trapezoidal Laplacian 2 0 % 1 0 % 0 % 0 % 

10 gaussian Laplacian 2 0 %        

23 trapezoidal Correlation 1 0.01 % 1 0.01 % 2.88 % -0.08 % 

28 trapezoidal PCA 1 0.43 % 7 0.43 % 0.52 % 0 % 

45 triangular F-test 1 1.69 % 1 1.69 % 2.54 % 0.87 % 

 
 
Stage 1 and 2 results for the nonseasonal dataset with continuous features and sMAPE errors 

Rank MF type Selection n features Stage 1 Optimal epoch Stage 2 3 MFs Stage 3 
1 triangular Stepwise 1 -0.41 % 1 -0.41 % -0.02 % -0.67 % 

2 triangular Stepwise 2 -0.4 % 1 -0.4 % 0.2 % -0.74 % 

3 triangular Stepwise 3 -0.33 % 5 -0.37 % -0.2 % -0.91 % 

4 triangular correlation 1 -0.3 % 1 -0.3 % -0.25 % -0.1 % 

5 gaussian correlation 1 -0.29 %        

6 trapezoidal correlation 1 -0.24 %        

7 triangular Stepwise 4 -0.19 %        

8 triangular Stepwise 5 -0.05 %        

9 triangular Laplacian 1 -0.01 % 1 -0.01 % 0 % -0.21 % 

10 trapezoidal Laplacian 3 0 %        
16 trapezoidal F-test 1 0.01 % 9 0 % 0.21 % -0.99 % 

20 gaussian PCA 1 0.1 % 1 0.1 % 0.59 % -0.02 % 
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Appendix 9. Final results for seasonal dataset 
 
Final ANFIS results on seasonal dataset with mixed features and both MASE and sMAPE errors 

 Optimal Best model Random ANFIS  Optimal Best model Random ANFIS 
MASE 0.7674 1.0534 1.3507 1.0347 sMAPE 0.0906 0.1185 0.1422 0.1175 
Difference 
form ANFIS 0.2673 -0.0187 -0.316 0 Difference 

form ANFIS 0.0269 -0.001 -0.0247 0 

Difference 
form ANFIS % 34.83 % -1.78 % -23.40 % 0 % Difference 

form ANFIS % 29.69 % -0.84 % -17.37 % 0 % 

Std of MASE 0.7996 0.9931 4.4061 0.9784 Std of sMAPE 0.1127 0.1396 0.1739 0.139 
Difference 
form ANFIS 0.1788 -0.0147 -3.4277 0 Difference 

form ANFIS 0.0263 -0.0006 -0.0349 0 

Difference 
form ANFIS % 22.36 % -1.48 % -77.79 % 0 % Difference 

form ANFIS % 23.34 % -0.43 % -20.07 % 0 % 

 

Actual ranking of ANFIS selected model on seasonal dataset with mixed features and both MASE and sMAPE errors 

MASE 1 2 3 4 5 6  sMAPE 1 2 3 4 5 6 
Proportions 0.2209 0.2046 0.2899 0.178 0.0783 0.0284 Proportions 0.2221 0.2057 0.2868 0.178 0.0796 0.0279 
Cumulative 0.2209 0.4255 0.7154 0.8934 0.9717 1 Cumulative 0.2221 0.4278 0.7146 0.8926 0.9722 1 
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Final ANFIS results on seasonal dataset with continuous features and both MASE and sMAPE errors 

 Optimal Best model Random ANFIS  Optimal Best model Random ANFIS 
MASE 0.7674 1.0534 1.3507 1.0452 sMAPE 0.0906 0.1185 0.1422 0.1176 
Difference 
form ANFIS 0.2778 -0.0082 -0.3055 0 Difference 

form ANFIS 0.027 -0.0009 -0.0246 0 

Difference 
form ANFIS % 36.20 % -0.78 % -22.62 % 0 % Difference 

form ANFIS % 29.80 % -0.76 % -17.30 % 0 % 

Std of MASE 0.7996 0.9931 5.7166 0.9966 Std of sMAPE 0.1127 0.1396 0.1739 0.1393 
Difference 
form ANFIS 0.197 0.0035 -4.72 0 Difference 

form ANFIS 0.0266 -0.0003 -0.0346 0 

Difference 
form ANFIS % 24.64 % 0.35 % -82.57 % 0 % Difference 

form ANFIS % 23.60 % -0.21 % -19.90 % 0 % 

 
Actual ranking of ANFIS selected model on seasonal dataset with continuous features and both MASE and sMAPE errors 

MASE 1 2 3 4 5 6  sMAPE 1 2 3 4 5 6 
Proportions 0.2194 0.2053 0.2901 0.1739 0.0796 0.0317 Proportions 0.2223 0.2049 0.2855 0.1777 0.0805 0.0291 
Cumulative 0.2194 0.4247 0.7148 0.8887 0.9683 1 Cumulative 0.2223 0.4272 0.7127 0.8904 0.9709 1 
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Final ANFIS results on seasonal dataset with mixed features and both MASE and sMAPE errors (for finding the worst model) 

 
Optimal 
worst 

Worst 
model Random ANFIS  Optimal 

worst 
Worst 
model Random ANFIS 

MASE 2.2599 1.5743 1.3507 1.6668 sMAPE 0.2187 0.1551 0.1422 0.1629 
Difference 
form ANFIS -0.5931 0.0925 0.3161 0 Difference 

form ANFIS -0.0558 0.0078 0.0207 0 

Difference 
form ANFIS % -26.24 % 5.88 % 23.40 % 0 % Difference 

form ANFIS % -25.51 % 5.03 % 14.56 % 0 % 

Std of MASE 7.8662 7.8557 4.4061 7.6776 Std of sMAPE 0.2482 0.1887 0.1739 0.2062 
Difference 
form ANFIS -0.1886 -0.1781 3.2715 0 Difference 

form ANFIS -0.042 0.0175 0.0323 0 

Difference 
form ANFIS % -2.40 % -2.27 % 74.25 % 0 % Difference 

form ANFIS % -16.92 % 9.27 % 18.57 % 0 % 

 

Actual ranking of ANFIS selected model on seasonal dataset with mixed features and both MASE and sMAPE errors (for finding the worst model) 

MASE 1 2 3 4 5 6  sMAPE 1 2 3 4 5 6 
Proportions 0.2781 0.2014 0.1218 0.1275 0.1267 0.1444 Proportions 0.3216 0.1755 0.1102 0.1179 0.1183 0.1565 
Cumulative 0.2781 0.4795 0.6013 0.7288 0.8555 1 Cumulative 0.3216 0.4971 0.6073 0.7252 0.8435 1 
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Final ANFIS results on seasonal dataset with continuous features and both MASE and sMAPE errors (for finding the worst model) 

 
Optimal 
worst 

Worst 
model Random ANFIS  Optimal 

worst 
Worst 
model Random ANFIS 

MASE 2.2599 1.5743 1.3507 1.7207 sMAPE 0.2187 0.1551 0.1422 0.1575 
Difference 
form ANFIS -0.5392 0.1464 0.37 0 Difference 

form ANFIS -0.0612 0.0024 0.0153 0 

Difference 
form ANFIS % -23.86 % 9.30 % 27.39 % 0 % Difference 

form ANFIS % -27.98 % 1.55 % 10.76 % 0 % 

Std of MASE 7.8662 7.8557 5.7166 7.8653 Std of sMAPE 0.2482 0.1887 0.1739 0.2052 
Difference 
form ANFIS -0.0009 0.0096 2.1487 0 Difference 

form ANFIS -0.043 0.0165 0.0313 0 

Difference 
form ANFIS % -0.01 % 0.12 % 37.59 % 0 % Difference 

form ANFIS % -17.32 % 8.74 % 18.00 % 0 % 

 

Actual ranking of ANFIS selected model on seasonal dataset with continuous features and both MASE and sMAPE errors (for finding the worst model) 

MASE 1 2 3 4 5 6  sMAPE 1 2 3 4 5 6 
Proportions 0.2268 0.1697 0.1526 0.1385 0.1464 0.1661 Proportions 0.2411 0.1711 0.1437 0.1398 0.1388 0.1654 
Cumulative 0.2268 0.3965 0.5491 0.6876 0.834 1 Cumulative 0.2411 0.4122 0.5559 0.6957 0.8345 1 
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Appendix 10. Final results for nonseasonal dataset 
 
Final ANFIS results on nonseasonal dataset with mixed features and both MASE and sMAPE errors 

 Optimal Best model Random ANFIS  Optimal Best model Random ANFIS 
MASE 2.2284 3.0403 3.6544 3.0413 sMAPE 0.0858 0.122 0.1391 0.1205 
Difference 
form ANFIS 0.8129 0.001 -0.6131 0 Difference 

form ANFIS 0.0347 -0.0015 -0.0186 0 

Difference 
form ANFIS % 36.48 % 00.03 % -16.78 % 0 % Difference 

form ANFIS % 40.44 % -1.23 % -13.37 % 0 % 

Std of MASE 2.6809 3.289 3.7362 3.359 Std of sMAPE 0.1223 0.1684 0.1773 0.1634 
Difference 
form ANFIS 0.6781 0.07 -0.3772 0 Difference 

form ANFIS 0.0411 -0.005 -0.0139 0 

Difference 
form ANFIS % 25.29 % 2.13 % -10.10 % 0 % Difference 

form ANFIS % 33.61 % -2.97 % -7.84 % 0 % 

 

Actual ranking of ANFIS selected model on nonseasonal dataset with mixed features and both MASE and sMAPE errors 

MASE 1 2 3 4 5 6  sMAPE 1 2 3 4 5 6 
Proportions 0.2893 0.3096 0.0701 0.0771 0.1489 0.1051 Proportions 0.2583 0.2953 0.1264 0.1071 0.1406 0.0723 
Cumulative 0.2893 0.5989 0.669 0.7461 0.895 1 Cumulative 0.2583 0.5536 0.68 0.7871 0.9277 1 
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Final ANFIS results on nonseasonal dataset with continuous features and both MASE and sMAPE errors 

 Optimal Best model Random ANFIS  Optimal Best model Random ANFIS 
MASE 2.2284 3.0403 3.6544 3.0321 sMAPE 0.0858 0.122 0.1391 0.1208 
Difference 
form ANFIS 0.8037 -0.0082 -0.6223 0 Difference 

form ANFIS 0.035 -0.0012 -0.0183 0 

Difference 
form ANFIS % 36.07 % -0.27 % -17.03 % 0 % Difference 

form ANFIS % 40.79 % -0.98 % -13.16 % 0 % 

Std of MASE 2.6809 3.289 3.7362 3.2828 Std of sMAPE 0.1223 0.1684 0.1773 0.1639 
Difference 
form ANFIS 0.6019 -0.0062 -0.4534 0 Difference 

form ANFIS 0.0416 -0.0045 -0.0134 0 

Difference 
form ANFIS % 22.45 % -0.19 % -12.14 % 0 % Difference 

form ANFIS % 34.01 % -2.67 % -7.56 % 0 % 

 
Actual ranking of ANFIS selected model on nonseasonal dataset with continuous features and both MASE and sMAPE errors 

MASE 1 2 3 4 5 6  sMAPE 1 2 3 4 5 6 
Proportions 0.2898 0.2999 0.0759 0.08 0.159 0.0955 Proportions 0.2716 0.2977 0.0858 0.0974 0.1631 0.0843 
Cumulative 0.2898 0.5897 0.6656 0.7456 0.9046 1 Cumulative 0.2716 0.5693 0.6551 0.7525 0.9156 1 
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Final ANFIS results on nonseasonal dataset with mixed features and both MASE and sMAPE errors (for finding the worst model) 

 
Optimal 
worst 

Worst 
model Random ANFIS  Optimal 

worst 
Worst 
model Random ANFIS 

MASE 5.4816 4.4977 3.6544 4.5001 sMAPE 0.2098 0.1607 0.1391 0.1645 
Difference 
form ANFIS -0.9815 0.0024 0.8457 0 Difference 

form ANFIS -0.0453 0.0038 0.0254 0 

Difference 
form ANFIS % -17.91 % 0.05 % 23.14 % 0 % Difference 

form ANFIS % -21.59 % 2.36 % 18.26 % 0 % 

Std of MASE 4.7127 4.3779 3.7362 4.3789 Std of sMAPE 0.2397 0.1752 0.1773 0.1878 
Difference 
form ANFIS -0.3338 0.001 0.6427 0 Difference 

form ANFIS -0.0519 0.0126 0.0105 0 

Difference 
form ANFIS % -7.08 % 0.02 % 17.20 % 0 % Difference 

form ANFIS % -21.65 % 7.19 % 5.92 % 0 % 

 

Actual ranking of ANFIS selected model on nonseasonal dataset with mixed features and both MASE and sMAPE errors (for finding the worst model) 

MASE 1 2 3 4 5 6  sMAPE 1 2 3 4 5 6 
Proportions 0.4894 0.0778 0.1322 0.0984 0.0362 0.166 Proportions 0.486 0.0812 0.1286 0.0945 0.0517 0.158 
Cumulative 0.4894 0.5672 0.6994 0.7978 0.834 1 Cumulative 0.486 0.5672 0.6958 0.7903 0.842 1 
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Final ANFIS results on nonseasonal dataset with continuous features and both MASE and sMAPE errors (for finding the worst model) 

 
Optimal 
worst 

Worst 
model Random ANFIS  Optimal 

worst 
Worst 
model Random ANFIS 

MASE 5.4816 4.4977 3.6544 4.5049 sMAPE 0.2098 0.1607 0.1391 0.1617 
Difference 
form ANFIS -0.9767 0.0072 0.8505 0 Difference 

form ANFIS -0.0481 0.001 0.0226 0 

Difference 
form ANFIS % -17.82 % 0.16 % 23.27 % 0 % Difference 

form ANFIS % -22.93 % 0.62 % 16.25 % 0 % 

Std of MASE 4.7127 4.3779 3.7362 4.377 Std of sMAPE 0.2397 0.1752 0.1773 0.185 
Difference 
form ANFIS -0.3357 -0.0009 0.6408 0 Difference 

form ANFIS -0.0547 0.0098 0.0077 0 

Difference 
form ANFIS % -7.12 % -0.02 % 17.15 % 0 % Difference 

form ANFIS % -22.82 % 5.59 % 4.34 % 0 % 

 

Actual ranking of ANFIS selected model on nonseasonal dataset with continuous features and both MASE and sMAPE errors (for finding the worst model) 

MASE 1 2 3 4 5 6  sMAPE 1 2 3 4 5 6 
Proportions 0.4903 0.0778 0.1329 0.0964 0.0379 0.1646 Proportions 0.4538 0.0882 0.1356 0.1042 0.0558 0.1624 
Cumulative 0.4903 0.5681 0.701 0.7974 0.8353 1 Cumulative 0.4538 0.542 0.6776 0.7818 0.8376 1 
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Appendix 11. Rule bases for seasonal naive, random walk with drift, Theta, 
neural net and Holt on nonseasonal dataset, continuous feature set and 
sMAPE features 
 

  
Rule-base for acquiring predictions of sMAPE errors (right-hand side) of seasonal naive forecasting model 

based on length of series as input (left-hand side) on nonseasonal dataset. 
 
 

 
Rule-base for acquiring predictions of sMAPE errors (right-hand side) of random walk with drift forecasting 

model based on x_acf1 as input (left-hand side) on nonseasonal dataset. 
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Rule-base for acquiring predictions of sMAPE errors (right-hand side) of Theta forecasting model based on 
length of series as input (left-hand side) on nonseasonal dataset. 

 
 

 
Rule-base for acquiring predictions of sMAPE errors (right-hand side) of neural net forecasting model based 

on length of series as input (left-hand side) on nonseasonal dataset. 
 
 

 
Rule-base for acquiring predictions of sMAPE errors (right-hand side) of Holt forecasting model based on 

x_acf1 as input (left-hand side) on nonseasonal dataset. 
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Appendix 12. MATLAB visualization of the structure of the fuzzy rule base 
containing 5 input features and 2 membership functions per input 
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Appendix 13. MATLAB visualization of the 32 rules for the best performing 
inference system (whole dataset, mixed features, MASE error) 
 
 

 

 


