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Parameter estimation plays a crucial role in modelling various kinds of phenomena.
However, it can be challenging to properly calibrate a model to satisfy the observed quantities and provide reliable forecasts. In the case of large chaotic systems the usual estimation techniques, such as the least squares based optimizations or filtering based methods
are, in general, unavailable. Chaoticity makes long-term predictions unreliable, as even
slight perturbations in initial values or in the computational scheme would overweight
the impact of the parameters. Besides, high dimensionality prevents traditional implementations of filtering methods due to prohibitive computational and memory requirements. Here, we focus on “on-line” parameter estimation, emphasizing that the process
takes place sequentially without repetitive reuse of previously observed data and, ideally,
with minimal simulations of the heavy models. We are inspired by the Ensemble Prediction System (EPS), which is the framework for uncertainty quantification (UQ) for the
weather forecast employed in the European Centre of Medium-Range Weather Forecasts
(ECMWF). This framework consists of a number of simulations launched from slightly
perturbed initial values, done in order to get estimates of the model forecast skill. Since
high CPU computations are carried out there anyway, this framework is promising for
testing the impact of different parameters as well. The idea is employed in the Ensemble
Prediction and Parameter Estimation System (EPPES), where certain hierarchical statistical modelling is utilized within the EPS in order to conduct parameter estimation. Despite
successful results in many application, the original formulation of EPPES has certain deficiencies, such as slow convergence, lack of proper multi-objective optimization implementations and inability to track seasonally varying parameters. In this dissertation we
explore possible alternatives in the same area, keeping in mind the benefits for the ensemble/population based methods provided by the EPS framework. Such an alternative,
employed in the dissertation, is Differential Evolution (DE), a population-based method
from the broader family of evolutionary algorithms (EA). The use of DE as a stochastic
optimizer will be developed, and extensive of comparisons with the original EPPES will
be conducted.
Keywords: parameter estimation, differential evolution, ensemble prediction system,
data assimilation
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1

Introduction

Parameter estimation is an essential part of modelling. Practically all models contain a
priori unknown parameters that have to be properly calibrated to make the model agree
with measurements and to produce reliable predictions. Various estimation methods are
available which are applicable for different settings characterized by different challenges,
such as the complexity of the underlying phenomena, CPU demand of the model simulations, or amount of data. The core interest of this dissertation is in the parameter
estimation of large chaotic systems. The complexity of such systems constrain the use
of standard iterative optimization schemes. Due to chaoticity, long time simulations are
unpredictable: even for fixed model parameter values the predictions diverge due to tiny
variations in initial values or in the numerical settings of the solver used. So the usual application of least squares (LSQ) based optimization techniques becomes meaningless, and
instead different summary statistics may be introduced, (see, e.g Järvinen et al. (2010),
Haario et al. (2015)). However, finding informative summary statistics is challenging, and
this issue will be discussed at the end oh the dissertation.
Another alternative is to consider sufficient short subintervals of time, in which a
chaotic system still behaves predictably. This is possible if a time series of frequent
enough data is available. Different filtering methods then allow one to “follow the data”,
by re-estimating the state vector to get the initial values for the model integration for the
next time subinterval, often called the data assimilation window. In such situations, the
parameter estimation can be combined with the state estimation. Well-known methods
to do this are the state augmentation or filter-likelihood approaches. Nevertheless, such
methodologies are ruled out if filtering methods are not available, due to the difficulties
of implementation for very high-dimensional state vectors. This is the situation in NWP
(numerical weather prediction) problems, which are the main example problems of the
dissertation. We explore approaches for problems where the usual LSQ optimization is
not feasible and filtering cannot be implemented due to computational restrictions.
The main focus is on parameter estimation methods referred to here as “on-line” methods, to emphasise the fact that the estimation happens sequentially without repetitive reuse
of the observed data. This is done to avoid high CPU costs due to the model evaluation.
Indeed, we focus on situations where a “zero-CPU” parameter estimation is possible due
to an existing simulation environment.
An established framework where such an approach can be implemented is the Ensemble Prediction System (EPS) utilized at the European Centre for Medium-Range Weather
Forecasts (ECMWF). The purpose of the EPS is the uncertainty quantification (UQ) of the
weather forecasts. In the EPS an ensemble of 50 simulations is launched using carefully
tuned perturbed initial values, in order to provide estimates of the model forecast spread.
The data assimilation is not done utilizing EPS but is performed by variational methods;
filtering methods are not implemented for assimilation due to the prohibitive size of the
NWP model.
Nevertheless, the availability of the EPS provides an attractive option for model parameter estimation. The ensemble can be exploited not only for providing the NWP forecast UQ, but also to compare the performance of different sets of parameters. Moreover,
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this can be achieved at almost no extra computational costs since the numerically demanding task, the simulation of the ensemble, is done in any case. The main focus of
this dissertation is to develop and compare different ways of using the EPS for model
parameter estimation.
The Ensemble Prediction and Parameter Estimation System (EPPES), is a way to
exploit the EPS for parameter estimation. This method was proposed in the companion
papers by Järvinen et al. (2012) and Laine et al. (2012) using synthetic test cases, and has
been applied for full scale NWP models in Ollinaho et al. (2013a,b, 2014). To the best
of our knowledge, it is still the only algorithmic method so far applied to full-scale NWP
model parameter tuning – the traditional way has been to resort to tedious hand-tuning
of parameters of models of that scale. Despite successful results, the EPPES experienced
certain deficiencies such as possibly slow convergence, lack of ways to employ multicriteria optimization and lack of ability to track seasonally changing parameters.
These problems with the EPPES invited us to explore some other directions in this
area. However, the EPS framework limited the possibilities for ensemble/populationbased methods. In this work we will describe the use of a certain population-based optimization approach called differential evolution as an alternative solution to the aforementioned problem as well as application in other areas. We will provide the necessary
background for the parameter estimation of large chaotic problems.
The rest of the dissertation will be organised as follows. In Section 2, the necessary background for the topic of data assimilation is established. The data assimilation
problem is discussed in terms of both filtering and variational methods. Additionally,
certain ensemble techniques are considered. Section 3 discusses different techniques for
the parameter estimation problems when filtering methods are available for a particular
problem. Section 4 contains the main research results of this dissertation. It is devoted
to the parameter estimation using ensemble- and population-based methods. The Ensemble Prediction System framework is introduced, and it is discussed how the utilization
of ensembles of runs enables uncertainty quantification. Additionally, it is shown how
the same framework provides a natural fit for population/ensemble-based parameter estimation methods. The main methods, the ensemble prediction and parameter estimation
system and differential evolution will be introduced and discussed in that section. Section 5 considers other application of DE and Section 6 summarises the dissertation by
presenting the conclusion and the topics of further ongoing works.
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Data assimilation

Data assimilation techniques represent a set of methods to estimate a time dependent
process by combining modelling and observations. There are various algorithms available
for this purpose, however each of them has specific advantages and disadvantages with
respect to the problem under consideration. The choice of a particular method might be
justified based on complexity of the modelling system, its dimensionality, sensitivity to
the initial values and observations (Bouttier and Courtier (2002)).
The origin of assimilation methods lies in Bayes’ theorem:
p(x|y) =

p(y|x)p(x)
,
p(y)

(2.1)

where p(y|x) is called the likelihood, p(x) is the prior probability and p(x|y) is the
posterior probability. The target of the data assimilation is to maximize the posterior
probability, in a process known as maximum a posteriori estimation (MAP). Taking into
account that the denominator in the Bayes’ formulation only plays the role of a scaling
factor, we can reformulate the problem in terms of a cost function:
J(x) = − log p(x|y) ∼ −(log(p(y|x)) + log(p(x))).

(2.2)

Now, we assume the Gaussianity of both prior distribution and the likelihood. In the
context of the data assimilation the common terminology is to have certain background information xb as a prior with the background error covariance B. Similarly, the likelihood
is defined by the observation operator of the system state denoted as K and measurement
error covariance R. Taking this notation into account and also noting the monotonic property of the logarithm, one can formulate the data assimilation task (2.2) as a quadratic cost
function optimization problem
1
1
J(x) = (x − xb )T B−1 (x − xb ) + (y − Kx)T R−1 (y − Kx)
2
2

(2.3)

xa = arg min(J(x)),

(2.4)

x

With the use of certain matrix lemmas (see e.g Strawderman and Higham (1999)), one
can obtain explicit formulas for computing both the state estimate and its covariance:
xa = xb + G(y − Kxb ),
a

B = B − GKB,

(2.5)
(2.6)

where G = BKT (KBKT + R)−1 is the “Gain” matrix.
Despite the availability of the analytical solution for the minimization problem (2.3)(2.4), its evaluation can be prohibitively expensive due to matrix manipulations of possibly huge matrices. This is why data assimilation methods are usually categorized into
two main groups: sequential assimilation methods and variational assimilation methods
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(see Talagrand (1997)). The principal difference between these groups is that the sequential methods rely on statistical approaches to propagate the information about observation
and model errors forward in time, which enables control of an appropriate compromise
between observed and simulated data; while variational methods make use of optimization techniques in order to minimize a cost function, defined in terms of the discrepancy
between simulated and observed data with respect to state at the current or the previous
time point.

2.1

Sequential methods

The core principle of the sequential methods can be expressed as a series of prediction
and correction steps:
1. Prediction step. This propagates the state of the system from previous to current
time using the model dynamics to obtain a prediction estimate of the current state
of the system.
2. Correction step. This updates the state and covariance estimates using new observation data, and the prediction estimates as the prior.
Formally, the sequential approach for the data assimilation can be described in terms
of an observable dynamical system, defined as coupled stochastic equations:
xk = M(xk−1 ) + k ,
yk = H(xk ) + ηk .

(2.7)
(2.8)

Here a vector xk−1 ∈ Rn represents the full state of the system at a specific time index
k − 1, which is propagated by a generally non-linear evolution model M towards the
next time step k; a vector of observations yk ∈ Rm is related to the current state of the
system through a possibly non-linear observation operator H; stochastic terms k and ηk
simulate model and observation errors. Additionally, it is usually assumed that model and
observation error terms k and ηk are independent from each other and unbiased.
Having the system defined by (2.7) and (2.8), the principal task of the data assimilation
process is to find an optimal state estimate xak at time k given the state estimate xak−1 at
time k − 1 and observations yk at time k. The most commonly used optimality criteria
requires that the state estimate xak is an unbiased estimator of the true state of the system
and has minimal variance.
There are a number of sequential methods which might differ in computational cost,
robustness, applicability to the addressed problem and assumptions about the modelled
system. The sequential methods are sub-categorized into Gaussian and Non-Gaussian.
The group of Gaussian methods represents a family of Kalman filters, while the most
famous algorithm in the Non-Gaussian group are particle filters (see Vetra-Carvalho et al.
(2018)). The core differences in these subdivisions stem from the first group assuming
the Gaussianity of both error terms k and ηk in (2.7)-(2.8), while the second one does not
make this assumption.

2.1 Sequential methods

2.1.1
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Kalman filter and extended Kalman filter

The original Kalman filter (KF) method (see Kalman (1960)) is a recursive data processing algorithm which provides the optimal estimation of noisy dynamical model state by
incorporation with noisy data. This method, however, makes certain assumptions on the
underlying model, observation process and noise involved in the definition given by (2.7)(2.8): both the dynamical and observation models are assumed to be linear. Moreover, the
common assumption of the Gaussian methods is that error terms k and ηk are normally
distributed random variables with zero means and given covariance matrices Ck and Cηk .
The main idea of the algorithm is to directly utilize the Bayesian approach to calculate
the posterior distribution (state estimate and its covariance) defined by (2.5)-(2.6) through
an estimate given by the dynamical model (2.7) as prior and corrected by a likelihood
yielded from the observations defined by (2.8).
A single step of the KF can be described by Algorithm 1. During the prediction
step, both the state prior and its covariance are propagated by the (linear) model and the
model error covariance. During the correction step, the new estimates are updated as
a weighted sum of predictions and observations, where the weight factor, the Kalman
gain, prioritizes the part of the sum with smaller uncertainty involved. This state estimate
is usually referred as the analysis. The complete set of Kalman filter formulas can be
directly obtained from the (2.5)-(2.6) by pluging in the definition of the dynamical model
(2.7)-(2.8), which gives the prediction step formulas. Thus, on the iteration k, as an input
the algorithm receives the state estimate xak−1 and its covariance Cak−1 calculated during
the previous iteration k − 1; yk denotes new observations, Ck and Cηk are the model
and observation error covariances. Note that the bold-faced Mk and Hk emphasize the
linearity of the model and the observation operators. Each iteration produces the state
estimate and its covariance which are later used as an input for a sequential step.
Algorithm 1 Kalman filter
1: Input: xak−1 , Cak−1 , yk , Mk , Hk , Ck , Cηk ;
• Prediction:
x̂k = Mk xak−1 ;
3: Ĉk = Mk Cak−1 MT
k + Ck ;
2:

4:
5:
6:

• Correction:
T
−1
Gk = Ĉk HT
k (Hk Ĉk Hk + Cηk ) ;
a
xk = x̂k + Gk (yk − Hk x̂k );
Cak = Ĉk − Gk Hk Ĉk ;

. Propagate the state
. Propagate the state covariance

. Compute Kalman gain
. Compute the analysis
. Compute the analysis covariance

Output: xak , Cak .
It is shown that for a linear model and observation operators, the Kalman filter produces the optimal state estimate in the sense described earlier, i.e unbiased and with minimal variance (Kalman (1960); Evensen (2009)). However, the linearity constraint limits
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the use of the Kalman filter in real life applications since the most realistic and reliable
models behave non-linearly.
The extended Kalman filter (EKF) develops KF ideas towards problems with nonlinear dynamical and observation models in (2.7-2.8) (Kalman and Bucy (1961); Smith
et al. (1962); McElhoe (1966)). The way the EKF approaches the assimilation problem
is to incorporate the base ideas of the KF with linearizations of the non-linear dynamical
and observation models for each assimilation step using a first order Taylor expansion, i.e
with the partial derivatives:
∂M(xak−1 )
,
∂xak−1
∂H(x̂k )
=
.
∂x̂k

Mk =
Hk

(2.9)
(2.10)

These linearised operators are used to update the covariance information in Algorithm 1. Thus, in the EKF algorithm the model state estimate is propagated and updated
by fully non-linear state and observation models, whereas the corresponding covariances
are propagated and updated by linearizations defined in (2.9-2.10).
A limitation of the EKF is that due to the linearizations involved, both the model and
the observation operator have to be differentiable. Moreover, the use of numerical differentiations techniques such as finite differences becomes computationally very expensive
with growing dimensionality (see Auvinen et al. (2009, 2010)). Besides, derivative approximations might introduce significant errors into estimation routines and potentially
might lead to divergence of the whole assimilation process (see Evensen (1992); Gauthier
et al. (1993)). Despite this, the EKF has proven to provide solid state and covariance
estimates, which makes it a “ground truth” data assimilation algorithm to test the performance and robustness of new DA methods (Julier and Uhlmann (2004)). Nevertheless,
although the EKF is relatively easy to use and computationally efficient, it has never been
feasible for truly large-scale high dimensional problems. The issue with the EKF, directly
inherited from the KF, is the “curse of dimensionality”: the need to store and operate over
prohibitively large matrices prevents the use of these methods. In numerical weather prediction (NWP) models (see Phillips (1971); Buizza (2000)), for instance, the state vector
of the system consists of up to 109 elements (see Cardinali (2013)) which would lead to
impractically expensive computations over matrices of the size 109 × 109 . A range of
approximate Kalman filters have been developed to overcome this flaw through explicit
low-rank approximations of underlying covariance matrices. A major limitation here is
that for matrices with an actually high rank, a number of artefacts appear that are difficult
to eliminate (see Evensen (2004); Ott et al. (2004); Houtekamer and Mitchell (2001)).
2.1.2

Ensemble Kalman filter

The central question of the Kalman filter methods is the accuracy of the covariance propagation of the state estimate. Inappropriately small or large covariances may lead to filter
divergence. The main problem of the EKF is the use of linear approximations for un-

2.1 Sequential methods
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derlying non-linear models to propagate the error covariance, which may lead to loss of
accuracy. The ensemble Kalman filter (EnKF) is another approach to non-linear filtering. It proposes an alternative way to propagate the state covariance which would avoid
explicit storage of huge matrices. EnKF addresses this problem using a Monte Carlo
approach where the whole assimilation process is represented by an ensemble of possible states of the system. Each ensemble member is propagated and updated using full
non-linear stochastic models (Evensen (1992); van Leeuwen and Evensen (1996); Service (1998)). Thus, the ensemble mean and covariance play the roles of the state estimate
and its covariance for later computations. Remember here, that the EnKF assumes that
both model and observation errors follow the normal distribution, i.e are fully described
by their mean and covariances. Algorithm 2 shows a single data assimilation step by the
EnKF with an ensemble size Mens .

Algorithm 2 Ensemble Kalman filter
1: Input: sk−1,i , yk , M, H, Ck , Cηk , i = 1, . . . , Mens ;

2:
3:

• Sampling:
k,i ∼ N (0, Ck )
ηk,i ∼ N (0, Cηk )

. Sample model error for each ensemble member
. Sample observation error for each ensemble member

• Prediction:
ŝk,i = M(sk−1,i ) + k,i ;
. Propagate model state for each ensemble member
PN
1
. Calculate sample mean
5: s̄k = N
i=1 ŝk,i ;
√
6: Xk = ((ŝk,1 − s̄k ), . . . , (ŝk,N − s̄k ))/ N − 1;
. Compute auxiliary matrix
7: Ĉk = Xk XT
. Calculate sample covariance
k;
4:

• Correction:
T
−1
Gk = Ĉk HT
. Compute Kalman gain
k (Hk Ĉk Hk + Cηk ) ;
a
sk,i = ŝk,i + Gk (yk − H(ŝk,i ) + ηk,i );
. Update ensemble members
PN a
1
10: xak = N
s
;
.
Compute
the next state estimate
i=1 k,i
√
a
a
a
a
11: Yk = ((sk,1 − xk ), . . . , (sk,N − xk ))/ N − 1;
. Compute auxiliary matrix
a
T
12: Ck = Yk Yk ;
. Compute the next state covariance estimate
8:
9:

Output: xak , Cak , sak,i .

One of the advantages of the EnKF with respect to the EKF is that it avoids the linearization of the model and observation operator. Moreover, there is no need to separately
provide either tangent linear nor adjoint codes (see the 4D-Var subsection for details) for
T
model and observation operators since the expressions Ĉk HT
k and Hk Ĉk Hk in Algo-
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rithm 2 can be approximated (see Hamrud et al. (2015)) by:
N

≈
Ĉk HT
k

1 X
(ŝk,i − s̄k )(H(ŝk,i ) − H(s̄k ))T
N − 1 i=1

(2.11)

N

Hk Ĉk HT
≈
k

1 X
(H(ŝk,i ) − H(s̄k ))(H(ŝk,i ) − H(s̄k ))T
N − 1 i=1

(2.12)

One of the main problems of the EnKF is that it systematically tends to underestimate the state covariance, especially with smaller ensemble sizes. This issue is known as
covariance leakage or filter inbreeding (Houtekamer and Mitchell (2001)). Even though
several methods have been proposed to tackle this problem for smaller ensemble sizes, an
overall improvement can be gained with increased ensemble size which, however, might
become impractical for large scale problems.
2.1.3

Particle filter

All previously described assimilation methods assume the Gaussian model state and observation error distribution. This limitation is relaxed in the class of Non-Gaussian methods. Various particle filter (PF) methods belong to this class of approaches (Del Moral
(1997, 1998, 2005)).
The main idea of PF methods is to formulate the assimilation task with an ensemble
of particles {xi , i = 1, . . . , M }, where each ensemble member is associated with an
importance weight ωi . These particles approximate the underlying probability density
function (PDF) of the particular problem with a discrete distribution:
(
ωi , if x = xi ;
p(x) =
(2.13)
0, otherwise.
Each particle evolves according to the given non-linear model towards the next observation time. When new observations become available, importance weights ωi are
calculated and updated according to Bayes’ rule and the predefined likelihood function,
as
ω k p(yk+1 |xi )
,
(2.14)
ωik+1 = PM i
k
k+1 |x )
m
m=1 ωm p(y
where the superscripts define the assimilation window number. Thus, constructed in this
manner, importance weights are kept normalized within each assimilation window and
particles that better comply with observations are assigned higher importance weights.
Note here, that in the original PF implementation, ensemble members are kept the same
during the whole assimilation process, only the importance weights are adjusted. This
leads to the problem that a single particle accumulates all the weight in the long run,
making the statistical information of the whole ensemble meaningless. Such a situation is
called filter degeneracy. A number of resampling strategies have been proposed to address
this issue (see van Leeuwen (2009, 2010, 2011)) with a core aim to preserve the statis-

2.2 Variational methods
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tical meaning in the ensemble by resampling particles in proportion to their importance
weights.
The strongest assets of PF are, for example, its full non-linearity (no assumption are
done about model dynamic, model state distribution, etc.) and ability to robustly work
without the explicit specification of the model state covariance matrix. However, there
are still weaknesses to consider, such as efficiency and filter degeneracy. Moreover, PF
tends to have a strong bias towards state estimate (van Leeuwen (2017)), which might be
tolerable in the case of forecasting, but it makes it impractical for improving the model,
i.e parameter estimation problems. However, it is worth pointing out that the field of
PF is being actively studied today and there is a huge potential in this approach. Meanwhile, hybrid methods between EnKF and PF (see van Leeuwen (2017)) have also been
developed.

2.2

Variational methods

The common idea of variational methods is to approach the problem defined by (2.3)(2.4) as an optimization task. This can be beneficial in high-dimensional cases where the
explicit calculation of the solution expressed as (2.5)-(2.6) is not feasible due to the necessity to store and operate over prohibitively huge matrices. Variational methods avoid
the direct operation over such matrices through different implicit representations, e.g auxiliary optimization problems.
2.2.1

3D-Var assimilation

The main idea of a three-dimensional variation (3D-Var) method is to find an optimal
model state xa of the problem declared by the equations (2.3) - (2.4) (see Lorenc (1986)).
Note that the analysis xa , the background xb and observations y correspond to the same
time instance, i.e 3D-Var does not take into account the evolution of the model in time.
The analytical solution of the cost function (2.3) is very expensive to compute for
large systems. However, a number of numerical optimization techniques can be utilized
to enable the solution of such problems. The limitations of KF and EKF, when the explicit
calculation of covariance matrices is not feasible due to enormous memory requirements,
can be overcome by auxiliary optimization problems, where these matrices can be represented implicitly.
In order to find a solution for (2.3)-(2.4), we should be able to solve ∇J(x) = 0,
where the gradient ∇J(x) can be analytically written as
∇J(x) = B−1 (x − xb ) + HT R−1 (y − H(x)).

(2.15)

Here we assume, that the observational operator H(x) is either linear or we can neglect
second-order terms in its Taylor expansion, i.e.:
H(x) = H(xb ) + H(x − xb ),

(2.16)

where operators H and HT correspond to a linear part of the observational operator and
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its transpose. These operators are called tangent linear and adjoint operators. In highdimensional cases the explicit formulation of these operators as matrices is not feasible.
This is why they are usually defined as separate codes specifically developed for each
particular problem.
The variational formulation of the data assimilation problem is well suited for both
linear and non-linear models, however the necessity to provide tangent linear and adjoint
operator codes requires extra effort to successfully utilize this approach. One of the main
drawbacks of the 3D-Var approach is that it does not take into account the dynamics of the
system and times when the observations have taken place. This limitation is relaxed in the
4D-Var assimilation method which will be discussed further. However, one of the main
difficulties of both 3D-Var and 4D-Var is how to properly specify the background error
covariance B: it should be at least symmetric positive definite and have realistic variances
in order to be comparable with the observation errors (see Andersson et al. (2000)).
2.2.2

4D-Var assimilation

We pointed out earlier that in 3D-Var all observations, the background and the analysis
are assumed to be valid at the same time and the observation operator H is responsible
only for the spatial projection of the state into the observation space. 4D-Var relaxes this
assumption by introducing a generalized observational operator G = H ◦ M which does
not only provide spatial interpolation and conversion of the model state into the observation space, but is also able to propagate the state of the model towards the particular time
when the observations are conducted. In fact, the form of the cost function of 4D-Var is
exactly the same as for 3D-Var (Lorenc and Rawlins (2006)):
1
1
J(x) = (xb − x)T B−1 (xb − x) + (y − G(x))T R−1 (y − G(x)).
2
2

(2.17)

However, it is convenient to group the observations y into subgroups yk which represent the observations available at time tk . Then, the generalized observation operator Gk is
applied so that it produces model state equivalents to the observations at time tk . Assuming that the observation errors are not correlated in time, the observation error covariance
matrix R is block diagonal and each block Rk of it corresponds to the observations at
time tk . Hence, the 4D-Var cost function can be rearranged into the form:
K

1
1X
(yk − Gk (x))T Rk −1 (yk − Gk (x)), (2.18)
J(x) = (xb − x)T B−1 (xb − x) +
2
2 k=0
where K is a number of observations within the so-called assimilation window. Each of
the generalized observational operators Gk are represented as a functional composition
of an usual 3D-Var-style observational operator Hk and a model state propagation operator Mt0 →tk . The former can be further factorized into a composition of a model state
propagation operator between 2 sequential observation time points tk−1 and tk :
Gk = Hk ◦ Mtk−1 →tk ◦ · · · ◦ Mt1 →t0

(2.19)
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Now, if we denote xk = Mt0 →tk (x0 ), we can formulate the 4D-Var assimilation
problem as a strong constrained optimization task:
J(x0 ) = Jb (x0 ) + Jo (x0 ),
1 b
Jb (x0 ) =
(x − x0 )T B−1 (xb − x0 ),
2
K
1X
Jo (x0 ) =
(yk − Hk (xk ))T Rk −1 (yk − Hk (xk )),
2 k=0

(2.20)

xa = arg min(J(x0 )),

(2.23)

(2.21)
(2.22)

x0

xk = Mtk−1 →tk (xk−1 ), k = 1, 2, . . . , N.

(2.24)

This formulation of 4D-Var is called strong-constraint 4D-Var since there is a perfect
model assumption involved (see Bannister (2001)). The minimization of the 4D-Var cost
function still requires calculating the gradient of (2.20) with respect to x0 . While the first
(background) part of the cost function is the same as in the 3D-Var case, the calculation
of the observational part of the 4D-Var cost function (Jo ) requires a single direct model
integration for the whole assimilation window and a so-called adjoint integration using
transposed tangent linear propagation operators Mtk−1 →tk (see Lewis and Derber (1985)).
Due to the perfect model assumption (2.24) in the strong constraint 4D-Var interpretation, the method in this formulation behaves as a smoother, i.e a solution and the analysis
correspond to a trajectory of the propagation model. Without the perfect model assumption, 4D-Var is interpreted as a weak constraint optimization problem and is called weak
constraint 4D-Var (W-4D-Var). Here, the model error and its covariance are taken into account as a separate term of the cost function (see Trémolet (2006); Gauthier et al. (2007))
(2.25):
J(x0 ) = Jb (x0 ) + Jo (x0 ) + Jm (x0 ),
1 b
(x − x0 )T B−1 (xb − x0 ),
Jb (x0 ) =
2
K
1X
Jo (x0 ) =
(yk − Hk (xk ))T Rk −1 (yk − Hk (xk )),
2 k=0

(2.25)
(2.26)
(2.27)

K

1 X T −1
Jm (x0 ) =
η Qk ηk ,
2 k=1 k
ηk = xk − Mtk−1 →tk (xk−1 ),

(2.28)
(2.29)

where Qk are covariance matrices of the model errors ηk .
The main advantage of (W-)4D-Var with respect to (E)KF is that it is much less computationally demanding, enabling their use for the data assimilation of realistic models
such as models in NWP. However, (W-)4D-Var does not provide estimates of the analysis
quality or the computational cost of specific techniques to enable it is equivalent to the
cost of the (E)KF run. Besides, although the tangent linear operators (Mk , Hk ) and the
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T
corresponding adjoint operators (MT
k , Hk ) can be provided as separate codes, their development requires extra effort. Despite the fact that numerous automatic adjoint/tangent
linear code generators are available now (Maddison and Farrell (2014); Heimbach et al.
(2005)), they still require fine-tuning and testing for each problem separately. It is important to note that there are a number of practical difficulties which arise and have to be
addressed for the successful use of the aforementioned variational methods. These issues
and corresponding techniques to address them are beyond the scope of the dissertation,
but rigorous discussion of them together with a more detailed explanation of the different
variational methods can be found, for instance, in Fisher and Andersson (2001).

2.2.3

L-BFGS(E)KF and VKF

The L-BFGS(E)KF algorithm was introduced in Auvinen et al. (2009) and it employs
the idea of using certain optimization routines to represent problematic matrices by their
low memory approximations. In this particular method approximations are done directly
in the (E)KF formulation. As it was mentioned earlier, the problem with (E)KF in high
dimensional problems is the necessity to compute, store and operate on the covariance
state estimate matrix, Cak in Algorithm 1. The L-BFGS(E)KF algorithm tries to address
this problem by stating an auxiliary optimization problem in the form of (2.30):
1
arg min xT Ax − bT x + c,
2
x

(2.30)

where A = Hk Ĉk HT
k + Cηk , b = yk − H(x̂k ) and c = 0.
This problem has a unique solution x∗ = A−1 b when the matrix A is positive definite, which can be calculated using quasi-Newton minimization techniques (Dennis, Jr.
and Moré (1977)). Here, as the name of the algorithm suggests, the particular method used
is named after Broyden, Fletcher, Goldfarb and Shanno (BFGS) (Dennis, Jr. and Moré
(1977); Dennis, Jr. and Schnabel (1979)) and its low-memory counterpart (L-BFGS) (Nocedal (1980); Liu and Nocedal (1989); Byrd et al. (1995)). It provides both a minimizer
of (2.30) and a low-memory approximation of A−1 . Moreover, certain formulas can be
utilized in order to get the low memory representation of the matrix A from the low memory representation of its inverse A−1 (see Byrd et al. (1994)). The pseudo algorithm of
the BFGS method will be presented later in this chapter in Algorithm 5 together with its
low memory implementation of the L-BFGS.
Here we give the L-BFGS-(E)KF method as Algorithm 3. This algorithm is valid both
for the linear and non-linear KF formulations, assuming that the necessary linearizations
are provided.
It has been shown (Bibov et al. (2015); Bibov (2017)) that the direct approximation
of KF formulas using the L-BFGS method can lead to significant stability issues, since
the low memory approximation of A−1 may violate the non-negativity assumption of
the original KF formulation. However, this issue has been corrected using a stabilizing
method and successfully implemented for the L-BFGS-(E)KF (see Bibov et al. (2015)).
The main idea of the variational Kalman filter (VKF) (see Auvinen et al. (2010)) is
to make filtering possible for high dimensional problems without direct use of the KF
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Algorithm 3 L-BFGS-(E)KF
1:

Input: xak−1 , B#
k−1 , yk , M, Mk , H, Hk , Ck , Cηk ;

• Prediction:
x̂k = M(xak−1 );
#
3: Ĉk = Mk Bk−1 MT
k + Ck ;
2:

4:
5:
6:
7:
8:

. Propagate the state
. Define prior state covariance

• Correction:
A = Hk Ĉk HT
k + Cηk , b = yk − H(x̂k ) and c = 0; . Define minimization problem
in form 2.30
B∗ ≈ A−1 , x∗ ≈ A−1 b
. Apply L-BFGS to get approximations
∗
xak = x̂k + Ĉk HT
x
k
∗
A = Ĉk − Ĉk HT
k B Hk Ĉk , b = 0, c = 0; . Define minimization problem in form
2.30
a
B#
k ≈ A(≈ Ck )
#
Output: x#
k , Bk .

formulas at all. In this case, the L-BFGS routine is applied to the variational formulation of data assimilation in the form of (2.3). It was discussed earlier, that the optimum
state estimate minimizing this cost function and the inverse Hessian of the cost function
is the covariance of the state estimate. However, the inverse of the error matrix B can be
obtained by yet another auxiliary optimization problem given by (2.30). Thus, a single
T
step of the VKF can be defined by Algorithm 4. Here Mk , MT
k , Hk and Hk denote
Algorithm 4 Variational Kalman filter
1:

#
T
T
Input: x#
k−1 , Bk−1 , yk , M, Mk , Mk , H, Hk , Hk , Ck , Cηk ;

• Move state estimate and covariance in time
x̂k = M(x#
. Propagate the state
k−1 );
#
T
3: B̂k = Mk−1 Bk−1 Mk−1 + Ck−1 ;
. Define the state covariance
−1
∗
4: Apply L-BFGS to compute estimate Bk of B̂k
. Done by applying a low memory
version of the Algorithm (5) to the (2.30).
2:

• Combine prior and observations:
∗
5: Minimize (2.3) with B−1
k = Bk using L-BFGS.
#
#
6: Define xk and Bk to be minimizer and inverse Hessian approximations.
#
Output: x#
k , Bk .

tangent linear and adjoint operators of a dynamic model. The use of such tangent linear
and adjoint operators is one of the benefit of the VKF with respect to the EKF, since the
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time consuming explicit linearization is avoided. Moreover, if these operators are provided as separate codes (they are usually provided in many operational models), the VKF
gets full benefits from the low-memory representation of the state estimate covariance.
However, as it has been mentioned before, the development of tangent linear and adjoint
codes might require considerable effort.
2.2.4

Variational ensemble Kalman filter

The variational ensemble Kalman filter (VEnKF) takes the main features of the VKF and
EnKF, combines them together and eliminates some of the core limitations and problems
of the methods (Solonen et al. (2012)). There are a number of changes to be applied to
the original EnKF and VKF algorithms. The background error covariance used in (2.3) is
calculated based on the ensemble. However, there is a significant difference in how this
is done with respect to the EnKF. Assuming that the model response and model error are
uncorrelated, we can define the background error covariance for an ensemble of size N
as follows:
B̂k = Cov(M(xak−1 ) + k ) = Cov(M(xak−1 )) + Cov(k ) ≈ Xk XT
k + Ck ,
1
Xk = √ ((sk,1 − x∗k ), . . . , (sk,N − x∗k )),
N
sk,i = M(sak−1,i ), i = 1, . . . , N,
x∗k = M(xak−1 ).

(2.31)
(2.32)
(2.33)
(2.34)

In order to calculate the sample covariance, we use the evolved state estimate, not
the sample mean. Another difference is that the model error is included directly in the
calculation of the background covariance, not in the ensemble member perturbation as in
the EnKF Algorithm 2.
The inverse of the background error Bk = Xk XT
k + Ck required in the cost function
(2.3) can be obtained in a number of ways. One way is to use the Sherman-MorrisonWoodbury (SMW) matrix inversion formula (see Strawderman and Higham (1999)) which
can later be directly plugged into (2.3):
T
−1
−1
T −1
−1 T −1
B̂−1
= C−1
k + Ck Xk (I + Xk Ck Xk ) Xk Ck .
k = (Xk Xk + Ck )

(2.35)

Another way is to employ an auxiliary minimization problem using the L-BFGS, as it is
done in the VKF.
Here, we present the standard BFGS algorithm in more detail. Let us consider an iterative minimization for a quadratic cost function q(u) = 21 uT Au with a positive definite
matrix A, assuming an initial estimate u0 , an initial inverse Hessian H0 and some standard stopping criteria (e.g defined in terms of the norm of the cost function ||∇q(u)||) are
given as in Algorithm 5. The resulting u∗ minimizes the quadratic cost function and H∗
is an approximation of the inverse Hessian A−1 of the quadratic cost function.
In order to approximate an inverse Hessian Hk , the recursive formula of the BFGS is
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Algorithm 5 BFGS algorithm for the quadratic minimization problem
1: Input: u0 , H0 ;

2:
3:
4:
5:
6:
7:
8:
9:
10:

• Propagation
k=0
while Stopping criteria is not met do
gk = ∇q(uk ) = Auk ;
. Calculate gradient
pk = Hk gk ;
. Calculate search direction using BFGS approximation of Hk
αk = (gkT gk )/(pTk Apk );
. Calculate step size
uk+1 = uk − αk pk ;
. Update solution estimate
Hk+1 = BFGS approximation of A−1 .
k = k + 1;
. Proceed to the next iteration
end while
Output: u∗ , H∗ .

utilized:
Hk+1 = VkT Hk Vk + ρk sk sTk ,

(2.36)

where
Vk
ρk
sk
yk

=
=
=
=

I − ρk yk sTk
1/(ykT sk )
uk+1 − uk
gk+1 − gk

(2.37)
(2.38)
(2.39)
(2.40)

However, in the L-BFGS formulation, only a limited number n of vectors sk and yk
are used in the recurrent formula of the inverse Hessian approximation. This also explains
why each iteration of Algorithm 5 can have different initializations H0k (2.41):
Hk =
+
+
+
+

T
T
(Vk−1
. . . Vk−n
)H0k (Vk−n . . . Vk−1 )
T
T
ρk−n (Vk−1 . . . Vk−n+1
)sk−n sTk−n (Vk−n+1 . . . Vk−1 )
T
T
ρk−n+1 (Vk−1
. . . Vk−n+2
)sk−n+1 sTk−n+1 (Vk−n+2 . . . Vk−1 )
...
ρk−1 sk−1 sTk−1 .

(2.41)

After the L-BFGS optimization is applied to minimize (2.3), an estimate of xak and
a low-memory representation of Cak are available, which efficiently resamples sak,i ∼
N (xak , Cak ). This sampling becomes feasible as a side product of the L-BFGS. We can
assume that the initial approximation of the inverse Hessian can be represented as H0k =
L0 LT0 , then the formula (2.41) can be written in a compact form:
Hk = B0 BT0 +

n
X
i=1

bi bTi ,

(2.42)
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where
T
T
B0 = (Vk−1
. . . Vk−n
)L0
√
b1 =
ρk−1 sk−1
√
T
T
)sk−i , i = 2, . . . , n.
. . . Vk−i+1
bi =
ρk−i (Vk−1

(2.43)
(2.44)
(2.45)

This compact representation of the inverse Hessian approximation Hk , which, in turn,
is an approximation of the covariance matrix H∗ efficiently generates sample r from the
approximated multivariate normal distribution r ∼ N (0, H∗ ) by computing
r = B0 z +

n
X

ωi bi ,

(2.46)

i=1

where z ∼ N (0, I) and ωi ∼ N (0, 1). Thus, taking into account this description of an
efficient sampling, a single step of the VEnKF can be presented by Algorithm 6:
Algorithm 6 Variational ensemble Kalman filter
1: Input: sak−1,i , xak−1 , H, Ck , Cηk ;
• Propagation
2: x∗k = M(xak−1 );
. Propagate the state estimate
3: sk,i = M(sak−1,i );
. Propagate the ensemble
4: Use SMW or apply L-BFGS formula to calculate/approximate the value of B̂−1
k

5:
6:
7:

• Combine prior and observations:
∗
Minimize (2.3) with B−1
k = Bk using L-BFGS.
Define xak and Bak to be minimizer and inverse Hessian approximations.
. Sample new ensemble
sak,i ∼ N (xak , Cak )
Output: xak , Bak , sak,i .

There are number of benefits that the VEnKF proposes. As in other ensemble methods, it avoids the use of tangent linear and adjoint codes used in the VKF formulation.
It does not suffer, however, from the ensemble deterioration as in the EnKF, since the
new ensemble members are continuously resampled from the dynamically changing covariance. Also, since the state covariance is approximated using the L-BFGS and the
full rank matrix, the new ensemble members are also perturbed in the direction of small
eigenvectors of the covariance matrix as opposed to the reduced-rank methods, such as the
EnKF. However, the more thorough experiments with the VEnKF for high-dimensional
cases still have to be conducted.
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Parameter estimation by filtering

In the previous chapter we considered the estimation problem of the state of the dynamical model assuming the model was fixed and uncertainty quantification was given by the
model covariance matrix. However, usually dynamical models contain unknown parameters. These parameters might represent characteristics of certain physical aspects of the
problem and can control or “tune” the model’s behaviour. In NWP models, for instance,
closure parameters can express various phenomena that occur in reality on scales smaller
than the grid of the state-space model is able to describe (e.g cloud related events). Historically, the choice of these parameters has relied on human expertise in the particular field.
However, on the one hand, a significant growth in a complexity of the models and, on the
other hand, improved computational capacities call for the development of algorithmic
tuning techniques focused on the closure parameters. Generally, parameters of a dynamical system can be determined by reducing the misfit between the simulated and observed
data. The usual least squares approach is ruled out in a chaotic environment since long
run simulations are unpredictable. This limitation can be addressed by splitting the whole
time span of the model integration into smaller intervals, inside which chaotic models
behave deterministically. The length of these intervals varies for different chaotic models
and parametrizations. This chapter is devoted to several approaches that are based on this
idea and utilize filtering principles discussed in the previous chapter. Here we will first
discuss three basic filtering-based approaches: state augmentation (SA), filter likelihood
(FL) and dynamical linear modelling (DLM).

3.1

State augmentation

The idea of the state augmentation (SA) approach is to estimate parameters of the system
by augmenting the original state. The parameters to be estimated are included in the
original state and a certain assimilation method is applied for the modified problem. The
state-space model of the dynamical system with additional parametrization can be defined
as
xk = M(xk−1 , θk−1 ) + k ,
θk = θk−1 + δk ,
yk = H(xk ) + ηk .

(3.1)
(3.2)
(3.3)

Here, we model the parameters θk as dynamical quantities with the usual assumption
of Gaussianity of k , δk , ηk as pointed out in the section 2.1. The same model can be
expressed using the augmented state sk−1 = [xk−1 , θk−1 ]T :
sk = M̃(sk−1 ) + x,θ ,
yk = H̃(sk ) + ηk ,

(3.4)
(3.5)

where M̃(sk−1 ) = [M(xk−1 , θk−1 ), θk−1 ]T , H̃(sk ) = H([I, 0] · sk ) and x,θ is the error
term of the augmented state sk , assumed to be normally distributed with zero mean and
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the covariance matrix Cx,θ . Here we ignore the time index k in the error term definition
for the sake of notation brevity.
As has been mentioned in section (2.1.1), the EKF formulation of the assimilation
process requires the linearization of the dynamics operator. For M̃ we get the Jacobian
Mk :
" ∂ M̃(s ) ∂ M̃(s ) # " ∂ M̃(s ) ∂ M̃(s ) #
k
k
k
k
∂ M̃(sk )
∂xk
∂θk
∂xk
∂θk
=
=
.
(3.6)
Mk =
∂θk
∂θk
∂sk
0
I
∂xk

∂θk

Therefore, in order to apply the EKF to the augmented state model, one should provide
not only the partial derivatives of the evolution model with respect to the actual state of
the system xk , but also the partial derivatives of this operator with respect to the model
parameters θk .
In order to successfully apply the EKF, apart from the linearization, the model error
covariance matrix Cx,θ should be defined. The state and the parameter errors are most
likely correlated, but for simplicity they are usually modelled as mutually independent
random variables. Hence, the matrix Cx,θ has the block diagonal form:
"
#
Cx 0
Cx,θ =
,
(3.7)
0 Cθ
where the model state error part, Cx , has the same meaning as in the usual EKF formulation i.e it represents statistical properties of the filter step. On the other hand, Cθ does not
have a clear statistical interpretation and can be thought as a control of how parameters
θ are allowed to change between sequential assimilation steps. It should be pointed out
that the random walk model used in (3.2) to define the parameter evolution is not the only
available option. However, more sophisticated models would still require adjusting the
respective model parameters.
It has been shown (see Hakkarainen et al. (2012)), that SA, if tuned properly, can
be successfully applied to the parameter estimation problem of chaotic models. This
is computationally feasible since no extra steps are involved with respect to the usual
filtering methods. Nonetheless, it may be challenging as tuning of the parameter error
covariance Cθ is additionally convoluted due to the lack of both physical interpretation
and the ability to algorithmically adjust it. Moreover, the statistical inference of the model
parameters is difficult with SA, since θ is explicitly defined as a dynamical quantity: the
parameter values are allowed to change at every assimilation step when new data comes
so they may not converge to fixed values or to a fixed posterior (see Järvinen et al. (2010)).

3.2

Dynamical linear modelling and filter likelihood for chaotic systems

The statistical analysis of data represented as a time series can be challenging since usually only a single realization of the underlying process, whose properties might not be
completely known, is available. There are a number of specific models to access the estimation of the underlying stochastic processes such as autoregressive (AR), integrated (I)
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and moving average (MA) models and their combinations. These models, however, assume some structure of the estimated processes and the resulting analysis might strongly
depend on such assumptions. Dynamic regression done by dynamical linear modelling
(DLM) unifies the estimation process in the KF framework. In time-series there are several essential components in the structure of the process: a slowly varying background
level (trend), seasonality, external forcing and stochastic noise. DLM belongs to the class
of state-space models, where specific assumptions of the form of observation and evolution equation are made: linearity and Gaussianity.
Let us recall the basic setting for KF,
xt = Gt xt−1 + wt ,
y t = F t x t + νt .

(3.8)
(3.9)

We now assume that the model matrices Gt and Ft may depend on static parameters
θ and want to estimate them in addition to the state vector xt (Kalman (1960)). The
error terms νt and wt are again assumed to be mutually independent realizations of the
standard normal distribution. DLM employs a Bayesian approach and represents a 3-level
hierarchical statistical model: the uncertainty of the observation (3.10); the uncertainty of
the state of the model and its evolution (3.11); and the uncertainty of the model parameters
(3.12):
yk ∼ p(yk |xk ),
xk ∼ p(xk |xk−1 , θ),
θ ∼ p(θ),

(3.10)
(3.11)
(3.12)

Assume that a time series y1 , . . . , yn is available, the task of the parameter estimation
process in Bayesian terms is to find the posterior distribution p(θ|y1:n ), where y1:n denotes y1:n = {y1 , . . . , yn }. The problem is to compute the marginal distribution of the
state given all the measurements obtained until now. Thus, for a given parameter value
θ, the filtering in time step k estimates p(xk |y1:k , θ). As it was previously discussed,
this is achieved by two consequent steps within each time interval: a prediction and an
update. The prediction step is done by propagation of the previous state distribution
p(xk−1 |y1:k−1 , θ) towards the current time step using the evolution model p(xk |xk−1 , θ),
Z
p(xk |y1:k−1 , θ) = p(xk |xk−1 , θ)p(xk−1 |y1:k−1 , θ)dxk−1 .
(3.13)
When new observations for the current time step become available, they are incorporated
with a predictive distribution (3.13) as a prior in Bayes’ rule formula to compute the model
state posterior distribution:
p(xk |y1:k , θ) ∝ p(yk |xk , θ)p(xk |y1:k−1 , θ).

(3.14)

The prediction distribution of the next observations given all previous observations can
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also be calculated using the formula (3.13):
Z
p(yk |y1:k−1 , θ) = p(yk |xk , θ)p(xk |y1:k−1 , θ)dxk−1 .

(3.15)

Finally, the use of Bayes’ rule and the chain rule for joint probabilities composes the
initial estimation problem of the posterior distribution p(θ|y1:n ) in the following form:
p(θ|y1:n ) ∝ p(y1:n |θ)p(θ) =
(3.16)
= p(yn |y1:n−1 , θ) × p(yn−1 |y1:n−2 , θ) × · · · × p(y1 |θ)p(θ).
This formulation suggests that the likelihood of the whole observation set y1:n can
be factorized into a product of predictive distributions of individual observations. The
theoretical framework described above relates to the filtering and parameter estimation
problems. In practice, it can be implemented with the aid of a given filtering method to
compute the posterior density for a given parameter and an algorithm to obtain estimates,
such as optimization and Monte Carlo approaches (see Campagnoli et al. (2009); Durbin
and Koopman (2012)). So, for the case of EKF, the likelihood p(y1:n |θ) can be expressed
explicitly (Schweppe (1965)) as
p(y1:n |θ) = p(y1 |θ)

n
Y

p(yk |y1:k−1 , θ) =

k=2
n
Y

1
1
y −1
= p
exp − rT
k (Ck ) rk ∝
y
d
2
(2π) |Ck | k=1


n

1 X T y −1
y
r (C ) rk + log |Ck | ,
∝ exp −
2 k=1 k k

(3.17)

y
where Cyk = Hk Ĉk HT
k + Cηk , rk = yk − H(x̂k ) in terms of algorithm (1) and |Ck |
denotes the matrix determinant.
The filter likelihood (FL) approach includes the static parameters θ in definition of
the dynamical model:

xk = M(xk−1 , θ) + k ,
yk = H(xk ) + ηk ,

(3.18)
(3.19)

and uses the expression (3.17) as the likelihood for estimating the static parameters.
While actually written for stochastic systems, the formulas (3.18)-(3.19) are often
used also for deterministic models. In that case error terms k and ηk are interpreted as
bias i.e modelling and observation uncertainties (see Hakkarainen et al. (2012)). Note,
the normalization constant |Cyk | of the likelihood (3.17) implicitly depends on the parameter θ through Ĉk = Mk Cyk−1 Mk T + Ck , where the model Mk explicitly depends on
θ. Thus, the term log |Cyk | must not be neglected. This particular term is the only difference from the classical Gaussian likelihood function, commonly used for parameter
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estimation problems. Note, that if the model error covariance Ck is unknown, it can be
estimated from the measurements together with unknown parameters θ. This ability is
one of the superior properties of the filter likelihood approach with respect to the state
augmentation method. The FL operates in an “offline” regime, since it involves several
repeated filtering iterations over a given time interval and the number of such iterations
solely depends on the parameter estimation method utilized. This property introduces an
extra computational cost to the algorithm. Moreover, in high dimensional problems, the
EKF becomes unfeasible. Even though the EKF can be replaced by ensemble filtering algorithms, in practice, most of such algorithms require random perturbations of the model
state, which might introduce stochasticity in the definition of the filter likelihood formula
and complicates the calculations (Dowd (2011)).
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4
4.1

Parameter estimation by ensemble and population based
methods
Ensemble prediction system

Despite the vast availability of Kalman filter-based parameter estimation routines we considered earlier, the practical use of the most of them is limited in truly high dimensional
set-ups, such as NWP models, since no exact filtering is available there due to memory
and computational limitations. Although ongoing development in ensemble data assimilation implementations for NWP models may allow the direct use of them, most of the
operational assimilation models currently are still variational.
Iterative sampling techniques, such as MCMC, cannot be directly used for parameter
estimation of such models due to several reasons. On the one hand, approximation of the
closure parameters distribution in an off-line manner i.e when the observations/analysis
are available for the whole integration time interval, using the MCMC would require an
unfeasible number of very CPU-demanding forward model evaluations. On the other
hand, the direct use of MCMC for on-line parameter estimation, when the whole time
interval is split into sequential assimilation intervals and the estimation is done as soon
as there are new observations available would be unfeasible since there is no fixed likelihood function which is normally required in the accept/reject step of the MCMC. These
limitations call for alternative approaches for the on-line estimation of parameters with as
small extra computational effort required as possible.
In such circumstances, the exploitation of an ensemble prediction system (EPS), which
is widely used in operational weather forecast systems, becomes a promising direction.
The core idea of an EPS is to provide both the forecast and its uncertainty information
with the aid of ensemble runs. This is achieved through several steps which are repeated
as soon as new data enters the system. Algorithm 7 describes these steps.
Algorithm 7 Ensemble prediction system steps
1: Assimilation: The initial state of the system is estimated by a certain applicable
assimilation method.
2: Perturbation: A perturbation of the initial state is calculated.
3: Ensemble run: An ensemble of runs is launched with each member having slightly
different, perturbed initial values computed in the previous step.
4: Forecast and spread: The forecast is calculated from the ensemble run together with
its spread which indicates the uncertainty of the predictions.
The main forecast is usually run with the most accurate and rigorous resolution of
the model available from the assimilated initial state, while a set of auxiliary runs can be
launched with less resolution from slightly perturbed initial values. How these perturbations should be properly done, however, is a topic of ongoing research. A schema with the
main and auxiliary model evaluations is commonly employed. Thus, for instance, in the
European Centre for Medium-Range Weather Forecasts (ECMWF), the main forecast is
run together with an ensemble of 50 auxiliary forecasts to accomplish weather prediction
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tasks together with the uncertainty quantification. Overall, this is an appealing environment for the parameter estimation process, since a number of runs are generated by the
EPS. In this chapter we will discuss the different approaches to how the EPS setting can
be exploited to yield the on-line parameter estimation as a side product i.e with almost no
extra computational effort.

4.2

Ensemble prediction and parameter estimation system

We noted earlier that the use of iterative off-line optimization techniques is prohibitive
due to highly CPU-demanding calculations involved in the evolution models within NWP
systems. Additionally, the direct use of the MCMC approach for on-line optimization
is impossible: there is no fixed data or likelihood to meaningfully asses the acceptance
in formulation of the Metropolis algorithm, since observations are changing between sequential steps. However, some of the ideas of the MCMC, such as the treatment of priors
and adaptive proposal distributions, can be implemented with the use of the existing EPS
system.
The Ensemble Prediction and Parameter Estimation System (EPPES) has been proposed as a concept in Järvinen et al. (2012) and formulated as a method in a companion
paper by Laine et al. (2012). The main idea of the EPPES is to launch the forecast ensemble not only from slightly perturbed initial values, but also with different sets of closure
parameters. The choice of these parameters is defined in terms of sampling from an underlying distribution of hyper-parameters, which, in turn, is sequentially estimated and
updated based on the run outcome. Thus, the EPPES is represented as a hierarchical statistical model, where the target closure parameters within each assimilation windows are
assumed to be a realization of a normally distributed random variable with a static but
unknown mean and covariance. Then, the mean and covariance are sequentially updated
according to following formulas:
θi ∼ N (µ, Σ),
µ ∼ N (µi−1 , Wi−1 ),
Σ ∼ iW ish(Σi−1 , ni−1 ).

(4.1)
(4.2)
(4.3)

Here iW ish denotes the inverse Wishart distribution. Thus, the first hierarchical level
consists of the parameters without subscript indexes and these are actual hyper-parameters
to be estimated. The estimation is done with the aid of the second level of hierarchy, the
parameters with subscript indexes, which are assumed to be known at each time window
from the sequential update step (for the details, see Laine et al. (2012)):
Wi
µi
ni
Σi

=
=
=
=

−1
−1
(Wi−1
+ Σ−1
i−1 ) ,
−1
Wi (Wi−1
µi−1 + Σ−1
i−1 θi ),
ni + 1,
(ni−1 Σi−1 + (θi − µi )(θi − µi )T )/ni .

(4.4)

In order to apply the EPPES, one should initialize µ0 , Σ0 , W0 and n0 . Values of µ0
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and Σ0 are used in the proposal distribution N (µ0 , Σ0 ) for the initial sample of the closure
parameters θ0 , whereas values of W0 and n0 characterize the accuracy we possess about
previously mentioned values. When initialized, the EPPES proceeds according to the
following pseudo-algorithm:
Algorithm 8 EPPES
1:
2:
3:

4:
5:
6:
7:

Sampling: The set of proposal parameters values for the time step i is drawn θ̃ij ∼
N (µi−1 , Σi−1 ), j = 1, . . . , N for the ensemble of size N .
Prediction: The parameters θ̃ij and the EPS with initial states perturbation are used
to produce ensemble of predictions.
Importance weights: The given objective function (likelihood) is used to evaluate
the importance weight of the each member of the ensemble θ̃ij based on the prediction
runs.
Importance sampling: The importance weights are used to resample ensemble θij
from θ̃ij .
Ensemble of hyper-parameters: For the each ensemble member θij , the values of
Wij , µji , nji and Σji are calculated according to formula 4.4.
Hyper-parameters: The overall hyper-parameters W , µ, n and Σ P
for the time step i
j
1
are calculated through the ensemble average, for instance, µi = N N
j=1 µi .
Repeat: Proceed to the next time step, repeat this algorithm using distribution
N (µi , Σi ) for the new sampling.

The application of the EPPES was first reported in Laine et al. (2012) with the commonly used stochastic version of Lorenz-95 system and later with the ECHAM5 climate
model in Ollinaho et al. (2013a,b, 2014). In spite of generally successful convergence
results, there are number of potential difficulties which the original formulation of the
EPPES can face during the estimation process, including: sensitivity to the initial parameters of the algorithm, a slow convergence rate, and inapplicability for multi-criterion
optimization. These issues call for new approaches that can similarly fit into the EPS
framework and also exhibit better convergence properties.

4.3

Differential evolution

This subsection originates from the primary research results of the dissertation. Since
the parameter estimation boils down, in general, to the optimization of the stochastic cost
function, it looks appealing to utilize certain optimization techniques which might fit well
within a stochastic framework. Our selection has been the differential evolution (DE)
method which, in spite of being originally developed to deal with a range of deterministic optimization problems, does not have fundamental obstacles to be applicable more
generally in chaotic and stochastic environments.
The DE method was initially proposed in the work by Storn and Price (1997). It belongs to the class of the methods, generally called evolutionary algorithms (EA), which
resemble the essential principle of the evolution, the natural selection. Methods in this
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class usually have a population structure which together with particular mixing and selection rules allows the propagation of searching criteria between “generations” towards
a better solution.
In the case of DE, the population structure consists of three vectors xg , vg , ug for
each generation g: the current population (xg ) is a population at the beginning of each
generation, i.e. the population prior to any updates; the intermediate population (vg ) is
a population of so-called mutant vectors; and the trial population (ug ) is a set of mutant
vectors after the crossover step is applied. All such population are represented by the Np ×
D matrices with Np being the population size and D is the dimension of the parameter
vector of the problem under consideration.
One can denote the i-th member of the generation g to be xgi = (xgi,j ) with j =
1, . . . , D. Then, according to Price et al. (2005), the original form of DE is comprised of
4 sequential steps, repeatedly applied until the certain stopping criteria met:
1. Initialization. The elements for the very first (initial) population are randomly
drawn from a given distribution. A frequently used schema is
(x0i,j ) = rj · (bUj − bLj ) + bLj ,

(4.5)

where rj ∼ U(0, 1), bj,U and bj,L are upper and lower boundaries for the corresponding dimension j of the parameter vector. In all subsequent generations this
step is skipped.
2. Mutation. This is a vital part and the rationale for the name of the DE algorithm.
It defines the way new candidates are generated to compete with the current generation. A commonly used mutation scheme, calculated as a sum of a single vector
and scaled difference of other two vectors of the current population, yields a mutant
vector vi,g :
vig = xgr1 + F · (xgr2 − xgr3 ),
(4.6)
where xgr1 , xgr2 and xgr3 are pairwise mutually different randomly chosen members
of the current population, and given constant F > 0, a scaling factor, controls the
spread of possible searching directions.
3. Crossover. On the one hand, this step allows more explicit control of searching
strategies, but, on the other hand, it also guarantees that the population keeps developing i.e despite the search strategy employed, the members of the trial population
are guaranteed to be different from the current population. The control is done using the crossover probability Cr ∈ [0, 1] such that only a fraction of the proposed
mutations are preserved:
(
g
vi,j
, if rj ≤ Cr or j = jr
ugi,j =
(4.7)
g
xi,j , otherwise,
where rj ∼ U(0, 1) is a random variable drawn from the uniform distribution and
condition j = jr insures that the trial vector differs from the target vector.
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4. Selection. This step implements the “survival of the fittest” paradigm by making a
comparison of the current and trial populations with aid of the given cost function
f:
(
ugi if f (ugi ) ≤ f (xgi ),
g+1
(4.8)
xi =
xgi otherwise.
This part is an analogy to the natural selection principle in the evolution, where
the individuals of the next generation inherit their essence either from the ancestors who proved their skills or the offspring that outperformed them under certain
circumstances.
These four steps represent a single generation. In order to achieve a certain optimization goal, either a given number of such generations is consecutively constructed or the
evolution process is terminated when the current generation satisfies predefined criteria.
For more details about classical DE, see Price et al. (2005).
During recent years, there has been considerable growth in interest in the development
of the original DE algorithm which has led to a number of techniques that have improved
the overall performance and convergence of the algorithm (see Das and Suganthan (2011);
Tanabe and Fukunaga (2013); Bujok and Tvrdı́k (2015); Viktorin et al. (2018)). Here we
use certain well-known enhancements of the usual DE steps. The following features,
used in our implementation, are worth emphasizing among the others: different mutation schemes (Feoktistov (2006); Chakraborty (2008); Qing (2009)), randomization of
the scaling factor (Feoktistov (2006); Chakraborty (2008)) and the generation jumping
method (Chakraborty (2008)). The concepts and main ideas of these improvements are
discussed next.
The mutation schema can be altered in such a way that it takes into account the population’s best performed element and uses it as a base vector in the mutation process. This
modification allows a more thorough exploration of the domain within a close distance
from the currently the most promising candidate:
vig = xgbest + F · (xgr1 − xgr2 ),

(4.9)

where xgbest denotes the element of the current population with the best (lowest) value of
the given cost function.
It has been shown in Feoktistov (2006) and Chakraborty (2008) that the convergence
of the algorithm can be improved if the scale factor F is randomized. There are number
of possible strategies available. One of them, which is used in our implementation, can
be formulated by the following expression:
g
Fi,j
= (Fl + ri · (Fh − Fl )) · (1 + δ · (rj − 0.5)),

(4.10)

where Fl and Fh are constants corresponding to the soft limits of the resulting value of
the scale factor; ri and rj are two independent uniformly distributed random numbers and
δ is such a constant that 0 < δ << 1. This formulation produces the scale factors which
vary both for each vector and dimension of the vector.
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The generation jumping method introduced in Chakraborty (2008) conserves reasonable diversity of the population and helps to avoid potential stagnation. It consists of three
steps as Algorithm 9 suggests. The generation jumping usually occurs with a predefined
Algorithm 9 Generation jump
1: Opposite population calculation: For each element of the current population the
opposite vector is created according to the formula:
xgi,opposite = xgmin + xgmax − xgi , i = 1, . . . , Np , where xgmin = ( min (xgi,j ))j=1,...,D
i=1,...,Np

and xgmax = ( max (xgi,j ))j=1,...,D .
i=1,...,Np

Cost function evaluation: The value of the cost function is calculated for vectors in
the current population and for all opposite vectors generated in the previous step.
3: Elitist selection: The elements of the joint population comprised of both members of
the current population and opposite vectors are sorted by the value of the cost function
and only a certain amount of them are chosen to preserve the given population size.

2:

probability Jp, completely replacing the remaining traditional steps of DE (mutation,
crossover and selection). This technique can be thought of as an alternative to the mutation approach to produce new candidates where the result is deterministic and more
influenced by the population as a whole.

4.4

DE-EPPES

The ultimate goal of using the DE approach was to enable successful parameter estimation
within the EPS framework and to overcome difficulties the EPPES faced. The papers by
Shemyakin and Haario (2017, 2018) are devoted to thoroughly comparing the EPPES and
the DE in different set-ups for the parameter estimation problem. The main results of
these publications are summarized in this section.
The numerical experiments have been conducted using the Lorenz-95 system (Lorenz
(1996)):
i

2
hc X
dxk
= −xk−1 (xk−2 − xk+1 ) − xk + Fk −
yi ,
dt
b i=i

(4.11)

1

dyj
dt

c
hc
= −cbyj+1 (yj+2 − yj−1 ) − cyj + Tj + x1+| j−1 | ,
J
b
b

where h, b, c, Fk and Tj are given parameters but can be selected as an estimation goal;
J = 8, k = 1 . . . 40, j = 1 . . . 320, i1 = J(k − 1) + 1 and i2 = Jk. Thus, this
idealized non-linear model consists of slowly varying variables xk which resemble large
scale processes of the operational NWP models, while fast varying variables yj are used
here to represent sub-grid processes of the NWP models. The difference in the behaviour
of these weakly coupled sets of variables can be seen in Figure 4.1 (the illustration is taken
from Shemyakin and Haario (2018))) where a single member of each set is presented.
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Figure 4.1: Slow and fast variables of the Lorenz-95 system with
Fk = 8.5, Tj = 8.5, b = 10, c = 10, h = 0.1.

The common use of this model in meteorology is justified by the fact that although
the model is rather simplistic, it still posses certain properties of the operational NWP
models. The system is highly dimensional both with respect to the state and parameters:
the state vector consists of 360 variables and, depending on the preferable parametrization, it can contain up to 363 unknowns to be estimated. It also behaves chaotically both
with respect to the initial and parameter values i.e the small perturbation in either of the
aforementioned parts of the system will unpredictably propagate in the dynamics of the
model. There is, however, a predictable interval in the model’s dynamic as we can see
in Figure 4.2 (the picture is from Shemyakin and Haario (2018)). We can see here three
cases of perturbations introduced to the system: in the initial values (top), in the parameters (middle) and both at the same time (bottom). Although the predictable interval varies
in these cases, there is still a common part of the plots where the perturbations do not yet
significantly impact the dynamics.
The principal aim of this dissertation is to develop an algorithm which would allow
simultaneous data assimilation and parameter estimation. This current part, however, is
focused on only the parameter estimation part. Here we assume that a certain assimilation method is available and we use this assimilated data in the calculation of the cost
function during the parameter estimation process. This approach is simulated by the socalled identical-twin experiment (see Bengtsson et al. (1981)): the synthetic observation
data is generated beforehand by running the model with known parameters. Then, the
result of the assimilation process is simulated using a random noise which is added to
the synthetic data. Since the “true” parameters are known, it is possible to evaluate the
accuracy of the result obtained by the parameter estimation process. The additive noise,
however, resembles the considerations we had about the closure parameters: some sets
of parameters can perform better than the original ones within a particular assimilation
window, nonetheless, on average, the “true” parameters should behave better than others.
The initial comparison of the EPPES and DE methods is devoted to estimating the
parameters of the following test case set-up:

42

4 Parameter estimation by ensemble and population based methods

10

5

0

-5
0

1

2

3

4

5

6

0

1

2

3

4

5

6

0

1

2

3

4

5

6

10

5

0

-5

10

5

0

-5

time

Figure 4.2: Chaotic nature of the system with initial values perturbations only (top),
parameters perturbations only (middle) and both initial values and parameters
perturbations (bottom).
• The parametrization of the problem is selected by given constants Tj = 8.5, b = 10,
c = 10, h = 0.1 in (4.11), and the parameter vector to be estimated as θ = (θ1 , θ2 ),
where F2n−1 = 8.5 + θ1 and F2n = 8.5 + θ2 , n = 1, . . . , 20;
• The synthetic observation data is generated using a “true” parameter vector θ̂ =
(0, 0) and normally distributed additive noise  ∼ N (0, 0.12 );
• The assimilation window size is set to be 1.6 time units, as an interval within which
the system behaves deterministically;
• There are 4 observations available within each assimilation window (at each 0.4
time unit);
• Both methods consists of 51 members in the ensemble/population.
• The EPS ideas are taken into account by launching each of the ensemble/population
members from slightly perturbed initial values. This is achieved by perturbing the
synthetic observation data corresponding to the beginning of each assimilation window with a random number drawn from normal distribution N (0, 0.012 ).
In Shemyakin and Haario (2017, 2018) we used a cost function in the form of the
usual least square expression:
ssg (θ) =

K X
J
X
k=1 j=1

(xk (tgj , θ) − x̂k (tgj ))2 ,

(4.12)
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where g is an assimilation window number, K is the number of observed variables, J is
the number of observations within the assimilation window, tgj is a time instance within
the assimilation window where the observation is taken, xk is the simulated value of the
k-th component for a given time tgj and parameter value, and x̂k is the corresponding
observation. In terms of DE, we can think of the assimilation window number g as a
generation number, since each generation only exists within a particular window. For the
first test run we assume that all the slow variables of the Lorenz-95 system are observed
(i.e K = 40) at each 0.4 time point tgj = 0.4 · j. The fast variables are not included in the
calculation of the cost function since they behave significantly differently from the slow
variables (see Figure 4.1) and can be interpreted as small-scale unobservable variables.
For the case of a single cost function which we are firstly targeting, the EPPES utilizes
importance weights based on the cost function defined in (4.12),
1

wng

e 2 ss

= PN

i=1

g (θ )
n
1

e 2 ss

g (θ

i)

,

(4.13)

where θn corresponds to the n-th member in the EPPES ensemble of size N . In the
basic form of DE, the naive implementation of the selection step (4.8) would require
twice as many evaluations (forward model runs) as the population size. In the case of
complex models this is a significant drawback. Moreover, in the case of the operational
EPS these extra evaluations are simply not available. For this reason, a trivial, but essential
modification in the selection step and the population structure should be done. Thus,
apart from storing the population members, we also store the cost function values sgi =
f (xgi ), i = 1, . . . , N with which they have been promoted to the current population. Then,
in the selection step the cost function is only evaluated for the trial population. So, the
current population is evaluated by the selection step in the following way:
(
(ugi , f (ugi )) if f (ugi )) ≤ sgi ,
g+1
(4.14)
(xg+1
,
s
)
=
i
i
(xgi , sgi )
otherwise.
While it is trivial for the deterministic cost function case, this update is somewhat
heuristic for the case of the stochastic cost function. In practice, we compare the performance of parameters based on the values of cost functions from different generations.
Intuitively, such an update would require stationarity, but is has shown to perform well
even in the case of a seasonally changing environment (Shemyakin and Haario (2018)).
An example of a parameter estimation process done using the DE method is presented
in Figures 4.3a-4.3c where one can see behaviour of each population member for the first
slow variable as well as the distribution of these members from initialization until 70th
step. In Figure 4.3d the overall convergence of the parameters is provided.
Here we present results of the EPPES and DE comparison in a single setup just as
a proof of concept. A more thorough comparison will follow with multi-criterion optimization and with the modifications these setups would require. Figure 4.4 shows the
convergence of both algorithms in the case when good priors are provided i.e prior distribution for the EPPES ensemble and the initial domain for the DE population contains
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Figure 4.3: State x1 of the system and distribution of the parameters after (a) initialization,
(b) single DE step, (c) 70 DE steps and (d) overall convergence of the parameters.

the known “true” parameter θ̂ = (0, 0) and observations of all 40 slow states are included
in a single cost function. As a proof of concept, this picture has been produced based
on only a single run for each of the methods, while further exploration with multiple
cost function runs will rectify this issue by using repeated runs of each scenario. The
solid lines on this plot correspond to the mean value of the ensemble/population, while
the dashed lines bound the interval of a single standard deviation around the mean. This
picture is rather descriptive in demonstrating the key difference in the character of both
methods: the EPPES behaves as a sampler i.e it does not try to converge to a single value,
but rather it estimate the distribution of possible values in an approximative “Bayesian”
sense; DE behaves as an optimizer which is able to converge to an optimum point if one
exists. However, if a higher level of stochasticity is involved, the individual members of
the population fluctuate around the known optimum. This remark will be discussed in
more detail later.
Since the EPPES has already been shown to be applicable for the on-line parameter
estimation of large-scale assimilation problems with a single cost function (see Järvinen
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Figure 4.4: Comparison of the EPPES and DE in the case of a single cost function with
good priors.

et al. (2012); Laine et al. (2012); Ollinaho et al. (2013a,b, 2014)), the previous comparison
is mostly devoted to showing that the DE method can achieve similar results. However, an
issue has been encountered with the EPPES runs in the aforementioned articles: although
the performance is successfully improved with respect to the criterion explicitly included
into the cost function, it can deteriorate at the same time with respect to other conditions
which are not part of the optimization routine. This problem calls for methods which
are able to approach several optimization target simultaneously i.e capable of improving
the overall performance while preserving acceptable values for each of the single criteria.
The complication here is to properly weight the impact of each criteria into the overall
criterion. Moreover, usually no unique optimum exists in the case of multi-criterion optimization, but rather a so-called Pareto front of possible values which produce equally
good performance. Extra regularization conditions may be specified which would prioritize a specific value in the Pareto front.
In order to tackle multi-criterion optimization, we suggest the use of the importance
weights approach from the basic EPPES. However, for each single criterion (cost function) specified, the importance weights are calculated separately. Then, there are a number of possible strategies to be utilized in order to construct global importance weights.
These strategies do not only combine several cost functions together, but also regularize this combination. We will present two ways to construct global importance weight:
algebraic and geometric means.
We assume that there are K cost functions {ssk }k=1,...,K which are in form 4.12. Then,
for each n-th ensemble member θn and k-th cost function ssk , the importance weight can
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be calculated as in (4.13), i.e:
1

e 2 ssk (θn )
wn,k = PN 1 ss (θ ) .
k i
2
i=1 e

(4.15)

Owing to the fact that 0 ≤ wn,k ≤ 1, the scaling and equal weighting of the different cost
function impact is, in principle, overcome. Now, the global importance weight for the
n-th member can be calculated, for instance, by the algebraic (4.16) or geometric (4.17)
mean:
ŵnalg

K
1 X
=
wn,k ,
K k=1

ŵngeo =

K
Y

(4.16)

1

(wn,k ) K ,

(4.17)

k=1

which then are normalized by the respective sums

PN

i=1

ŵi .

The overall cost functions constructed by either of these means have significant differences in how the individual cost function impacts the overall one. This impact is shown in
Figure 4.5. Here, each row (θi ) corresponds to a particular ensemble member. In the first
5 columns (ssi ) the individual value of a particular cost function is depicted as a circle
in grey-scale mode, where white circles mean zero importance and black ones mean the
highest importance. The last 2 columns depict a value of the global importance weight
calculated by either the algebraic (Σ) or geometric (Π) mean.
One can notice, that in case of the algebraic mean approach, even a single non-zero
term is sufficient. On the contrary, for the geometric mean approach, all individual importance weights have to have non-zero values. This implies that the algebraic mean
approach would have the same issue as the original single cost function implementation
of the EPPES: it would accept the improvement in a single criteria despite the decline in
the others. The geometric mean approach, in contrast, behaves in the way we want it to i.e
favouring an improvement with respect to all specified criteria. That is why the geometric
mean approach will be used to provide the global importance weight here. Additionally, it
is the only adjustment that has to be done to enable multi-criterion optimization. For DE,
however, there is an important difference when this type of a cost function is used. In the
example of a single cost function optimization, the least squares type function was used.
It was also mentioned earlier that the calculation of the cost function for the current population can be prohibitively expensive and the formulation (4.14) for the selection step has
been suggested. Even though such a formulation makes the selection step more heuristic,
it can still be justified by the comparison of the cost function which provides a measure
of an absolute goodness for a specific set of parameters. However, the importance weight
type of the cost function only gives a measure of a relative goodness of a specific set of
parameters with respect to all the other sets of parameters in the same population. This
prevents a naive use of global importance weight instead of the least square cost function.
The problem can be demonstrated by considering a situation which is typical during the
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θ3
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Figure 4.5: Score table for algebraic(Σ) and geometric(Π) mean approaches.
The circles depict values from zero (white) to one (black) in the importance weight.
first several assimilation windows, when the population member parameters are far from
optimum, with high values of the least square type cost function. Now, if we calculate
the importance weights for a such population, it is likely that a particular member would
receive an importance weight that is close to the value of one while others will be close
to the value of zero. This happens due to the relative nature of the importance weights.
Thus, in a quite heterogeneous population, a single member can be assigned with a high
importance simply because it happened to perform slightly better then other, similarly
poor, parameters. Contrarily, in the situation of a homogeneous population of size N
with equally good parameters, all members will tend to obtain importance weights that
are close to the value 1/N . Hence, in the case of DE, only the change of the cost function
type from the least square to the importance weights would lead to a situation in which
the members which were assigned a high importance just by chance, could not be fairly
challenged by the elements of the plausibly good population. To address this problem,
we propose an auxiliary recalculation step, the sole purpose of which is to refresh information of the goodness of the parameters stored in the current population. This step,
when used, entirely substitutes all other usual DE steps. The only operation performed
during this step is an evaluation of the importance weight cost function for all the members in the current population with the observations in the present assimilation window.
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The recalculation step can be executed in evenly distributed time windows. However, a
non-uniform distribution of time windows where this step is utilized is more beneficial:
more frequent at the beginning of the estimation process and less frequent later on. This
way, the DE population adapts faster when far from the optimum by keeping the diversity
and variability high, whilst it behaves more conservatively for the new candidates when
the good parameters have already been found.
There are number of test setups we consider by Shemyakin and Haario (2018) for the
multi-criterion optimization. These are briefly summarized next. These tests are devoted
to comparing the algorithms in different environments to conclude when the use of one
can be superior to the other. The setup (4.4) is a common starting point for all runs,
including the true values of the estimated parameters {θi }i=1,2 = 0. However, the differences or additions to this setup will be separately emphasized for each test case. Owing to
the stochastic nature of the algorithms and test cases, the figures presented here are based
on the averaged statistics from 32 independent repeated runs of each case.
(i) Here we test ability of both algorithms to estimate parameters in a rather trivial
situation when the true value of parameters lies within modest spread of the initial
values of the algorithms. The initial population for DE is drawn from the interval [3:3] for both parameters, while for the EPPES we give an almost correct initial mean
µ = (0.1, −0.1) and covariance Σ = ( 10 01 ). Here we utilize the same type of priors
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Figure 4.6: Case (i): averaged means and standard deviations of parameters convergence
with well-tuned priors.
which one can find in Ollinaho et al. (2013a,b, 2014). We can see in Figure 4.6 that
in this setting both algorithms are able to correctly estimate parameters, the EPPES,
however, behaves more stably and robustly in comparison with DE: the fluctuations
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around the true parameter values are clearly visible during the whole estimation
process.
(ii) The second test case differs from the first one only in that the mean value of the
prior/initial values are shifted. The spread sizes, however, remain the same. The
prior mean for the EPPES is µ = (6, −6) with the same identity covariance matrix
as above; the initial DE population is drawn uniformly from [3:9,-9:3]. The relevant point in this setup is that the true parameters do not lie within the prior/initial
boxes of parameters. Figure 4.7 shows that there is no significant difference in the
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Figure 4.7: Case (ii): averaged means and standard deviations of parameters
convergence with biased priors.
convergence of the algorithms.
(iii) The third case advances the previous one. We still consider significantly biased
means, but this time the uncertainty is assumed to be small. DE is initialized from
the interval [5 : 7; −7 : −5] andfor the EPPES we employ a prior mean µ = (6, −6)
2
and covariance Σ = 0.30 0.30 2 . Figure 4.8 reveals that this setting is challenging
to handle for the EPPES: the convergence rate is very low. In contrast, despite the
slightly extra effort during the first steps, the DE is still able to successfully identify
the parameters. One of the possible explanations of this behaviour is the effective
search of the DE method, driven by the vector difference which allows to expand
quickly towards the most promising values. It is not for free, however, since it
requires a higher number of elements in the population to be advantageous.
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Figure 4.8: case (iii): averaged means and standard deviations of parameters
convergence with biased and narrow priors.
(iv) The previous test case suggests the use of a reasonably large proposal distribution
for the EPPES in order to provide better convergence. Here we want to confirm
how this can impact the convergence of both algorithms. We use the following
setting: the initial DE population is taken from the interval [−15 : 3; −3 : 15],
whilstfor the EPPES the proposal mean and covariance are µ = (6, −6) and Σ =
32 0 . We can conclude based on Figure 4.9 that although the EPPES performs
0 32
better than in the case of a biased prior distribution with a very small covariance,
it still does not achieve the same convergence rate as in a case of a moderate prior
covariance. This confirms that the convergence ability of EPPES is more sensitive
to the initial algorithm settings. The DE shows rather similar, reliable convergence
in all considered cases.
(v) This test case deals with a more realistic situations where usually only a subset of
the state of the system is observed. Here, the observations are very sparse, only two
slow states x1 and x21 produce measurements which are used in the cost functions.
All other settings for the algorithms, including the prior ensemble and initial population, are taken the same as in the case (ii). Although this time the DE requires more
time to identify parameters, Figure 4.10 demonstrates that in the case when most of
the states of the system are kept unobserved, the DE clearly outperforms the EPPES.
The fundamental distinctness of this experiment is significantly larger stochasticity
involved in both cost functions. This stems from the fact that the more states that are
observed, the smoother the cost function becomes, since the impact of stochasticity

4.4 DE-EPPES

51
EPPES

EPPES

10

5

2

1

0

-5

0
-10
20

40

60

80

100

20

assimilation window
DE

40

60

80

100

assimilation window
DE

10

5

2

1

0

-5

0
-10
20

40

60

80

100

20

assimilation window

40

60

80

100

assimilation window

Figure 4.9: Case (iv): averaged means and standard deviations of parameters
convergence with biased and broad priors.
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Figure 4.10: Case (v): averaged means and standard deviations of parameters
convergence with biased priors and limited observations.
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is averaged out. Therefore, when the environment is more stochastic, the chances
are that both methods fall into the local optimum. Different techniques that both
methods use to escape such minima – resampling from the adapted Gaussian distribution for the EPPES and recalculation step for the DE – can be used. Here we can
observe that the performance of the one employed by the EPPES becomes worse
due to the increased stochasticity.
(vi) All previous experiments assumed that the true closure parameters are static. Here,
we test the ability of the algorithms to converge and track slowly varying, dynamic
parameters. In real cases, this is analogous to seasonality involved in various natural
processes. We simulate this with the parameter θ̂, the elements of which are de)
fined as a periodic function of the assimilation window number: θˆ1i = 0.5 sin( 2∗π∗i
200
2∗π∗i
ˆ
i
and θ2 = 0.5 cos( 200 ) where i is the current assimilation window number. The
initial population of DE is taken uniformly from the interval [-9:-3;3:9]; the prior
distribution of the EPPES has the mean µ = (6, −6) and covariance Σ = ( 10 01 ). In
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Figure 4.11: Case (vi): estimation of parameters with seasonal changes.
Figure 4.11 the behaviour of the true parameters is plotted by solid red lines. Here
we can distinctly see the inability of the EPPES to track periodic behaviour. The DE
method follows the seasonality appropriately well, though with a slight delay.
These tests cases sum up the comparison of the EPPES and DE for parameter estimation. The conclusion is that DE method is more suitable for highly uncertain set-ups,
where there is no good prior information of the parameters to be identified or seasonality
is involved. The EPPES, on the other hand, is beneficial for fine tuning of the estimation
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process, after parameter’s vicinity has been established. Thus, the composition of the DE
and EPPES can be thought of as a stochastic analogous to the the typical deterministic
parameter estimation process where the most probable value is determined by a particular
deterministic optimizer and then the actual distribution is estimated by MCMC.

4.5

Simultaneous data assimilation and parameter estimation

Up to this point we have considered either the data assimilation problems where the dynamical model has well tuned parameters, or the problem of parameter estimation of dynamical models assuming the data for initial values comes from some assimilation process
i.e. the state estimation is done. Now we want to do both processes simultaneously, with
the data assimilation process being constantly improved by better model parametrization.
Thus, we present a possible direction for simultaneous data assimilation and parameter
estimation by combining some of the methods which have been discussed earlier. The
results presented here should be considered as proof-of-concept and the selection of the
particular methods is justified mostly by the availability of the implementation of the corresponding algorithms.
In order to conduct an experiment for simultaneous data assimilation and parameter
estimation, the synthetic observations have to be prepared. Here, we use the same Lorenz95 system (4.11) as before. This time, however, in order to simulate real life applications
when the full state of the system is unobservable, only a fraction of the whole state of the
system is directly observed. In terms of data assimilation, this is achieved by providing a
certain observation operator. In our case we observe 60% of the whole state of dimension
360: 24 out of 40 slow and 192 out of 320 fast variables. The observation operator in
this case will be represented by a 360 × 360 diagonal matrix with value zeros and ones
on the diagonal. The synthetic data is generated with the same parameter values as in
section 4.4. The actual parametrization for the estimation process is θ = (θ1 , θ2 ), where
F2n−1 = θ1 and F2n = θ2 with the true value θ̂ = (8.5, 8.5). The observation error with
a standard deviation of 0.1 is added to the generated data and observations are initially
available as each 0.01 time units. Such dense measurements allow us to use the same data
set to check how the assimilation window size impacts the whole estimation process.
The assimilation process is done using the VEnKF method defined in subsection 2.2.4.
The benefit of an ensemble method is the ability to match the ensemble members of
assimilation algorithm with those of the DE. We augmented the implementation of the
VEnKF method to cooperate with DE. In the propagation of the state estimate (step 2 in
the algorithm 6), the dynamical model is parametrized with parameter values computed
as a mean of the current DE generation. However, ensemble propagation (step 3 in the
algorithm 6) is done with individual ensemble members of DE population. From the
DE point of view, the assimilation process becomes a part of the cost function evaluation.
Since each ensemble member in the assimilation process is run with different initial values
(due to the VEnKF sampling process) and parameters (due to DE) we again operate in the
context of the EPS. For each DE optimization window, a set of several assimilation runs is
used in order to calculate the cost function. Within a single DE optimization window the
parameter values of the ensemble members remain the same and are updated only after
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the selection step. A crucial point is that the actual size of the DE optimization window
can be larger than the previously described deterministic interval as long as assimilation
steps constituting the window are within this interval. From now on we will refer to the
simultaneous data assimilation and parameter estimation with DE as DA+DE.
A series of runs were conducted to double-check the ability of the DA+DE to successfully converge both from the data assimilation and parameter estimation perspective and
how the length of the DA and DE windows impact this behaviour.
Note that here we do not specifically tune any algorithm-specific DE parameters to
purposely work well together with VEnKF, but rather reused settings which have proven
their reliability either in the literature or our previous runs. Moreover, to keep the DA+DE
process computationally feasible and promising for the further applications in more demanding real cases, we keep the ensemble size of DA+DE as small as 20 members.
Thus, the only parameters of the DA+DE process we want to control are the length of
the single assimilation window and the length of the DE window. We conducted a number
of experiments with different pairs of window lengths, where both DA and DE window
lengths are from the set [0.02, 0.05, 0.1, 0.2, 0.4, 0.8, 1.6, 3.2]. All the runs were done with
a fixed total length of 320 time units.
Figures 4.12 and 4.13 show one of the experiments in which the DE window length is
fixed to 1.6 time units and the different coloured lines correspond to different DA window
lengths (see the figures’ legend for details). Figure 4.12 shows the data assimilation convergence in terms of a root mean squared error (rmse) calculated from the state estimates
provided by the VEnKF and the respective observations. Figure 4.13 shows parameter
convergence, where the coloured lines correspond to the mean values of the DE generation. Additionally, the black lines represent the true values of the parameters. The results
for other combinations of the window lengths together with standard deviations of the
estimated parameters are summed up in Table 4.14, Table 4.15 and Table 4.16. Here the
means and standard deviations of the state and parameter estimates are calculated from the
estimation processes within the last 100 time units i.e where usually convergence should
have taken place. The numbers for parameters convergence in these tables correspond to
the absolute value of the difference between the true parameter value and the estimated
means. Thus, the best values are closer to the zero.
As we can conclude from these summary tables, there are optimal values (0.1 and
0.2) for the DA window length, where the convergence both with respect to the data
assimilation and parameter estimation are the best, accounting both for the mean values
and standard deviations. In the current setup, the length of the DE window does not
play very significant role as long as it is large enough i.e at least twice as big as the DA
window length. The overall intuition for the selection of the DA window length is that
overly small assimilation windows do not leave time for the parameters to show their
impact, while overly large assimilation windows make the convergence too difficult since
the high stochasticity of the cost function in the model evolution is close to a chaotic
regime.
These proof-of-concept experiments show that the DA+DE process can be achieved
in an algorithmic way. However, the proper choice of the ratio between the length of
the data assimilation and parameter estimation parts should be done thoughtfully as a
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Figure 4.12: RMSE for the data assimilation with DE window size 1.6 .
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Figure 4.13: Parameter convergence with a DE window size of 1.6.
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Figure 4.14: Summary of the RMSE for the data assimilation.
The top table presents the means and the bottom table presents standard deviations of the
last 100 time units.
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Figure 4.15: Summary of the first parameter convergence.
The top table presents the means and the bottom table presents standard deviations of the
last 100 time units.
trade-off between convergence speed of both algorithms.
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Figure 4.16: Summary of the the second parameter convergence.
The top table presents the means and the bottom table presents standard deviations of the
last 100 time units.
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5

Further applications

In this chapter we will briefly discuss other applications of the implemented differential
evolution optimization framework. Here we consider two published articles: “Robust parameter estimation of chaotic systems” by Springer et al. (2019) and “Algorithmic tuning
of spread-skill relationship in ensemble forecasting systems” by Ekblom et al. (2019).

5.1

Robust parameter estimation of chaotic systems

The focus of the paper is to develop an alternative approach for a parameter estimation
process of chaotic systems. Generally, this consists of three main steps: the formulation of the cost function as a statistical likelihood based on given or assumed information
about the measurements; finding the MAP point of this cost function using a certain optimization technique; and uncertainty quantification where the full posterior distribution
of the parameters is constructed. The problem of a chaotic environment is that a likelihood cannot be easily created for the whole time interval since in a long run the impact
of the parameters are confused by even a small deviation of the problem definition (in the
initial values, parameter values, solver tolerance, etc.). As we already discussed before,
one way to deal with chaosticity is to simply avoid it by splitting the dynamics of the
model into subintervals (assimilation windows) so that deterministic simulation can be
conducted. This approach requires that a sufficient number of measurements are available
for the time intervals together with well-known initial values. This requirement can be
rather difficult to satisfy in higher dimensional systems and sparse measurements.
Here, a special construction of a likelihood function that uses measurements from the
whole time series is employed. This type of cost function is called a correlation integral
likelihood (CIL) and was originally introduced in Haario et al. (2015). This approach is
further developed by Springer et al. (2019). The idea of CIL is as follows. The state of the
dynamical system is denoted by s = s(t, θ, x), with time t, parameters θ and other inputs
x such as, e.g., the initial values. One can denote the measurements of the system at time
instance ti as si = s(ti , θ, x). Now, if we consider two different trajectories s = s(t, θ, x)
and ŝ = s(t, θ̂, x̂) obtained for different parameters and input sets (θ, x) and (θ̂, x̂), the
modified correlation sum is defined as
1 X
#(ksi − ŝj k < R),
(5.1)
C(R, N, θ, x, θ̂, x̂) = 2
N i,j≤N
where it is assumed that R > 0 and N denotes the number of observations taken from the
trajectories at time instances t = {t1 , . . . , tN }. The expression #(ksi − ŝj k < R) gives
the value 1 when the state measurements are within a sphere of radius R from each other
and 0 otherwise. For a fixed parameter i.e θ̂ = θ and a fixed set of radii Rk , k = 1, . . . , M ,
we can calculate the M -dimensional feature vector:
y = {C(Rk , N, θ, x, θ̂, x̂)}k=1,...,M

(5.2)

With randomized values x̂ 6= x, the vector y is stochastic and normally distributed by
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generalization of the central limit theorem. Moreover, it provides an empirical cumulative distribution function (ecdf) for the corresponding distances with the values of radii
Rk as bins. Thus, a training set consisting of a sufficient number of mutually different
trajectories with x̂ 6= x is employed to calculate the mean ȳ and the covariance Σ of the
vector y. The target CIL is then defined as exp(− 21 (y − ȳ)T Σ−1 (y − ȳ)).
In Springer et al. (2019) we discuss how this likelihood can be computed in practice
for the task of parameter estimation for various 3D examples. It also shows that augmenting with the velocity component of the dynamics state of the model can significantly
improve the quality of the likelihood. The DE method is used here to maximize the constructed CIL in order to find the MAP. This optimization is accessed using the variant of
the DE with a recalculation step as defined in Shemyakin and Haario (2018). After, the
full posterior distribution is achieved by the MCMC sampling.
During the experiments, another useful feature has been revealed as a side product of
DE optimization runs. We have noticed that DE is able to produce not only MAP, but also
a good initial distributions for adaptive MCMC sampling (Haario et al. (2001, 2006)),
when the mean and covariance for this distribution are calculated from the united several
last generations. Moreover, in many test cases considered in the article, the proposal
distributions almost coincide with the actual posterior distribution obtained by MCMC.
Figure 5.1 (the picture is taken from Springer et al. (2019)) shows an example for such a
case with a well-known Lorenz-63 system.
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Figure 5.1: Proposal distribution provided by DE and the estimated posterior distribution
for the Lorenz-63 system.
The properties of DE, easy parallelization of the population member calculation as
well as robustness in the stochastic environment, played a significant role in the process
of parameter estimation. Additionally, the side product of DE optimization runs, a reliable
proposal distribution, was valuable for the higher acceptance rate in the MCMC and faster
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convergence.

5.2

Algorithmic tuning of spread-skill relationship in ensemble forecasting systems

This work considers the EPSs and their so-called ensemble spread parameters, responsible for the prediction skill of the system. Manual adjustment of the ensemble spread
parameters is challenging and thus there is a call for algorithmic tuning.
The important part of the optimization problems is to properly choose the cost function. Here, the cost function is based on the filter likelihood of the ensemble spread
parameters Θ. It is defined as a twice negative log likelihood of the form (3.17):
L(Θ) =

n
X
[(yk − ykp )T (Cyk )−1 (yk − ykp ) + log |Cyk |],

(5.3)

k=1

where the sum is over n consecutive assimilation windows, ykp are the model mean predictions projected on the observation space, while yk are the actual observations; Cyk is
the uncertainty of these one-step-ahead predictions. Both the mean prediction ykp and its
covariance Cyk are functions of the spread parameters Θ. Note here, that the KF likelihood
can be used even if no KF data assimilation has been done.
There are a number of reasons for using a filter likelihood cost function for this problem. First of all, the filter likelihood function represents a compromise between the prediction error yk − ykp and the ensemble spread Cyk . Besides, it is a rather natural selection
here since it can be calculated from the ensemble of simulations. Moreover, if the size of
the ensemble is sufficient in comparison to the number of observations in the assimilation
window, the analytical covariances can be replaced by those calculated from the ensemble. Note also, that in practice, the prediction covariance Cyk can be approximated by the
diagonal matrix of the corresponding prediction variances which simplifies (5.3) to
p 2
n X
L
X
(yk,l − yk,l
)
+ log(σy2k,l + σp2k,l )],
L(Θ) =
[ 2
2
σ
+
σ
y
p
k,l
k,l
k=1 l=1

(5.4)

p
where yk,l
and σp2k,l are the prediction mean and its variance for the observation number
l within assimilation window k, and yk,l and σy2k,l are the actual observation and its error
variance. Note, the sum is over both assimilation windows and observations.
The optimization target of the estimation process is the assessment of the spread-skill
relationship of certain ensemble spread parameters Θ of the EPS with an ensemble of size
N . This relationship, in general, can be determined from an adequately long sequence of
consecutive ensemble runs SM (Θ), where the subscript M denotes the length of such
sequence. Additionally, we assume that there is a likelihood function L(SM (Θ)) that can
be computed from these sequences and this function is sensitive to the ensemble spread
parameters Θ of the EPS so that the sequence with the higher predictive skill would lead to
a higher likelihood. Now, if one would be asked to compare the spread-skill properties of
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ensemble spread parameters within a set of K different combinations of such parameters
(Θ1 , Θ2 , . . . , ΘK ), this would require K × M × N forecast evaluations where K is the
number of different parameter combinations to test , M is the number of consecutive
assimilation windows used to calculate the filter likelihood cost function and N is the
ensemble size of the EPS. Naturally, an ensemble of ensembles is launched to perform
this task. This setup is visualized in Figure 5.2 (the picture is taken from Ekblom et al.
(2019)) and more details can be found in Ekblom et al. (2019). It is easy to see that this
process is rather computationally demanding, which calls for optimizers which are able
to converge as fast as possible. Moreover, it should be able to deal with stochastic cost
functions and be able to nicely fit into the ensemble environment. These requirements
motivated the use of DE to solve this problem.
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...

K sequences

71 à

à L2

...

72 à
.
.
.

7K à

à L1

.
.
.
N ensemble members

...

à LK

Figure 5.2: The assessment of spread-skill properties of ensemble spread parameters.
For each sequence SM (Θk ) the likelihood value Lk is evaluated.
In Ekblom et al. (2019) we proceed with the experiments where the Lorenz95 system (4.11) and the Wilks stochastic modification of this system (see Wilks (2005)) are
used for an idealized ensemble prediction. The former formulation is used to generate
synthetic data while the latter is utilized as a forward model for the ensemble spread
parameter estimation. The ensemble spread parameter vector Θ in this case consists of
three values which come form the Wilks formulation, where two parameters impact the
spread skill of the EPS and initial value perturbation scale factor. The parameter estimation process was preceded by a sensitivity analysis with respect to each of the ensemble
spread parameters. Then, the estimation process using DE as a stochastic optimizer and
filter likelihood type cost function was conducted in various set-ups. The results of the
estimation process were justified by the number of the validation techniques. This confirmed that algorithmic tuning of the ensemble spread parameters is possible in idealized
systems. However, more realistic set-ups may require a more rigorous choice of the estimation process set-up and DE parameters.
Here, we want to emphasize the differences between the work done in Shemyakin and
Haario (2018) and Ekblom et al. (2019) in similar looking experiments. Both works are
aimed towards a parameter estimation process using the Lorenz95 system as an idealized
test case and DE as an optimizer, but the overall intentions are significantly different. For
instance, in Shemyakin and Haario (2018) the main problem was to estimate the closure
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parameters of the chaotic model and to show that DE, in general, can be applied in the
stochastic environment. In Ekblom et al. (2019), however, the results are used for the
estimation of ensemble spread parameters. This is done using a filter likelihood cost
function instead of the usual least square cost function used the Shemyakin and Haario
(2018).
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6

Summary and conclusion

The motive for the present work was to explore alternative approaches to problems with
restrictively high computational demands but where parallel, ensemble simulations are
available. In weather prediction, the EPS (Ensemble Prediction System) provides such an
example. The EPPES (Ensemble Prediction and Parameter Estimation System) employs
EPS simulations by turning it into an algorithmic way to estimate closure parameters of
chaotic models. The EPPES, as an extension to the EPS, addresses the problem with
the aid of sequential updates of the hyper-parameters of certain statistical distributions,
which allows the estimation of both parameters and their uncertainty quantification. The
approach is heuristic but has produced promising results for improving operational NWP
(numerical weather prediction) model parameters, a task so far done by manual tuning.
However, the initial applications of the EPPES have revealed certain issues, such as potentially slow convergence, lack of methods to perform multi-criteria optimization and
failure to track possible seasonality in closure parameters.
Differential evolution (DE) belongs to the family of evolutionary or genetic algorithms, originally proposed to deal with a broad range of deterministic optimization problems. It was selected here to optimize the kind of stochastic cost functions that emerge
from the ensemble simulations used in the EPS. First, the ability of a new algorithm,
called DE-EPPES, was tested for single criteria cost function optimization, especially
with respect to the convergence speed in the case of poor prior knowledge of the estimated
parameters. The development of DE as a tool for stochastic cost function optimization
was continued next, with the focus on multi-objective optimization. A total cost function
based on importance weights was constructed, either by algebraic or geometric means of
individual cost functions. The calculation of the importance weights requires a scaling.
This implies issues for the convergence of DE, and certain modifications to the algorithm
were needed. This led to the introduction of a recalculation step to keep the information of
the quality of the parameters up-to-date. It was again confirmed for multivariate criteria,
that the DE-EPPES was superior to the EPPES in terms of the convergence speed from
poor prior data. Additionally, the ability of DE to estimate and follow seasonally varying
parameters was verified. However, the original EPPES algorithm is more stable when
identifying a Gaussian approximation of the posterior distribution of the parameters in
cases where accurate prior data is provided. We may summarize here an analogy to usual,
deterministic likelihood estimation: first optimize the estimates for parameters using the
DE, then apply the EPPES as a stochastic sampler to provide approximate uncertainty
quantification.
In the works discussed above, the parameter estimation of chaotic systems was essentially conducted by avoiding the chaoticity: the dynamics of the systems were split
into short intervals within which the system behaves predictably. Then, the parameters
are estimated by sequentially advancing through each of these intervals. Such an approach requires a sufficient number of observations, in addition initial values for the state
vector must be provided via some data assimilation process for each assimilation interval. However, these requirements might not be always fulfilled. Recently an approach
was developed, that allows the identification of parameter posteriors of chaotic systems
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directly from sparse time series data, without the knowledge of initial values. The algorithm employs ideas from fractal dimension theory to calculate a Gaussian likelihood for
the sampling parameters using adaptive MCMC methods. However, in order to find a
MAP (maximum likelihood point) estimate of this likelihood, a suitable optimizer has to
be used. Due to chaoticity, the cost function is stochastic, so our modified DE algorithm
applies again. Moreover, it was noticed here that DE was able to produce not only a MAP
estimate, but also a reliable initial proposal distribution for the adaptive MCMC runs. Furthermore, in certain test cases an actual posterior distribution achieved by MCMC almost
coincided with the initial proposal distribution provided by DE.
The objective of the previously mentioned problems was, in general, to estimate closure parameters of certain models i.e an estimation of the parameters which impact the
dynamics of the systems. However, we also collaborated in estimating the ensemble
spread within the EPS framework itself. A proper tuning of the ensemble spread is still an
open problem in meteorology. It was shown that algorithmic tuning of spread parameters
can be achieved by utilizing a filter likelihood-type cost function and by using DE as a
stochastic optimizer. A number of successful experiments were conducted with the use
of the Lorenz95 system and its stochastic modification by Wilks. The results of these
experiments were successfully verified by various validation techniques.
Besides the aforementioned works, there are a number of ongoing studies where the
use of the DE for stochastic cost function optimization are being tested. This dissertation was finalized during a period of time when epidemiology is of particular concern
for society in general and is becoming a field of unusually intensive modelling research.
Even before the crisis, we have identified this area as a potential application field: detailed individual-based Monte Carlo simulation models lead to computationally demanding stochastic cost functions, that naturally require the use of effective stochastic optimization methods.
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Tuning Parameters of Ensemble Prediction
System and Optimization with Differential
Evolution Approach
Vladimir Shemyakin and Heikki Haario

Abstract Ensemble Prediction System (EPS) is the approach used in present day
weather predictions to estimate the uncertainty of predictions. Along with the main
prediction an ensemble of simulations is launched with perturbed initial values.
Recently, the EPS with simultaneous parameter estimation approach (EPPES) has
been proposed to tune model parameters online, without additional computational
costs, by perturbing the parameter values and monitoring the respective performances. The key point of EPPES is the estimation of the parameter covariance
by sequentially updating the covariance as hyperparameters by aid of importance
weights. Here, we study the Differential Evolution (DE) optimization approach as
a new way to solve the problem as a stochastic optimization task. We show that the
convergence is improved using DE, especially in case when initial values of model
parameters are far enough from the true ones.
Keywords DE • EPPES • EPS • Importance weights

1 Introduction
A number of mathematical models have been proposed to forecast the weather by
taking into account its current state and range of measured data. Models differ in
applicability for specific purpose, complexity and forecast power. The most efficient
models make possible to continuously provide reliable predictions, estimate its
uncertainty and adopt model parameters with new available data. The ability to tune
the parameters with minimal computational cost is a crucial requirement for such
complex models.
The core idea of EPS is to launch several predictions with slightly perturbed
initial conditions to generate possible future states of the model. The main sources
of uncertainties are the chaotic nature of the system and model bias caused by
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simplifications, approximations in calculations and rounding errors. EPS is designed
to take into account these issues.
EPPES [1, 2] extends the basic function of EPS by simultaneous tuning the
model parameters online, without additional computational cost. The crucial part of
EPPES is the sequential estimation of hyperparameters of the underlying parameter
distribution. The estimation of hyperparameters in EPPES is done using resampling
with importance weights. When the cost function is specified, the importance
weights for each proposed ensemble member are calculated as relative goodness
with respect to other members. Further, these importance weights are used to update
the distribution of hyperparameters from which the next ensemble will be drawn to
continue prediction and estimation processes.
Here, we study the performance of the DE algorithm to enhance the convergence
of EPPES style parameter estimation problems. DE [3, 4] belongs to the class of
Evolutionary Algorithms (EA) and is based on the vector differences. Although the
original DE approach is primarily designed for numerical optimization problems,
we modify it in order to apply it for estimation of chaotic and stochastic optimization
tasks. According to the provided test case, modified DE demonstrates clearly
improved convergence from poor initial values with respect to EPPES.

2 Background
2.1 Lorenz-95 System
A conventional test case for the estimation of the chaotic behaviour is Lorenz-95
system. In order to explicitly represent parameters involved in the system the linear
parametrization is added and the target model has the form:
dxk
D xk1 .xk2  xkC1 /  xk C F  gU .xk /;
dt

(1)

where k D 1; : : : ; 40, F D 8:2, gU D 0 C 1 xk , O D .0 ; 1 / is parameter vector to
be estimated.
Figure 1a, b demonstrate that the chaotic nature appears when the system is run
both with small initial perturbations and small changes in underlying parameters
values. Nevertheless, it can be seen that there is a time interval wherein the system
behaves deterministically. This interval is called assimilation or time window.
Further, the states of the system are divided into such sequential assimilation
windows with corresponding measured data [5].
In order to simulate a real life parameter estimation procedure, we assume that
a data assimilation mechanism provided. For the test purposes this is done by
generating the synthetic data with known parameters and adding noise to it. It
also makes possible the a measuring the reliability of the estimating process by
comparison the resulting parameters with the original ones.
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Fig. 1 Chaotic nature caused by (a) initial perturbations and (b) perturbations in parameters values

Hence, the common assumption is that there are several measurements available
for each time window g and they serve to calculate a cost function, which can be
computed in the least square way:
ssg ./ D

J
K X
X
.xk .tg;j ; /  Yk .tg;j //2 ;

(2)

kD1 jD1

where k is a state number, j is a measurement number within a time window g, K is
a total number of states, J is a total number of measurements within a time window
g, xk is a state value for a given time point tg;j and a parameter value , Yk is a
measurement of a corresponding state for a given time point tg;j .
The following set-up is used both for DE and EPPES cases:
• A parameter value O D .0; 0/ is used for generating the synthetic data.
• A normally distributed noise drawn from a distribution N .0; a2 / with a D 0:1
is added to the generated data to simulate the measurement errors.
• The noisy data is divided into sequential assimilation windows of length 1.6 time
units.
• There are 40 observable states.
• There are four measurements available within a time window for each state of
the system, thus J D 4 in (2).
• A population/ensemble size is 51 elements, thus K D 51 in (2).
• Small perturbations in initial values following the normal distribution N .0; ip2 /
with ip D 0:01 are used.
The last two items directly correspond to the EPS ideas. Since the Lorenz-95
system is highly sensitive to initial values, the ensemble with small perturbations
of initial values with respect to assimilated ones are used in order to obtain the
possible distribution of future states of the system. Such approach is designed to
take into account different sources of possible errors involved into dynamic of the
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system. Then, decision of goodness of a particular element in ensemble is based on
a corresponding cost function value.

2.2 EPPES
The original concept and the method implementation have been presented by
Järvinen et al. [1, 2]. The main idea of the EPPES is a hierarchical model of
parameters. It means that these parameters are considered to be normally distributed
with unknown hyperparameters which are being estimated and sequentially updated
at each assimilation window g during EPPES run:
g  N .; ˙/;   N .g1 ; Wg1 /; ˙  W 1 .˙g1 ; ng1 /:

(3)

The key part of EPPES is the importance weights idea. Importance weights
provide information about relative goodness of a particular ensemble member with
respect to the other members. With a cost function ss, given, for example, by (2),
the importance weight for the n-th ensemble member gn in a Np-member population
can be calculated as follows:
wn D e

 12 ss.gn /

=

Np
X

1

e 2 ss.g /
i

(4)

iD1

At each time window g, the estimation of the hyperparameters consists of
several steps. Firstly, the proposal values for the parameters are sampled from the
multivariate normal distribution N .i1 ; ˙i1 / with the hyperparameters calculated
in the previous time window g  1. Then, for each proposal value of the parameters
the importance weight is calculated as stated in (4). These importance weights
are used to resample the ensemble of parameters generated earlier. Finally, this
resampled ensemble g provides the information for updating the hyperparameters
using a following set of formulas:
1
1 1
1
1
C ˙g1
/ ; g D Wg .Wg1
g1 C ˙g1
g /;
Wg D .Wg1

ng D ng1 C 1; ˙g D .ng1 ˙g1 C .g  g /.g  g /0 /=ng :

(5)

It has been shown that the EPPES approach is applicable for an on-line
estimation of chaotic problems with changing data, see [6–8]. However, its ability
to converge depends on specified ensemble size and provided prior distributions
for hyperparameters. The key property is that it converges to the distribution of
parameter vectors, not to a single parameter vector.

Tuning Parameters of Ensemble Prediction System and Optimization with. . .

39

2.3 Differential Evolution
Differential evolution, introduced by Price and Storn [3], belongs to the class of
Evolutionary algorithms. This algorithm has been shown as a powerful tool for
solution of nonlinear and complex optimization problems due to its performance
and simplicity in implementation. DE is a population-based optimizer as well as
others EAs. The population consists of predefined number (Np) of D-dimensional
vectors, where D is the dimension of the parameter space. One full evolution step
contains 4 main stages: initialization, mutation, crossover and selection.
DE operates with three population within one full step:
• Current population (Px;g ) is the population after initialization step.
• Intermediate population (Pv;g ) is the population of mutant vectors.
• Trial population (Pu;g ) is the population of mutant vectors after crossover step
of the algorithm.
All mentioned populations have the similar structure, for example, the current
population Px;g consists of vectors .xi;g / D .xj;i;g /jD1;:::;D , where g is a generation
number, i is a population member number.
The description of evolutions steps [4] can be stated as follows:
1. Initialization. The initial population for the first generation (g D 0) is usually
drawn uniformly from the specified searching domain:
.xj;i;0 / D rj  .bj;U  bj;L / C bj;L ;

(6)

where rj  U.0; 1/, bj;U and bj;L are upper and lower boundaries for the
corresponding dimension j. The initial population for the next generation is the
population that survived after the previous selection step.
2. Mutation. The most common mutation scheme is called “DE/rand/1/bin” which
corresponds to a mutant vector vi;g calculation as follows:
vi;g D xr1 ;g C F .xr2;g  xr3 ;g /;

(7)

where xr1 ;g , xr2 ;g and xr3 ;g are mutually different members of the current
population, F 2 .0; 1/ is a scale factor which controls the evolution rate.
3. Crossover. Trial population is calculated according to the following equation:
(
ui;g D ui;j;g D

vi;j;g ; if rj  Cr or j D jr
xi;j;g ;

otherwise.

(8)

where Cr 2 Œ0; 1 is a crossover probability, xi;j;g is a target vector, rj  U.0; 1/.
Additional requirement j D jr , where jr is a random index, ensures that the trial
vector differs from the target vector at least in a one component.
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4. Selection. The selection is based on comparison of a provided cost function f
values of target and trial vectors:
(
xi;gC1 D

ui;g

if f .ui;g /  f .xi;g /

xi;g ; otherwise.

(9)

After one entire evolution step of DE, the process is repeated until the desired
criteria for the population is met. For more details about classical DE, see [4].

3 Parameter Estimation with Single Cost Function
3.1 DE Modification for Stochastic Cost Function
In order to adopt the original DE to work with the estimation of chaotic dynamics,
we introduce a number of significant modifications to the original algorithm. Also,
several known improvements has been utilized [9, 10].
Since each assimilation window has new data, there is no fixed cost function.
In this case, each generation is considered only within corresponding assimilation
window and produces a descendant population for the next window. If one applies
the usual scheme of DE to this problem, he can face with two main problems.
Firstly, for every time window it is necessary to calculate the cost function both
for the current and trial populations in order to make the selection, what doubles the
number of evaluation of the computational costly function. Secondly, by doing so,
we entirely lose the information between the previous and present time windows,
which causes the risk of rejecting, by chance, well performing parameters. That is
why it is essential to preserve both the parameters and corresponding values of the
cost function to be able to compare sequential populations and reduce computational
cost of the algorithm. Therefore, the modified population structure of DE for a
generation/assimilation window g has the following form:
• xi;g D .xi;j;g / is a population member,
• ssi;g is the corresponding cost function value,
• Px;s;g D .xi;g ; ssi;g / is current population information.
Thus, in the time window g we have the current population xi;g with corresponding cost function values ssi;g , which may come from one of the previous selection
steps. Then, by mutation and crossover procedures we obtain the trial population
ui;g . In order to compare current and trial populations we utilize the cost function for
present assimilation window denoted as fg , which is calculated in the least square
way (2). Thereby, the selection decision is made according to the comparison of
just calculated cost function values for the trial population fg .ui;g / and stored cost
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function values ssi;g :
(
Px;s;gC1 D .xi;gC1 ; ssi;gC1 / D

.ui;g ; fg .ui;g // if fg .ui;g //  ssi;g
.xi;g ; ssi;g /

otherwise

(10)

Note the stochastic nature of the cost function: the values ssi;g and fg .ui;g // are
computed with different data. Hence, it may happen that the specific population
member with the corresponding cost function value survives during several sequential assimilation windows until being compared to a more promising element of the
trial population.

3.2 Comparison of DE and EPPES for Parameter Estimation
Problem
The DE approach with discussed modification and improvements is applied to
the parameter estimation of Lorenz-95 system. The description and set-up for this
problem is explained earlier in Sect. 2.1.
An application of the DE to this test case demonstrates behaviour of the
algorithm in details starting from the initialization and continuing until the estimated
parameters in the last generation. Figure 2a–d depict this process. Here, each figure
consists of upper and lower plots. The upper ones show the actual data for a fixed
state (the first state out of 40 in this case) and a specific assimilation window by
circles and behaviour of the population within this window by a set of continuous
curves. The lower plots depict a distribution of parameters within the population
for the current time window. Each generation of DE corresponds to particular time
window.
We can see that DE is able to reasonable accurately estimate the true values of
O D .0; 0/ which were used to generate the data. However, it should be emphasised
that DE is optimizer, hence, it tends to converge to one parameter vector with nonsignificant oscillation around unlike EPPES which is devoted to find the distribution
of parameter vectors. Further, it is important to compare the convergence of the
algorithm with EPPES. Figure 3 is devoted to make the comparison. The initial
population for DE is uniformly drawn from the interval [10;10] for both parameters. Solid lines in the plot correspond to population/ensemble means for target
parameters while dashed lines are intervals of ˙3, where  is population/ensemble
standard deviations.
We can conclude that although both DE and EPPES are able to estimate the
parameters of the problem, DE has faster convergence and, moreover, is able to
succeed even from the poor initial population drawn from the huge interval.
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Fig. 2 Conformity of real and estimated data; distribution of parameters at different time windows.
(a) The 1st time window after initialization of DE population. (b) The 1st time window and the 1st
DE population. (c) The 10th time window and the 10th DE population. (d) The 70th time window
and the 70th DE population

4 Results
We have presented the Lorenz-95 system with linear parametrization in order to use
as a test case for estimation purposes. Also, the core ideas of original algorithms
of both EPPES and DE have been explained. Further, we have modified original
DE method to be applicable to the problem of the parameter estimation of chaotic
dynamics and tested it on the described Lorenz-95 system. Test runs have proved the
applicability of the suggested method. Moreover, the comparison between EPPES
and DE has been demonstrated in order to show the convergence properties of each
approach. Combining the benefits from both approaches becomes a valuable field
for the further investigation of the algorithms together as building elements for a
more general method.
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Abstract The ensemble prediction system (EPS) is
an approach employed in meteorology to estimate forecast uncertainty of dynamical systems. In EPS, an
ensemble of auxiliary simulations is launched along
with the main prediction. Recently, an application with
the EPS framework was proposed as a method that
enables algorithmic tuning of parameters of large-scale
models, in cases where high-CPU demands make usual
iterative optimization impractical. The approach was
aimed and tested for operational numerical weather
prediction models, with a relatively small number of
parameters and well-tuned initial values. Here, we
present a new version of the approach as a generalpurpose parameter estimation method for situations
where effective parallel computing is available, but
high-CPU requirements exclude the use of standard
sequential approaches. We treat the problem as a
stochastic optimization task and employ an evolutionary approach, the differential evolution as the optimizer. We demonstrate improved convergence properties, especially for strongly biased initial values or
higher number of parameters. For parametric uncertainty quantification, the approach can be considered
as a heuristic sampler of the parameter distributions.
Keywords Ensemble prediction system · Differential
evolution · Stochastic cost function · Stochastic
V. Shemyakin (B) · H. Haario
School of Engineering Science, Lappeenranta University of
Technology, 53851 Lappeenranta, Finland
e-mail: vladimir.shemyakin@lut.fi

optimization · Multiple cost function optimization ·
Uncertainty quantification

1 Introduction
Several methods have been proposed to forecast dynamical systems based on repeated updating of the current
state. In data assimilation, new data available at a given
time interval, the so-called assimilation window, are
used to correct the states to be used as the initial values for the next prediction. A prime example of this
setting is numerical weather prediction (NWP). Due
to the high dimension and high-CPU demands of the
weather prediction problem, the prevailing method is
to update the initial values using special optimization
techniques such as the 4D-Var approach [21,22]. Forecasts of large dynamical nonlinear systems are inherently uncertain. To quantify the forecast uncertainty an
ensemble of predictions, with carefully tuned perturbations of the initial values, is launched together with
the main prediction. This approach is often called an
ensemble prediction system (EPS).
Typical sources of uncertainties, in addition to the
chaotic nature of the system, are the parameterizations
of physical processes of the model. However, the tuning of them is cumbersome for complex models. Due to
high-CPU demands it is not easy to use standard iterative optimization algorithms or uncertainty quantification techniques such as Markov chain Monte Carlo
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(MCMC) simulations. Indeed, the experts more typically make the choice of such parameters by hand.
The recently introduced ensemble prediction and
parameter estimation system (EPPES) [9,11] extends
the basic function of EPS by including model parameter
perturbations in addition to the perturbations of the initial values of the states. The performance of the ensemble members with different parameter values is quantified into a cost function that is evaluated after each
assimilation window. The inclusion of model parameter perturbations enables convergence towards optimized model parameter values. If done online, combined with operational assimilation, the optimization
would require essentially no additional computational
costs, as we would only monitor the performance of
different parameter values as a part of the assimilation.
The large-scale NWP model test runs in [14–16] were
performed in off-line mode; nevertheless, prohibitive
CPU demands were avoided, allowing, to the best of
our knowledge, algorithmic tuning of operational NWP
model parameters for the first time.
Here, we propose a new version of the approach as a
general-purpose model identification method. We target situations where parallel computing can effectively
produce the ensemble members, but each simulation
is too time-consuming to allow usual iterative optimization. Instead of repeatedly simulating the system
with different parameter values over the time interval
of data to evaluate a cost function, we split the total
time interval in subintervals that may contain only a
few data points. After each such subinterval the performance of the parameter values of each ensemble
member is evaluated, and the integrations are continued
with updated parameter values. In this sense we may
call the approach ‘online’ estimation—the total time
interval of measurements is simulated only once. As
indicated above, the motivation for the previous version
of the approach came from NWP model identification,
and we keep the language, calling the subintervals as
‘assimilation windows’. Note that for chaotic systems
the division into short enough subintervals is advisable
also in order to keep the integrations on predictable
ranges of the system.
As the approach uses different parameter values for
each ensemble member, it is natural to employ evolutionary algorithms for optimization, interpreting each
ensemble as a population among the ‘generations’ of
populations. Our approach is based on the differential evolution (DE) algorithm [20] which was origi-
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nally designed for deterministic numerical optimization problems. In our situation, every assimilation window has new data and every ensemble member perturbed initial values, so the cost function becomes
stochastic. In order to deal with stochastic cost functions, we slightly modify the basic DE algorithm by
keeping the calculated cost function values within the
population and introducing a recalculation step. The
stochasticity also implies that the optimization does
not converge to a point estimate. This feature can however be employed, and the DE scheme considered as a
heuristic parameter sampler, to enable parameter UQ
analysis in the present situation where ergodic samplers
such as MCMC cannot be used.
The DE algorithm has been earlier used for the
task of estimating parameters of chaotic systems, see
[8,12,17] for examples. However, the focus of these
works was to test the use of DE and to further develop
improved versions of it on difficult optimization tasks.
Another approach was also introduced in [5], where
the aim was to characterize the chaotic attractor in the
phase space by long-time system integrations. Both
approaches are different from the present work, where
the focus is on noniterative optimization for high-CPU
problems using the data-assimilation framework and
ensemble simulations.
The rest of the paper is organized as follows.
In Sect. 2 we present the background concepts: the
Lorenz-95 system used in our numerical tests, the key
ideas of the EPPES approach and the basics of DE optimization methods. Section 3 considers multi-criteria
optimization for both EPPES and DE. Section 4 is
devoted to numerical examples aiming to compare the
EPPES and DE in different set-ups of Lorenz-95 system. Section 5 compares EPPES and DE as UQ tools for
heuristic parameter sampling. The final section summarizes the results.

2 Background
2.1 Lorenz-95 system
A commonly used high-dimensional test case for the
estimation of chaotic behaviour is the Lorenz-95 system [13]. Here we consider the 360-dimensional version with vectorized parameters, making possible to
estimate up to 363 parameters:

Online identification of large-scale chaotic system

963

i2
dxk
hc 
yi ,
= − xk−1 (xk−2 − xk+1 ) − xk + Fk −
dt
b
i=i 1

dy j
c
= − cby j+1 (y j+2 − y j−1 ) − cy j + T j
dt
b
hc
+ x1+| j−1 | ,
J
b

4
3

(1)

N



 F(X (tg,n , θ )) − Y (tg,n )2 ,

2
1

where h, b, c, Fk and T j are parameters that can be
chosen to be estimated, J = 8, k = 1 . . . 40, j =
1 . . . 320, i 1 = J (k − 1) + 1 and i 2 = J k. In our
experiments we aim at estimation of Fk , while other
parameters are given constant values.
In order to mimic a real-life parameter estimation
procedure, we assume here that some data-assimilation
mechanism for the system under consideration is provided. For the test purposes this was simulated by socalled identical-twin experiment [1], where the synthetic data are generated beforehand by the model with
known parameters and specified initial value perturbations. The use of known synthetic data makes it possible to measure the reliability of the estimation process
by the comparison of the resulting parameters and the
known original ones.
In data assimilation, especially for chaotic systems,
the integration is divided into a sequence of time intervals where the system is predictable. Then, on each
such interval the initial values of the state are fitted to
make the system agree with the data measured inside
the interval. This interval is called the assimilation time
window [10]. We assume that there are several measurements available for each time window g and they
are used to calculate a cost function, which can be computed, for example, in a usual least square way, (2):

ssg (θ ) =

slow varibale
fast variable

5

(2)

n=1

where F is an observation function of the state vector X = (xk , y j ) in Eq. (1) at a given time point tg,n
and parameter value θ , Y is a measurement of corresponding observed states, and N is the total number
of measurements within a time window g. With real
data, the terms of the above sum should be divided by
the respective measurement error variances. In our synthetic examples, however, we set all variances equal to
one.
The system described by Eq. (1) consists of weakly
coupled subsystems of large, slowly evolving variables
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Fig. 1 Slow and fast variables of Lorenz-95 system with
Fk = 8.5, T j = 8.5, b = 10, c = 10, h = 0.1

xk and smaller-scale fast variables y j . This difference
is illustrated in Fig. 1, where one variable from each of
the two groups is plotted. In our test cases, we use only
the measurements of the x states of the system in (2).
As the optimization problem, we address the task
of parameter estimation for a stochastic cost function,
where the stochasticity stems from two sources: the
random noise in the measurements and the initial value
perturbation of each ensemble member. In order to estimate the predictable interval of the slow states, we evaluate the system with small changes in initial values
and underlying parameters. Figure 2 demonstrates the
chaotic nature of the system with respect to perturbation in initial values (the top plot) and parameters (the
middle plot) separately. The bottom plot depicts the
situation when the chaoticity stems from both sources.
Next, we discuss two approaches to the problem:
a parameter sampling technique using the EPPES
approach and an evolutionary optimization technique
using DE. In both cases, the aim is to embed the optimization within existing EPS simulations so that minimal additional CPU demands are introduced.

2.2 EPPES
Ensembles prediction systems (EPS) employ small perturbations of initial values at the beginning of each
assimilation window to enable estimation of the uncertainty of the forecast by the spread of the ensemble.
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Fig. 2 Chaotic nature of the system with initial value perturbations only (top), parameter perturbations only (middle) and both initial
values and parameter perturbations (bottom)

Such an approach is designed to take into account different sources of errors in the model, as well as the
chaotic nature of the dynamics. Moreover, if the ensemble members are run with different model parameter
values, the EPS information may be used to tune the
parameters of the model: the goodness of a particular
ensemble member can be estimated by the corresponding cost function value that depends on the distance
from measurements.
The original concept to combine EPS with parameter
estimation was presented in [9,11]. Instead of searching
for an ‘optimal’ point estimate, the main idea is to find a
distribution for possible parameter values. Assuming a
Gaussian distribution, this leads to a search of the mean
and covariance by sequentially selecting new parameter
values θg for the ensemble members from the current
step g and updating the covariances at each assimilation
window by the distributions
θg ∼ N (μ, ),

μ ∼ N (μg−1 , Wg−1 ),

 ∼ W −1 (g−1 , n g−1 ).

stands for the normal and W −1

(3)

Here N
for the inverse
Wishart distribution, and  and W are the respective
covariances.
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Importance weights provide information about the
relative goodness of a particular ensemble member with
respect to the other ensemble members. With a cost
function ss, given for example by Eq. (2), the importance weight for the n-th ensemble member θgn in a
N p -member population can be calculated by normalizing over the ensemble:
1

e− 2 ss(θg )
.
wn =  N
p
− 21 ss(θgi )
i=1 e
n

(4)

At each time window g, the estimation of the hyperparameters consists of several steps. First, the proposal
values for the parameters are sampled from the multivariate normal distribution N (μi−1 , i−1 ) with the
hyper-parameters calculated in the previous time window g − 1. Then, for each proposed parameter value
the importance weight is calculated as stated in Eq. (4).
These importance weights are used further to resample
the ensemble of parameters generated earlier. Finally,
this resampled ensemble θg provides the information
for updating the hyper-parameters using the following
set of formulas (see [9,11]):
−1

−1
−1
Wg = Wg−1
+ g−1
,


−1
−1
(5)
μg = Wg Wg−1
μg−1 + g−1
θg ,
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n g = n g−1 + 1,
g = (n g−1 g−1 + (θg − μg )(θg − μg )T )/n g .
2.3 Differential evolution
Differential evolution, introduced by [20], belongs to
the class of evolutionary algorithms (EA) and has been
shown to be a powerful tool for the solution of nonlinear and complex optimization problems. As other EAs,
DE is a population-based optimizer. The population
consists of a predefined number N p of D-dimensional
vectors, where D is the dimension of the parameter
space.
DE handles three populations of vectors xg , vg , ug
for each generation g: current population (xg ) is a population at the beginning of each generation, i.e. a population before any changes; intermediate population
(vg ) is a population of mutant vectors; and trial population (ug ) is a population of mutant vectors after the
crossover step is applied.
For all generations g these populations have the
same population size N p and vector dimension D. For
example, if the current population consists of vectors
xg = (x j,i,g ) j=1,...,D,i=1,...,N p , where j denotes the
vector component index and i the population member,
the evolution steps can be described as follows [18]:
1. Initialization The initial population for the first
generation (g = 0) is usually drawn uniformly from
the specified search domain:
(x j,i,0 ) = r j · p(b j,U − b j,L ) + b j,L ,

(6)

where r j ∼ U(0, 1), b j,U and b j,L are upper and
lower boundaries for the corresponding dimension
j. The initial population for the next generation
is the population that survived after the previous
selection step.
2. Mutation This is the most important part of the
algorithm, and it is responsible for the way how the
elements of the current generation are combined to
produce the next, preferably more promising generation. The most common mutation scheme yields
a mutant vector vi,g calculated as:
vi,g = xr1 ,g + F · p(xr2 ,g − xr3 ,g ),

(7)

where xr1 ,g , xr2 ,g and xr3 ,g are mutually different
randomly chosen members of the current popula-

tion, and F > 0 is a scaling factor which controls
the evolution rate.
3. Crossover This part plays the role of assurance
that the descendant candidate differs from the parent. Furthermore, for the trial population ug only a
fraction of mutations is accepted, as given by the
crossover probability Cr ∈ [0, 1]:

u i, j,g =

vi, j,g ,
xi, j,g ,

if r j ≤ Cr or j = jr
otherwise.

(8)

where xi, j,g is the current target vector and r j is
uniformly random, r j ∼ U(0, 1). The additional
requirement for j = jr ensures that the trial vector
differs from the target vector in at least one randomly selected component jr .
4. Selection The selection is done by the comparison
of target and trial populations based on values of
the cost function f :

xi,g+1 =

ui,g

if f (ui,g ) ≤ f (xi,g )

xi,g ,

otherwise.

(9)

This part achieves the main evolution principle, the
‘survival of the fittest’. In the analogy, the next
generation is composed of the parents that proved
their skills and the offspring that outperformed their
ancestors in a constantly changing environment.
The steps described above are repeated until the
desired criteria for the population are met or a specified
number of generations are reached. For more details
about classical DE, see [18].
In our implementation of the algorithm we use a
few well-known enhancements of the usual DE steps:
different mutation schemes [2,4,19], randomization of
the scaling factor [2,4] and generation jumping method
[2]. Thus, instead of the randomly chosen basis element
in the mutation scheme, we utilize the best performing
vector as a basis vector for mutation, i.e. the vector with
the best cost function value in the current population:
vi,g = xbest,g + F · (xr 1,g − xr 2,g ).

(10)

In order to improve the convergence of the DE, the scale
factor F is randomized:
F j,i,g = (Fl + r g · (Fh − Fl )) · (1 + δ · (r j − 0.5)),
(11)
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where F j,i,g gives the specific scale factor for each element in the population, Fl and Fh are constants corresponding to the lower and upper limit for the resulting
scale factor, r g and r j are uniformly distributed random numbers from U(0, 1), and δ is a constant such as
0 < δ << 1. This procedure results in a different scale
factor for each ensemble member and each component
within the ensemble member.
The generation jumping [2] method is used to preserve an appropriate population diversity and to prevent
possible stagnation. It consists of three steps:
1. Opposite population calculation:
opposite

xi,g

max
= xmin
− xi,g , i = 1, . . . , N p ,
g + xg

(12)
max are vectors consisting of minwhere xmin
g and xg
imum and maximum values along each dimension,
and xi,g is a member of current population.
2. Calculation of cost function for both current and
opposite generations:
3. Elitist selection of N p -sized population out of the
opposite
) which is based on
joint population (xg , xg
the cost function values calculated earlier.

The generation jumping can take place with predefined probability J p, and if it does take place, it
entirely replaces the remaining steps of DE (mutation,
crossover and selection) and can be considered as an
alternative way to produce the trial population by taking into account the current population as a whole to
produce the possible candidates for the selection.

3 Multi-objective optimization
It has been shown earlier [9,11,14–16] that the basic
EPPES approach, with a single cost function, is applicable for online estimation of large-scale assimilation
problems, albeit the convergence depends on the size
of the ensemble, as well as the initial values of the
hyper-parameters distribution. However, the following
problem has been encountered: while the performance
is improved with respect to the selected criterion of the
cost function, it may deteriorate with respect to other
criteria not explicitly included in the optimization. This
calls for methods which allow combinations of several
criteria in a way that ensures acceptable values for each
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one of them, while optimizing the overall performance.
Furthermore, the optimum is typically not unique, but
a so-called Pareto front of different cost function values that give equally good values for the overall cost
function. Thus, ways are needed to weight the impact
of the specific cost functions, so that no single selected
criterion essentially deteriorates while improving the
other criteria. This section describes how it is possible
to overcome these issues. In addition to EPPES we test
evolutionary optimization as such approaches have a
proven ability to explore a large search space with a
relatively small population. Moreover, the distinguishing feature of such methods is their adaptable nature,
which allows changes in the corresponding environment to be tracked while avoiding stagnation of the
population.

3.1 Multiple cost functions with EPPES
For the EPPES algorithm, we propose the following
solution. Suppose we have K cost functions ssk , k =
1, ..., K as given by Eq. (2). For each n-th ensemble member θn and k-th cost function ssk , importance
weights wn,k are calculated separately by Eq. (4), thus:
1

e− 2 ssk (θn )
wn,k =  N
.
p
− 21 ssk (θn )
n=1 e

(13)

Since all wn,k satisfy 0 ≤ wn,k ≤ 1, the problem
of scaling and weighing of different cost functions
is solved, in principle. However, the total importance
weight for n-th ensemble member θn can be calculated
in various ways, for instance by algebraic or geometric
means of the K cost functions:
ŵn =

K
1 
wn,k ,
K

(14)

k=1

ŵn =

K


1

K
wn,k
.

(15)

k=1

These means have essential differences in how they
influence the value of the total cost function. In order
to produce a nonzero result (or close to one at optimum), the geometric mean requires all the components
to be nonzero, while the algebraic mean might allow
zero values if other weight values, close to one, would
compensate for them. This behaviour is illustrated in
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Fig. 3 Score table for algebraic () and geometric () mean
approaches. Circles depict values from zero importance weight
(white) to one (black)

Fig. 3, where rows represent specific ensemble members, columns except the last two columns are cost functions, the column with header  corresponds to algebraic mean aggregation, and the column with header 
corresponds to geometric mean aggregation. White circles depict values of zero, black ones depict values of
one, and intermediate values are in greyscale. Although
both algebraic and geometric means are applicable, in
our experience the geometric mean approach usually
shows faster and more robust convergence. Intuitively,
the geometric mean implicitly prefers the ensemble
members which improve uniformly the behaviour of
all criteria to those which significantly improve only
some specific criteria.

3.2 Multiple cost functions with DE
The use of the DE algorithm for a single cost function
problem has been discussed in the preceding paper, and
here we aim to apply similar ideas to several cost functions with EPS. In order to adopt DE with EPS, we
have to introduce certain modifications to the original
algorithm. The main difference, in principle, between
our situation and the standard use of DE is the lack of a
fixed cost function. Each assimilation window of EPS
has new data that changes the cost function together

with the changing parameter values. If the selection
step is applied in the usual way, Eq. (9), the cost function would have to be evaluated an extra time in order
to get values with new data and old parameters xg ,
as EPS only provides the respective values with the
new parameter selection ug . But this is ruled out since
only the values directly given by EPS should be used.
Moreover, if the selection step relies only on the current
data, we would entirely lose the information between
the previous and present time windows. This causes
the risk of rejecting or accepting, by chance, well or
badly performing parameters, respectively. As a solution we preserve both the parameters and corresponding values of the cost function: the selection step is
done by comparing present cost function values to previous ones. In this way no additional computational
costs are introduced, and the more conservative updating of the parameter values avoids the risks of using the
current data only. Therefore, the population structure
Px,ss,g used in our implementation of DE for an assimilation window g consists of both the current population
xg = (xi, j,g ) and the corresponding cost function values (ssi,g ), which may come from one of the previous
selection steps. Then, by mutation and crossover procedures, the trial population ug is obtained. In order to
compare current and trial populations the cost function
for present assimilation window is utilized, denoted
as f g , which is calculated by Eq. (2). Therefore, the
selection decision is made by comparing the cost function values with new data and trial population f g (ui,g )
against stored cost function values ssi,g from previous
assimilation steps:
Px,ss,g+1 = (xi,g+1 , ssi,g+1 )

(ui,g , f g (ui,g ))
=
(xi,g , ssi,g )

if f g (ui,g )) ≤ ssi,g
otherwise
(16)

Thus, the heuristic is that we want to maintain
parameters that are already proven valid during previous time windows and change values only when a
new promising candidate enters. Note that on the code
level, no change takes place except for the structure
of the population: again we compare new cost function
values to the old ones and accept improvements regardless of the fact that the cost function values are changed
due to factors other than the parameters.
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There is still one critical change we introduce to the
implementation, which can be utilized in the case of a
single stochastic cost function as well, but is specifically useful for the multiple cost function problems. At
certain time windows, a recalculation step is employed
that entirely replaces a single DE step. The key purpose
of this step is to update the information of the goodness
of the parameters by re-evaluating the cost function
for the current data available for all ensemble members. This modification improves performance, maintains the diversity of the population, helps to avoid getting stuck in random local minimum of the cost function. The recalculation is of particular interest for optimization of multiple cost functions, if the same importance weights are utilized as above in case of EPPES.
As the normalized weights are relative, only computed
by the current assimilation window data, the risk of
accepting poor values is increased: even if an entire
population produces poor results, some of the elements
may get high importance weights just to normalization
in the definition of the cost function. Such elements
cannot easily be overwritten by members of next populations even if they would represent better parameters.
This is especially typical for the first generations of
DE when the initial search domain may be large. One
may try to overcome this issue by normalizing only
the trial population or doing the normalization only
after a certain number of populations. However, in our
experience such techniques do not produce satisfactory results. Instead, we utilize the recalculating step,
but choose nonequally distributed time windows where
this step takes place: more frequently in the beginning
of the optimization and less frequently later on. This
approach makes the adaptation of the DE population
faster far from the optimum by keeping the population diversity and variability high, while allowing new
parameter values in a more conservative manner if good
parameter values have already been found.

4 Numerical examples
The aim of this section is to compare the use of
EPPES and DE for parameter tuning in a number of
test cases. Here we use the following parameterization
of the Lorenz-95 system. The parameter vector θ consists of two elements θ1 and θ2 such that in Eq. (1)
Fk = 8.5 + θ1 for k = 1, 3, ..., 39 and Fk = 8.5 + θ2
for k = 2, 4, ..., 40. Different set-ups are used for each

123

V. Shemyakin, H. Haario

particular test case, but the following list describes the
common settings for all runs.
– In order to generate synthetic data for identical-twin
experiment, the ‘true’ parameter value θ̂ = (0, 0) is
used. A model simulation is run for a time interval
with total length 160 time units. Noisy measurement values are created by adding normally distributed noise from the distribution N (0, 0.12 ) to
the simulated values.
– The parameter values b = 10, c = 10, h = 0.1,
T j = 8.5 are used in Eq. (1).
– The length of a single assimilation windows is 1.6
time units with 4 equally distributed measurements
times [thus N = 4 in Eq. (2)].
– To test the multi-criteria optimization, two cost
functions in the form of Eq. (2) are utilized. The
first cost function uses observation data from the
first half of the slow states, and the second cost
function exploits the second half of the slow states.
– For both DE and EPPES the population/ensemble
size is 50 elements.
– The perturbed initial values for each ensemble
member are created by adding noise from N
(0, 0.012 ) to the ‘true’ simulated values.
Owing to the stochastic nature of the algorithms, 32
independent runs were conducted for each test case in
order to achieve statistically reliable results. For each
test case, we will present 4 plots with average means
and standard deviations of every estimated parameter
and method. In every plot the solid black lines depict
the estimated mean for the EPPES and the population
mean for the DE. For the convenience of plotting, the
dashed lines correspond to an interval of plus-minus
one estimated standard deviation for the EPPES and
plus-minus one population standard deviation for the
DE.
Below, we present six simulation cases where the
performance of the methods is compared in situations
with increasing bias with respect to the initial guess or
initial covariance of the parameters.
1. The first test case considers comparison of EPPES
and DE in a condition of well-tuned priors for
the parameters. The initial population for DE is
drawn from the interval [− 3:3] for both parameters, while we give the almost correct initial mean
μ = (0.1, − 0.1) and covariance  = 01 01 for
EPPES. This means that the true parameter θ̂ lies
within the prior distributions for both cases.
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Fig. 4 Case (i) averaged means and standard deviations of
parameters convergence with well-tuned priors

In Fig. 4 we can see that in this setting both algorithms are able to correctly estimate parameters,
but DE exhibits less stable and smooth behaviour.
Note that the examples of this type of priors are
considered in [14–16].
2. In the second test case we demonstrate both
approaches in a situation where the initial guess for
the parameters is biased and uncertain. For EPPES
the initial mean μ = (6, −6) is taken, while the initial covariance is the same identity matrix as above.
The DE initial population is drawn uniformly from
[3:9,− 9:3]. Note that the initial search area does
not contain the true parameter value.
Figure 5 shows that this time both approaches
behave rather similarly, with a high convergence
rate.
3. In the third case the setting is complicated by
keeping the initial guesses biased but reducing the
sizes of prior standard deviations. Now, the initial population for DE is drawn from the interval
[5:7;− 7:− 5], while theinitial mean
 μ = (6, − 6)
2 0
for EPPES are
and covariance  = 0.3
2
0 0.3
selected.
Figure 6 shows that the convergence rate of the
EPPES can be very low if the initial covariance is
too narrow. At the same time, DE is able to successfully identify the parameters with only a slightly
lower convergence rate than in the previous setups.
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Fig. 5 Case (ii) averaged means and standard deviations of
parameters convergence with biased priors
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Fig. 6 Case (iii) averaged means and standard deviations of
parameters convergence with biased and narrow priors

The need of a sufficiently large initial uncertainty
for EPPES agrees with conclusions presented in
[3], while in our examples DE appears to better
recover from narrow initial uncertainty. This might
be due to the way the vector differences are computed, allowing DE to quickly expand from the initial domain towards more promising values. However, to properly utilize this feature, DE should
have a suitable number of elements in the population.
4. Based on results from the previous test cases,
the use of a big initial covariance for EPPES
in order to get a reasonable convergence from
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bad initial mean might be suggested. This example conducts such an experiment. Here we use
the following settings: initial population of DE
is drawn from the interval [−15 : 3; − 3 :
15], while for EPPES the initial mean is kept
as μ =
 (6, − 6) and covariance taken as  =

32 0 .
0 32
Figure 7 shows that although EPPES works better than in the case of very small initial standard
deviations, it does not reach the performance of the
second case. We can conclude that EPPES is more
sensitive with respect to the algorithm settings,
and these settings might influence the convergence
properties of the algorithm quite significantly. DE
performs in a rather robust manner in all cases.
5. This test case is devoted to estimation of the parameters with a more limited number of available measurements. In real applications, typically only a
subset of all states of the system can be observed.
Here we utilize 2 cost functions that are based on
observations coming from only one slow state for
each cost function: x1 for the first cost function and
x21 for the second one. All other settings are the
same as in the second test case.
Figure 8 shows that in this case, when most states
of the system are not observed, DE outperforms
EPPES, although it also requires more time to
identify the parameters than in the previous test
cases.
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Fig. 8 Case (v) averaged means and standard deviations of
parameters convergence with biased priors and limited observations

The essential difference between this and the previous cases is the increased stochasticity of the
cost function: with only a few states observed,
the impact of stochasticity is less averaged. The
more stochastic the cost function is, the more easily both methods may be stuck to a false optimum,
due to randomness rather than good parameter values. While EPPES can recover from the situation
by sampling new parameter candidates from the
adapted Gaussian parameter distribution, the convergence of the mean and covariance is diminished
by increased stochasticity. In case of DE, the recovery is guaranteed by introducing the recalculation
steps.
6. Finally, we test the ability of the algorithms to track
slowly varying model parameters. Such behaviour
of parameters could be caused, for example, by seasonal nature of the parameters. Here the elements
×i
of θ̂ follow the periodicity θˆ1i = 0.5 sin( 2×π
200 ) and
θˆi = 0.5 cos( 2×π ×i ), where i is the current assim2

200

ilation window number. The initial population of
DE is drawn from the interval [− 9:− 3; 3:9], while
for EPPES the initial mean is μ = (6, −6) and
covariance taken as  = 01 01 .
Figure 9 clearly demonstrates that EPPES is not
able to track such a behaviour, while DE follows
the seasonality well. Here the behaviour of the true
parameters is plotted by solid red lines.
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Fig. 9 Case (vi) estimation of parameters with seasonal changes

5 Parameter uncertainty
A common procedure for model parameter identification consists of two steps: optimization and subsequent
sampling. The optimization step aims to find a point
estimate, the maximum likelihood solution, whereas
the subsequent sampling is devoted to determination
of the parameter posterior distribution around the optimum using Bayesian inference. The situation studied in
this paper is different in both parts. The parameter estimation routines, both EPPES and DE, do not converge
to a point estimate due to the stochasticity of the cost
function. This behaviour is clearly demonstrated in all
of the test examples above. Moreover, usual sampling
methods like MCMC are not applicable: the stochasticity both due to perturbed initial values and due to the
situation that every cost function evaluation depends
on different data in each assimilation window prevents
the use of such methods, because no fixed likelihood
function is available.
In this situation, it is natural to study to what extent
the stochastic optimization routines may act as heuristic samplers. Indeed, once the cost function values have
converged to a stationary level, we may consider the
respective parameter values as a ‘chain’ that explores
the distribution of parameters that produce acceptable
assimilation results. Here we demonstrate the ability of
DE to be used in this perspective. From the uncertainty
quantification point of view, the interest is to study how
the DE routine is able to reveal non-Gaussian distri-

butions, i.e. nonlinearly correlated parameter values.
With EPPES, we know that the sampling is limited to
a Gaussian approximation of the posterior.
In order to compare the behaviour of DE as a sampler with standard MCMC and EPPES, we first utilize the ‘banana shape’ likelihood, see [6,7]. We make
a stochastic version by adding normally distributed
noise—it is known that in a basic deterministic setting MCMC samples the posterior correctly, while DE
and EPPES converge to the maximum a posteriori
point. Figures 10 and 11 show the sampling results
of MCMC, DE and EPPES with different noise levels.
An ensemble/population size of 50 elements was used
for EPPES and DE. Here, the black lines correspond to
50 and 95% confidence intervals of the original deterministic cost function posterior. With a low noise level,
both DE and EPPES produce a conservative subset of
the true underlying parameter distribution. This is still
true for EPPES in case of the higher noise level. But,
in this case, DE better approximates the non-Gaussian
distribution, producing results clearly closer to those
by MCMC.
Finally, we also study the uncertainty of the parameter estimates with variants of higher-dimensional
parameter vectors. As noted in Introduction, the background motive of this work is the tuning of NWP model
parameters, where a realistic target might be to optimize some 5–20 parameters at the same time.
First, we test a target vector that contains 10 values
θ = (θ1 , θ2 , . . . , θ10 ) with the ‘true’ value equal to 0
for each. The parameterization of the Lorenz-95 system
in Eq. (1) is selected as follows:
⎧
⎪
8.5 + θ1
⎪
⎪
⎪
⎨8.5 + θ
2
Fk =
⎪
.
.
.
⎪
⎪
⎪
⎩8.5 + θ
10

for k = 1,11,21,31,
for k = 2,12,22,32,

(17)

for k = 10,20,30,40.

Table 1 gives the initial parameter values and
assumed initial uncertainties, as well as prior information and posterior distributions for the approaches
after they are run for 800 assimilation windows. Figures 12 and 13 show the evolution of the single parameter. Again, DE does not converge to a single point,
but it keeps some stationary variability of the parameter values once acceptable cost function values have
been reached. Moreover, the convergence of the DE is
dramatically faster than the convergence of EPPES—
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Fig. 10 Sampling by MCMC, DE and EPPES from stochastic ‘banana shape’ cost function with noise ∼ N (0, 0.52 )

Fig. 14 shows the average convergence of the same
parameter using EPPES.
Next, we study a case with 20 parameters. The target vector to be estimated is given by θ = (θ1 , . . . , θ20 )
with ‘true’ values θk = sin(2π k/20). The parameterization of the Lorenz-95 system in Eq. (1) is selected as
follows:
⎧
⎪
8.5 + θ1 for k=1,21,
⎪
⎪
⎪
⎨8.5 + θ
for k=2,22,
2
(18)
Fk =
⎪
...
⎪
⎪
⎪
⎩8.5 + θ
for k=20,40.
20

The runs are limited to a set of 1500 assimilation windows.
As we can see in Figs. 15 and 16, DE is able to
estimate parameters clearly better than EPPES, but the
convergence is getting less reliable than in the lowdimensional cases. We note (without further details)
that an increase of the dimension of the unknown to
around 40 made both methods struggling. Although DE
succeeded better here as well, it is not a silver bullet
against the curse of dimensionality. Even with increas-
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ing the population size and number of generations, not
every parameter component was correctly converging.
6 Conclusions
The motivation for this work is the challenge of tuning parameters of large-scale assimilation models such
as encountered in weather prediction. This problem
has been previously approached by using an EPPES
approach, which combines an EPS, ensemble prediction system, with parameter tuning. While EPPES has
been successfully implemented in operational NWP
models, certain issues have arisen, such as the treatment of multi-criteria cost functions and the rate of
convergence when many parameters are tuned. These
issues arise since a large number of criteria (as listed in
the ‘score cards’ used in the NWP centres) have to be
considered. Additionally, if the physics of a subroutine
of a NWP model is updated, several parameters have
to be updated as well.
In this article, we have modified the approach using
the DE evolutionary optimization, to apply it for the
generic task of estimation of parameters in situations
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Fig. 11 Sampling by MCMC, DE and EPPES from stochastic ‘banana shape’ cost function with noise ∼ N (0, 1)
Table 1 Estimation of 10 parameters
DE

EPPES

Mean
Initial

In 800 steps

Standard deviation

Mean

Initial

In 800 steps

Initial

Standard deviation
In 800 steps

Initial

In 800 steps
2.0761

θ1

−6

− 0.0923

1

0.6224

−6

− 3.4466

1

θ2

−5

− 0.1656

1

0.6003

−5

− 2.2700

1

1.8332

θ3

−4

− 0.0197

1

0.6178

−4

− 2.3715

1

1.3860

θ4

−3

− 0.0879

1

0.5338

−3

− 1.5072

1

1.1956

θ5

−2

− 0.0029

1

0.5040

−2

− 0.6889

1

0.8082

θ6

−1

0.0237

1

0.5653

−1

− 0.8399

1

0.8160

θ7

0

− 0.1420

1

0.6634

0

− 0.2780

1

0.7880

θ8

1

− 0.2258

1

0.6088

1

0.3379

1

0.8766

θ9

2

0.1012

1

0.5671

2

0.7551

1

1.0684

θ10

3

− 0.0130

1

0.5454

3

1.6531

1

1.1455

with heavy CPU demand but parallel computing available. Note that in this situation practically all CPU
time is taken by the ensemble simulations, the additional burden due to either EPPES or DE calculations
is negligible. The multi-criteria form of the problem is
solved by separate calculation of importance weights,

followed by specific aggregation techniques. This idea
is utilized both in the EPPES and in the DE implementations. However, for the DE we introduce an additional
recalculation step in order to maintain the diversity
of the ensemble population and to prevent population
stagnation.

123

974

V. Shemyakin, H. Haario
DE

DE

3

4
2.5

2

Parameter value

2

1

0

-2

-4

1.5
1
0.5
0
-0.5

-6

Truth
Initial mean and std
Estimated mean and std

-1

-8
100

200

300

400

500

600

700

2

800

4

6

8

10

12

14

16

18

20

Parameter number

assimilation window

Fig. 15 Estimation of 20 parameters by DE after 1500 steps

Fig. 12 DE: single run behaviour of the first parameter
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Fig. 16 Estimation of 20 parameters by EPPES after 1500 steps
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A number of test runs were conducted using different forms of the Lorenz-95 system with several
cost functions and various settings for the unknown
parameter. The EPS-DE approach demonstrated good
performance in all low-dimensional situations, typically showing faster convergence than the Gaussian
sampling-based EPPES algorithm earlier tailored for
the EPS optimization. The same holds true for slowly
time-varying parameters, as well as for situations with
increasing parameter dimensions. For large enough
dimensions, in our example cases around 30–40, the
convergence starts deteriorating.
We note that certain issues of implementation
remain. The basic DE parameters for mutation, crossover
and selection were successfully kept fixed in all exam-

Online identification of large-scale chaotic system

ples, but the results do depend on the size of the population, and on how the recalculation steps are selected.
Again, these choices become more crucial for higher
dimensions: larger dimensions require larger population sizes (see [18,20]) and may require more careful
case-dependent tuning of the recalculation steps. Moreover, we aim at simulation models with heavy computational demand, which already rules out the use of large
population sizes.
A common procedure for model parameter identification consists of two steps: optimization and subsequent sampling. The optimization is responsible
for localization of the maximum likelihood solution, whereas the subsequent sampling is devoted to
determination of the parameter posterior distribution
around the optimum using Bayesian inference. When
we address stochastic cost functions, the optimization
methods do not converge to a point estimate, and usual
sampling methods such as MCMC are not applicable
as there is no fixed likelihood function. Furthermore,
the CPU limitations prevent the use of any iterative
methods. In this situation, the DE optimization can
also be interpreted as a heuristic parameter sampler
that explores the parameter distribution that provides
acceptable assimilation results.
Acknowledgements The research has been supported by the
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Abstract. Reliable estimation of parameters of chaotic dynamical systems is
a long standing problem important in numerous applications. We present a
robust method for parameter estimation and uncertainty quantification that
requires neither the knowledge of initial values for the system nor good guesses
for the unknown model parameters. The method uses a new distance concept
recently introduced to characterize the variability of chaotic dynamical systems.
We apply it to cases where more traditional methods, such as those based on
state space filtering, are no more applicable. Indeed, the approach combines
concepts from chaos theory, optimization and statistics in a way that enables
solving problems considered as ‘intractable and unsolved’ in prior literature.
We illustrate the results with a large number of chaotic test cases, and extend
the method in ways that increase the accuracy of the estimation results.

1. Introduction. A number of the recently published papers discuss the difficulties
of parameter estimation which are introduced by the chaoticity of the models (see,
e.g., [35], [37], [26], [29] for examples). The situation is usually dealt with as a
‘black box’ least-squares fitting problem. However, this approach is not appropriate
for such systems on large time interval integrations, since a least squares solution
does not even exist in the same sense as it exists for deterministic models. A new
integration of the same system with the very same parameter values and initial
values, but using a different solver or slightly different solver tolerances, typically
leads to a totally different trajectory after an initial time interval over which the
trajectory is predictable.
The problem of chaoticity is trivially avoided if, in addition to well-known initial
values, enough data is available on a short enough time interval where the system
remains predictable. However, this is hardly the situation with higher dimensional
systems, such as turbulent flows or weather models. But the idea can be employed to
2010 Mathematics Subject Classification. 62F15, 62F86, 68U01, 37D45, 34C28, 65C05.
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construct likelihoods based on Kalman filtering. In particular, one divides the total
integration time interval into subintervals, often called the assimilation windows,
which are short enough for performing deterministic (predictable) simulations. The
construction of a trajectory using the measurement data is then followed by the
adjustment of a state vector at the start of each assimilation window. This process
‘integrates out’ the state vector, and can be used to construct an expression that
only depends on data and parameters, i.e., the filter likelihood. While standard for
linear time series and stochastic differential equations [30], [7], this approach leads
to some tuning issues for chaotic systems; see [13] and [14]. We note that the use
of predictable assimilation intervals is the essence of weather prediction algorithms,
albeit basic Kalman filtering methods are not applicable due to memory issues in
high dimensions, and so 4D-VAR methods are employed; see [17].
Another obvious approach to improve the estimation of the chaotic system parameters is to use averaging. In [15] we constructed a cost function based on
zonal and temporal averages, simulated by the ECHAM5 climate model. While
the stochasticity of the cost function was damped enough to get usual Markov
chain Monte Carlo (MCMC) sampling technically working, this likelihood did not
constrain the model parameters: naive summary statistics do not characterize the
specific geometry of an underlying chaotic attractor in a meaningful way.
We show here that it is possible to construct a likelihood free of the above mentioned pitfalls, supposing that long enough time series data are available. In [12] a
distance concept was introduced for chaotic trajectories with the goal of parameter
sensitivity analysis. The purpose was to characterize the ‘internal’ variability of a
given chaotic system with known system parameter values, in order to distinguish
trajectories that deviate form this variability. The focus of the current paper is
on providing a robust solution to the chaotic system estimation problem by using
this distance concept. In particular, we provide: (i) the estimation of the chaotic
system parameters from noisy data, including cases where the initial state values
are unknown and the initial model parameters lie far away from those producing
the attracting chaotic manifold (we note that in [12] the parameter values of a
chaotic system were assumed to be known as the task was only to estimate the corresponding variability regions for these parameters); (ii) extensions of the distance
concept, resulting in several improvements: more accurate confidence intervals for
the estimated parameter values, estimating the dynamics, including the cases where
the system involves vastly different time scales, or where the parameter estimation
needs to be performed simultaneously for coupled chaotic and deterministic parts
of a system. With several examples of chaotic systems we demonstrate how this
likelihood construction allows for a robust parameter estimation, together with subsequent MCMC sampling of the parameter posteriors. We note that the proposed
approach works even if the time intervals between observations are too long for the
filtering based approaches to be applicable. Indeed, while the use of summary statistics to create cost functions or likelihoods is not new as such, see, e.g.,[1], [22], [36],
[15], the present approach combines concepts from chaos theory, optimization and
statistics in a novel way that allows us to solve problems considered as ‘intractable
and unsolved’ in prior literature; see, e.g., [29].
The rest of the paper is organized as follows. In Methods we discuss all the
steps needed for performing parameters’ uncertainty quantification of chaotic dynamical systems. In particular, we discuss how the correlation integral concept can
be modified to create an empirical likelihood from a given time series data. In
Inverse Problems and Imaging
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Extended feature vectors we extend the approach in a way that allows one to
characterize the dynamics of a chaotic system. For the systems exhibiting ‘slow’
chaotic dynamics and ‘fast’ transitions to a chaotic manifold we show how to determine if a point belonging to a trajectory lies in a vicinity of a chaotic attractor
or away from it. These results are important for identification of the portions of
the trajectories on which the data must be collected to estimate the coefficient responsible for the ‘fast’ dynamics. Also, the algorithms discussed below require the
randomization of the initial conditions to produce a set of trajectories belonging to
an attractor; we indicate how to check if the initial conditions are located on or in
a close vicinity of an attractor. The Results of the numerical experiments starts
with the Lorenz63 system. We demonstrate the application of the approach for
estimating the parameters from sparse data, with poor initial guesses for parameter
values and unknown initial values of the state vector. In Lorenz63 with dynamics
included, we present the results and discuss the guidelines for implementation. In
Further numerical experiments we applay the method to the analysis of numerous well-known chaotic systems. We show how the proposed extension greatly
improves the parameter identification, especially, in more complex cases. Brief discussion summarizing the results and addressing the next steps of the analysis and
possible applications are included in Discussion and conclusions. The Appendix contains further details of the optimization method used, the derivation of some
formulas discussed in the different time scales part of the text and the set up of all
the numerical experiments.
2. Methods.
2.1. Parameter estimation. The procedure of parameter estimation in a standard, non-chaotic setting consists of three steps: constructing first the cost function
as a statistical likelihood, based on known or assumed noise statistics of the measurement. Next, finding the maximum likelihood or MAP (maximum a posterior
point) parameter estimate, by using some numerical optimization routine. Finally,
finding the full posterior parameter distribution of the unknown, typically by the
use of sampling methods as provided with several MCMC (Markov chain Monte
Carlo) methods.
The main difficulty of estimating parameter values of a chaotic dynamical system
is related to the fact that, indeed, no unique numerical solutions exist: even if the
model parameter values and initial state values are fixed, the trajectories produced
by numerical integrations with different numerical solvers, or slightly different solver
tolerance choices, differ significantly on sufficiently long integration intervals. So,
the standard construction of a likelihood function is not available. We will present
here an alternative that enables parameter estimation in full analogy with the standard approach. However, the special nature of the likelihood construction imposes
some requirements on the algorithms to be used.
We reiterate the basic ideas of the approach used in [12] and introduce the modifications required for the task of parameter estimation.
2.2. Correlation integral likelihood. Denote by s = s (t, θ, x) a state vector s of
a dynamical system, that depends on time t, parameters θ and other inputs x such
as, e.g., the initial values. The measurements of the system s at the time points
t1 , ..., tN are denoted by si = s (ti ,θ, x) , i = 1, . . . , N . We consider two different
trajectories s = s (t, θ, x) and s̃ = s t, θ̃, x̃ , obtained for different parameter values
Inverse Problems and Imaging
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and inputs sets, (θ, x) and θ̃, x̃ , and evaluated at N time points t = {t1 , ..., tN }.
For R > 0, the modified correlation sum is defined as
1 X
(1)
C(R, N, θ, x, θ̃, x̃) = 2
# (ksi − s̃j k < R),
N
i,j≤N

where # (ksi − s̃j k < R) denotes the number of points of the different trajectories,
lying within a sphere of radius R from each other. In the case θ̃ = θ and x̃ = x
the formula reduces to the well known definition of correlation sum. However, we
are not interested in the small-scale limit R → 0 as in the classical definition of
the correlation dimension, but use the expression (1) to characterize the distance
between different trajectories at all relevant scales R. More spesifically, we can
define a likelihood for a given dynamical system with a fixed parameter value θ as
follows. We fix a set of radii Rk , k = 1, ..., M and consider a vector y of dimension
M with components from (1) with θ = θ̃.
(2)

yk = C(Rk , N, θ, x, x̃).

For randomized values x̃ 6= x the vector y is stochastic, with components that
consists of averages. So by the Central Limit Theorem y can be expected to be
Gaussian. Indeed, (2) gives the empirical cumulative distribution function (Ecdf)
for the respective set of distances, with the values Rk used as bins. The basic form
of the Donsker’s theorem states that the empirical distribution functions asymptotically tend to a Brownian bridge. In a more general setting, close to one employed
here, the normality was established by Borovkova et.al. [2]. So the expression (2)
provides a summary statistics that maps samples from a chaotic attractor into a
Gaussian feature vector.
In practice, one can compute a set of Ecdf vectors of the distances (2) by a
training set obtained with a sufficient number of pairs x̃ 6= x. By calculating the
mean (ȳ) and covariance (Σ) of the y vectors, the Correlation integral likelihood
(CIL) is obtained as the expression exp(− 21 (y − ȳ)T Σ−1 (y − ȳ)). Note that a similar
synthetic likelihood construction was used in [36] for different criteria.
Next, let us discuss the construction of a similar likelihood function for the
task of estimating unknown parameter values by data. Instead of creating the
training set by simulations with perturbed values of x, we resort to subsampling of
the measurements. Assume that we have a time series of No measurements, large
enough to cover all the characteristic features of the underlying chaotic dynamics.
We create a training set for the CIL by sampling the representative subsets of
length N of these data. The approach requires that all trajectories used in (2)
contain samples that cover the underlying attractor in a sufficient way. For this
we must assume that No is large enough so that the subsamples of lengths N with
this property can be constructed. Systems with rarely occurring events might yield
sample sets that do not capture all such events. While this is not a serious issue
in any of the numerous cases considered in the present work it may arise in more
complicated situations. This question will be discussed in more detail in future
elsewhere.
The bin values are given by Ri = R0 b−i , i = 1, . . . , M. The ‘tuning’ parameters
of our method, R0 , b and M , can be selected in a straightforward manner. R0 is
set to slightly exceed the maximum value of the distances computed by the recipe
described above. The smallest radius RM = R0 b−M should be large enough so that
for all the feature vectors in the training set the spheres with the smallest radius
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RM contain neighbouring points. The remaining ‘free’ parameter is the number
of bins M used to create the empirical cumulative functions. But the choice of
M is the usual trade-off always present in constructing histograms or cumulative
distribution functions. Once M and RM are selected, the base value b can be found
by solving RM = R0 b−M .
The normality of the ensuing distribution can be numerically checked using the
χ2 distribution test; see the Results section below. Note that the averaging process
used in the construction of the likelihood diminishes the variability of the likelihood
function to the extent that the optimization and MCMC sampling typically perform
without major problems. However, even if the chaotic variability is ‘tamed’, the
evaluation of the cost function is still stochastic, and appropriate algorithms are
needed for performing the maximum likelihood optimization.
2.3. Optimization: Population methods. As the Gaussian likelihood is constructed, we can search for its maximum likelihood point, and perform the subsequent MCMC runs for estimating the parameter posterior distributions.
This implies that the optimization method used to find the maximum likelihood
point should be robust with respect to non-smoothness. Moreover, as we may start
the parameter estimation with the initial guesses taken quite far away from the optimal values, and perform each model integration with randomized initial state values,
the optimizer should have robust convergence properties. For these reasons we use
here a variant of the Differential Evolution (DE) algorithm, a population–based
optimization method. Differential Evolution belongs to the class of Evolutionary
Algorithms (EAs), proposed in [33]; also see [27]. It consists of four main steps,
initialization, mutation, crossover and selection, which are applied sequentially to
an ensemble or ‘population’ of parameter values until certain criteria are met. The
name of DE comes from the particular way in which a ‘mutation’ is performed, in
particular, the new candidates are obtained by means of scaled differences of vectors
added to other vectors.
DE was initially designed for deterministic problems, but slight modifications
to the original formulation enable us to use it as a robust optimizer for stochastic
problems as well [31]. An issue in optimizing a stochastic cost function is the risk
of finding a false optimal value simply due to the noise, i.e., the larger the noise
- the more likely it is to ‘freeze’ at a non-optimal parameter value. The risk is
diminished by the use of a population of parameters. Nevertheless, a common
pitfall of population methods is the ‘shrinkage’ of the parameter values to a few
or one point. Here we avoid this by a recalculation step: the cost function values
are updated for all the parameter values in the current population. To save CPU,
however, this can be done only at some selected iteration steps. Also, we note
that with a stochastic cost function we do not even aim at convergence to a single
maximum likelihood point, but instead want the values to fluctuate around the
‘optimal’ value. In the evolutionary language, this means preserving the diversity
among the population. Indeed, the recalculation step ensures the diversity. While
the optimization result is heuristic, the final parameter population values turn out to
provide a very effective initial proposal distribution for a rigorous MCMC sampling,
see the discussion below.
Another crucial reason to use DE here is the ease of parallelization, as each
population member can be run independently from others, and synchronization is
only needed at the selection step. This is beneficial, especially, in the case of heavy
CPU models.
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The DE algorithm can be implemented in various ways. Except for the recalculation step we follow one of the standard variants. All the details are given in the
Appendix 1.
2.4. Uncertainty quantification: MCMC. After the convergence of the DE
optimization we can study the parameter distributions by MCMC. Note that the
sampling of a stochastic likelihood function can be interpreted as a pseudomarginal
sampling, see [12].
In the examples we will see that, as an additional benefit of the diversity preservation, we may use the final part of the history of the optimization to create an
effective initial proposal distribution for the adaptive MCMC methods (the AM or
DRAM algorithms, see [10], [11]) used in the posterior sampling step. The MCMC
process starts with the mean value of the final generation of DE optimization and
the proposal distribution selected as the Gaussian distribution with the covariance
calculated from several previous generations. Such a choice of the proposal distribution provides an effective acceptance rate from the beginning, and supports
subsequent adaptation of the proposal distribution. Indeed, the role of the heuristic DE algorithm is to find good initial values for the rigorous posterior estimation
by MCMC methods.
One may anticipate that the final DE populations could provide a good initial
proposal for MCMC. As shown in the Results section, even more can be true: the
DE samples give a good approximation of the parameter posterior distribution itself.
Naturally, this is case dependent and should not be expected in all situations.
2.5. Extended feature vectors: Dynamics and different time scales. The
key idea in the above form of the estimation approach is to consider the computed
or measured state vector values as a point cloud sample from the underlying fixed
attractor, and to construct a likelihood based on the CIL feature vector. While the
mapping from the point cloud to the CIL feature vector has preferable properties
such as the Gaussianity, it also inevitably loses information. Indeed, the order of the
points is irrelevant, as only the Ecdf of all the pairwise distances is used. Moreover,
as only the phase space values are used, the dynamics of the system is lost. Here
we introduce ways that enable the estimation of the dynamics of the systems. Note
that in many applications dynamical systems may also contain vastly different time
scales. So, we discuss both the ‘overall’ time evolution of a system, and ways to
deal with systems consisting of fast or slow subsystems.
In order to enhance the information extracted from the measured point cloud,
we can introduce several constructions in addition to the phase space values such
as using the concept of embedded dimension. Here we focus on how to include the
time behaviour of the system. We extend the state vector by the time derivative,
i.e., consider the extended state vector s̃ = (s, ṡ). During a numerical integration the values of ṡ are easily obtained by the right hand side of the differential
equation system. The respective experimental values by noisy measurements must
be calculated judiciously, as the task of numerical differentiation of noisy data is
a well-known ill-posed problem. In our test cases we use just a basic statistical
rule for selecting the time difference ∆t between the noisy observation points: the
difference of observed consecutive state values should be 2 – 3 times larger than the
noise level of the data. Our examples demonstrate that the accuracy of parameter
estimation is clearly improved, indeed, dramatically in many cases, by introducing
such derivative information. Note that we do not need overall dense measurement
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points; sparse sets of pairs (ti , ti +∆ti ) are enough, and they are used in the example
cases below.
The state values and the respective derivatives may have quite different scales,
so we create different feature vectors for each of them. The final stochastic feature
vector is obtained by concatenating the two vectors. The Gaussianity of the combined vector can again be confirmed in the same way as earlier. We give several
examples detailing these steps below in the Results section.
Next, let us discuss of the reliable parameter estimation for chaotic systems with
dynamics taken into account for the more complex situations, where different parts
of the system may have vastly different time scales. In particular, assume that the
fast dynamics corresponds to a stable transition of the solution trajectories starting
“outside” of the “slow” chaotic manifold and reaching a quasi-steady state with the
slow manifold.
For the original system of equations containing both fast and slow variables we
may want to estimate the coefficient for both, the slow and the fast, parts of the dynamical system as a part of one procedure combining the classical deterministic and
the chaotic system parameter identification approaches. However, the parameters of
the fast transition cannot be identified as part of the CIL likelihood, but should be
estimated from separate measurements taken before the solution trajectory reaches
some vicinity of a slow manifold and then continues staying in a quasi-steady state
with the manifold. To do that we need to make sure that the point with which we
start the ‘fast’ parameter fit (as well as the data which we may want to use in the
parameter identification process) indeed lies away from the chaotic attractor. On
the other hand, in the CIL approach we should check that after randomization the
initial values of the state variables, the points taken from the trajectory are, indeed,
located on the slow chaotic manifold.
Both situations call for the methods that enable one to estimate if a given point
is located close to or away from a ‘slow’ attractor. Below, we discuss the procedure,
initially introduced in [24], that allows one to check if a particular point belonging
to a solution trajectory, has a slow manifold (chaotic or deterministic) in its vicinity.
Although the procedure works in a more general form, where the original system
contains several fast variables in addition to the slow ones here, for the sake of clarity,
we discuss a special case of the system with a single fast variable which adjusts
to the behavior of one chaotic variable, or a combination of chaotic variables; in
particular, we may note that every system presented in Appendix 3 can be written
in the following form:
(3)

ẋ = f (x),

where the vector functions on the right-hand side of (3) are just the right-hand sides
of the equations shown in Appendix 3; in (3),
x(t) = (X(t), Y (t), Z(t))∗
= (x1 , x2 , x3 )∗
and
f (x) = (F (X, Y, Z), G(X, Y, Z), H(X, Y, Z))∗
= (f1 , f2 , f3 )∗ ,
here “∗ ” stands for transpose. Now we will only consider the chaotic systems with
the differentiable right-hand sides; since the right-hand sides for the majority of
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the models presented in Appendix 3 are polynomials, this condition is obviously
satisfied for them.
Consider an extended system:

ẋ = f (x),
(4)
Ẇ = −K · (W − X),

where W is a “fast” scalar variable and K > 0 is a large constant associated with
characteristic time of adjustment of W (t) to X(t). Before we may apply the results
of [24] we need to re-write (4) in a special form considered in [24]. First, let us
change the variable in (4):
V (t) = W (t) − X(t),

(5)
and thus,

V̇ = Ẇ − Ẋ

= −K · V − F (X, Y, Z).

Now we can introduce the notation for a new vector-function
y(t) = (X(t), Y (t), Z(t), V (t))∗
= (x(t), V (t))∗
= (y1 , y2 , y3 , y4 )∗ .
We can write the system for y(t) as ẏ = g(y), where
(6)

g(y) = (F (X, Y, Z), G(X, Y, Z), H(X, Y, Z), −K · V − F (X, Y, Z))∗ .

Let us fix some point (y(t0 ), t0 ) belonging to the solution trajectory, and check if
there exists an attractive locally invariant manifold near this point. If the conditions
guaranteeing the existence of such manifold are satisfied, then the chosen point
belongs to the trajectory lying on the manifold and, thus, the system may be reduced
to a lower dimensional one (eliminating an explicit dependence of the solution on
K on sufficiently long the time intervals). If, on the other hand, these conditions
are not satisfied, then the chosen point is located outside the slow manifold and the
reduction to a lower dimensional system in this case is not possible; the full system
formulation needs to be considered to describe the dynamics of the solution in the
vicinity of such point (which would mean that the value of K can be estimated from
the data collected on the time intervals of the order O(1/K)).
In what follows we will use the upper index “0 ” to denote the values of various expressions evaluated at (y(t0 ), t0 ). We re-write the system ẏ = g(y) in an
equivalent form:
(7)

ẏ = g 0 + J 0 · (y − y0 ) + g̃(y, y0 );

here J 0 is the Jacobian matrix of (6), i.e., J = gy , evaluated at (y(t0 ), t0 ), and
g̃(y, y0 ) = g(y) − g 0 − J 0 · (y − y0 )
= O(|y − y0 |2 ).
The notation “| · |” is used to the denote the Euclidean norm for vectors; in
case of matrices, this will denote the matrix norm
p induced by the Euclidean vector
norm: i.e., for a matrix A we have that |A| = ρ(A∗ · A), where ρ is the spectral
radius of A. The (4 × 4) Jacobian matrix J 0 will have four eigenvalues of which
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three are the eigenvalues of the (3 × 3) matrix fx0 ; for illustrative purposes, and
without loss of generality, we assume that they are all real distinct: λ1 6= λ2 6= λ3 ;
similar procedure works in a more general case as well. The fourth eigenvalue is
λ4 = −K, with K  1.
Let us introduce the variables transformation y = y0 + T · u, where T is the
matrix transforming J 0 into a diagonal form. Applying this change of variables to
system (7), we obtain (see the details in Appendix 2; notations Λ0 and Λ01 used
below denote the matrices of eigenvalues; they are defined in the formula eq. (S1)
of Appendix 2)
u̇ = T −1 g 0 + Λ0 · u + T −1 g̃(y0 + T u, y0 ),
which, when we use the notations

u = (u1 , u2 , u3 , u4 )∗
= (û, u4 )∗ ,
T −1 g 0 = (ĝ10 , ĝ20 , ĝ30 , ĝ40 )∗
= (ĝ 0 , ĝ40 )∗ ,
and
T −1 g̃(y0 + T u, y0 ) = (ĥ1 , ĥ2 , ĥ3 , ĥ4 )∗
= (ĥ(û, y0 ), ĥ4 (û, y0 ))∗ ,
is equivalent to
(8)

(

û0 = Λ01 · û + ĝ 0 + ĥ(û, y0 ),
u̇4 = −K · u4 + ĝ40 + ĥ4 (û, y0 ).

We note that from a special structure of the system (4) it follows that the vectorfunction (ĥ, ĥ4 )∗ does not depend on u4 ! After re-writing the second equation of
(9) as
1
1
1
u̇4 = −u4 + ĝ40 + ĥ4 (û, y0 ),
K
K
K
we can easily check that (9) and (8) are exactly in the form for which the results in
[24] were derived. According to the simplified algorithm presented in [24] to verify
if there exists a “slow” attracting locally invariant manifold in the vicinity of the
point (y(t0 ), t0 ) defined as a ball of radius R̃ in the 4-dimensional phase space, we
need to check the following inequality:
1 0
|ĝ | < R̃.
(10)
K 4
If inequality (10) is satisfied, then the point (y(t0 ), t0 ) lies close to or on the slow
manifold and the phase space of the system may be reduced from 4-dimensional to
3-dimensional (for K  1, which is equivalent to 1/K  1, the slow manifold in the
leading order approximation will correspond to u4 = 0 + O(1/K)); if, on the other
hand, (10) is not satisfied, then the point (y(t0 ), t0 ) lies outside R̃-vicinity of the
manifold, and the reduction is not possible (which allows one to identify the value
of parameter K if the data is collected at the appropriately (densely) chosen time
points). An example illustrating this procedure is included in the Results section.
(9)
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3. Results.
3.1. Example: Lorenz 63. We first demonstrate the steps described above and
discuss the results for the classical example of the Lorenz 63:
State: X
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2.5
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2.5

3

3.5

time
State: Y
20
10
0
-10
-20
1

1.5

2

time

Figure 1. Example of possible measurements of the states (X, Y )
done beyond the deterministic intervals for the Lorenz 63 chaotic
attractor for 64 simulations with slightly randomized initial conditions.
(11)

Ẋ = β · (Y − X);

Ẏ = X · (γ − Z) − Y ;

Ż = X · Y − α · Z.

As for the data signal, we select the values of X and Y at 8000 time points uniformly
distributed over the time interval [0, 80000], perturbed with Gaussian noise of the
size corresponding to 5% of the signal. By purpose, we let the gap between the
measurements be larger than the predictable time interval of the system. Figure 1
exhibits the initial stage of the analysis: an ensemble of 64 simulations with slightly
varying initial values is shown. While the predictable time interval is roughly of
length 7, the measurements are taken at intervals of length 10 apart. Examples of
possible measurements are denoted in the picture (naturally, for the data signal the
values of only one trajectory are selected). So, the measurement values are clearly
impossible to predict over the assimilation window, which rules out the use of any
of the standard filtering methods discussed in the Introduction. The likelihood
function is constructed from the measured signal by a subsampling approach. We
randomly select two disjoint sets of 2000 measurement vectors Xi , Yi from the signal,
compute the 2000 × 2000 matrix of Euclidean distances between the vectors from
the different sets, and create the empirical cumulative distribution function of the
distances in the log-log scale to get one of our feature vectors. This is repeated
around 2000 times.
In the present case, we select the number of radii to be M = 10 and get R0 = 2.51,
b = 2.04. Finally, we can check the Normality of the ensuing distribution. Figure
2b shows that the histogram preserves the χ2 distribution, and Figure 2a exhibits
the variability of the feature vectors of the training set. Now that the cost function
is constructed, the DE optimizer is applied. Figure 2c shows the convergence to a
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Figure 2. The uncertainty quantification study of the first numerical experiment.
narrow region around the true parameter set values θ0 from a very broad range of
initial guesses.
After the convergence we can study the parameter distributions by MCMC. The
mean value of the final generations of the optimization and the respective covariance
of the population members are used as the initial chain point and the initial proposal
distribution for the MCMC sampling. In Figure 2d the 2D marginal posterior
distributions of the chain obtained by AM and the last few generations of the DE
population used to create the initial proposal distribution for the AM sampling
method are presented.
3.2. Lorenz 63 with dynamics included. Let us assume that all the settings for
the data and the computational setup of the previous example hold. In addition,
we consider also the Euclidean distances between the velocity vectors (Ẋ, Ẏ ). In
the training set this requires that the additional measurements are available: the
observation time points ti = 10 · i, i = 1, ..., 8000 are replaced with pairs (ti , ti + ∆t).
The noise level is kept at 5%. The step ∆t must be large enough to allow an
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estimate of the derivative by the noisy data. Other than that, the approach is not
too sensitive with respect to the choice of a time step. In the present example a
simple Runge-Kutta ODE solver is employed, with time step of 0.01. We choose
∆t = 0.1, but note that any value in the range 0.1 < ∆t < 0.8 produces quite
similar results.
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Figure 3. Lorenz 63: Analysis performed after the addition of the
second feature vector (S, Ṡ).
We map the sets of derivative distances into a log/log curve, measured at M = 10
different decreasing radii with base bvel = 2.0, see Figure 3a for plots of the feature
vectors for both the state and the derivative values. To create a likelihood we
concatenate the respective vectors into a 2M dimensional feature vector. It is then
straightforward to check again the Gaussianity of the resulting stochastic vector,
see Figure 3b for the numerical verification by the χ2 distribution test.
The parameter estimation proceeds exactly as before, only with the likelihood
function now using the extended feature vector. Figure 3c illustrates a noticeable
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improvement in the identification of the parameters after the derivative update to
the likelihood function. Other examples (see below) can show even much more
significant improvements.
The addition of the derivative values allows us to also estimate the overall speed of
time evolution of the system, something not available for the basic CIL version. We
demonstrate this by multiplying the right hand side of (11) by a constant K = 10
and estimating the four parameters α, β, γ, K. In this case, especially, the final
DE population values are strikingly close to the MCMC posterior values. Note,
however, that the DE posterior approximation typically has a larger uncertainty, as
it consists of a relatively small sample of parameters, with no guarantee of ergodicity.
Finally, let us consider the Lorenz63 system (11) as an example to illustrate the
methodology of different time scales. The statement corresponds to the systems in
the general form (3).
The extended system, corresponding to (4), is:
(12)
Ẋ = β·(Y −X);
Ẏ = X·(γ−Z)−Y ;
Ż = X·Y −α·Z;
Ẇ = −K(W −X),

where K > 0 is a large constant. Changing the variable (compare with (5)) V (t) =
W (t) − X(t), and rewriting the system (12) in the form (7), where (X0 , Y0 , Z0 , V0 )
is some chosen point of interest lying on the solution trajectory and X̃ = X − X0 ,
Ỹ = Y − Y0 , Z̃ = Z − Z0 , and Ṽ = V − V0 , gives


 
 

Ẋ
X̃
−β
β
0
0
β(Y0 − X0 )


 Ẏ   X0 (γ − Z0 ) − Y0   (γ − Z0 ) −1 −X0
0 
  Ỹ 
 
+

 
 Ż  = 
Y0
X0 −α
0   Z̃ 
X0 Y0 − αZ0
β
−β
0
−K
−KV0 − β(Y0 − X0 )
Ṽ
V̇


0
 −X̃ Z̃ 

+
 X̃ Ỹ  .
0
Now, let us consider the choice of parameters: α = 8/3, β = 10, γ = 28 and the
case were the variable V is fast (K = 1000). We take such initial condition that the
trajectory starts on the attractor for the variables X, Y , Z and off the attractor for
V variable. Then we take a few points on the trajectory corresponding to different
values of t and check the condition (10) for them. The results are presented in the
Figure 4. With respect to the chosen value of R = 2 the points corresponding to
t = 1.0025 and t = 1.0035, for which the condition (10) is satisfied, are considered
belonging to the R-vicinity of the chaotic attractor.
3.3. Further numerical experiments. To test the robustness of the approach
further, simulations similar to those presented above for the Lorenz system have
been performed for a large number of other chaotic systems. The respective equations, together with the CIL parameters used to create the likelihood functions, are
listed in Appendix 3.
In all cases our approach leads to consistent results. We used the choice M = 10
for the number of bins for all cases, and obtained the values for R0 , RM and b with
the same recipe as in the case of Lorenz 63 explained above. So we emphasize that
the choice of these constants does not typically require any elaborate case-dependent
hand tuning. However, one has to pay attention to selecting a long enough time
interval for the data collection, to ensure that all the ‘corners’ of the attractor
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Figure 4. The solid line represents to the projection of the solution trajectory onto an (X, V ) plane and the dashed line is the
corresponding attractor (V = 0). The solution is already on the
attractor for Y and Z variables (the initial values were taken to
be X(0) = 2.51, Y (0) = 2.51, Z(0) = 19.92, V (0) = −20). The
selected points on the trajectory projection corresponding to different instants of time are marked with the stars (t1 = 1.0005,
t2 = 1.0015, t3 = 1.0025, and t4 = 1.0035). To make the results
more visual, different scales were used for the X and V axes (otherwise the trajectory would have looked like a vertical line drawn to
V axis representing the attractor); as a result, for the same reason
of making the illustration more comprehensible, we have drawn the
ellipses with main axes 1.3 × 10−4 and 2 instead of circles of radius
1
R̃ = 2. The corresponding values of K
|ĝ40 | for the chosen time
points t1 , t2 , t3 , and t4 are 13.67, 5.03, 1.85, and 0.68, respectively.

are represented in the training of the likelihood. Note that a natural requirement
for successful simulations is that the system remains inside the same domain of
attraction, both with respect to the initial values of the state vector and the model
parameter values.
The number of parameters estimated for the cases listed in Appendix 3 varies
from 3 to 17. As an example, here we briefly present the results for the, so called,
Wang and Chua attractors.
The equations and the numerical setups for the experiments can be found in Appendix 3. Here we demonstrate again the impact of using the additional derivative
information, as compared to the state values only.
For the Wang attractor [34] (13), examples of the velocity vector fields are shown
in Figure 5a.
(13) Ẋ = α · X + γ · Y · Z;

Ẏ = β · X + δ · Y − X · Z;

Ż =  · Z + ζ · X · Y.

The 2D marginal parameter posteriors, obtained by a noiseless and noisy (with
5% Gaussian noise added again) data, respectively, are shown in Figure 5b. We see
that the inclusion of the information on the dynamics dramatically shrinks the size
of the parameter posterior distributions. Moreover, an inspection against the true
underlying parameter values (α, β, γ, δ, , ζ) = (0.2, −0.01, 1, −0.4, −1, −1) shows
that the posteriors of the noisy case may be more biased if only the state values are
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The vector field of the chaotic attractor
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(a) Wang model attractor with magnitudes of the state
vector derivatives indicated by colours.

2.5

(b) Comparison between posteriors obtained from noisy data. The posterior
in blue is produced by measured state
values only. The posterior in red is produced by using state and derivative values. For comparison, the posterior in
yellow is given by noiseless state and
derivative values.

Figure 5. Parameter uncertainty quantification for the Wang system.
used, while the derivative information shrinks both the uncertainty and the bias of
the posterior.
The Chua 7 attractor [39] (14), consists of seven main parts visible in Figure 6a.
The equations of the system read as

Ẋ = α · (Y − h);




Ẏ = X − Y + Z;





Ż
= −β · Y ;




h
= m7 · X + 0.5




× ((m0 − m1 ) · (|X + c1 | − |X − c1 |)
(14)
+ (m1 − m2 ) · (|X + c2 | − |X − c2 |)



+ (m2 − m3 ) · (|X + c3 | − |X − c3 |)




+ (m3 − m4 ) · (|X + c4 | − |X − c4 |)




+ (m4 − m5 ) · (|X + c5 | − |X − c5 |)




+ (m5 − m6 ) · (|X + c6 | − |X − c6 |)


+ (m6 − m7 ) · (|X + c7 | − |X − c7 |)) .

In the parameter estimations both the state values and the velocities are used. The
2D marginal posteriors between the 17 parameters are shown in Figure 6b, obtained
by a noiseless and noisy (with 1% relative Gaussian noise added) data, respectively.
It is remarkable that all the 17 parameters can be identified by the CIL likelihood
construction with high accuracy. The noiseless posteriors have maximally around
2% relative error, while the noisy measurements yield posteriors with maximum
6% relative error. A reason for such a high accuracy is partly due to the special
character of the system: even moderately small steps outside the sampled parameter
distributions may lead to qualitatively different acctractors, with, e.g., some of the
seven ‘discs’ missing. In the noiseless case the parameter posteriors show only mild
correlations, while adding noise clearly increases the correlations between some of
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Figure 6. Chua 7 model: parameters uncertainty quantification.
the parameters. Most likely this is due to the high number of parameters and the
largest errors added to the less frequently visited locations with the highest velocity
values. We note (without details) that a CIL likelihood constructed with the same
settings, but without the velocity values, also identifies all the parameters of the
Chua 7 model, but with larger posterior distributions.
4. Discussion and conclusions. Estimation of the parameters of chaotic dynamical systems is complicated by the fact that any changes in the numerical solution,
including solver settings for an otherwise fixed system, lead to different trajectories
beyond an initial predictable time interval. In this sense no standard solution exists
for the task of parameter estimation by long-time trajectory data. A partial solution is provided by filtering methods, which essentially split the total time interval
into predictable subintervals and follow the trajectory of data by various prediction/correction methods. But these methods fail if the time intervals between data
points are too long for predictions.
We present a new approach that is based on characterizing the set of trajectories
corresponding to the given data, i.e., the underlying attractor, rather than trying
to follow any specific trajectory close to the data. For this purpose we employ
the distance concept introduced in [12], based on computing the statistics of the
Ecdf of a point cloud of observations. A few ‘tuning’ parameters are needed for the
likelihood construction, but they are usually found by a straightforward recipe.
With a large number of examples of chaotic systems we demonstrate how this
approach allows one to perform the parameter estimation and subsequent MCMC
sampling of the parameter posteriors. The initial parameter estimation is performed
by the Differential Evolution method. It appears quite robust with respect to poor
choice of the initial parameter values. Moreover, it often yields a remarkably good
initial proposal for an adaptive MCMC sampling. No knowledge of initial values
of the state vector are needed, as long as they stay in the domain of attraction
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of data. Indeed, the initial states are randomized and an initial time interval of
simulations is discarded to guarantee that the point cloud used for the likelihood
construction samples the underlying attractor. For more complicated models, with
higher dimensions and consisting of coupled subsystems with different time scales,
more careful analysis is needed. We take a step in this direction by discussing an
approach that allows one to check whether a trajectory point has a ‘slow’ attractor
in its vicinity.
The presented approach may be extended in various ways. Here we develop
the inclusion of the time derivative of the state to the likelihood function. This,
even if approximated from noisy observations, greatly increases the accuracy of the
estimation results. Moreover, it allows the estimation of an overall time evolution
rate of the system. An obvious next step is to consider high dimensional chaotic
partial differential equation (PDE) systems. Challenges with increasing CPU times,
both in simulating the dynamical systems and in calculating distance matrices can
be treated in various ways: using parallel simulations and effective MCMC schemes,
such as early rejection, parallel sampling [32] and Local Approximation MCMC [5].
The presented approach can also, with natural modifications, be applied to problems other than chaotic systems, such as stochastic differential equations or deterministic PDE systems that create random patterns from random initial values. The
basic idea there is the same as in the examples treated here: instead of trying to
predict an unpredictable solution, we characterize the variability of the outcomes,
and create a Gaussian likelihood that enables a robust statistical analysis of the
situation.
Acknowledgments. This work was supported by the Centre of Excellence of Inverse Modelling and Imaging (CoE), Academy of Finland, decision number 312
122.
Author contributions statement. S.S. and H.H. worked out the dynamical extension of the approach. S.S. carried out the numerical studies. V.S. produced the
DE optimization. L.K. and D.S. performed the analysis of the multiple time scales.
All authors participated in writing the paper.
Appendix 1. The Appendix 1, contains the discussion about the stochastic optimizer used in this work.
The DE algorithm requires the selection of mutation scheme and also allows
the use of additional techniques to enhance the diversity of the population to prevent stagnation or convergence to a local minimum. All these parts of the algorithm require several constants to be preliminarily fixed and the specific values
can be found in Table 1. Here we follow one of the standard mutation schemes,
“DE/current-to-best/1/bin” [8], which is enforced by the randomization strategy
of scale factor F using the mixture of dither and jitter approaches [3]: Fi,g =
(Fl +randg (0, 1)(Fh −Fl ))(1+δ(randj [0, 1)−0.5)). This strategy allows the variability of a specific value of a scale factor for each population member and its component
individually and improves exploratory quality of the algorithm. Also we utilize a
commonly used approach for keeping diversity of population, the opposition-based
generation jumping technique with elitist selection [28]. Another useful approach
particularly for stochastic environments is the recalculation step [31]. This step is
employed to entirely replace usual steps of the DE single evolution round at specified generations, and this helps to keep the statistics of the population goodness
up-to-date.
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Name
Notation
Value
Crossover probability
Cr
0.9
Lower bound of scale factor
Fl
0.55
Upper bound of scale factor
Fh
1.1
Randomization factor
δ
0.001
Generation jumping probability
Jp
0.3
Population size
SoP
20×number-of-parameters
Table 1. DE settings used for all parameter estimations cases, see
Appendix 3.

Appendix 2. For the readers interested in practical implementations of the described algorithms in Appendix 2, we preset the derivation of the formula for matrix
T . We look for T which satisfies following:
(15)




0
λ1 0
0
0
FX
FY0
FZ0
0

 G0
0 
0 
G0Z
G0Y
X

 T =  0 λ2 0
T −1 J 0 T = T −1 
0
0
0


 HX
0
0 λ3
0 
0
HZ
HY
0
0
0
0 −K
−FY0 −FZ0 −K
−FX


0
0

0 
Λ
1

 = Λ0 .

0 
0 0 0
−K
Practically, we construct T in the form:

a11 a21
 a12 a22
(16)
T =
 a13 a23
b1
b2

a31
a32
a33
b3


0
0 
,
0 
1

where bi , i = 1, 2, 3 are the constants to be determined,


a11 a21 a31
(17)
P = (a1 , a2 , a3 ) =  a12 a22 a32  ,
a13 a23 a33
such that
(18)

P

−1

fx0 P



λ1
= 0
0

0
λ2
0


0
0 ,
λ3

and a1 , a2 , a3 are the eigenvalues of fx0 . The columns of T defined in (16) are the
eigenvectors of J 0 . In particular, (0, 0, 0, 1)∗ is the eigenvector of J 0 corresponding
to the eigenvalue λ4 = −K. The constants bi , i = 1, 2, 3 may be determined from
the condition that the vectors (ai1 , ai2 , ai3 , bi )∗ , i = 1, 2, 3 must be the eigenvectors
of J 0 corresponding to eigenvalues λi , i = 1, 2, 3. Satisfying this condition produces
the following equations for bi , i = 1, 2, 3:




fx0 ai
ai
(19)
=
λ
·
.
i
0
−FX
· ai1 − FY0 · ai2 − FZ0 · ai3 − K · bi
bi
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For each i = 1, 2, 3 in (19) the first three equations are satisfied automatically; from
the fourth equation,
0
(20) − FX
· ai1 − FY0 · ai2 − FZ0 · ai3 − K · bi = −(∂f1 0 /∂x · ai ) − K · bi = λi · bi ,

and thus,
(21)

bi =

so that

(22)




T =


a11
a12
a13

a21
a22
a23

a31
a32
a33

/∂x·a1 )
− (∂f1K+λ
1

/∂x·a2 )
− (∂f1K+λ
2

/∂x·a3 )
− (∂f1K+λ
3

0




=


0

0

P
0

/∂x·a1 )
− (∂f1K+λ
1

It can be easily checked that


(23)

−(∂f1 0 /∂x · ai )
,
K + λi



T −1 = 
 

0

/∂x·a2 )
− (∂f1K+λ
2

0

/∂x·a3 )
− (∂f1K+λ
3


0
0 

0 
1




.

0
0
0

P −1

(∂f1 0 /∂x·a1 ) (∂f1 0 /∂x·a2 ) (∂f1 0 /∂x·a3 )
,
,
K+λ1
K+λ2
K+λ3



0
0
0
1

· P −1

1





.


Appendix 3. In Appendix 3, we present all the attractors for which we performed
the study, as well as corresponding choises of the parameter values.
Below f t denotes the final time of integration, No is the number of measurements
and N is the number of subsamples used to create the training sets.
(i) Lorenz63 [18]

 Ẋ = β · (Y − X);
Ẏ = X · (γ − Z) − Y ;

Ż = X · Y − α · Z.
(α, β, γ) = (8/3, 10, 28), (X0 , Y0 , Z0 ) = (0, 1.1, 20.2);
f t = 80000, N0 = 8000, N = 2000,
M = Mvel = 10, R0 = 2.66, b = 1.87, R0,vel = 2.23, bvel = 1.96.

(ii) Rossler [19]

 Ẋ
Ẏ

Ż

= −Y − Z;
=X +α·Y;
= β + Z · (X − γ).

(α, β, γ) = (0.2, 0.2, 5.7), (X0 , Y0 , Z0 ) = (0.1, 0.1, 0.1);
f t = 400000, N0 = 8000, N = 2000,
M = Mvel = 10, R0 = 1.89, b = 1.81, R0,vel = 2.07, bvel = 1.87.
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(iii) ChenLee [4]

 Ẋ
Ẏ

Ż

= α · X − Y · Z;
= β · Y + X · Z;
= γ · Z + X · Y /3.

(α, β, γ) = (5, −10, −0.38), (X0 , Y0 , Z0 ) = (10; −5; −12);
f t = 160000, N0 = 8000, N = 2000,
M = Mvel = 10, R0 = 2.54, b = 2.24, R0,vel = 2.47, bvel = 2.69.
(iv) Genesio [9]

 Ẋ
Ẏ

Ż

=Y;
= Z;
= γ · X − β · Y − α · Z + X 2.

(α, β, γ) = (0.44, 1.1, 1), (X0 , Y0 , Z0 ) = (0.1, 0.1, 0.1);
f t = 240000, N0 = 8000, N = 2000,
M = Mvel = 10, R0 = 2.25, b = 1.82, R0,vel = 2.26, bvel = 1.82.
(v) LuChen [16]

 Ẋ
Ẏ

Ż

= −(α · β · X)/(α + β) − Y · Z + γ;
= α · Y + X · Z;
= β · Z + X · Y.

(α, β, γ) = (−10, −4, 18.2), (X0 , Y0 , Z0 ) = (10, −5, −12);
f t = 160000, N0 = 8000, N = 2000,
M = Mvel = 10, R0 = 1.77, b = 1.97, R0,vel = 2.42, bvel = 2.30.
(vi) Chua3 [20]


 Ẋ = α · (Y − X − h);

Ẏ = X − Y + Z;
 Ż = −β · Y ;


h = m1 · X + 0.5 · (m0 − m1 ) ∗ (|X + 1| − |X − 1|).

(α, β, m0 , m1 ) = (15.6, 28, −8/7, −5/7), (X0 , Y0 , Z0 ) = (0.1, 0.1, 0.1);
f t = 160000, N0 = 8000, N = 2000,
M = Mvel = 10, R0 = 2.85, b = 1.97, R0,vel = 2.59, bvel = 1.77.
(vii) Lorenz2[23]

 Ẋ
Ẏ

Ż

= −α · X + Y 2 − Z 2 + α · γ;
= X · (Y − β · Z) + δ;
= −Z + X · (β · Y + Z).

(α, β, γ, δ) = (0.9, 5, 9.9, 1), (X0 , Y0 , Z0 ) = (0.1, 0.1, 0.1);
f t = 80000, N0 = 8000, N = 2000,
M = Mvel = 10, R0 = 2.56, b = 1.73, R0,vel = 2.11, bvel = 2.00.
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(viii) Y uW ang [21]

 Ẋ
Ẏ

Ż

= α · (Y − X);
= β · X + γ · X · Z;
= exp(X · Y ) − δ · Z.

(α, β, γ, δ) = (10, 40, 2, 2.5), (X0 , Y0 , Z0 ) = (0.1, 0.1, 0.1);
f t = 320000, N0 = 8000, N = 2000,
M = Mvel = 10, R0 = 2.62, b = 1.86, R0,vel = 1.87, bvel = 2.04.
(ix) T SU CS1 [25]

 Ẋ
Ẏ

Ż

= α · (Y − X) + γ · X · Z;
=  · Y − X · Z;
= β · Z + X · Y − δ · X 2.


 Ẋ
Ẏ

Ż

= α · (Y − X) + δ · X · Z;
=β·X −X ·Z +ζ ·Y;
= γ · Z + X · Y −  · X 2.

(α, β, γ, δ, ) = (40, 1.8333, 0.5, 0.65, 20), (X0 , Y0 , Z0 ) = (0.1, 0.1, 0.1);
f t = 160000, N0 = 8000, N = 2000,
M = Mvel = 10, R0 = 2.39, b = 1.91, R0,vel = 2.36, bvel = 2.12.
(x) T SU CS2 [25]

(α, β, γ, δ, , ζ) = (40, 55, 1.833, 16, 0.65, 20), (X0 , Y0 , Z0 ) = (10, 10, 10);
f t = 420000, N0 = 8000, N = 2000,
M = Mvel = 10, R0 = 2.40, b = 1.74, R0,vel = 2.39, bvel = 2.02.
(xi) Aizawa [6]


 Ẋ

Ẏ
 Ż



= (Z − ) · X − δ · Y ;
= δ · X + (Z − ) · Y ;
= γ + β · Z − Z 3 /3
− (X 2 + Y 2 ) · (1 + α · Z) + ζ · Z · X 3 .

(α, β, γ, δ, , ζ) = (0.25, 0.95, 0.6, 3.5, 0.7, 0.1), (X0 , Y0 , Z0 ) = (0.1, 0.1, 0.1);
f t = 320000, N0 = 8000, N = 2000,
M = Mvel = 10, R0 = 2.01, b = 1.71, R0,vel = 2.02, bvel = 1.73.
(xii) W ang [34]

 Ẋ
Ẏ

Ż

= α · X + γ · Y · Z;
= β · X + δ · Y − X · Z;
=  · Z + ζ · X · Y.

(α, β, γ, δ, , ζ) = (0.2, −0.01, 1, −0.4, −1, −1), (X0 , Y0 , Z0 ) = (1, 1, 1);
f t = 120000, N0 = 32000, N = 8000,
M = Mvel = 10, R0 = 2.17, b = 2.16, R0,vel = 1.23, bvel = 2.61.
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(xiii) Chua5 [38]

Ẋ




Ẏ





Ż



 h














= α · (Y − h);
= X − Y + Z;
= −β · Y ;
= m5 ∗ X + 0.5
× ((m0 − m1 ) · (|X + c1 | − |X − c1 |)
+ (m1 − m2 ) · (|X + c2 | − |X − c2 |)
+ (m2 − m3 ) · (|X + c3 | − |X − c3 |)
+ (m3 − m4 ) · (|X + c4 | − |X − c4 |)
+ (m4 − m5 ) · (|X + c5 | − |X − c5 |)) .

(α, β, m0 , m1 , m2 , m3 , m4 , m5 , c1 , c2 , c3 , c4 , c5 ) =
(14, 20, 0.9/7, −3/7, 3.5/7, −2/7, 4/7, −2.4/7, 1.0, 2.15, 3.6, 6.2, 9),
(X0 , Y0 , Z0 ) = (0.1, 0.1, 0.1);
f t = 240000, N0 = 16000, N = 4000,
M = Mvel = 10, R0 = 3.03, b = 1.86, R0,vel = 2.50, bvel = 1.79.
(xiv) Chua7 [39]

Ẋ




Ẏ




 Ż




h






















= α · (Y − h);
= X − Y + Z;
= −β · Y ;
= m7 · X + 0.5
× ((m0 − m1 ) · (|X + c1 | − |X − c1 |)
+ (m1 − m2 ) · (|X + c2 | − |X − c2 |)
+ (m2 − m3 ) · (|X + c3 | − |X − c3 |)
+ (m3 − m4 ) · (|X + c4 | − |X − c4 |)
+ (m4 − m5 ) · (|X + c5 | − |X − c5 |)
+ (m5 − m6 ) · (|X + c6 | − |X − c6 |)
+ (m6 − m7 ) · (|X + c7 | − |X − c7 |)) .

(α, β, m0 , m1 , m2 , m3 , m4 , m5 , m6 , m7 , c1 , c2 , c3 , c4 , c5 , c6 , c7 ) =
(14, 20, 0.9/7, −3/7, 0.5, −0.3429, 0.36, −0.24, 0.36, −0.24,
−0.3429, 1, 2.15, 6.2, 9, 14, 25) , (X0 , Y0 , Z0 ) = (0.1, 0.1, 0.1);
f t = 240000, N0 = 16000, N = 4000,
M = Mvel = 10, R0 = 2.9, b = 1.88, R0,vel = 2.49, bvel = 1.82.
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Abstract
In ensemble weather prediction systems, ensemble spread is generated using
uncertainty representations for initial and boundary values as well as for model
formulation. The ensuing ensemble spread is thus regulated through what we
call ensemble spread parameters. The task is to specify the parameter values
such that the ensemble spread corresponds to the prediction skill of the ensemble mean – a prerequisite for a reliable prediction system. In this paper, we
present an algorithmic approach suitable for this task consisting of a differential evolution algorithm with filter likelihood providing evidence. The approach
is demonstrated using an idealized ensemble prediction system based on the
Lorenz–Wilks system. Our results suggest that it might be possible to optimize
the spread parameters without manual intervention.
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1

IN TRODU CT I ON

Ensemble prediction is a computationally affordable way
to approximate flow-dependent uncertainties of weather
forecasts. These uncertainties are due to incomplete
knowledge of model initial and boundary conditions as
well as inadequacies in model formulation. These imperfections lead to forecast errors that grow with increasing forecast lead time, depending on the state of the
Q J R Meteorol Soc. 2020;146:598–612.

atmospheric flow field (e.g., Lewis, 2005; Leutbecher and
Palmer, 2008).
Uncertainties in model initial conditions (the analysis error) are in principle provided by data assimilation systems. In the Kalman filter, for instance, an estimate of the analysis error is available as a Gaussian
error covariance matrix. For multiple reasons (such as
approximations in data assimilation, low-resolution analysis versus high-resolution forecast, selective sampling of
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the fastest growing initial perturbations, etc.) the analysis
uncertainty is not precisely known, hence the amplitudes
of initial state perturbations are uncertain.
Sources of uncertainties in model formulation are
poorly known. Typically, some stochastic representations
of model uncertainties are applied in ensemble prediction
models in order to perturb the forecast model dynamics and generate sufficient ensemble spread on top of the
spread due to initial state perturbations. To some degree,
trial and error is used to specify correct intensity for the
stochastic model noise.
Ensemble forecasting thus introduces an additional
class of unknown parameters which need to be estimated. Firstly, there are closure parameters in physical
parametrization schemes for which the forecast skill is
sensitive. Atmospheric observations may directly help to
specify a plausible range of the closure parameter values. Secondly, there are the parameters guiding amplitudes of stochastic perturbations of both initial state and
model uncertainties (hereafter called “spread parameters”,
denoted by a vector 𝚯). The spread parameters are not
directly related to any atmospheric observables. Their values must be indirectly inferred by trial and error based
on the spread properties of the system, or by trying to
pose and solve a new parameter estimation problem. It is
important to note that both types of parameter must be
correctly tuned to have a good ensemble prediction system. Here, we will focus only on the spread parameters and
how they affect the forecast skill of an ensemble prediction
system.
Solonen and Järvinen (2013) presented a tuning
approach for ensemble prediction systems. In this work,
we continue their work and present an algorithmic way
of solving the parameter estimation problem. The aim is
to objectively search for the most likely spread parameter values and find a reliable ensemble prediction system
without manual intervention. We do not intend to change
the stochastic physics scheme but tune the parameters
of an already existing scheme algorithmically. Idealized
experiments with the Lorenz–Wilks system indicate that
this aim may be attainable. To our knowledge, this is the
first time the spread parameters are being estimated using
an algorithmic approach. We acknowledge that, on the one
hand, it is a formidable computational task. On the other
hand, manual tuning of ensemble prediction systems in
operational weather prediction centres is also a massive
effort.
The structure of the paper is as follows: Section 2 poses
the estimation problem, Section 3 develops the methods, Section 4 describes the implementation using the
Lorenz–Wilks system, Section 5 presents the results from
the experiments, while Sections 6 and 7 discuss and conclude the paper.
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2

THE PRO BLEM

As a background, we recall that ensemble methods are useful in tuning deterministic model closure parameters, even
without embedding the parameter estimation problem
into the state estimation problem (or data assimilation).
Such an estimation of model parameters can be based on
a notion that the deterministic forecast skill of weather
prediction models is sensitive to the specified parameter
values such that some parameter value combinations score
better than others. It is therefore possible to employ an
ensemble forecasting system for on-line estimation of the
posterior probability densities of closure parameters (Järvinen et al. 2012; Laine et al. 2012). In such an approach,
parameter proposal densities are updated with new evidence emanating from skill scores of individual ensemble
members. It is important to note that the skill scores for
each ensemble member can be computed immediately
after the forecast is completed and verifying observations
become available. In the estimation process, score evaluation and density update thus alternate until some convergence is reached.
We now try to extend this line of thinking to the estimation of the spread parameters of ensemble systems. We
will employ a cost function based on filter likelihood, as
it can be computed from the ensemble simulations. Note
that the filter likelihood collects data from several assimilation intervals for each cost function evaluation, and should
thus be able to converge with relatively small ensemble
sizes.
Here, the optimization target is the spread–skill relationship of the ensemble prediction system with ensemble
size N. This relationship can be assessed using a sufficiently long sequence of consecutive ensembles. Let such
a sequence be SM , where M indicates the number of consecutive ensembles. Let us further assume that there is
a likelihood function (𝚯) that can be computed from
SM and that it is sensitive to the spread–skill relationship
such that reliable sequences correspond to high likelihood.
From the sequence SM , one can compute the likelihood
for one spread parameter vector 𝚯. To explore the spread
parameter space spanned by the elements of 𝚯, one needs
to test the sequence SM with K different parameter combinations. There is thus a need to generate K sequences
(SM,1 , SM,2 , … , SM,K ), each testing corresponding parameter vectors (𝚯1 , 𝚯2 , … , 𝚯K ), resulting in corresponding
likelihood values ((𝚯1 ), (𝚯2 ), … , (𝚯K )). The likelihood values can be used as path-finders in the parameter
space in moving towards better parameters and higher
likelihoods.
The set-up above would constitute one assessment step
aiming to distinguish well-performing parameters from
poor parameter values. One such assessment step would
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thus imply running K × M × N individual model forecasts.
Figure 1 illustrates this arrangement.
An outline of a sequential and iterative procedure to
solve this type of parameter estimation problem is as follows. Assume there is an ensemble prediction system available where the parameters regulating the stochastic perturbation amplitudes can be externally controlled (using a
“namelist”, for instance). The steps are:
1. Initialize K ensemble systems by uniquely perturbing
the default parameter values 𝚯;
2. For each ensemble system, run an ensemble of size N
over the sequence SM ;
3. Compute the likelihood (𝚯) for each SM using verifying observations;
4. Re-initialize the K ensemble systems using the updated
parameter vectors;
5. Return to 2. Continue until the likelihood is insensitive
to changes in 𝚯.
This outline is generic in the sense that it leaves the
definition of the likelihood function and the update procedure open. It nevertheless follows ideas of classical insensitivity analysis of finding the region in the parameter space
where small inaccuracies in the specification of parameter
values do not compromise the usefulness of forecasts.

3

METH ODS

This section presents a solution to the problem posed
above. In particular, an efficient formulation of the cost
function and the update procedure are provided with justification.

3.1

Cost function from filter likelihood

For a proper cost function formulation in the spread
parameter tuning problem, we need to be able to calculate the likelihood function. The likelihood function is
defined as the probability distribution of the observations
given the unknown parameters. Now we are working with
ensembles of dynamical models, for which an assimilation
system defines the analysis and model predictions. A prototypical assimilation system is based on the Kalman filter
(Kalman, 1960), and advanced systems can mostly be seen
as generalizations or approximations of the basic Kalman
filter. For a system of linear equations and Gaussian error
models, the classical Kalman formulae provide an efficient
way to evaluate the likelihood of an assimilation system.
We will show how this idea of the filter likelihood can be
used in ensemble system tuning.

A basic assimilation system provides an analysis of
the current state by a mean vector and its uncertainty
covariance matrix. From the analysis, predictions for the
next assimilation time window are calculated using the
p
dynamical model. Let yk be the model predictions projected on the observations with yk being the actual obsery
vations, in a new assimilation window. Let Ck be the uncertainty covariance of these one-step-ahead predictions. The
Kalman filter likelihood (e.g., Hakkarainen et al. 2013)
written in a cost function format as twice the negative log
likelihood is
J(𝚯) = −2 log(likelihood)
n [
]
∑
(
p )T ( y )−1 (
p)
y k − yk
=
Ck
yk − yk + log |Cyk | , (1)
k=1

where the sum is over the assimilation windows k and
n is the total number of assimilation windows. This formula follows directly from the linear Kalman filter theory.
Since the unknown parameters are part of the forecast
p
model, this means that both the mean prediction yk and its
y
covariance Ck are functions of the parameters. Hence, the
formula must also include a term with the determinant of
the covariance |Cyk |.
As noted by Solonen and Järvinen (2013), the likelihood, Equation (1), has an intuitive interpretation of
balancing the accuracy and precision of the assimilation
system predictions. In terms of model ensembles, we see
that if the spread is too small, then the covariance Cky is
p
small compared to the prediction error yk − yk , and the
p
p
first term (yk − yk )T (Cyk )−1 (yk − yk ) in the likelihood will
be large, penalizing the overall likelihood. On the other
hand, if the spread is too large, the first term becomes
y
small, but the second term log |Ck | becomes large. The
maximum likelihood solution is found as a compromise
p
between these two: the prediction error yk − yk needs to
k
be in balance with the ensemble spread Cy . This is the key
observation that guides us to use the filter likelihood-based
cost function in ensemble system parameter tuning.
In ensemble Kalman filter assimilation (e.g., Evensen,
2003), it might be possible to evaluate the likelihood in
Equation (1) by replacing the analytical covariances by
those calculated from the ensemble, especially if the size of
the ensemble is larger than the number of observations in
one assimilation window. In practice, many assimilation
systems approximate the prediction covariance Cyk by a
diagonal matrix of the corresponding prediction variances.
This leads us to the approximate formulation

J=

⎡ L ⎧(
⎫⎤
p )2
n
∑
( 2
)
⎢∑ ⎪ yl − yl
2 ⎪⎥
+
log
𝜎
+
𝜎
,
y
⎢ ⎨ 2
p
l
l ⎬⎥
2
⎪⎥
k=1 ⎢ l=1 ⎪ 𝜎yl + 𝜎pl
⎣ ⎩
⎭⎦

(2)
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F I G U R E 1 An illustration of one
assessment step, and how the K × M × N
forecasts are thought to be arranged. For
each sequence SM,k , the parameter vector
𝚯k is the input and the likelihood value
k the corresponding output

p

where yl and 𝜎p2l are prediction mean and variance for the
observation number l calculated from the model propagated ensemble and yl and 𝜎y2l are the corresponding observation and its error variance. Note that the cost function
is a sum over both assimilation windows k = 1, … , n and
over observations l = 1, … , L.
In ensemble prediction systems, the initial state perturbations are derived from the related data assimilation
system. In addition, some model noise is added. Thus,
although an ensemble prediction system is not directly
driven by Kalman filter type data assimilation, it aims
to have the same balance between predictions and their
uncertainties as is coded in the filter likelihood formula.
In the following, we will adopt the ensemble-based filter
likelihood cost function using Equation (2) to optimize the
ensemble spread parameters. The approximate maximum
likelihood solution is searched and verified using traditional ensemble verification metrics to check that high
likelihood indeed corresponds to good verification metrics.

3.2

Differential evolution

An approximate maximum likelihood solution for the
spread parameters is computationally intensive. As seen
above, one evaluation step would imply a need for running
K × M × N forecasts. Therefore, as few steps as possible
should be taken in the likelihood optimization. Additionally, the target (the filter likelihood) is stochastic; the same
𝚯 does not result in the same likelihood (𝚯) in consecutive sequences SM because of the stochasticity of the
prediction system, and especially when each SM covers a
new epoch (i.e., the time and data covered by one sequence
SM ; when the sequence covers a new epoch, the state of the
atmosphere is also new). The latter is of course useful in
realistic multi-scale multi-phase optimization cases when
the system has inherently rich dynamics, seasonal variations, varying boundary conditions, and so forth, in order
to cover the climatology as thoroughly as possible.

The Differential Evolution optimizer (DE; Storn
and Price, 1997) is applied here. DE utilizes ideas of
population-based algorithms and it is easy to use in
ensemble-based approaches with a stochastic target.
DE is based on a concept of population and heuristically follows the process of natural selection. The DE
algorithm proceeds by having a population of candidate
solutions 𝚯1 , … , 𝚯K for which the likelihood values
(𝚯1 ), … , (𝚯K ) are computed. A new trial population
is generated with some simple and heuristic formulae
which aim to slightly shift the positions of the elements
of each 𝚯i in the parameter space. If a trial position is an
improvement over the candidate position, the trial position supersedes the candidate position. If a trial position
is less likely than the candidate position, it is discarded.
After some steps, the fittest dominate the population and
the likelihoods become insensitive to small position shifts.
It should be noted that in DE there is no guarantee for
finding the optimal solution. However, in our tests the DE
performance was satisfactory. Besides the standard steps
of the DE algorithm, Shemyakin and Haario (2018) use
two more methods to ensure sufficient diversity of parameter population: generation jumping and recalculation step,
where the former was previously available in literature and
the latter a technique introduced in the paper. These two
additional steps help to prevent the algorithm from getting
stuck in a local minimum. Details on the different steps
and their schemes are found in Appendix A2.

3.3
Spread parameter estimation
method
We now present our proposal to solve the spread parameter
estimation problem. The aim is to optimize the parameter
vector 𝚯 consisting of parameters regulating the perturbation amplitudes of both the initial state and the prediction
model. The solution method uses the DE algorithm as an
optimizer and the filter likelihood-based cost function to
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provide evidence of the spread parameters. Here, the population consists of the parameter vectors 𝚯1 , … , 𝚯K . The
current generation is evaluated over the present sequence
SM , and the optimization continuously evolve towards new
generations (and possibly new epochs) where the most
promising vectors 𝚯k survive and replace less fit vectors.
The method works as follows:
1. Population initialization: Based on user-specified
parameter search boundaries for each individual
parameter 𝜃i of vector 𝚯, sample a candidate population
of size K: 𝚯1 , … , 𝚯K
2. Calculate the cost function for the candidate population:
a. Forecast step: For each parameter vector 𝚯k , run M
consecutive ensembles of size N (over one epoch to
create SM ).
b. Evaluation step: For each 𝚯k , calculate (𝚯k ) using
Equation (2) with all observations collected in the
sequence SM .
3. Population update: Using the DE formula, create a trial
population based on the candidate population.
4. Calculate the cost function for the trial population (as
in steps 2(a) and 2(b)).
5. Population selection:
a For all population members, compare the cost function values of the candidate and the trial population,
and select the one with the lower cost function value.
b Supersede the candidate population with the surviving members thus forming the new candidate
population.
c Return to step 3. Continue until a stopping criteria
is fulfilled (a given number of steps is reached or
the cost function becomes insensitive to population
updates).

described as
dXk
= −Xk−2 Xk−1 + Xk−1 Xk+1 − xk + F +
dt

(

hc
b

)

J
∑

Uj,k ,

j=1

(3a)
dUj,k
= −cbUj+1,k (Uj+2,k − Uj−1,k ) − cUj,k + Fu +
dt

(

hc
b

)
Xk .
(3b)

It contains both slow state variables Xk , which represent the large scale, and fast variables Uj,k representing
subgrid-scale processes.
Wilks (2005) developed a version of the Lorenz95
model, where the net effect of the fast variables is
parametrized
dXk
= −Xk−2 Xk−1 + Xk−1 Xk+1 − xk
dt
+ F − g(Xk ) + 𝜂k (t),
g(Xk ) =

B−1
∑

bi Xki ,

(4a)
(4b)

i=0

(
)1∕2
𝜂k (t + Δt) = 𝜙 𝜂k (t) + 𝜎e 1 − 𝜙2
zk (t).

(4c)

An idealized ensemble prediction system is used here
to demonstrate the spread parameter estimation. In the
experiment set-up, synthetic observations are used for
evaluation of the forecast data, both in the likelihood evaluation and in the verification metrics.

Here g(Xk ) represents the deterministic net effect of
the unresolved fast variables and 𝜂k (t) the stochastic forcing accounting for model errors (in this case: deficiencies
in the deterministic parametrization). The stochastic term
uses zk (t) ∼  (0, 1), 𝜎e determines the magnitude of the
stochastic term, and 𝜙 is the degree of the lag-1 autocorrelation of the stochastic forcing. The stochastic physics
scheme used in this case has two special cases: when
𝜙 = 0.0 and 𝜙 = 1.0. The case when 𝜙 = 1.0 leads to the
stochastic physics being constant 𝜂k (t + Δt) = 𝜂k (t). This
scheme is completely dependent on the initialization of
zk (t). The second case is when 𝜙 = 0.0, which leads to the
stochastic physics scheme 𝜂k (t + Δt) = 𝜎e zk (t).
In our ensemble prediction system, 𝜎e and 𝜙 are the
spread parameters related to the model uncertainty. We
will denote the system as the “Lorenz–Wilks system” to
clarify that both the original and the parametrized version
of the Lorenz95 system are used.

5.

5.

4
IMPLEMENTATION USING
THE LORENZ–WILKS SYSTEM

Lorenz95 system

The Lorenz95 model (Lorenz, 1996; Palmer and Hagedorn,
2006, pp. 40–58) is an idealized nonlinear model useful
in numerical experimentation. The full Lorenz95 model is

Experiment set-up

The full model, Equation (3), is used to generate the truth
and synthetic observations, which directly represent the
slow state variables. Three of every five true states are
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observed (i.e., 24 out of 40 chosen as three variables of
five for eight blocks) and Gaussian noise with zero mean
and standard deviation 0.35 is added to the true states to
get the synthetic observations. The parametrized model,
Equation (4), serves as the forecast model in the ensemble predictions. The Ensemble Kalman filter (Evensen,
2003; Houtekamer and Mitchell, 2005, EnKF) is used in
data assimilation to generate model initial states and their
error variance estimates. Data assimilation is performed
off-line using the deterministic part of Equation (4) to
avoid stochastic effects on the analysis. An ensemble size
of 200 was used to get a good approximation of the covariance of the analysis. The observation-error matrix R was
set to 0.352 I and the model error matrix E to 0.42 I, where
I is the identity matrix.
The initial states for the ensemble predictions are generated using the following scheme
Xk,0 = Xk,a + 𝜖,

𝜖 ∼  {0, 𝜆 ⋅ var(Xk,a )},

(5)

where Xk,a is the analysis for state k and var(Xk,a ) its
corresponding variance, both obtained from the data
assimilation. For each state k in Equation (4), the initial
values Xk,0 are centred around the analysis Xk,a and the
initial value perturbation 𝜖 is drawn from a Gaussian
distribution with zero mean and variance defined by the
product of the the diagonal of the error covariance matrix
and the initial spread parameter 𝜆. The parameter 𝜆 regulates the amplitude of the error variance (and hence
the initial value perturbations) and is our third spread
parameter. In our system, 𝜆 = 1 would imply that the initial spread obtained from the data assimilation system is
correct, and this is what we expect.
We wish to know the optimal values of the three
ensemble spread parameters: initial spread parameter 𝜆,
stochastic physics amplitude parameter 𝜎e , and stochastic
auto-correlation parameter 𝜙. The experiment is divided
into two parts: (a) mapping of the cost function in the
spread parameter space, and (b) optimizing the three
spread parameters using the proposed method. The former is a brute-force approach where the parameter vectors
are pre-selected, allowing one to hand-pick the most likely
ones, whereas the latter follows the previously described
solution method. The ensemble forecasts of one likelihood
evaluation are computed the same way in both cases:
1. Each ensemble has a unique parameter vector 𝚯 =
(𝜆, 𝜎e , 𝜙);
2. The ensemble size is N and each member is initialized
using Equation (5); the forecast length 2.0 time units
with output every dt.
3. Ensembles are run using the stochastic model,
Equation 4, over SM ; the ensembles within an epoch

are consecutive, whereas the epochs SM cover the
same data in the mappings and are consecutive in
the optimization part leading to completely new data
introduced every algorithm step.
In the first part, where we look at the mapping of
the parameter space, we will use an ensemble of size 20
and the length of the sequence SM is 10. We will look at
three different output frequencies: dt = 0.1, 0.2 and 0.4
time units. Since the forecast length is 2.0 time units, this
means that the number of observations included in the
calculation of the cost functions depend on the number
of assimilation windows 2.0∕dt; Equation (2) gives details.
Here, all sequences SM run over the same epoch.
In the optimization part, we will look at how changes
in the ensemble size (N), the population size (K), and the
length of the sequence (M) affect the convergence of the
DE algorithm for three different output frequencies (dt =
0.1, 0.2, or 0.4 time units). To get a more realistic set-up, the
sequences are consecutive leading to new data being introduced at every algorithm step. We will run three reference
runs (one for each output frequency) with an ensemble
size of 20, a population size of 20, and a sequence of 10
consecutive ensembles. We will then run similar tests with
reduced resources (smaller ensemble, smaller DE population, and shorter sequence SM ) and then compare those
results to the reference runs.
Table 1 gives an overview of the different tests and how
many forecast runs one algorithm step requires. During
one algorithm step, a population of K members each being
associated with an ensemble of size N for a sequence of
length M. Hence, the product of K, M, and N gives the total
number of forecast runs. The higher the total number of
forecast runs, the more expensive is the set-up described.
As an example, the most expensive test, test L, needs 80
times more forecast runs than the cheapest test, test A.
The set-up details are found in Appendices A1 and A2.

5.

Verification metrics

To verify the goodness of the ensemble prediction systems,
we use traditional ensemble forecast verification methods:
(a) spread–skill relationship, (b) rank histogram, and (c)
continuous ranked probability score.
1. The error of the ensemble mean and the ensemble
spread should be in balance in an optimal ensemble
prediction system. The relation between spread and
skill is described as (e.g., Leutbecher and Palmer, 2008)
M (
)
1 ∑ 2 N +1 2
𝜖j −
sj → 0,
M j=1
N −1

for M → ∞,

(6)
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TA B L E 1

The table shows the name of the tests (A to L) and the total number of forecast runs per algorithm step for
different combinations of ensemble size (N), population size (K), and length of sequence (M)
M=1

M=5

M = 10

M=1

K = 10

M=5

M = 10

K = 20

N=5

A: 50

B: 250

C: 500

D: 100

E: 500

F: 1000

N = 10

—

—

—

G: 200

H: 1000

I: 2000

N = 20

—

—

—

J: 400

K: 2000

L: 4000

For example, the cell containing “A:50” refers to test A with 50 forecast runs per step. We will denote the most expensive test, test L, as the
reference test.

where M is the length of the ensemble sequence, N is
the size of the ensemble, 𝜖j2 is the mean squared error
of ensemble mean, and s2j is the ensemble variance. The
term (N + 1)∕(N − 1) is a correction factor for using
finite ensembles. We will use the term skill–spread difference to denote the difference between the error of the
ensemble mean and the ensemble spread, where the
spread √
is multiplied by the square root of the correction
factor, (N + 1)∕(N − 1).
2. A rank histogram shows the reliability of an ensemble
prediction system (Hamill, 2001). The rank of a single ensemble forecast is the order of the observation
compared to the sorted ensemble (a number between 1
and N + 1) and the rank histogram the corresponding
histogram of rank numbers from many ensemble forecasts. It is desirable to have a flat rank histogram while
a U- or A-shape points to under- or over-dispersive systems. Using a rank histogram alone may be misleading
and it should therefore be used together with other
verification metrics.
3. The Continuous Ranked Probability Score (CRPS;
Hersbach, 2000) tells how well the probability distribution of the ensemble forecast matches the probability
distribution of the observation. CRPS is defined as
∞

CRPS =

∫−∞

{P(x) − Pa (x)}2 dx,

(7)

where P(x) and Pa (x) are the cumulative probability
distributions of the ensemble forecast and the observations, respectively. The smaller the CRPS value, the
closer are the ensemble members located around the
observations and the better is the ensemble forecast.
When calculating the verification metrics, the ensemble data is compared to the synthetic observations.

5
RESULTS FROM LO RENZ–
WILKS DEMONSTRATIONS
The results consist of two parts: (a) mapping of the parameter space, and (b) optimizing the three spread parameters,
both presented with the verification results.

5.

Mapping of the parameter space

The mapping of the parameter space was computed by
running ensembles using 1,000 pre-generated parameter
vectors 𝚯 = (𝜆, 𝜙, 𝜎e ). The parameter vectors were drawn
from uniform distributions, where the lower and upper
limits were 0.1 and 10.1 for 𝜆, 0.0 and 1.0 for 𝜙, and 0.0
and 2.5 for 𝜎e . Here, we will show two types of mappings:
the mapping of the (𝜆, 𝜎e )-space with 𝜙 fixed at 0.5 and
(𝜎e , 𝜙)-space with 𝜆 fixed at 1.0. For each parameter vector, a cost function value is calculated as the mean of the
–2 log (likelihood) over 10 consecutive ensembles. The verification metrics are calculated in a similar manner, i.e., as
the mean over the 10 consecutive ensembles.
Figure 2a–c map the filter likelihood for the initial
spread parameter 𝜆 and the stochastic physics amplitude
parameter 𝜎e for three different observational distributions, with output frequency every 0.2, 0.4 and 0.1 time
units. The smaller the output frequency, the more observations are included in the calculation of the cost function.
As the cost function is a sum over the entire forecast range,
the output frequency affects the value of the cost function. An area of minimum values is found at and around
𝜆 being equal to unity in all three cases. The area of small
cost function values is slightly tilted such that the higher
the value of 𝜎e is, the smaller is the value of 𝜆. In other
words, when the initial spread is small, a high amplitude
of stochastic physics is needed to maintain high likelihood,
and vice versa. The changes in the temporal distributions
of the observations do not show any distinct changes in the
parameter space.
Figure 2d shows the (𝜎e , 𝜙)-space with the initial
spread parameter 𝜆 fixed at unity. The topology of the
(𝜙, 𝜎e )-space is rather flat with a diagonal valley in the middle such that if one parameter is small, the other needs
to be large. However, cost function differences among the
parameter combinations are small. The mapping of 𝜙 and
𝜎e shows that this ensemble prediction system is less sensitive to the choices made in the stochastic physics scheme
than in the initial value perturbations.
The verification metrics of the mapping in Figure 2a
were computed for all parameter vectors, shown in
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(a)

(b)

(c)

(d)

FIGURE 2

Mapping of the parameter space using ensemble size N = 20 and sequence length M = 10. (a)–(c) show the
–2 log (likelihood) as a function of parameters 𝜆 and 𝜎e with 𝜙 = 0.5 for experimental set-ups with different temporal distribution of
observations dt = (a) 0.2 time units, (b) 0.4 units, and (c) 0.1 time units. (d) shows the mapping of the (𝜎e , 𝜙)-space with 𝜆 = 1 for dt = 0.2
time units. The ten smallest -2 log (likelihood) values are marked with black diamonds. Note the different colour scales in (a)–(d)

Figure 3. The vectors corresponding to the ten lowest
cost function values are marked with black to highlight
their performance in the context of verification metrics.
Those systems have the smallest CRPS values (Figure 3a),
spread–skill differences close to zero (Figure 3b), and quite
flat rank histograms (Figure 3c). Similar results as those in
Figure 3 are achieved for the other mappings of Figure 2,
but those plots are not shown here. Hence, a small cost
function value indicates a good ensemble performance.
This is expected based on Solonen and Järvinen (2013).
It is worth noting that the verification metrics in
Figure 3 are calculated only over ten consecutive ensembles and that longer sequences would give less noisy

results. Based on the maps in Figure 2, one can anticipate
better identifiability for the parameter 𝜆 than for 𝜙 or 𝜎e .

5.

Parameter optimization

The mapping of the parameter space shows that there is a
minimum in the cost function that corresponds to well performing systems. Since all three ensemble spread parameters, 𝜆, 𝜙 and 𝜎e , are important for the spread–skill relation, we will optimize all three parameters at once.
The DE algorithm was initialized using the same lower
and upper limits for 𝜆, 𝜙, and 𝜎e as in the mappings.
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F I G U R E 3 Corresponding
verification metrics of the mapping
from Figure 2a, where the grey lines
show all different parameter vectors
and the black lines correspond to the
ten smallest –2 log (likelihood),
marked with black diamonds in
Figure 2a. (a) CRPS, (b) skill–spread
difference, and (c) rank histogram
after 0.4, 0.8, and 1.6 time units
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(a)

(b)

(c)

Figure 4 shows the parameter evolution as a function of
algorithm steps for the most expensive test, test L. The
tests differ from each other on the temporal distribution of
the observations: Figure 4a,b,c have output every 0.2, 0.4
and 0.1 time units, respectively. Comparing these figures
shows that the changes in temporal distribution of observations have a small impact on the convergence of the
DE. The initial spread parameter 𝜆 converges fast, but the
two stochastic physics parameters do not have such a clear
minimum, as was previously demonstrated in Figure 2d.
Figure 4 also exhibits patterns resembling a row structure. This is caused by the way DE works: it does not often
mutate all parameters at the same time but favours a mutation of only one parameter at a time. Therefore, parameters
often get the same values on consecutive iterations. Moreover, DE tends to optimize the most sensitive parameter
first, and then move on to less sensitive parameters one at
a time. The reason for this is that the effect of variations of
the most sensitive parameter dominates in the cost function. Despite these features, DE is able to converge also
with the least sensitive parameters, as can be best seen in
Figure 4b.
Figure 5 shows six different plots where the resources
are reduced. Figure 5a–c show results with experiments
having an ensemble of size 10, a population of size 20,
and the length of the sequence is 10, 5, and 1, respectively. Figure 5d–f have an ensemble of size 5, a population of size 10, and the length of the sequence is

10, 5, and 1, respectively. When reducing the length of
the sequence, the cost function becomes more stochastic.
Reducing the ensemble size does also affect the calculation of the cost function, whereas a smaller population size
has a direct effect on the optimizer itself. In all these cases,
the algorithm shows steady convergence, especially for the
initial spread parameter 𝜆. However, the algorithm seems
more stable when the DE population and the ensemble are
of larger sizes.
When comparing two tests with different set-ups, it is
worth looking at the total number of forecast runs, calculated as the product of ensemble size, population size,
length of sequence, and the number of algorithm steps.
Figure 6 compares the cheapest test, test A, and the most
expensive test, test L, both with output frequency every 0.1
time units. The plots show the distribution of the parameter vectors suggested by the DE algorithm for the two
tests in three two-dimensional spaces: (𝜆, 𝜎e ), (𝜆, 𝜙), and
(𝜎e , 𝜙). Based on the distribution of the parameter vectors,
the lines are drawn at the minimum and maximum of the
parameters in the given space. Figure 6a shows the results
when both tests A and L have used resources corresponding to 4,000 forecast runs. For test L this equals to one step,
whereas test A is run for 80 steps. Figure 6b shows similar results when both tests are run for 80 steps: 320,000
forecasts are run for test L, but only 4,000 for test A. After
80 steps, the distributions of the parameters are very similar for tests A and L. Hence, when running the algorithm
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(a)

(b)

(c)

F I G U R E 4 The evolution of the DE algorithm for test L for different temporal distributions of observations: output frequency every (a)
0.2, (b) 0.4 and (c) 0.1 time units. The forecast length is 2.0 time units for all experiments. The red dots show the mean parameter value and
the blue dashed lines show the parameter values suggested by DE

over a long period, the algorithm also finds the area of minima for a test using less resources. Figures 5f and 4c give a
complete picture of the convergence of tests A and L.
Figure 7 compares the verification metrics of ensemble
systems with parameters suggested by the DE algorithm
corresponding to test A. In this case, an ensemble of size
5, a population of size 10, and a sequence of length 1 were
used in the algorithm part. The verification metrics are
computed with an ensemble size of 20 and a sequence of
length 10 run over the same epoch. The verification metrics show that the parameters suggested by the algorithm
indeed correspond to good ensemble systems. The verification metrics also show that the ensembles tend to lead to an
under-dispersive system at longer forecast ranges (which

seems to be the case for nearly all tested parameter vectors;
cf. Figure 3). It also shows that reducing the total number of forecast runs still gives good results when looking at
the verification metrics. The noisiness in the verification
metrics is explained by the relatively short sequence.

6

DISCUSSION

It is worth noting that the estimation of spread parameters with ensemble-based methods demands K × M times
the amount of computation compared with model physics
parameters, assuming that both problems converge at the
same rate. In any practical problem the parameters K
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(a)

(b)

(c)

(d)

(e)

(f)

F I G U R E 5 Similar to Figure 4, but with different experimental set-ups of ensemble size (N), sequence length (M), and population
size (K). The output frequency is 0.1 time units. (a) test I: N = 10, M = 10, K = 20, (b) test H: N = 10, M = 5, K = 20, (c) test G:
N = 10, M = 1, K = 20, (d) test C: N = 5, M = 10, K = 10, (e) test B: N = 5, M = 5, K = 10, and (f) test A: N = 5, M = 1, K = 10
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(b)

F I G U R E 6 Comparison of test L (red solid line and red triangles) and test A (blue dashed line and blue squares) when (a) the total
number of forecast runs is 4,000 and (b) both tests are run 80 algorithm steps. The markers show the location of the parameter vectors in three
2D-projections of the parameter space. The lines mark the approximate distribution of the parameters based on their minimum and maximum

and M should therefore be integers as small as possible.
Also, for the generality of the result, the sequences SM
(Figure 1) should cover new epochs. The problem with the
Lorenz95 model is that the dynamics are relatively simple and remain very similar from one epoch to the next,
and there are no seasonal variations, for instance. The
results presented here must therefore be confirmed with
more realistic models. The key question for the future is
thus: what are the convergence properties of this estimation problem, and how small can K, M and N be in realistic
set-ups?
The choice of the cost function is essential. Here, a
filter likelihood approach is applied because it takes into
account the relationship between ensemble spread, skill of
ensemble mean, and prediction errors. In filter likelihood,
summation runs over all assimilation windows; this has
an advantage that it takes into account the entire forecast
range, and a disadvantage as the ensemble spread–skill
relationship may be dependent on the forecast range
which will be reflected in the filter likelihood sum.
The length of the sequence SM is an important factor of
the cost function and the estimation method. The length
affects the stochasticity of the cost function; if the sequence
is short, the cost function is more stochastic, especially
if data are renewed. On the other hand, a long sequence
increases the computational costs. It is therefore important to carefully choose the length M such that the problem
remains computationally feasible while not increasing the
stochasticity too much. Another important factor of the
method is the convergence of the DE algorithm. Based on

these experiments, it seems that it is quite important to
understand the parameter space and how the cost function
behaves. If the cost function becomes too stochastic, the
algorithm will have problems finding the optimal parameter vector. When comparing the plots in Figure 5, we see
that the convergence is more steady when more resources
are used, which could be explained by the cost function
and its stochasticity. However reducing the resources does
not rule out convergence, but could affect the stability of
the method. This is important to understand when studying more complex models than the Lorenz–Wilks system.
Another approach is to construct the filter likelihood
cost function for the parameters using several assimilation
windows, and optimize it with respect to the parameters using iterative algorithms (e.g., Särkkä, 2013). However, the background motive of the presented work is to
develop methods for operational platforms where such
approaches are not available: iterative cost function calls
are ruled out due to computational issues and the assimilation is not performed by filtering but by an assimilation
method unique for the prediction system (e.g., 4D-Var),
combined with ensemble prediction system simulations.
Hence, there are similarities to the idealized Lorenz–Wilks
system, which make the method an option in optimizing
parameters regulating spread–skill relationships in a realistic model set-up. However, the step from the idealized
model to more realistic models is not taken here.
As manually tuning an ensemble prediction system is
a resource-consuming process, an algorithmic way of tuning the ensemble systems would be welcome. We hope
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(a)

(b)

(c)

FIGURE 7

Similar to Figure 3, but for the verification metrics of test A. The parameter vectors from the last step of the algorithm (step
89) are marked in black, and all parameters suggested by DE (steps 0-88) are in grey. (a) shows CRPS, (b) spread–skill difference and (c) rank
histogram

that our described method could be a future tool for model
developers for reducing the amount of human resources
put on trial-and-error tuning of ensemble systems.

7

CO NC LU S I ON S

The purpose of this study was to show the road to algorithmic optimization of ensemble spread parameters in
an ensemble forecast system. We used an approach based
on previous results, where the filter likelihood is used
as a cost function in the evaluation of an ensemble prediction system (Solonen and Järvinen, 2013), and added
an optimizer to find the optimal combination of ensemble spread parameters. We demonstrated the method with
a Lorenz–Wilks ensemble prediction system with three
ensemble spread parameters: initial spread parameter
𝜆, stochastic amplitude parameter 𝜎e , and stochastic
auto-correlation parameter 𝜙.

First, we demonstrated the choice of the filter
likelihood-based cost function by mapping the parameter
space. The cost function was plotted as a function of the
ensemble spread parameters in two different projections
of the three-dimensional parameter space. We demonstrated this for three different temporal distributions of
observations: 0.1, 0.2 and 0.4 time units. For all parameter
vectors, corresponding verification metrics were calculated and the best parameter vectors with respect to the
cost function showed good verification metrics (flat rank
histogram, spread–skill difference close to 0, small CRPS
values) resulting in good ensemble prediction systems.
This was demonstrated for the case with an output frequency of 0.2 time units. This verifies that filter likelihood
is a viable optimization target of ensemble systems. Based
on this, we hypothesized that an algorithmic optimizer
could find the region of minimum filter likelihood corresponding to parameter values with good verification
scores.
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The hypothesis was tested using a differential evolution algorithm (Shemyakin and Haario, 2018) as an
optimizer and the filter likelihood method as a cost function. The cost function was calculated over a sequence
of ensemble runs. We looked at how the ensemble size,
the length of the sequence, and the population size affect
the convergence of the algorithm. Reducing the amount
of resources affects the convergence of the DE algorithm
as it seems to become less stable, but does not rule out
convergence. The results indicate that it is possible to
optimize ensemble spread parameters in idealized systems without manual intervention. Traditional verification methods confirm that the parameter values suggested by the algorithm lead to good ensemble prediction
systems.
We conclude that an algorithmic approach for tuning
an ensemble prediction system is possible in an idealized case, such as the Lorenz–Wilks system. Scaling these
results to more realistic set-ups is left for future work.
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APPENDIX

A1

Experimental details
Symbol
Cyk

Value in tests
—

c, b, h

Parameters in Lorenz95 full system

10, 10, 1

dt

Output time

0.1, 0.2, or 0.4

E, R

Model error and observation-error matrices in EnKF

0.42 I, 0.352 I

F, Fu

Forcing in Lorenz95 system

10, 10

g(Xk )

Deterministic scheme in Lorenz95 model

b0 = 2.0, b1 = 0.1, the rest 0

J

Number of fast variables

8
40

K

Number of slow state variables

K

Population size

10 or 20

(⋅)

Likelihood function

—

L

Number of observations

24

M

Length of an ensemble sequence ("epoch")

1, 5, or 10

N

Ensemble size

5, 10, or 20 (200 in EnKF)
5, 10, or 20

n

Number of assimilation windows

S

Sequence of ensembles

—

Uj,k

Lorenz95 fast variable

—

Xk

Lorenz95 state variable

—

yk

Observation for kth assimilation window

—

p

A2

Explanation
Prediction error covariance matrix

yk

Model prediction for kth assimilation window

—

Δt

Integration time

0.0025 in Equation (3), 0.025 in Equation (4)

𝜂

Stochastic process in Lorenz95

—

𝚯

Vector of ensemble spread parameters

dim(𝚯) = 3

𝜆

Initial value spread parameter

—

𝜙, 𝜎e

Stochastic physics parameters

—

Differential evolution

Differential evolution conducts optimization by sequentially employing four main steps initialization, mutation,
crossover and selection, to a population:
1. Initialization: For all xj,i,0 = rj (bj,u − bj,l ) + bl , where
bj,l , bj,u are lower and upper boundaries for the jth
parameter, rj ∼  (0, 1). j denotes the parameter, i
denotes the population member, and 0 denotes generation.
2. Mutation: The population x is mutated
vi,g = xbest,g + F(xr1 ,g − xr2 ,g ),
where Fj,i,g = {Fl + rg (Fu − Fl )}{1 + 𝛿(rj − 0.5)} determines the convergence rate. Here, r1 , r2 , rg , rj are random numbers. Note that F normally is constant, but
here it is randomized within given limits.
3. Crossover: Only a given number of mutations survive.
This happens with a pre-defined probability Cr

{
uj,i,g =

vj,i,g

if rj ≤ Cr or j = jr ,

xj,i,g

otherwise.

4. Selection: This step determines whether the mutated or
the current member of the population survives.
{
ui,g if f (ui,g ) ≤ f (vi,g ),
xi,g+1 =
vi,g otherwise.
Note that the previous population is stored and only the
cost function of the trial population is calculated. This
saves CPU time.
In our study, we used the following set-up: the scale
rate for the mutation was F = 0.5. The scale factor was
randomized using the parameters Fl = 0.5, Fu = 1.0, and
𝛿 = 0.001, crossover occurs with a probability Cr = 0.1,
generation jumping occurred with a probability Jp = 0.1,
and recalculation occurred at steps 5, 10, 25, 50, and 75.
In the experiments, the mutation type was 2 and the scale
factor type 5.
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