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Analysing survey data poses a challenge of often being based on human feelings, which
cannot be measured by objective numerical values. The Finnish Institute of Occupational
Health has formulated a survey to measure the cognitive ergonomy of the workplace.
In this thesis, the survey data is analysed by means of Principal Component Analysis.
These results are compared to analysis results of Probabilistic Principal Component Analysis and L1-norm Principal Component Analysis. The added value of Principal Component Analysis is producing clear visualisations, which helps with explaining the results.
Survey data is often riddled with missing values, the handling of which by data imputation
is discussed. Different methods of analysis have different capabilities, and they compute
differently if at all in the presence of missing values.
In conclusion, survey data analysis can be performed using different methods, and due to
the nature of the data, results may vary.
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Kyselydata-analyysi koskee usein pehmeitä arvoja kuten tunteita, joita ei välttämättä voi
esittää suoraan numeerisesti. Tämä tekee kyselydata-analyysistä haastavaa. Työterveyslaitos
on valmistanut työn kognitiivista ergonomiaa mittaavan kyselyn.
Tässä työssä kyselydataa analysoidaan pääkomponenttianalyysin keinoin. Tuloksia vertaillaan todennäköisyyspääkomponenttianalyysin ja L1-normipääkomponenttianalyysin
tuloksiin. Pääkomponenttianalyysin hyöty tulee selkeistä visualisaatioista, joilla tulokset
on helppo selittää.
Kyselydatassa on usein paljon puuttuvia arvoja. Näiden käsittelyä pohditaan. Eri analyysikeinot omaavat erilaisia vahvuuksia ja rajoituksia, ja ne käyttäytyvät eri lailla puuttuvien
arvojen suhteen.

Kyselydata-analyysia voidaan suorittaa eri tavoin, ja datan luoneen takia tulokset voivat
eritä.
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ABBREVIATIONS AND SYMBOLS
C
eig
FIOH
kNN
L1-PCA
M
N
PC
PCA
PPCA
S
v
W
W ML
zk
αk
α>
k
α>
kx

L
λ
µ
Ψ
σ
Σ
σ2
θ

Model covariance
Eigenvector
Finnish Institute of Occupational Health
k-nearest neighbour
L1-norm Principal Component Analysis
Posterior covariance matrix
Noise model
Principal Component
Principal Component Analysis
Probablilistic Principal Component Analysis
Sample covariance matrix
Latent variable
Factor loadings matrix
Maximum-likelihood estimator matrix
score(s)
Eigenvector of Σ that corresponds to it’s kth largest λk
loading(s)
Principal Component(s)
Independent noise
Log-likelihood
Eigenvalue
Constant where the maximum-likelihood estimator is the mean of the data
Variance matrix of noise 
Standard deviation
Covariance matrix
Variance
Function parameters
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1

INTRODUCTION

One of the most straightforward ways to gather information about humans is to simply
ask them. By forming a survey, the questions can be structured, thusly forming organised
data. This survey data can then be analysed to derive knowledge about the subjects of the
survey.
There are many different ways of mathematical analysis that can be performed. As the
questions of a survey are functionally the same as dimensions of a data space, and it
is desired to know what questions are most meaningful, this work employs means of
dimensionality reduction. These different approaches yield different kinds of results and
have different strengths and weaknesses: these differences are compared to find which of
them is best for the purposes of survey data analysis.
The data of this work is gathered by the Brainwork team of the Finnish Institute of Occupational Health (FIOH), and it aims to measure the cognitive strain experienced by
workers, in accordance of Cognitive Ergonomics.

1.1

On the Finnish Institute of Occupational Health

The Finnish Institute of Occupational Health (in Finnish Työterveyslaitos) was founded in
1945 with the purpose of increasing well-being at work through research and development
as well as training and advisory services. It employs about 500 people and has offices in
five different cities. FIOH operates as an independent legal entity under the administrative
sector of the Finnish Ministry of Social Affairs and Health, with half of its funding coming
from the state, half being self-generated from sales of specialist advisory services and EU
research funding.
FIOH conducts multidisciplinary research on health, well-being and safety, as well how to
prevent work-related illnesses and health problems. This is to promote functional capacity
of workers. Recent focus has been on work ability, digitalisation and occupational health
services [1].
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1.2

Cognitive Ergonomics

Modern work has increased the amount of necessary information handling for the workers. All fields necessitate attention, multitasking, memory, decision making and problem
solving. Information technology is a vital tool, which further requires constant learning.
This creates a large amount of stress on the brain.
Brainwork refers to these kinds of conditions. The flood of information, disturbances
and time pressure decrease the work ability. However, when the demands of the work
are harmonious with the capacity of the human brain, a worker is likely to experience
increased workflow, and make less mistakes [1].
The discipline of making the system interaction suitable to the human cognitive capabilities is called cognitive ergonomics. The aim is to understand the mechanics of cognitive
function using knowledge from cognitive sciences, and thusly improve human performance, avoid human error, and minimise unnecessary strain and stress.
The base cognitive processes are sensation and perception, attention, working memory,
and long-term memory. These are relevant even with cognitive functions of a higher level
such as language comprehension, thinking processes and learning.
The human cognitive abilities are hard to change, but work conditions are much more malleable. There are many general principles that help to reduce unnecessary cognitive stress.
Thusly improving human performance should lead to improved productivity, safety, and
health at work [2].

1.3

The Data

The Brainwork team of FIOH has developed a brainwork index survey to measure the
cognitive strain1 of workers. It consists of 39 questions about 13 cognitive processes,
three questions each. First the taker is asked to estimate how often their work requires
certain actions such as using a foreign language, reacting quickly or finding alternative
solutions. If the demand arises often enough, the taker is further asked how straining
or energising it is. Stress is asked on a scale from 0 (no stress) to 10 (highest possible
1

English material usually uses the word ’load’ when addressing the energising and straining effect of
work. However, as this thesis will later delve into the meaning of PCA loadings, to avoid mix-ups and
confusion the word ’strain’ is used when discussing the cognitive load.
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stress), and appropriate background information is inquired. All questions are presented
on a Likert-type scale as specified in the tables 1 and 2.
Table 1. Questionnaire choices for frequency

Verbal meaning
Survey choice True value
Several times a day
4
10
Daily or almost daily
3
5
Weekly
2
1
Monthly or more rarely
1
0.22
Never
0
0

Table 2. Questionnaire choices for strain

Verbal meaning
Survey choice True value
Energises very much
-3
2
Energises quite a lot
-2
1
Energises somewhat
-1
0.5
Neither energise nor strain
0
0
Strains somewhat
1
-0.5
Strains quite a lot
2
-1
Strains very much
2
-2

The true values of table 1 represent the assumed occurrence of the survey item of question
in a workweek, e.g. something happening once a day, every day, for a five day workweek,
brings the value of 5.
The true values of table 2 are scaled such that there is extra emphasis on something affecting the subject very much, hence the uneven step in the true value scale. Energising
effect is switched as numerically positive to be more intuitive for an uninitiated reader.
It is also notable that the survey treats energising and straining as numerical opposites
when in reality their relationship should be considered far more complex. After all, the
equal number of energising events and straining events happening to a person do not truly
cancel each other out for the human brain. However, for the purposes of this work such
simplification is considered sufficiently representative of the true cognitive mechanics.
The FIOH Brainwork team has so far focused on factor analysis when analysing the data,
as it is a very popular method in the field of psychology. The intent has been to identify
subgroups that behave similarly.
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1.4

Rationale of Data Analysis
In God we trust, all others bring data.
William Edwards Deming

Data analysis is the technique of deriving meaningful information from raw data. In the
information age, where data is easy to gather and relatively cheap to compute, the need for
data analysis increases. With good data analysis, informed choices can be made regarding
systems and processes of interest.
Data analysis of course necessities data, and for human sciences this data is best gathered
by surveys. While surveys can ask for clear numerical questions, such as how often
something occurs or amount of coworkers on a shift, it is not limited to that. Unlike raw
data derived from objective measurements like time series or profit margins, survey data
often delves into less quantifiable entities like feelings or experienced stress. As these
cannot be gauged by clock nor indicator, the best solution is to simply ask. However,
these measurements are ”soft”, categorical and imprecise. Because of this survey data
poses unique challenges. Should these be forced into a numerical model? Can they
sensibly be forced into a numerical model? How far can the model be simplified without
distorting the data?
If survey data can be effectively analysed, the choices going forward can be informed
by workers, customers, patients, etc. Thus, processes can be guided by those they most
affect: humans.

1.5

Objectives and Restrictions

The main task of this work is to compare the results of different data analysis methods.
They are primarily regarded on what the results mean in connection to the cognitive ergonomics survey.
The scope of this work is limited to analysis methods of and derived from Principal Component Analysis, on the account of being one of the most basic and well-known means of
dimensionality reduction. The computation is performed with the program MATLAB.

12

1.6

Structure of the Thesis

The literature review showcases sources focusing on survey data analysis.
In the methods section Principal Component Analysis (PCA) is explained, defined and
derived. A toy example to clarify the method in practice is given. Similarly, Probabilistic Principal Component Analysis is explained, defined and derived, focusing on how a
probability density model changes the analysis. L1-norm PCA is also explained.
The preprocessing of the data is thoroughly described, including the means of imputation
and class simplification.
The results of the different analysis methods are shown and explained, focusing on what
they mean in the point of view of the survey performed. How the scaling performed
in preprocessing changes the results is discussed. Finally, the goodness of the way of
modelling is estimated by attempting to predict the behaviour of the data.
Future work based on this work is considered.

13

2

LITERATURE REVIEW

In this section various other sources will be referred, mostly focusing on the specifics of
survey data analysis. Survey design itself will not be focused on, as the questionnaire of
this work was developed by the Brainwork team of FIOH much earlier and is assumed to
be optimal as is.
According Kitchenham et. al. [3], there are many basic principles that should be standard in statistical data analysis. Before true analysis is performed, that data needs to be
validated: it needs to be both consistent and complete enough. The scourge of survey
data analysis is incomplete questionnaires. The gaps in the data need to be handled and
investigated, for example, if a specific question is often left unanswered, or if rejecting incomplete questionnaire answers is sensible. Imputation should also be considered. While
less of a problem, the goodness of the received data should be evaluated, to weed out conflicting answers. Response partitioning is often needed, to create more similarly aligned
sub-groups for analysis. The sub-groups can be created based on data, or background
information such as age, gender, or education [3].
Dargatz et. al. [4] delve into how data should be weighted, as expansion weights help to
avoid bias. They also discuss issues in weighting, such as probabilities of the observation selection. and how expansion weights may create outlier values. Quality control is
considered, as without it estimates created might be nonsensical, and variance estimation
discussed, as it furthers analysis [4].
Niitsuma et. al. [5] focus on covariance and how Principal Component Analysis works
for categorical variables. The default assumption of PCA is that the collection of data
is discrete, and while it is possible to perform PCA using numerical classes, it is not
always logical. To find the correlations of categorical variables, other methods should be
used. Multinomial PCA is based on the parametric model, but still usable for categorical
cases. Multiple Correspondence Analysis (MCA) is similarly analogous. The method
introduced in the paper is called Regular Simplex PCA [5].
Connelly et. al. [6] discuss key variables in statistical modelling analyses. They focus on the reference category problem, and advice calculating comparison intervals from
quasi-variance based standard errors to better select the explanatory variables. Non-linear
associations make the interpretation of explanatory and dependent variables difficult in
regression models. However, transforming the independent variables solves the problem.
This is not to be confused with non-linear transformation of variables, which is briefly
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discussed in the paper along with intersectionality and interaction effects. Sensitivity
analysis should be performed, as there are usually many measures to select from for analysis. Evaluating what changes the results of the model gives idea for the goodness of the
model. As computing power and developments in statistical software, the analyses become more complex, sophisticated and larger, documentation of data operations becomes
increasingly necessary. With good documentation, others can replicate the research and
develop it further [6].
According to Puolamäki et. al.[7, 8], sometimes when data is visualised, the human eye
can discern patterns better than automated systems. To make this exploratory data analysis most efficient, the system used to visualise needs to account for the user’s knowledge,
give informative views and allow the user to steer the exploration. With good visualisation, patterns can be detected in a human-guided, iterative manner. Principal Component
Analysis can be used for this [7, 8].
The Likert scale, developed by Rensis Likert in 1932 [9], is widely used in social sciences
as the standard measure of subjective matters such as opinions and attitudes. It is however
considerably optimistic, either ignoring or accepting statistical assumptions. Using integer scores to scale categories can be considered as unrealistic. As an example, in an injury
scale with the categories being none, minor, moderate, severe, and fatal, the difference of
injury between none and minor is much less significant than that of severe and fatal. The
successive integers of a Likert scale would be misleading. Transforming the scale data
can yield results that better describe the situation [10].
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3

METHODS

Survey data can be considered as multidimensional, with each question corresponding
to a dimension. The FIOH survey consists of 39 questions in 13 different categories,
each question measuring a specific type of cognitive strain. It would be very useful to
figure out which question i.e. dimension holds the most information. This can be done by
dimensionality reduction.
Dimensionality reduction seeks to reduce the data such that the least information is lost.
PCA is one basic method to perform dimensionality reduction, and it has several methods
derived from it. This is why it was chosen as the primary angle of this work.

3.1

Principal Component Analysis

Principal Component Analysis is a mathematical algorithm that intends to reduce the
dimensionality of the data handled, while keeping as much variation present in the data as
possible. It could be considered as projecting data in higher dimensions to lower ones with
losing as little information as possible [11]. As the data of this work, with stress as the
dependant variable and with variables from 39 questions, could be at lowest considered
40-dimensional, it is most beneficial to reduce it to something more manageable. From
this reduced data it is possible to qualitatively select the most dominant features of the
data. PCA also transforms the data into something better suited for visualisation, which
is useful when presenting the findings of the analysis to a layman, such as a client, a
team member or a supervisor. Visualisation is also a powerful tool for exploring patterns,
as it allows to take advantage to the ease a human identifies patterns visually, even if
the pattern is too complex to model algorithmically [7]. Thus, projecting the entirely
abstract 40-dimensional mathematical object to something that can be displayed as a twodimensional picture is highly beneficial.
To put it simply, performing a PCA on a dataset yields PCs, loadings and scores. First
PC holds the most variation, the second the second most and so and so forth: these are
the axes projected onto. Loadings are values that transform the data. Scores are the transformed data. Figure 7 shows this, the loadings 10, 11 and 12 clearly yank the transformed
data points along their axis, creating a spreading along their direction. Other loadings
collectively pull the data into different directions, The loadings 10-12 are responsible for
a large amount of unique variance. As the dimensions of the data here refer to question-
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naire questions, these results mean that the answers to these three questions, while similar
to each other, behave independently from the other answers of the survey.
It should be noted that as discussed in section 2, there are different methods to better
perform PCA analogous decompositions on categorical data. However, these methods
were deemed to be outside the scope of this thesis, and it was judged best to focus on the
more used regular PCA, as well as few interesting derivative methods. While survey data
is often categorical as it gathers data from directly unrelated options such as eye colour
or job position, in the case of this work the data, as it is numerable, can be treated as if it
were discrete. The two measured values, frequency and strain, can well be considered as
points on their respective discrete axis as described in section 1.3.

3.1.1

Definition and Derivation

Let us consider a dataset X = {xj }Jj=1 ⊂ Rp . Data often has dimensions that hold
very little information. It is more efficient to showcase the data in a subspace with fewer
dimensions. It needs to be reduced without loss of information. Therefore, it is better to
look at few derived variables that have most of the information variances, correlation and
covariances give.
To get those derived variables from the dataset X, we first seek vector α1 such that the
projection of X onto the linear subspace spanned by α1 has maximal variance. In regard
to the linear function f (x) = α>
1 x, the vector α1 consists of constants α11 , α12 , . . . , α1p ,
so that
p
X
>
α1 x = α11 x1 + α12 x2 + · · · + α1p xp =
α1i xi
i=1

The next task is to find the linear function α>
2 x which both has maximum variance and is
>
uncorrelated with α1 x. So and so forth, with all linear functions being uncorrelated with
the previous ones.
The α>
k x are the Principal Components (PCs). There can be as many PCs as there are
variables, but the hope is that the variation will be explained by less. Even still, the way
this is structured, a small amount of PCs can account for a significant percentage of the
variation, and can be used for a representation that is, if not precisely accurate, good
enough.
To find the PCs, let us assume that the dataset X complies to a known covariance matrix
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Σ. (In more realistic cases where Σ is unknown, it is substituted by a sample covariance
matrix.) The kth PC is given by zk = α>
k x, where αk is an eigenvector of Σ that
corresponds to its kth latgest eigenvalue λk , and zk is the transformed data referred to
as the scores. If it is decided that αk has unit length, then var(zk ) = λk . So, vector αk
needs to be maximized in regard to
>
var(α>
k x) = αk Σαk

while following the zero correlation clause mentioned earlier. [12]
As the nomenclature sometimes varies, let it be clarified: in this work, α>
k x are the PCs,
α>
k are the loadings, and zk are the scores.

3.1.2

Toy example

Let us assume we have two-dimensional data we wish to reduce to one dimension. First,
the mean is calculated, and the data centred.
y

y

Mean

x

x
(a) Raw data plotted on the
coordinate plane. The mean
of the data is shown in red.

(b) The data is centred, such that
the mean is now on origo, and
all data points are shifted accordingly.

Figure 1. Toy data, to represent the values gathered from some arbitrary experiment.

Next, the eigenvectors of the covariance matrix of the data are calculated and plotted
(figure 2). Note that the first eigenvector is much like a line of best fit, going through the
points, and that the two eigenvectors are perpendicular to each other.
Then the data is rotated so that the higher variance axis is the first coordinate axis: Now
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y
eig1

eig2

x

Figure 2. Eigenvectors of the covariance matrix of the data, in blue. These vectors will become
the new coordinate axis, such that the first axis is along the same direction of the most variance in
the data.

the data has been transformed into the new projection. The most variance is along the first
principal component, which is aligned to the first eigenvector. The loadings indicate how
the data was transformed. Figure 3 shows that loading 2 moves the data along its direction
much more strongly than loading 1. From this we can infer that the second dimension of
the original data, that is, the y-axis, holds most variation. When looking at the original
data shown in figure 1, this is obviously correct.
P C2
Loading 1
P C1
Loading 2
(a) Biplot: new projection of the data. PCs are the
new data axis, data points are transformed to display
the most variance, and loadings show the directions
that most affect the variance.

(b) Previously two-dimensional data displayed in one dimension, with minimal loss
of information.

Figure 3. New projections: first, what the data now looks like in the new coordinate system,
second, the data displayed in one less dimension.

This, of course, is still the transformation while holding all dimension. Our task was
to reduce the two-dimensional data to one dimension. This can be done now by simply
dropping the PC2 coordinates [13].
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It ought to be clarified that in the projection that does not disregard any dimensionality,
both loadings are of equal length. Later in this work loading length is used as a metric
for importance of dimension. Do note that when dealing with real multidimensional data,
the loadings are projected into a two-dimensional image, making them shorter as some
of their own dimensionality is cut. Were the two loadings of the toy example projected
on one dimension along the PC1-axis, loading 2 would appear longer than loading 1,
showcasing its importance.

3.2

Probabilistic Principal Component Analysis

PCA, as discussed, is a well-established technique for data analysis. However, using a
probability model of PCA would be very useful, for it can better handle noise in data.
A density estimation based method would have many other advantages as well, such as:
comparison and extension to other models, dealing with missing data points, and calculating posterior probabilities for class membership when dealing with a classification problem. All of these are something desired in the kind of data analysis this work discusses.
The goodness of a model is good to estimate, survey data often is riddled with missing
values, and class membership probability reveals if a data point is behaving differently
than its supposed class companions. [14]

(a) PCA

(b) PPCA

Figure 4. PCA and PPCA compared: how the fitted line relates to the datapoints [15]

Figure 4 illustrates the difference between PCA and PPCA, demonstrating 2D data projected onto a one-dimensional line. In PCA, the data points are projected orthogonally. In
PPCA, the orthogonality is dismissed in favour of projecting near the data mean, marked
with the red dot. [15]
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3.2.1

Definition and Derivation

PPCA definition begins with a latent variable model. The aim is to relate d-dimensional
observed data vectors {xj }Jj=1 to q-dimensional latent variables {v l }Jj=1 so that

x = y(v; θ) + 

(1)

where y(v, θ) is a function of latent variable v with parameters θ = (W , µ) and  is
independent noise. If standard factor analysis is performed, the mapping y(v; θ) is linear

x = Wv + µ + 

(2)

y(v, θ) = W v + µ

(3)

which means that

The latent variables v ∼ N (0, I) have a unit isotropic Gaussian distribution. The matrix
W contains the factor loadings. The parameter µ allows the model to have non-zero a
mean, and the noise  ∼ N (0, Ψ) is Gaussian.
In PPCA we aim to estimate θ based on the data, which means estimating W and µ.
Since µ can be estimated to be the mean of the data, which makes it easy to obtain.
Estimating W is more difficult, although its parametrisation can be simplified if the data
contains some known or presupposed structure.
PPCA differs from PCA in that factor loadings W differ from the principal axes. W is
to be estimated. This can be done through the maximum-likelihood estimator, notated
W M L . It is a matrix whose columns are the scaled and rotated principal eigenvectors of
the sample covariance matrix S of the observed {xn }

S=

N
1 X
(xn − µ)(xn − µ)>
N n=1

(4)
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Because the covariance matrix cannot be known exactly, PPCA is approximate, but W M L
has to be determined to give the maximum likelihood. It is defined by

(W M L , µM L ) = θ M L := argmin θP (x|θ)

(5)

where P is the probability density.
Equation 2 implies that for the noise model  ∼ N (0, σ 2 I) a probablility distribution over
x-space for a given v is given by

2 −d/2

p(x|v) = (2πσ )



1
2
exp − 2 kx − W v − µk
2σ

(6)

The Gaussian prior over the latent variables is defined by

p(v) = (2π)

−q/2



1 >
exp − v v
2

(7)

so the marginal distribution of x is obtained in the form

Z
p(x) =

p(x|v)p(v)dv

= (2π)

−d/2

−1/2

|C|



1
> −1
exp − (x − µ) C (x − µ)
2

(8)

with C denotating the model covariance C = σ 2 I + W W > .
With the use of Bayes’ rule, the posterior distribution of the latent variables v given the
observed data x can be calculated.
Finally, the log-likelihood of observing the data is
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L=

N
X

ln{p(xn )}

n=1

=−

Nd
N
N
ln 2π − ln |C| − tr[C −1 S]
2
2
2

(9)

The maximum likelihood estimator W M L can be estimated by maximizing the log-likelihood
L. Tipping et. al. (1997) [14] give a theorem and exact form for W M L . Several algorithms exist for the maximisation. An Expectation-Maximization (EM) algorithm is a
method used. It is an iterative method for maximum likelihood estimation to find out
statistical parameters when some of the data is missing. When used here, the latent variables are considered as the missing data. While the latent values are unknown, their joint
distribution probability with the data is known. That is used in the E-step to get the titular
expectation of the complete-data log-likelihood, which is calculated with respect to the
posterior distribution of the latent variables given the observed data, as well as the current
parameter values. In the M-step new parameter values are determined. They maximise
the expected log-likelihood for complete data, and increase the likelihood of interest, unless the local maximum has already been reached. If the the maximum is not reached, the
M-step is repeated iteratively.
The detailed explanation of the probability model and the EM algorithm for PCA are
found in the paper by Tipping et. al. (1997) [14], where the EM algorithm is detailed in
appendix B.

3.3

L1-norm Principal Component Analysis

Conventional PCA uses the L2-norm, meaning it calculates distance using the Euclidian
distance. This makes it sensitive to mistakes spawning from outliers. One effective way to
fix this issue is to use L1-norm instead, in which distance between datapoints is measured
using manhattan-distance. This places emphasis on the coordinates of data points, which
in turn restrains outliers. This is known as L1-norm Principal Component Analysis (L1PCA). [16] [17]
Figure 5 illustrates how PCA and L1-PCA tend to behave. Regular PCA tries to find a
compromise with the data cloud and the outlier, which causes it to become askew to the
more uniform data. L1-PCA however, marked in green, aligns with the data cloud marked
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Figure 5. L1-PCA and outliers [18]

as a blue ellipsis, ignoring the red outlier point.
L1-PCA is robust, but it has its disadvantages. Due to being based in linear or quadratic
programming, it is computationally expensive, and it is not invariant to rotations. [16]

3.4

Classification and k-nearest neighbour

Classification is one useful method of data analysis. In some cases, the data aligns to a
neat curve, and can be represented by a simple regression model. However, this often is
not the case, and it is more accurate data points having categorical classes, even if they
originally corresponded to a continuous, numerical value. Once a class model is created,
it can be studied whether some data points behave strangely by comparing their predicted
class and actual class. Goodness of models can be estimated by comparing how many
data points they classify correctly.
Classification often involves searching for a decision surface: the border that separates
the classes when projected into a coordinate space.
k-nearest neighbour (kNN) algorithm simply compares the point of unknown class to k
points that are closest to it and selects its class as the class that is most often present in its
neighbours[19].
As the data of the work, even after PCA, does not even roughly align to a curve but rather
forms a cluster (more on this in section 4), classification is the sensible method of choice.
kNN is not as much oriented by large, comprehensive groups, but the nearby data points.
It is capable of picking out points that behave similarly at that instance.
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3.5

Data preprocessing

As with all raw data, the survey data of this work requires appropriate preprocessing.
What needs to be considered is how missing data points are handled, how the data is
scaled and if other pruning is necessary.
Due to the nature of the data, it being a survey where some questions are left out entirely if they’re deemed irrelevant to the total stress, and where the taker has the ability to
skip questions or leave the survey unfinished, the amount of missing data points is most
plentiful. As the questions are grouped in 13 cognitive processes, groups of three questions always measure the same issue: it is likely that neighbouring data points are similar.
Therefore a kNN method where the imputed value is based on k closest measured records
[20, 21] can be confidently utilised to impute the missing data.
Different data scaling was tried out, and their goodness estimated by visually looking at
their first two PCA loadings (figures provided in section 4.1). Here it was also decided if
the answers regarding frequency and strain should be considered together, separately or
joint by scaling one by the other. First the frequency and strain were tried together. When
looking at the loadings without any scaling, no clear group of strongly affecting variables
can be seen. When scaling from survey choices to the true values (as shown in tables 1 and
2) the data becomes muddled, the much larger scale of the frequency data snuffing out any
variation strain could provide. This is corrected when the strain data is multiplied by the
frequency data, and here, some separating was evident. However, this makes the meaning
of the data unclear as the frequency is now in a way twice influential. When the strain data
is considered by itself, the scaling between the survey choice and true value has virtually
no effect to the loadings. However, when the strain data is scaled by the frequency data,
a very clear separation is revealed: most variables are clustered near origo, but a decent
amount spread apart, showcasing their effect. Additionally keeping in mind that as the
strain data is heavily muddled with imputation, and scaling by frequency neatly eliminates
the effect of non-answered questions (as the question would not be asked if frequency was
zero), the strain data by itself and multiplied by frequency was chosen as the way to scale
the data.
It should be noted, that while the data where strain is scaled with frequency is treated as
the default, later it is also compared how the chosen process works with non-scaled data.
Lastly, there is an amount of data that simply is too poor in its quality to be kept. As
stress is the dependant variable, it is chosen to be mandatory: the answer sets where stress
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is not given were dropped. Additionally, if there still remain non-answered values after
imputation, it is most likely due to a very high number of non-answered questions by
that survey-taker. Therefore, the answer sets that still had missing values after imputation
were dropped.
There was also a hiccup in the imputation method that would sometimes deem the imputed
value to be something outside the range of survey choices. In these cases, the value was
simply changed to the closest actual survey choice.

Figure 6. Distribution of stress according to the survey answers. Note two distinct bumps: the
one peaking at 2-3, and the one at 7-8. In the data simplification, values 0-5 are deemed similar
and uninteresting enough to be lumped onto one group, 6-8 are distinct enough to be one group,
and 9-10 are the lest group marking very high stress.

This is how the bulk of the data is to be preprocessed. However, the response variable also
needs to be assessed. As the survey options for stress are from 0 to 10, there are 11 total
options for classes. This is both inconveniently and unnecessarily many. As the practical
interest of the work is to understand the amount of stress, to simplify the stress classes,
the stress can be divided into larger groups. As the most important points of stress are
the lowest and the highest stressors, the stress was made into three classes: the original
values from 0 to 5 as it is the least interesting group as low stress, from 6 to 8 as middle
stress as they contain the stress peak (see figure 6), and 9 to 10 as high stress. These are
what are later marked as classes 1, 2, and 3, in the order of low, middle and high stress.
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4

RESULTS

The convenience of trying out multiple methods is that where one falls short, another can
fill in the gap. It is also good to compare methods, so that in a future situation where only
one can be used, the best one can be picked.
The results focus on what the used methods can tell about which survey questions appear
to be the most of interest, and whether the different stress groups separate. If those with
high stress behave differently than those with low stress, then these behaviours reveal
which are the most significant workplace stressors.

4.1

PCA

A convenience of PCA is that once the basic premise is understood, that is, the loadings
are the vectors that yank the data to a certain direction, a layman can decipher meaning
from a visual representation. As previously discussed, the loadings are the vectors that
transform the data. Here, as specifically survey data is in question, the dimensions the
loadings are derived from correspond to the questions if the survey. This way, it can be
easily discovered which survey questions yield results that behave similarly, and which
survey questions have the most or least amount of impact.
As shown in figure 8, the data does not form visible clusters. It is visually clear that the
classes do lean into opposite directions, but do not separate with distinct decision boundaries. There is a heavy concentration of points in on the origo. This leads to different
classes simply being on top of each other.
(It ought to be noted that the heavy concentration of scores near origo is likely related to
the method of scaling discussed in section 3.5. The way the scaling is performed results
in a lot of points being zero, which would reasonably result in the PCA scaled points also
grouping by origo, the point zero of the axis.)
As mentioned in section 3.5, instead of handling stress with separate stress values 0-10,
they have been reduced into three stress classes. Figure 8 shows that the stress classes
do not strongly separate or form clusters: all classes are found everywhere. High stress
scores are on the most narrow area while low stress spreads the widest, but they are too
intermingled to separate.
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Figure 7. PCA biplot, transformed score in light blue and loadings in black. The loadings vectors
show how much and in which direction each dimension transforms the data.

Figure 8. PCA score, coloured by stress classes. High stress is bunched together, low stress
spreads on a larger field.

Let the loadings shown in figure 7 be dissected. Most notable is the array of loadings 10,
11, and 12: they are practically solely responsible for the scores widely spreading along
their axis. They are respond with the survey questions about learning new working meth-
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ods and updating ones skills. It ought to be noted that other research in FIOH supports the
hypothesis that attitude towards learning largely affects stress: when regarding subgroups
and their average strain, those with high reported stress reported learning as straining,
while every other subgroup reported it as energising.
Another group of high effect are loadings 37, 38 and 39, better displayed when projecting
PC1 and PC3, figure 9. Those are the questions about conflict, such as working with
unclear or contradictory instructions or unspoken rules of the workplace. These are the
questions that consistently are reported as highly straining to all.

Figure 9. PCA biplot, showing PC1 and PC3.

The loadings tend to group according to their cognitive process group. The notable stragglers are loading 3 and 35, questions about using foreign languages and performing in
meetings and events respectfully. Use of foreign language differs widely in frequency
and nature from the other language questions, which are about reading, writing and listening. It is also what could generally be considered a very subjective experience: while
getting to show off ones skills in a well versed language is satisfying, trying to hold a
discussion in a language one only knows the basics of is much more unpleasant. Performing in meetings is similarly subjective, it largely depends on the size and familiarity of
the audience and stakes of the presentation. It should also be noted that question 35 is
by far skipped the most, most likely because it is not part of the job profile of many and
hence, they do not have an answer that feels appropriate. This creates a gap in the data,
accompanied by errors.
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Last notable loadings are from 4 to 9, questions regarding visual comprehension and
motor-skill. These different groups behave surprisingly similarly. Here it should be noted
that while the exact profession of each survey taker is unknown, the data is gathered from
healthcare and social welfare workers. This would include many nurses and doctors who
need to perform precise operations. However, it also includes hospital office workers and
similarly different staff. Therefore, it is not particularly surprising that hand-eye coordination both shows up strongly, and that people have vastly different attitudes towards
it.

4.1.1

Scaling Effect

For the sake of interest, despite it being deemed as a poorer projection, PCA was performed to strain data that had not been scaled by frequency as described in section 3.5.

(a) Score

(b) Biplot

Figure 10. PCA of strain data, without scaling

As figure 10 shows, without scaling the stress groups lean in different directions, even
though they remain heavily overlapping. Figure 10 does not reveal any loading/question
with an effect stronger than any other. While the stress separation is initially promising,
these results are unlikely to be fruitful.

4.2

PPCA

As a probability density model, PPCA is more flexible than standard PCA. This should
improve its performance even in the presence of deviant data.
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One of the grand advantages stated about PPCA is that unlike PCA, it can create a model
even if the given data has missing values. For the sake of comparison, PPCA was performed on unscaled raw data (figure 11), scaled raw data (figure 12), unscaled preprocessed data (figure 13) and finally scaled preprocessed data (figure 14)

(a) Score

(b) Biplot

Figure 11. PPCA: Unscaled raw data

(a) Score

(b) Biplot

Figure 12. PPCA: Scaled raw data

It is evident that something is not right with the behaviour of raw data, scaled or unscaled.
Neither looks sensible, putting too much emphasis on only a few loadings. It is evident
that the dimensionality reduction has somehow failed, as the projected scores look far too
similar to how the raw datapoints map out. This dataset has too many missing points for
the PPCA method to patch over: the strain data by itself has 13.2 % of its values missing,
the frequency data 1 %.
Once the data is preprocessed, unsurprisingly the results are quite similar to the PCA
mappings. The unscaled score of figure 13 is a cloud of points similar to the unscaled
PCA score displayed in figure 10.
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(a) Score

(b) Biplot

Figure 13. PPCA: Unscaled preprocessed data

However, the scaled preprocessed data projection (figure 14), while it gives roughly the
same results as PCA, gives them even clearer. Perhaps the probability model is able to
disregard erroneous datapoints instead of slavishly trying to fit every point equally well,
and thusly provides a clearer model.
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(a) Score

(b) Biplot

Figure 14. PPCA: Scaled preprocessed data. The most informative result out of PPCA results.
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4.3

L1-PCA

For the purposes of this work, L1-PCA calculations were performed using the L1-PCA
Toolbox by Panos Markopoulos, available in MATLAB Central File Exchange [18]. As
mentioned before, L1-PCA is quite costly in terms of computing power. Therefore, an
approximate function utilising a bitflipping method was used [22].
For the most part, the L1-PCA method was not deemed as fruitful enough to warrant further delving into. Due to the nature of the data, most notable information is found through
outliers. A very large amount of the data is at the same coordinates, so disregarding those
data points that do not confirm means disregarding the very data points that show important differences. As shown in figure 15, the score plot resembles a shotgun blast: no
pattern emerges.

Figure 15. L1-PCA score, from unscaled strain data only.

However, L1-PCA shows a notable effect that scaling has on the data: While unscaled
strain data spreads the stress about evenly (figure 15), when the strain data is scaled with
the frequency data, the data points high stress corresponding to high stress gather into
a tight group by the origo (figure 16). This behaviour could possibly be used for data
prediction, as points of higher stress seem to respond much more drastically to scaling
than those of lower stress.
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Figure 16. L1-PCA score, from strain data scaled by frequency data

4.4

Data Predictability

One of the well-suited measures of the goodness of a model is how well it can predict the
given data. A predictor program was developed in MATLAB to test the findings of the
paper.
First, the data was preprocessed and scaled as described before. Then it was split into
training data and testing data, where 70 % of the data was used for training, and the
remaining 30 % for testing. PCA was performed on the training data, reducing it to
10 dimensions, as that amount of dimensions explains over 70 % of the variance. The
test data was scaled using the loadings from the PCA, to get it into the same reduced
dimension. A kNN model was created using MATLABs premade function fitcknn. The
amount of neighbours considered was selected to be 20.
The accuracy of the predictor program was 49.64 %. As the accuracy of predicting classes
by pure randomness would be 33.33 %, half of the predictions being right is not a major
improvement, but it is an improvement nonetheless.
It is concluded that this method of data prediction is too inaccurate to be largely viable.
While the use of PCA betters the classification, the classes of this data are too intermingled
to be discerned by kNN methods.
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Figure 17. Results of the data predictor

Figure 18. Amount of different classes
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5

DISCUSSION

Survey data often behaves differently than objectively measured data, and when performing data analysis, this needs to be considered. The data needs to preprocessed intelligently.
Some methods work better than others, so a suitable one needs to be chosen.
While surveys can ask for strictly numerical information, they are often used to gather data
that does not necessarily conform to numerical values. Therefore, it is important to select
the proper methods of data analysis. Numerical simplification should be performed, with
minimal distortion of the data. Other simplifications can be made to access the core of
the information, such as grouping a wide array of answers into one answer class. One can
also hope that Likert-scale data scales to more accurately present the real world meaning
of the answer. Intelligent scaling of data eases interpretation, and sometimes helps curb
errors.
Survey data suffers from missing data points more than most other types of raw data.
Some methods do not allow any missing values, which forces artificial generation of
missing data, such as by imputation. There are also other methods that do allow missing
values; however, their performance can sometimes be improved by filling in the empty
data points.
The data of this survey had many missing values, as filling a questionnaire depends on the
thoroughness of the survey taker. On top of that, in this questionnaire certain questions
were left unasked depending on previous answers (more precisely, if an event did not
occur often enough, its strain was not asked). This is a decent way to make taking the
survey less straining and cut less valuable data, but it does leave holes in the data.
The holes in the data require imputation that does not distort it. In this case, the neighbouring values could reasonably be assumed to be similar due to the grouping of the
questions. That made kNN-imputation usable.
Scaling also curbs errors from the imputations, mainly, putting the strain values to zero if
the event is rare. This is sensible; a rare event can be approximated to have no strain.
Other scaling performed was reducing the stress range from 0-10 to 1-3, and scaling the
strain values with their corresponding frequency values. The stress scaling simplifies
complex data by combining similarly behaving stress groups and better reflecting the
stress distribution trends. The strain-frequency scaling unites the two value points into
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one, effectively reducing complexity by halving the dimensionality of the data.
PCA is one of the most common data analysis methods, so it was chosen as the primary
analysis method. PCA reduces dimensionality. As this happens, the most important variables remain while the noisy ones disappear. The results also visually easy to understand.
Scaling needs to be taken into account when viewing the results, and it is prudent to
perform the analysis on both scaled and unscaled data to see how it changes the outcome.
With PCA, the scaled data produced much clearer dominant dimensions, while unscaled
data gave a clearer separation of class groups. Therefore, it is beneficial to explore both.
Looking at the results shown in section 4, one can see that the dominant questions affecting the internal variance (shown by loadings) are the ones pertaining to learning and
conflicts. Visual comprehension and motor-skill groups also arise.
These results are compatible with FIOHs earlier findings. Learning seems to foretell
stress: While most respondents find learning energising, those who find it straining trend
towards being more stressed. Conflicts correlate very directly with stress: more frequent
conflict, the more stressed the workers are. Conflict is unanimously considered straining.
Visual comprehension and motor-skill are sensible stressors considering the survey was
taken from healthcare and social welfare workers. It is not quite reliable without more
knowledge about the exact job position of the survey takers, as now it is not known which
respondents work with patients and which are office workers.
PCA has its weaknesses. It is very sensitive to outliers, and cannot function at all if all
data points are not there. The data of this work required imputation to fill in missing
values, and contained enough outliers such that the results seemed somewhat uncertain.
Therefore it was necessary to try other methods.
PPCA is a probability density based model of PCA. Unlike PCA, PPCA can handle data
with missing values, and therefore can be used without imputation methods. It does have
its limits however, as the data of this work evidently has too many missing values to patch
over.
PPCA is less sensitive to noise, which is shown by the same results gained from PCA
being even clearer: again, the loadings pertaining to learning, conflicts, visual comprehension and motor-skill arise as dominant. It could be considered the best of the methods
tried in this work.
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However, it did not solve the separation problem of the class clouds being on top of each
other. It is also more computationally expensive.
L1-PCA is less sensitive to outliers than regular, L2-norm based PCA. However, this
method is not always effective in bringing out trends. In survey data there is likely to be
ample data that clusters together, and actually deviating data points are the ones that are
of interest as they reveal the trends the masses hide. Here the L1-PCA results were less
informative than previous results of both PCA and PPCA.
Based on this experience, it can be said that it is prudent to attempt several means of data
analysis, and compare their results. If different methods yield same results, this increases
confidence. Different methods can also cover weaknesses in each other, giving a more
comprehensive picture about the nature of the data.

5.1

Future Work

The scope of this work was limited to PCA and PCA derived methods.
A larger amount of data could also be processed, as well as data with more precise foreknowledge: not being able to separate answers of different job types made the results
unnecessarily mixed. Data could be sectioned by other means as well, e.g. according to
answer mean and variance. This would show if certain types of people are affected by
different types of cognitive strain.
It would be interesting to attempt other kinds of data analysis, such as deep learning
methods.

39

6

CONCLUSIONS

The aim of this work was to analyse the survey data regarding cognitive ergonomics, and
to see if this analysis produces new information, and if it is in line with FIOHs earlier
research.
Survey data often tries to measure ”soft” values such as feelings and experience, which
cannot be measured by objective numerical values. Cognitive ergonomics, as a field
mostly researched through the subjects experienced stress, strain and energising effects,
falls under this category. Therefore, the data gathered through survey needs to be handled
with care. For the purposes of this work, it was deemed necessary to use numerical simplifications. With the data regarding frequency, this is simple, as how many times something
happens in a timespan is easily quantifiable. The experience of strain and energising is
more complicated: they were simplified here as opposite numerical values.
With present values considered, missing values needed to be handled. Imputation via a
kNN method was chosen, for many methods of data analysis suffer or do not work at all
if there are missing values. The data was also scaled to handle the two different metrics
as one cohesive unit.
PCA was chosen as the primary method of analysis. The data dimensions of a survey
correspond to the survey questions, and through dimensionality reduction it can be seen
which questions have the biggest effect on the internal variance. It was observed that there
were still shortcomings in the results such as poor separation of classes.
PCA derived methods were tried to make up for the shortcomings of PCA, as well as increase result confidence. PPCA is unbothered by missing values, however, there were too
many for unimputed data to yield meaningful results. However, it was able to showcase
the same results as PCA even more clearly. L1-PCA is less error-prone to outliers, but in
the case of this data, the outlier values seem to contain much information.
From the analysis the following types of cognitive ergonomic factors arose as most important stress contributors: learning, conflict, visual comprehension and motor-skill. These
results are both sensible and in line with FIOHs other research. It seems that those who
experience learning new things positively are less stressed, and those who experience
many conflicts in their work environment are consistently more stressed. Visual comprehension and motor-skill likely arise because the survey takers were healthcare and social
welfare workers: nurses and doctors need high coordination to perform their job.
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