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Digital advertising has become ubiquitous thanks to the broader usage of mobile de-
vices. Hence, advertisers require robust tools to optimize campaigns by distributing
videos with high conversion rates. This work approaches the video conversion rate per-
formance as a classification problem by studying the application of artificial neural net-
work architectures and transfer learning for video classification. The research explores
recent academic methodologies. Furthermore, the investigation undertakes multiple
experiments with extended image classification networks, recurrent neural networks,
and novel 3-dimension convolutional neural networks. In like manner, analyzes audio
cues to find a possible correlation to video performance. Finally, the study compares
and analyzes relevant evaluation metrics, like accuracy, sensitivity, and specificity, from
a business perspective analyzing in-depth operational and financial risks. The proposed
framework achieves significant results, over 69% of accuracy, demonstrating that it is
feasible to apply deep neural networks to classify the video performance; it also opens
alternatives to improve the models’ performance and builds the foundation for more
research in an exciting topic.
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Chapter 1

Introduction

1.1. Background

Marketing has been evolving significantly during the last couple of decades, thanks to

the digital revolution. Thereupon, mobile advertising campaigns are created to gener-

ate awareness similar to traditional advertising with the advantage of a more accurate

measurement of conversion. As a result, software developers rely on ads campaigns

to expose their apps to potential users, hence new installs and loyal customers willing

to invest in their applications. This process is known as User Acquisition (UA) and

represents an essential portion of the mobile business budget.

In the gaming industry context, User Acquisition objectives include growing player

base by continually gaining new players and retaining users into their games, meaning

players who also keep playing the games over time. These two goals are measured by

funnel conversion rate (fCVR) and retention key performance indicators, respectively.

UA campaign implementation involves multiple steps, especially the deployment of a

collection of creatives (video ads) across several channels, which is what we are focusing

on in this project. To emphasize, this process includes defining a concept, developing

the idea into a creative, testing the creative and some variants, and finally, distributing

the creatives through ads networks; indeed, the final step requires allocating budget

among a variety of networks.

Nowadays, ads networks control most of the UA flow, namely, deciding the distribution

channels, defining potential target users, recurrence of each creative, and operative

variables like frequency of showing the creative to users. On the other hand, game

studios manage completely the creative design, experimentation, and production, which

leads us to the main topic of interest, analyzing the creatives’ data to fine-tune and
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CHAPTER 1. INTRODUCTION 8

improve UA campaign decisions.

Usually, creatives are a video stream between 15 to 30 seconds long, containing game

footage, game-related visuals like characters and colors, and audio. Our interest is to

extract the clip’s underline content without the need to detail objects frame by frame.

Leveraging with machine learning tools and particularly deep neural networks, video

classification has been researched actively lately [41], to enumerate, extending state-of-

art image classification neural networks architectures [23], developing 3D convolutional

networks like Ji et al. [20], setting a two streams network for static and motion informa-

tion [19] [9] [59], adding Recurrent Neural Networks (RNN)/Long Short Term Memory

(LSTM) networks to take into account temporal dynamics [57] like the work of Li et

al. [30] and Wu et al. [59], and finally analyzing audio clues beside static images and

motion [58].

Altogether, this extensive framework can become a starting point to classify if the

creative will attract a fair amount of new users or not; with this in mind, we can

evaluate and rank our creatives to enhance campaign performance and facilitate UA

team operative.

1.2. Statement of the problem

In the mobile game industry, similar game concepts coexist in the hundreds. Under

those circumstances, getting to expose your game has turned to be extremely challeng-

ing; frequently bringing new ideas is a must and only the most ingenious survives.

The UA process requires innovation always, astounding viewers to persuade them to

become gamers. First, the creatives flow starts from defining an idea and iterate until

establishing a robust concept. Consequently, the artists yield into a collection of frames

with visuals and audio, which is called a creative. Meanwhile, the UA campaign is set,

and the creatives are ranked based on expected performance and then deployed into

different networks.

Besides analyzing historical metrics when the creative is recycled, determining the
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new expected performance is a blind task. For instance, Facebook network offers a

test environment to rank campaign creatives before being deployed on their platform

and with a premium cost attached. Moreover, other networks do not provide this

type of service, making the creative budget allocation a risky job where thousands

of euros are spent daily. Without an a-priori expected performance, it is likely to

assign unnecessary spend budget to a specific creative while lacking funds to a better

performer one. Simultaneously, the task force is monitoring and rebalancing the spend

allocation on the go, which leads to an increase in the opportunity cost.

Having the possibility to predict the potential performance or classify the creative

if it will perform well or not will be a big step forward in improving UA campaign

management, not to mention, generate inherent savings as a whole. Besides, the team’s

talent can be distributed to more valuable duties.

1.3. Objectives and delimitations

Throughout this thesis, the objective is to answer the following questions:

1. How feasible is it to apply a compounded deep neural network to classify the

creatives’ performance?

2. Does sequential models, like RNNs, improve creatives’ classification accuracy?

3. Does the creative audio queues influence users to install the game?

With attention to extracting pre-trained features and transfer learning, we look for-

ward to evaluating the creatives; likewise, we will assess the models and determine

their suitability to become a useful tool, and the need for additional research is also

determined. This thesis will focus on modeling creative performance as a classification

problem by experimenting with deep network and RNN methods. Other than neural

networks type classifiers, and regression analysis solutions are left outside this study’s

scope. Object detection, object motion, or captioning video are left outside the scope

of this work too.
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1.4. Structure of the thesis

The thesis is organized as follows. Chapter 2 will go through reviewing academic

experiments to classify video, building the support of this project. Chapter 3 describes

computer vision concepts related to video, provides a background in convolutional

networks and temporal dynamic models. Chapter 4 outlines the applied methodology

in the experimentation phase. Chapter 5 will illustrate the experiment starting from

data preprocessing, explaining the followed process, exhibiting the results, and narrate

the evaluation of the findings and discuss future research. Lastly, Chapter 6 will state

the conclusions.



Chapter 2

Literature Review

This thesis aims to find ways to classify video based on the content itself instead of

feature design. For this reason, we framed our literature coverage to applications of

neural networks and excluded previous classification methods, notably, handcrafting

features and SVM classifiers [23][64]. That is to say, the selection criteria wrapped

keywords such as, computer vision video analysis, video classification, optical flow

analysis, action recognition, deep action recognition, deep learning video, convolutional

neural networks video applications, and video frame analysis.

Initially, 20 research were filtered by reading the title and introduction section; next,

encouraging articles were assessed by the conclusion part as well. In the same fashion,

we also reviewed promising experiments referenced in some of the initially selected

articles, ending up with 10 relevant articles. Equally important, the tools used were

LUT University PRIMO library - ieeexplorer database, and Google Scholar ; similarly,

the considered publishing dates range from 2015 and onwards.

Video classification has been a challenge research topic in the last couple of years [20]

[55] [23] [58] [57] [59] motivated by recognizing human actions like playing a musi-

cal instrument or running [30], or complex events like a birthday party or cooking[59].

Real-world applications, as Ji et al. [20] and Wu et al. [57] mentioned, are video surveil-

lance, shopping behavior, video retrieval, and online advertising, to name a few.

2.1. Convolutional networks for action recognition

There have been multiple attempts to extend promising CNN image classification ar-

chitectures into video tasks. However, opposite to images, the results were less than

expected. One reason behind was that image task CNNs extract features in the static

space and do not consider the motion variable. Karpathy et al. [23] tackled this issue

11
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by analyzing a stack of consecutive frames in a small time interval to understand local

motion. Ji et al. [20] introduced a 3D convolution CNN that captures features from

spatial and temporal dimensions by creating data from contiguous frames, convoluting

them separately, and merging them to develop a final feature which connects the frames

in the previous layer, thus capturing motion. The results outperform 2D CNN archi-

tectures over action recognition benchmarks of surveillance video, although increasing

the required computing power.

Tran et al. [52] experiments with several spatiotemporal convolutions and illustrate ad-

vantages by applying 3D CNNs. First, the research develops a 3D ResNet architecture

outperforming 2D counterpart. Eventually, it designs a model that decomposed the

3D convolutional filters into a 2D spatial convolution, and a 1D temporal convolution,

alternating between them across the network. All in all, the model enables better

optimization, thus improving accuracy over previous 3D convolutional model.

2.2. Two-stream convolutional network

Feichtenhofer, Pinz, and Zisserman [9] introduces a two-stream architecture that cap-

tures a spatial stream and temporal stream separately; the former extracts features

from single frames while the latter understands motion from multi-frame optical flow.

Finally, adding a 3D convolutional layer for merging after experimenting several fusion

methods, especially testing how to fuse the two streams, where to fuse the networks,

and lastly, how to fuse them to undertake the classification task. The proposed novel

architecture improves previous benchmarks results without sacrificing much the num-

ber of parameters.

Zheng et al. [64] proposes a deep ensemble machine (DEM) based on a two-stream

architecture. The novel framework extracts spatial and temporal features by VGG and

convolutional 3-D CNN due to their robust extraction potential. The networks output

high dimensional features, which both are randomly extrapolated into a lower dimen-

sion space. Moreover, the model sets an ensemble of classifiers to reduce unessential

features and keep relevant information. Furthermore, the model suggests a rectified

encoding layer, which works as an activation layer that reduces the classification above

results’ redundancy. The model brings improvements to UCF101 and HMDB51 bench-
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marks, reducing computational resources due to lower dimensionality in the architec-

ture.

Wang et al. [55] extends a two-stream CNN architecture inspecting pre-training, regu-

larization, and data augmentation; and develops a method named “temporal segment

networks (TSN)”. The model tackles capturing long-range temporal structures to com-

prehend better video information by limiting consecutive frames and includes a sparse

sampling strategy by clipping snippets over a long sequence. Lastly, it aggregates the

classifications by a segmental structure; and reduces the need for large samples to train

the model. As an illustration, the model divides the video into three equal-length seg-

ments throughout the whole video; next, it samples a short snippet for each segment

and models spatial and motion using “Inception with Batch Normalization” CNN ar-

chitecture yielding class scores, respectively. Further, the three resulting spatial and

motion scores, similarly, are aggregated. In the final step, Softmax function calculates

an ultimate probability prediction for each class. The model can achieve relatively good

performance by the same token while reducing computational resources when analyzing

long videos, improving previous attempts using a pre-defined sampling interval.

2.3. Temporal structure models

Wu et al. [57] and Pham et al. [41] illustrate the potential benefits of using recurrent

connection structures to model temporal dynamics in video. Wu et al. [59] proposes a

hybrid framework that uses two CNNs, initially extracts spatial and short-term motion

optical flow features, followed by a network to fuse the obtained features. Furthermore,

the previously captured features are run through separate LSTM networks to grab a

long-term representation. Lastly, by combining outputs from the LSTM sequence net-

works and the first fused features, the model produces a final classification. This

framework’s novelty approach is the use of separate LSTM networks for spatial and

short-term motion to take into account temporal frame orders. The research compares

multiple experiments deriving compelling results. The framework shows improvements

when analyzing just spatial features applying CNN and LSTM networks; in contrast,

analyzing just motion similarly with CNN and LSTM, which show lower results. Then

again, blending spatial and motion networks boost considerably the performance of the

model in two benchmark datasets, namely UCF-101 and CCV. Those results demon-
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strate the importance of considering long-term temporal clues in addition to spatial

and short-term into a video classification model.

Li et al. [30] reveals that the video classification task requires precise visual content

analysis such as the context, motion, and temporal transitions from previous frames

combined all together. The suggested LSTM model addresses all video effects con-

currently and exposes improvements on treating properties separately. Initially, the

proposed convolutional Attention-LSTM (ALSTM) architecture extracts an image rep-

resentation as a convolutional feature map from a sequence of frames using a CNN; thus,

the feature keeps spatial information of the input frames. Then, opposed to standard

LSTM or ALSTM where inputs and outputs are vectorized, it runs a convolutional

operation in the LSTM model proceeding a 2-D attention map, which consequently

maintained the spatial structure over time by calculating an element-wise product be-

tween the feature and attention map. It is important to note that motion information

characterizes a relevant role in the attention map; thus, a convolutional ALSTM net-

work is used with optical flow images as inputs connecting to the hidden state from the

top ALSTM as input. Hence, the motion attention map is conditioned by the current

frame at a given time. Altogether, the model yields a classification for each frame,

meaning, video is handled frame by frame and not the whole at once, and then average

the predicted classes.

Wu et al. [58] came up with a multi-stream framework to address videos as multimodal,

including static visual, motion, and auditory clues. In the first place, appearance in-

formation is modeled by treating raw frames through VGG 19 deep architecture; sec-

ond, short-term motion using optical flows as inputs into a variant of AlexNet named

CNN M. Then, the extracted features by the CNNs, namely static and motion, are

fed into separate two-layer LSTMs, respectively, to represent long-term information.

Complementary, another CNN M network analyzes audio by inspecting the audio spec-

trogram; lastly, to achieve the final prediction, it fuses the network by learning weights

of the different streams. Overall, the framework results are relatively comparable to

Wu et al. [59] and Yue-Hei Ng et al. [61], where separated networks have less predictive

power than fusing all networks to a final prediction.

Previous experiments mentioned above explored in detail static frames demonstrating

good performance overall; however, recent studies have considered motion reaching to

considerable improvements altogether. Even though the video is an ordered sequence
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Framework UCF-101 CCV HMDB51

Yue-Hei Ng et al. [61] 88.6 n/a n/a
Wu et al. [59] 91.3 83.5 n/a
Wu et al. [58] 92.6 84.9 n/a

Feichtenhofer, Pinz, and Zisserman [9] 92.5 n/a 65.4
Li et al. [30] 89.2 n/a 56.4

Wang et al. [55] 94.2 n/a 69.4
Zheng et al. [64] 91.6 n/a 64.9

Tran et al. [52] 97.3 n/a 78.7

Table 2.1: Models accuracy percentage among benchmark datasets. For detailed description
about the datasets refer to Wu et al. [57]

of frames, unlike speech and text where RNN modeling has exhibited state-of-art per-

formance, video classification has illustrated similar or even less performance than

static and motion counterparts. Nevertheless, combining at the same time all three,

namely, static visual, motion, and long-term temporal dynamics, have indicated rel-

evant enhancements on known benchmarks, not to mention the potential to append

audio features too.

Our research will take a closer look at embracing appearance visual, motion, and tempo-

ral dynamics, and will analyze the impact of audio and investigate how a classification

framework could help us evaluate the potential conversion rate of the creatives. Ta-

ble 2.1 shows a comparison of the discussed above approaches with large benchmark

datasets such as UCF-101 that includes 13320 videos with 101 classes, HMDB51 that

contains 6,766 videos with 51 classes, and lastly CCV that holds 9317 videos with 20

classes



Chapter 3

Background

Video classification is one of the main problems in computer vision. Inspired by image

classification tasks, advances in computational algorithms, and computing power, novel

neural networks have increased its popularity to solve such problems. Subsequently, we

will cover the most commonly used methods, including convolutional neural networks

and recurrent neural networks, particularly short long-term memory. Moreover, we

will discuss relevant concepts to the experimentation phase methods, namely, transfer

learning, optical flow, and audio spectrogram.

3.1. Artificial Neural Networks

Inspired by biological organisms, Artificial Neural Networks (ANN) is a mathematical

model inspired by biological brain neural networks [27]. Artificial Neural Networks con-

sist of a composition of interconnected computational units, perceptrons, on a network

structure; weights define the connections between perceptrons [14]. Neural networks

use consists of solving computer-based problems finding the corresponding weights that

connect the input features with the correct outputs. The net activation of a perceptron,

Figure 3.1: Perceptron: 1) calculates the weighted sum of its inputs; 2) the result is fed into
a nonlinear activation function f(·)

16
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Figure 3.2: Basic neural network structure

a.k.a neuron, is defined as:

vj =
I∑
i=0

xiwji = wT
j x (3.1)

where wji is the weight from input i to neuron j. Then, the net activation result is fed

into an activation function:

yj = f(vj) (3.2)

where f(·) is a nonlinear activation function. This calculation from inputs to final

outputs is referred as Feedforward operation.

Neural networks can have different structures, whose descriptions are not part of the

scope of this project. However, a basic arrangement can be defined as:

• perceptrons are connected without loops

• No connections within a layer

• Layers are fully connected to the preceding and following layer

In a supervised learning context, there are two phases [46], learning and execution

phase. The learning phase consists of taking the inputs from the training set and

fine-tune the weights to reach a defined classification. The difference of the network’s

returned output and the ground truth of the features is measured by the Loss Error

function. The execution phase, or feedforward, takes inputs and calculates all hidden

values in a forward manner until computing final output.
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Moreover, the error function can be minimized to find the network’s optimized param-

eters against the desired outputs. Standard error loss functions are the sum of squared

error (SSE) and Cross-Entropy (CE). Hence, calculating the gradient of the error loss

function concerning the network weights will improve the network performance.

SSE = J(w) =
1

2

N∑
i=1

‖yi − ŷi‖2 (3.3)

CE = −
N∑
i=1

yi log(ŷi) (3.4)

3.1.1. Backpropagation

Backpropagation algorithm, computes the loss function’s gradient for the network

weights by applying the derivatives’ chain rule. Calculating the gradient for a given

weight and adjusting the value of the parameter can be expressed as:

wrj (new) = wrj (old) + ∆wrj

∆wrj = −ρ ∂J
∂wrj

(3.5)

where ρ is the learning rate between 0 and 1, at which the weights adjust their values.

The backpropagation computes the gradient by iterating layer by layer, starting from

the output layer towards (backward) the inputs. Ultimately, the backpropagation

algorithm can be summarized as:

1. initialize weights to random values

2. feedforward the network to yield network outputs

3. starting from the output layer, calculate the gradient for each weight in each layer

4. update weights with the adjusted value

5. return to step 2 and iterate until error is minimized or the number of iterations

is reached
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By the end of the algorithm, each weight is changed towards minimizing its own error

[33], hence, after achieving the minimum for all weights, the networks is in equilibrium.

By the end, the algorithm will adjust the weights until it generates a small error.

3.1.2. Learning rate decay

In equation 3.5 we introduced the learning rate parameter. As the name implies, the

learning rate defines the rate, or speed, at which the model weights are updated toward

a global minimum of the loss function [28]. It is known that adjusting the learning rate

during the training phase can influence the performance [38]; if the learning rate is low,

the network will take a long time to converge to optimal loss [28]. On the other hand,

if the weight adjustments are high, the back-propagation algorithm will take significant

steps missing the minimum and not converging [34].

With this in mind, the learning rate can be defined as a dynamic parameter decaying

down the training iterations. In other words, setting a relatively high learning rate

when initializing the training phase will permit the network to get close to the optimal

minimum [28]; yet, when the loss function is around the minimum, reducing the learning

rate will allow the back-propagation algorithm to avoid bouncing around the optimal

solution [34].

In a generalized manner, we can name three learning rate decay methods [12] [34].

Step decay: Reduce the learning rate every few epochs. Standard algorithms like

reducing it by a constant when there is no loss improvement or decreasing the value

every fixed number of epochs fall in this category.

Exponential decay: decrease the learning rate following an exponential representa-

tion α = α0e
−kt where α0 is the initialized learning rate value, k is a hyperparameter,

and t in the epoch number.

Inverse time decay: the learning rate decay follows α = α0

1+kt
.

It is not the scope of this project to detail some of the learning rate decay methods;
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still, we will take a closer look at the Learning Rate Decay On Plateau method that is

the one we applied in the experiment.

The learning rate decay on plateau follows a step decay method by reducing the

rate against the cease of development of an evaluation metric. In general, when the

network stops learning, it can resume by reducing the learning rate. The method

follows a metrics, for instance, loss value or accuracy, throughout a predefined number

of iterations called “patience”; if there is no progress on the metric, the learning rate

is affected by a fraction. The algorithm’s idea is to improve the optimization when

the loss function is located in a local-minimum; by decreasing the learning rate, the

optimizer can get closer to the global minimum.

3.1.3. Optimizer

The optimizer is set to minimize the loss function; therefore, it can solve a classification

or regression problem [35]. Training a network implies an optimization problem with

respect to the network weights. In subsection 3.1.1 we described the back-propagation

algorithm. However, some modifications have been proposed, and improving the learn-

ing efficiency is still an area of research [34]. We will briefly describe standard optimizers

[34]; additional mathematical details can be found in [44] and [25].

Batch gradient descent: We have briefly describe the back-propagation algorithm,

which uses batch gradient descent. Batch gradient descent calculates how the weights

should be updated based on the loss function’s first-order derivative. As mentioned

in the previous subsection, the learning rate defines how big the steps are towards

the minimum [44]. The optimizer calculates the loss function gradient for the whole

training dataset. Even though it is easy to compute and implement, it can take a long

time to converge and require more memory for the gradient calculation if the dataset

is too large.

Stochastic gradient descent: In contrast to Batch gradient descent, stochastic gra-

dient descent (SGD) updates the weights of every training sample [44]. Consequently,

loss function and parameters fluctuate, increasing the variance. Given this, SGD ben-

efits combined with a learning rate decay. SGD reaches a local minimum faster than
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batch gradient descent; however, it may skip global minimum [44].

Mini-batch gradient descent: Conversely, mini-batch gradient descent updates the

parameter every mini-batch, blending previous gradient descent variants. The weights

and loss function have less variance but requires the definition of the hyperparameter

batch size [44].

Momentum: Momentum optimizer uses exponentially weighted averages of the gra-

dient to update the weights [34], in particular, adds a fraction of the previous update

delta to the current weights alteration [44]. Therefore, the momentum optimizer al-

gorithm reduces the parameters and loss function variance. On the other hand, it

requires selecting an additional hyperparameter, momentum factor γ; the typical value

is around 0.9 [44].

Adaptive Moment Estimation (Adam): Adam computes adaptive learning rates

for each weight [25]. Additionally, Adam calculates exponentially weighted averages

of the gradient as the Momentum optimizer [12] and computes momentum of second-

order, variance [44]. As a result, the update is slow down to avoid jumping the global

minimum. Similar to optimizer mentioned above, Adam requires definition of ad-

ditional hyperparameters [44] [12] [34]. During the experimentation phase of this re-

search, we decided to use Adam optimizer following the recommendation by Michelucci

[34] and Ruder [44].

3.2. Convolutional Neural Networks

CNNs are a type of deep neural network, a multilayer perceptron, meaning, fully con-

nected networks. Image analysis tasks are commonly modeled by CNN thanks to their

capacity for learning image features [11]. Indeed, finding image features have become

the most appropriate way for image recognition problems.

One advantage of CNNs is its end-to-end architecture, specifically learning features

with little preprocessing required. In particular, CNNs hidden layers consist of several

convolutional layers, a pooling layer, an activation layer, and fully connected layers.
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3.2.1. Convolutional layer

Filters or kernels, are an essential component of CNNs [34]. Convolutional layers are a

set of layers, or filters, build on the convolution operator. The convolution’s goal is to

extract features from an input image; the filters can detect edges, blur, or sharpen an

image. It is important to note that convolution keeps the spatial relationship between

pixels using small squares of the input image. The resulting matrix after overlaying the

filter on top of the image is called the Feature Map. The convolutional layer consists

of the following operations [34]:

1. element-wise multiplication at some location

2. sum up the element-wise multiplications

3. repeat for each location

Figure 3.3 explains the mathematical operation.

In the definition of the architecture, one needs to set the number of filters and size.

Each filter yields a feature; hence the more filters our network has, the more extracted

features we get from the image; thus, the network will understand other patterns.

Finally, during the training phase, CNNs learn the filters’ parameters [1].

3.2.2. Pooling layer

Images have multiple pixels, and is frequent to find neighboring pixels with similar

values. In the same fashion, convolutional layers will output pixel values with alike

surrounding pixels, meaning, and redundant information. The way CNNs deal with

this is by reducing the size of the input by pooling values together [36]. Usually, pooling

layers are made by calculating the average, maximum, or sum of the neighborhood [1].

As an illustration, pooling can reduce dimensionality, therefore fewer parameters to

compute; additionally, it makes the network tolerant to small distortions [24]. Figure

3.4 explains the three functions.
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Figure 3.3: Convolution operator

3.2.3. Activation layer

The activation layer adds non-linearity to the output of the convolution. Currently,

most CNNs use a rectified linear unit (ReLU) as an activation function, since CNNs

train faster than other activation functions [16] [57]. Other standard functions are

sigmoid function and hyperbolic tangent [14].

Rectified Linear Unit (ReLU)→ f(x) = max(0, x) (3.6)

Sigmoid function→ σ(x) = (1 + e−x)−1 (3.7)

Hyperbolic tangent→ tanh(x) =
e2x + 1

e2x − 1
(3.8)
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Figure 3.4: Pooling operation

3.2.4. Fully connected layer

Lastly, the final objective of the network is to give probabilities to the classes. After all

convolutional, activation, and pooling layers, the ending features activations are fully

connected to neurons representing the number of classes. In other words, CNNs stack

a neural network which objective is to extract features from the images, and on top a

classifier neural network [24], which is represented by the fully connected layer.

Figure 3.5: Fully connected classifier layer

3.3. Recurrent Neural Networks

CNNs have demonstrated good performance for extracting spatial features [21]; how-

ever, their connections lack cycles, meaning each class score is independent of the

previous one and the next to come [13]. With this in mind, CNNs alone are short

from sequence prediction problems, notably, text, speech, and video labeling. Recur-

rent neural networks (RNN) are a type of neural network designed to explore temporal

information by introducing cyclical connection structures to store information from

previous inputs [14]; in other words, memory. Moreover, the input is a sequence of

data [5], and the output at a given time depends on the previous state in a sequence
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[3].

One of the benefits of RNNs is they have flexible length size as both inputs and outputs

[31], for instance:

1. one-to-many: An input mapped to a sequence (e.g. captioning from image)

2. many-to-one: A sequence as input mapped to a class (e.g. sentiment analysis)

3. many-to-many: A sequence as input mapped to a sequence as output (e.g. ma-

chine translation)

Figure 3.6: Illustration of RNN

RNNs update the hidden state h at any given step t by using previous hidden state

ht−1 and input xt. Followed by calculating the output yt using ht.

ht = f(wxhxt + whhht−1 + bh)

yt = whyht + by
(3.9)

Where f(·) is any activation function, where wxh , whh , why are the weight matrices

connecting two different units, and bh and by are biases.

Long Short-Term Memory

Long short-term memory (LSTM) are a common type on RNNs that preserve memory

in gated units to learn long time dependencies [31], one of the significant limitations of

traditional RNNs. The past information runs into a memory cell that is controlled by

non-linear gates [54].
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Figure 3.7: Structure of an LSTM unit

Besides, LSTM overcome vanishing gradients [31], which refers to the gradient being

so small that the weights are unable to update its value during the backpropagation

phase, meaning stop learning. This advantage allows LSTM to learn from memories

that occurred several times steps before [22].

To clarify, LSTM receives a sequence of features (x1, x2, ..., xT ) and maps to an output

labels (y1, y2, ..., yT ) by calculating activations of the units recursively from t = 1 to

t = T . At a given time t, the memory cell ct, output gate ot and hidden state ht are

define as:

ct = ftct−1 + it tanh(wxcxt + whcht−1 + bc) (3.10)

ot = σ(wxoxt + whoht−1 + wcoct + bo) (3.11)

ht = ot tanh(ct) (3.12)

where wxc is the weight matrix from input x to memory cell c, whc from hidden state

h to memory cell c, wxo from input x to output gate o, and wco from memory cell c

to output gate o; similarly, bc and bo are the biases of memory cell and output gate,

respectively. Lastly, the input and forget gates are determine by:

it = σ(wxixt + whiht−1 + wcict−1 + bi) (3.13)

ft = σ(wxfxt + whfht−1 + wcfct−1 + bf ) (3.14)

where σ is the sigmoid activation function, wxi is the weight matrix from input x to

input gate i, whi from hidden state h to input gate i, wci from memory cell c to input

gate i, wxf from input x to forget gate f , whf from hidden state h to forget gate f ,

and wcf from memory cell c to forget gate f ; bi is bias of input gate i and bf is bias of

forget gate f .



CHAPTER 3. BACKGROUND 27

By analyzing equation 3.10, we can notice the memory cell stores information con-

trolled by previous memory cell ct−1 and the activation of the forget gate ft, and input

controlled by the input gate; in other words, the network learns to forget previous

information or comprehend new one. Important to notice, the gates implementation

increases the number of parameters; hence more computation is required difficulting

the training process [39].

3.4. Transfer Learning

CNNs have demonstrated great accuracy in classification tasks [41]; however, they

required a large amount of data to be appropriately trained [40]. Several architec-

tures had been trained with benchmark datasets of millions of images and large-scale

classification tasks. Thus, we can use a pretrained model to extract features from a

customized dataset and train the classifier against the respective labels [40].

To put it briefly, given a model trained in a related generic dataset, like images, we can

use the learned feature maps as a starting point. With this intention, two approaches

can come to mind: 1) use the pretrained model as a fixed feature extractor; meaning, we

can extract features from a new dataset with the pretrained network follow by adding a

new classification layer with the new classes. Then, train from scratch the classifier on

top of the extracted features. 2) optionally, we can fine-tune the pretrained model and

the new classification layer, meaning, giving a jumpstart to the model [51]; thus, the

model will be adapted toward the input and labels of interest, and more meaningful,

reducing the spent time learning.

As mentioned above, popular architectures are used as base models for transfer learning;

we will discuss the most commonly used in computer vision tasks.

• VGGNet: proposed by Simonyan and Zisserman [47], VGGNet has two versions

differentiated by the number of layers, 16 and 19, respectively. Before VGGNet,

the previous deeper network had eight layers (AlexNet). This incremental update

improved the accuracy by using small convolutional filters. The network is trained

against ImageNet database with 1000 labels and more than a million of images
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[47].

• GoogLeNet: proposed by Szegedy et al. [50], also referred as Inception, in-

crease depth to 22 layers while not punishing computational power. The network

is pretrained on ImageNet dataset as well; in addition, it has a pretrained version

on categories such as park, lobbies, or runways, from Places365 dataset. Fur-

ther extensions have been made, namely BN-Inception-V2, Inception-V3, and

Inception-V4.

• ResNet: proposed by He et al. [15], the residual learning framework increases the

network to 18, 34, 50, 101 and 152 layers by adding gated units - Skip Connection

-, and batch normalization.

All in all, transfer learning helps us optimize models by improving performance while

reducing computational power, given the fact that the features formerly learned are

generalize.

3.5. Optical Flow

Optical flow shows the motion of pixels between two consecutive frames. Optical flows

can describe the movement of an object or the camera; therefore, it can illustrate in

the image the location of the motion and even the velocity [62]. Currently, multiple

methods exist to estimate motion [56]; most of them use the intensity of a pixel over

time [32]. Its calculation is mainly a differential operation [4], making it sensible

to noise and illumination. Nonetheless, it is a fundamental concept in applications

like surveillance, vehicle traffic analysis, and human action recognition, among other

machine vision algorithms.

The optical flow calculation assumes that pixel intensity does not change between the

frames, and neighbor pixels have similar motion. As a synopsis of the logic underlying

optical flow, a pixel from a frame at time t can be expressed as I(x, y, t) where I

represents intensity, x and y represent height and width location, respectively. Next

frame is taken at t + ∆t time, specifically, pixel have shifted (∆x,∆y,∆t). Based on
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the above assumption, intensity can be written as:

I(x, y, t) ≈ I(x+ ∆x, y + ∆y, t+ ∆t) (3.15)

Then by Taylor series approximation, we can say [32]:

I(x+ ∆x, y + ∆y, t+ ∆t) ≈ I(x, y, t) +
∂I

∂x
∆x+

∂I

∂y
∆y +

∂I

∂t
∆t

∂I

∂x
∆x+

∂I

∂y
∆y +

∂I

∂t
∆t ≈ 0

then, dividing by ∆t,

∂I

∂x

∆x

∆t
+
∂I

∂y

∆y

∆t
+
∂I

∂t

∆t

∆t
≈ 0

thus,
∂I

∂x
u+

∂I

∂y
v +

∂I

∂t
≈ 0 (3.16)

where u = ∆x
∆t

, v = ∆y
∆t

are components of the optical flow of I(x, y, t). Equation 3.16 is

the Optical Flow equation, where (u, v) are unknown parameters. Several methods

solve equation 3.16; for the case study of this project, we used Dense Optical Flow,

which uses the Gunner Farneback’s algorithm detailed in [8]. Figure 3.8 visualizes

optical flow. Indeed, motion detection systems have benefited by analyzing optical

Figure 3.8: The optical flow describes the movement. Notice the broken shells at the bottom;
they are not moving from frame to frame, meaning there is no motion; hence, no visualization
in the optical flow, contrary to the objects pointed out.
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flow to assess motion in video streams. Recently, researchers are experimenting with

supervised CNN to estimate optical flow, enhancing action classification tasks [10].

3.6. Audio Spectrogram

Audio analysis is an essential field of deep learning applications, notably speech recog-

nition, seismology, music classification [63], and digital signal processing [42], which are

some of the most popular. For audio modeling, it is relevant to depict its frequencies

as features over time, specifically, matching frequency values with the time they are

captured [17]. In effect, a spectrogram is a heat map visualization of the spectrum

of frequencies across a time-interval [60].

Figure 3.9: x − axis represents time, y − axis the frequency (Hz), and color intensity the
amplitude (dB) of the observed frequency.

Thanks to the detailed audio representation [45], a spectrogram can reveal distortion,

electrical noise, intermittent noise in the audio, which is useful in audio post-production

[37]. Lastly, audio is a comprehensive part of a video, adding new clues on top of image

extracted features that can improve classification accuracy.
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Methodology

In chapter 2 we discussed several proposed methods to deal with video classification. In

particular, we were interested in discovering potential applications to analyze creatives’

performance as a classification problem considering the amount of data available and

the limited computing power at our hands. Our focus was to find experiments taking

advantage of transfer learning and reachable custom architectures. Based on the above,

we will go through an adaptation of the chosen methods tailored to our needs.

In the course of our research, three main topics came to the surface:

1. Extending image classification convolutional networks (CNN) to video frames

and optical flows

2. Use CNNs to extract image features from frames and feed them as a sequence

into an LSTM network

3. Use 3-dimension convolution layers to model the time variable in the videos

Taking these three methods as a foundation, we want to understand all the assumptions,

describe the required data format and how the creatives should be processed, and in like

manner, the proposed adaptations and what compromises we are taking with them.

Lastly, we also are interested in assess the impact of audio queues in the creatives

performance prediction.

4.1. Extended image classification CNN

The idea behind this method is to classify the video from independent frames pre-

diction. Each video frame feeds the CNN and has an individual prediction; then, all

31
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predictions are averaged to determine a single video prediction. One important as-

sumption is made here; the frames’ order is not essential; hence, time-variable does

not play any role in the classification. Additionally, too many frames will bring unnec-

essary noise to the model; on the other hand, fewer frames will omit relevant details.

Wang et al. [55] deals with this issue by splitting the video into three sections of equal

length and takes a predefined sample of frames from each segment. Tran et al. [52]

takes ten clips equally distributed from the video, and each clip contains 16 frames.

Since our videos’ length is between 10 to 30 seconds, we defined it to extract one

frame per second skipping intermediate frames, meaning that videos will yield 10 to

30 frames. By this approach, we sacrifice information between each second; however,

we are capturing details from the video’s whole length. In the same fashion, optical

flows represent important motion information, [9][55][59][30][58] analyzed motion from

multi-frame optical flow, explicitly, stacking 10 sequential optical flows. Thus, we cal-

culated optical flow every two frames (15 FPS) and stacked 10 consecutive ones same

as the above works, returning 15 stacked optical flows for 10 seconds videos and 45

multi-frames for 30 seconds videos, respectively. Another relevant point, optical flow

images were transformed to grayscale to enhance the image contrast [46] and motion

details become more perceptible.

Figure 4.1: Illustration of the CNN method. With a video as input, extracts features from
frames and classify by using CNN. Final classification averages video frames predictions

For the CNN architecture, we observed that the considered researches implemented
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VGG or GoogLeNet for feature extraction to classify videos against specific datasets

labels. Worth noting, all of them were published before the ResNet architecture pro-

posal; hence, we chose to implement a pretrained ResNet network for feature extraction

and fine-tune the weights to adjust to our videos labels. For the spatial model, a ResNet

network extracts features from the frames. We stacked a fully connected layer with

the number of labels as outputs and returned an average of the video frames’ predic-

tions. Comparatively, the motion model reshapes ResNet’s first convolution layer to

size 10×10, identical to the number of stacked optical flows, followed by the remaining

ResNet layers. As a result, the pretrained network extracts features from the multi-

frame optical flows and averages the predictions in the same manner as the spatial

model.

4.2. CNN - LSTM to analyze temporal order

The method looks for additional predictive power behind the temporal information

of the frames. The method first extracts features from the video frames and input

into the LSTM for temporal modeling. To define the LSTM architecture, we noticed

that [58] and [59] used two layers and 1024 hidden units; we decided to set the same

parameters for our model. For the number of frames per video, we determined to

keep the same approach as 4.1 to be able to compare between methods; consequently,

the same potential missed information will be compromised. Likewise, we maintained

ResNet pretrained CNN architecture. Furthermore, the prediction is calculated from

the last frame of the sequence, which contains all the video’s temporal information.

4.3. 3-Dimension CNN

As we discussed in chapter 2 and 3, CNNs have been used to analyze images, mainly

to extract meaningful features that magnify appropriate attributes for classification.

Besides the video visual aspects, 3D-CNN also finds characteristic from the temporal

dimension.

Tran et al. [52] experiments with variations of 3-dimension CNN; the base model ex-
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Figure 4.2: Illustration of the CNN-LSTM method. With a video as input, CNN extracts
features from the frames, then passing as input to LSTM network. Classification from the
last block containing all temporal information

tends ResNet 2D architecture to a third dimension propagating temporal information

along with the network convolution layers. Another experiment they performed is fac-

torizing the 3-D convolution to a 2-D, followed by a 1-D convolution. In effect, spatial

and temporal modeling is split into steps. Both architectures are pretrained over large

datasets [52], which facilitates our purpose of analyzing the creatives by transfer learn-

ing. The inputs requirements differ a little from the methods mentioned above; the

height and width of the frames must be 112 × 112 compared to 224 × 224. Coupled

with all videos must have the same amount of frames, meaning that the number of

frames remains the same regardless of the video’s length. For our particular case, we

set 30 frames per creative. Lastly, the final prediction comes directly from the whole

stack of ordered frames as input, contrary to averaging each frame’s predictions.

4.4. Audio spectrogram modeling

One of our research questions is how relevant audio clues are for predicting creative’s

performance. Our hypothesis comes from the idea that a video is a composition of

visual and audio aspects; hence, we want to consider both types of attributes. Inspired
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Figure 4.3: Illustration of 3-D convolution. Image from GitHub repository [53]

by Wu et al. [58] work, we want to analyze audio by modeling the sound signals

image representation, the spectrogram, leveraging by CNNs ability to discriminate

patterns from images. The model consists of a simple image classification method, by

first preprocessing video audio into a spectrogram, and then pass it into a pretrained

ResNet CNN for modeling and classification [60].

To summarize, we conducted the following experiments:

• Extended image classification CNN: creative’s frames

• Extended image classification CNN: creative’s optical flow

• CNN - LSTM: creative’s frames

• 3D-CNN base model

• 3D-CNN 2D-1D

• Spectrogram CNN

In the next chapter 5, we detailed the creatives dataset, the required preprocessing for

each method, how these methods were executed, the challenges we encounter and how

we address them, and presented the results achieved.
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Figure 4.4: Illustration of 3-D CNN. Input is a stack of ordered frames. (N − frames ×
channels× height× width). One prediction as output

Figure 4.5: Illustration of audio CNN. Input is video spectrogram (sound signal visual repre-
sentation).



Chapter 5

Experimentation

Until this point, we have created a framework for the problem we want to solve; in

effect, we propose to model creatives’ performance as a video classification problem.

Next, we exposed several research works on approaching video classification tasks,

followed by clarifying relevant deep learning concepts and additional aspects we want

to analyze. Identically, we set the methods we like to experiment with, annotating

assumptions and pertinent adaptations to our project.

Next, we will illustrate how the experiment was set and the returned results; briefly,

the chapter is divided into section 5.1 outlines implementation preliminaries, section

5.2 explains the creatives’ dataset, section5.3 outlines the preprocessing required by

the chosen methods and what tools we employed for the task, section 5.4 describes the

models’ implementation and the metrics we applied to evaluate them, section 5.5 gives

an overview of initial results exposing limitations and challenges, section 5.6 exhibits

and goes through the results of the experiment and pre-selected models to evaluate, and

lastly section 5.7 showcases the evaluation of the selected models during the experiment

phase and discussion.

5.1. Preliminaries

Before we start with the experiment details, it is worth noticing some training and

validation concepts, namely overfitting and cross-validation. We will delineate both

ideas and how we deal with them.

37



CHAPTER 5. EXPERIMENTATION 38

5.1.1. Overfitting

When dealing with a supervised learning type of problem, classification, or regression

[49], a common difficulty is overfitting. For ANN, a network can learn intricate patterns

to model the noise from the data [12]; in other words, the network has adapted too

well to the training data [49], but incapable of generalizing the data. As a result, the

network will perform poorly with new data [43].

Regularization is a process that helps us reduce complexity by limiting the network

learning, thus developing a more generalize model [26]. Types of regularization are:

• Regularization via data: the data is principal to the quality of the model. Further-

more, carrying out transformation to the training data and creating an augmented

dataset can generalize the model. Examples of transformations are translation,

rotation, and color change [29].

• Regularization via the loss function: another way is by adding a penalizer pa-

rameter into the loss function to avoid large weights, a common regularizer is a

weight decay or l2-regularization [26] [12] in the form J = LF (x) + R(w) where

LF represents the loss function and R is defined as R(w) = 1
2
λ
∑
w2 where λ is

the hyperparameter of the regularization term [34] [43] [26].

• Dropout Regularization: this method is applied to the training phase by ran-

domly dropping neurons [12]. Thereupon, the method reduces the network de-

pendence on particular neurons and thus, generalizing better to the data [48].

The dropout method consists of adding a layer with a probability to keep the

activation values of the neurons [48]. The method adds a new hyperparameter -

the probability of dropout - to the model.

For our experiment, we defined a dropout of 0.5 probability to the final fully-connected

layers of all models to avoid over-fitting, together with random data-augmentation to

the images, chiefly, horizontal rotation and affine transformation. It is crucial to notice

that we applied the previous operations during the training phase and removed them

during the validation phase. For further regularization methods we recommend reading

Kukačka, Golkov, and Cremers [26] overview.
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5.1.2. Cross-validation

As stated in chapter 4, we conducted several experiments that we want to evaluate and

compare the performance between them. Conventional validation relies on measuring

the model training performance against a validation set [6]. Cross-validation is a pro-

cedure that allows us to evaluate models by first removing some data before training

and then use the removed data to test the trained model [7]. The method consists of

iterating the following process:

1. split dataset randomly into training and validation subsets

2. train the model against the training subset and measure the performance against

the validation subset

3. repeat step 1

The model assessment will be the averaged performance by the end of the cross-

validation process, hence yielding a better and more accurate model [6]. Single hold-

out method randomly split the dataset into train and validation, respectively. The

method only runs once; however, limiting the experiment to a single assessment can

lead to a misestimated error rate [6], considering we can shape a better use of the data

to train, select and evaluate the models [7].

On the other hand, k-fold cross-validation resamples the dataset into k subsets; hold

out each group as the test dataset and use the remaining k − 1 to train the model.

After going through all the sets, the method averages each k group’s evaluation to

assess the model. As a result, each sample is used for testing once [7]. Important to

realize, k-fold cross-validation method requires the definition of the number of folds

k parameter; having a large value will increase computation time but will yield an

accurate error estimation [7], then again, a small k value will have a significant bias,

but less computing power is required. Common values for k parameter are k = 5 or

k = 10 [18].
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5.2. Dataset

The raw data contains multiple attributes and measurements related to the creatives

and their deployment; attributes such as broadcast date launch, country, network, and

pixels resolution; and measurements including impressions, clicks, and installs. We

realized that all attributes and measurements are relevant, however our attention is

focus on impressions and installs in view of calculating funnel conversation fcvr =
installs

impressions
. Henceforth, we analyzed the calculated fcvr measurement in order to find

Figure 5.1: Excerpt of raw data

a threshold that classify the creatives, ending with a list of creatives codes labelled 0

when below the threshold, and 1 above.

Lastly, we ended up with 205 videos, from which 157 are labeled as 0 and 48 as 1;

Figure 5.2: Region left to the threshold presents the majority of creatives, 76.6%
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thus, the dataset is imbalanced where 76.6% of samples are in one class. The final

dataset was divided into three groups: training, validation and testing; of which the

test subset is a collection of 13 creatives. From the remaining 193 creatives, 90% was

Figure 5.3: Dataset: creatives distribution

used for training and 10% for validation. We will discuss in section 5.5 how we dealt

with the imbalanced issue avoiding the models to classify all samples to the majority

class.

5.3. Data preprocessing

Preprocessing was one of the project’s primary tasks, considering the methods’ require-

ments and overall time consumed. Initially, we needed to set the dataset to a more

readable format, particularly renaming creatives files from long descriptive text to just

the creative code, e.g., ROVDRE00137.mp4. Then, we mapped the creative’s code to

labels; to manage this, we used an auxiliary text file with creatives’ codes and labels

and split the video files into separate folders for each class. As briefly mentioned in

chapter 4, we needed to decode the creatives into frames, optical flow, and audio. With

this in mind, we divide the decoding process in:

• decoding creatives into frames: one frame per second (1 FPS)

• calculating optical flow between two frames (e.g. 1st - 3rd, 3rd - 5th, ...)

• decoding audio signal into spectrogram visualization

• decoding creatives into frames: 30 frames per video
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For the purpose of modeling, the extracted images were stored into local folders sep-

arately; each folder representing one of the methods, and example of the project tree

can be seen in figure 5.4.

Figure 5.4: Datatree: decoded files from video were store in method methodfolder/label/cre-
ativecode/filename.jpg

We used both training and validation datasets for the experiment training phase, and

testing dataset in the evaluation phase.

That said, the tools used for the video decoding tasks are FFmpeg library, OpenCV

packages for Python to extract frames and calculate optical flow, Wave package for

Python to extract audio signals, and Matplotlib for creating spectrogram images. Addi-

tionally, we use Pandas for text file reading, Python built-in libraries os and shutils for

files manipulation, and machine learning framework PyTorch (https://pytorch.org/)

for the experiment modeling.

5.4. Implementation and evaluation metric

Implementation. We divided the experiment into six different models based on

the methods discussed in chapter 4: Spatial, Motion, Audio, Spatial-LSTM, 3DCNN,

and 2plus1D. All models are trained using the Cross-Entropy loss function and Adam
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optimizer. For the learning rate, we initialized it at 0.01. To fine-tune the models, we

used learning rate decay on plateau method by following the loss value performance

and reducing the learning rate every 30 epochs of no improvement by a factor of 0.5 in

the course of 250 iterations, meaning decreasing from 10−2 to 10−5 gradually.

Moreover, models Spatial, Motion, Audio and Spatial-LSTM required frames, optical

flows, and spectrograms to be resized to 224×224; comparatively, models 3DCNN and

2plus1D demanded frames resized to 112× 112.

Evaluation metric. The experimentation has two parts: 1) all models are trained

and validated, applying a 5-fold-cross-validation strategy. We decided on this approach

because the datasets are relatively small and may contain noise and outliers that alter

the generalization [2]; hence, we executed several runs. For the second part, as men-

tioned in 5.2, we set apart a test subset that is not used during training, to 2) report

the expected error of the chosen models in the train and validation phase [2].

We decided to go with a hybrid method between maximizing accuracy and minimizing

total loss for the evaluation metric for the experiment’s initial phase. The logic can be

followed in algorithm 1:

For the evaluation phase, we measured accuracy, precision, sensitivity, and specificity

as evaluation metrics, which will be cover in more detail in the evaluation section.

5.5. Challenges and limitations

Throughout the experimental phase, we experienced some challenges that we needed

to overcome. Our initial constraint was storage capacity since the video dataset re-

quired 90Gb, 50Gb mp4 files, and 40Gb the collected decoded frames, optical flow,

and spectrogram files. Using an external storage device caused the training to take a

long time for a single iteration. After local arrangements, we managed to free up the

minimum required capacity to run each model.

Likewise, since the beginning of the project, we knew that computing power would be
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Result: Training model and validation
initialization;
best accuracy ← 0.0;
best loss← inf ;
best model← pretrained ResNet network weights;
while iteration ≤ Total iterations do

while creative in train dataset do
feedforward creative;
add cumulative train loss;
add cumulative train accuracy;
backpropagate to update weights;

end
inference over validation set;
if validation accuracy ≥ best accuracy then

if validation accuracy > best accuracy OR validation loss < best loss
then
best accuracy ← validation accuracy;
best loss← validation loss;
best model← current model weights;

end

end

end
Algorithm 1: Evaluation metric algorithm

a limitation. Although we had available a single GPU for computing, the models took

several hours to train, restraining our capacity to tweak and try out with parameters

and scenarios. Nonetheless, the designed experiment was robust with the potential to

generate analysis and discussion.

Lastly, we had to deal with the skewness of the dataset. Our first approach was to

punish the loss function when the models predicted a false negative of the minority

class; however, after testing different penalize factor magnitudes, the training was

always classifying all creatives to the top class. The next approach was to resample

the outnumbered class. In effect, we replicated the videos three times, leveling the

dataset to 47% - 53% label 0.0 and label 1.0, respectively. Despite the resampled

models results, we were still not convinced with the mechanism since we regarded we

can still be over-fitting by having similar videos in training and validation subsets. We

settled to undersample the relevant class giving up the dataset’s size to address this new

development. With this intention, we were left with 42 and 41 videos mapped to label

0.0 and label 1.0, separately. As expected, another challenge was raised, we succeeded

in having unique creatives in both training and validating phases, but the validation
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set was reduced to 9 creatives. The results of both scenarios, including resample and

undersample, are discussed in the following section 5.6.

5.6. Results

We split the results into two subsections; first, we will illustrate the results from re-

sampling the dataset, followed by the undersampled dataset. Each subsection will

display results from a 5-fold cross-validation strategy. Finally, we will discuss the

results against the proposed research questions.

5.6.1. Resampled outnumbered class

One important note to highlight is the motion model required much more computa-

tional resources than the rest. Instead of 30 images per creative like Spatial and 3D-cnn

based models, it has at least 350 images per video; besides, given that the resampled

scenario increases the size of the dataset, the required memory was over our computing

capacity; thus we were unable to run the model for this particular scenario. Training

took between 31 to 57 hours per model, except audio that took 3 hours since it is

one image per creative; in total, the whole scenario took 181 hours to run. Table 5.1

exhibit the mean accuracy achieved and standard deviation; figure 5.5 shows the charts

of accuracy convergence over the first fold run.

Resampled model Mean Accuracy 5-folds - % Standard dev. 5-folds

2plus1d 72.50% 0.0513
3dcnn 74.38% 0.0342
audio 70.63% 0.0356

Spatial 70.63% 0.0280
Spatial+LSTM* 53.12% 0.00

Motion n/a n/a

Table 5.1: 5-fold-cross-validation resampled models. Motion model was unable to run due to
computational resources. * Spatial-LSTM model did not manage to train, labeling all samples
to one of the two classes.

Model 3DCNN showed higher mean accuracy than the rest; however, all except the
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(a) 2plus1d - fold 1 (b) 3dcnn - fold 1

(c) audio - fold 1 (d) spatial - fold 1

(e) spatial+lstm - fold 1

Figure 5.5: Resampled scenario: accuracy convergence - first fold

LSTM model perform good enough. LSTM model performed poorly, setting all samples

to one of the two classes. Not to mention, we were impressed to see Audio having a

similar performance than Spatial. Overall, the results are promising; based on this, we

selected 3DCNN and 2plus1D to test them against the Test subset in the evaluation

phase. To point out, both models’ underlying architecture is 3D-CNN.

5.6.2. Undersampled relevant class

As has been noted, the undersampled scenario presents a shorter dataset with 83 train

samples and 9 validation samples, which makes it difficult to compare directly with the

previous resampled scenario. Additionally, we managed to run the Motion model since
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the dataset is shorter than the previous version; regardless, it took 32 hours to train

one fold; in contrast, the second-longest lasted 9 hours to run 5 folds. Under those

circumstances, we discarded the Motion model given its computing power requirements

running one fold. In total, the training phase took 77 hours. Similar to the Resampled

scenarios, table 5.2 reports mean accuracy and standard deviation, accordingly.

Undersampled model Mean Accuracy 5-folds - % Standard dev. 5-folds

2plus1d 88.89% 0.0786
3dcnn 82.22% 0.0609
audio 91.11% 0.0497

Spatial 86.67% 0.0930
Spatial+LSTM* 55.56% 0.00

Motion 88.89% n/a

Table 5.2: 5-fold-cross-validation undersampled models. Motion model was run only one fold,
given the required computational resources. *Similar to the resampled scenario, Spatial-LSTM
model labeled all samples to one of the two classes.

The results surprised our expectations, particularly by audio model achieving 91.11% of

accuracy; nonetheless, all models, except spatial-lstm managed to reach higher results

than resampled scenario models. We believe the small size of the validation set has an

impact; however, we did not have at our disposal more creatives to test with. Therefore,

we chose audio and 2plus1d models to test them against the Test subset during the next

evaluation phase. Comparatively, 2plus1d model perform well as resampled scenario.

Next, we will evaluate 2plus1d and 3dcnn models from the Resampled dataset, and

audio and 2plus1d from the Undersample dataset respectively, and corroborate the

performance and if we were incurring over-fitting by resampling and undersampling

the dataset. Worth to mention, we will not evaluate the Motion model due to the

required computing power becoming impractical.

5.7. Evaluation

We have successfully designed and executed an experiment to answer if it is feasible

to analyze creatives’ performance as a classification problem. Moreover, we carried

out two scenarios to deal with the imbalanced presented in our dataset, including

resampling the outnumbered class and undersampling the top class. Summarizing, we
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(a) 2plus1d - fold 1 (b) 3dcnn - fold 1

(c) audio - fold 1 (d) spatial - fold 1

(e) spatial+lstm - fold 1 (f) motion - fold 1

Figure 5.6: Undersampled scenario: accuracy convergence - first fold

achieved relevant results discussed in the previous chapter 5.

Next, we will briefly describe the test dataset, assess the pre-selected models, and

present a more in-depth analysis of the best performing model. Finally, we will wrap

up our evaluation, validating the dataset, the experiment, and further research.

5.7.1. Test dataset

The test dataset comprises 13 creatives divided into six labeled 0 videos and seven

labeled 1. The dataset was excluded since the beginning of the experiment, meaning

it is not used either in the training or validation phase. Additionally, the dataset also
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contains newer creatives potentially having new artistic attributes, which will be an

exciting challenge to our models. Equally important, the creatives files are in raw .mp4

format; thus, the video is decoded correctly the moment it is evaluated.

5.7.2. Models assessment

For the model assessment, we first determined the scenario and model we wanted to

evaluated, followed by a prediction of the creative’s class per video. We assess each

model’s total performance accuracy, ROC, and confusion matrix, namely, precision,

sensitivity, and specificity.

Briefly, a confusion matrix allows us to have a more in-depth analysis of the predictions

beyond accuracy. To recapitulate, we can define a true positive as a positive sample

predicted positive, false negative as a positive sample predicted negative, for a negative

sample a true negative when predicted negative, and lastly false positive when predicted

positive. With this in mind, we can say [2]:

• Positive predictive or Precision: the proportion of positive cases that were cor-

rectly predicted

• Negative predictive: the proportion of negative cases that were correctly pre-

dicted

• Sensitivity: the proportion of actual positive cases that are correctly identified.

• Specificity: the proportion of actual negative cases that are correctly identified.

Table 5.3 and ROC curves 5.7 display the evaluation assessment. The evaluation

with the Test dataset showcased additional information that helped measure the mod-

els. The first thing to notice, Audio model presented less than expected performance,

46.15% of accuracy, contrary to the results exhibited in the training and validation

phase, giving us an indication of over-fitting during the training procedure. In like man-

ner, 3dcnn and both 2plus1d models illustrated lower inferences results, but their ROC

curves are still higher than diagonal; a classifier under the diagonal will be less good



CHAPTER 5. EXPERIMENTATION 50

model Accuracy
(tp+tn)/N

Precision
tp/p′

Sensitivity
tp/p

Specificity
tn/n

AUC

Resample
3DCNN

53.84 66.67 28.57 83.33 0.56

Resample
2PLUS1D

69.23 66.67 85.71 50.00 0.68

Undersample
Audio

46.15 50.00 57.14 33.33 0.45

Undersample
2PLUS1D

69.23 71.43 71.43 66.67 0.69

Table 5.3: Comparison evaluation metrics between pre-selected models. We define positive as
a label 1 creative.

(a) Resampled 3dcnn ROC (b) Resampled 2plus1d ROC

(c) Undersampled audio ROC (d) Undersampled 2plus1d ROC

Figure 5.7: ROC curve: Better the more closer to the upper-left corner [2]

than randomly pick classes [7]. Nevertheless, the 2plus1d models demonstrated bet-

ter performance than the other two models, both models having 69.23% accuracy and

Area Under the ROC Curve of 0.68 and 0.69 on resample and undersample datasets,

accordingly.

Taking a closer look to 2plus1d models, figure 5.9 displays that the ROC model’s curve

intersect, meaning each model have a better performance than the other under different

loss matrices [2].
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(a) Resampled 3dcnn confusion matrix (b) Resampled 2plus1d confusion matrix

(c) Undersampled audio confusion matrix (d) Undersampled 2plus1d confusion matrix

Figure 5.8: confusion matrix per model



CHAPTER 5. EXPERIMENTATION 52

Figure 5.9: Both resample and undersample 2plus1D ROC curves.

All in all, the evaluation permitted us to corroborate the experiment results and lead

towards a good model. In the next section, we will discuss further the assessment of

2plus1d models base on sensitivity, and specificity metrics.

5.8. Discussion

We defined three questions to answer within this research. Based on the presented

results above, the sequential model, namely, Spatial-LSTM, was ineffectively classifying

the creatives. Initially, we were expecting a higher performance based on the related

works discussed in chapter 2; even that we tried different approaches by changing

learning rates and optimizer, the model always predicted all samples to one of the two

labels. As a result, we concluded that sequential models do not improve accuracy as

an independent model.

Not to mention, we were impressed by the audio model training and validation results,

yielding competitive performance. Regardless, the evaluation assessment exhibits poor

results, leaving the question open of how much predicting power video audio cues have.

Then again, we could say that it is feasible to classify the creatives’ performance assisted

by deep neural networks, but we will respond it with the final discussion.
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In the final analysis, we selected the best performing models, namely, 2plus1d models

from resampled and undersampled datasets, to easy notation we labeled them R and U ,

respectively. Both models presented relatively good performance during the training

and evaluation phase and better than the other two models during the evaluation phase.

To further understand the models’ performance, we need to put in context what the

evaluation metrics mean from the initial problem we want to solve. In chapter 1, we

stated the problem and detailed the risks involved in not having an initial creative

performance, notably, spending unnecessary budget and increasing opportunity cost.

Under those circumstances, we can evaluate those risks from the models’ evaluation

metrics point of view.

To emphasize, spending unnecessary budget means classifying as label-1 a potentially

not good performing creative. Based on the specificity metric, which measures how

good our models detect negatives [2], the risk has a probability of 50% and 66.67% for

R and U models. In other words, the models will recommend spending more budget

when it was better to reduce the investment half of the time using the R model and

2 out of 3 times using the U model. Thereupon, the models will suggest moving the

creative to a more expensive network or broader audience when instead should have

proposed the opposite. On the positive side, this risk can be controlled by managing

the campaign operations paying close attention to the creatives’ performance, which is

one of the tasks already done by the team.

That said, the probability of increasing the opportunity cost can be measured as the

number of times the model predicts the creative to be label-0 when it is likely to be a

good performer. To clarify, 14.3% of the times the model R will hint not to invest in a

creative when it is encouraged to spend more on it, while 28.6% model U . In effect, it

is a big difference between the models, even if the accuracy and AUC metrics are very

similar. The problem of this situation is that if the creative is not exposed to a more

extensive network or audience, the team will not know the potential. We observed this

risk to be high and difficult to control, reducing potential revenue. Consequently, the

team will need to continue testing creatives in all networks and evaluate results.

Ultimately, supported exclusively on this research experiment, we believe the model

needs to be more robust to be reliable in a business environment. Nevertheless, we

consider the results to be a success, pavement the route to additional experiments, and

further research, explaining that it is feasible to classify creatives’ performance.
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5.9. Future work

All things considered, we believe this research is a significant step, and a foundation of

a more robust framework on top. We recommend the following future experiments:

Increase the dataset samples: the size of the dataset was a limitation we found since

the beginning, creating a restriction in the experiment phase. The current operation

delivers around 6 to 10 creatives weekly throughout the year.

Increase the number of iterations: we iterate the models 250 times, which is

not enough in a production deployment context. Given our computing power and

timeframe restriction, we were not able to run more iterations per model. We suggest

the experiment should be run more than 1000 times.

Test different hyperparameter values: same as the above case, we were limited to

do more trial and error approaches tweaking hyperparameters. We propose executing

experiments by changing the learning rate or the learning scheduler during the training

phase, using alternative optimizers, and test different hyperparameters.

Increasing computing power and parallelization: Considering the amount of

data and complexity of the models, it is recommended to use more computational

resources, this will reduce the time consumed in the training phase, giving more freedom

to play around with the experiment.

Experiment with 2-stream architectures: Even though, Audio model surprisingly

yield higher than expected results, we consider a more useful approach to experiment

with both visuals and audio in the same network architecture. Due to the lack of

computing power, we could not test this type of architecture, which we believe could

return useful results.

Following the proposed recommendation, the model can improve its predicting power

supporting the operations more reliably.
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Conclusion

This work presents deep learning video classification to analyze video advertisement

funnel conversion in the gaming industry. The work was done by modeling funnel

conversion as a classification problem, researching current methods, and adapting them

to our case. Then, developing an experiment allowed us to try different neural network

architectures and evaluate the results based on business needs.

We found that deep learning methods are feasible for this type of task, and with

further experimentation, the methods can be more robust aligned with current business

operations. Notably, we witnessed good results in 3D-CNN architecture variations

during this project compare to more traditional CNN modeling frames independently.

We also concluded that sequential methods did not perform well in this particular task,

in contrast to the investigated academic works. Additionally, we observed the potential

of how audio cues could predict creatives’ performance, although contradicting the

initial results during the evaluation phase. In effect, we have presented a model with

good results in general with a 69% accuracy. Moreover, we evaluated the model based

on the initially stated problem and the potential risks involved, namely, spending more

than necessary and opportunity cost. Lastly, we considered the model to have better

results with proposed recommendations in section 5.7, ranging from increasing the

data, better computing power, and more experimentation.

This work illustrated the implementation of a binary classification problem. Thus,

further improvements can be made by increasing the number of classes or setting

creatives scores with a regression model. Besides, the method can be extended beyond

just analyzing visual and audio features, considering audience demographics, video

formats, content aspects, year seasons, and even languages, to name a few.

All in all, after finalizing this project, we found that implementing academic research

in a business context is possible but can lead to challenges to overcome. Nevertheless,

55
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the project brings relevant opportunities to continue investigating the topic due to the

increasing use of video format, broader usage of mobile devices, and likely contributing

to a research field gaining attraction.
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