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Sequential Monte Carlo or particle filtering is a class of methods to approximate distri-

butions of interest sequentially as new observations arrive. The potential of particle fil-

tering in a parameter estimation context arises from the feature of unbiased estimation

of marginal likelihood even when the models at hand are non-linear and non-Gaussian.

The focus in this thesis is a sequential estimation of state-space model parameters with

a generic algorithm SMC2 that is a combination of two particle filters. The algorithm

is utilized with common state-space models including one physical system and models

with stochastic differential equations such as Heston stochastic volatility model. In

addition to the simulated cases, SMC2 is used to estimate the parameters of Ornstein-

Uhlenbeck process which is used to model foreign exchange rates during Swiss Franc

de-pegging on 15.1.2015. Additional analysis is done on triangular arbitrage possibili-

ties during that event. SMC2 is shown to be an effective tool in sequential inference of

state-space models by the results of numerical experiments.
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Peräkkäinen Monte Carlo tai ”partikkelisuodattimet” ovat menetelmien joukko, joilla

voidaan approksimoida haluttuja jakaumia ”perättäin” eli toinen toisensa perään, kun

uusia havaintoja ilmaantuu. Menetelmien avulla voidaan estimoida tietyn mallin uskot-

tavuus harhattomasti jopa epälineaarisille ja ei-Gaussisille malleille. Tämä diplomityö

keskittyy tilamallien parametrien estimointiin käyttäen SMC2 -algoritmia, joka koostuu

kahdesta sisäkkäisestä partikkeli suodattimesta. Kyseistä algoritmia käytetään simu-

loituihin tapauksiin, joihin kuuluvat muun muassa jousi-massa-systeemi ja Hestonin

stokastinen volatiliteetti-malli. Näiden lisäksi algoritmia sovelletaan valuuttakurssei-

hin, joita estimoidaan Ornstein-Uhlenbeck-prosessilla. Kyseinen valuuttadata kuvaa

Sveitsin frangin devalvaatiota 15.1.2015. Parametrien estimoinnin lisäksi tutkitaan

ristikkäisvaluutan arbitraasia kyseisen tapahtuman aikana. Numeeriset kokeet vahvis-

tivat, että SMC2 soveltuu hyvin parametrien estimointiin.
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1 INTRODUCTION

1.1 Background and motivation

One major interest in statistical inverse problems and signal processing is inferring

deterministic features of some underlying system when only observations are given.

These features may include information about the hidden process that is producing

these observations and moreover, parameters θ that characterize that particular pro-

cess. In general, parameter estimation is a broadly studied topic and tools for such

inference have been developed for decades.

This thesis focuses on parameter estimation of state-space models for which such tech-

nique as direct likelihood-based estimation is difficult because these models create such

likelihoods that cannot be directly computed or they are ill-behaved. One effective fam-

ily of methods to overcome this problem is called sequential Monte Carlo that is also

known as particle filtering. As the name suggests, samples or “particles” are used to

approximate the distributions of interest. This works because studies have shown that

these particle approximations provide unbiased estimates of likelihood, for instance.

In many occasions, the interest is not just to find estimates of parameters or states but

to see how they evolve in time without need to perform the full estimation procedure all

over again. This is called sequential estimation and it can be used to answer questions

such as: how do values of certain parameters evolve as new observations occur? As an

answer to how this kind of estimation of parameters can be performed, Chopin et al.

(2013a) proposed an algorithm called SMC2 which is the main tool in this thesis.

The motivation for this thesis is to examine a rare case in the foreign exchange market

(FX) that happened on January 15, 2015. On that morning, the Swiss national bank

(SNB) announced that the 1.20 EURCHF floor will be removed, which happened at

9.30 am UK time. The announcement was unexpected and caused a large drop and

rapid fluctuations in the currency moves that can be seen from Figure 1. This FX data

offers interesting modelling possibilities especially concerning the value to which the

FX rate will finally settle.
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Figure 1. The executed bids during the de-pegging event that starts 9.30am.

1.2 Structure of the thesis

A brief overview of Bayesian inference is given in Section 2 including introduction to

one popular MCMC algorithm that is later used as a part of numerical experiments.

In Section 3, a short introduction to state-space models is given with couple examples.

A brief theoretical background of methods such as importance sampling are presented

in Section 4 leading to introduction of SMC2 that is used in numerical experiments

in Section 5. These experiments include few simulated cases and one real case that

presents trades during the Swiss Franc de-pegging event. Finally, results are discussed

and possible improvements are mentioned in Section 6.
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2 BAYESIAN INFERENCE

Many real-life systems are modelled through a probabilistic viewpoint which allows

gaining significant information about that particular phenomenon such as the level

of uncertainty. In other words, the focus in the modelling is to produce probability

distributions that describe the system and to update the characteristics of that system

as new data comes in. One way to do such inference is to use Bayes’s theorem.

2.1 Bayes’ theorem

The main purpose of the Bayes’ theorem is to calculate a posterior distribution

p(θ | X) =
p(X | θ)p(θ)

p(X)
∝ p(X | θ)p(θ), (1)

where p(θ | X) is a posterior distribution of model parameters conditioned on data

(probability of θ given that X is observed) and p(X | θ) is the likelihood of the model.

Likelihood can be viewed as a probability that data is observed given a particular set

of parameters θ ∈ Θ. In general, if a probability density function is a function of its

parameters, it is a likelihood function. The prior distribution of parameters p(θ) is a

before-hand given assumption of what kind of distribution the parameters are believed

to follow. Priors can be based on a historical data or otherwise known information.

The last term is so-called model evidence or normalizing constant that normalizes

the product of likelihood and prior so that a posterior describes a proper probability

measure. It is given by

p(X) =

∫
p(X | θ)p(θ)dθ (2)

and can be seen as the probability of observing the data.

From a practical viewpoint, the data X is usually known and there exists some kind

of assumption of what type of distribution that data comes from. In other words, the

model that is believed to define that particular system is known. The parameters θ that

the model is conditioned on are typically unknown and they are to be identified from

the data X. In general, the posterior distribution of parameters cannot be computed

in closed-form because the integral of (2) cannot be computed, especially if θ is of

high dimension. The usual approach is to find a maximum likelihood or maximum

a posteriori estimate of θ by maximizing the likelihood function multiplied by prior
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distribution of parameters

θ̂MLE = arg max
θ∈Θ

p(X | θ)

θ̂MAP = arg max
θ∈Θ

p(X | θ)p(θ).

This way it is possible to obtain point estimates of parameter values but in order to get

the full posterior distribution (information on uncertainty), the normalizing constant

(2) remains to be calculated.

2.2 Probability kernel

A formal definition of probability kernel is needed in the context of sequential Monte

Carlo algorithms that are discussed in Section 4.

Definition 2.1 (Probability space). A probability space is defined by (Ω,B(Ω),P),

where Ω is a set of outcomes, B(Ω) is an σ-algebra of an event-space and P is a

probability measure that is defined on a measurable space (Ω,B(Ω)).

Definition 2.2 (σ-algebra). A σ-algebra B(X ) is a set of all subsets on a set X that

include X .

We call a probability kernel, K(·), a function from a measurable space (X ,B(X )) to

(Y ,B(Y)) that is defined as follows

Definition 2.3 (Probability kernel). A probability kernel K(x, dx) is a mapping K:

(X ,B(Y))→ [0, 1] for which holds

• ∀x, K(x, dx) is a probability measure on space (Y ,B(Y)), and

• ∀z ∈ B(Y), x→ K(x, z) is measurable function in X .

Conditional transitions from one distribution to another within a space (X ,B(X )) can

be defined with kernel K(·) (Chopin and Papaspiliopoulos, 2020, pp. 35-37)

π1(dx1) = K(x0, dx1)π0(dx0).

As a definition, probability kernel covers a wide range of mathematical objects that

includes many concepts such as Metropolis-Hastings kernel that is introduced briefly

in the next Section.
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2.3 Markov Chain Monte Carlo

Markov Chain Monte Carlo (MCMC) are a large set of methods for sampling from

a probability distribution. It is based on a sequence or chain of random variables

Xi = {X0,X1,...,XN}, where each variable or state is dependent only on the previous

state. MCMC can be used to approximate distributions that cannot be evaluated

exactly (e.g. high-dimensional integrals). The values of chain form an approximation

of the target distribution and it is more accurate the longer the chain is. In parameter

inference context, the states of the chain are proposed values for parameters θ and the

chain represents an approximation of the posterior distribution of the parameters.

There are many different algorithms to construct a Markov chain of the target distribu-

tion but possibly the most popular one was proposed by Metropolis et al. (1953). New

state is computed from a specific proposal distribution. A popular choice is a normal

distribution centered in a previous state (Random-Walk Metropolis-Hastings)

q(θ∗ | θi) ∼
1√

(2π)d|Σ|
exp
(
− 1

2
(θ∗ − θi)TΣ−1(θ∗ − θi)

)
,

where θ∗ is the proposed parameter vector of dimension d and Σ is a specific proposal

covariance matrix. An acceptance probability for new state θ∗ is computed

α = min

(
1,
π̂(θ∗)q(θi | θ∗)
π̂(θi)q(θ∗ | θi)

)
, (3)

where π̂(·) is the posterior (1) and now the normalization constant conveniently cancels

out in the division and all that is left is the likelihood and prior. Acceptance probability

defines whether the proposed state is to be accepted as the next state or to discard it.

Algorithm 1 describes the steps to construct the chain.

Algorithm 1 Metropolis-Hastings

1: Set θ0

2: for k = 1 to N do
3: Sample from proposal θ∗ ∼ q(· | θk−1)
4: Calculate acceptance probability α
5: Draw u ∼ U(0,1)
6: if u ≤ α then
7: θk = θ∗

8: else
9: θk = θk−1

10: end if
11: end for
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The chain will eventually converge to stationary distribution π̂(·) and that property is

called ergodicity which can be defined as a limit

lim
N→∞

1

N + 1

N∑
i=0

f(Xi) =

∫
X
f(x)π̂(x)dx,

where f(·) is any function that satisfies (see e.g. Rosenthal, 2001)∫
X

∣∣f(x)
∣∣ π̂(x)dx <∞.

Metropolis-Hastings has been proven to satisfy other essential properties as well, such

as invariance and irreducibility ; see e.g. Andrieu and Moulines (2006) and references

therein. A probability distribution is invariant with respect to π(dx) if the following

holds

π(z) =

∫
K(x, z)π(dx)

∀z ∈ B(X ). In other words, moving within a space X does not alter the underlying

distribution.

Faster or more efficient convergence can be achieved e.g. by tuning the proposal co-

variance. Such methods are called adaptive and the same convergence results apply to

them as well. Tuning can be seen as way to learn features of the target distribution.

One way to adapt the chain is to compute empirical covariance matrix of a sample of

the already generated chain (see e.g. Haario et al., 2001)

Σ =

{
Σ0, 0 ≤ k ≤ K0

sdCov(θ0, θ1, . . . , θk) + εI, k > K0,

where Σ0 is the initial proposal covariance, ε is a very small positive number, I is an

identity matrix and sd is a scaling factor to help ensuring a certain acceptance rate of

new values to the chain, a usual value to be used is sd = 2.382

d
. K0 is a so-called burn-

in period, which is a start of the chain considered as a less informative part because

depending on the starting value, the chain might not yet be a good approximation of

the posterior.
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3 PROBABILISTIC STATE-SPACE MODELS

3.1 Introduction

State-space models are mathematical models that connect a model of interest to some

observations and they are widely used in many fields of science. Usual representation

of such models consists of the state process Xt , {Xt}t≥0 and observed process Yt ,

{Yt}t≥0 for which realizations take values in spaces xt ∈ X and yt ∈ Y respectively.

The idea is that observations are connected to the hidden process (sometimes called

latent process) with some known functionality. A generic state-space model is of form

Xt = ft(Xt−1,Ut,θ)

Yt = gt(Xt,Vt,θ),

where ft and gt are deterministic functions and Ut and Vt are random disturbances.

The value of hidden process Xt = xt is usually called the state at time t. Moreover, if

the space X is finite, Xt is a hidden Markov process. A stochastic process in probability

space (X ,F , P ) is said to be Markovian if

P (Xt = xt | X0:t−1 = x0:t−1) = P (Xt = xt | Xt−1 = xt−1),

which simply means that value xt is dependent only on the previous value. The model

equations that control the system are usually known but parameter vector θ is to be

estimated from the observations. Parameters can be static or dynamical, that is, θ is

treated as a constant or it is allowed to change over the course of estimation. Many

types of inference are of interest with such models, especially the following:

• Filtering: Obtain the distribution p(xt|y1:t), that is, recover the xt when obser-

vations yt are available until time t

• Smoothing: Recover the smoothing distribution p(x1:t | y1:t)

• Prediction: Predict xt+1 given y1:t

• Likelihood: Probability density of transition from yt−1 to yt given all previous

observations and that is p(yt|y1:t−1,θ)

Inference on parameters of this types of models is a widely studied topic and methods

for such inference vary depending on the model type. Broadly speaking, two distinct
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classes of estimation can be identified, off-line and on-line estimation. Off-line esti-

mation of states and parameters is performed when a certain number of observations

is available and estimation is based on that particular batch. On-line methods rely

on recursive or sequential estimation when more observations occur without having to

process already occurred data all over again.

3.2 Examples

One well-known physical system that can be easily transformed into state-space form is

a spring-mass system. An ordinary differential equation that describes that particular

system is

mẍ(t) + bẋ(t) + kx(t) = 0,

where x(t) is a distance from an equilibrium level of the spring and constants m, b and

k define the characteristics of the system. Parameter m is the mass of an object that

oscillates at the end of the spring, b is damping coefficient and k is a spring constant.

The respective noisy and discretized state-space model is given by equations

x̄t = x̄t−1 + ∆t

[
0 1

−k/m −b/m

]
x̄t−1 + εt

yt =
[
1 0

]
x̄t + νt,

(4)

where x̄ is the system state, yt are the observations, ∆t is the stepsize, et ∼ N (0,QI),

νt ∼ N (0,R), where Q and R are error standard deviations and I is an identity matrix.

The state variable is a two-dimensional finite process Xt = xt : X → R2×1.

An example of a nonlinear model is a simple stochastic volatility. In many occasions

in finance, interest is to model a volatility of log-returns yt = log(pt/pt−1), where pt is

a price of an asset. One possible respective state-space model is

x0 ∼ N
(
µ, σ2

1−ρ2
)

xt = µ+ ρ(xt−1 − µ) + σUt

yt = exp(xt/2)Vt,

(5)

where µ, ρ and σ are the model parameters and Ut,Vt ∼ N (0,1). State variable xt

is a logarithmic volatility process that drives the observed log-returns. Variations of

(5) exist where skewness is taken into account and/or leverage effect with additional

correlation between the random variables U and V . Numerical illustrations for both

models (4) and (5) will be represented in Section 5.



15

4 SEQUENTIAL MONTE CARLO

Sequential Monte Carlo (SMC) methods are a part of larger set of Monte Carlo algo-

rithms and their main emphasis is sequential estimation and inference of state-space

models that are nonlinear and/or have non-Gaussian errors. They can be used to

calculate posterior distributions of model parameters and filtering distributions like

basic Kalman filters but there are no restrictions regarding model linearity or error

distributions.

4.1 Sequential filtering

The following notations have been used previously by Schön et al. (2015), Chopin et al.

(2013a) and Doucet and Johansen (2009). Consider a following state-space model

xt | xt−1 = f(xt | xt−1,θ)

yt | xt = g(yt | xt,θ)
θ ∼ p(θ)

x0 ∼ µ(θ),

(6)

where f is Markovian transition kernel, g is the observation density and x0 is the

initial state sampled from some initial distribution µ(·) and t = 1,...,T . Further on

θ will be denoted as a subscript when that quantity is considered to be conditional

on parameters. Observation density g(·) may be dependent on y1:t−1 as well, but for

simplicity, this notation is used. The usual interest in this framework is to find sequence

of posterior distributions πt(x1:t,θ) = p(θ, x1:t|y1:t), that is, to try to infer the states

and/or parameters when more observations come available.

A few important distributions must be defined regarding the given state-space model.

The joint distribution of process until time t is

pθ(x0:t,y1:t) = µθ(x0)
t∏

s=1

gθ(ys|xs)
t∏

s=1

fθ(xs|xs−1)

and the model likelihood function is given by the joint density when it is integrated

over the states x0:t. It can be seen as a probability of the model when the states are

marginalized out

pθ(y1:t) =

∫
pθ(x0:t,y1:t)dx0:t.

The full marginal likelihood can be computed as a decomposition of its conditional
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increments

pθ(y1:t) = p(y1:t | θ) = p(y1 | θ)
t∏

s=2

pθ(ys | y1:s−1) (7)

which is an important feature within the SMC framework. The posterior distribution

of states xt given the observations yt is (Bayes’ theorem)

pθ(x0:t | y1:t) =
pθ(y1:t | x0:t)pθ(x0:t)

pθ(y1:t)
=
pθ(x0:t,y1:t)

pθ(y1:t)
,

where the state process can be written as a decomposition

pθ(x0:t) = µθ(x0)
t∏

s=1

fθ(xs | xs−1).

An important feature of the posterior is that it can be constructed recursively (Doucet

et al., 2001)

p(x0:t | y1:t) = p(x0:t−1 | y1:t−1)
gθ(yt | xt)fθ(xt | xt−1)

pθ(yt | y1:t−1)
. (8)

That recursive behaviour applies also to the filtering distribution p(xt|y1:t)

pθ(xt | y1:t−1) =

∫
fθ(xt | xt−1)pθ(xt−1 | y1:t−1)dxt−1 (9)

pθ(xt | y1:t) =
gθ(yt | xt)pθ(xt | y1:t−1)

pθ(yt | y1:t−1)
, (10)

where the likelihood increment can be written as marginalized “predictive” likelihood

pθ(yt | y1:t−1) =

∫
gθ(yt | xt)pθ(xt | y1:t−1)dxt

and henceforth, the marginal likelihood (7) can be written as

pθ(y1:t) = pθ(y1)
t∏

s=2

∫
gθ(ys | xs)pθ(xs | y1:s−1)dxs.

Filtering in this context means inferring the posterior distribution of states and/or

parameters at time t from observations that have occurred up to time t. In a case

of nonlinear and non-Gaussian models, the filtering distribution cannot be computed

analytically because the states and likelihood increments pθ(yt | y1:t−1) are not known.

The aforementioned distributions are often called in literature as intractable. However,

these distributions can be simulated with SMC.

A standard Monte Carlo draws samples directly from target distribution, which in this

case, might not be possible due to the nature of the model for instance (intractability).

SMC uses method called importance sampling to estimate the target distribution. SMC
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or particle filter (PF) and especially one of its variations was first introduced by Smith

et al. (1993). The basis of PF is a set of samples, called particles from now on. These

particles are used to approximate a sequence of desired target distributions.

4.2 Importance sampling

Importance sampling as a variance reduction technique was first mentioned by Kahn

and Harris (1951). As in standard Monte Carlo, one tries to approximate for any test

function φ : X → R, for example, an expectation

E(φ(X)) =

∫
φ(x)π(x)dx

with respect to target density π(·) and measure dx. Key element is to approximate the

target density by proposing values from a proposal distribution q(·)

E(φ(X)) =

∫
φ(x)

π(x)

q(x)
q(x)dx.

Now the quantity π(x)/q(x) is called the importance weight function. The discrete

Monte Carlo estimate is then given by

X(i) ∼ q(·)

Ê(φ(x)) =
1

N

N∑
i=1

π(X(i))

q(X(i))
φ(X(i)),

where the superscript (i) denotes the ith particle. The identity π(x)/q(x) can be usually

calculated only up to some multiplicative constant. The reason why importance sam-

pling is done is because the target density cannot be directly sampled from. Another

expression for the targeted expectation is

Ê(φ) =
N∑
i=1

W (i)φ(X(i))

or, by using Dirac point-mass,

Ê(φ) =
N∑
i=1

W (i)δX(i)(φ),

where W (i) are the normalized weights

W (i) =
w(i)∑N
i=1 w

(i)
.
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The method is called importance sampling because from the proposed set of particles,

the most “important” ones are selected according to their weights. Figure 2 illustrates

the principle of importance sampling.

Figure 2. Target density π(x) is approximated by a proposal Gaussian from which samples
are drawn and they are given certain weight according to the weight function. Black dots are
now the most ”important” particles that approximate the target.

Approximations obtained by importance sampling have some important properties.

Let Q̂(φ) denote any quantity that is approximated by particles (w.r.t. q(·)) such that

Q̂(φ) =
1

N

N∑
i=1

φ(X(i)).

The law of large numbers states that Q̂(φ) → Q(φ), as N → ∞, thus Q̂(φ) is a con-

sistent estimator. Furthermore, approximation is unbiased E
{
Q̂(φ)

}
= Q(φ) because

particles are independent and identically distributed samples (i.i.d.)

E

{
1

N

N∑
i=1

φ(X(i))

}
=

1

N

N∑
i=1

E
{
φ(X(i))

}
= E

{
φ(X)

}
and its variance decreases as N grows

MSE

[
1

N

N∑
i=1

φ(X(i))

]
= E

[{ 1

N

N∑
i=1

φ(X(i))− E(φ(X))
}2
]

=
1

N
Var(φ(X)).
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4.3 Sequential importance sampling

Let us now return to the aforementioned state-space model. The target distribution

is now the posterior distribution pθ(x0:t|y1:t) or alternatively, the filtering distribution

from which one wants to sample from. Due to intractability, sampling exactly from

posterior distribution is not possible. Hence, the goal is to approximate it sequentially.

Initially at time t = 1

pθ(x1 | y1) ∝ gθ(y1 | x0)µθ(x0)

holds by (8) and for t ≥ 2

p(x0:t | y1:t) ∝ p(x0:t−1 | y1:t−1)gθ(yt | xt)fθ(xt | xt−1).

When the right-hand-side of the above is divided by the proposal distribution q(x0:t|y1:t),

the result is the set of importance weights

w
(i)
t ∝

p(x
(i)
0:t−1 | y1:t−1)gθ(yt | x(i)

t )fθ(x
(i)
t | x

(i)
t−1)

q(x
(i)
0:t | y1:t)

(11)

for each particle i = 1,...,Nx. The proposal of new particles x
(i)
t can be made so that

the already simulated particles x
(i)
1:t−1 don’t have to be changed (Doucet et al., 2001)

meaning that the proposal admits the proposal from previous time step as its marginal.

Thus, the following recursion holds for the proposal

q(x0:t | y1:t) = q(x0:t−1 | y1:t−1)q(xt | x0:t−1,y1:t) (12)

and the weights can be computed recursively by substituting (12) into (11).

w
(i)
t ∝

gθ(yt | x(i)
t )fθ(x

(i)
t | x

(i)
t−1)

q(x
(i)
t | x

(i)
0:t−1,y1:t)

p(x
(i)
0:t−1 | y1:t−1)

q(x
(i)
0:t−1 | y1:t−1)︸ ︷︷ ︸

w
(i)
t−1

(13)

In many practical implementations, the decision for proposal distribution is the state

transition kernel fθ(xt|xt−1) which does not necessarily admit any density, but one

needs to be able to simulate new values from it. In that case the weights at time t are

w
(i)
t ∝ gθ(yt | x(i)

t )w
(i)
t−1.
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4.3.1 Degeneracy

In state-space context, the particles are values of the current state x
(i)
t , i = 1,...,Nx and

they are propagated through a Markovian kernel fθ(xt|xt−1) at each time t ≥ 1. Since

that moving process can be of any form, particles that are not at close proximity to

each other, may wander far away from each other, in other words, their variance may

grow with time. Thus, the weights at time t that are obtained by (13) may be getting

smaller by time and the number of “important” particles may decrease rapidly until

there is only one left (Li et al., 2012).

This is called a weight degeneracy problem which simply means that the number of

effective particles decreases as the process goes on. A widely used measure of efficiency

in importance sampling is the effective sample size (ESS) (Kong, 1992;Liu, 2000)

ESS(W 1:N) =

(∑N
i=1w

(i)
)2∑N

i=1(w(i))2
=

1∑N
i=1(W (i))2

, (14)

where W (i) are normalized weights

W (i) =
w(i)∑N
i=1 w

(i)
.

ESS is usually used as an indicator of whether to modify the particles to avoid collapsing

into a zero-weight situation. Usually one chooses a fraction γ of the whole set of

particles and when
ESSt(W

1:N)

N
< γ

particles need to be resampled.

4.4 Resampling

The purpose of resampling is to produce a new set of particles from the “ancestor”

particles by simply replacing the old ones with a new set that are sampled from the

ancestors. By this, the particles with a very small weights are eliminated. Figure 3

represents a showcase of 10 particles that are moved from t− 1 to t with and without

resampling.
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Figure 3. White particles are the ancestor particles (with non-zero weights) from which
new particles are sampled. In resampling the ancestors can produce several offsprings.

Resampling can be performed with several different ways and the most popular ones

are described in the following Section. Resampling method is unbiased if it fulfills three

conditions (Chopin and Papaspiliopoulos, 2020, pp. 114):

1. Expectation of the number of particles V(i) that are generated from ancestor (i)

is

E
{
V(i) | X1:N

}
= NW (i)

2. V(i) has only integer values and

3.
∑N

i=1 V(i) = N .

4.4.1 Resampling schemes

Multinomial resampling was the first resampling method that was proposed, along with

the bootstrap filter (Smith et al., 1993). It requires a distribution that sums up to one

(practically a set of normalized weights W
(1:N)
t−1 ) and a random number from uniform

distribution ui ∼ U(0,1). Then, set a new index a
(i)
t = n according to

n−1∑
k=1

W k
t−1 ≤ ui ≤

n∑
k=1

W k
t−1 (15)

and then repeat this for each i = 1,...,N particles. An example is shown in Figure 4.

Multinomial resampling is also known as an inverse CDF method for sampling from a

discrete distribution.
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Figure 4. This multinomial resampling example would produce new indices a1:3
t ={2,4,5}.

Another approach is stratified resampling, first proposed by Kitagawa (1996), in which

the interval [0,1] is divided into a set of uniformly distributed sub-intervals that cover

that interval. A single number is generated from each sub-interval

ui ∼ U
(i− 1

N
,
i

N

)
for each i = 1,...,N and then (15) is used with u1:N to get new particles.

Systematic resampling is almost the same as stratified but with a slight modification.

Now only one random number needs to be sampled from the first sub-interval which

will be the “interval length”

u1 ∼ U
(

0,
1

N

)
ui =

i− 1

N
+ u1

and again, (15) must be used to derive new set of indices.

Residual resampling (see e.g. Liu and Chen (1998); Beadle and Djuric (1997)) consists

of deterministic substitution for new particles and a random part for the specific re-

maining number of particles. Resampling starts from normalized weights from previous

time W 1:N
t−1 . At least N̂i = bNW i

t−1c new particles are created from each particle x
(i)
t−1.

That is, in new set of indices a
(·)
t−1 at least N̂i are i. For example, if N̂1 = bNW 1

t−1c,
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then a1:N̂1
t−1 = 1. A notation b·c stands for flooring to the greatest integer that is less or

equal to the input. If the weights at t− 1 were not all equal, there will always be left

a remainder R = N −
∑N

i=1 N̂i that is a the number of particles yet to be reassigned.

Remaining particles are resampled with multinomial resampling (15) according to new

normalized weights

W̃ (j) =
NW

(j)
t−1 − bNW

(j)
t−1c

R

resultingN number of new weights (and particles) for time t as was at t−1. Comparison

of resampling methods has been studied extensively and in general, other methods have

been found to surpass multinomial resampling. Systematic and stratified are usually

preferred because of the easy implementation (Kozierski et al., 2013; Douc and Cappe,

2005).

4.5 Particle filtering

Bootstrap filter is the standard version of PF (Smith et al., 1993) that uses importance

sampling and resampling sequentially to generate at each time t a particle system

{x(i)
t , a

1:N
t−1} that represents the posterior distribution of the states. Parameters θ ∈ Θ

of the model are considered static. The general form of particle filter is represented

in Algorithm 2 that follows notations used in Chopin et al. (2013a). The number of

particles Nx has a subscript to emphasize that in this algorithm the state particles x
(i)
t

are being propagated.

Algorithm 2 Particle filter

1: Every step is performed for each i = 1,...,Nx

2: Sample initial states x
(i)
0 ∼ µθ(x0)

3: set W
(i)
0 ← 1/Nx

4: for t = 1 to T do
5: Resample new indices a

(i)
t−1 from W 1:Nx

t−1

6: Sample proposal states x
(i)
t ∼ qt(· | x

a
(i)
t−1

t−1 )

7: Compute new weigths w
(i)
t =

gθ(yt|x(i)t )fθ(x
(i)
t |x

(i)
t−1)

qt(x
(i)
t |x

(i)
t−1)

8: Normalize W
(i)
t =

w
(i)
t∑Nx

i=1 w
(i)
t

9: end for

The filtering distribution pθ(xt | y1:t) at each time t is now approximated by the particles
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{x1:Nx
t ,w1:Nx

t }, which can be written as

pθ(xt | y1:t) =
Nx∑
i=1

W
(i)
t δ

X
(i)
t

(xt).

Essentially, particles can be seen as point-masses that represent the state with certain

weight. As stated before, a standard choice for proposal is fθ(x
(i)
t | x

(i)
t−1) which sim-

plifies weights at time t to w
(i)
t = gθ(yt | x(i)

t ) (bootstrap filter). Particle filter also

makes possible the Bayesian parameter inference as it provides an approximation of

the marginal likelihood (7)

pθ(y1:t) = p(y1:t | θ) ≈
t∏

s=1

1

Nx

Nx∑
i=1

w(i)
s , (16)

for which variance increases over time (Cérou et al., 2011). Moreover, (16) is unbiased

estimate for any number of particles Nx ≥ 1 (Pitt et al., 2012). Algorithm 2 can

be made faster by performing resampling only when effective sample size gets too low.

Formal justification of using PF is achieved by studying its properties when it comes to

convergence, stability and asymptotic behaviour. For extensive studies, see for example

Olsson and Rydén (2008), Chopin (2004) and Favetto (2012). More efficient versions of

PF have been developed (see e.g. Pitt and Shephard, 1999) but they are not discussed

in this thesis.

4.6 Particle smoothing

Smoothing is a problem that is similar to filtering but more computationally expensive.

Filtering is deriving distributions p(xt | y1:t) as observations occur, whereas smoothing

is deriving distributions p(x1:T | y1:T ) after some time T . Smoothing can be performed

in multiple ways from which we will focus on backward smoothing that is an off-line

method. Backward-forward smoothing basicly consists of two steps; forward filter-

ing and backward smoothing. The smoothing distribution can be decomposed in a

“backward” way as follows

p(x1:T | y1:T ) = p(xT | y1:T )
T−1∏
t=1

p(xt | xt+1, y1:t). (17)

The key to this is to first perform filtering from t = 1, . . . , T and store the filtering

distributions. To start the smoothing, first sample XT ∼ p(xT | y1:T ) and move

recursively from t = T − 1, T − 2, . . . , 1 sampling Xt ∼ p(xt | xt+1, y1:t). Distribution
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p(xt | xt+1, y1:t) can further be written as

p(xt | xt+1, y1:t) =
f(xt+1 | xt)p(xt | y1:t)

p(xt+1 | y1:t)
(18)

and when states (x1:t−1, xt+1:T ) are integrated out in (17), one obtains (Doucet and

Johansen, 2009)

p(xt | y1:T ) = p(xt | y1:t)

∫
f(xt+1 | xt)
p(xt+1 | y1:t)

p(xt+1 | y1:T )dxt+1 (19)

Aforementioned distributions can be approximated by their PF counterparts, thus (18)

and (19) become respectively (Doucet and Johansen, 2009)

p(x
(i)
t | x

(i)
t+1, y1:t) =

N∑
i=1

W
(i)
t fθ(x

(i)
t+1 | x

(i)
t )δ

X
(i)
t

(xt)∑N
j=1W

(j)
t fθ(x

(j)
t+1 | x

(j)
t )

p(x
(i)
t | y1:T ) =

N∑
i=1

W
(i)
t

{
N∑
j=1

W
(j)
t+1|T

fθ
(
x

(j)
t+1 | x

(i)
t

)∑N
k=1W

(k)
t fθ

(
x

(j)
t+1 | x

(k)
t

)}δX(i)
t

(xt).

This procedure is known in the literature as forward filtering backward smoothing

(FFBS) which general version was proposed in Godsill et al. (2004) and its algorithmic

presentation is outlined in Algorithm 3. Weights W 1:N
t are obtained by filtering and

the output A1:T is a set of indices that represent the smoothed trajectory.

Algorithm 3 FFBS

1: Sample AT ∼M(W 1:N
T )

2: for t = T − 1 to 1 do
3: w̃

(i)
t ← W

(i)
t p
(
x
At+1

t+1 | x
(i)
t

)
4: W̃

(i)
t =

w̃
(i)
t∑N

j=1 w̃
(j)
t

5: for n = 1, . . . , N , sample At ∼M(W̃ 1:N
t )

6: end for

Smoothing requires storing the states and their weights during filtering which may

be expensive in terms of memory depending on T and number of particles. Another

off-line method for smoothing is two-filter marginal smoother that consists of particle

filter and so-called information filter, for more information see e.g. Briers et al. (2009).

4.7 Particle Markov Chain Monte Carlo

Particle Markov Chain Monte Carlo (PMCMC) (Andrieu et al., 2010) is a combination

of SMC and MCMC where particle filter is used to compute the acceptance probability.
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In the regular Metropolis-Hastings, the ratio of likelihoods is used to calculate α. The

same method is used in particle framework, but the likelihood is approximated with PF

because the exact likelihood might not be tractable and (16) is an unbiased estimate

of the marginal likelihood (Chopin and Papaspiliopoulos, 2020, pp. 305-306). The

algorithm essentially targets the posterior p(θ, x1:T | y1:T ) and its justification is based

on a decomposition of conditional probability

p(θ, x1:T | y1:T ) = p(θ | y1:T )pθ(x1:T | y1:T ),

which suggests a proposal of form (Andrieu et al., 2010)

q
(

(θ∗, x∗1:T ) | (θ, x1:T )
)

= q(θ∗ | θ)pθ∗(x∗1:T | y1:T ).

A proposal of this form simplifies the acceptance ratio into similar form that is used in

the regular Metropolis-Hastings, and the algorithm targets the marginal distribution

p(θ | y1:T ) ∝ pθ(y1:T )p(θ). Particle marginal Metropolis-Hastings (PMMH or shortly

PMH) is described in Algorithm 4.

Algorithm 4 Particle Metropolis-Hastings

1: Set θ0

2: for k = 1 to N do
3: Sample from proposal θ∗ ∼ q(· | θk−1)
4: Compute pθ∗(y1:T ) using PF

5: Calculate acceptance probability α = pθ∗ (y1:T )p(θ∗)q(θk−1|θ∗)

pθk−1
(y1:T )p(θk−1)q(θ∗|θk−1)

6: Draw u ∼ U(0,1)
7: if u ≤ α then
8: θk = θ∗ and pθk(y1:T )← pθ∗(y1:T )
9: else

10: θk = θk−1 and pθk(y1:T )← pθk−1
(y1:T )

11: end if
12: end for

After N draws have been created, the chain describes the posterior distribution of

parameters θ. Andrieu et al. (2010) established that PMMH fulfills invariance require-

ment and the generated chain is ergodic with few assumptions.

4.8 Iterated batch importance sampling

Aforementioned PF methods have been focused on resampling and propagating par-

ticles that approximate the filtering distribution of a particular system with static
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parameters. Instead, a particle system can be used to approximate sequence of pa-

rameter posteriors π(θ | y1:t) sequentially by setting (θ1:Nθ
t , w1:Nθ

t ), where θ
(i)
t are now

parameter particles. Iterated batch importance sampling (IBIS) (Chopin, 2002) is an

algorithm that estimates parameters of fixed dimension d from realized observations

iteratively. The word batch means that posterior of parameters π(θ | y1:t) does not

necessarily need to be updated every time new observation comes in but in batches

of size p. If the batch size is not too large, weights can be adjusted by computing

incremental weight

ŵp ∝
π(θ | y1:t+p−1)

π(θ | y1:t−1)
∝ p(y1:t+p−1 | θ)

p(y1:t−1 | θ)
= p(yt:t+p−1 | y1:t−1, θ).

If p = 1, incremental weights are just the incremental likelihood factor for each par-

ticle. Important part of the algorithm is the move step, also called rejuvenation. It

is performed to prevent degeneracy and impoverishment of particles because resam-

pling does not conclusively protect from it. It only replaces particles with a very small

weights with existing particles with higher weights, in other words, many replicates are

created in resampling. Rejuvenation means that resampled particles are then moved

according to some kernel Kt that leaves the posterior distribution π(θ | y1:t) invariant.

This brings more diversity to the population of particles keeping the total variation on

the same level or lower (Andrieu et al., 1999). A common choice is Metropolis-Hastings

kernel. Outline of the IBIS algorithm 5 is shown below.

Algorithm 5 Iterated Batch Importance Sampling

1: Each i = 1,...,Nθ

2: Sample initial parameters from prior Θ
(i)
0 ∼ p(θ)

3: set w
(i)
0 ← 1

4: for t = 1 to T do
5: Compute incremental likelihood pθ(yt | y1:t−1)

6: Set new weigths w
(i)
t ← w

(i)
t−1pθ(yt | y1:t−1)

7: if ESS < γNθ then
8: Resample new indices a

(i)
t−1 from w

(i)
t−1

9: Move the particles Θ
(i)
t ∼ Kt(Θ

a
(i)
t−1

t−1 )

10: Set weigths w
(i)
t ← 1

11: end if
12: end for

In practise, especially with state-space models, IBIS cannot be used because the likeli-

hood factor usually cannot be computed with the exception of linear Gaussian models

(see e.g. Chopin, 2007). Here we used effective sample size as a criterion whether to

resample and move particles or not.
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4.9 SMC2

SMC2 (Chopin et al., 2013a) is a combination of IBIS and PMCMC that allows sequen-

tial estimation of parameters even if the corresponding likelihood created by state-space

model was intractable. It consists of two nested filters that are ”structured” in a spe-

cific way. One particle filter is used to compute the acceptance ratio in a particle

rejuvenation step (like in IBIS) and to each θ-particle another particle filter is attached

that propagates x-particles.

Consider a particle system
(
θmt , x

1:Nx,m
1:t , a1:Nx,m

1:t−1 , wmt
)

that describes the posterior π(θ |
y1:t) at time t given all observations up to t. This particle system consists of m =

1, . . . , Nθ parameter particles and each of those θm is assigned a set of x-particles

n = 1, . . . , Nx with indices a1:Nx
t−1 . The weigths of θm at time t are respectively wm. The

x-particles are also paired with weights which will be noted by wt,θ(x
ant−1

t−1 , x
n
t ). This

notation is used for convenient distinction from weights of θ-particles and calculation

of these weights is equivalent to those in step 7 of Algorithm 2. The incremental

likelihood for every θm is now given by

p̂θm(yt | y1:t−1) =
1

Nx

Nx∑
n=1

wt,θ(x
ant−1

t−1 , x
n
t ) (20)

at time t and p̂θ(y1:t) is

Ẑt
(
θm, x1:Nx,m

1:t , a1:Nx,m
1:t−1

)
=

1

Nx

Nx∑
n=1

w1,θ(x
n
1 )

t∏
s=2

{
1

Nx

Nx∑
n=1

ws,θ(x
ans−1

s−1 , x
n
s )

}
, (21)

where w1,θ(x
n
1 ) are the initial weights at t = 1 for initial x-particles x1:Nx

1 . When the

algorithm starts, the initial parameter particles θm1 are accompanied with a set of x-

particles that then get resampled and propagated through system model and at the

next time step, same procedure is repeated. The joint density of these particles that

are generated throughout the process are denoted by ψt,θ(x
1:Nx
1:t , a1:Nx

1:t−1) and at t = 1,

by ψ(x1:Nx
1 ). Chopin et al. (2013a) state that at t = 1, the target distribution is

π(θ, x1:Nx
1 ) = p(θ)ψ1,θ(x

1:Nx
1 )

Ẑ1(θ, x1:Nx
1 )

p(y1)
,

which means that the initial generated particles p(θ)ψ(x1:Nx
1 ) are reweighted with in-

cremental likelihood divided by model evidence. Same deduction holds for recurring

time points and at time t, the target density is

π(θ, x1:Nx
t , a1:Nx

1:t−1) = p(θ)ψt,θ(x
1:Nx
1:t , a1:Nx

1:t−1)
Ẑt(θ, x

1:Nx
1:t , a1:Nx

1:t−1)

p(y1:t)
.
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More formal presentation and justification of the algorithm can be found in the original

article and below is given one possible algorithmic presentation of SMC2 coupled with

a bootstrap filter. In Algorithm 6, each operation for m is for all m = 1, . . . , Nθ and

the proposal qθ(·) is fθ(·).

Algorithm 6 SMC2

1: Sample θm1 ∼ p(θ)

2: Set wm1 ← 1

3: Set W1,θ(x
1:Nx
1 )← 1/Nx

4: Set Ẑ1 = 1
Nx

∑Nx
n=1 w1,θm(xn1 )

5: for t = 2 to T do

6: for m = 1 to Nθ do

7: Resample ant−1 from Wt−1,θm
(
x
ant−1

t−1 , x
n
t

)
8: Propagate particles xnt ∼ fθ

(
xnt | x

ant−1

t−1

)
9: Compute weights wt,θm

(
x
ant−1

t−1 , x
n
t

)
= gθ(y

n
t | xnt )

10: Normalize Wt,θm
(
x
ant−1

t−1 , x
n
t

)
=

wt,θm
(
x
ant−1
t−1 , xnt

)
∑Nx
n=1 wt,θm

(
x
ant−1
t−1 , xnt

)
11: end for

12: Compute incremental likelihood p̂θm(yt | y1:t−1) as in Eq. (20)

13: Set new weights wmt ← wmt−1p̂θm(yt | y1:t−1)

14: Compute Ẑt
(
θm, x1:Nx,m

1:t , a1:Nx,m
1:t−1

)
as in Eq. (21)

15: Normalize Wm
t =

wmt∑Nθ
m=1 w

m
t

16: if ESS(Wm
t ) < γNθ then

17: Resample Amt from Wm
t

18: Move the resampled particles θ̃m ∼ Kt

{
θ
Amt
t , Ẑt

(
θA

m
t , x

1:Nx,Amt
1:t , a

1:Nx,Amt
1:t−1

)}
19: Set the new system of particles

(
θm, x1:Nx

1:t , a1:Nx
t−1 , w

m
t

)
←
(
θ̃m, x̃1:Nx

1:t , ã1:Nx
1:t−1, 1

)
20: end if

21: end for

The rejuvenation step is similar to Algorithm 4. Acceptance probability is calculated

by first running a new PF from t = 1 to the current t in order to gain Ẑt(θ
∗, x̃1:Nx

1:t , ã1:Nx
1:t−1)

with a proposed θ∗, and then compute

α = min

(
1,
Ẑt(θ

∗, x̃1:Nx
1:t , ã1:Nx

1:t−1)p(θ∗)q(θm | θ∗)
Zt(θm, x

1:Nx
1:t , a1:Nx

1:t−1)p(θ)q(θ∗ | θm)

)
,

where x̃1:Nx
1:t are new x-particles that correspond to respective proposed θ∗. If the move

is accepted, those x-particles (and their weights) must be set accordingly as well. If the

parameter space Θ is of high dimension, the number of rejuvenation steps affects the
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“quality” of proposed steps because Θ might not be explored thoroughly enough. This

is a question of implementation and some automatic scheme can be applied, see for

example the documentation of particles, a Python-package by Chopin (2020). Notable

remark is that Step 14 does not require to compute Ẑt from t = 1 because it has already

been computed up to previous time step t− 1.

The number of particles has a major effect on performance and computing time of the

algorithm. Especially the number of x-particles Nx should be given some consideration

since it directly affects the accuracy of acceptance probability. Andrieu et al. (2010)

showed that acceptance rates of rejuvenation step might become too low if Nx is small

compared to observed data that is being considered which implies that Nx should be

∝ t. Chopin et al. (2013a) proposed techniques to automatically add more particles

when acceptance rate falls below some pre-set threshold after which particles are ex-

tended from (x1:Nx
1:t , a1:Nx

1:t−1) to (x1:N̄x
1:t , a1:N̄x

1:t−1). Further development for those methods

was proposed in Chopin et al. (2015). The most time-consuming part of SMC2 is the

particle rejuvenation step which has a computational complexity O(tNθNx). The over-

all time consumption of one iteration is not, however, growing perfectly linearly in the

case Nx is allowed to increase.

SMC2 allows sequential estimation of parameters when new observations come in but

nevertheless, it is not an on-line algorithm because it still requires going through all

data from the start when calculating acceptance probability. However, it is on-line in

that sense that at any time t SMC2 provides a posterior distribution π(θ | y1:t).
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5 NUMERICAL EXPERIMENTS

The main emphasis of these experiments was to test SMC2 in simulated cases and

to one real data set that represents exchange rates of Swiss Franc at the day of its

de-pegging. Implementation of SMC2 was carried out with MATLAB following and

adapting features by Chopin (2020) and Svensson and Schön (2016). An adaptive

method to tune the proposal covariance (in addition to the one discussed in Section

2.3) was used. This method is implemented in R-package by Moores (2020) and it

multiplies covariance with a constant

cj = 2−5m̂cj−1, (22)

where m̂ is the desired acceptance rate subtracted by the actual acceptance rate at

time t and c1 = 1. Systematic resampling was used as a resampling scheme.

5.1 Ornstein-Uhlenbeck

Ornstein-Uhlenbeck (OU) process or alternatively, Vasicek model is a stochastic differ-

ential equation that satisfies

dX = ρ(µ−X)dt+ σdW,

where ρ is the speed of mean-reversion, µ is the long-term mean, σ is a standard

deviation and dW ∼ N (0, dt) is a Wiener process. Respective state-space model with

Euler-Maruyama discretization and further noise contamination is given by

xt =xt−1 + ρ(µ− xt−1)∆t+ σ1

√
∆tz1t

yt =xt + σ2z2t,

where z1, z2 ∼ N (0,1) and σ2 is a observation noise. One realization of the respective

system with ∆t = 0.001 is shown in Figure 5. Throughout all further simulated

experiments, time t is to be understood more as a number of observations than as an

exact time because discretization step size may vary.
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Figure 5. One simulated trajectory of OU process with added independent Gaussian noise.

Ornstein-Uhlenbeck type processes are vastly studied and used in modelling because

mean-reversion is an often occurring event in many phenomena. Likelihood of this

model can be computed in closed-form (see e.g. Holý and Tomanova, 2018) and there-

fore Bayesian estimation of the parameters could be performed e.g. with regular

MCMC.

For SMC2 algorithm, prior distributions for the parameters are required and they are

shown in Table 1. Uniform distribution as a prior does not provide any knowledge on

importance of some specific value but it sets bounds on parameter values. Starting

point x0 is also treated as unknown to be estimated from observations.

One set of parameter values θ ∈ Θ5×1 were drawn from priors and one simulated path

of observations (Figure 5) was used to derive posterior distribution of θ. Ten runs of

SMC2 were launched in parallel, with each run in parallel, of which one failed and thus

following results are gained with nine independent runs of the algorithm. Every time

acceptance rate went below the threshold, Nx was multiplied by 1.5.
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Table 1. Prior densities of OU-parameters and initialization of SMC2.

Parameter Prior density p(θ) SMC2 settings
ρ U(1.5, 8) Nθ = 1500
µ U(0, 3) Initial Nx = 100
σ1 U(0, 2) Acc. threshold 0.10
σ2 U(0, 1) PMCMC steps: 3
x0 U(0, 3) γ = 0.5

Figures 6 and 7 show trace plots of parameter values as they develop during the course

of the algorithm and Figures 8-12 represent the respective posteriors π(θ | y1:t). Mean-

reversion speed ρ was shown to be hardly identifiable since its posterior distribution’s

range of values is not narrowing as more observations come available. Similar results

can be seen in Figure 8, where only one run (blue density) was able to find a posterior

that is centered (to some extent) to the reference value. Other parameters start to

converge towards their reference values rather quickly, especially the starting point x0

which does not move at all after t = 100.

Figure 6. Trace plots of ρ and µ summed over nine independent runs. Black solid line is
the median value, dashed line is the reference value and grey area is inter-quartile range.
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Figure 7. Trace plots of σ1 and x0 summed over nine independent runs. Black solid line is
the median value, dashed line is the reference value and grey area is inter-quartile range.

Figure 8. Kernel density estimates of parameter posteriors π(θ | y1:t). Red horizontal line
is prior density and vertical dashed line is the reference value ρ = 5.5.

Figure 9. Kernel density estimates of parameter posteriors π(θ | y1:t). Red horizontal line
is prior density and vertical dashed line is the reference value µ = 1.51.
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Figure 10. Kernel density estimates of parameter posteriors π(θ | y1:t). Red horizontal line
is prior density and vertical dashed line is the reference value σ1 = 0.39.

Figure 11. Kernel density estimates of parameter posteriors π(θ | y1:t). Red horizontal line
is prior density and vertical dashed line is the reference value σ2 = 0.03.

Figure 12. Kernel density estimates of parameter posteriors π(θ | y1:t). Red horizontal line
is prior density and vertical dashed line is the reference value x0 = 0.913.

The parameter posteriors evolve sequentially and therefore the number of non-zero

weights wm is increasing in time. In other words, the rate of resampling is decreasing
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and the time between resampling steps is slowly increasing over time. The effective

sample size of one run is shown in Figure 13. The hardware that was used for this

simulation was AMD Ryzen Threadripper 3990x and each run was executed indepen-

dently. Figure 14 shows computing times of one step of particle rejuvenation for each

run.

(a) Resampling and rejuvenation was triggered each time
ESS dropped below the threshold (dashed line).

(b) X-axis illustrates the time point of resampling and
y-axis is the difference to previous one.

Figure 13. ESS of a single run of SMC2 and respective time difference between successive
resampling and rejuvenation. Time difference between resampling can be seen to increase.

Figure 14. Computing times can be seen to follow an approximately linear trend with
respect to time and Nx. Colored lines illustrate different independent runs. One should notice
that even though rejuvenation step is the most time consuming part, the whole computing
time of SMC2 consists of state propagation as well (with or without rejuvenation).
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5.2 Spring-mass system

Recall the damped spring-mass system (4) with parameters m, b, k,Q and R. For

simplicity, parameter m will be adapted to parameters b and k by setting α = b/m and

β = k/m. The initial displacement x0 is considered as an unknown parameter as well,

that is to be estimated among with the others θ = (α, β,Q,R, x0). Figure 15 illustrates

the measurements of the position of the spring after it is released to oscillate with zero

initial velocity.

Since the model is linear and Gaussian, closed-form likelihood function can be derived

using Kalman filter. Likelihood increments are Gaussian, hence the following holds

pθ(y1:T ) =
T∏
t=1

pθ(yt | y1:t−1)

=
T∏
t=1

∫
gθ(yt | xt)p(xt | y1:t−1)dxt

=
T∏
t=1

N (yt −Hx̂t|t−1,St),

where ε̃t = yt −Hx̂t|t−1 is a measurement error estimate, H is the observation matrix

and S is the error covariance matrix. For more thorough derivation and explanation

of Kalman filter equations; see e.g. Kalman (1960) and Kim and Bang (2018). Log-

likelihood of the model can be written as

Lθ(y1:T ) = log

(
T∏
t=1

1√
(2π)d|St|

exp
(
− 1

2
(ε̃Tt St

−1ε̃t)
))

Lθ(y1:T ) = −Td
2

log(2π)− 1

2

T∑
t=1

log( |St| )− 1

2

T∑
t=1

(ε̃Tt St
−1ε̃t),

where d = 2, because the state vector is xt : X → R2×1. In comparison to SMC2,

MCMC, see Algorithm 1, was used to estimate posterior distributions of the parameters

alongside SMC2 estimates. Prior densities for parameters are shown in Table 2.

Table 2. Prior densities for spring parameters.

Parameter p(θ) SMC2 Settings
α U(0,1) Nθ = 1000
β N+(0,1) Initial Nx = 100
Q N+(0,0.5) Acc. threshold 0.15
R N+(0,0.5) PMCMC steps: 5
x0 U(0,3) γ = 0.5
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Figure 15. One simulated trajectory of a damped spring with ∆t = 0.1.

Figures 16-20 represent estimated posteriors π(θ | y1:t) of ten independent runs. The

damping parameter α is systematically estimated to be higher than the reference value

whereas the posterior of β is much more accurate. SMC2 manages to estimate noise-

parameters Q and R close to their reference values but MCMC-estimates clearly differ

from references.

Figure 16. Kernel density estimates of parameter posteriors π(θ | y1:t). Red horizontal line
is prior density, black solid line is MCMC-estimate with chain length N = 105 and vertical
dashed line is the reference value α = 0.3.
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Figure 17. Kernel density estimates of parameter posteriors π(θ | y1:t). Black solid line is
MCMC-estimate with chain length N = 105 and vertical dashed line is the reference value
β = 1.

Figure 18. Kernel density estimates of parameter posteriors π(θ | y1:t). Red horizontal line
is prior density, black solid line is MCMC-estimate with chain length N = 105 and vertical
dashed line is the reference value Q = 0.

Figure 19. Kernel density estimates of parameter posteriors π(θ | y1:t). Red line is prior
density, black solid line is MCMC-estimate with chain length N = 105 and vertical dashed
line is the reference value R = 0.3.
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Figure 20. Kernel density estimates of parameter posteriors π(θ | y1:t). Red horizontal line
is prior density, black solid line is MCMC-estimate with chain length N = 105 and vertical
dashed line is the reference value x0 = 2.2.

Figure 21 illustrates the effective sample size of one run of the algorithm and the

corresponding variance of the marginal likelihood. Variance of the likelihood estimate

grows over time and every time resampling and rejuvenating happens, it decreases

because most important particles are retained and those with very small weights are

discarded. Two major drops happen when the time between consecutive resampling is

relatively big. Small variability of likelihood means that estimate is precise in a sense

that algorithm produces consistent results. This allows sequential choice of a model

by calculating likelihood-ratios (Chopin and Papaspiliopoulos, 2020, pp. 365) but this

kind of inference is not pursued further. For more information on model choice by

comparing likelihoods; see e.g. Kass and Raftery (1995).

Figure 21. ESS of one SMC2 run and respective variance of log
(
pθ(y1:t)

)
. Red circles

correspond to two large drops in variance.

Obtaining filtering and smoothing distributions is also straightforward in SMC2. Only

practical difference is to sample in both dimensions (Nθ and Nx) and the difference
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between the two is illustrated in Figure 22. There is a clear difference between the two

of which smoothed trajectory is much smoother. Both Kalman versions were obtained

with θ̂MAP-estimate and their coarseness is caused by the large estimated system error

Q compared to its reference value Qref = 0.

Figure 22. One possible filtered and smoothed trajectory with SMC2 and Kalman fil-
ter/smoother.

5.3 Stochastic volatility

5.3.1 Simple case

Consider a variation of (5), where volatility contains a so-called leverage effect, that is,

Corr(U,V ) = φ, where φ takes values between −1 and 1. Hence, the parameter vector

is θ = (µ, ρ, σ, φ). Leverage is taken into account in the state-space model by letting

Vt = φUt +
√

1− φ2zt,

where zt ∼ N (0,1). Leverage as a financial term describes a phenomenon where neg-

ative returns tend to increase volatility more than respective positive returns of the

same magnitude which implies φ < 1. For more formal presentation of leverage in

stochastic volatility models, see e.g. Yu (2005). The state-space model can be written

as
xt= µ+ ρ(xt−1 − µ) + σUt

yt= exp(xt/2)
(
φUt +

√
1− φ2zt

)
.

(23)

One set of T = 700 observations yt were simulated with parameter values drawn from

priors, see Table 3. These priors were also used in the book by Chopin and Pa-

paspiliopoulos (2020, pp. 363-367). Number of rejuvenation moves was set to 5 and 10

independent runs with SMC2 were launched. Every time acceptance rate went below
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0.15, Nx was multiplied by 1.5. Figure 23 represents one realization of the model, Fig-

ures 24-25 show trace plots of parameters and Figures 26-29 the respective posterior

distributions. There was hardly any variation between different runs which can be seen

from the density plots.

Table 3. Prior densities of parameters.

Parameter p(θ) SMC2

µ N (0,22) Nθ = 1000

ρ B(9,1) Initial Nx = 100

σ G(2,2) Acc. threshold 0.15

φ U(−1,1) PMCMC steps: 5

Figure 23. Trajectories of states and observations of one realization of model (23).

Figure 24. Trace plots of µ and ρ. Black solid line represents the median value of parameter
summed over all independent runs, dashed line is the reference value and grey area is inter-
quartile range.
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Figure 25. Trace plots of σ and φ. Black solid line represents the median value of parameter
summer over all independent runs, dashed line is the reference value and grey area is inter-
quartile range.

Figure 26. A kernel density estimates of the posterior distributions of µ for 10 independent
runs. The red solid line is prior density and vertical dashed line is the reference value µ = −0.9
sampled from the prior.

Figure 27. A kernel density estimates of the posterior distributions of ρ for 10 independent
runs. The red solid line is prior density and vertical dashed line is the reference value
µ = 0.8715 sampled from the prior.
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Figure 28. A kernel density estimates of the posterior distributions of σ for 10 independent
runs. The red solid line is prior density and vertical dashed line is the reference value
σ = 1.1019 sampled from the prior.

Figure 29. A kernel density estimates of the posterior distributions of φ for 10 independent
runs. The red solid line is prior density and vertical dashed line is the reference value
φ = −0.4468 sampled from the prior.

5.3.2 Heston model

Heston (1993) proposed the following set of two stochastic differential equations to

model an asset price and its volatility

dSt= rStdt+
√
VtStdW1t

dVt= k(µ− Vt)dt+ σ
√
VtdW2t,

(24)

where St is a price of an asset, Vt is its variance, r is a theoretical risk-free rate, k is a

speed of mean-reversion, µ is a long-term variance and σ is a volatility of the variance

Vt (Dunn et al., 2014). The two Wiener processes dW1, dW2 ∼ N (0, dt) are correlated

with coefficient φ ∈ [−1, 1]. Theoretically, with certain parameter values that fulfill the
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so-called Feller condition 2kµ > σ2, variance Vt never reaches zero (Andersen, 2008).

In practise, particles can have negative values during estimation because parameters

have their own range of possible values and some combination might lead to negative

values. Consequently, variance equation is discretized with standard Euler and with

following modification

Vt = Vt−1 + k
(
µ− f(Vt−1)

)
∆t+ σ

√
f(Vt−1)∆tZ2t,

where f(x) = |x|. This practical scheme is called reflection in literature and it is almost

surely bias-free as ∆t → 0 (Van Haastrecht and Pelsser, 2010). For more information

and comparison of practical schemes to avoid negative values, see e.g. Lord et al.

(2010); Bossy and Diop (2007). Similarly, for estimation purposes, it is convenient to

transform asset price process St into yt = log(St). By Ito’s lemma (Itô, 1944),

d log(St) =
1

St
dSt +

1

2

(
− 1

S2
t

)
dS2

t

= rdt+
√
VtdWt −

1

2S2
t

(
r2S2

t dt
2 + 2rS2

t

√
VtdtdWt + VtS

2
t dW

2
t

)
,

which further simplies because as dt → 0, terms dt2 and dtdWt can be replaced with

zero and dW 2 ≈ dt (Evans, 2013, pp. 3-4)

d log(St) = rdt+
√
VtdWt −

1

2
Vtdt

=
(
r − 1

2
Vt

)
dt+

√
VtdWt.

Finally, we can write the model as

Vt= Vt−1 + k
(
µ− f(Vt−1)

)
∆t+ σ

√
f(Vt−1)∆tZ1t

yt= yt−1 +
(
r − 1

2
f(Vt)

)
∆t+

√
f(Vt)∆tZ2t

Z2t= φZ1t +
√

1− φ2zt

(25)

and one realization of the model is represented in Figure 30. For Kalman filter-based

estimation of parameters, see e.g. Wang et al. (2017) and one particular particle-based

method by Aihara et al. (2009). Reference values and prior densities were chosen to

resemble the latter study with a slightly wider bounds and they are outlined in Table

4.
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Figure 30. One simulated trajectory of Heston dynamics (25). Initial variance V0 ∼
N (0.25, 0.022) and ∆t = 0.01.

Table 4. Prior densities of heston parameters and initialization of SMC2.

Parameter p(θ) SMC2 settings
k U(0.5, 8) Nθ = 1500
µ U(0, 1) Initial Nx = 100
σ U(0, 1) Acc. threshold 0.15
r U(0, 1) PMCMC steps: 3
φ U(−1, 1) γ = 0.5

Figures 31 and 32 show trace plots of parameters excluding k. Long-term variance

µ converges rapidly with narrowing bounds as well as σ (to some extent). Median

values of r and φ approach to the reference but distributions stay rather wide. The

mean-reversion speed, however, presents a significant bias because its posteriors are

all skewed towards smaller values (Figure 33) which could be a consequence of the

reflective setting. Posterior distributions of other parameters are represented as well

in Figures 34-37.
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Figure 31. Trace plots of µ and σ. Black line represents the median value of parameter
averaged over all independent runs, grey area is inter-quartile range and horizontal dashed
line is the reference value.

Figure 32. Trace plots of r and φ. Black line represents the median value of parameter
averaged over all independent runs, grey area is inter-quartile range and horizontal dashed
line is the reference value.

Figure 33. A kernel density estimates of a posterior distributions of k for 10 independent
runs. The red solid line is prior density and vertical dashed line is the reference value k = 3.
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Figure 34. A kernel density estimates of a posterior distributions of µ for 10 independent
runs. The red solid line is prior density and vertical dashed line is the reference value µ = 0.1.

Figure 35. A kernel density estimates of a posterior distributions of σ for 10 independent
runs. The red solid line is prior density and vertical dashed line is the reference value σ = 0.2.

Figure 36. A kernel density estimates of a posterior distributions of r for 10 independent
runs. The red solid line is prior density and vertical dashed line is the reference value r = 0.2.
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Figure 37. A kernel density estimates of a posterior distributions of φ for 10 independent
runs. The red solid line is prior density and vertical dashed line is the reference value
φ = −0.5.

When the algorithm starts, acceptance rate quickly drops (Figure 38b) due to rather

wide priors that result as a non-optimal proposal covariance. Nevertheless, particle

addition and multiplier (22) manage to control acceptance rate and it (after a few

successive rejuvenation) increases above the threshold. Each individual run finished

with a moderate Nx (maximum was 3000) because acceptance rates remained above

the limit which is preferred in order to keep the computing time in reasonable level.

(a) Addition of x-particles. Random jitter is added to
help to separate distinct runs.

(b) Number of x-particles Nx was multiplied by 1.5 when
acceptance rate went below threshold 0.15.

Figure 38. Particle addition and respective acceptance rates. Colored lines match between
figures and they illustrate different independent runs.
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5.4 Swiss Franc devaluation

In addition to parameter estimation, we are interested in checking whether the Swiss

Franc de-pegging offer chances to exploit triangular arbitrage. If such possibility was

present, we can expect it to impact the price dynamics and therefore, the values of the

estimated parameters. Triangular arbitrage is a situation where bid and ask prices of

three currencies are not in balance. This allows one an opportunity to profit by first

buying one currency and then converting it back via other currency only to sell with a

higher price (see e.g. Aiba and Hatano, 2004). In general, the following should hold

SA,B = SA,C × SC,B,

where S is a bid or ask price and A, B and C are three currencies. The right-hand-side

is called implicit cross rate and if it is higher than the respective ask price, one can

obtain a risk-free profit. A particular triplet (EUR, USD, CHF) can be exchanged with

six different ways of which one is USD→ CHF→ EUR→ USD. That should fulfill a

condition
CHF/USDbid= CHF/EURbid × EUR/USDbid

= EUR/USDbid × (EUR/CHFask)−1.
(26)

If, however, neither of the following conditions hold

EUR/USDbid × (EUR/CHFask)−1

CHF/USDask

≤ 1

EUR/CHFbid × CHF/USDbid

EUR/USDask

≤ 1,

there exists a possibility to a risk-free profit by buying CHF (EUR) and converting it

back to USD via EUR (CHF).

Figure 39a represents the 955 executed USD/CHF bids during one-hour interval from

the start of the event. As one should expect with FX rates, the rate balances to

some value after the drop. This suggests that a mean-reverting process would explain

the moves of the rate to some extent. Therefore, an OU process was used to model

the USD/CHF bids. For modelling purposes, time scale is in minutes. The size of

the dots in Figures 39a and 39b correspond to the volume of respective trades. The

trading volume is often seen as an indicator of asset’s liquidity (see e.g. Johnson (2008);

Pagano (1989)). Thus, we can see that Swiss franc became momentarily illiquid since

trades were relatively small (especially with EUR) meaning that many major market

participants did not participate to trading right after SNB announcement (judging only

by the relative volumes). The effects to the market and analysis on traded commodities
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were studied in Cielinska et al. (2017).

Figures 40-43 show posterier distributions of the model parameters in two time points

from which one is just before the lowest peak and the second is the final trade around

10.30. Figures 44 and 45 show the corresponding trace plots. SMC2 settings were the

same as in the simulated OU case except that three independent runs were launched

in parallel. The prior densities of parameters are listed in Table 5. Since there was

no pre-assumptions for the value of ρ (speed of mean-reversion), it was given a wide

prior distribution and both standard deviations were initialized with a standard uni-

form density. The equilibrium µ on the other hand can be assumed to stay within

reasonable range from the values that were before the event. However, since there was

no theoretical background for this, a normal distribution with relatively large standard

deviation, given the data, was set as a prior for µ.

Table 5. Prior densities of the parameters.

Parameter p(θ)
ρ U(0, 10)
µ N (1, 0.52)
σ1 U(0, 1)
σ2 U(0, 1)

(a) (b)

Figure 39. Bid prices of executed transactions with scaling according to the size of the
trades.
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Figure 40. Kernel density estimates of mean-reversion speed parameter ρ for three inde-
pendent runs.

Figure 41. Kernel density estimates of long-term mean parameter µ for three independent
runs.

Figure 42. Kernel density estimates of OU standard deviation σ1 for three independent
runs.
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Figure 43. Kernel density estimates of observation error parameter σ2 for three independent
runs.

Figure 44. Trace plots of ρ and µ of the sum posterior over three independent runs. Black
solid line is the median and grey area is the inter-quartile range.

Figure 45. Trace plots of σ1 and σ2 of the sum posterior over three independent runs. Black
solid line is the median and grey area is the inter-quartile range.

The only parameter that can be observed from the batch of observations is µ whose



54

median of posterior distribution at the last time point slightly differs from the ob-

served last value ≈ 0.89 (Figure 39a). Before the lowest peak, the sum posterior starts

to deviate because more uncertainty becomes present. Mean-reversion parameter ρ

settles after the values start going back up again and the process standard deviation σ1

approaches to an approximate value of 0.02. Observation noise standard deviation σ2

converges also and its values are smaller than σ1 which means that system states are

informative, at least to an extent, which is favorable from the modelling perspective.

Triangular arbitrage opportunities during the event were checked from the FX data set

with the triplet (EUR, USD, CHF). Figure 46 represents the corresponding factors of

the equation (26). Black dots are the implicit cross-rates (26) that violate the condition,

that is, their value exceeds the ask values meaning that at these time points, a risk-

free profit could have been made. We also see that EUR/USD rate was not affected

by this phenomenon. The implicit cross-rate is interpolated because the trades of the

right-hand-side of Eq. (26) did not all coincide. Figure 47 shows the difference in rates

for each violation. The biggest risk-free profits could have been made at the start of

the event before rates started to slowly revert towards the equilibrium.

Figure 46. Since there was a different number of trades with EUR/USDbid and
EUR/CHFask, which did not coincide, the triangular arbitrage condition was checked in
5 second intervals with the closest trades that happened within a second.
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Figure 47. Difference = Cross-rate bid−CHF/USDask. Largest differences were during the
first 25 minutes.

Triangular arbitrage opportunities do not happen often and when they do, they usually

exist only a short period of time (see e.g. Fenn et al., 2009). With a modern equipment

and fast calculations, these opportunities can be, however, studied and modelled; see

e.g. Gebarowski et al. (2019) and Gradojevic et al. (2020). Currency’s price, as any

other tradable asset’s, is driven by its supply and demand which means that market

participants are directly “steering” the dynamics of an asset. Triangular arbitrage

always affects the market, which also means that the estimated long-term mean and

other parameters are affected, but in which way and with what magnitude remains an

open question. Some slight change, however, can be seen from Figure 48 that shows the

estimated long-term mean parameter µ along with the actual values of CHF/USDask

for each executed trade (955 trades).
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Figure 48. Trace plot of long-term mean of CHF/USDask, where black solid line is the
median. Black dots correspond to trades where implicit cross-rate bid was higher than the
actual ask price.

6 DISCUSSION

The goal of the thesis was to use SMC2 for parameter estimation of state-space models.

The necessary preliminaries were introduced as a brief guide to sequential Monte Carlo

and its applications. The three simulated numerical experiments showed that SMC2 is

well suitable for parameter estimation for state-space models. However, for certain type

of models such as linear Gaussian, it is too computationally demanding and unnecessary

as easier algorithms are available. In this thesis, parameters of the used state-space

models could have been estimated with another procedure. It was, however, interesting

to see how SMC2 performs with “easy” models compared to methods that are frequently

used in literature. More advanced, highly non-linear models can be analyzed with

SMC2 as well, which was originally the need and motivation for the algorithm in the

first place. Comparison of competing algorithms PMCMC and SMC2 was provided in

a supplementary material by Chopin et al. (2013b). That supplement includes also

a comparison to Liu and West (2001)’s modification of self-organizing particle filter

(SOPF) that includes model parameters as a part of the state-process x̂t = (xt, θ).

Similar algorithm to SMC2 was proposed by Fulop and Li (2013).

Problem with the particle filter with a trivial proposal is that it does not take into
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account the following observation yt. When old state-particles are propagated through

Markovian kernel, the new states xt are–loosely speaking–random with respect to the

concurrent observation yt. More efficient scheme can be applied that “guides” the

proposing process by pre-weighting. Such method is called auxiliary particle filter

(Pitt and Shephard, 1999) which could be used with SMC2 instead of bootstrap filter.

Golightly and Kypraios (2017) used auxiliary filter with SMC2 and applied it to kinetic

models. This method could be especially useful when a large peak or clearly abnormal

observation occurs at time tp. Such scenario usually leads to large drop in ESS which

further leads to rejuvenation of significant number of particles which then admit values

that might not be explanatory for any t > tp. SMC2 is luckily robust in that sense that

posteriors usually start to revert back to “correct” after such anomalies. This might

not always happen if, for example, ESS = 1 meaning that all but one particle θm are

ineffective which means that only that one particle is preserved. With a rejuvenation

and after new iteration, ESS is usually back in a appropriate level, but in a stochastic

system this might not always be the case and the algorithm fails requiring a re-start.

The FX data showed relatively large spikes especially at early minutes of the event

which in itself indicates that Ornstein-Uhlenbeck process is not optimal for underlying

dynamics. A more explanatory model could be achieved with a Lévy process. Since the

data showed also a smaller variation, a jump-diffusion model that includes a Lévy jump

term, possibly a compound Poisson process, paired with Ornstein-Uhlenbeck could be

able to capture the smaller fluctuations and larger spikes.
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