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Perinteisid tietokantoja ei valttdmattd ole suunniteltu aikasarjadatan tallentamista varten.
Kuitenkin voi olla, ettd kyseisen kaltaisen datan tallentaminen perinteiseen tietokantaan tuntuu
mielekkadltad ratkaisulta. Kaytettdessa perinteista tietokantaa kyseisen kaltaiseen tarkoitukseen,
tdytynee kuitenkin ottaa huomioon joitakin seikkoja esimerkiksi tietokannan valintaan seka
tietorakenteen suunnitteluun liittyen. Tdman tyon tarkoituksena on selvittdd, kuinka
aikasarjadata voitaisiin jarjestelld ja tallentaa perinteiseen tietokantaan, ja kuinka pienet
muutokset datan rakenteessa vaikuttavat suorituskykyyn tai tilankaytt6on. Lopputulos on, etta
vaikka perinteista relaatiotietokantaa voi kayttaa aikasarjadatan tallennukseen, sekéa toteutuksen

yksityiskohdat ettd ratkaisun mielekkyys riippuvat kdyttotapauksesta.
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While traditional databases may not necessarily have been designed for the storage of time series
data, one might still seek to use them for that purpose. However, there may exist some
considerations with regards to the choice of database type and the schema design. This thesis
seeks to establish an understanding of how one could seek to structure time series data and store
it in a traditional database, and how some adjustments to the structure or storage affect
performance and storage size. The conclusion is that, while a traditional relational database can
be used to store time series data, the exact implementation details and performance

characteristics, as well as whether it makes sense to do so, will depend on the use case.
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1 INTRODUCTION

The introductory chapter is concerned with the background, motivation, goals, and delimitations

of the thesis, and seeks to summarise the general layout of the thesis content-wise.

1.1 Background and Motivation

The background of the thesis lies within the need to store and query series of values tied to
moments in time. That is, one could seek to store series of time-value pairs over a certain timespan
and then later use them. Such data could be described as time series data, following Jensen et al.
(2017), who describe time series simply as “a sequence of values over time” or “finite or
unbounded sequences of data points in increasing order by time”. This fits the definition of values

tied to moments in time, which is the subject of the thesis.

The practical task resulting in the need to store and query such data could be, for example, the
collection and use of measurement data, an example of which could be the collection of measured
temperature data for use in predicting future temperature changes or observing long-term trends
in temperature values. Such practical tasks might also impose interesting requirements on the
storage of the data, for example, how much of the data is required to be stored, at what precision,
and how fast it should be possible to access it. Furthermore, from a practical point of view, the
resources required for the storage and processing of the data may not be free of cost, making the

problem a potentially interesting one also from a financial point of view.

While there exist dedicated Time series Management Systems (TSMS) aimed at overcoming some
limitations or improving upon the capabilities of traditional Database Management Systems
(DBMS) with regards to handling large volumes of time series data (Jensen et al., 2017), there may
exist practical reasons for wanting to use a traditional Relational Database Management System
(RDBMS) for storing such data as opposed to employing a dedicated TSMS solution. While Shafer
et al. (2013) identify the need to export data outside the traditional relational database for
analysis as something that could add complexity to the analysis of the data, there may be cases
where extensive analysis beyond the capabilities of a traditional relational database management
system is not needed, or is not perceived relevant, in which case the use of traditional RDBMS may
prove to be alow complexity option for some use cases. For example, should an organisation have
an established RDBMS solution built into their products and processes, with personnel trained to
manage and operate it, the option to use such a solution for time series data may appear attractive
to the organisation. Consequently, the thesis is interested in and concerned about the usage of a
traditional RDBMS as a means to store time series data in an efficient manner, using either the
features available in the DBMS themselves or through transforming the data to be stored.
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1.2 Goals and Delimitations

The goal of the thesis is to figure out how one could seek to store time series data in a traditional
relational database while trying to avoid some issues related to doing so, instead of resorting to
using specialised time series management systems. Summarily, the idea is to find out how to store

and query the data in a manner somewhat efficient.
The research questions, the answers to which the thesis seeks to discover, are the following:

1. How could time series data be defined, and what type of challenges exist with trying to
store it in a traditional relational database?

2. Given time series data and a traditional relational database, how could one seek to store
the data while trying to avoid or mitigate some of the challenges in doing so?

3. Given a non-relational database, how could one store time series data in that one?
The limitations of the thesis are the following:

e The thesis will only be concerned with the storage of time series data using a relational
database management system, and comparisons with or storage using a dedicated time
series management system is beyond the scope of the thesis.

e Comparison between different types of relational databases is beyond the scope of the

thesis, as the idea is to explore the concept on a more general level.

1.3 Structure of the Thesis

The thesis has been divided into six parts, with the first part here describing the background and
the problem of the thesis. The second part seeks to describe the data itself that needs to be stored.
The third section focuses on the use of a relational database for storing the data, and the fourth
section focuses on non-relational databases. The fifth section shortly introduces some dedicated
time series databases for completeness, and the sixth part consist of conclusions and discussion,

as well as some ideas for further investigation.



2 TIME SERIES DATA AND MANAGEMENT

The second chapter is concerned with the nature of time series data, as well as establishing an
understanding of the shortcomings in traditional database management systems that have

resulted in the creation of such dedicated systems.

2.1 Characteristics of Time series Data

Following the example of Jensen et al. (2017), one could describe time series as “a sequence of
values over time” or “finite or unbounded sequences of data points in increasing order by time”.
A similar definition has been utilised Fu (2011), describing time series on a more general level as
a “collection of observations made chronologically”, but also noting how time series data, by
nature, can be “large in data size, high dimensionality and necessary to update continuously”, and
how it is “characterized by its numerical and continuous nature” and “always considered as a

whole, instead of individual numerical field”.

Additionally, as described by Pal and Prakash (2017, pp. 21), time series data may have
characteristics or structures of interest, such as general trend, seasonality, cyclical movements,
and unexpected variations. The general trend being the long-term high-level shift or change in the
observations, seasonality being the periodic deviations, cyclical movements being changes after
certain units of time but less frequently than seasonal changes, and unexpected variations being

variations that would not appear to follow any specific pattern or rule.

Beyond time series, Jensen et al. (2017) suggest one can generalise the concept of time series by
removing the need for the entries to be ordered based on time, referring to such a series as data

series.

2.2 Time Series Management Systems

Following Jensen et al. (2017), the term Time Series Management System could be used to refer
to “any system developed or extended for storing and querying data in the form of time series”.
The term was already referred to in the introduction, along with the notion of such systems having
been designed with time series data in mind specifically, and therefore overcoming some
problems or having better characteristics with regards to some aspects of managing time series
data compared to traditional database management systems (Jensen at al.,, 2017, Shafer et al.
2013). While features such as window queries aimed at better managing time series data have
been added to traditional relational databases and query languages, the development of dedicated
TSMSs has continued (Jensen et al. 2017), which could indicate that there exists a reason for using

dedicated systems, still.



Continuing with Jensen et al. (2017), amongst the general trends observed with data, in general,
would appear to be a shift in focus towards using commodity hardware with distributed systems
to achieve scalability in storing and processing increasingly large volumes of data. Following the
classifications by Jensen et al. (2017) and the means of categorising storage methods presented
by Pungila et al. (2009) with their benchmarking of sensor data collection systems, one could

conclude that at least the following three means of storing data can be found in TSMS:

e External storage, where the data is stored “in a database station outside the sensor
network” (Pungila et al. 2009) or where the systems “use existing distributed DBMSs and
DFSs running externally from the TSMS” (Jensen et al. 2017).

e Internal storage, where the storage is either embedded within the TSMS itself and no
communication protocol is needed to transfer it between the TSMS and the data storage
(Jensen et al. 2017), or where the “data is stored at the place where it was generated”
(Pungila et al. 2009).

e Data-centric storage, where the data is stored within the sensor network but not where it
was collected, which “seems to be the preferred approach” (Pungila et al. 2009) and
encompasses the external storage definition by Jensen et al. (2017).

e Relational database management system extensions, where an existing RDBMS is
extended with time series management capabilities, so that the data can be directly
analysed within an existing storage solution, without the overhead of exporting it
elsewhere, and without creating a dedicated TSMS solution with added storage (Jensen et

al. 2017).

Still continuing with Jensen et al. (2017), separating the time series management and the storage
components might be a means to achieve scalability and allow for faster development of systems
related to managing the data through the reuse of existing deployments and knowledge of the
storage component. This applies to both systems that use external storage and to existing RDBMS
solutions on which TSMS capabilities are added. However, it might also limit the creation of the
analysis and management component, considering how the storage solution may impose

limitations on or favour certain data access and management patterns.



2.3 Intermediate Models, Caching, and Feature Support

The definition of a relational database is beyond the scope of the thesis; however, following
Darwen (2003, p. 1519), “relational database is one that is built and operated in accordance with
the Relational Model of Data proposed by E. F. Codd (1970)” and “is a collection of relations”. The
relational model “provides a simple and intuitive method for defining a database, storing and
updating data in it, and submitting queries of arbitrary complexity to it”. Following the analysis of
RDBMS extensions by Jensen et al. (2017), one can attempt to draw some conclusions as to the
challenges being solved by extensions to RDBMS systems. On a general level, the solutions appear
to employ some form of generation and usage of intermediate models of varying granularity as a
means to avoid having to process larger amounts of detailed data for every query (Jensen et al.

2017):

e TimeTravel (PostgreSQL) generates and uses intermediate models, with information
about the error bounds and seasonality of the data, for historical, current, and future data.

e F,;DB (PostgreSQL) also uses intermediate models arranged into a hierarchy but can
decide which model best fits each series, and allows for manually supplying models.

e PL/SQL (Oracle RDBMS) uses a set of raw data together with a set of knowledge on the

intervals between the data points, for linearly querying and interpolating as needed.

Additionally, features such as using intermediate caches in memory or other faster storage
formats have been explored, backed up by disk-based storage (Jensen et a. 2017), which in turn

raises the question of managing the contents of such caches.

Another thought, presented by Shafer et al. (2013), revolves around the capabilities offered by a
storage system, and whether supporting such capabilities can affect the performance of a system
when performing specific types of tasks. That is, whether supporting all the operations required
by a general-purpose RDBMS can affect the extent to which a system can be optimised to support
time series management. A similar thought is expressed by Pungila et al. (2009), who suggest that
the index structures in relational databases may impose some performance or scaling limitations

for time series data.



2.4 Columnar Storage in Relational Database

Shafer et al. (2008), as referenced by Jensen et al. (2017), present that a number of existing TSMS

and DMBS that are suitable for time series management "effectively function as column stores

with additional functionality for storing and processing time series data”. Following Larson et al.

(2011, 2012) and Roy et al. (2012), a columnar data storage seeks to store the data by columns as

opposed to storing them by rows, as illustrated by figure 1.

ColumnA Column B Column C Column A Column B Column C
1 2020-01-01 00:00:00  1.2345 1 2020-01-01 00:00:00 1.2345
1 2020-01-01 00:10:00 2.3456

2020-01-01 00:10:00  2.3456
2 2020-01-01 00:00:00 0.9876

2020-01-01 00:00:00 0.9876

Figure 1: lllustration of the logical difference between row-wise storage (left) and columnar storage (right).

Such means of storing data would appear to have at least two following characteristics of interest

to time series data:

Read performance from storage. Following Larson et al. (2011, 2012) and Roy et al.
(2012), columnar storage would allow the database to “only retrieve the columns defined
in the query rather than the entire row,” as opposed to having to access a row that may
contain columns that are not needed for a specific query. Larson et al. (2011) indeed argue
that traditional row-like storage “is not well-suited for data warehousing where queries
typically scan many records but touch only a few columns.”

Compression when stored, which also affects the read performance. When each column
within a relational database generally contains values that are similar, by having the same
data type and potentially also same or similar values, following Abadi et al. (2008),
compression algorithms might work better on such columnar data with a low information
entropy or sequences of identical values.

Ability to execute operations on multiple rows at the same time via techniques such as
run-length encoding. When the data within a column consists of a sequence of identical
values known beforehand, such as through compression, an operation can be performed
once and the result used for multiple rows, without having to decompress or otherwise
reconstruct each individual row for before evaluating the operation (Abadi et al. 2008).
Late materialisation depending on the query and the database implementation (Abadi et
al. 2008), whereby the reconstruction of rows from multiple columns is delayed to avoid

unnecessary reconstruction overhead when not necessitated by the query.
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2.5 Conclusions on Relational Databases

Summarily when considering the storage and management of time series data within a relational
database, it would appear beneficial to consider a storage method that helps optimise storage and
query performance for series as opposed to individual tuples, using columnar storage. Avoiding
the need to unnecessarily process large amounts of raw data by using intermediate models of it
on a higher level of abstraction could be something to consider, as well, but would likely need to
be done outside the relational database itself. Separating the analysis of data from the storage of
it would allow focusing on the storage aspect on its own, as well as the use of such intermediate
models, however, it might have some implications with regards to the access and analysis of the
data afterwards. Distributing the storage might be an option to explore, as well, and indexes within
arelational database, while potentially less idea for write performance, could be explored for read
queries. While dedicated systems exist for distributed collection of sensor data, managing the data

itself using a relational database seems perfectly feasible.



3 TIME SERIES DATA IN RELATIONAL DATABASE

While not all challenges faced by traditional relational database management systems with
regards to time series data can be overcome necessarily, it might still be interesting to see if and
how they could be mitigated. The third chapter here seeks to understand how one could use a

relational database for storing such data.

3.1 Example Data and Logical Grouping Considerations

Starting from a simplified example might help understand the problem better. Following the
definitions presented earlier for time series data, one could produce an example time-value pair.
Figure 2 seeks to illustrate such an example time-value pair, one item in a time series, consisting

of a time value and an associated numerical value.

Time Value

2020-01-01 00:00:00 1.23456
Figure 2: Basic single-dimensional time-value pair.

While the type of the value attached to the time could be replaced with other types, such as a
string, a blob of binary data, or any other non-numeric or numeric data type, thereby resulting in
potentially different performance or storage space characteristics compared to the chosen simple
numerical data on a specific database management system implementation, the idea remains the

same, and therefore a simple numeric value should work fine for the purposes of the example.

Following Wang et al. (2014), the example above could be classified as one-dimensional time
series, where each time instance is associated with exactly one data item. However, for
considering the difference of a columnar storage format to row store, it might be of interest to also
consider examples with a greater number of columns associated with a moment in time. That is, a
time series of a larger dimensionality, such as weather data, whereby a simple dimension does not
fully capture a situation: in addition to temperature, humidity, and air pressure, could be

recorded. Figure 2 seeks to illustrate such multi-dimensional example data:

Time Value A Value B Value C
2020-01-01 00:00:00 1.23456 100.234 57243.902
Figure 3: Multi-dimensional time-value pair.

Generalising the data, one could represent each row {0,1,...,k} as a tuple with multiple

dimensions {0,1,...,n}:
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o ={V00 Vo1 Vo2 - Von}
rn={Vyo Vi1 Viz2 - Vin}

% ={Vko Vk1 Vk2 - Vin}

Transforming into columnar form, this would in turn yield as many columns as there are

dimensions, with as many values as there are rows:

co ={Voo Vio - Vko}
g ={Vo1 Vi1 - Uk}
c; ={Voz Viz - Vkz2}
Cn = {Vo,n Uin vk,n}

Consequently, the effects of columnar or row format on performance might be an interesting
aspect to consider, especially with regards to storing series with identical timestamps. For
example, if there were a reasonable number of series with identical timestamps, the series
themselves might be possible to convert into dimensions of a single series. Figure 4 seeks to

illustrate this.

Time 1 Series 1 Time Series 1 Series 2
2020-01-01 00:00:00 1.23456 2020-01-01 00:00:00 1.23456 9.87654
2020-01-01 00:10:00 2.34567 2020-01-01 00:10:00 2.34567 8.76543
Time 2 Series 2

2020-01-01 00:00:00 9.87654
2020-01-01 00:10:00 8.76543
Figure 4: Converting series to dimensions based on common timestamps.

But how many dimensions are reasonable to manage and how the spans between series overlap
in practice remains an open question and depends on the data. Beyond transforming into columns,
other alternatives ways for grouping values belonging to a single series would include, perhaps

some of the following:

e Embedding such information, or a key pointing to such information, within each pair.
e Storing pairs in an order that allows one to associate them with each other based on
indexes or other information (which would need to be available from elsewhere).

e Wrapping basic time value pairs inside a collection that itself contains such information.

Figure 5 seeks to illustrate these alternative grouping ideas, all in the same figure: embedding of
information within the time-value pair, order-based association, and collection-wise grouping.

The depictions are merely example illustrations to help visualise the ideas.
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A-0001 2020-01-01 00:00:00 1.2345
embedded A-0001 2020-01-01 00:05:00 09876
\E:"fq membership Eaiae 2020-01-01 00:00:00 21741 series collections: all records of a single series stored in a same collection, with
Information A-0002 2020-01-01 00:05:00 1.2039 information about the series stored on the collection level again
A-0003 2020-01-01 00:00:00 05632
A-0003 2020-01-01 00:05:00 0.8215 2020-01-01 00:00:00 1.2345
A-0001
2020-01-01 00:05:00 09876
2020-01-01 00:00:00 21741
A-0002
series entry order: every third in same series 2020-01-01 00:05:00 1.2039
|- 000 T 2020-01-01 00:00:00 1.2345 2020-01-01 00:00:00 0.5632
d 2 01 :00; A-0003
A-0002 2020-01-01 00:00:00 21741 2020-01-01 00:05:00 0.8215
A-0003 2020-01-01 00:00:00 0.5632
2020-01-01 00:05:00 0.9876
2020-01-01 00:05:00 1.2039
2020-01-01 00:05:00 0.8215

Figure 5: lllustrations of various grouping ideas.

Other alternatives might also exist; however, any additional information for associating the time-
value pairs would likely need to be stored somewhere regardless of the chosen storage method,
ideally without unnecessarily inflating storage requirements or affecting performance. The
technically possible alternatives, as well as their relative performance, might depend on the

chosen storage solution.

3.2 Accumulation of Data and Time-Wise Partitioning

Time series data may accumulate in large amounts from various sensor systems or other systems.
Therefore, considering the effect of the accumulation of the data over longer periods of time on
the storage space taken by that data might be an interesting topic, especially with regards to the
scalability of various storage methods. Depending on the collection of data, the number of time

value pairs could grow to be of considerable scale over longer timespans.

Considering imaginary example series that gain new members at static intervals, one can seek to
illustrate the accumulation of data and try various means of controlling the accumulation, if
necessary, with the assumption that every single measurement must be stored exactly as-is

without any pruning.

Considering Ngeries number of series
ta time between gaining new member for a series
to series collection start time
t series collection end time

The total number of entries at t, intervals across ng,..s series over the period [t,,t;] would be:

t1—-t,
lt % X Ngeries ey
A

k(ta, to, t1, Nseries) =
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The number of new entries accumulated is illustrated by figure 6, and the total number of new
entries accumulated is illustrated by figure 7 using an imaginary gain of one hundred members,

as well as the accumulation per interval, and how the number per interval remains static.

Series Member Accumulation

count
, 2500
g 2000
Q
_ g 1500
W‘ = 1000
%]
w\ LLLL
‘/k(tArtoltl'nser(es) 5 0 =1 Ll I I
w
\ 1 3 5 7 9 11 13 15 17 19
Timespan
[tl):tl]
A .
" t time B Series Members / Total Series Members / Timespan
0 1

Figure 6: Accumulated members. Figure 7: Example accumulation,

Denoting the timespan for gaining new members as t; — ty = tspqn might help clarify a bit. This is
the timespan over which measurements are collected. Consequently, the multiplier for the rate of

growth with the same parameters would be the following:

tspan+tAxn .
g(t ¢ n ) _ k(tA.tspan"’tA;nseries) _ tA series (2)
Ar Lspans Nseries ) = -t
p k(tA,fspanrnseries) %Aanxnseries

From which one can eliminate the series count as a result:

tspantta
_ tA _ tspantia th Espantia _ ta tspan _ ta
g(tA' tspan) = Ttspan X = = + =1+ (3)

ta

ta tspan tspan tspan tspan tspan

One can see that the growth of the total number of series members is tied to the time between
acquisition of new members, as well as the collection timespan. Continuing to the total number of

series members after a specific number of timespans has passed:

tspan tA P tsp an tA tA Pt
K(tA, tspan:p, nseries) = ( t X nseries) X1+ ¢ = < ta X nseries) x{1+ t x{1+ t
span span span

This can be simplified into:

p—1
tspan t,
K(tA; tspans P nseries) = Ngeries X (1 + p_) X (1 + ) p=0 (4)

ta tsp an

The interval at which new members are gained, as well as the collection timespan, are again
present and very relevant. Provided that the member gain interval, as well as the number of series,
remain constant, the variable controlling the number of members gained over collection timespan

I controlled by the collection timespan itself, as is intuitive.
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— Nseries  lseries eEN
k(tspan) - tspan X T th > 0 (5)

Consequently, splitting the data by collection timespan would help keep the amount of data
constant with regards to time, potentially helping with managing the scaling of the amount of data
in the future time-wise. Whether controlling the collection span at which series members are
grouped is possible, however, depends on the solution chosen to store them. The exact

implications for practical implementation are to be seen later.

3.3 Relational Model Construction and Alternatives

Starting with two series as presented earlier, one could begin drafting alternative relational
models for storing time series data, both for row-wise storage and for columnar storage. For row-
wise storage, some of the alternatives could be rules out at the beginning due to the repetition of

data between different rows. Figure 8 seeks to illustrate some example data.

Series Time Value

Series A 2020-01-01 00:00:00 1.23456
Series B 2020-01-01 00:00:00 0.98765
Series A 2020-01-01 00:10:00 2.34567
Series B 2020-01-01 00:10:00 3.45678

Figure 8: Relational model base row.

The information about the series itself could be stored elsewhere, as embedding it within each
row might not be sustainable. Following Codd (1974) and Darwen (2003), one could seek to
normalise the data. While this might help reduce duplication of the series name, the foreign key
pointing at the series table would still have to be added. Any series-specific information beyond
the name, however, could consequently be added without having to add more columns with
numerous duplicates shared between different rows in the table containing the series members.

This is illustrated in figure 9.

Series Time Value Series Key  Series Name Series Description
1 2020-01-01 00:00:00 1.23456 1 Series A Some series

1 2020-01-01 00:10:00 2.34567 2 Series B Another series

2 2020-01-01 00:00:00 0.98765

2 2020-01-01 00:10:00 3.45678

Figure 9: Series information split into a separate table.
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Another alternative, when transforming the series into dimensions of a single series on the shared
timestamps, one could seek to reduce the duplication of timestamp values, however, foreign keys
would no longer be available for use as a traditional relational construct. Figure 10 seeks to

illustrate this.

Time Series 1 Series 2 Series Key  Series Name  Series Description
2020-01-01 00:00:00 1.23456 0.98765 1 Series A Some series
2020-01-01 00:10:00  2.34567 3.45678 2 Series B Another series

Figure 10: Series as dimensions, or columns, on the same timestamp rows.

Translating both to schemas, one would end up with something like figure 11, where the column

solution lacks the foreign key constraint and would need to be managed externally.

Series Values
PK | Key PK, FK | Series
Name PK Time
Description Value
Series Values
PK | Key PK Time
Name Value 1
Description Value 2

Figure 11: Example relational schemas.

For the purposes of the thesis, both solutions will be tested, for scaling purposes, to see whether
the column solution performs well enough to justify the deviation from the usual foreign key

constraints.

3.4 Relational Database Horizontal Table Partitioning

Furthermore, taking into consideration the accumulation of data over time, one could seek to
divide the data into smaller sets for easier access, should the chosen storage method allow that.
According to Ross and Cieslewicz (2009), partitioning is an “important component of a scalable
database system”, and through proper partitioning, one can help split the task into sets of
manageable size even when the amount of data increases over time. Partitioning could be utilised
to achieve splitting of data into manageable chunks with regards to time, however, the exact
partitioning limits and sizes would depend on the use case in question and the storage solution

chosen.
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3.5 Example Database Implementation

For the practical test of performance and storage itself, an example relational database
implementation might be needed. While the test will use a specific database implementation, it is
not intended to compare any database implementation against other such implementations on a
general level, or to benchmark absolute performance, as the focus is on storing one specific type

of data only, with a limited sample used for testing purposes.

For the purposes of the thesis, Microsoft SQL Server as a service on Microsoft Azure cloud platform
was chosen to help reduce the time taken to install and configure a database and to reduce the
effect of human error on configuration or local system effect such as other running processes. The
service was configured with two virtual cores using the vCore pricing model, which resulted in

10.4 GB usable memory, and the storage size was set to 32 GB maximum, including logs.

Considering the columnar storage format, according to Larson et al. (2012), Microsoft SQL Server
2012 introduced a “new index type called a column store index and new query operators that
efficiently process batches of rows at a time”, using which “some queries will see significant
performance gains”, whereas “others will show smaller or no gains”. Larson et al. (2011) note that
such storage improves performance “in some cases by hundreds of times”, while providing
“routinely a tenfold speedup for a broad range of decision support queries”. Additionally, Larson
et al. (2012) note that “creating the index is memory-intensive, especially for wide tables”, which
may or may not affect the tests conducted for this thesis, as the test data should be small enough.
Following Larson et al., the columnar storage format stores rows in “groups of about one million

rows each”, which could be low enough for the test data to benefit from such a storage format.

Summarily, the storage/compression formats available for Microsoft SQL Server and the ones also

used for the thesis would be the following:

e No compression at all, used to see how the data takes storage space on its own.

e Row-wise compression, where each tuple is compressed on its own.

e Page-wise compression, where each data page is compressed.

e Columnstore compression, where the data is stored in columnar format and each column
is compressed.

e Columnstore archive compression, which is the same as columnstore except with higher

compression rate and a potential speed penalty according to the documentation.
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3.6 Example Data Generation and Data Type Considerations

The example schema described earlier, for both the row-wise storage method and the columnar
format, were implemented for SQL Server. Test data was generated at random, and the data itself
was kept constant and merely transformed across the different means of storing it to rule out any
variance caused by the data itself, such as compression of values. Appendix 1 contains the script
used to generate the data, as well as the schema declaration to be used with the script. The test
data was generated at random and written to the database as it was generated. Two different sizes
of data were generated and compared to see how the series count and series length affect the

scaling of the results. Table 1 seeks to illustrate the variables related to the data itself.

Variable Value / Size for Test 1 Value / Size for Test 2
Series count 4 100
Series length 10,000,000 1,071,360
Series values [0, 1] [0, 100]
Total rows for row design 40,000,000 107,136,000
Total rows for column design 10,000,000 1,071,360

Table 1: Variables related to generated dummy data.

However, the selection of data types remains an interesting question, especially since the selection
of both timestamp and value types would likely depend on the actual use case in question. Overall,
the series data table requires a foreign key to point at the series table (in the row-wise format), a
representation of the timestamp, and a value corresponding to the timestamp. For this purpose,
some data types from SQL Server documentation are depicted in table 2, with the number in

parentheses after datetime types representing customisable sub-second accuracy.

Information Data Type Size (bytes) Comments

Series ID integer 4 Series ID foreign key in value table

Timestamp datetime2(0) 6 Date and time
datetimeoffset(0) 8 Date and time, with a time zone offset
smalldatetime 4 Date and time, accuracy down to minute level only
date 3 Does not include time, only date
time(0) 3 Does not include date, only time

Value decimal(9,3) 5 Value depending on needed precision

Table 2: Columns, data types, and their sizes for the database implementations.
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The data types for date and time are an interesting topic, and the choice would likely depend on
the timestamps data being stored. For example, for timestamps where time zone offset needs to
be stored within the database, datetimeoffset would offer a viable alternative, and for cases where
space could be saved by compressing identical timestamps or dates separately, perhaps storing
date and time in their own columns would even work. However, while smalldatetime would
appear interesting for use-cases where accuracy only matters down to minute level, it is not
recommended for new work according to the documentation and can only store a limited range
of values timewise. Figure 12 seeks to illustrate the different row-wise table designs for the

different date and time formats.

Values Values Values
PK, FK | Series: integer PK, FK | Series:integer PK, FK Series : integer
PK Time : smalldatetime PK Time : datetime2(0) PK Date : date
Value : decimal(9,3) Value : decimal(9,3) PK Time : time(0)
Value

Figure 12: Data table design alternatives for timestamp data formats.

For the purposes of comparing size and query performance differences between different ways of
storing data, the datetime2 type with no sub-second accuracy was selected and kept the same
between row- and column-wise storage methods. The timestamp design alternatives were
explored afterwards, with a smaller sample, out of curiosity mostly, as the choice of type may be

heavily restricted by practical considerations.

The storage size taken was measured by applying different means of compression to both table
types and seeing how the space reported by the built-in sp_spaceused stored procedure changed
in kilobytes. The results for both tests 1 and 2 for the storage space comparisons have been plotted

in figure 13 and recorded in appendix 1, where CS stands for columnstore.
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Figure 13: SQL Server storage consumption tests 1 and 2, with regards to storage space taken when using different table
designs (separate rows for series, or columns for series) and storage/compression formats (no compression, row
compression, page compression, columnstore compression).
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While the two test sets differ greatly in their distribution of data between series, there seems to
exist a common trend with regards to the row-wise and column-wise formats, and when
considering the columnstore format. One could guess that some of the savings when transitioning
from row-wise to column-wise storage of series comes from the reduction in stored timestamps
and series ID foreign key values, when one timestamp can be shared between several series.
Something even more interesting, however, is the additional overhead caused by the nonclustered
index on the clustered columnstore row-wise table, created to enforce the uniqueness of series
and timestamp combination. The non-columnstore format does not require such index, for it uses
a clustered primary key. The additional nonclustered index on the column-wise storage is much
smaller, however, which again could be attributed to it only having to store the timestamp without
the series id. Still, however, the columnstore table with an added nonclustered index for enforcing

uniqueness ends up larger than the normal table with a mere clustered primary key.
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3.7 Query Performance Comparisons

Another interesting topic could be how the query performance scales with the different designs,
and whether columnstore especially affects it using a database schema such as this, and if it does,
then how. The test was performed by measuring the total time, including network latency for

automation reasons, taken to execute a simple sum over a random timespan of a predefined

length:
Schema Query
Rows select sum([Value]) from [SeriesRows]
where [Series] = {series} and [Timestamp] between {begin} and {end}
Columns select sum([{series}]) from [SeriesColumns]

where [Timestamp] between {begin} and {end}

The results have been plotted in figure 14.

™
-
(22
N
mn
5| ©
(22] N
monSonagdosonn g I I N ISR R I ISR S sl %
® oo Do oo fooxn deNs o o ® N oo N oo oS —
s elelZiaesldageZaz S 2|g|d|leeledlee e S
Slo S °P oo Slo s S| e Sl P oo s o |
‘
|||I|||||||||I||||I|||I|||| |
N =N AN N AN AN AN N AN AN AN AN AN N A DN LN
;o ;o o o ;o o © ;o ;o o o
on o™ o o™ o on o™ on
None Row Row CS None Row Page CS
Row Column

Figure 14: Query times for simple sum over timespan.

One can see that the query times themselves seem relatively static across the different means of
storing the data, despite differences in column and row distribution of the data. The outlier would
appear to be the columnstore method of storing the data, which produces relatively poor
performance characteristics in comparison, but that is likely caused by the schema. As the

documentation mentioned, columnstore may not benefit all schemas.
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3.8 Timestamp Format Comparisons

Something interesting to explore might be the difference between different date and time formats,
and how the database table would be structured with regards to them. For this purpose, a table

was created for each of the different options. Figure 15 seeks to illustrate the different table

structures.
Record Record Record
PK,FK1 | Series: Integer PK,FK1 | Series: Integer PK,FK1 | Series: Integer
PK DateTime : DateTime2(0) PK Date : Date PK DateTime : SmallDateTime
Value : Decimal(9,3) PK Time : Time(0) Value : Decimal(9,3)
Value : Decimal(9,3)

Figure 15: Table structures tested for SQL Server.

The schemas for all the tables were created, and the exact same test data of ten million rows was
inserted into them, to make sure changes in data between the different compressions have no
effect. The compression alternatives tested were the ones also tested previously, with the addition
of columnstore archive and without the extra nonclustered index with columnstore for
uniqueness enforcement. The tables were rebuilt upon changing compression. Appendix 4 holds
the results, and figure 16 seeks to visualise them; however, the size of the index is insignificant in

comparison, when there is no additional index for uniqueness enforcement.
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Figure 16: SQL Server compressed table sizes in kilobytes (KB).

One can see that columnstore compression, and especially columnstore archive compression,
offers the smallest storage footprint for the data. This could be caused by the data itself, however,
that was generated in a way that would allow for duplicate values between series, and would likely
be compressed by run-length encoding, where a sequence of identical values is denoted by the

value and the number of consecutive ones that share it. Additionally, splitting date and time into
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their own columns offers a considerably smaller storage footprint, compared to the other two

means of storing date and time, when using columnstore compression.

Whether the choice of timestamp representation and compression results in changes to query
times, however, could also be tested, for which purpose a set of example queries were drafted and
executed for all the different tables and compression, taking the average query times for
comparison. The queries themselves are listed in appendix 2, and appendix 3 shows the results
from executing them on the various tables, measured within the database, using the
current_timestamp function for getting time before and after the query execution. The difference
between the table with split date and time, and the other two, in the query, is connected to the
need to determine how the inclusion of time within a day affects the query performance, as it is
stored in another column. The table with split date and time was also tested by querying only the
date, in the same fashion as the other two, which resulted in the query completely ignoring the

time portion in the separate column.

The results for the alternative timestamp format and compressions were plotted in figures 17, 18,
19 and 20, to help illustrate them, with each compression method plotted separately due to the

large difference in scale between the two.
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Figure 17: Query times with no compression. Figure 18: Query times with row compression.
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Figure 19: Query times with page compression. Figure 20: Query times with columnstore archive compression.
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One can see that while storing date and time separate produces the smallest storage footprint, it
does not produce the lowest query times, even when it might feel intuitive to separate date and
time to make filtering by the date itself faster. Using smalldatetime produces the fastest query
times, however, the storage footprint is over twice as large as that of separate date and time. Using
a columnstore seems to produce slightly higher query times for single series and a handful of

series, but not by a great margin.

3.9 Table Partitioning and Query Performance

The presence of partitioning in a practical database implementation, however, depends on the
implementation. According to the SQL Server documentation, “SQL Server supports table and
index partitioning” (SQL Server Documentation, 2020). For the purposes of the thesis, both tables
were partitioned with regards to timestamps, as the number of measurements per series will
increase over time, but the number of measurements per timeframe remains static, unless the
number of series changes. Both tables were partitioned by year, with data for one year for all
series contained within one partition. The tables were compressed with both row-wise (page) and
columnar (columnstore) compression, and the results are listed in appendix 5. The simple sum
query was performed again, also, with results stored in appendix 6. Both are illustrated in figure

21, with space in kilobytes and query times in seconds.
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Figure 21: Total storage space taken with different table designs and the corresponding query times when partitioned and
not partitioned, to check if partitioning has any obvious or large impact on either of the two.

One can observe that, compression-wise, columnstore compression on the row-wise table did
benefit from partitioning, presumably related to storing similar date values within a single
partition. However, the nonclustered index still takes a considerable amount of space on top of
the data. The other means of compression saw no noticeable change in consumed storage space.
Query times did improve with the columnar design using columnstore compression, as well,

however, the row-wise table using columnstore suffered from partitioning, which is interesting.
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3.10 Conclusions on Relational Database Schema

Concluding the tests with relational databases, one could see that the design of a table had a
considerable effect on the storage space taken by it, as one would imagine. The column-wise
design was able to reduce the storage space more than any compression on the row-wise design
could, however it also came with its drawbacks, the most notable being the inability to use foreign
keys, and having to know the columns beforehand, and adopting whatever system uses the
database to use the columns and not foreign keys for fetching series values. Storing series with
more than one dimension (value) per timestamp would also make such a design very challenging.
Additionally, the chosen database implementation may limit the number of columns within a
table: for example, SQL Server (SQL Server Documentation, 2020) only supports up to around one
thousand columns per table, making such a design unfeasible for a larger number of series, even

if known beforehand. Table X seeks to summarise the differences discovered.

Design allows Row design Column design
Foreign keys to point at series metadata in another table yes no

Reduction in wasted storage by duplicate timestamps or series IDs no yes
Considerably large number of different series yes no

Adding, removing, and renaming series after table creation yes yes

Table 3: Conclusions on the differences between different table designs.

Additionally, the choice of timestamp depends on the practical implementation and may limit the
number of columns available for other data such as series dimensions. Whichever the preferred

method would be for a specific use-case would need to be decided on a case-by-case basis.
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4 NON-RELATIONAL DATABASE

Beyond the traditional relational databases, one could consider using a non-relational database
with an appropriate structure for the data. The chapter here seeks to pick an example non-
relational database implementation and draft a schema for it, and finally conduct some simple

benchmarks.

4.1 Difference to Relational Databases

According to Tauro et al. (2012), non-relational databases grew to resolve the real-world
problems exhibited by relational databases when having to handle large amounts of real-time
data. Tauro et al. (2012) divide non-relational databases into the following categories: key-value
stores, big tables, document databases, and graph databases. For the purposes of the thesis,
MongoDB was selected as an example non-relational database design. Following Tauro et al.
(2012), “many projects with increasing data are considering using Mongo DB instead of relational

database”. According to the documentation (MongoDB, 2020), MongoDB is a document database.

While there exist a number of specialised time series management systems and time series
databases, such as InfluxDB (Beermann et al. 2019) and Timescale on PostgreSQL (Bourtembourg
et al. 2019) for managing time series data specifically with the ability to aggregate by time frame
and perform other operations built-in, the purpose of the thesis remains to specifically investigate
the storage of time series data in a traditional general-purpose relational database, and the
inclusion of MongoDB is done primarily to check how a traditional (in the sense of not being time

series specialised) non-relational database could be used to also store time series data.

4.2 Database Schema Design

Using data of the familiar format, there exists the need to store time-value pairs for series. This
necessitates that each time-value pair be associated with a series identifier. Intuitively, due to
MongoDB being a document database, one might seek to create a structure whereby time-value

pairs for a series are contained in a document for that series. Figure 22 seeks to illustrate this.

{ {
"series": "A-0001", "series": "A-0002",
"records": [ "records": [
{"time": "2020-08-01 00:00:00", "value": 1.4415%}, {"time": "2020-08-01 00:00:00", "value": 0.7242},
{"time": "2020-08-01 00:05:00", "value": 0.9724}, {"time": "2020-08-01 00:05:00", "value": 0.7214},
{"time": "2020-08-01 00:10:00", "value": 1.0214}, {"time": "2020-08-01 00:10:00", "value": 1.0327},
{"time": "2020-08-01 00:15:00", "value": 0.1462}, {"time": "2020-08-01 00:15:00", "value": 0.8371},
1 ]
¥ ¥

Figure 22: Intuitive document schema, with two example documents, one for each series.
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However, there exist limitations, according to the MongoDB documentation (MongoDB 2020), for
the technical implementation of the database structure, with the main limitation being the
maximum document size of sixteen megabytes. How to structure the documents in a way that
allows each of them to remain below the limit is an interesting question. For this purpose, one can
seek to use the MongoDB shell to determine the size of the BSON object representing a sample
time value pairs, with the value being provided as a floating-point value, following the example
for relational databases. According to the MongoDB documentation (MongoDB, 2020), the
database uses BSON data format, within which there exists no configurable-size decimal number.
Consequently, it might be of interest to explore some alternatives to decimal. From the
documentation, there seem to exist the Decimal and Double data types mostly. The sizes were

tested using the Object.bsonsize function in MongoDB shell, and table 6 illustrates the sizes.

> let k = {_id: Date(2020,8,1), value: NumberDecimal('1.23456"')}
{
"_id" : "Fri Jul 31 2020 13:21:30 GMT+0300 (EEST)",
"value" : NumberDecimal("1.23456")
}
> Object.bsonsize(k)
78
Value Type Timestamp Size  Value Size Content Size  Time-Value Pair Size Overhead
Decimal128 45 16 61 78 17
Double 45 8 53 70 17

Table 4: MongoDB BSON object sizes in bytes.

The unconfigurable decimal values taking a considerable amount of space if left unrestricted seem
interesting, and double-precision - while also sizeable - will not offer the same level of predictable
accuracy. How this would affect overall storage size, however, remains to be seen. As for how to
structure the data to allow storing it over long enough timespans for individual series, one needs
to consider the total number of series members that fit in a single document. Table 5 contains

some basic numbers for different series member accumulation rates for illustrative purposes.

Value Type Interval (minutes) Size / Year (MB)
Decimal128 2 20.89

3 13.93

5 8.36
Double 2 18.75

3 12.50

5 7.50

Table 5: Series size accumulation.
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Consequently, assuming one would wish to store new members for a series further than one year
apart, it could be reasonable to split the series data for each year into its own document. This will

also be the approach chosen for the thesis.

4.3 Storage Size and Query Testing

For testing purposes, an example schema and a corresponding data set of ten million series
members total (one hundred series, a hundred thousand members each). The schema validator

was the following:

db.createCollection('series"', {
validationLevel: 'strict’,
validator: {
$jsonSchema: {
bsonType: 'object',
required: ['_id', 'year', 'records'],
properties: {
_id: {
bsonType: 'string’,
maxLength: 32

year: {
bsonType:
s

records: {

bsonType: ['array'],

items: {
bsonType: 'object',
required: ['_id', 'value'],
properties: {

_id: {
bsonType: 'date'

int

}J
value: {

bsonType: 'decimal' // or 'double'
}

}
i)

db.series.createIndex({_id: 1, year: 1}, {name: 'ix_series'})
db.series.records.createIndex({_id: hashed}, {name: 'ix_record'})

Table 5 illustrates the storage sizes as reported by dbStats function, in kilobytes, using three
different compression methods for the collection and index, as listed in the MongoDB
documentation (MongoDB, 2020): zstandard, zlib, and snappy. This was done to get some general

idea of the scaling only, for reference, and not to measure absolute performance or any of them.
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Compression Value Type Data Size Storage Size Index Size Total Size

zstandard Decimal128 467,670 144,576 72 144,648
Double 389,545 145,216 72 145,288
zlib Decimal128 467,670 143,616 72 143,688
Double 389,545 140,416 72 140,488
snappy Decimal128 467,670 210,860 72 210,932
Double 389,545 197,992 72 198,064

Table 6: MongoDB storage sizes.
The results have been plotted in figure 23.
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Figure 23: Illustration of storage space.

One can observe that the data type between decimal and double would not appear to make a
considerable difference with regards to storage size after compression necessarily, which seems
promising, considering the size of decimal should be twice that of double-precision floating-point.
Additionally, sums of data were queried over periods within the sample data set, in batches of one
week, grouping by series. Sums for all series over the period were queried, as well as the sums for

single series. Table 9 illustrates the results.

Compression Value Type Time / All Series (ms) Time / Single Series (ms)
zstandard Decimal128 8,058 161
Double 8,100 161
zlib Decimal128 6,796 150
Double 6,958 152
snappy Decimal128 6,786 147
Double 6,945 162

Table 7: Query times in milliseconds for different data types.
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Again, one can observe that the data type does not make a difference in query times, either.
Compression would not appear to affect that much, either. Overall, it seems the data type or
compression in MongoDB for this specific application would not appear to be the attributes that
dictate performance. Alternative document structures could be explored to determine results
using grouping by, for example, time alone, and adding series information within the time-value

pair within a document if needed, but that is beyond the scope of the thesis.
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5 DISCUSSION

The objective of the thesis was to figure out how to store time series data in a traditional general-
purpose database, mostly relational with Microsoft SQL Server, but also non-relational with
MongoDB for testing purposes. The conclusion was that, while storing such data is possible in a
sustainable and scalable fashion, there are several implementation-specific nuances that need to
be considered for each use-case, as could have been expected. Furthermore, whether a relational
or a non-relational database makes sense is another matter that depends on the use-case, and one
should likely choose both the database and the schema in a way that best serves the chosen

purpose.

While the thesis succeeded in establishing an understanding of how simple one-dimensional time
series data could be stored in a relational database, it has not managed to capture the case-specific
nuances related to various practical applications, nor has it managed to address the problems
surrounding the ingestion of time series data at a rapid pace from multiple sources. Such matters
would likely need to be investigated on a case-by-case basis, taking into account dedicated time
series management systems and their way of handling such situations, much in the fashion of an

intermediate layer for PostgreSQL or an entire dedicated system such as InfluxDB.

Summarily, while the use of a general-purpose database for managing time series data is possible,
whether it makes sense resource-wise to use one, depends on the context. For example, for
smaller data sets that need to be integrated with an existing general-purpose database, it might
make sense to go through the trouble of designing and maintaining such data within a general-
purpose database. But for situations involving ever-increasing sets of time series data, or data that
is very loosely integrated with the rest of the systems, it may be beneficial to investigate dedicated

solutions.

Additionally, another topic that was brought up during the investigation is the management of
database schema depending on the structure of data being fed to it. While the changes between
row-wise and column-wise design were done manually within the scope of the thesis, the
automated management of schema within a traditional relational database might be an interesting
topic to investigate in the future: how to automatically create and adjust a relational database
schema to fit time series or other data without prior knowledge of the data itself? Another topic
of interest could also be the creation of a generic buffer layer for relational databases for managing
time series data, that would not be tied to a specific relational database implementation.
Furthermore, a unified application programming interface, such as a web service, for writing and

querying time series data across different databases, might be an interesting project to look into.
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6 CONCLUSIONS

While there exist dedicated time series database solutions, there may exist reasons one might still
seek to use a traditional database, either relational or non-relational, for storing time series data.
Based on the example implementations of such storage for traditional databases within the thesis,
such a means of storage seems viable from a technical point of view, both storage-wise and
performance-wise, to a certain extent, for certain types of data. However, the structure of the data,
as well as the database-specific nuances with regards to data types, compression, or storage
methodology, would need to be considered. From the MongoDB observations, one could also
conclude that merely changing the data type or compression may not by itself help reduce either
storage size or query times, and one should design the schema in a way that serves the specific

use case for which one needs the data.
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8 APPENDICES

Appendix 1: Table storage spaces taken by design and compression.

Test Design Compression Rowcount Columns Data Index
1 Rows None 40,000,000 3 1,107,272 2,624
Row 40,000,000 3 709,864 1,688
Page 40,000,000 3 671,112 1,600
Columnstore 40,000,000 3 479,496 578,264
1 Columns  None 10,000,000 5 506,336 960
Row 10,000,000 5 324,448 704
Page 10,000,000 5 324,448 704
Columnstore 10,000,000 5 239,848 134,784
2 Rows None 107,136,000 3 2,543,288 6,032
Row 107,136,000 3 1,784,392 4,240
Page 107,136,000 3 1,680,912 3,992
Columnstore 107,136,000 3 1,141,160 -
Columnstore + IX 107,136,000 3 1,141,160 1,548,880
2 Columns None 1,071,360 101 612,208 2,584
Row 1,071,360 101 476,568 1,024
Page 1,071,360 101 476,568 1,024
Columnstore 1,071,360 101 295,808 -
Columnstore + IX 1,071,360 101 295,808 14,440
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Appendix 2: Queries for testing timestamp format query differences.

Query Table

SQL Statement

A datetime?2 select sum(record_value) from record
date where record_datetime between @time_from and @time_to
smalldatetime group by record_series
A date, time select sum(record_value) from record
where record_date between @time_from and @time_to and (
(record_date = @time_from and record_time >= @day_time_min) or
(record_date > @time_from and record_date < @time_from) or
(record_date = @time_to and record_time <= @day_time_max)
) group by record_series
B datetime2 select sum(record_value) from record
date where record_series in (20, 28, 34, 72)
smalldatetime and record_datetime between @time_from and @time_to
group by record_series
B date, time select sum(record_value) from record
where record_series in (20, 28, 34, 72)
and record_date between @time_from and @time_to and (
(record_date = @time_from and record_time >= @day_time_min) or
(record_date > @time_from and record_date < @time_from) or
(record_date = @time_to and record_time <= @day_time_max)
) group by record_series
C datetime?2 Select sum(record_value) from record
date where record_series = 40
smalldatetime and record_datetime between @time_from and @time_to
C date, time select sum(record_value) from record

where record_series = 40

and record_date between @time_from and @time_to and (

(record_date
(record_date

(record_date

>

@time_from and record_time >= @day_time_min) or
@time_from and record_date < @time_from) or

@time_to and record_time <= @day_time_max)

) group by record_series
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Appendix 3: Query results for timestamp format alternatives.

Compression Timeformat Query A Query B Query C
None datetime?2 1,625.67 3.333 0.867
date, time 1,912.47 2.267 0.533
date 1,575.07 3.467 0.933
smalldatetime 1,475.60 3.400 0.933
Row datetime2 2,047.53 5.000 0.933
date, time 2,330.67 3.067 0.600
date 2,056.80 4,667 1.000
smalldatetime 1,976.80 4.067 1.333
Page datetime2 2,616.47 5.267 1.133
date, time 3,038.87 3.800 0.733
date 2,710.13 5.400 1.200
smalldatetime 2,603.80 4.600 1.200
Columnstore datetime2 2413 10.133 9.067
date, time 115.60 9.867 5.000
date 21.93 2.933 1.733
smalldatetime 12.93 2.600 1.400
Columnstore Archive datetime?2 16.47 6.733 6.200
date, time 125.60 10.733 6.533
date 19.40 3.333 2.600
smalldatetime 13.80 2.933 2.467
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Appendix 4: Compressed table sizes for different timestamp formats.

Compression Timeformat  Reserved Data Index Unused Total Relative
None datetime2 238,024 237,392 576 56 237,968 1.000
date, time 238,024 237,392 576 56 237,968 1.000
smalldatetime 217,928 217,392 480 56 217,872 1.000
Row datetime2 162,952 162,472 400 80 162,872 0.684
date, time 162,952 162,472 400 80 162,872 0.684
smalldatetime 142,984 142,608 320 56 142,928 0.656
Page datetime2 153,288 152,896 376 16 153,272 0.644
date, time 129,480 129,104 320 56 129,424 0.544
smalldatetime 133,320 132,992 296 32 133,288 0.612
Columnstore datetime2 43,592 43,520 - 72 43,520 0.183
date, time 28,040 27,936 - 104 27,936 0.117
smalldatetime 56,200 56,064 - 136 56,064 0.257
Columnstore Archive datetime2 40,456 40,400 - 56 40,400 0.170
date, time 17,160 17,040 - 120 17,040 0.072
smalldatetime 35,592 35,448 - 144 35,448 0.163

Appendix 5: Compressed table sizes for partitioned tables, compared to non-partitioned.

Design Compression Partitioned Rowcount  Columns Data Index
Rows Page No 107,136,000 1,680,912 3,992
Page Yes 107,136,000 1,681,096 4,184
Columnstore + IX No 107,136,000 1,141,160 1,548,880
Columnstore + IX Yes 107,136,000 580,280 1,548,672
Columns Page No 1,071,360 476,568 1,024
Page Yes 1,071,360 476,624 1,248
Columnstore + IX No 1,071,360 295,808 14,440
Columnstore + IX Yes 1,071,360 305,024 14,448
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Appendix 6: Simple sum query times for partitioned and non-partitioned tables.

Design Compression Frame (days) Partitioned Non-partitioned
Rows Page 1 0.086 0.083
7 0.082 0.084

31 0.088 0.089

Columnstore + IX 1 0.104 0.085

7 0.146 0.120

31 0.297 0.231

Columns Page 1 0.120 0.083
7 0.101 0.082

31 0.104 0.084

Columnstore + IX 1 0.117 0.523

7 0.109 0.296

31 0.109 0.186
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