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Gaussian processes provide a powerful Bayesian approach to many machine learning
tasks. Unfortunately, their application has been limited by the cubic computational
complexity of inference. Mixtures of Gaussian processes have been used to lower the
computational costs and to enable inference on more complex data sets. In this thesis,
we investigate a certain finite Gaussian process mixture model and its applicability to
clustering and prediction tasks. We apply the mixture model on a multidimensional
data set that contains multiple groups. We perform Bayesian inference on the model
using Markov chain Monte Carlo. We find the predictive performance of the model
satisfactory. Both the variances and the trends of the groups are estimated well, bar
the issues caused by poor clustering. The model is unable to cluster some of the groups
properly and we suggest improving the prior of the mixing proportions or incorporating
more prior information as remedies for the issues in clustering.
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Gaussiset prosessit ovat Bayesilainen koneoppimismenetelmä, jota on sovellettu men-
estykkäästi useilla eri aloilla. Gaussisten prosessien hyödyntämistä on kuitenkin rajoit-
tanut niiden algoritminen kompleksisuus. Yksi tavoista, joilla laskentatehovaatimuk-
sia on pyritty alentamaan, ovat Gaussisten prosessien yhdisteet. Tässä diplomityössä
tutkitaan erään Gaussisten prosessien yhdisteen tehokkuutta klusteroinnissa ja ennus-
tuksessa. Yhdistemallin avulla tutkitaan moniulotteista, ryhmittynyttä dataa. Mallin
parametreja ja dataa tutkitaan käyttäen Markovin ketju Monte Carlo -algoritmia. En-
nustuksessa malli suoriutuu hyvin, mikäli se pystyy erottelemaan samankaltaisen datan
omaksi ryhmäkseen. Klusteroinnissa mallin tehokkuus todetaan puutteelliseksi eikä se
kykene erottelemaan kaikkia datan ryhmiä toisistaan. Ryhmien ja niille koulutettavien
Gaussisten prosessien tarkempi mallinnus todetaan mahdolliseksi kehityskohteeksi.
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1 INTRODUCTION

Increasing amounts of data and the exponential rise of computational power have in-
troduced numerous possibilities and successes (Liu et al., 2020) for machine learning
along with many challenges (Yin and Kaynak, 2015). Although powerful machine
learning algorithms can utilize the large amounts of available information to achieve
impressive feats, some have suffered from high computational costs and, as a result,
reduced scalability. Gaussian processes (Rasmussen and Williams, 2006) suffer from
cubic computational complexity of inference and multiple approaches have been pro-
posed to combat this issue. Liu et al. (2020) divide these approaches into six groups:
subset of data, sparse kernels and sparse approximations which reduce the complexity
using global approximations; naive local experts, mixture of experts and product of
experts which make use of local features to reduce the complexity.

Global approaches lower the computational cost by modifying how the available data is
used. Subset of data methods are the simplest as they simply use part of the available
data. There exists multiple ways of selecting the subset. In this thesis, we use a
naive way of randomly selecting the data points to divide the data into training and
validation sets. Sparse kernel methods define a lower limit on the output values of the
Gaussian processes covariance function. Values below the limit are treated as zero,
resulting in sparse covariance matrices. Sparse approximation either use lower rank
approximations of the covariance matrices or introduce inducing points to summarize
the available data.

Local approaches lower the computational costs by partitioning the data set into multi-
ple small groups, training an expert, a local Gaussian process, for each and combining
their predictions. Naive local experts divides the input space into regions, each of
which is modeled using a separate expert. Mixture of experts uses a similar approach
of training the experts separately. Instead of separately predicting the values within
the regions, mixture of experts uses the weighted sum of the expert predictions as the
final prediction. Product of experts uses the weighed product of expert predictions, as
the name implies. The partitions of the input space can either be set beforehand or
inferred during training. Rasmussen and Ghahramani (2002) introduced the infinite
mixture of Gaussian process experts, a notable local approach. The authors tested the
model using only a simple data set with one covariate and one dependent variable and
called for further tests on more complex data sets.

Our objective is to evaluate the performance of a model inspired by the infinite mixture
of Gaussian process experts on higher-dimensional data. Although the explicit purpose
of the original was not classifying or clustering, we use the model to cluster data and to
train prediction models for the clusters. We simplify the model to use a fixed number
of experts. The computational performance of the model is not studied.
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Similar Dirichlet process mixtures of Gaussian processes have been tested by Joseph
et al. (2011), Sun and Xu (2011) and Abbasnejad et al. (2013), although none of
these models use the gating network construction that we use in our model. Instead,
they only model the prior proportions of the clusters. Joseph et al. (2011) applied a
mixture model on motion tracking task in two spatial dimensions with both complete
and partial information. Sun and Xu (2011) forecasted traffic flow rate in nine different
locations in Beijing. They also introduced a variational inference scheme for the model.
Abbasnejad et al. (2013) predicted customer preferences.

Our model and the related algorithms were implemented in Python. In addition to
using the Python Standard Library, we used open source libraries NumPy (NumPy
2021), SciPy (SciPy 2021) and scikit-learn (scikit-learn: machine learning in Python
2021). For visualization we used MATLAB.

1.1 Clustering data set

To evaluate the performance of our model, we consider a certain data set. The data
set used in this thesis contains 12697 data points, each of which consists of covariates
x ∈ R5 and corresponding dependent variables y ∈ R2. Both the set of covariates
X and the set of dependent variables Y are standardized such that the mean of each
dimension is zero and the variance one. The data set is randomly divided into training
set of size n = 2000, whose size is relatively small due to computational constraints,
and validation set of size n = 10697.

Figure 1 shows that the data points form five distinct groups. The groups are approxi-
mately circular, excluding the largest group which is elongated along the y1-axis. Most
of the groups overlap whereas the topmost cluster is separated by a large margin. We
refer to these groups by indices 1 through 5. Group 1 is the group associated with
highest values of y2 and group 5 the one associated with the lowest values of y2. The
rest of the groups are indexed accordingly.

There is correlation between x and y in all of the groups. The variables in x are ordered
such that the correlation measured by Spearman’s ρ is strongest in the first variable
and weakest in the last. Figure 2 illustrates the correlation between x and y2.
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Figure 1. Distribution of y values.

Figure 2. Dependency of y2 on x.
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1.2 Structure of the thesis

The thesis is structured as follows. An introduction to Bayesian statistics is given in
Section 2. In Section 3 we define our mixture model and try to motivate the modeling
choices. Section 4 presents an overview of Markov chain Monte Carlo and our algorithm
for estimating the posterior distributions of the model variables and parameters. Our
clustering and prediction results are shown in Section 5, and we discuss the performance
further in Section 6 with suggestions for possible improvements.
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2 BAYESIAN INFERENCE

Statistical inference (Gelman et al., 2020) refers to drawing statistical conclusions about
a larger system - the population - based on a smaller amount of information sampled
from the population. The conclusions can be drawn on the distributions of both unob-
served data and the parameters of a statistical model of the population. In this thesis
we are concerned about the properties of dependent variables Y , both observed and
unobserved, and a statistical model with parameters θ given that we have additional
information in the form of covariates X.

The goals of statistical inference can be roughly divided into two categories: regression
tasks, where the goal is to predict values of continuous variables; classification or
clustering tasks, where the goal is to predict values of discrete variables. The term
classification is used in supervised learning where the possible values of the variables
are known beforehand and clustering in unsupervised learning where part of the task
is to identify the possible values.

Bayesian inference is motivated by the fact that Bayes’ rule provides a rational way of
updating prior beliefs in the light of new information (Hoff, 2009) and by the advantages
Bayesian methods have in complicated problems where they frequently outperform
their non-Bayesian alternatives, if the alternatives even exist. Additionally, using a
Bayesian framework gives rise to a natural way of quantifying the certainty about
the conclusions. The parameters and variables are modeled as random variables with
distributions and, as such, the parameter or variable values can be thought as more or
less probable.

2.1 Bayes’ rule

Bayesian inference draws conclusions about the model parameters based on the pos-
terior probability p(θ | X, Y ), the model parameters conditioned on the data. The
posterior is calculated using the Bayes’ rule

p
(
θ | X, Y

)
=
p(Y, θ | X)

p(Y | X)
=
p
(
Y | X, θ

)
p(θ)

p(Y | X)
. (1)

The main task in Bayesian inference is to define the joint distribution p(Y, θ | X) and
the marginal likelihood p(Y | X) =

∫
p(Y, θ | X)dθ using a suitable model of the

population. The joint distribution is given by the likelihood p(Y, θ | X), also known
as the sampling distribution, which incorporates knowledge about the data generation
process, and the prior p(θ) which incorporates the information available about θ before
any data is observed.
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Similarly to making inferences about θ, data can be analyzed a priori and a posteriori.
The marginal likelihood

p(Y | X) =

∫
p(Y, θ | X)dθ =

∫
p(Y | X, θ)p(θ)dθ

is the prior predictive distribution of data. The predictive distribution of unobserved
data Ỹ given the observed data Y is calculated as

p(Ỹ | Y,X) =

∫
p(Ỹ | X, Y, θ)p(θ | Y,X)dθ.

Calculating the marginal likelihood is often difficult given that it involves integrating
over the parameter space. As our models become increasingly complex, the dimen-
sionality of the parameter space increases accordingly and the integration can become
intractable. Even analytical approximations and numerical methods of integration can
become unreliable or costly. Often it is possible to resort to methods that utilize the
unnormalized posterior

p
(
θ | X, Y

)
∝ p

(
Y | X, θ

)
p(θ).

Markov chain Monte Carlo algorithms are examples of methods that use the unnor-
malized posterior. Markov chain Monte Carlo is used extensively in our inference and
a brief overview is given in Section 4.1.

2.2 Defining a model

Instead of modeling the population as a whole, it is common to incorporate informa-
tion on multiple levels using hierarchical models. Hierarchical models can, for example,
model the population as a collection of groups, each of which has its own character-
istics and model specifications. Both the level determining the groups and the level
containing the groups can have their own distinct models and parameters with hyper-
parameters governing the distribution of the parameters. A posterior distribution can
be defined for each level separately or for the whole model jointly, even extending to a
fully Bayesian model with a posterior over the set of possible models.

A common critique (Gelman, 2008) of Bayesian inference is the subjective nature of
the prior. Although a properly selected prior can reduce overfitting and emphasize
options that truly are more likely, there is no single way of correctly choosing a prior.
Multiple strategies have been proposed for selecting the priors including computational
convenience, that is, choosing the priors such that the unnormalized posterior distri-
butions can be evaluated analytically or such that the posterior distributions can be
sampled from efficiently (this approach is applied in Rasmussen (2000) and Meeds and
Osindero (2005)); penalizing complexity (Simpson et al., 2017) and basing the prior
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choice on the data (discussed for example in Gelman et al. (2017)). One possibility of
evaluating the prior choice is to compare different priors and estimate the sensitivity
of the results to the priors and their parameters (Gelman, 2006).

The priors can be classified based on their informativeness, that is, how small their
variance is. Using flat priors, Equation (1) reverts to the likelihood which may have
undesired consequences (Gelman, 2006). Weakly informative priors allow for making
inferences even with small amounts of data but they are weak in the sense that the
likelihood of the data will dominate as the data becomes more and more informative.
Strong knowledge about the system in question is incorporated using informative priors.

2.3 Parameter estimation and uncertainty quantification

Although the main focus of Bayesian inference is on defining probability densities,
and more information can be obtained from the said densities, the objective is often
to estimate a “best” set of parameters for the model of the population. Such a set
is called a point estimate, which is a random variable in itself, and summarizes the
posterior distribution. It is desirable that the point estimate has properties such as
consistency and efficiency. A consistent point estimate θ̂ converges to a point mass at
the true values of the parameters θ0 as the amount of data increases. An efficient point
estimate has mean squared error (MSE)

E

[(
θ̂ − θ0

)
| θ0
]

that is lower than or equal to the MSE of any other estimate. In addition to these two
properties, the estimates are often required to be unbiased, that is, satisfy E

[
θ̂ | θ0

]
=

θ0. As Gelman et al. (2020, Ch. 4.5) shows, unbiased estimates are sometimes prob-
lematic despite having correct means.

Examples of point estimates are the maximum a posteriori and the maximum likelihood
estimates

θ̂MAP = arg max
θ

p(θ | X, Y )

θ̂ML = arg max
θ

p(Y | X, θ),

and the conditional mean estimate

θ̂CM = E
[
p(θ | X, Y )

]
=



∫
θp(Y | X, θ)p(θ)dθ estimated from the distribution

1

N

N∑
i=1

θi estimated from a sample
,
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which is an efficient estimator.

As mentioned before, uncertainty quantification can be done naturally within a Bayesian
framework: the densities of the distributions can be interpreted as the level of confi-
dence. If a certain value has a higher density, there is more certainty that it will be the
outcome of a random process or that it is the true value of an estimated parameter.
The uncertainty quantification can be done before and after observing data with the
prior and posterior distributions, respectively. In tandem with presenting the “best
quess” by a point estimate, the uncertainty of the estimate can be quantified with a
single value, for example, the standard deviation of the point estimate or confidence
intervals.
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3 GAUSSIAN PROCESS MIXTURE MODEL

Due to the multimodal nature of the data, mixture of experts models (Yuksel et al.,
2012) are an attractive choice for our classification and prediction model. Mixture
of experts models consist of predictors called experts, each of which models a single
distribution of data. These experts are then combined using a gating network which
determines the probabilities of assigning data points to the experts.

In its simplest form, mixture of experts models the distribution of independent and
identically distributed (i.i.d.) data as a weighted sum of the predictions of the experts

p(Y | X,ϑ,Θ) =
∏
i

∑
j

p(ci = j | ϑ)︸ ︷︷ ︸
gating network

p(yi | xi, θj)︸ ︷︷ ︸
experts

. (2)

Here Θ contains the expert parameters (θ1 through θj), ϑ the parameters of the gating
network, and c the indicator variables that determine which expert the data points
are assigned to. Superscript is used to indicate that the variable corresponds to data
point i. Examples of these simple models include Gaussian mixture models and other
mixture distributions.

The gating network model can be extended by conditioning the predictions of the
gating network p(ci = j | ϑ) on data, usually the covariates X. This kind of gating
network performs a soft partitioning of its input space and the resulting experts model
local features of the data. Further extensions exist, for example, defining hierarchical
mixtures of experts which contain multiple levels of gating networks or using models
that violate the i.i.d. assumption. Mixtures of Gaussian processes are an example of
the latter.

Instead of defining the distributions of the variables separately, Gaussian processes
model joint distributions. Therefore the prediction cannot be factored into a product
over the data points as in Equation (2) and the likelihood has to be calculated over
the possible configurations of c, as in

p(Y | X,ϑ,Θ) =
∑
c

p(c | X,ϑ)p(Y | X,Θ, c).

The model we use is a mixture of Gaussian processes. In our case, we want to model
the conditional distribution of Y given X. Visually, the data set contains five clusters
and hence we use five experts to model the data. Figure 1 shows that the y values
of the clusters differ, therefore we construct a gating network that clusters the data
points based on y instead of x. This choice has negative consequences if we wish to
predict y a posteriori, however in that situation it is possible to revert to the simple
mixture of experts model in Equation (2) and estimate the weights using the estimated
proportions of the clusters. Given a label for each data point, the likelihood of Y given
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by our mixture of experts model is

p(Y | X,Θ, c, ϑ) = p(Y | X,Θ, c)p(c | Y, ϑ).

The dependencies between the variables and the parameters of our model are as visu-
alized in Figure 3. The distribution of x is not modeled. The joint distribution of the
parameters and the variables of the model is given by

p(X, Y,Θ, c, ϑ) = p(Y | X,Θ, c)p(Θ)p(c | Y, ϑ)p(ϑ)

=

∏
j

p(yi2 : ci = j | xi : ci = j, θj)


︸ ︷︷ ︸

Expert likelihood

p(Θ)

∏
i

p(ci | c−i, Y, ϑ)


︸ ︷︷ ︸

Gate likelihood

p(ϑ).

(3)

Here xi : ci = j denotes the covariates such that the respective indicator values are
j and c−i the indicators excluding the one corresponding to data point i. The gate
likelihood is defined in Section 3.1 and the expert likelihood in Section 3.2. The priors
of Θ and ϑ are calculated as the product of the priors of the individual parameters
defined in Section 3.3

ϑ

π

ΘcX

Y

Figure 3. The hierarchical structure of the model.

Our choices for the gating network and the experts are detailed in the following sections.
Although we use a fixed number of experts, the choices are heavily influenced by the
infinite model used by Rasmussen and Ghahramani (2002). Other approaches have
been proposed, for example by Meeds and Osindero (2005).
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3.1 Gating network

Instead of directly modeling the indicator variables, we give the mixing proportions π
(the proportions of the possible indicator values) a Dirichlet prior with concentration
parameter α

k

p(π | α) =
Γ(α)

Γ
(
α
k

)k ∏
j

π
α
k
−1

j , (4)

where k is the number of experts and Γ(·) is the Gamma function. Dirichlet prior is
a common choice in non-parametric mixture models. Antoniak (1974) lists favorable
properties of the prior. These include, for example, flexibility and interpretability of the
parameters: smaller values of the concentration parameters indicate a more unbalanced
distribution of the mixing proportions whereas larger values correspond to more even
distribution.

Equation (4) yields the prior

p(c | α) =
Γ(α)

Γ(n+ α)

∏
j

Γ
(
nj + α

k

)
Γ
(
α
k

) (5)

for the indicator variables. Here n is the total number of data points and nj is the
occupation number of expert j, that is, the number of data points such that the cor-
responding indicator variable is j.

The conditional density of a single indicator variable given the others is necessary when
we perform inference on the model. If we denote the occupation number of expert j
excluding data point i with n−i,j and the indicators excluding data point i with c−i,
the conditional probability is

p(ci = j | c−i, α) =
n−i,j + α

k

n− 1 + α
. (6)

Equations (5) and (6) are derived in Appendix A.1.

The conditional probability in Equation (6) is not dependent on Y . Therefore it cannot
account for the local nature of the groups. Following Rasmussen and Ghahramani
(2002), we introduce the dependency on y by using a local occupancy estimator

n−i,ci(Y ;φ) = (n− 1)

∑
i′:i′ 6=i

K(yi,yi
′
;φ)δK(ci, ci

′
)∑

i′:i′ 6=i

K(yi,yi
′
;φ)

(7)

K(yi,yi
′
;φ) = exp

−1

2

∑
d

(yid − yi
′

d )2

φ2
d

 ,
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where δK(ci
′
, ci) is Kronecker delta. In this formulation, the likelihoods of the indicator

values are dependent on the indicators of the neighboring data points weighed according
to their distance. The gating network kernel widths φ determine how the neighbors
are weighed: with smaller values of φ, only the immediate neighbors have an effect;
with larger values of φ, the likelihoods start to resemble the ones obtained using the
global occupancy n−i,ci .

As a side effect of the local estimator, it is not clear how the joint probability in
Equation (5) should be calculated. We calculate it using the pseudo-likelihood

p(c | Y, ϑ) =
∏
i

p(ci | c−i, Y, ϑ)

=
∏
i

n−i,ci(Y ;φ) + α
k

n− 1 + α
(8)

as Rasmussen and Ghahramani (2002) suggest. The final gating parameters are ϑ =

{α,φ}.

3.2 Experts

Motivated by the approximately linear correlation between x and y visible in Figure 1,
we choose a linear model as the basis for our experts. Due to the limited nature of linear
models, we model their residuals using Gaussian processes in order to accommodate
possible non-linearities.

Gaussian processes (Rasmussen and Williams, 2006) are an infinite-dimensional gen-
eralization of normal distributions that model the distributions of functions. These
distributions are defined by their covariances (in form of covariance functions) and
means. The main focus is usually put on defining the covariance function which de-
fines for example the smoothness of the functions. Gaussian processes are flexible,
albeit computationally expensive, and their parameters can often be interpreted more
easily than those of similarly complex models.

We choose the squared exponential kernel

κp(x,x′; vp, `) = vp exp

(
−1

2

‖x− x′‖22
`2

)

as our covariance function since it favors smooth functions which seem more likely
based on Figure 2. Additionally, there is a wealth of literature on defining models
using the squared exponential kernel allowing us to reflect our choices better. We use
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zero-mean white noise with covariance

κε(x,x
′; vε) = vεδD

(∥∥x− x′
∥∥
2

)
as our noise model. δD(·) denotes the Dirac delta function. We note that Dirac delta is
a generalized function, and thus the white noise should be treated in the distribution
sense. For a detailed discussion on white noise and its discretization, see Roininen
et al. (2013).

The expert parameters θ = {vp, `, vε} will be referred to as process variance, length
scale and noise variance, respectively. In essence, vp determines how much our model
can diverge from the mean, ` how smoothly it varies, and vε the level of variance which
is not explained by our model. Our final expert model is

y2 ∼ GP
(
m(x), κp(x,x′; vp, `) + κε(x,x

′; vε)
)
,

where GP(m(·), κ(·)) denotes a Gaussian process with mean function m and covariance
function κ. Our mean function m(x) is the aforementioned linear model, that is, a
hyperplane in five dimensions.

The full covariance function is used only for the largest group. With the smaller
groups, there were problems with the identifiability of the variance parameters and
hence the covariance functions of the respective experts only contain the noise term
κε(x,x

′; vε) = vεδD
(
‖x− x′‖2

)
.

With our model defined as is, any finite number of data points (X,y2) is normally
distributed with meanm (X) and covariance matrix Σ (X,X)+vεI. Σ (X,X) is defined
as a positive definite matrix such that Σi,j = κp(xi,xj). Therefore the likelihood of Y
is given by

p(y2 | X, θ) ∼ N
(
m (X) ,Σ (X,X) + vεI

)
. (9)

Similarly, the predictive likelihood of data points (X∗, Y∗) given (X, Y ) can be calcu-
lated using the formulae for the conditional distribution of multivariate normal distri-
bution

ŷ = Σ (X∗, X)
[
Σ (X,X) + vεI

]−1
y2

Σ∗ = Σ (X∗, X∗)− Σ (X∗, X)
[
Σ (X,X) + vεI

]−1
Σ (X,X∗)

p(y∗,2 | X∗, X,y2, θ) ∼ N (ŷ,Σ∗ + vεI) . (10)



20

3.3 Priors

Following Rasmussen (2000) and Rasmussen and Ghahramani (2002), we give the
Dirichlet process concentration parameter an inverse gamma prior

p(α) =
1

α2Γ(α)
exp

(
− 1

α

)
and both gating network kernel widths a log-normal prior

p(φ) =
1

aφ
√

2π
exp

(
−1

2

(
log (aφ)

)2)
.

The priors of the expert parameters are an inverse gamma prior

p(v) =
1

v2Γ(v)
exp

(
−1

v

)
for the process and noise variances and a log-normal prior

p(`) =
1

a`
√

2π
exp

(
−1

2

(
log (a`)

)2)
for the length scales. We use a = 50 for the scale parameter of the φ prior and
a = exp

(
4
3

)
for the scale parameter of the ` prior.

Note that the prior of the kernel widths is rather informative since we wanted to favor
local effects. The scale parameter of the length scale prior was chosen such that 95%
of the prior mass is below ` = 20 (approximately the maximum Euclidean distance
between the data points). Rasmussen (2000) chose to use an inverse gamma prior for
the variances because it is the conjugate prior for normal likelihood. The α prior was
chosen because the resulting posterior distribution is log-concave. Neither of these
properties is however necessary for our approach.

Rasmussen and Ghahramani (2002) did not justify using the log-normal distribution for
the kernel width and length scale priors instead of the more widely used (for example
by Stan User’s Guide (2021)) inverse gamma distribution. One possible explanation
might be that, log-normal distribution assigns more mass to small values, avoiding the
sensitivity to the parameters of the prior explained by Gelman (2006).
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4 INFERENCE

We perform Bayesian inference on our model by estimating the joint distribution from
Equation (3) using Markov chain Monte Carlo methods. Markov chain Monte Carlo
methods are used to approximate random distributions by sampling, especially when
the distributions are not analytically tractable. An introduction to Markov chain Monte
Carlo is given in Section 4.1 and our Markov chain Monte Carlo algorithm is presented
in Section 4.2.

The sampling of the gating network parameters and the parameters of the experts is
straightforward, barring the definition of the likelihood of the indicator variables and
the strict positivity of the parameters. Sampling the indicators is more problematic
since the expert model defines the joint distribution of y2 instead of determining the
distribution of each y2 separately. Therefore the optimal values of the indicators are
highly interconnected and ought to be estimated jointly. In this thesis, we sample
the indicators using a Gibbs sampling algorithm since it is simple to calculate the
conditional likelihood of one indicator given the others using Equation (6).

4.1 Markov chain Monte Carlo

As noted in Section 2, calculating the marginal likelihood in Equation (1) is problematic
as it includes integrating over possibly high dimensional parameter spaces. Markov
chain Monte Carlo (MCMC) (Brooks et al., 2011) provides a method of drawing samples
from the posterior distribution without calculating the marginal likelihood and allows
Bayesian inference on complex models. MCMC algorithms are based on the work by
Metropolis et al. (1953) and Hastings (1970) who proposed the Metropolis algorithm
and its generalization Metropolis-Hastings algorithm, Algorithm 1, respectively.

The fundamental idea of MCMC algorithms is to performMonte Carlo integration using
suitably constructed Markov chains to generate samples from the target distribution.
In Bayesian inference the target distribution is the posterior distribution. Markov chain
is a sequence of random variables {ψ1, ψ2, . . .} generated by a stochastic process which
satisfies the Markov property pi

(
ψi | ψ1, ψ2, . . . , ψi−1

)
= pi

(
ψi | ψi−1

)
, that is, each

state depends only on the previous state and the process can be defined by defining
the distribution of ψ1 and the transition kernel pi(· | ·), which may or may not depend
on i. In MCMC the transition kernel is known as proposal distribution.

Regarding MCMC, we are interested in Markov chains for which p(ψi | ψ1) converges to
a unique stationary distribution, that is, a distribution which does not depend on ψ1.
As a result, the states will resemble dependent samples from the stationary distribution
as i increases. In MCMC, the Markov chain is constructed such that the stationary
distribution is the target distribution. The Markov chain used in MCMC ought to
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be ergodic: irreducible and aperiodic. Irreducibility is satisfied if there is a non-zero
probability that the chain will move from point ψi to point ψj in the support of the
stationary distribution in finite number of steps.

Metropolis and Metropolis-Hastings algorithms construct the desired Markov chains
by employing the acceptance-rejection method. At each iteration i, a candidate ψ∗ is
sampled from the proposal distribution pi(ψ

∗ | ψi−1), which usually is dependent on
the previous state ψi−1. This candidate is accepted with probability

α = min

[
1,

π(ψ∗)p(ψi−1 | ψ∗)
π(ψi−1)p(ψ∗ | ψi−1)

]
.

Note that the acceptance probability is dependent of the ratio on the values of the
target distribution and therefore the marginal density cancels out when the target
density is a posterior distribution. Metropolis-Hastings algorithm is presented in Al-
gorithm 1. Metropolis algorithm is a special case of Metropolis-Hastings where the
proposal distribution is symmetric, that is, pi(ψi−1 | ψ∗) = pi(ψ

∗ | ψi−1).

Algorithm 1: Metropolis-Hastings algorithm (Hastings, 1970)

Initial: Define a function π(ψ) that is proportional to the target distribution
and the proposal distribution pi(· | ·). Initialize the starting point ψ0.
for i→ 1 to Nsample do

Sampling: Sample a proposal ψ∗ ∼ pi(ψ
∗ | ψi−1]).

Probability: Define the acceptance probability as

α = min

[
1,

π(ψ∗)p(ψi−1 | ψ∗)
π(ψi−1)p(ψ∗ | ψi−1)

]
.

Acceptance: Sample u ∼ U(0, 1) and
if u ≤ α then

ψi = ψ∗

else
ψi = ψi−1.

end

Metropolis-Hastings is a remarkably simple algorithm and only requires selecting the
proposal distribution. Both the rate of convergence to the stationary distribution (the
time it takes for p(ψi | ψ1) to be independent of ψ1) and the speed of mixing (how
rapidly the chain moves in the support of the target distribution) are highly dependent
on the proposal distribution and choosing the proposal distribution well is of utmost
importance for the performance of the algorithm. Multiple automatic methods of
choosing the proposal distribution or adapting a poorly chosen distribution have been
proposed. In Sections 4.1.1 and 4.1.2 we present two examples of such methods.
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4.1.1 Gibbs sampling

Gibbs sampling (Geman and Geman, 1984) is a special case of Metropolis-Hasting al-
gorithm well suited for situations where the target distribution is multivariate (ψ =

{ψ1, ψ2, . . .}) and the conditional distribution of a single component ψj given all the
other components ψ−j is simple. Contrary to the naive Metropolis-Hastings of Algo-
rithm 1 in which the full ψ is sampled simultaneously, the components are sampled
sequentially from a proposal distribution defined as the full conditional distribution

p
(
ψj | ψ−j

)
=

p(ψ)∫
p(ψ)dψj

.

A simple version of Gibbs sampling is presented in Algorithm 2. The algorithm can be
modified by, for example, randomizing the order in which the components are sampled.
The components need not be scalar and can consist of multiple variables instead.

Algorithm 2: Gibbs sampling (Geman and Geman, 1984)

Initial: Define π(ψj | ψ−j) as the full conditional density of ψj given ψ−j.
Initialize a starting point ψ0.
for i→ 1 to Nsample do

for j → 1 to Ncomponent do

Sampling: Sample a new value ψij ∼ π(ψij | ψi1, . . . , ψij−1, ψi−1j+1, . . .).
end

end

4.1.2 Delayed Rejection Adaptive Metropolis

Delayed Rejection Adaptive Metropolis (DRAM) (Haario et al., 2006) is in fact a
combination of two methods of automating the selection of the proposal distribution:
Delayed rejection (Green and Mira, 2001) which adapts the proposal distribution within
each iteration and Adaptive Metropolis (Haario et al., 2001) which adapts the proposal
distribution over all of the iterations.

In Adaptive Metropolis, the empirical covariance of the samples up to the current
iteration is used to approximate the true covariance of the target distribution. A
scaled version of the empirical covariance is used to sample the proposals allowing the
algorithm to learn the shape of the target distribution.

In Delayed rejection, instead of calculating a single proposal and either accepting or
rejecting it, additional proposals are sampled from an adapted proposal distribution
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upon rejection. Usually, the proposal distribution is adapted such that in earlier stages
its variance is larger to encourage faster mixing and in later stages the variance is lower
to increase the acceptance rate. The proposals of the later stages can depend on the
earlier proposals although this is not necessary.

In DRAM, Adaptive Metropolis is used to estimate a suitable proposal covariance for
the first stage. If the proposal is rejected, the covariance is scaled by a constant factor
γ < 1 in order to generate the proposals of the later stages. This Delayed rejection is
continued until an interrupt condition is met and the sample from the previous iteration
is accepted as the new one. DRAM is presented in Algorithm 3.

Whereas the tuning of Metropolis-Hastings is done by selecting the proposal distribu-
tion, DRAM requires the user to tune multiple aspects. In addition to selecting the
initial proposal covariance, the user has to define the interrupt condition (for example
a set number of iterations), the constant factor for Delayed rejection γ and the scaling
factor for the adapted covariance sd. It is possible to select a small value for ε to ensure
that the covariance matrix is positive definite, however Haario et al. (2006) note that
this is often unnecessary. The adaptation can be modified also. Haario et al. (2006)
suggest doing the adaptation only at given intervals. Not performing the adaptation
every iteration improves the mixing of the chain.
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Algorithm 3: Delayed Rejection Adaptive Metropolis (Haario et al., 2006)

Initial: Define a function π(ψ) that is proportional to the target distribution.
Initialize the proposal covariance matrix C1 and the starting point ψ0.
for i→ 1 to Nsample do

C̃k = Ci
k = 1
while The proposal is rejected and interrupt condition is not met do

Sampling: Sample a proposal ψ∗k from qk(ψi−1, ψ
∗
k) = N (ψi−1, C̃k).

Probability: Define

Nk = π(ψ∗k)qk(ψ
∗
k, ψi−1)

k−1∏
k̂=1

qk̂

(
ψ∗k, ψ

∗
k−k̂

)(
1− αk̂

(
ψ∗k, ψ

∗
k−1, . . . , ψ

∗
k−k̂

))
,

Dk = π(ψ∗i−1)q1(ψi−1, ψ
∗
k)

k−1∏
k̂=1

qk̂

(
ψi−1, ψ

∗
k̂

)(
1− αk̂

(
ψi−1, ψ

∗
1, . . . , ψ

∗
k̂

))
and the acceptance probability

αk(ψi−1, ψ
∗
1, . . . , ψ

∗
k−1) = min

[
1,
Nk

Dk

]
.

Acceptance: Sample u ∼ U(0, 1) and
if u ≤ αk(ψi−1, ψ

∗
1, . . . , ψ

∗
k−1) then

ψi = ψ∗k

else if interrupt condition is met then
ψi = ψi−1

else

C̃k+1 = γC̃k
k = k + 1.

end

Adaptation: Update the proposal covariance matrix according to

ψJ =
1

J

J∑
j=1

ψj

Ci+1 =
i− 1

i
Ci +

sd
i

(
iψi−1ψ

T

i−1 − (i+ 1)ψiψ
T

i + ψiψ
T
i + εI

)
.

end
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4.2 Sampling Gaussian process mixture model parameters

The general outline of our sampling algorithm follows the algorithm used by Ras-
mussen and Ghahramani (2002), not unlike our model. However, instead of using
Hybrid Monte Carlo (see for example Betancourt (2018) for details) to sample the ex-
pert parameters, we use DRAM, Algorithm 3. We also use DRAM for sampling the
gating network parameters. We sample the indicator variables using a Gibbs sampling
algorithm introduced by Neal (2000), similarly to Rasmussen and Ghahramani (2002).

Algorithm 4: Sampling the posterior distribution

Initialize the indicators c0 by fitting a Gaussian mixture model.
Set the values of φ2 to be the average squared difference calculated from the
differences within the groups.
Find a ML estimate for α using Equation (4).
Initialize the mean functions using linear least squares.
Initialize the parameters of the expert of the largest group by finding the MAP
estimate for the parameters.
Initialize the parameters of the other experts by finding the ML estimate for
the parameters.

for i→ 1 to Nsample do
Do DRAM sampling for ϑ using Algorithm 3.
Do Gibbs sampling for c using Algorithm 5.
Recalculate the mean functions using linear least squares.
Do DRAM sampling for Θ for each expert separately using Algorithm 3.

end

The initial indicator variables are obtained using scikit-learn’s implementation of the
Gaussian mixture model (sklearn.mixture.GMM 2021). To initialize the values of φ,
we calculate the squared absolute distances with respect to y1 and y2 between all
of the data points with same indicator values. The initial values of φ2

1 and φ2
2 are

chosen to be the averages of the respective distances. The concentration parameter
α is initialized my finding a maximum likelihood (ML) estimate based on the initial
indicator variables, that is, maximizing Equation (4) with respect to α. The initial
mean functions are calculated using linear least squares. For the four smallest groups,
the expert parameters are initialized as the ML estimate. As the covariance functions
of these experts contain only the noise term, the ML estimates of noise variances
correspond to the sample variances of the residuals of the mean functions. The expert
parameters of the largest group are initialized by finding the maximum a posteriori
(MAP) estimate, that is, finding the maximum of Equation (9) multiplied by the
priors of the parameters.

The parameters are sampled sequentially by first sampling the gating network param-



27

eters, then the indicator variables and, lastly, sampling the expert parameters for each
expert separately. The mean functions are recalculated after the indicator variables
are resampled.

When the gating network parameters are sampled using DRAM, the target function
is set as the unnormalized posterior distribution in Equation (3). Since the indicator
variables and the parameters of the experts are kept constant, the ratio of the target
function values simplifies to

π(ϑ∗)

π(ϑ)
=

p(ϑ∗)
∏
i

p(ci | c−i, Y, ϑ∗)

p(ϑ)
∏
i

p(ci | c−i, Y, ϑ)
.

Since sampling a new configuration of c is difficult while calculating the conditional
likelihood of a single indicator variable given the others is simple, using a Gibbs sampler
to update the indicators is a natural choice. A single Gibbs sweep is performed at each
iteration of Algorithm 4. The order in which the indicator variables are updated is
randomly chosen but stays constant between the iterations. Due to the finite number
of experts in our model, we adapt the algorithm given by Neal (2000) slightly. Since the
number of experts stays constant, we do not need to concern ourselves with generating
new experts, and the new labels are simply sampled proportional to the predictive
likelihood given by Equation (10) multiplied by the indicator conditional likelihood
given by Equation (6).

The main concern computation-wise in Algorithm 5 is the calculation of the predictive
likelihood and especially the matrix inversion involved (as Rasmussen and Ghahramani
(2002) note). The majority of this computational cost can be avoided by precalculating
the precision matrices and using, for example, the rank-two update formulae found in
Appendix A.2 to update the matrices if an indicator changes.

Additionally in the case when j = ci, Sundararajan and Keerthi (2001) have shown
that the leave-one-out likelihood can be calculated efficiently using the formula

p(yi2 | x, Y, θ) ∼ N
(
yi2 −

piy2

pii
,
√

1/pii

)
,

where pii is the ith diagonal element and pi the ith row in the precision matrix corre-
sponding to the expert ci.

We do not want to couple the sampling of the parameters of the different experts
and each set of parameters is sampled separately. The likelihoods of the data points
assigned to each expert are calculated separately as well. Similarly to sampling the
gating network parameters, all the other parameters and variables are kept constant
when we sample the parameters of the experts. Therefore, the ratio of the target
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Algorithm 5: Gibbs sampling the indicator variables. Adapted from Algorithm 8
of Neal (2000)

Initial: State of the chain is c,Θ and ϑ.
for i→ 1 to n do

for j → 1 to k do
Calculate the predictive likelihood

p(yi | xi, (xi′ ,yi′) : (ci
′
= j, i′ 6= i), θj)

using Equation (10). Calculate the conditional likelihood of the
indicator value

p(ci = j | Y, c−i, ϑ) =
n−i,j(Y ;φ) + α

k

n− 1 + α
.

end

Sample u ∼ U(0, 1). Set ci = ̂ such that

u < b

̂∑
j=1

p(yi | (xi′ ,yi′) : (ci
′
= j, i′ 6= i), θj)p(c

i = j | Y, c−i, ϑ),

where b is a normalizing constant such that the sum over all k experts is
one.

end

function values simplifies to

π(θ∗j )

π(θj)
=
p(yi2 : ci = j | xi : ci = j, θ∗j )p(θ

∗
j )

p(yi2 : ci = j | xi : ci = j, θj)p(θj)

for each expert.

There is an obvious issue with sampling with DRAM. All of our parameters are strictly
positive and generating proposals when the previous value is small will result in a high
proportion of negative proposals. This problem is averted by doing the sampling for
the logarithm of the parameters.

DRAM has multiple tunable parameters and settings. In this thesis we use ε = 0 and
γ = 0.05. Furthermore, at most four proposals are sampled each iteration and we
use sd = 2.42

3
for the gating network and the main expert, and sd = 2.42 for the rest

of the experts. The initial proposal covariance is used for the first hundred samples
and thereafter the proposal covariance matrix is replaced by the adapted matrix every
hundred samples.
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5 CLUSTERING AND PREDICTION

In order to evaluate the performance of the Gaussian process mixture model defined
in Section 3, we implemented the algorithms presented in Section 4.2 in Python and
ran inference on the data detailed in Section 1.1.

We ran Algorithm 4 for 75000 iterations and obtained the samples shown in Figures 4
and 6 to 9. Figures 4 and 6 are constructed based on the complete set of samples and
the initial convergence period of 10000 iterations was removed from the samples in the
rest of the figures. Based on Figure 10, we took every 150th sample and estimated the
posterior distribution of Y - Figure 11b - based on them.

Figure 4. DRAM chain of the occupation numbers nj .

(a) A near optimal estimation of the groups. (b) Expert 3 is assigned excessive data points.

Figure 5. Different configurations of the indicator variables.

The chains for the sampled parameters and the indicator variables are shown in Fig-
ures 4 and 6. The initial values of our parameters excluding the gating kernel widths
φ were chosen close to a stable state. A sharp descent for approximately 100 samples
in the kernel width chains is visible in Figure 6a. In the rest of the chains, there is no
distinct convergence during the first iterations. However, as we can see from Figure 4,
the initial configuration of the indicator variables is not stable. For approximately
10000 iterations, the indicator variables fluctuate between the configurations shown in
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(a) ϑ chain.

(b) θ1 chain. (c) θ2 chain.

(d) θ3 chain. (e) θ4 chain.

(f) θ5 chain.

Figure 6. DRAM chains of ϑ and Θ.
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Figure 5. This fluctuation is illustrated most clearly by Figures 4, 6a and 6d. Figure 5a
shows a visually optimal arrangement of the groups which resembles our initial arrange-
ment. Figure 5b shows an arrangement of the groups in which expert 3 is assigned
data points that ought to be assigned to expert 4. After the first 10000 iterations,
the indicator variables converge to the configuration shown in Figure 5b. The general
configuration of the indicator variables stays constant with changes in the indicators
corresponding to data points in the boundary regions of the groups. We discard the
samples from the first 10000 iterations in the following analysis.

Figures 4 and 6 show that our chains - possibly excluding the chains of the gating
kernel widths - are mixing well after the initial convergence to a stable configuration
of the indicator variables. The likelihood of the gating kernel widths is sensitive to
the indicator configuration and the chains show multiple jumps to higher or lower
values that occur simultaneously with slightly different configurations of the indicator
variables. When expert 4 is assigned fewer data points in the boundary between groups
4 and 5, φ1 is larger and φ2 smaller; when expert 4 is assigned more data points, φ1

is smaller and φ2 larger. Similar phenomena occur when the boundary region between
groups 3 and 4 shifts.

Figure 7. Kernel density estimates of the posterior distributions of the mixing proportions
of the three largest groups.

Figure 7 shows the posterior distributions of the mixing proportions. The proportion of
the third group has two clear peaks. The taller peak corresponds to a large group with
a clear downward trend with respect to x1 and larger variance. The wider and shorter
peak corresponds to a variety of slightly less downward trends with smaller variance.
The configuration in Figure 5b corresponds to larger variance while the configuration
is similar to the one shown in Figure 5a when the variance is low. The posterior
distributions of π4 and π5 exhibit less pronounced auxiliary spikes which are a result
of the shifting of the boundaries described earlier. The mixing proportions of the two
smallest groups were essentially constant at π1 ≈ 0.009 and π2 ≈ 0.04.

Figure 8 shows the posterior distribution of the indicator variables with respect to x1
and y. The colors of the data points are calculated as the sum of the pure colors
shown in the legend weighed by the proportions of the indicator values in the corre-
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(a) Distribution of the indicators based on x1 and y2. (b) Distribution of the indicators based on y.

Figure 8. Posterior distribution of the indicator variables.

sponding data point. The purer the color, the higher the posterior probability of the
corresponding indicator value.

As the nearly constant mixing proportions indicate, the two smallest groups are very
well defined as they are well separated from the other groups. The rest of the groups
have considerable overlap and therefore their boundary regions contain multiple data
points for which the most probable indicator value is not clear.

Visually, the boundary between groups 4 and 5 is sharper than it should. In both
subfigures of Figure 8, multiple data points on the boundary are assigned almost always
to one of the experts. A human eye would assign more even probabilities to both
groups. It is possible that the seemingly false certainty of the indicator value is due to
information not visible in Figure 8 and therefore justified. The location of the boundary
is reasonable.

The boundary between groups 3 and 4 is more problematic. As mentioned before,
expert 3 is constantly assigned more data points than it should be. The data points
with relatively high values of y2 that ought to be assigned to expert 4 are assigned
to expert 3 and group 4 is estimated as too small. As a result, the mean function of
expert 3 trends downward, and the noise variance is estimated as too high.

Figure 9 shows the posterior distributions of the parameters. Most of the distributions
are well behaved. The distribution of θ2 shows a minor bulge. The distributions of
φ, θ3 and θ4 have auxiliary peaks that correspond to the different arrangements of the
groups. These spikes are more pronounced in the distributions of φ.

The distribution of α is concentrated on low values which is reasonable based on the
greatly varying sizes of the groups. The density of the posterior distribution of φ1

larger for higher values than the density of the posterior distribution of φ2. This is
most likely due to the elongated shape of group 5 and the erroneous estimation of
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(a) Distributions of ϑ.

(b) Distribution of θ1. (c) Distribution of θ2.

(d) Distribution of θ3. (e) Distribution of θ4.

(f) Distributions of θ5.

Figure 9. Kernel density estimates of the posterior distributions of ϑ and Θ.
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group 4 resulting in a very small range of y2 values associated with it. The length
scale of expert 5 is estimated as quite high, which would suggest that our assumption
of a smoothly varying trend was justifiable. The distribution of vp is concentrated
on values that are high compared to the variance within the group, indicating that a
simple linear model would not suffice as the expert model of group 5.

(a) ϑ chain. (b) θ1 chain.

(c) θ2 chain. (d) θ3 chain.

(e) θ4 chain. (f) θ5 chain.

Figure 10. Autocorrelations of the ϑ and Θ chains with 0.05 significance limit.

The autocorrelations of the parameter chains are shown in Figure 10. The mixing time
for the well-behaved parameters is 100 or lower. The autocorrelations of the gating
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kernel width chains are high, most likely artificially so due to the sensitivity to the
indicator variables. Nonetheless, we erred on the side of caution and chose to use every
150th sample for the evaluation of the posterior distribution of y2 resulting in 434 sets
of uncorrelated parameters and indicator variables.

(a) True distribution of the validation data. (b) Distribution of 434 samples from the posterior
distribution evaluated at validation X.

Figure 11. Comparison between the true and estimated posterior distribution of y.

We estimated the posterior distribution of our validation data using the uncorrelated
parameters and variables. For every set of parameters, we estimated y2 for each x in
the validation set. We randomly sampled the indicator variables for the validation data
according to Equation (6) given the indicator variables from training. The values of y2
were then sampled individually from their respective posterior distributions calculated
with Equation (10) given the training data. The posterior distribution of y2 with
respect to x1 and the true distribution of the validation data are visible in Figure 11.

The clearest differences are due to the problems in the estimation of the groups. The
trend in group 3 is clearly upward in Figure 11a, whereas in Figure 11b it is more or
less downward. The trend of group 4 is estimated as too flat. The rest of the groups
are estimated well. The estimated variances and trends of groups 1, 2 and 5 resemble
the variances and trends in the validation data.
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6 DISCUSSION

Based on Section 5, the objectives of this study were partly achieved. The mixture of
Gaussian process was shown to be capable of correctly estimating most of the features
in our data set. Some problems arose in the estimation of the groups, but it is possible
that these are due to our simplification to a fixed number of experts. A more flexible
estimation could perform better by dividing the groups into subgroups.

Whilst the gating kernel widths were very sensitive to the indicator variables and
sampling them was difficult due to the rapidly varying target distribution, almost all
of the parameters were be estimated well despite some exhibiting multimodality.

The flexibility of our expert model caused problems; especially the estimation of expert
3 was difficult. Incorporating more prior information about the means would have
resolved the issue. Figure 2 illustrates that the relationship between y2 and the variables
in x is similar in all of the groups. It would be beneficial to, for example, use mean
functions that differ from each other only by an additive constant or penalize the
coefficients such that it would be more likely that the sets of coefficients are similar in
each of the groups. Incorporating these features would also be a good opportunity to
extend the model to a more fully Bayesian model. As of now, the parameters of the
mean functions are not modeled as random.

Alternatively, the contribution of the gating network to the sampling of indicator vari-
ables could be increased. In our current model, the differences of the likelihoods given
by Equation (10) far outweigh the likelihoods given by Equation (6). This could be
done by defining the distribution of y similarly to Meeds and Osindero (2005) instead
of estimating the distribution using the Gaussian kernel. However, this could greatly
increase the number of estimated parameters and complicate using higher-dimensional
data in the gating network.

A third option would be to use the Pitman-Yor process (Pitman and Yor, 1997).
Pitman-Yor process is a generalization of the Dirichlet process which allows for poly-
nomial decay of the mixing proportions whereas Dirichlet process is constrained to
exponential decay. The reason for estimating group 3 as too large could stem from the
exponential decay. As the Dirichlet prior is defined as symmetric (the same α is used
for all mixing proportions), the decrease in size from a group to the next largest should
be approximately constant. This is contrary to the nature of our data set. Although
the proportional decrease in size between groups 5 and 4, groups 4 and 3, and groups
2 and 1 is significant, the visually optimal sizes of groups 2 and 3 are almost equal.
Adding additional flexibility to the prior could alleviate the problem by allowing for a
decay where the similar size of the groups would not be penalized as much.

Another possible avenue for improvement could be to refine the local occupancy esti-
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mator in Equation (7). The kernel we use is naive as it is diagonal. Wand and Jones
(1993) note that using a rotated version of a diagonal matrix or a full kernel matrix is
desirable. Another possibility is a spatially varying kernel. Figure 9a shows that the
maximum a posteriori estimate of φ1 is larger than the estimate of φ2 which suggests
that the oblong shapes of groups 4 and 5 affect the estimation of the optimal kernel
widths. Allowing the kernel to vary with respect to y would capture the circular shape
of the smaller groups better and possibly improve performance.

As a practical note outside of the results shown in this thesis, the sampling is sensitive
to the initial indicator variables. If two groups overlap by a large amount, poor ini-
tialization produces a situation where the groups are combined. This would then, at
minimum, hinder convergence to a more optimal arrangement of indicator variables.
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APPENDICES

A Derivations

A.1 Indicator distributions

1The mixing proportions are given a Dirichlet prior with concentration parameter α
k

p(π | α) =
Γ(α)

Γ
(
α
k

)k ∏
j

π
α
k
−1

j ,

where πj are positive and
∑

j πj = 1. The joint distribution of the indicator variables
is

p(c | π) =
∏
j

π
nj
j ,

where nj =
∑

i δK(ci, j) and δK(·, ·) is Kronecker delta. Therefore

p(c | α) =

∫
· · ·
∫
p(c | π)p(π | α)dπ1 · · · dπk

=
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· · ·
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α
k
−1

j dπ1 · · · dπk.

Since
∑

j πj = 1, we can introduce a term δD(1−
∑

j πj) into the integral. Here δD is
the Dirac delta function. By using the complex exponential formulation

δD(x) =
1

2π

∫
e−isxds

δD

(
1−

∑
j

πj

)
=

1

2π

∫
e−is

∏
j

eisπjds

1All of the integrals are either from −∞ to ∞ or from −i∞ to i∞.



for the delta function, we can write the conditional distribution as

p(c | α) =
Γ(α)
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If we substitute s = iς, we can notice that the inner integral is the definition of the
Laplace transform, and hence,
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The integral is the value of inverse Laplace transform at t = 1. Therefore
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A.2 Precision matrix updates

Moving a sample from one expert to another affects the covariance matrices by remov-
ing a row and a column from one matrix and adding a row and a column in another.

Removing a row and a column
Let us denote the original covariance matrix by A and the covariance matrix with one
sample removed by B. Let us assume that A is reordered such that the first row and
column are removed. By defining matrices

U =

[
1 0
0 a

]
and V =

[
0 aT

1 0

]
,

this transformation can be written as

A =

[
a11 aT

a B

]
−→ A− UV =

[
a11 0T

0 B

]
.

We are interested in the precision matrices, i.e. A−1 and B−1. B−1 can be calculated



by applying the Woodbury formula[
a11 0T

0 B

]−1
=

[
1
a11

0T

0 B−1

]
= (A− UV )−1

= A−1 + A−1U(I − V A−1U)−1V A−1

= A−1(I + U(I − V A−1U)−1V A−1).

Adding a row and a column
Following a similar logic, and denoting the original covariance matrix by D and the
covariance matrix with one additional row by C, the transformation can be written as

C̃ = C − UV =

[
c11 0T

0 D

]
−→ C = C̃ + UV =

[
c11 cT

c D

]

using U and V to those used in the previous part. As the only difference in the result
is the sing of UV , the updated precision matrix is

C̃−1(I − U(I + V C̃−1U)−1V C̃−1),

where

C̃−1 =

[
1
c11

0T

0 D−1

]
and 1

c11
can be calculated using the covariance function when x = x′.
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