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ABSTRACT 
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Various websites, such as Booking.com and TripAdvisor, host hotel guest reviews. The 

reviews are publicly available and could be used to complement existing accommodation 

statistics. A simple metric, such as a monthly average review score, could be used to track 

tourism trends. Previous research on hotel reviews focuses less on providing a metric that 

can be used to track changes over time. This thesis aims to describe the process of developing 

a program for downloading such reviews. Additionally, the thesis explores whether the 

metric can be reliably calculated from the reviews. The developed program successfully 

downloaded reviews from Finnish hotels on Booking.com. The resulting dataset is described 

and calculating the metric is examined. The thesis concludes that the dataset contains enough 

reviews for reliably calculating monthly average scores for different locations. The dataset 

is found to be biased and may not represent all hotel guests. The dataset could also be used 

for calculating other statistics in addition to the average score. 
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Monet nettisivustot, kuten Booking.com ja TripAdvisor, keräävät hotelliarvosteluja 

sivuilleen. Arvostelut ovat julkisia ja niitä voisi käyttää täydentämään olemassa olevia 

majoitustilastoja. Yksinkertaista mittaria, kuten kuukausittaista keskiarvosanaa, voisi 

käyttää turismin trendien seuraamiseen. Aiempi tutkimus hotelliarvosteluihin liittyen 

keskittyy vähemmän tarjoamaan mittaria, jota olisi mahdollista käyttää muutosten 

seuraamiseen ajan myötä. Tämä työ pyrkii kuvailemaan arvostelujen lataamiseen soveltuvan 

ohjelman kehitysprosessia. Lisäksi työ tutkii, onko valittua mittaria mahdollista laskea 

luotettavasti arvostelujen pohjalta. Kehitetty ohjelma latasi onnistuneesti Booking.comissa 

olevien suomalaisten hotellien saamia arvosteluja. Lopputuloksena syntynyttä dataa 

kuvaillaan ja ladatun datan pohjalta tutkitaan mittarin laskemista. Työ toteaa, että arvosteluja 

on riittävästi kuukausittaisen keskiarvon laskemiseen luotettavasti eri alueille. Datan 

todetaan olevan vinoutunut ja se ei välttämättä kuvaa kaikkien hotellivieraiden mielipidettä. 

Todetaan myös, että datasta voisi olla mahdollista laskea myös muita tilastoja 

keskiarvosanan lisäksi. 
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1 INTRODUCTION 
 

The motivation for this thesis is to use publicly available reviews on the internet to measure 

hotel guest satisfaction. Statistics Finland provides monthly statistics about accommodation 

in Finland, such as accommodation capacity, nights spent in hotels and other 

accommodations, and hotel room average prices (“Statistics Finland - Transport and 

Tourism - Accommodation statistics,” n.d.). Monthly data about hotel guest satisfaction 

could be used to complement this data and better understand trends in tourism. Some guest 

satisfaction statistics exist but they do not match the timeframe of the statistics from 

Statistics Finland. For example, Finnish hotel chain Sokos Hotels has annually reported 

customer satisfaction in their hotels (“Finland,” n.d.). 

 

Online tourism review services such as TripAdvisor and Booking.com host individual 

reviews written by customers about hotels and other tourism-related places (Tian et al., 

2016). These reviews could be used to gather customer satisfaction data that matches the 

regions and the update-frequency of Statistics Finland’s statistics. Previous research has 

already explored using the reviews to measure customer satisfaction (Hargreaves, 2015) and 

sentiment analysis has been applied to the review texts (Kasper and Vela, 2011). Review 

scores on different platforms have also been compared (Díaz and Rodríguez, 2018). Previous 

research also describes gathering the reviews from a review website using web crawling 

(Tian et al., 2016). 

 

Previous research primarily focuses on providing snapshots of the state of guest satisfaction. 

The snapshots are updated infrequently, and the results are complex. Tracking guest 

satisfaction over time would benefit from a simple and easy-to-explain indicator that is 

extracted from a dataset that is updated frequently, such as every month. Previous studies 

that examine the reviews also mostly do not describe the process of extracting the reviews 

that could be replicated for creating such a dataset. 

 

The goal of this thesis is to provide a simple indicator for tracking hotel guest satisfaction 

along with other accommodation statistics. The indicator should be extracted from a review 

dataset that can be updated monthly. Automating the updating process requires building a 

program for downloading reviews. The thesis describes the process of building a program 
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that can be used for downloading a review dataset. Statistics Finland provides monthly 

accommodation statistics from different municipalities and the guest satisfaction 

measurement should be possible to be extracted for different municipalities as well. An 

average review score is selected as a simple and easy-to-understand measurement. This 

requires downloading reviews from a website that includes a numerical review score in the 

reviews. The program is built for extracting reviews from Finland but ideally, the program 

is also capable of downloading reviews from other countries. The goal can be broken into 

two research questions: 

1. Is it possible to automatically download reviews from a website with hotel customer 

reviews? 

2. Can the reviews be used to measure customer satisfaction in different locations 

across time? 

 

The thesis focuses on building a program for downloading reviews and providing a simple 

statistic that can be tracked over time and between locations. The thesis doesn’t comment on 

how many reviews are required for the indicator to be statistically accurate or how well it 

can be extended to represent the sentiment of all hotel guests, not just the users of the selected 

website. The thesis also doesn’t use other data present in the reviews, such as review texts 

for the indicator, although the program can be developed to download such data. 

 

The thesis presents the motivation, background, goals, research questions, and limitations in 

the Introduction chapter. Previous research on different review sites, review data collected 

from review sites, and the techniques for extracting information from websites is presented 

in the Literature review chapter. Thesis-chapter documents the process of building a program 

for downloading reviews from a selected website. The results chapter describes how well 

the developed program performed and explores the downloaded dataset. The discussion 

chapter answers the research questions based on the results and provides notes on things that 

emerged during the thesis. 
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2 LITERATURE REVIEW 

 

2.1 Review platforms 

 

Two significant websites for the hospitality industry are Booking.com and TripAdvisor 

(Martin-Fuentes et al., 2020). TripAdvisor is a tourism review site that hosts user reviews 

on different tourism services such as hotels and restaurants while Booking.com is a travel 

intermediary website that allows users to book hotel rooms through the site (Martin-Fuentes 

et al., 2020). 

 

Services such as Booking.com and TripAdvisor can be used to measure customer 

satisfaction. The reviews are considered more credible when they are published on a well-

known platform and reviews do influence hotel customers’ booking decisions and attitudes 

(Casalo et al., 2015). People’s positive attitudes also have a positive impact on hotel sales 

(Garrigos-Simon et al., 2017). 

 

Customers use TripAdvisor as a system to judge whether they should use a service provider. 

This system can be attacked and manipulated by writing fake positive reviews for a service 

to make the service seem more trustworthy or fake negative reviews to make it seem less 

trustworthy. These attacks are possible against TripAdvisor since reviewers are not required 

and can’t provide proof of interaction with the service they are reviewing. Italian antitrust 

authority fined TripAdvisor 500,000€ for having fake reviews on their platform while 

promoting to have authentic reviews. Booking.com has much better assurance for reviewer 

identity and transaction and is less likely to have malicious reviews compared to 

TripAdvisor. The study proposes an improved reputation system for identifying fake review 

profiles that are backward compatible with TripAdvisor. (Buccafurri et al., 2015) 

 

On TripAdvisor, anyone can submit a review for i.e. a hotel (Buccafurri et al., 2015). 

Reviews on Booking.com are considered more objective than reviews on TripAdvisor since 

Booking.com requires a customer to book a hotel room through Booking.com and stay in 

the hotel to be able to write a review (Ilieva and Ivanov, 2014; Martin-Fuentes et al., 2020, 

2018). Rankings on Booking.com and Trip Advisor, in most cases, were strongly correlated 
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and from that, can be concluded that fake reviews don’t have a significant impact on 

TripAdvisor rankings (Martin-Fuentes et al., 2018). 

 

Overall, Booking.com seems to have more reliable reviews, though the difference doesn’t 

seem to be significant. A case study in Bansko, Bulgaria compared hotel ratings on 

Booking.com and TripAdvisor and found that hotel ratings on Booking.com are positively 

correlated with TripAdvisor and both services have relatively similar ratings for hotels 

(Ilieva and Ivanov, 2014). In some cities, an increase in the number of reviews resulted in 

an increase in rating scores on TripAdvisor but not as much on Booking.com (Martin-

Fuentes et al., 2020). Reliability comparison between Booking.com, HolidayCheck, and 

TripAdvisor found that Booking.com had the best scores in determining the online reputation 

of lodgings (Díaz and Rodríguez, 2018).  

 

Booking.com doesn’t show reviews for hotels with 5 or fewer reviews, whereas TripAdvisor 

shows reviews even if there’s only 1 review (Martin-Fuentes et al., 2018). Booking.com only 

displays reviews from the past 24 months (Martin-Fuentes et al., 2018). TripAdvisor stores 

reviews for years (Mellinas et al., 2016). 

 

Booking.com uses a rating scale from 2.5 to 10. For a review, the customer is asked to rate 

the hotel on six different aspects from four options: poor, fair, good, or excellent which 

correspond to 2.5, 5, 7.5, and 10. When compared to another hotel booking site Priceline 

that has a more traditional 1 to 10 scale, Booking.com has higher scores for hotels with a 

low rating, about equal scores for average-rated hotels, and lower scores for highly-rated 

hotels. (Mellinas et al., 2016) 

 

Booking.com rating distribution is left-skewed, supposedly resulting from the rating system, 

which should be taken into account when using review score data from Booking.com 

(Mariani and Borghi, 2018).  

 

Tian et al. introduce an option for crawling user reviews from tourism service websites, such 

as TripAdvisor and Booking.com, and describes the crawling approach as a better alternative 

to surveying customers. The paper goes on to describe how these reviews can be crawled 
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from TripAdvisor and describes an architecture for a spider for crawling reviews from 

TripAdvisor. (Tian et al., 2016) 

 

2.2 Web crawling 

 

2.2.1 Introduction 

 

As discussed in the previous section, there is a lot of review data available on different 

websites on the World Wide Web. Calculating the monthly average scores for different 

regions requires extracting the review scores from such a website. This falls under web 

mining, which is the process of automatically extracting new and potentially useful 

information from the Web (Etzioni, 1996). Web mining includes 4 different subtasks: 

resource discovery, information extraction, generalization, and analysis (Kosala and 

Blockeel, 2000). Resource discovery refers to finding documents on the Web, information 

extraction to automatically extracting desired information from the documents, 

generalization to finding patterns from the documents from one or more websites, and 

analysis to interpreting or presenting the mined information (Kosala and Blockeel, 2000). 

 

Web mining can also be divided into 3 categories: web content mining, web structure 

mining, and web usage mining. Web content mining is the process of discovering useful 

information from the content available on the Web, such as web pages, documents, images, 

or videos.  

Web structure mining explores how the web is structured and how different web pages 

connect each other using hyperlinks. Web usage mining is concerned with understanding 

how users use a web page, website, and the Web (Kosala and Blockeel, 2000). 

 

The process of extracting information from websites requires solving the first 2 subtasks of 

web mining: finding relevant web pages by navigating the web (web crawling) and 

extracting the required data from the pages (information scraping) (Massimino, 2016). This 

section explores previous research on these two topics and the implementation 

considerations when developing a program for extracting information from the web. 

Previous research on generalization and analysis is omitted and the reasons for the omission 

are discussed in the Discussion section. 
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2.2.2 Web crawling 

 

One widely used technique for navigating the web is web crawling. Web crawlers are 

programs that go through segments of the internet by recursively downloading web pages 

and following hyperlinks on the pages (Najork, 2009). Web crawlers are used by, for 

example, search engines to build databases of the sites on the Web and provide relevant 

results for users’ queries (Najork, 2009). 

 

A web crawler is conceptually quite simple. A crawler starts from one or more seed pages, 

downloads the pages, finds hyperlinks on the page, and repeats the 2 steps, recursively 

downloading pages linked by other pages (Najork, 2009). A general-purpose crawler aims 

to simply crawl as many pages as possible from given seed pages (Kausar et al., 2013). The 

biggest challenge with general-purpose crawlers relates to the massive size of the web and 

scaling the crawler for crawling significant portions of the web and keeping the crawled data 

relatively fresh (Najork, 2009). Solutions to the scaling problem include distributed crawlers 

and focused crawlers (Boldi et al., 2004; Chakrabarti et al., 1999). Distributed crawlers aim 

to solve the scaling problem by parallelizing the crawling process and distributing the 

process to multiple devices (Boldi et al., 2004). Focused crawlers are crawlers that focus on 

finding web pages related to some predefined topic(s), which allows for crawling specific 

portions of the Internet without requiring as powerful hardware or network bandwidth as 

general crawlers (Chakrabarti et al., 1999).  Site-specific crawlers are even more specific 

than focused crawlers. Site-specific crawlers limit crawling to a single website and look for 

relevant pages from only one website as opposed to from multiple websites like focused 

crawlers (Stamatakis et al., 2003). Site-specific crawlers, such as crawlers built with the 

SPHINX toolkit to automate personal data collection, are created by developing site-specific 

rules and patterns, which may not be reusable between different websites (Miller and Bharat, 

1998). 

 

2.2.3 Information scraping 

 

The second subtask in web content mining is extracting information from the Web pages. 

The content on the Web pages can be separated into 3 different categories: unstructured (i.e. 
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free text), semi-structured (i.e. HTML documents) or structured (  i.e. data in a table) 

(Kosala and Blockeel, 2000). One tool for extracting information from documents is a 

wrapper. A wrapper, in the context of web mining, is a program that extracts relevant 

information from a document and returns the extracted data as structured data (Chang et al., 

2006; Hsu and Dung, 1998, p.). Johnson and Gupta also list more techniques for the different 

data types, such as summarization, categorization, and clustering for unstructured data, 

object exchange models, top-down extraction, and web data extraction language for semi-

structured data and page content mining for structured data (Johnson and Gupta, 2012). 

 

Wrappers can be programmed manually by examining the web page structure, but 

programming wrappers by hand can be time-consuming and a change in the web page may 

require rebuilding the wrapper (Hsu and Dung, 1998). Wrapper induction, an automatic 

technique for generating wrappers, is proposed as a solution (Kushmerick et al., 1997). 

The main problems with creating wrappers are scalability and flexibility (Flesca et al., 2004). 

Scalability is important for extracting information from a large number of pages while 

flexibility is important for the wrapper to better tolerate changes in the structure of the 

wrapped web pages. Options for creating developing wrappers range from manual coding to 

semi-automatic and automatic wrapper generation (Flesca et al., 2004). However, Flesca et 

al note that while hand-written wrappers are time-consuming to create, they perform better 

than wrappers that are generated automatically (Flesca et al., 2004). Kang et al also note that 

the structure of some websites is complex enough that wrapper induction techniques 

presented in previous research are not practical and extracting the desired information from 

a website may require developing a wrapper manually (Kang et al., 2009). 

 

When building a wrapper, problems may arise when the wrapped web page deviates from 

the assumptions that are made about the structure of a site. The assumptions that are made 

when building a wrapper relate to 4 things: the number of elements on a web page (an 

element may be on the page 0-n times), element permutations (the order of elements may 

vary between pages), exceptions, and typos (Hsu and Dung, 1998). 

 

2.2.4 Best practices for building a scraper 
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This chapter describes the best practices for building a program for extracting information 

from the web. A common theme in the literature is politeness and accessing the website in a 

way that least disturbs the normal function of the website. In addition, previous research 

provided useful tools and techniques for crawling websites and extracting information from 

web pages, such as XPath and Scrapy. 

 

A polite way for accessing the data on a website is via an API and checking for whether the 

website provides an API that offers the required data is strongly recommended before writing 

a web crawler for a website. APIs or application programming interfaces provide a better 

approach for accessing large datasets compared to simply scraping the data from HTML 

documents (Glez-Peña et al., 2014) and should be preferred, if possible. Internal APIs should 

also be preferred over crawling, especially over crawling content that is rendered 

dynamically with JavaScript (Vanden Broucke and Baesens, 2018), if such API is available 

and accessing the API is allowed for web crawlers. Before writing a crawler that, for 

example, uses an internal API for fetching data from a website, it is important to check that 

the website allows accessing the resource with a crawler. 

 

Web sites can use Robots Exclusion Protocol to inform web crawlers which web pages the 

crawler is allowed and not allowed to crawl. These rules, among other information such as 

the location of a sitemap, are specified in a file called robots.txt. (Kolay et al., 2008; Sun et 

al., 2007b, 2007a) The robots.txt file is located at the root of the website and is accessible to 

all robots (Sun et al., 2007b). 

 

Sitemaps protocol is a way for a website to list individual web pages on the site for a crawler 

to find them more easily. Sitemaps can also include additional information about pages on 

the site, such as how often the pages are updated. Web sites can use sitemaps to inform 

search engine crawlers what pages should be indexed and how often the indexed sites should 

be updated. Sitemaps are a useful tool for web crawlers for finding pages on a website instead 

of crawling through links on different pages and for finding pages that may not be linked 

from anywhere on the website. (Schonfeld and Shivakumar, 2009) 

 

Some important things to consider when scraping a site are the site’s terms and conditions, 

copyrights or trademarks and robots exclusion protocol (“robots.txt”), scraping only already 



 

 

 

11 

public data, sending requests at a pace the site can handle without affecting the site’s normal 

usage and identifying the crawler with a user agent (Vanden Broucke and Baesens, 2018). 

 

Web pages can be static documents that do not change once the client receives the response 

or dynamic documents where the response document is designed to change as the user uses 

it. Crawling data from a static web page requires different methods than crawling data from 

a dynamic page. Crawling can be done using commercial services, custom programs that use 

standardized libraries, or completely custom applications which includes developing 

required custom libraries. Once the crawler receives a response, the crawler extracts the 

desired data by specifying fields in the document that contain the data. Specifying these 

fields can be done using embedded identifiers (such as CSS classes or ids), with tree-based 

navigation or searching by the text that is around the desired field. (Massimino, 2016) 

 

Selecting elements on a web page using CSS classes or IDs can be done with XPath. XPath 

or XML path language is a query language for navigating XML documents and targeting 

elements in them (Clark and DeRose, 1999). 

 

One problem for a crawler when traversing a website, especially a dynamically generated 

site, different pages referencing each other and creating a cycle for the crawler. A simple 

method for avoiding getting trapped in cycles is only visiting pages that the crawler has not 

visited already. (Miller and Bharat, 1998) 

 

Olmedilla et al. and Landers et al. both describe in detail the process of building a web 

scraper for extracting information from a specific website. The studies provide methods for 

building a crawler and explain how to use Scrapy, a scraping and web crawling framework 

for Python, and XPath for following links and extracting information from a web page. Both 

studies then use Scrapy and Python to build a web crawler for a case study that uses the 

methodology described in the paper. In both cases, the crawler is used to extract data from a 

website for analysis. Landers et al include source code for the spider in an appendix. 

(Landers et al., 2016; Olmedilla et al., 2016) 
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3 THESIS 
 

This chapter describes the process of building a program for gathering hotel customer 

reviews from a website. Information from the literature review in the previous chapter is 

used for building the program, selecting the review platform, and making the program to be 

polite to the selected platform. 

 

The developed program is site-specific, and one review platform is selected for gathering 

the reviews.  Booking.com was selected as the platform based on the previous literature on 

online review platforms and since previous research considers the reviews on Booking.com 

to be more trustworthy than reviews on the other big platform in Finland, TripAdvisor. 

 

This chapter describes how the program (also referred later as “spider”) was developed for 

Booking.com, which includes describing the Booking.com website structure that is relevant 

for crawling the reviews and where the reviews are on the site, what data is included in the 

reviews, how the crawler finds the reviews and how the individual reviews are extracted 

from the web page. 

 

Recommended practices for politeness include preferring APIs over crawling, not accessing 

websites specified by the robots exclusion protocol, using an appropriate wait time between 

requests, and identifying the crawler with a unique user agent. 

3.1 API for reviews on Booking 

 

A recurring theme in the previous research was being polite to a website and considering the 

effects of fetching data from the website on the normal functioning of the website. Preferring 

an API provided by the website is strongly recommended over crawling the website. 

Compared to writing a scraper, API is likely more stable and better documented, changes 

less frequently, faster, already in machine-friendly format (i.e. JSON), and may provide data 

or functionality that is not available on the web page. Additionally, the service provider can 

more effectively monitor, control, limit, and monetize usage of the API. 

Since it is strongly encouraged to first check for suitable APIs before writing a crawler, 

existing APIs are first checked before considering writing a spider. 
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Booking.com provides multiple APIs, which seem to be intended for hotel owners for 

managing their hotel(s) on Booking.com, for example by replying to user reviews. The API 

allows downloading reviews but only from properties managed by the user and access to the 

API requires the user to have a certain number of accommodations on rental on the site. 

None of the official APIs were used since they do not provide the desired data. 

Booking.com also has an internal API that is used for dynamically fetching reviews on a 

hotel page but accessing it with a crawler is disallowed in robots.txt and the API was 

therefore not used. As a suitable API is not available for accessing reviews more easily, the 

reviews need to be scraped directly from the website and a spider is developed for that. 

 

3.2 Booking website structure 

 

A crawler is used to traverse the website by following links on web pages. Optimally the 

crawler should make as few requests as possible as fewer requests result in the crawler being 

faster. Building a web site specific crawler allows the crawler to only visit the pages that are 

relevant for finding the desired information. Instead of writing a crawler to follow all links 

on Booking.com and try to find reviews, the website was first manually explored to better 

understand, how the crawler can find reviews and what data is included in the reviews. 

 

In the footer of the Booking.com front page is a link to “All destinations” which leads to a 

page that lists countries Booking.com offers hotels in, grouped by continent. 

 

https://www.booking.com/destination.en-gb.html 

 

Every country listed on the page is a link to a country page that lists all of the cities in that 

country that Booking.com provides accommodation in. Country-page also lists places of 

interest such as airports, states, and regions in the country. 

 

https://www.booking.com/destination/country/fi.en-gb.html 

 



 

 

 

14 

Each of these cities is also a link, that directs to a page that lists all the hotels in that city that 

can be reserved through Booking.com. City-page also lists various places of interest in that 

city, such as attractions, landmarks, and museums. 

 

https://www.booking.com/destination/city/fi/lappeenranta.en-gb.html 

 

All of the hotels are links that lead to a hotel page that displays information about the hotel 

such as photos, pricing, location, reservation status, services the hotel offers, and so on. 

Example link to such page: 

 

https://www.booking.com/hotel/fi/hotelli-rakuuna.en-gb.html 

 

 

 

 

 

Figure 1: Booking.com site structure from country destination page to each hotel in the country 

 

Figure 1 presents the website structure for Booking.com where the country-level page 

includes links to each city page in the country and each city page includes links to hotels in 

the city. 

 

Each hotel page lists reviews the hotel has received. The reviews are populated to the page 

by fetching them from an internal API using AJAX. 
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The index page footer also has a “Reviews”-link, which directs to an introduction page for 

Booking.com’s review system. It also displays recent reviews from different hotels around 

the world. Hotel names are links, which direct to pages that list reviews the hotel has 

received. 

 

The review page for a hotel by default shows “Featured reviews” in the user’s language that 

Booking.com has selected. The page also contains a form with filters for review language, 

traveler type, and sorting. A hotel may not have any featured reviews in which case the page 

only contains the form for selecting other reviews. 

 

The review page for a hotel only shows 25 reviews at a time. If a hotel has more than 25 

reviews, the reviews are split into multiple pages and the review page has a link to the 

previous and next page both on the top and bottom of the reviews. The links are displayed 

only when there are more reviews to show and for example, the link for the next page of 

reviews is not displayed on the last page. 

 

3.3 Introduction to spider 

 

The program consists of two parts: a crawler and a scraper. As described in the literature 

review, a web crawler is a program that follows links on web pages and looks for desired 

web pages. The crawler goes through the site, follows links on the pages, and finds all review 

pages. It then passes each review page onto the scraper, which extracts the individual review 

data from the page, such as review score, title, date, and returns the data to be saved to a file 

or a database. 
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The spider is built with Python programming language and Scrapy web scraping framework. 

Scrapy is a web scraping and crawling framework for Python for extracting data from a web 

page (“Scrapy | A Fast and Powerful Scraping and Web Crawling Framework,” n.d.). Scrapy 

includes tools that allow selecting HTML elements in a web page with XPath and extracting 

information from the selected elements. 

The program uses this functionality in both crawler and scraper. The crawler uses XPath to 

select links from a page and then follow them, while the scraper uses XPath to extract review 

information. Information that should be extracted from each review includes review score, 

review date, and hotel location. Additional information can be extracted from the reviews. 

 

3.4 Crawler 

 

The crawler structure is displayed in Figure 2 and it follows closely the page structure of the 

site that was described previously. The crawler starts from a country page that lists cities in 

the country and follows each link to a city page with hotels in that city. The crawler selects 

links to hotel description pages in each city page and modifies the selected links to find 

review pages for each hotel that is listed in the city. The links on each page are inside HTML 

elements that are uniquely identified with CSS classes and ids. These can be used to select 

and extract the links with XPath from each page. On a hotel’s review page, the crawler edits 

review filters to get access to all of the reviews and then crawls all pages with reviews. The 

crawled review pages are passed on the scraper that extracts review data from the pages. 
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Figure 2: Parts of the crawler 

 

3.4.1 Finding all review pages 

 

Country-level pages contain a list of cities in that country that have listed hotels on 

Booking.com. City-level pages contain a list of all hotels available on Booking.com in that 

city. The process for extracting links from both country and city pages is similar. The items 

on both pages are listed alphabetically into sections, with each section being inside a division 

tag (div). Inside each section is an unordered list element (ul) that contains anchor tags (a) 

with the link the scraper needs. All sections are inside a single element that does not contain 

anything else, so the scraper doesn’t require logic for excluding other links on the page, such 

as airports or attractions. 

 

City-page has links to hotel description pages and each hotel has a dedicated page that lists 

reviews for the hotel. Hotel pages use the following URL structure: 

 



 

 

 

18 

booking.com/hotel/<country code>/<hotel name>.<language code>.html 

 

URL structure for a review page is as follows: 

 

booking.com/reviews/<country code>/hotel/<hotel name>.< language code>.html 

 

where country code is a code for the country the hotel is in, the hotel name is an identifier 

for the hotel, and language code is a country code for translation. The country code is “fi” 

for all hotels in Finland. The hotel name is a unique identifier that is extracted from the links 

on a city page. Language code can be for example “en-gb” for English translation. 

 

The URLs for the hotel description page and hotel review page are similar to each other and 

the review page URL for a hotel can be constructed by replacing “hotel/<country code>” 

from the hotel information page URL with “reviews/<country code>/hotel”. 

 

3.4.2 Crawling filtered reviews 

 

By default, Booking.com shows “Featured reviews” in the user’s browser’s language on a 

hotel’s review page. The review page also contains a form with three dropdown menus: 

review language, traveler type, and sorting.  The review language option is used to filter 

reviews that are written in the selected language. Traveler type shows reviews from selected 

traveler types with options being all travelers, business travelers, couples, families, groups 

of friends, or solo travelers. Sorting determines the order the reviews are shown, options 

being date and score, both ascending or descending. Sorting also has the “Featured reviews” 

option, which instead of sorting reviews only shows some reviews that are Booking has 

determined to be “featured”. 

Booking.com shows all reviews for the hotel by selecting “All languages” as language, “All 

travelers” as traveler type, and sorting by some date for example. 

A hotel may not have any recommended reviews in which case the page at first only contains 

the form for selecting other reviews. In both instances, the crawler selects appropriate 

options from the form, makes a POST request with the form data, and passes the response 

from that request along with hotel, city, and country name forward to the part of the program 

that handles pagination. 
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3.4.3 Pagination 

 

Review pages have page links under the reviews if the hotel has more than 25 reviews. 

Booking.com handles pagination with a GET variable “page”. There is also a variable 

“rows” which determines how many rows a skipped page has. For example, a request with 

the “page” parameter being 2 and the “rows” parameter being 75, Booking.com shows 

reviews from 76 to 100. 

It skips the first 75 reviews and shows reviews from 76 onward. It acts as if the first page 

had 75 reviews on it even though one review page only has 25 reviews. This means that by 

default, just using the “next page” link skips two-thirds of the reviews. Changing the “rows” 

parameter to 25 fixes this. 

 

The crawler can handle pagination by either altering the page parameter in the URL, sending 

requests for different pages, and having some logic to determine, when it has found the last 

page or follow the ‘Next page’ link on the page until there is no more a ‘Next page’ link. 

The latter approach has the advantage that Booking.com has determined already how many 

pages there are, and the crawler doesn’t have to have logic for determining whether there are 

pages left to crawl or not and makes the crawler simpler and requires fewer requests. Scrapy's 

built-in duplicate filter handles duplication that could result from for example following both 

‘Next page’-links on a page. 

 

3.5 Information extraction 

 

The crawler passes on the review pages to the scraper, which is the part of the program that 

extracts the review data from each crawled page. The scraper extracts the review data from 

the pages with XPath using page structure and CSS classes and IDs. 

 

All of the reviews are inside an unordered list (ul) element and individual reviews are inside 

list item (li) elements. Inside the list item element, different parts of the reviews are further 

inside content division (div) elements. Data that a review may have include information 

about the reviewer and the actual review. 
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Information about the reviewer includes username, country, the number of reviews written, 

and the number of helpful votes. 

The review itself may include the review date, an overall score, title, positive and negative 

aspects about the hotel, the month when the reviewer stayed at the hotel, and tag-like 

information about the stay. The options for the tags a review can have are: 

• have are how many nights the reviewer stayed at the hotel 

• what kind of room the reviewer stayed in 

• whether the review is submitted via mobile or not 

• whether they were traveling with a pet or not 

• whether they were on a business or a leisure trip 

• whether they traveled alone, in a group, with a family, as a couple or with friends 

Different tags in the reviews are not separated from each other with different classes so the 

scraper uses heuristics to categorize the tags. For example, the length of the stay is assumed 

to always be in the format “Stayed n night(s)” and the tags that use the format are categorized 

as the length of stay. Other pieces of information in the reviews, such as the author or review 

score have classes and IDs that can be used to uniquely identify the elements and extract the 

desired information. 

A review may not have every piece of information. For example, a review may not have any 

negative comments about the hotel. Figure 3 presents an example of a review that includes 

both negative and positive comments. The author of the review is censored in the figure. 

 

 

Figure 3: Example review  
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The crawler extracts from each review the data that is present in the review and returns the 

data from each review to be stored in a file or a database. 

 

 

Figure 4: Example review without positive or negative comments 

 

A reviewer may not want to write any positive or negative comments about the hotel in the 

review. In this case, the review has a different structure compared to a review with a positive 

or a negative comment. Figure 4 shows an example of a review that doesn’t have negative 

or positive comments. When the review does not have any comments, the positive or 

negative text element is identified with a ‘review_none’ class. 

 

Additionally, Booking.com may in some cases remove reviews or comments from reviews, 

for example when the review text contains contact details or website links (“Can I ask for a 

guest review to be removed?,” 2016). Such reviews have a different structure and do not 

have the same HTML elements as the more common reviews. Figure 5 provides an example 

of such a review. 

 

 

Figure 5: Example of a review where the review text has been hidden  
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4 RESULTS 
 

The previous chapter described how the program for fetching reviews from Booking.com 

was built. This chapter describes, how it was tested if the built program is capable of 

downloading reviews from Booking.com. The chapter also explores whether the data that 

was downloaded from Booking.com during the test run can be used for measuring customer 

satisfaction, changes in satisfaction over time, and comparing hotel customer satisfaction 

between different cities. The chapter also presents some metrics about the data, such as 

minimum and maximum review scores. 

 

4.1 Fetching reviews 

 

As discussed in the introduction, the first research question for the thesis was whether it is 

technically possible to download reviews from a review website. The previous research on 

reviews from Booking.com indicates that it is possible, given that there are studies that 

analyze review data from Booking.com and some mentioned that a crawler was developed 

for fetching the reviews. Additionally, as discussed in the thesis chapter, the individual parts 

of the program were tested against a small number of web pages from Booking.com while 

developing the spider. After the program was able to find and extract reviews from the stored 

pages that were used for developing the program, it was still unclear whether the program 

could crawl larger amounts of reviews from Booking.com. Booking.com may use methods 

to inhibit crawling larger amounts of data from the site. Some techniques, such as returning 

a response with a response code 429 Too Many Requests if a crawler sends too many 

requests in a specified time frame, were discussed in the Previous Research chapter. 

Whether the program can fetch large amounts of reviews from Booking.com was tested by 

giving the program the destination page for Finland as the starting point and running it to 

fetch reviews from Booking.com. The test also was for evaluating the resource requirements 

for the crawler, mainly the time requirement for crawling a large number of reviews, and the 

spider was configured for the test run keeping this in mind. The delay between requests was 

set to 0 and the spider was allowed to use multiple threads for concurrent requests. 

The test run resulted in the spider successfully extracting reviews from Booking.com. This 

was expected since, as discussed in the previous chapter, Booking.com allows spiders to 
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access the review pages in their Robots Exclusion Protocol. The spider did not encounter 

any methods for inhibiting crawling the reviews. The spider finished in 8178 seconds or 2 

hours and 16 minutes, made 43404 requests and extracted 773,500 reviews. Crawler speed 

was 318 requests per minute and 5675 reviews per minute. Figure 6 displays the speed during 

the test run, measured in crawled reviews per minute. The maximum crawler speed was 800 

requests per minute and 7200 reviews per minute. 

 

 

Figure 6: Crawler speed during the test run, reviews per minute 

 

4.2 Review scores across time and in different cities 

 

Given that the crawler was able to download reviews from Booking.com, this section 

examines the downloaded dataset. 

The dataset contains 16 features, which are: 

• Author 

• Date 

• Review score 

• Reviewer nationality 

• Number of reviews written by the reviewer 

• Review title 

• Positive comments 

• Negative comments 

• Hotel 

• City 
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• Trip type (reason for the trip, i.e. business, leisure)  

• Traveler type (i.e. solo traveler, group) 

• Room type (i.e. Twin Room, Standard Single Room) 

• Length of stay 

• Mobile submission (whether the review was submitted using a mobile phone) 

• Trip with pet (whether the reviewer had a pet in the hotel room) 

 

Reviewer country Positive comments Negative comments Trip type 

383 384428 478672 45457 

 

Table 1: Missing data in features 

 

The amount of data in different reviews varies. Table 1 lists the number of missing data 

points in the different features. Data for features not listed in the table were present in every 

review. Significant portions of reviews don’t have either any negative or positive comments. 

61.9% of reviews don’t have a negative comment and 49.7% of reviews don’t have a positive 

comment. This is due to writing positive and negative comments being optional for the 

reviewer. 45457 or 5.9% of reviews don’t have a reason for the trip specified in the review. 

The reviewer nationality is missing from 383 reviews. 

 

Review 

count 

Mean Standard 

deviation 

Minimum 25th 

percentile 

50th 

percentile 

75th 

percentile 

Maximum 

773500 8.36 1.53 1.0 7.5 8.8 9.6 10.0 

 

Table 2: Descriptive statistics about the downloaded review scores 

 

Each downloaded review contains a review score, a number with 1 decimal point, in addition 

to other data. Table 2 provides descriptive statistics to describe the score data from the 

reviews. The number of downloaded reviews and therefore the number of review scores is 

773500. The lowest downloaded review score is 1.0 and the highest score is 10.0, which 

indicates that the scale for the review scores is from 1 to 10. The average of all the 

downloaded review scores is 8.36. 
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Figure 7: Review score distribution 

 

Figure 7 presents how the scores are distributed on a scale from 1 to 10. The figure displays 

the number of reviews with the different review scores. For example, the dataset includes 

45408 reviews with a review score of 9.6, 2622 reviews with the minimum score of 1.0, and 

165689 reviews with the maximum score of 10.0. The review scores are biased towards the 

high end of the scale with 71.0 percent of the reviews having a score of 8.0 or higher. The 

review scores also tend to be whole numbers with 62.2 percent of reviews having a whole 

number review score. 

 

Figure 8: Number of reviews over time 
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Each review on Booking.com includes a date when the review was submitted to 

Booking.com. Figure 8 shows how the downloaded reviews are distributed across time by 

plotting the number of reviews per day. The figure is smoothed by using a 7-day rolling 

average. Each year there are significantly more reviews in early January and from the end of 

June to the end of August. There is also a significant drop in the number of reviews between 

April 2020 and July 2020. The earliest review is from 21 August 2018 and the latest review 

is from 21 August 2021, the day the test run was performed. The difference between the 

oldest and the newest review is exactly 3 years. On average, the dataset includes 20905 

reviews per month. 

 

 

Figure 9: Average review scores over time in top 5 cities 

 

To measure monthly customer satisfaction over time using the reviews, the average review 

score should change over time. Figure 9 lists the top 5 locations in Finland with the most 

reviews and shows how the average review score varies across time. In each location, the 

average monthly score changes slightly from month to month. For example, Rovaniemi is 

shown in the figure with the red line and has distinctly higher average scores compared to 

the other 4 locations. The average monthly score in Rovaniemi varies between 8.5 and 9.1 

with the lowest scores being in each December and January. 

 

1 5 10 25 50 100 

19.9% 38.7% 51.0% 67.8% 80.7% 89.3% 

 

Table 3: Share of all reviews for the locations with most reviews 

 



 

 

 

27 

The dataset includes reviews from 828 locations and 4959 hotels. Most of the reviews are 

from a small number of locations with a lot of reviews. The location with the most reviews 

is Helsinki, with 154229 reviews and 20% of all reviews. Table 3 lists how large portions of 

reviews belong to the top locations with the most reviews. For example, the top 10 locations 

with the most reviews account for 51% of all reviews and almost 90 percent of all reviews 

belong to the top 100 locations. Conversely, most of the locations have only a small number 

of reviews. 50.4% of locations have less than 36 reviews, which is on average less than 1 

review per month since the timeframe for the data is 36 months, as discussed earlier. 

 

 

Figure 10: Percent of locations with less than n monthly reviews 

 

Figure 10 shows how many percent of locations have less than n monthly reviews on average 

over the 3-year time span. Locations with less than 1 and more than 40 monthly reviews are 

excluded in the figure. The figure highlights, how a large portion of locations gets excluded 

as the requirement for monthly reviews is increased. For example, 90,2% of the locations 

have less than 30 monthly reviews and only 81 of 828 locations have on average at least 30 

reviews per month. 
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Figure 11: Number of locations with different average review scores 

 

The number of locations with different average review scores is shown in Figure 11. The 

figure shows that most of the locations have an average score between 7 and 10. The figure 

also shows that average scores vary somewhat between locations. The average scores are 

rounded to 1 decimal for the figure. Most of the locations with an average score of less than 

7 are locations with only a small number of reviews. 

 

 

 

Figure 12: Proportions of different trip types 

 

The dataset includes a trip type or a purpose for why the reviewer stayed in the hotel. 

Extracted options are for a trip type are leisure and business. The trip type is missing from 
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5.88% of reviews. Figure 12 shows the portions of different trip types. The majority of the 

reviews on Booking.com have leisure as the purpose of staying in a hotel. 

 

 

Figure 13: Proportions of different traveler types 

 

The traveler type feature in the dataset describes the group that stayed in a hotel. Different 

options for the traveler type in the dataset are family with young children, couple, solo 

traveler, group, people with friends, and family with older children. Figure 13 visualizes the 

proportions of the different groups. Couples are the single largest group type with 38.6% of 

the reviews being written by people who stayed in a hotel as a couple. Conversely, only 3 

reviews are written by hotel guests that traveled as a family with older children. 

 

The dataset contains reviews written by reviewers from 206 different nationalities. Reviews 

by reviewers from the top 2 nationalities make up a significant portion of the reviews. 66.5% 

of the reviews are written by Finnish hotel guests and 10.1% by Russian guests. The rest of 

the reviews are split more evenly between different nationalities and no other nationality has 

more than a 3% share of the reviews. 
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4.3 Crawling reviews from other countries 

 

The spider was also tested for downloading reviews from hotels in other countries. The 

crawler uses a country-level page as a seed URL and the page for Finland was used in the 

first test run. Other countries have similar pages and the pages for other countries have 

identical HTML structure as Finland’s page. The spider was tested by giving another 

country’s country-level pages as the starting URL and the spider worked as intended. 
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5 DISCUSSION AND CONCLUSIONS 
 

This part discusses the research question for the thesis and whether the questions were 

answered, the relevance of using online reviews for the tourism sector, some general notes 

that emerged during the process of writing the thesis, and any further questions that couldn’t 

be answered. 

The motivation for the thesis, as discussed in the introduction, was to use hotel reviews 

available online for estimating guest satisfaction for different locations, tracking it over time, 

and comparing the satisfaction between locations. The review scores can be used, for 

example, by destination marketing organizations (DMOs) for tracking the hotel guest 

satisfaction in their destination or hotels for benchmarking their own score against the 

general review scores for other hotels in the area. This motivation was separated into two 

research questions: 

3. Is it possible to automatically download reviews from a website with hotel customer 

reviews? 

4. Can the reviews be used to measure customer satisfaction in different locations 

across time? 

 

As shown in the results chapter, the spider that was developed for this task was able to 

download reviews from the selected website. 

The second research question is concerned with whether the review data on Booking.com is 

useful as an addition to other tourism statistics. Other statistics can be used for tracking the 

development of tourism in a given location and for comparing the location with other 

locations. Based on that, the 2nd research question can be broken into 3 separate questions: 

1. Are there enough reviews for any aggregation to be reliable? 

2. Do the monthly average review scores for a single location change over time? 

3. Do the monthly average review scores vary between different locations? 

 

The Results chapter discussed how many reviews there are in total and for each location and 

how the average scores in different cities varied between cities and over time. Most of the 

locations don’t have enough reviews each month to calculate a reliable estimate of guest 

satisfaction. Depending on how many reviews are required for calculating a reliable review 

score, the dataset still includes around 50 to 200 locations with enough reviews. The monthly 
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average scores should change in a single location between months for it to be a meaningful 

tool for tracking the hotel guest satisfaction over time. The monthly average score does 

change from month to month, although the changes are relatively small. For example, the 

difference between the highest and the lowest monthly score for Rovaniemi is 0.6 points. 

The average review score should also be different for different locations for comparing 

locations to each other to be useful. The average scores are different for different locations 

although differences are also relatively small, given that most of the locations have an 

average score between 8 and 9. Using Rovaniemi again as an example, the average review 

scores for Rovaniemi are noticeably higher than in i.e., Helsinki, Turku, or Tampere. 

 

It should be noted that the review data is skewed as it represents the satisfaction of hotel 

guests that use Booking.com for reserving hotel rooms. Based on the reviews, 

Booking.com's customer base in Finland seems to be skewed towards leisure travelers. In 

2019, 66.4% of nights in accommodation places were spent by leisure travelers (“Yearly 

nights spent by type of establishment and purpose of stay by Region, Type of establishment, 

Country, Year and Information,” n.d.) while at least 80.2% of the downloaded reviews in 

2019 were categorized as a leisure trip. This is assumed to be, at least partially, due to people 

on a business trip being less interested in comparing the accommodation supply and prices 

in the area and therefore don’t book the accommodation on Booking.com. This skewness 

should be kept in mind when using the data. 

 

The monthly average score was selected as the indicator to use for measuring customer 

satisfaction before exploring the data. It was selected as the indicator because the monthly 

timeframe works well with the statistics from Statistics Finland and an average score is an 

easy measurement to explain and understand. However, the changes in the average monthly 

score in different cities were relatively small, didn’t seem to have any pattern or trend and 

the reason for a change in the score is not apparent. This may be a weakness for using the 

average score as the indicator, as changes made by any single actor in the sector, such as a 

DMO or a hotel, would not be clearly reflected in the score. As a solution, other 

measurements and indicators of customer satisfaction may be explored in addition to the 

monthly average score, such as the percentage of reviews with a score of less than 6 or more 

than 9. These indicators could be measured by looking for changes in the accommodation 

supply (such as an increase in the accommodation capacity) and searching for positive or 
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negative correlations in the proposed indicators with the change, possibly adding some lag. 

Exploring other indicators and finding such correlations was not in the scope of this thesis. 

 

Additionally, many of the dimensions in the dataset are ignored when the data is condensed 

into a monthly average score. Exploring the review scores by nationality, traveler type, stay 

length or trip type could provide new insights in addition to the data that is already available. 

Further research could also be done using the other dimensions, for example for estimating 

the average traveler group size or stay length but as discussed earlier, the data represents 

Booking.com users instead of hotel guests as a whole. Other possible topics for further 

research include comparison with reviews from Airbnb and separating reviews for hotels 

and Airbnb-style accommodation places provided by individual people in the Booking.com 

dataset. In addition to hotels, Booking.com allows users to rent accommodation for 

individual people that have listed their properties to be available on Booking.com, similar to 

Airbnb. Separating the reviews between different property types requires categorizing the 

different properties. This could also be extended to categorizing the properties to hotels, 

B&Bs, and others and measuring the customer satisfaction in each property type. 

 

The spider downloaded reviews from 828 locations but there are only 309 municipalities in 

Finland (“Luokitustiedotteet | Tilastokeskus,” n.d.). This suggests, that Booking.com lists 

some locations that are not independent municipalities. This partially explains why so many 

locations had only a few reviews. These locations may have previously been municipalities 

but have been merged with other municipalities at some point. Combining the review data 

from such locations with the reviews from the municipality the locations are part of could 

increase the number of reviews for the municipality and make the average score more 

reliable. On the other hand, in some cases, this enables providing a more specific 

comparison. Some municipalities may have distinctly different traveler profiles and types of 

accommodation supply in different parts of the municipality. Separating reviews from these 

locations may be useful for the businesses in both locations as comparing the customer 

satisfaction only to general satisfaction in the nearby area is more relevant than in the whole 

municipality. For example, a city may have a hotel near the center of the city and a ski center 

with cottages further away from the center, which both have guests with completely different 

traveler profiles. However, further manipulating the data by combining locations or 
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analyzing the separate locations inside a municipality is outside of the scope of this thesis 

and is left to whoever uses the data. 

 

As discussed in the related research chapter, Mellinas et al. note that Booking uses a rating 

scale from 2.5 to 10 instead of the assumed 1 to 10, which may affect the results (Mellinas 

et al., 2016), and Martin-Fuentes et al. note that Booking.com stores reviews for 24 months 

(Martin-Fuentes et al., 2018). These values differ from the corresponding values observed 

in the results chapter. The minimum review score in the downloaded dataset is 1 and the 

oldest review is from 36 months before the crawl date. This discrepancy is due to 

Booking.com changing the review system. In late 2019, Booking.com has changed the 

system for determining the guest review score from calculating the score from 6 different 

aspects to simply asking the guests directly for a score and extended the time that the reviews 

are displayed on the site from 24 months to 36 months due to the current situation 

(“Everything you need to know about guest reviews,” 2016). 

 

The spider was tested without a download delay but if the spider is used repeatedly, a 

download delay should be added. Adding download delay makes the spider more friendly 

for the crawled site but the crawl requires more time. For extracting reviews from hotels in 

Finland, the crawl is estimated to require around 10 hours more time for each second of 

download delay, assuming the number of crawled pages stays constant. 
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6 SUMMARY 
 

The motivation for this thesis was to explore whether using publicly available hotel reviews 

on the internet can be used to measure and track the state of the tourism industry. The statistic 

gathered from these reviews could be used in addition to the accommodation statistics 

provided by Statistics Finland. The thesis aimed to answer this by examining whether it was 

technically possible to download reviews from a fitting website and whether the data could 

be used for the purpose. 

 

Based on previous research, Booking.com was selected as the website to gather reviews 

from. A spider was developed for extracting reviews from Booking.com using the best 

practices discussed in the previous literature. The program was developed after determining 

that Booking.com doesn’t provide an API for downloading the reviews. The spider consists 

of two parts: a crawler for traversing the website to find review pages from different hotels 

and a wrapper for extracting the review data from the review pages. Data in the reviews on 

Booking.com include a date, review score, reviewer nationality, trip purpose, group type, 

and stay length, among other data points. 

 

The spider successfully downloaded reviews from Booking.com and the time and memory 

requirements were acceptable. The downloaded review dataset contained enough reviews 

for reliably measuring and tracking hotel guest satisfaction in many Finnish cities, although 

most of the locations didn’t have enough reviews. The monthly average score was 

predetermined as the measurement to condense the data into but exploring the data lead to 

the conclusion that other indicators could be extracted from the data as well. Additionally, 

the dataset does not represent tourists as a whole and is skewed towards leisure travelers 

when compared to data from Statistics Finland.  
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