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Recommender systems are software systems that provide users with suggestions on items 

that could have utility for them. Recommender systems help users find relevant items for 

them among often large catalogs of items and are widely utilized at e-commerce and platform 

companies. The primary objective of this thesis is to study and find the most promising 

techniques for building a recommender system at a case company, intended for providing 

personalized product recommendations to customers, based on past product purchases and 

additional information on customers and products. 

A literature review is conducted to offer an overview of recommender systems and to find 

suitable methods to be utilized on a dataset provided by the case company. The literature 

review is followed by a case study on the dataset, evaluating two performant matrix 

factorization algorithms chosen based on the literature review: ALS and LightFM. 

The comparatively promising results obtained suggest that on the case study dataset, 

customers’ past purchase behavior is a better predictor of which products they could be 

interested in than the combination of past product purchases with additional information on 

customers and products. Although algorithms trained on past product purchases performed 

better than a hybrid model with additional information incorporated, it is probably justified 

to sacrifice a little bit of model accuracy for the ability to provide recommendations for cold-

start customers who have not made any purchases.  
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Suosittelujärjestelmät ovat ohjelmistotyökaluja ja -menetelmiä, jotka tarjoavat käyttäjille 

ehdotuksia kohteista, jotka voisivat kiinnostaa heitä. Suosittelujärjestelmät auttavat käyttäjiä 

löytämään juuri heille sopivia kohteita usein suurista määristä vaihtoehtoja, ja niitä käytetään 

laajasti verkkokaupoissa ja alustatalouden yrityksissä. Diplomityön ensisijainen tavoite on 

tutkia ja löytää lupaavimmat menetelmät suosittelujärjestelmän rakentamiseksi 

toimeksiantajayrityksessä. Järjestelmän tarkoitus on tarjota asiakkaille personoituja 

tuotesuosituksia aiempien tuoteostojen sekä asiakkaita ja tuotteita kuvaavien lisätietojen 

perusteella. 

Kirjallisuuskatsaus tarjoaa yleiskatsauksen suosittelujärjestelmistä ja pyrkii löytämään 

menetelmiä, joita voidaan hyödyntää tuotesuositusten antamiseksi yrityksen tarjoaman data-

aineiston pohjalta. Yrityksen tarjoamalla data-aineistolla suoritetaan tapaustutkimus, jossa 

arvioitavana on kaksi kirjallisuuskatsauksen perusteella valittua matriisien 

faktorointialgoritmia: ALS ja LightFM. 

Tapaustutkimuksen tulokset viittaavat siihen, että asiakkaiden aiempi ostokäyttäytyminen 

ennustaa paremmin, mistä tuotteista he voisivat olla kiinnostuneita, kuin aikaisempien 

tuoteostojen ja asiakkaiden ja tuotteiden lisätietojen yhdistelmä. Vaikka aikaisempien 

tuoteostojen avulla koulutettu algoritmi oli tarkempi kuin hybridimalli, joka hyödyntää 

lisätietoja asiakkaista ja tuotteista, on todennäköisesti kannattavaa uhrata hieman tarkkuutta, 

jotta suosituksia voidaan tarjota myös asiakkaille, jotka eivät ole vielä tehneet ostoksia.  



 

 

 

ACKNOWLEDGEMENTS 

 

I want to wholeheartedly thank Christoph Lohrmann for supervising this thesis, providing 

invaluable comments and guidance throughout the process as well as helping to ensure that 

the content turns out academically appropriate. I want to thank my superior at the case 

company for providing the opportunity to conduct this thesis on such an interesting topic. I 

want to thank my family and friends for support and encouraging comments throughout the 

process. 

 

Helsinki, 10.10.2021 

Joona Hietala 

 

  



 

 

 

SYMBOLS AND ABBREVIATIONS 

 

Roman characters 

u user 

i item 

k recommendation list length  

p user latent factors 

q item latent factors 

r user-item matrix 

d number of latent factors 

c confidence for observing a user-item interaction 

s number of times a user has interacted with an item 

b bias term 

x feature 

y feature embedding 

e prediction error 

L loss 

D items preferred by a user 

I total number of items 

N number of negative items sampled 

 

Greek characters 

 confidence constant 

λ regularization constant 



 

 

 

ω regularization term 

γ learning rate 

 

Abbreviations 

ROC  Receiver Operating Characteristics 

AUC  Area Under the ROC Curve 

RMSE  Root Mean Squared Error 

SGD  Stochastic Gradient Descent 

ALS  Alternating Least Squares 

WR-MF  Weighted Regularized Matrix Factorization 

SVD  Singular Value Decomposition 

WARP  Weighted Approximate-Rank Pairwise 

BPR  Bayesian Personalized Ranking 

  



 

 

 

Table of contents 

 

Abstract 

Acknowledgements 

Symbols and abbreviations 

 

1. Introduction .................................................................................................................. 10 

1.1    Background ............................................................................................................. 10 

1.2    Objective and research questions ............................................................................ 14 

2.    Recommender systems ................................................................................................. 16 

2.1    Recommender system tasks .................................................................................... 16 

2.2     Recommendation techniques ................................................................................. 18 

2.3    Recommender system evaluation ............................................................................ 27 

3.    Case study dataset and evaluation methods .................................................................. 32 

3.1    Offline accuracy cross-validation ........................................................................... 35 

3.2    Offline accuracy evaluation metrics ........................................................................ 41 

4.    Matrix factorization models for implicit feedback and hybrid datasets ....................... 48 

4.1    Implicit matrix factorization with alternating least squares optimization ............... 51 

4.2    Hybrid matrix factorization with WARP loss ......................................................... 55 

5.    Experimental setup of the case study ............................................................................ 63 

6.    Results and discussion .................................................................................................. 67 

6.1    ALS with implicit feedback .................................................................................... 67 

6.2    LightFM with implicit feedback ............................................................................. 70 

6.3    LightFM with implicit feedback and metadata ....................................................... 73 

6.4    Model selection ....................................................................................................... 74 

6.5    Discussion ............................................................................................................... 77 

7.    Conclusions ................................................................................................................... 82 

References ............................................................................................................................ 85 

 

  



 

 

 

Figures 

Figure 1: Taxonomy of recommender system techniques  

Figure 2: Relations between knowledge sources, recommendation techniques, and user 

profiles 

Figure 3: The number of purchases per customer 

Figure 4: The number of purchases per product 

Figure 5: A user-item matrix with unary ratings 

Figure 6: Division of a user-item matrix into training and testing sets 

Figure 7: K-fold cross-validation 

Figure 8: Classification of the possible result of a recommendation of an item to a user 

Figure 9: Estimation of user-item ratings by taking the dot product of user and item latent 

factors 

Figure 10: ALS precision at 5, the effect of λ and α-parameters on precision, higher values 

of λ 

Figure 11: ALS precision at 5, the effect of λ and α-parameters on precision, lower values 

of λ 

Figure 12: LightFM precision at 5, the effect of regularization on precision 

Figure 13: LightFM with metadata, the effect of regularization on precision 

Figure 14: Best ALS, LightFM and LightFM with metadata models 

 

Tables 

Table 1: Summary of recommender system application domains 

Table 2: Main tasks of recommender systems from the system provider’s perspective 

Table 3: Main tasks of recommender systems from the system user’s perspective  

Table 4: Categorization of hybrid recommender systems  



 

 

 

Table 5: General goals in recommender system evaluation 

Table 6: ALS hyperparameter values 

Table 7: LightFM hyperparameter values 

Table 8: Ten highest precision ALS models 

Table 9: Ten highest precision LightFM models 

Table 10: Ten highest precision LightFM with metadata models 

Table 11: The highest precision model with chosen hyperparameter values 



10 

 

 

1. Introduction 

The introductory chapter guides the reader to the background and motivation for utilizing 

recommender systems and the purpose of the thesis. Moreover, the chapter presents the 

research objectives as well as the research questions the study seeks to answer. Lastly, the 

structure of the thesis with the contributions of each chapter is presented. 

 

1.1    Background 

With the rise of the internet, the number of products and content available to consumers has 

considerably increased compared to traditional consumer-facing distribution channels such 

as brick-and-mortar stores, newspapers, and libraries. Internet services and websites such as 

e-commerce stores can carry a much more extensive selection of products than the 

aforementioned physical distribution channels due to restrictions set by physical storage 

spaces, logistics, and inventory holding costs. In addition, the Internet has made product 

discovery and search more accessible than ever, allowing consumer demand to expand 

beyond the most popular products in each category. These characteristics of internet-enabled 

commerce and content distribution have led to a phenomenon where niche products account 

for an increasingly significant portion of sales and content consumed. That has not been the 

case in traditional distribution channels, where a small number of the most popular products 

have generated the majority of sales. (Brynjolfsson et al., 2011) 

 

However, a large number of choices is not always necessarily beneficial for a consumer. 

Schwartz (2004) argues that the increased freedom for what is accessible for individual 

consumers can be overwhelming and lead to a mental burden due to the opportunity cost and 

regret felt after making the wrong choice among the alternatives consumers can experience 

when making decisions. As e-commerce websites became more popular with the rise of the 

consumer internet, users find it hard to filter down the selection of offered products and 

services, making purchase decisions increasingly difficult. In recent years, recommender 

systems have proved to help users find relevant alternatives among all available items, thus 
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alleviating the information overload experienced by users caused by excessive alternatives. 

(Ricci et al., 2015)  

 

According to definition by Ricci et al. (2015): “Recommender systems are software tools 

and techniques that provide suggestions to users about items that could be of interest to those 

particular users.” (Ricci et al., 2015, p. 1) According to Resnick and Varian (1997), humans 

rely on recommendations provided by fellow humans that help make everyday decisions 

about which movie to watch, which restaurant to go to, or which book is worth reading. 

Moreover, Resnick and Varian (1997) state that recommender systems provide a way to 

augment this natural, social process without direct human interaction, thus helping 

consumers make decisions in a world where the number of possible alternatives keeps 

increasing. 

 

Item is a general term for an object that can be recommended such as movie or news article, 

whereas the user is the person receiving the recommendations of items that could be of 

interest to them. The information needed to provide recommendations depends on the type 

of recommendation algorithm utilized. The information can consist of various data points 

about the users and the items and interactions between these user-item pairs that can be 

recorded to be used as input for a recommender system. (Ricci et al., 2015) Although 

arguably very similar, recommender systems can be distinguished from information retrieval 

systems such as search engines by personalizing results for each user. In addition, results 

from a recommendation system are generally understood as viable recommendations, rather 

than the result of an explicit search query made by a user, which is the output of an 

information retrieval system. (Burke, 2007) 

 

Recommender systems have been successfully implemented in multiple well-known internet 

service companies such as the video site YouTube, where about 60% of video clicks were 

accounted for the recommendations given on the homepage back in 2010, helping users 

navigate the millions of videos on the platform (Davidson et al., 2010). Video content 

platform Netflix stated in 2015 that their recommender system is core to their business. They 

estimated that providing personalization and recommendations to their users saves them up 
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to 1 billion USD every year by reducing customer churn and increasing individual 

customer’s lifetime value. (Gomez-Urib & Hunt, 2015) Recommender systems are also 

utilized extensively in large e-commerce sites such as Amazon.com, where the online store 

is personalized to each customer via different recommendation algorithms (Linden et al., 

2003). Although recommender systems have been very successful in recent years, they pose 

privacy risks as recommender systems often leverage personal data not just on user 

demographics but also on preferences that could be highly sensitive if made public. An 

example of such sensitive preference could be political interests that users most probably 

want to keep private. (Aggarwal, 2016a) 

 

It can be argued that, in general, recommender systems play an essential role in many of the 

most popular websites today, such as Spotify, LinkedIn, and Facebook, to help their users to 

find the most relevant content for them. A high-level summary of different application 

domains of recommender systems and their associated items recommended according to 

Ricci et al. (2015) are presented in Table 1, although this is not an exhaustive list. (Ricci et 

al., 2015) 

 

Table 1. Summary of recommender system application domains (Ricci et al., 2015) 

Application domain Examples of recommended items 

Entertainment Movies, songs, games 

Content News articles, documents, web pages 

E-commerce Books, cameras, other consumer goods 

Services Professional services, houses to rent 

Social People and content in social networks 

 

In general, inputs to a recommender system that encode user preferences towards certain 

items, often called ratings or feedback, can be categorized into two types, explicit and 

implicit. Explicit feedback is generated when a user explicitly expresses sentiment or interest 
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towards a particular product. Some common examples are movie, book, and product ratings, 

often on a scale from 1 to 5. In these examples, reviews have a purpose beyond collecting 

data for making recommendations, as they serve as guidance to users for choosing the right 

product for them. Since users have to make an effort to give a rating explicitly, users 

providing explicit feedback represent only a small fraction of the whole user population. (Hu 

et al., 2008) Montaner et al. (2003) highlight the same issue: even if users are encouraged to 

provide explicit feedback, only a small subset of them do so.  

 

Thus, to provide recommendations for the whole user population, recommender systems can 

alternatively utilize implicit feedback (Hu et al., 2008). Montaner et al. (2003) agree that 

determining online consumers’ interests should not rely solely on explicit ratings but also 

incorporate implicit feedback through inferring it based on behavior, as motivating users to 

provide explicit feedback is often difficult. Implicit feedback is gathered by observing user 

behavior which indirectly reflects their interest towards a product or service, requiring no 

effort from the user beyond the regular use of a system providing the recommendations. 

Every other signal from the user for preference towards items apart from explicit ratings can 

be considered implicit feedback such as purchases, views of movies and videos, or even 

mouse movements on a webpage or viewing time of a social media post. (Hu et al., 2008)  

 

In a system relying solely on implicit feedback, ratings are considered unary, meaning users 

do not have a way to express dislike for items they have disliked. (Aggarwal, 2016b; 

Herlocker et al., 2004). Implicit feedback can be collected much faster and at a much grander 

scale than explicit feedback from many online systems that users interact with (Johnson, 

2014). Moreover, using implicit feedback as input to recommender systems can extend the 

range of possible recommender system applications beyond applications available when 

making recommendations rely solely on explicit feedback (Oard and Kim, 1998). 
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1.2    Objective and research questions 

This thesis aims to study and compare approaches to be used in a proof-of-concept 

recommender system at a case company. The case company is a Finnish conglomerate that 

operates in multiple industries and countries, mainly in the Nordics. Recent developments 

in the consolidation of data assets onto a central data platform have led to the recognition of 

potential benefits and capabilities of building recommender systems for production use in 

different business units. The company uses several product sales channels where 

personalized recommendations could be provided to customers. These channels include 

promotional email campaigns and newsletters, direct sales, and an e-commerce website.  

 

In order to find suitable algorithms to be used in the proof-of-concept system, a case study 

comparing potential algorithms is conducted on a dataset provided by the case company. In 

the case study, algorithms outlined in the literature review are compared with each other 

based on selected offline evaluation metrics. The dataset consists of several thousand product 

purchases and can be thus categorized as implicit feedback. In addition, the dataset contains 

additional information about the users and the products, such as user demographics and 

product categories, that could be beneficial in alleviating difficulties in recommending new 

items and making recommendations to new users with no purchase history, i.e., the so-called 

cold-start problem (Herlocker et al., 2004). 

 

The primary objective of this thesis is to study suitable methods for making 

recommendations based on implicit feedback, to be compared in the empirical study to find 

the most promising method for the case company’s dataset. The secondary objective is to 

find an approach to alleviate the potential cold-start problem in the case study dataset. Due 

to the implicit nature of the available data, the research scope is narrowed down to cover 

recommendation methods suitable for implicit feedback. Based on these objectives and the 

scope, the following research questions were formulated: 
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1. Which recommendation algorithms are suitable for making recommendations on the 

implicit feedback case study dataset? 

2. Can a combination of implicit feedback and metadata on users and items help 

increase accuracy on the case study dataset beyond accuracy achieved with implicit 

feedback alone? 

 

To answer the research questions posed above, the thesis utilizes two different research 

methods and can be divided into two parts. A literature review is conducted to provide the 

reader with an overview of recommendation systems and suitable methods for making 

recommendations based on implicit feedback. The literature review also acts as the basis for 

choosing potential recommendation algorithms used in the empirical case study. In the case 

study, the offline accuracy of the chosen algorithms is compared on the dataset provided by 

the case company to find the most promising algorithm and dataset combination to be 

developed into a proof-of-concept system. This thesis is delimited to study methods suitable 

for building such proof-of-concept recommender system without extensive considerations 

of productionizing the system, that falls out of the scope of this thesis and could be direction 

for future research at the case company. In addition, the set of chosen algorithms is limited 

to few promising models based on the. Evaluating a more diverse set of models could result 

in different conclusions in the case study. 

 

The introduction to recommender systems and motivation for using one for product sales in 

section one is followed by a literature review in section 2, covering an overview of 

recommender system tasks, technique taxonomy, and evaluation methods. In section 3, the 

case study dataset and evaluation methodology are introduced. In section 4, a literature 

review on methods suitable for implicit feedback collaborative filtering as well as methods 

capable handling additional information in addition to implicit feedback is conducted, 

covering the chosen methods’ theoretical background. In section 5, the experimental setup 

of the case study is presented, including choices for hyperparameters for each chosen model 

based on literature. In section 6, the results of the case study are presented and discussed. In 

the final section, the main learnings from the literature review and the case study are 

concluded.  
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2. Recommender systems 

This chapter provides a high-level overview of recommender systems. First, the most 

common tasks that recommender systems are used for from users’ and system providers’ 

perspectives are introduced. A general recommender system taxonomy is then introduced, 

describing each category of the taxonomy as well as the categories’ strengths and 

weaknesses. Finally, different ways of evaluating recommender systems are familiarized to 

form the basis for selecting evaluation methods for the case study. 

 

2.1    Recommender system tasks 

When developing a recommender system or any system where users and computers interact, 

it is crucial to distinguish which user task the system is trying to fulfil (Herlocker et al., 

2004). The tasks that recommender systems seek to fulfil should be distinguished into two 

distinct sets of tasks, based on the point of view we are evaluating the recommender system: 

from the service provider’s perspective and the user’s perspective. Ricci et al. (2015) argue 

that these two points of view should be balanced so that both parties can benefit from using 

the recommender system. From the recommender system provider’s point of view, Ricci et 

al. (2015) have recognized five different tasks, of which they argue that increasing the 

number of items sold and selling a more diverse set of items are the most important ones. 

The tasks recognized by Ricci et al. (2015) are summarized in Table 2. 
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Table 2. Main tasks of recommender systems from the system provider’s perspective (Ricci 

et al. 2015) 

Task Description 

Increase the number of items 

sold/consumed 

Recommender systems help users find items that suit their particular 

needs 

Sell more diverse items Making personalized recommendations help users find items beyond the 

most popular ones 

Increase the user satisfaction Interesting and relevant recommendations can increase user satisfaction 

Increase user fidelity As users get personalized recommendations, user loyalty can increase 

over time 

A better understanding of what 

users want 

Collection of user information used for making recommendations can 

be used to understand customers better 

 

Herlocker et al. (2004) conducted user interviews to identify the most common tasks that 

recommender systems can assist in fulfilling. From the ten distinct user tasks recognized 

based on the interviews, tasks finding good items and annotation in context are the two most 

commonly discussed in literature. All ten distinct tasks are listed in Table 3, although 

Herlocker et al. (2004) highlight that the list is by no means comprehensive. (Herlocker et 

al., 2004) 
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Table 3. Main tasks of recommender systems from the system user’s perspective (Herlocker 

et al., 2004) 

Task Description 

Find good items Suggest a ranked list of items recommended for a specific user 

Find all good items Suggest all items that fill specific users need 

Annotation in context Based on the user’s preferences, beneficial items for the specific user are 

highlighted 

Recommend sequence Instead of recommending single items, recommend a sequence of items that 

complement each other 

Just browsing Some users find it pleasant to just browse without an explicit purchase intent 

Find credible 

recommender 

Some users use recommender systems to find if it fits their tastes 

Improve the profile Users provide ratings for items to increase the quality of recommendations they 

receive 

Express self Some users seek to express their opinion about recommender systems items to 

express themselves 

Help others Some users want to aid other users in decision making by contributing to item 

ratings 

Influence others Some users try to influence the behavior of other users by contributing to ratings 

 

2.2     Recommendation techniques 

Several techniques for providing recommendations have been developed to address some of 

the needs mentioned above of both users and providers of recommender systems. The 

techniques can be categorized into a few broad categories based on the type of data they use. 

This taxonomy is mostly agreed upon in the recommender system literature. A study 

conducted by Burke (2002) categorized recommendation techniques into four distinct 

categories: demographic, content-based, collaborative, and knowledge-based recommender 

systems. In addition, two or more of the aforementioned techniques can be combined to form 
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a hybrid system that has the potential to mitigate the shortcomings that each technique would 

have when used on its own. (Burke, 2002) According to Burke (2007), each technique 

mentioned above has been a subject of active research since the mid-1990s. Their benefits 

and shortcomings have been well recognized in the literature (Burke, 2007). An illustration 

of this taxonomy is presented in Figure 1. In the figure, arrows with the dashed line represent 

a possible combination of individual techniques to form a hybrid recommender system.  

 

 

Figure 1. Taxonomy of recommender system techniques. 

 

Subsequent surveys mostly agree with this categorization. Survey studies conducted by 

Montaner et al. (2003) and Bobadilla et al. (2013) also recognized similar categorizations of 

content-based, demographic, collaborative, and hybrid techniques, except for not 

acknowledging knowledge-based techniques. A popular survey study conducted by 

Adomavicius and Tuzhilin (2005), however, recognizes content-based, collaborative, and 

hybrid as the high-level categorization of recommender systems, treating demographic 

techniques as an extension to collaborative filtering and only briefly mentioning knowledge-

based systems as a way to augment drawbacks of other methods in a hybrid system. 
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Different techniques are mainly distinguished by the data or knowledge used in learning 

users’ preferences and making recommendations and the algorithmic techniques that can be 

utilized with different types of data (Pazzani, 1999; Burke, 2002; Burke, 2007). For 

convenience, different techniques and relations between recommendation techniques and the 

knowledge sources used to build the system and data utilized to capture user preferences into 

user profiles are summarized in Figure 2. In the figure, icons on the left side represent the 

knowledge sources, icons in the middle represent the recommendation techniques, and icons 

on the right side represent user profiles for the target user, who is the receiver of the 

recommendations produced by the system. In the following subsections, each of the five 

proposed technique categories is discussed in detail, highlighting the benefits and 

shortcomings of each approach. 

 

 

Figure 2. Relations between knowledge sources, recommendation techniques, and user 

profiles (Adapted from Burke, 2007). 

 

Demographic recommender systems utilize user attributes to classify users into distinct 

categories and then make recommendations to each determined category. Generally, with 
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demographic techniques, it is assumed that users categorized into the same demographic 

group have similar tastes. User attributes that the system uses in building the demographic 

categories can vary greatly depending on the application domain and available data. (Burke, 

2002) For example, recommendations could be made based on the user’s age, country of 

residence, or language (Ricci et al., 2015).  

 

In some early implementations of demographic recommender systems, human-defined user 

stereotypes were compared to demographic data gathered by user surveys to match users 

with stereotypes and recommend items based on these stereotypes (Burke, 2002). However, 

according to Pazzani (1999), getting users to give out their personal demographic 

information might be challenging, thus making it often rather tricky to learn which type of 

users would prefer certain types of items. 

 

One of the significant shortcomings of demographic systems is that they cannot adapt to 

changing user preferences because the user’s demographic profile that the recommendations 

are based on does not change. Another shortcoming is that recommendations from a 

demography-based system ignore user differences inside a user category, often yielding too 

generic recommendations. Thus, demography-based methods could be helpful, especially 

when combined with other techniques to form a hybrid recommender system. (Montaner et 

al., 2003) 

 

Content-based systems are based on user preferences inferred from ratings given by the user. 

A predictive model is then built using item features such as category or genre to predict what 

type of items a user would prefer. Recommendations are given based on the predictive 

algorithm trained on features of items preferred by a user. (Burke, 2002) To summarize, 

content-based systems seek to match user profile attributes to item attributes (Ricci et al., 

2015). Using content-based systems comes with the assumption that users prefer similar 

items that they have previously preferred (De Gemmis et al., 2015). 
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Various kinds of predictive models have been used to learn user preferences ranging from 

neural nets to decision trees trained on a plethora of different kinds of features (Burke, 2002). 

For example, Montaner et al. (2003) highlight an example of a content-based system that 

was built by counting word frequencies on web pages and then building user profiles based 

on word frequencies on pages that a specific user had shown a preference towards, that were 

used to predict which subsequent pages users would probably prefer. 

 

According to Aggarwal (2016b), the advantage of content-based systems is the ability to 

recommend new items, even though these might not have any ratings. Other items preferred 

by a user might have similar attributes to the new item and thus be recommended based on 

these common attributes between the items, offering some alleviation to difficulties 

recommending new items without ratings (Aggarwal, 2016b). Purely content-based 

recommender systems often suffer from being too specialized, recommending mostly similar 

items based on past user ratings, thus leaving out potentially preferred items from the 

recommendations since content-based techniques have no inherent way to recommend 

unexpected items. As is the case with gathering user ratings in general, users are often 

reluctant to give out their preferences on items that the system uses to make predictions. 

Thus, the accuracy of the recommendations might not be sufficient. (Montaner et al., 2003; 

De Gemmis et al., 2015) 

 

Collaborative filtering systems work by matching users with similar preferences by 

recognizing commonalities in ratings and then providing recommendations based on these 

commonalities. Input to a collaborative filtering system is usually a vector of user ratings for 

items, ratings being either explicit or implicit, indicating user preferences for certain items 

being recommended. (Burke, 2002) Instead of recommending items based on similarities 

between them and the ones user has preferred before, collaborative filtering systems 

recommendations are based on finding items that similar users preferred and the user 

receiving recommendations has not yet interacted with (Montaner et al., 2013). Ricci et al. 

(2015) refer to collaborative filtering systems as the most popular category of techniques. 

Aligned with the views of Ricci et al. (2015), according to Burke (2002), collaborative 

filtering techniques are the most mature category of approaches to making 
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recommendations. Collaborative filtering techniques’ most significant strength is that these 

can be used in virtually any domain where user preferences over items can be captured in 

ratings (Burke, 2002). 

 

Collaborative filtering systems can be further categorized into model-based or memory-

based systems. In model-based systems, user preferences are predicted based on past ratings 

by learning a predictive model on the data. In memory-based systems, similarities between 

users or items are measured with correlations or distance measures to find the most similar 

ones. When a memory-based system utilizes user similarities, the approach is referred to as 

user-based collaborative filtering, and when the system utilizes item similarities, the 

approach is referred to as item-based collaborative filtering. (Burke, 2002) The name 

memory-based collaborative filtering refers to the fact that memory-based methods store and 

use ratings directly for predicting ratings, in contrast to model-based methods that use ratings 

to learn model parameters, to be used later for predicting ratings (Ning et al., 2015). 

 

A certain number of similar users are determined from the user-item matrix in a user-based 

collaborative filtering system. The preferred items of the most similar users are 

recommended to the target user, recommended items being items that the target user has not 

yet interacted with. In an item-based collaborative filtering system, similar items to the item 

being recommended are determined from the user-item matrix, and then the user’s ratings 

for these similar items are used to predict if the user would like the recommended item. 

According to Aggarwal (2016b), the advantages of memory-based systems are that they are 

straightforward to implement and that recommendations from the system can be easily 

explained. (Aggarwal, 2016b) However, as the number of items and users grows to the scale 

of millions, the computational cost of computing nearest neighbors increases significantly, 

which might cause scaling issues. This scaling issue is due to the fact that in order to find 

similar items or users with memory-based methods, interactions that each user has had with 

each item need to be examined, and as the number of items and users increase, the number 

of examined items and users increases as well. This scaling issue on very large datasets can 

be alleviated with, for example, model-based dimensionality reduction techniques, which 
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can model users and items in a fixed size lower dimensionality space, regardless of the 

number of items and users. (Linden et al., 2003; Sarwar et al., 2001) 

 

Each of the three aforementioned categories of techniques, demographic, content-based, and 

collaborative filtering, suffer from a well-known shortcoming called ramp-up problem, often 

referred to as the cold-start problem. Since each category relies on either implicit or explicit 

rating, each technique needs a sufficient number of observations to start with. The cold-start 

problem considers both new items and new users. For new users, it is difficult to categorize 

or find similar users if there are no or very few ratings available, from which the user 

preferences are inferred. On the other hand, new items with fewer ratings are not often 

recommended since they do not have many ratings that the recommendations could be based 

on. This is a problem as users with few interactions might receive irrelevant 

recommendations, and items with few interactions might not get recommended as often as 

more popular items, although they might be more beneficial for a specific user. These three 

categories of techniques have difficulties adapting to changing user preferences when the 

user profile has been established based on previous ratings since new ratings for items 

representing shifted preferences have to be accumulated. (Burke, 2002; Burke, 2007; Schein 

et al., 2002; Herlocker et al., 2004) 

 

Collaborative filtering systems performance often suffers from data sparsity, which occurs 

when a substantial portion of the user-item pairs are unrated, which can be an artifact of 

many users or many items with relatively few ratings per user. It is difficult to find similar 

users from a very sparse dataset, narrowing down the size of possible recommendable items 

and making it hard to recommend anything to users who have preferences that are not 

common among the user population. (Montaner et al., 2013) However, according to Burke 

(2002), this sparsity problem could be somewhat alleviated by using model-based 

dimensionality reduction techniques such as singular value decomposition, which reduces 

the space where the comparison between users or items is conducted. 

 

Knowledge-based systems try to infer user needs and preferences based on user profiles and 

determine which items offered by the provider would match inferred user needs the best. 
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Application domain expert’s knowledge is used to determine which items fulfill which user 

needs, often referred to as the task of knowledge engineering. (Burke, 2002) 

Recommendations made by a knowledge-based system are unique compared to other 

recommendation techniques by giving the user ability to specify what they want, rather than 

inferring it from their past behavior in terms of ratings. A similarity function that computes 

a similarity score for the comparison determines how well each item would fulfill user needs. 

(Aggarwal, 2016b) 

 

Knowledge-based systems can be further categorized into two categories: constraint-based 

and case-based systems. In a constraint-based system, the user specifies requirements and 

constraints for the item attributes that fulfill their specific needs. These requirements and 

constraints are then matched with attributes of available items, and the ones most probably 

fulfilling user needs based on a similarity function are shown to the user. In a case-based 

system, rather than specifying explicit constraints, the user specifies cases that would fulfill 

their requirements as anchor points that best represent solutions that would fulfill their 

requirements. The system then matches and returns the items that are most similar to the 

specified cases, based on some distance metric. (Aggarwal, 2016b; Bridge et al., 2005) 

 

According to Ricci et al. (2015), knowledge-based systems usually work better than other 

techniques for some time right after deployment, but since these techniques cannot learn, 

e.g., adapt to changing user preferences, they might be outperformed by other techniques as 

these other systems continue learning from user-item interactions. Knowledge-based 

systems might be beneficial when recommending rarely purchased items such as real estate 

or cars that might not have a sufficient number of ratings available, leading the user-item 

matrix to be extremely sparse (Aggarwal, 2016b). 

 

The advantage of knowledge-based systems is that these techniques do not suffer from cold-

start and sparsity problems that usually limit other approaches since knowledge-based 

techniques do not rely on users giving ratings that need to be collected by the system before 

any recommendations can be given. This lack of users giving feedback also leads to 

knowledge-based systems’ most significant drawbacks, that the knowledge on the items that 
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are recommended needs to be explicitly engineered to the system, e.g., rules for which items 

fulfill which needs have to be determined by domain experts and incorporated in the 

recommender system. (Burke, 2002) 

 

Hybrid recommender systems combine any number of previously mentioned categories of 

techniques. Usually, hybrid systems are introduced to deal with the cold-start problem when 

new users or items are introduced to, for example, a purely collaborative filtering 

recommender system, especially when the data used is sparse. (Burke, 2007) As each of the 

above-mentioned techniques has its strengths and weaknesses, it might be beneficial to 

combine several different approaches to take advantage of all available data and techniques 

to achieve more robust recommendations than with individual techniques (Aggarwal, 

2016c).  

 

A commonly used combination of different techniques is the collaborative filtering 

technique combined with another type of technique to overcome weaknesses of the former 

since some kind of user ratings for items are usually readily available. (Burke, 2002) 

Montaner et al. (2013) bring up the same point and state that, for example, a purely content-

based system would only recommend similar items that the user has already shown a 

preference towards but combining it with a collaborative filtering system would help to 

produce novel recommendations based on similar users. An example of this could be that a 

person preferring war movies would receive only war movie-related recommendations from 

a purely content-based movie recommender system. However, by combining 

recommendations from a collaborative filtering system, the user might receive 

recommendations for thrillers based on other users that preferred thrillers in addition to war-

related movies. Table 4 summarizes different categories of hybrid recommender systems 

according to Burke’s (2007) survey of hybrid recommender systems. 
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Table 4. Categorization of hybrid recommender systems (Burke, 2007) 

Hybrid type Description 

Weighted The scores of different recommendation components are combined numerically 

Switching The system chooses among recommendation components and applies the selected 

one 

Mixed Recommendations from different recommenders are presented together 

Feature 

Combination 

Features derived from different knowledge sources are combined and given to a 

single recommendation algorithm 

Feature 

Augmentation 

One recommendation technique is used to compute a feature or set of features, which 

is then part of the input to the following technique 

Cascade Recommenders are given strict priority, with the lower priority ones breaking ties in 

the scoring of the higher ones 

Meta-level One recommendation technique is applied and produces some sort of model, which is 

then the input used by the following technique 

 

2.3    Recommender system evaluation 

As can be noted from the previous section, there are a plethora of different algorithmic 

approaches to making recommendations, although available data and the application domain 

usually set constraints for which techniques are feasible. Therefore, when implementing 

recommender systems, there is a need to do experiments and distinguish which method 

works best for the problem and dataset at hand. According to Gunawardana and Shani 

(2015), there are three distinct approaches to evaluating recommender systems: offline 

evaluation, user studies, and online evaluation, which help designers of a recommender 

system decide which of the alternative systems would be the most appropriate for their data 

and use case. It is crucial to recognize which factors are most important for the success of a 

production recommender system and evaluate each alternative based on these chosen 

evaluation criteria. (Gunawardana and Shani, 2015) 
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Making decisions based on a single metric or evaluation methodology often leads to under- 

or overestimating the usefulness of the evaluated recommender system. Thus, using multiple 

evaluation goals during the overall evaluation process is often beneficial to get a complete 

picture of the overall system performance. (Aggarwal, 2016d) Much of the evaluation of 

recommender systems in literature has concentrated on the offline evaluation of systems 

accuracy since they are often economical and most straightforward to conduct (Herlocker et 

al., 2004). Despite accuracy being the most well-understood evaluation criteria for 

evaluating recommender systems, other general goals can be measured quantitatively or 

qualitatively. Summary of general goals for evaluating recommender systems outlined by 

Aggarwal (2016d) is presented in Table 5. (Aggarwal, 2016d) 

 

Table 5. General goals in recommender system evaluation (Aggarwal, 2016d) 

Evaluation Goal Short Description 

Accuracy How predicted preferences match known preferences in some historical dataset 

Coverage What percentage of the items are recommended 

Confidence How confident the system is with a particular prediction 

Trust How much does the user trust predictions made by the system 

Novelty How likely it is for the system to give recommendations for items that the user is not 

aware of 

Serendipity How surprising the recommendations made by the system are for a specific user 

Diversity How diverse items are within a finite set of recommendations 

Robustness  How well does the system function in the presence of malicious users and attacks 

Scalability How effectively and efficiently can the system function when the amount of data used 

for training and prediction increases  

 

In offline evaluation, a dataset containing user interactions with items is used to evaluate the 

system’s predictive power according to chosen offline evaluation metric by comparing 

known interactions to predictions made by the evaluated recommender system. Interactions 
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represent ratings in the case of explicit feedback datasets, and in the case of implicit feedback 

datasets, interactions represent users choosing an item, for example, purchasing a product or 

watching a movie. Offline evaluation is most commonly conducted by holding out a certain 

number of interactions, using the rest of the interactions to predict these held-out 

observations. These sets used for prediction and evaluation are referred to as train and test 

sets. The set of held-out interactions should be chosen in a way that simulates user behavior 

with a deployed system as closely as possible to make reliable decisions on which evaluated 

algorithms should be chosen for the next phase of development. (Gunawardana and Shani, 

2015) 

 

In some application domains where the ordering of the subsequent recommendations matter, 

it makes sense to divide the dataset to train and test sets by using timestamps of user 

interactions to capture the temporal aspects of user behavior (Gunawardana and Shani, 

2015). An example of this kind of situation where temporal division makes sense could be 

the recommendation of online courses, where knowledge of previous courses would be 

beneficial for the user. In other domains where this inherent ordering of recommendations is 

not apparent, division to train and test sets can be made somewhat randomly since temporal 

aspects can be ignored (Gunawardana and Shani, 2015). An example of a situation where 

these temporal aspects could be ignored is song recommendations, where it can be assumed 

that songs can be recommended without interdependence between songs. 

 

Offline evaluation is the easiest way to evaluate a recommender system since it does not 

require observing how real users interact with a functioning system. Instead, it can be 

conducted on an existing dataset containing recorded interactions. This makes it the most 

suitable approach for narrowing the search space of possible algorithms that could be further 

evaluated with other, more time-consuming, and expensive approaches. A significant 

downside with offline evaluation is that only the system’s predictive power can be measured 

without knowing how users actually behave when interacting with the system. 

(Gunawardana and Shani, 2015) For example, a system that is accurate based on offline 

evaluation metrics might prove to be un-useful in online testing if the system only 

recommends obvious items that a specific user might have bought regardless of 
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recommendations, thus failing in aspects such as increasing the system’s overall conversion 

rate (Aggarwal, 2016d). 

 

User studies are used to evaluate how users interact with a recommender system to overcome 

the shortcomings of evaluating solely with offline evaluation. In a user study, the behavior 

of recruited test users with the evaluated system is observed by asking the test users to do a 

set of tasks designed to mimic as closely as possible how a user might interact with a 

deployed, live system. Test subjects are observed as they complete given tasks, and 

quantitative data is collected, representing how well the user could complete the given task. 

In addition to collecting quantitative data, qualitative data can be acquired to form a more 

complete picture by asking the test user questions, for example, about how they felt about 

completing the task. (Gunawardana and Shani, 2015) 

 

User studies allow developers of the recommender system to see how a real user would 

interact with the system, which is the approach’s most significant advantage. The possibility 

of asking the user questions and thus collecting qualitative feedback forms a more holistic 

picture of the human-computer interaction between the user and the system than any other 

discussed approach. For example, users can be asked how relevant recommended items were 

for them on a scale from 1 to 5, which would not be possible to infer in an offline evaluation 

setting, primarily measuring the predictive power of the evaluated recommender system. 

(Gunawardana and Shani, 2015) 

 

However, conducting user studies is often very expensive compared to other evaluation 

methods. Enough test users need to be recruited to make reliable conclusions, and often it is 

not possible to test each possible task. Thus, the number of users and tasks evaluated need 

to be restricted to keep the costs in check. The set of chosen test users should also be diverse 

to make the results more representative of the whole user population, not just a small subset 

of users. Although the population might be appropriately selected and representative, there 

might still be inherent bias since selected users know that they are part of a study and thus 

behave differently than they would in a completely natural setting. (Gunawardana and Shani, 

2015; Aggarwal, 2016d) 
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In online evaluation, user interaction with a deployed recommender system is measured to 

capture the actual effect of the system on user behavior that can be compared between 

alternative systems. Online evaluation is often referred to as A/B testing, a very similar 

approach to randomized controlled trials used in medicine to determine the efficacy of 

medications. (Aggarwal, 2016d). This approach to evaluation provides the most substantial 

evidence of the three by measuring the actual effect that can be compared between systems 

to make trustworthy decisions on which one of the alternative systems performs the best on 

the given criteria. Typically, a small subset of total users chosen randomly is directed to use 

each system being evaluated, and results of the interactions are recorded. Whereas offline 

evaluation methods metrics cannot directly measure properties that system developers are 

mainly interested in, such as an increase in revenue or how many times a user chooses 

recommended items, online methods can, which is one of their most significant benefits. 

(Gunawardana and Shani, 2015; Aggarwal, 2016d) 

 

Randomly distributing users to each compared alternative is crucial to determine causal 

relationships between the system and outcome. This implies that other aspects of the system, 

such as the user interface, should be identical between compared systems to determine only 

the effect of the recommender engine itself, thus controlling other variables that might affect 

user behavior. (Gunawardana and Shani, 2015) Compared to user studies, online evaluation 

is less susceptible to bias since users are not aware they are participating in an online test, 

whereas, in user studies, users knowingly participate, which might bias the results 

(Aggarwal, 2016d). As online evaluation is done with real users, there is a risk of users 

abandoning the system for good if the user experience is suboptimal. Thus, it makes sense 

to do the online evaluation as the last step of the evaluation process after offline evaluation 

has given some indication of the accuracy of predictions, and positive user behavior with the 

system has been observed in user studies. (Gunawardana and Shani, 2015) 
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3. Case study dataset and evaluation methods  

The dataset used in the case study consists of tens of thousands of product purchases made 

in the past four years, from June 2017 to June 2021. Additional information about each of 

the products offered and each of the customers is available to be used as additional context. 

The exact numbers of customers, products, and purchases are left out from the thesis for 

confidentiality reasons. The distribution of the number of purchases per customer and per 

product can be viewed from figures 3 and 4, respectively. Frequency on the vertical axis 

quantifies how many customers or products had a certain number of purchases, the height of 

the bar indicating the frequency, and the number of purchases increasing when moving from 

left to right on the horizontal axis. The exact purchase numbers on the axis are left out for 

confidentiality reasons; however, both figures are proportional so that the overall trend can 

be observed. From both figures, it can be observed that the majority of customers and the 

majority of products have relatively few purchases in the observed four-year time period, 

which might cause both user and item cold-start problems in evaluation and production use. 

Available additional information on users and items incorporated in a hybrid recommender 

system could potentially alleviate these problems. Similar long-tailed distributions where 

some items are generally more popular were observed by Rendle and Freudenthaler (2014), 

stating that such distributions are typical for datasets used to build recommender systems. 
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Figure 3. The number of purchases per customer. 

 

 

Figure 4. The number of purchases per product. 
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The sparsity measure is used to quantify the overall density of observations in collaborative 

filtering datasets, calculated by dividing nonzero entries by the total number of entries in the 

user-item matrix and subtracting the result from 1 (Sarwar et al., 2000). The user-item matrix 

of the case dataset is 99,45% sparse, meaning that 0,55% of the entries in the user-item 

matrix have a positive, nonzero value representing user preference over the items. Each entry 

in the user-item matrix has a value of 1 if a particular user has purchased the corresponding 

product; otherwise, the entry will be treated as missing, thus having no value. A simplified 

example of a unary rating, implicit feedback user-item matrix with five items and five users, 

similar to the one used in the case study, is illustrated in Figure 5. In the example user-item 

matrix, a value of 1 represents user-item interaction, that is, in the case study dataset 

indicating whether a particular user purchased a product at least once. In the case study 

dataset, some products were purchased multiple times or multiple copies of the same product 

were purchased at a time. However, when the user-item matrix used in the case study was 

constructed the exact number of products purchased was ignored. Blank cells represent user-

item pairs having no interactions associated with them and are thus considered missing. 

 

 

Figure 5. A user-item matrix with unary ratings (Adapted from Aggarwal, 2016b). 

 

As the case study dataset consists of data classified as unary implicit feedback, the survey of 

offline evaluation methods will concentrate on metrics explicitly designed to measure the 

performance of collaborative filtering methods based on implicit feedback. Since accuracy 

metrics are the most common way to evaluate recommender systems in the literature and 
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allow easy comparison between different recommendation algorithms, accuracy metrics also 

make sensible choices to be used in the case study to determine which one of the compared 

algorithms has the best performance on the dataset. 

 

In the following subsections, suitable approaches for evaluating implicit feedback 

collaborative filtering systems are discussed. In the first subsection, how datasets for offline 

evaluation of recommender systems are constructed is discussed in general, providing 

guidance on which approach would be most suitable for the case study dataset. In the second 

subsection, offline evaluation metrics suitable especially for implicit feedback collaborative 

filtering systems are discussed, again guiding the choice of evaluation metrics used in the 

case study. 

 

3.1    Offline accuracy cross-validation 

The recommendation problem shares similarities with generic supervised learning problems 

of classification and regression, as in all of these types of problems, missing observations 

are predicted based on historical data. Thus, similar methods and metrics for evaluating 

classifications and regression models can be used to evaluate recommender systems, 

although with slight variations. (Aggarwal, 2016b) In an offline setting, collaborative 

filtering recommender systems are generally evaluated by dividing the dataset into training 

and testing sets, each containing user interactions with items. The division to training and 

testing sets is done to test a given algorithm, trained on examples in the training set, on 

unseen examples in the test set, offering insight into how the given algorithm would perform 

in a production setting. (Gunawardana and Shani, 2015) A simplified example of dividing a 

user-item matrix into training and testing sets, each containing 50% of the overall 

interactions, is illustrated in Figure 6. In the figure, interactions with a light green 

background are used for training, and interactions with a light grey background are used for 

testing. Blank cells represent user-item pairs having no interactions associated with them 

and are thus considered missing.  
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Figure 6. Division of a user-item matrix into training and testing sets (Adapted from 

Aggarwal, 2016b). 

 

Gunawardana and Shani (2009) argue that to choose the best performing algorithm for the 

online testing, the evaluation dataset should mimic the data encountered by an online system 

as closely as possible. For example, the builders of recommender systems might be tempted 

to test the recommender system offline with data only representing users with more than few 

interactions with items to mitigate issues with cold-start users. However, in this case, the 

offline evaluation would not inform the builder about how the system would behave with 

cold-start users, which will very likely happen once the system has been productionized. 

Thus, it is preferable to use a dataset that is representative of real user behavior to make 

informed decisions that translate to the desired real-world impact on user behavior. 

(Gunawardana and Shani, 2009) 

 

There are several different approaches for determining which interactions are used for 

prediction and evaluating these predictions, where the choice depends on the domain, 

availability and amount of data, and computational cost. (Gunawardana and Shani, 2015) 

The division to training and test interactions is typically done by randomly sampling 

interactions in the user-item matrix to be used for training. The rest of the interactions are 

used for evaluation to get a realistic estimation of the recommender system’s accuracy. 

(Gunawardana and Shani, 2009) In the case of implicit feedback datasets, accuracy generally 

refers to the portion of how many entries in the user-item matrix were correctly classified to 
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either have occurred or not based on the observations in the dataset used for training and 

evaluation. (Aggarwal, 2016d) 

 

Burke (2010) argues that recommendations should be evaluated with a temporally divided 

test set to gain insight into recommender systems’ dynamic properties that are inherently 

expected to change over time. The temporal division is done by choosing a time point, using 

interactions that occurred before the time point for predicting the user’s rating or choice for 

an item that happened after the chosen time point. Burke (2010) argues that this approach 

provides a more accurate representation of actual situations that recommender systems 

would encounter in production, as Gunawardana and Shani (2009) argued should be the case 

in offline accuracy evaluation. (Burke, 2010) Moreover, Meng et al. (2020) argue that 

temporal splitting should be the default method for evaluation in recommender system 

literature, as it is generally seen as the most realistic representation of conditions deployed 

recommender systems are encountering. The temporal division of the dataset has an inherent 

assumption that the sequence in which recommendations are given to the user is important 

(Gunawardana and Shani, 2015). However, in some application domains, it can be argued 

that there might not be apparent sequences in the way users consume items. In such 

applications where temporality is assumed to be unimportant, the time of the interactions 

can be ignored by randomly sampling test interactions (Gunawardana and Shani, 2015). 

 

Aggarwal (2016b) notes that in order to avoid a common mistake of overfitting the test set, 

thus the algorithm being unable to generalize to unseen examples, choice of algorithm and 

its parameters should be made based on performance on a separate validation dataset, 

explicitly used for this purpose. As the validation set guides selecting the most suitable 

algorithm and its parameters, the test set is used for the final evaluation of performance to 

mimic unseen observations encountered by the online system. (Aggarwal, 2016b)  

 

The historical, observed interactions in the training set are used to predict whether a user 

would like a particular item, i.e., predicting the value of a certain entry in the user-item 

matrix, thus completing missing entries in the matrix.  The known user preferences in the 

validation set are compared to predictions made by the algorithm. Based on the differences 
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between predictions and the known user interactions in the validation set, several different 

offline evaluation metrics can be calculated to compare performance between different 

algorithmic approaches. (Gunawardana and Shani, 2015) 

 

According to Bobadilla et al. (2013), the recommender system evaluation process usually 

employs standard cross-validation techniques, such as random sub-sampling and k-fold 

cross-validation, over a single training and test set split. Cross-validation techniques should 

be used in evaluation when the amount of data available is limited. With smaller datasets, 

validation metrics are sensitive to the samples picked in the training and evaluation set and 

can thus lead to highly variable validation metric values, depending on which samples were 

used for training and which for evaluation. (James et al., 2013) 

 

In random sub-sampling, the dataset is repeatedly randomly split into training and validation 

sets. Validation metric value is calculated by comparing predictions, produced with models 

trained on the training set, with known values in the validation set. This method can be 

considered a generalization of a single train-test split depicted in Figure 6 repeated k times. 

The overall validation metric is calculated by averaging metric value over the k repeated 

random splits. A shortcoming of random subsampling is that observation can appear multiple 

times in the validation set over the k runs. Splits are done entirely randomly, which causes 

the different validation sets to overlap, and thus it is not guaranteed that all available 

observations are used for both training and validation. (Simon, 2007) However, according 

to Molinaro et al. (2005), ten random splits are usually sufficient to get the most out of the 

reduction in the variance of the validation metric. As sample sizes grow, the choice of cross-

validation technique becomes less critical since the actual validation error of the evaluated 

method can be estimated confidently with large datasets (Molinaro et al., 2005). 

 

In k-fold cross-validation, entries in the dataset are divided into fixed number k of equally 

sized sets called folds, for example, to five folds. All but one of these sets are combined and 

used to train the algorithm, while the remaining one is used to calculate the evaluation 

metrics. The process is repeated as many times as there are folds, each of the folds 

functioning as the evaluation set used to calculate accuracy metrics. The accuracy metrics 
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are then averaged over all folds. (Aggarwal, 2016b) Since cross-validation training and 

evaluation are repeated for each fold in turn, it is a far more computationally expensive 

evaluation method than holding out a single test set, overall resulting in longer training-

evaluation cycles, which might make it an infeasible evaluation approach in practice (Stone, 

1974).  

 

An illustration of a complete k-fold cross-validation process with four folds and a held-out 

test set is presented in Figure 7. In the figure, the complete dataset containing all data is split 

into five equally sized folds, each set containing 20% of the data. A single fold containing 

the test data intended for the final testing should not be used in the selection to get an 

unbiased estimate of the accuracy of the chosen algorithm-hyperparameter combination and 

to diagnose if the algorithm has overfitted the training data during the aforementioned 

algorithm selection process (Aggarwal, 2016d). Folds used at each round of cross-validation 

for training the algorithm are depicted in light green, and folds used for validation are 

depicted in light blue. The test dataset for conducting the final testing is depicted in light 

orange. 

 

 

Figure 7. K-fold cross-validation (Adapted from Friedman et al., 2001; Aggarwal, 2016d). 

 

Cross-validation allows the use of more data for deciding which algorithm should be taken 

to more expensive evaluation phases, user studies and online testing. This is because when 

using a single evaluation set, data in that evaluation set is not used in the training, leaving 



40 

 

 

part of the data unutilized. Thus, training set variations are accounted for when using k folds 

in the evaluation process, and decisions are not based on a single evaluation set. 

(Gunawardana and Shani, 2009) According to Bengio and Grandvalet (2004), cross-

validation is a proper way to benchmark algorithms in the case of small datasets, although 

when the amount of data is large enough, a simple hold-out technique, in which a single 

division to train and test set is used, can yield statistically significant differences in 

performance between compared algorithms. This stems from the notion that as the size of 

the dataset increases, the estimate of the prediction error of algorithms better represents the 

true prediction error, making it unnecessary with such datasets to utilize rigorous cross-

validation approaches that are computationally more expensive than simpler hold-out 

methods (Bengio and Grandvalet, 2004).  

 

To avoid shortcomings of possible training set variations, the case study dataset is divided 

as follows. First, the dataset is divided into a train and a test set so that the test set contains 

10% of all purchases. This division ensures that the final evaluation of the most accurate 

model is done with a test set that has not been used in model selection and finding optimal 

values for model hyperparameters to get an as unbiased estimation of the actual accuracy of 

the model as possible. For cross-validation, a similar approach applied by Kula (2015) is 

used: At each evaluation run, 20% of the remaining 90% of interactions in the training set 

are randomly sampled to be used in the computation of chosen offline accuracy evaluation 

metric. The random subsampling approach to cross-validation was chosen over k-fold cross-

validation, as the number of interactions in the dataset was on the scale of tens of thousands 

and the rigorous k-fold cross-validation would arguably yield diminishing returns over the 

random sampling approach. Moreover, as was noted from Figure 3, the majority of 

customers had made only a few purchases, making it infeasible to properly split interactions 

into several folds each containing different interactions for such customers. Thus, the simpler 

approach of random sampling of interactions was chosen. 

 

The random sampling of validation interactions is repeated ten times, and the accuracy 

metric is averaged across each validation run to get a single quantitative estimate of model 

accuracy, making the comparison of alternative model-hyperparameter combinations 
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simple. Similar evaluation scheme of randomly dividing observations to test and train set 

and repeating the process ten times was also used by Rendle et al. (2012) in their popular 

implicit feedback matrix factorization paper. Using cross-validation for model and 

hyperparameter selection ensures these decisions are not made based on a single hold-out 

validation set that might be overfitted by an algorithm, with the intent of finding the model 

among the alternatives that generalize best to the application domain. After selecting 

accuracy-wise the best model-hyperparameter combination, all of the data used for cross-

validation is used to train the model with chosen hyperparameter values, after which the test 

set is used to assess how well the chosen algorithm generalizes to unseen interactions in the 

held-out set. 

 

3.2    Offline accuracy evaluation metrics 

The majority of academic publications comparing recommendation techniques have 

measured performance with offline accuracy metrics. Accuracy metrics measure how well 

the recommender system either estimates user ratings for each item when the 

recommendation problem is formulated as a rating prediction problem, or how well predicted 

ranking matches the user’s actual ranking of preferences when the problem is formulated as 

a ranking problem. (Herlocker et al., 2004; Aggarwal, 2016b) The way that the 

recommendation problem is formulated guides the choice of the offline evaluation metric 

(Herlocker et al., 2004). Generally, it is assumed that recommendations generated by 

methods with the highest accuracy in offline evaluation will also be preferred in online 

evaluation by users over recommendations from a system with lower accuracy 

(Gunawardana and Shani, 2015). A well carried out offline test measuring accuracy 

functions as an approximation of the utility of a deployed recommender system evaluated in 

an online testing scenario (Steck, 2013). 

 

In a rating prediction problem, the goal is to predict unknown ratings in the user-item matrix, 

also referred to as matrix completion problem, as the goal is to “fill” the unknown ratings 

based on previous interactions. In a ranking problem, the goal is to determine a finite length 

list of items referred to as top k items that would be preferred by the specific user, where the 
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exact ratings for each item are not essential but rather the ranking of them. (Aggarwal, 

2016b) It has been demonstrated with a few popular datasets that many real-world 

recommendation applications may benefit from optimizing for top k recommendation 

accuracy compared to optimizing for the accurate prediction of precise ratings. This is due 

to the notion that classification accuracy metrics are used to evaluate recommendation 

accuracy at a finite length list, which is a natural way in which recommendations are often 

displayed to a user. (Steck, 2013; Cremonesi et al., 2010). 

 

Generally, systems that use binary values to encode user preferences are usually evaluated 

with classification metrics that measure how often the system makes a correct and incorrect 

decision whether the user would prefer a particular predicted item on a finite list of 

recommendations. Classification metrics do not seek to evaluate the precise rating value that 

a user would give to an item but rather measure how many of the predictions were correctly 

classified as preferred or not by a user on a finite list of recommendations. (Herlocker et al., 

2004) Bobadilla et al. (2013) refer to these classification metrics as set recommendation 

metrics since these consider the quality of a finite list of recommendations. 

 

In domains where the ordering of the top k items recommended to the user matters and the 

list of recommended items is especially long, rank accuracy metrics are more appropriate 

than classification metrics where the items’ ordering is not considered necessary. Rank 

accuracy metrics have the ability to measure how well the system can match the item 

ordering in the top k list of recommendations, thus distinguishing the best alternatives from 

the list. However, rank accuracy metrics might be overly sensitive when items on the top k 

list are relevant, but the ordering of the items is incorrect, making rank metrics a suboptimal 

choice for application domains where the user preferences towards items are binary. 

(Herlocker et al., 2004) Moreover, in cases when the length of the recommendation is 

relatively short, ordering of the items becomes less critical since users can quickly view all 

items on the list (Gunawardana and Shani, 2009). Thus, using rank accuracy metrics, 

designed to measure the optimal ordering of items, can unnecessarily increase complexity 

over simpler classification metrics. 
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According to survey study conducted by Bobadilla et al. (2013), the most common 

classification metrics used in recommender system literature are precision, recall, and F1. 

These metrics were initially applied in evaluating information retrieval systems, which are 

arguably closely related to recommender systems, representing similar tasks in returning a 

finite list of result documents based on user queries (Herlocker et al., 2004). In addition to 

the aforementioned metrics, multiple survey studies argue that Receiver Operating 

Characteristics (ROC), derived from the same measures as precision and recall, is a 

commonly used metric suitable for evaluating recommender systems that are based on binary 

implicit feedback (Herlocker et al., 2004; Aggarwal, 2016d; Gunawardana and Shani, 

2015).  

 

In some applications where the length of the list of recommendations is not fixed, it might 

be preferable to evaluate the system with a measure that allows comparing different 

algorithms with multiple values for the length of the list, k. Computing the ROC curve and 

area under the ROC curve (AUC), are methods that allow the comparison of recommender 

systems and algorithms without having to choose a single list length that different 

approaches are evaluated at. (Gunawardana and Shani, 2015) Schein et al. (2002) propose 

using ROC as the evaluation method in applications where a different number of 

recommendations are made to each user based on how well the user’s preferences are known, 

e.g., how many interactions have been collected for each user. ROC curves produced by 

different algorithmic approaches can then be compared for different values of k to allow 

designers of recommender systems to make informed decisions on the most suitable 

algorithm overall (Schein et al., 2002). However, when selecting the most suitable method 

for a particular recommender application, it is preferable to use a metric that reflects specific 

constraints set by the application, for example, the length of the recommendation list and 

ordering of the items on the recommendation list (Gunawardana and Shani, 2015). 

 

After receiving recommendations, users can either show or refrain from showing preference 

towards both recommended items and items that are not recommended to them. Thus, all 

user interactions with items that are available for recommendation can be categorized into 

four possible outcomes: Recommended and preferred by a user (true positives), not 
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recommended but still preferred (false negatives), recommended but not preferred (false 

positives), and not recommended and not preferred (true negatives). In offline evaluation, it 

is generally assumed that users do not prefer items that they have not interacted with before, 

although those items might have been seen by a user or recommended to them before. 

Different accuracy metrics can be calculated after generating recommendations and 

categorizing these recommendations for the evaluation set into a 2-by-2 matrix representing 

the four aforementioned outcomes, presented in Figure 8. (Gunawardana and Shani, 2015) 

In the figure, cells marked with green represent correctly classified entries, and red cells 

represent incorrectly classified entries. 

 

 

Figure 8. Classification of the possible result of a recommendation of an item to a user 

(Adapted from Gunawardana and Shani, 2009). 

 

Evaluating recommender systems with offline accuracy metrics is closely related to 

evaluating binary classification algorithms and often the same metrics can be utilized in both 

types of problems. Recommender systems with a binary prefer/not prefer prediction outcome 

can be thought of as a generalization of the binary classification problem and recommender 

systems seeking to accurately predict rating values can be thought of as a generalization of 

a regression problem. (Aggarwal, 2016d) 

 

Precision measures the proportion of recommended items relevant for a user among all 

recommended items (Bobadilla et al., 2013). According to Herlocker et al. (2004), precision 

represents the probability that a recommended item is preferred by a user. Precision is 

calculated by taking the number of true positives, items recommended to the user and that 
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are known to be preferred and dividing them by the number of all items predicted to be 

preferred by the user based on observations in the test set. The equation for calculating user-

level precision is presented in Equation 1. (Gunawardana and Shani, 2009) 

 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  
𝑇𝑃

𝑇𝑃+𝐹𝑃
      (1) 

 

Recall measures how many items that were known to be preferred by a user were 

recommended out of all relevant items, i.e., the items that a user has shown a preference 

towards (Bobadilla et al., 2013). Recall, also referred to as true positive rate, represents the 

probability for the system to recommend a relevant item to a specific user. Recall is 

calculated by taking the number of true positives, the number of recommended and preferred 

items by the user and dividing that by the number of true positives and false negatives, e.g., 

the number of items that are preferred by the user based on observations in the test set. The 

equation for calculating user-level recall is presented in Equation 2. (Gunawardana and 

Shani, 2009) 

 

𝑅𝑒𝑐𝑎𝑙𝑙 =  
𝑇𝑃

𝑇𝑃+𝐹𝑁
     (2) 

 

There is a known tradeoff between precision and recall. When increasing the length of the 

list of recommendations, recall is usually improved at the expense of usually reduced 

precision. (Gunawardana and Shani, 2009) When the list of recommendations is concise, the 

system might miss relevant recommendations, thus increasing the number of false negatives. 

In contrast, too long lists will likely contain irrelevant recommendations that are of no use 

to a particular user, and therefore increase the number of false positives. However, this 

relationship is not always monotonic, meaning that an increase in recall does not necessarily 

mean a decrease in precision and vice versa. (Aggarwal, 2016d) According to Herlocker et 

al. (2004), evaluating precision and recall at multiple recommendation list lengths arguably 

makes comparing different algorithms complicated, although providing a more complete 

picture of system performance at various lengths. 
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A precision-recall curve can be utilized to display the trade-off between precision and recall 

by calculating both metrics at different recommendation list lengths and plotting the two 

metrics on their respective axes, generating a curve similar to ROC. The precision-recall 

curve can be then used to choose a list length, where precision and recall have the most 

desirable values for the application domain the recommender system is being developed for. 

In addition, similar to the area under the ROC, can be calculated to get a single measure of 

how the evaluated recommender system performs overall, regardless of the length of the list 

of recommendations. (Aggarwal, 2016d) 

 

F-measure, also referred to as F1-measure, is a quantitative metric combining precision and 

recall into a harmonic mean of the two metrics, calculated with Equation 3 (Gunawardana 

and Shani, 2015; Aggarwal, 2016d). According to Gunawardana and Shani (2009), F-

measure is a helpful metric when comparing system performance across application 

domains, but they argue that choosing a single metric over F-measure could be beneficial 

for a recommendation task based on desired properties of the system, that is inherently 

determined by choice of optimization metric. For example, if accurately recommending 

items that could be preferred by a user is the desired property of the system over how large 

portion of the relevant items was recommended and the tradeoff between these two metrics 

is irrelevant for the application domain, it might be preferable to choose precision as the sole 

evaluation metric over recall and F-measure. 

 

𝐹 =  
2 ∗ 𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙
     (3) 

 

In application domains where the number of recommended items that can be shown to a user 

at one time is constrained, it is helpful to measure precision and recall with fixed list length 

such as 5 or 10, often referred to as precision at k, k being a positive whole number higher 

than zero (Gunawardana and Shani, 2015). According to Steck (2010), the top k approach to 

evaluating recommender systems is a natural experimental setting since the number of items 

that can be effectively recommended to users at one time is often limited to just a tiny 
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proportion of all possible items. In an empirical study on popular open datasets for 

recommender systems, Steck (2010) showed that optimizing for the top k accuracy yielded 

better results than optimizing for the minimal root mean squared error (RMSE) between 

actual and predicted ratings. 

 

Herlocker et al. (2004) argue that recall is almost always a suboptimal metric in evaluating 

recommender systems, since knowing which items in an often quite large set of items are 

relevant for each user is impractical or even borderline impossible as it would mean that 

each user would have to state their opinion for the relevance of each item in the dataset. 

Moreover, Herlocker et al. (2004) state that for a finite length recommendation list, 

evaluating the system with precision as the sole metric might be sufficient if the user does 

not need the complete list of all relevant items and the length of the list can be chosen 

carefully to match the application domain. In the cases mentioned above, where list length 

is determined by the application domain, evaluating the recommender system by measuring 

precision at k, k being the list length, is an appropriate measure since it represents how many 

of the k recommended items would have been preferred by the user based on the observations 

in the test set (Gunawardana and Shani, 2009). 

 

Since user preferences are implicit feedback encoded as binary ratings in the case study 

dataset and the number of recommendations that can be shown to a specific user is 

constrained by the different sales channels, precision at k is used as the evaluation metric in 

the case study. Choice of precision at k as the offline evaluation metric optimizes the 

precision of items at finite length recommendation list, a desired property of the 

recommendation system being developed. Based on discussions at the case company, the 

number of recommendations that can be provided in different sales channels is 

approximately five; thus, the evaluation of recommender system precision is compared 

between algorithms at a list length of five.   



48 

 

 

4. Matrix factorization models for implicit feedback and hybrid 

datasets 

In the recommender system literature, most studies have concentrated on explicit feedback 

(see for example Adomavicius and Tuzhilin, 2005; Koren et al., 2009); however, in practice, 

explicit feedback is not often available due to users’ lack of interest in giving ratings or 

systems’ inability to collect explicit feedback from users. In such cases, recommender 

systems can default to using implicit feedback that reflects indirect user preferences for 

recommended items. According to Hu et al. (2008), implicit feedback datasets have unique 

characteristics that make it suboptimal to utilize recommendation techniques intended to be 

used with datasets consisting of explicit feedback. (Hu et al., 2008) 

 

In implicit feedback datasets, users usually have no way of showing if they liked a consumed 

item or not, and thus true preferences of users cannot be explicitly inferred from the past 

behavior. Missing interactions between users and items are assumed to be negative, whereas, 

in explicit feedback datasets, users explicitly state which items they like and dislike through 

ratings. A more balanced picture of user preferences can be formed, and missing interactions 

treated as missing data in such explicit feedback datasets, which is not the case with implicit 

feedback. In addition, recommender systems built for implicit feedback cannot be sensibly 

evaluated and optimized for metrics that are used for explicit feedback. (Hu et al., 2008) A 

selection of standard offline accuracy evaluation metrics for implicit feedback datasets was 

introduced in section 3. 

 

Neighborhood methods and latent factor models are the primary two approaches to 

collaborative filtering (Koren et al., 2009). Neighborhood methods were briefly introduced 

in section 2. Latent factor models seek to learn latent factors from data that, in the case of 

recommender systems, try to explain the underlying observed ratings (Koren and Bell, 

2015). Latent factor models characterize users and items by mapping them into the same 

latent factor space. Predicting missing entries in the user-item matrix is then done by taking 

an inner product of both user and item latent factors. (Koren, 2008) 
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Some of the most successful implementations of latent factor models have been based on 

matrix factorization (Koren et al., 2009). According to Koren and Bell (2015), matrix 

factorization models, a class of algorithms designed for collaborative filtering recommender 

systems, have been popular in the research literature on publicly available datasets due to 

their attractive accuracy and scalability, thus becoming dominant methodology over 

neighborhood methods among collaborative filtering recommenders. Other examples of 

latent factor models that have been applied in collaborative filtering recommender systems 

include Restricted Boltzmann Machines and Latent Dirichlet Allocation (Johnson, 2014; 

Blei et al., 2003; Salakhutdinov et al., 2007). 

 

Like latent factor models in general, matrix factorization models map users and items to a 

latent factor space with a dimensionality of d, d being the number of latent factors for both 

users and items. Each item is associated with item latent factor vector q, and each user is 

associated with user latent factor vector p. For a particular user u, values in vector p represent 

the user’s interest towards items with corresponding values in vector q. Latent factors seek 

to represent inherent characteristics of items that are often uninterpretable, hence the name 

latent factor. For example, latent factor vectors for items learned from the case study dataset 

could represent categories that each item belongs to. For users, latent factors encode how 

much a user would prefer a product that has a high value for the corresponding item latent 

factor. 

 

Any value for entry in the user-item matrix can be estimated by taking the dot product of 

user and item factors in q and p latent vectors, with the general formula presented in Equation 

4. In the equation rui denotes user preference towards an item, pu the latent vector for user u, 

and qi
T

 represents the transpose of the latent vector for item i (Koren et al., 2009). An 

illustration of the dot product for two latent factor matrices with a dimensionality of four, q 

representing item latent factors and p representing user latent factors, factorized from binary 

implicit feedback user-item matrix r is represented in Figure 9. Factor vectors in latent factor 

matrices q and p and value produced by taking the dot product of these vectors are 

highlighted in green. 
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𝑟𝑢𝑖 = 𝑞𝑖
𝑇 ∙ 𝑝𝑢      (4) 

 

 

Figure 9. Estimation of user-item ratings by taking the dot product of user and item latent 

factors. 

 

Generally, learning of the latent factors is done by minimizing some cost function, for 

example, prediction error between predicted and known interactions in the training user-item 

matrix. Goodfellow et al. (2016, p. 80) define cost function in relation to objective, loss, and 

error functions as follows: “Optimization refers to the task of either minimizing or 

maximizing some function f(x) by altering x. The function we want to minimize or maximize 

is called the objective function, or criterion. When we are minimizing it, we may also call it 

the cost function, loss function, or error function.” Cost and loss functions will be used 

interchangeably in this thesis.  

 

Optimal values for latent factors that minimize the prediction error can be found using some 

generic optimization technique, usually stochastic gradient descent (SGD) or alternating 

least squares (ALS). (Koren et al., 2009) According to Koren et al. (2009), using ALS as the 

optimization technique is often favored with implicit feedback matrix factorization due to 

its efficiency. Both of the aforementioned optimization techniques are introduced and 

discussed in detail in the following subsections, presented with methods taking advantage of 

them in the learning process. 

 



51 

 

 

In addition to showing superior accuracy on popular benchmark datasets over neighborhood 

methods, matrix factorization models are memory efficient and allow incorporation of 

additional information, such as demographics for users and categories for items, beyond the 

user-item interaction matrix for potentially aiding with the cold start problem (Koren et al., 

2009; Koren and Bell, 2015). According to Johnson (2014), matrix factorization models are 

also popular in real-world applications in the industry, not just in academia, due to the 

aforementioned strengths matrix factorization models have over traditional neighborhood 

models. For example, Tran et al. (2018) have shown superior performance of matrix 

factorization models evaluated with several accuracy metrics on three popular recommender 

system benchmark datasets MovieLens-10M, MovieLens-20M (GroupLens, 2021), and 

TasteProfile (McFee et al., 2012). However, as collaborative filtering approaches in general, 

matrix factorization models struggle to make accurate recommendations in cold-start 

scenarios due to the difficulty of estimating user and item latent factors for sparse interaction 

data. In such situations, incorporating additional user and item features to be used in the 

models can help in mitigating the shortcomings. (Kula, 2015) 

 

Large internet companies such as Facebook have reportedly applied matrix factorization 

models to recommend over a million items to more than a billion users, implicating that 

scalability of such methods will not likely be an issue (Kabiljo and Ilic, 2015). Thus, matrix 

factorization models seem to be good candidates for the case study dataset with high sparsity 

and additional features for users and items available, that could potentially help alleviate 

both user and item cold-start problems. Two latent factor models that have been shown to 

perform well on several benchmark datasets (Hu et al., 2008; Kula, 2015), chosen for the 

case study are discussed in the following subsections. 

 

4.1    Implicit matrix factorization with alternating least squares optimization 

One of the earliest works on collaborative filtering for implicit feedback is Hu et al. (2008). 

In their paper Hu et al. (2008) propose a scalable matrix factorization method designed and 

optimized especially for implicit feedback, highlighting and taking the unique characteristics 

of such datasets into account. They benchmark their novel method against the traditional 

neighborhood model and popularity-based baseline and show how their model outperforms 
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the compared methods with a real-world dataset containing TV show watch times. (Hu et 

al., 2008) We will simply refer to this method as ALS, after the optimization method used 

by the algorithm to learn user and item latent factors. In the matrix factorization literature, 

the method has also been referred to as Weighted Regularized Matrix Factorization, WR-

MF, for example, by Rendle et al. (2012). 

 

As in general matrix factorization presented in the last subsection, ALS is used to learn latent 

factor vectors for each user u and item i that represent user preferences towards items. ALS 

is closely related to algorithms used for explicit feedback matrix factorization, such as the 

popular Singular Value Decomposition (SVD). However, ALS considers peculiarities of 

implicit feedback by incorporating confidence for observing interactions and treats 

unobserved interactions between users and items as zero, whereas, in the case of explicit 

feedback, missing ratings are not accounted for in the factorization process. Again, user 

preferences towards items can be estimated by taking the dot product of the user latent vector 

and the item latent vector, as in Equation 4. (Hu et al., 2008) 

 

To learn these latent vectors for each user and item, ALS minimizes cost function in Equation 

5 (Hu et al., 2008). Equation 5 can be decomposed into two parts, the squared error between 

the observed and predicted ratings multiplied with confidence in observing a specific 

prediction for the user-item pair, presented in Equation 6, and the regularization term used 

to prevent overfitting to the training data, presented in Equation 8. (Hu et al., 2008) 

 

𝐿𝐴𝐿𝑆 = 𝑚𝑖𝑛 ∑ 𝑐𝑢𝑖(𝑟𝑢𝑖 − 𝑝𝑢
𝑇 ∙ 𝑞𝑖)2 + 𝜆(∑ ‖𝑝𝑢‖2

𝑢 + ∑ ‖𝑞𝑖‖
2

𝑖 )𝑢𝑖   (5) 

 

In the squared error term in Equation 6, the squared difference between known user 

preference towards an item denoted as 𝑟𝑢𝑖 and predicted preference denoted as 𝑟𝑢𝑖 − 𝑝𝑢
𝑇 ∙ 𝑞𝑖, 

as presented in Equation 4, for that specific user-item pair is calculated. The squared error is 

multiplied with confidence cui, which measures confidence for observing rui. Formula for 

determining cui is presented in Equation 7.  
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𝑒𝑢𝑖 = 𝑐𝑢𝑖(𝑟𝑢𝑖 − 𝑝𝑢
𝑇 ∙ 𝑞𝑖)

2     (6) 

 

𝑐𝑢𝑖 = 1 + 𝛼𝑠𝑢𝑖     (7) 

 

In the original paper presenting ALS, the value for the nonnegative constant α, used to 

control the magnitude of confidence for observing rui was learned through cross-validation 

in experiments conducted by Hu et al. (2008), suggesting that a value of 40 produced good 

results. The sui term quantifies the number of times a particular user interacted with an item, 

meaning that when the number of interactions between user-item pair increases, the 

confidence cui for observing rui increases. As the constant is nonnegative and the minimum 

number of times a user can interact with an item is 0, the cui term can get values ranging 

from 1 to any larger positive real number, controlled by the value of constant. (Hu et al, 

2008) 

 

In general, using regularization in the training of machine learning models is motivated by 

the fact that it is desirable to have algorithms that perform well not only on the training set 

but also generalize to unseen examples and thus have predictive power over such examples. 

According to Goodfellow et al. (2016, p. 117): “Regularization is any modification we make 

to a learning algorithm that is intended to reduce its generalization error but not its training 

error.”  

 

In other words, regularization is intended to reduce the difference between performance on 

training and validation sets, i.e., the generalization error, without affecting the model’s 

ability to learn from the training data. Generally, parametric regularization, such as the type 

of regularization used in ALS, works by penalizing model parameter values during the 

learning process, so that model parameters don’t get excessively high values, which might 

lead to overfitting (Goodfellow et al., 2016). In the same manner, the regularization term 

presented in Equation 8 is used to mitigate overfitting to the very sparse training data to 
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make the model more generalizable to unseen data. The λ-parameter controlling the 

magnitude of regularization is highly dataset-specific and should be learned through cross-

validation. (Hu et al., 2008)  

 

𝜔𝑢𝑖 = 𝜆(∑ ‖𝑝𝑢‖2
𝑢 + ∑ ‖𝑞𝑖‖

2
𝑖 )    (8) 

 

Hu et al. (2008) proposed using alternating least squares, ALS as the optimization technique 

for minimizing the cost function in Equation 5. The optimization problem of minimizing the 

cost function can be solved optimally with ALS by alternating between keeping either user 

factors pu or item factors qi constant one at a time, resulting in a quadratic, optimally solvable 

least-squares optimization problem. By fixing all values of pu values and solving the 

efficiently solvable least-squares problem in Equation 5 for finding new values for all qi 

vectors, the total error is guaranteed to be lowered with each step of the optimization process. 

Subsequently, all values of qi are fixed to find optimal values for pu vectors. This process is 

repeated until convergence, meaning that changing values for either latent factor vector does 

not lower the cost function value. (Hu et al., 2008; Koren et al., 2009; Bell and Koren, 2007b) 

Initial values for user factors pu and item factors qi are chosen randomly (Hastie et al., 2015). 

Equations for finding values analytically for pu and qi that minimize the cost function are 

presented below in equations 9 and 10 respectively. In the equations Q, C and P represent 

analytically solvable expressions of q, c and p respectively, whereas I represents an identity 

function. According to Hu et al. (2008), usually around ten rounds of the aforementioned 

paired optimization process are run. Due to the efficiently solvable quadratic nature of each 

least-squares minimization step, the whole process scales linearly with the increase in the 

training dataset size (Hu et al., 2008).  

 

𝑝𝑢 = (𝑄𝑇𝐶𝑢𝑄 + 𝜆𝐼)−1𝑄𝑇𝐶𝑢𝑟(𝑢)      (9) 

 

𝑞𝑖 = (𝑃𝑇𝐶𝑖𝑃 + 𝜆𝐼)−1𝑃𝑇𝐶𝑖𝑟(𝑖)    (10) 
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In experiments with implicit feedback matrix factorization with the ALS optimization 

conducted by Hu et al. (2008), it was shown that increasing the number of latent factors d, 

increased accuracy in the range of 10 to 200 factors that were experimented with. Moreover, 

results suggest that incorporating the confidence term cui for observing rui significantly 

improved results, showing the importance of using confidence levels for implicit feedback 

datasets to quantify the strength of user preference in application domains where it is 

feasible. In addition, they showed that without any regularization (λ = 0), the model did very 

poorly on the test set and delivered lower accuracy compared to the neighbourhood and 

popularity-based methods. (Hu et al., 2008) This might be due to the model overfitting to 

interactions in the training set, failing to generalize to the held-out interactions in the test set. 

 

4.2    Hybrid matrix factorization with WARP loss 

Pure collaborative filtering approaches are often delimited by their ability to make 

recommendations for new users and items suffering from the cold-start problem and overly 

sparse data. To mitigate these shortcomings of pure collaborative filtering models, Kula 

(2015) presents a hybrid matrix factorization method called LightFM that can incorporate 

both user and item metadata in the matrix factorization process, arguably providing benefits 

for productionized recommender systems in making recommendations for cold-start users 

and items. According to Kula (2015), LightFM can be considered a special case of 

factorization machines proposed by Rendle (2010) from the model taxonomy perspective, 

hence the name LightFM. Factorization machines are generalized predictors that can handle 

any real-valued vector, extending traditional matrix factorization methods by allowing the 

incorporation of additional features beyond the user-item matrix (Rendle, 2010). In 

experiments with sparse data with cold-start items and users conducted by Kula (2015), the 

hybrid approach outperformed both pure content-based and collaborative filtering methods. 

In addition, for users with a sufficient number of interactions for making effective 

recommendations relying on pure collaborative filtering, LightFM’s performance is on par 

with simpler matrix factorization models. (Kula, 2015) 
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Kula (2015) argues that LightFM works well with both sparse and dense interaction data, 

thus omitting the need for building and maintaining several separate models designed to 

work in different scenarios. As both user and item features can be used as additional input 

to the model, it can help with both user and item cold-start situations, whereas purely 

content-based methods usually aid in item cold-start problems but have no way for dealing 

with the cold-start users. Moreover, LightFM can utilize both implicit and explicit data for 

the user-item interactions, arguably increasing the flexibility and number of use cases where 

the model can be utilized. (Kula, 2015) 

 

The LightFM model predicts user u’s preference rui over item i by taking the dot product of 

the user and item latent feature vectors and adjusting the result by adding the scalar user and 

item biases. The equation for the process as described above is presented in Equation 11. In 

the equation, pu is the latent feature vector of user u, qi is the latent feature vector for item i, 

and bu and bi are the bias terms for user u and item i. f(·) is a function for turning the bias-

adjusted dot product into a rating or binary target encoding user preference, the choice for 

f(·) depending on the type of ratings that are being predicted. (Kula, 2015) In the original 

paper describing LightFM, Kula (2015) used the sigmoid function depicted in Equation 12 

since binary ratings, i.e., preferences encoded as implicit feedback, are predicted. The 

sigmoid function outputs the probability of the specific user preferring item i, getting values 

between 0 and 1. (Rendle et al., 2012) 

 

𝑟𝑢𝑖 = 𝑓(𝑞𝑖 ∙ 𝑝𝑢 + 𝑏𝑖 + 𝑏𝑢)    (11) 

 

𝑓(𝑥) =
1

1+𝑒−𝑥      (12) 

 

Users and items are represented by their features, xu and xi, respectively, where features can 

consist of interaction data, item and user metadata, or both, depending on the available 

dataset used for training the model. LightFM has the capability of jointly factorizing the 

user-item matrix, as well as the user and item metadata matrices into latent representations 
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for both users and items. Each feature x of both users and items are represented as d-

dimensional feature embedding, that is a low-dimensional latent vector, denoted as 𝑦𝑥
𝑈 for 

user feature embeddings and 𝑦𝑥
𝐼  for item feature embeddings. The latent representations for 

users and items used in the prediction are given as the sum of each feature's embeddings, 

represented in equations 13 and 14 respectively. As the dimensionality of the feature 

embeddings d increases, the model is able to represent more complex structures in the data, 

however with the tradeoff of increased computational cost, which is an important 

consideration for production systems. (Kula, 2015) 

 

𝑝𝑢 = ∑ 𝑦𝑗
𝑈

𝑗∈𝑥𝑢
      (13) 

 

𝑞𝑖 = ∑ 𝑦𝑗
𝐼

𝑗∈𝑥𝑖
      (14) 

 

As noted in Equation 11, each user and item feature has also a bias term 𝑏𝑥
𝑈 for user feature 

bias and 𝑏𝑥
𝐼  for item feature bias. The bias term bu for user u and bias term bi for item i are 

given by equations 15 and 16, respectively, by taking a sum of all scalar bias terms for the 

user and item features. The bias terms are used in adjusting the prediction for user preference 

towards an item by summing the scalar values to the value of dot product of user and item 

latent representations as shown in Equation 11, which according to Kula (2015) allows 

computation of better latent factors during the learning process. (Kula, 2015) 

 

𝑏𝑢 = ∑ 𝑏𝑗
𝑈

𝑗∈𝑥𝑢
     (15) 

 

𝑏𝑖 = ∑ 𝑏𝑗
𝐼

𝑗∈𝑥𝑖
      (16) 

 

The latent representations for the user and item features, as well as the bias terms for these 

features, are learned through optimizing an objective function with SGD (Kula, 2015). 

Gradient descent is an optimization technique for minimizing the value of any differentiable 
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objective function that tells in which direction values of x should be changed in order to 

reduce the value of a function f(x). The simplest version of gradient descent uses all of the 

training data at once to update model parameters. However, this approach often becomes 

unfeasible with very large datasets as each data point needs to be used for determining in 

which direction values of the parameters should be changed. This shortcoming can be 

overcome by introducing stochasticity to the parameter learning process, i.e., randomness to 

choosing which data points are used to determine in which direction model parameter values 

should be changed, hence the name stochastic gradient descent. (Goodfellow et al., 2016) 

 

In SGD, only a small sample of the training data is used instead of using all of the data to 

determine how to update model parameters. The most important implication of this approach 

is that the computational time does not increase as the amount of training data increases, 

allowing convergence, i.e., finding the point where the difference between the known and 

predicted observations reaches its local minimum. It is noteworthy that SGD is not 

guaranteed to find the global minimum, i.e., parameter values that yield absolute minimum 

value f(x), since all of the training data is not used for finding model parameters. However, 

in practice, finding local minimums is often sufficient for learning model parameters that 

allow generalization to unseen examples. (Goodfellow et al., 2016) In the case of general 

matrix factorization, stochastic gradient descent can be applied to optimize parameters of qi 

and pu to minimize the value of the loss function, which can be, for example, error eui for a 

given user-item pair between predicted preferences given by 𝑞𝑖
𝑇 ∙ 𝑝𝑢 and known preferences 

rui for each user-item pair, presented in Equation 17.  

 

𝑒𝑢𝑖 = 𝑟𝑢𝑖 − 𝑞𝑖
𝑇 ∙ 𝑝𝑢     (17) 

 

At each step of the stochastic gradient descent algorithm, new values for parameters that 

decrease the error are determined by adjusting values of the parameters to the opposite 

direction of the loss function’s gradient, with a learning rate γ, also referred to as step size. 

Adjusting values in the opposite direction of the loss function’s gradient is done to decrease 

the value of the loss function, that is in this case the error between predicted and known 

values. The equations for updating values of qi and pu are represented in equations 18 and 
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19, respectively, where λ is a regularization term used to avoid overfitting to the training 

data. Both parameter values are updated in parallel. (Koren et al., 2009; Koren and Bell, 

2015; Goodfellow et al., 2016) The process of calculating error and updating model 

parameters of the factor matrices is repeated until convergence, e.g., the point where 

changing parameters of the model does not yield any lower prediction error (Aggarwal, 

2016e). 

 

𝑞𝑖 ← 𝑞𝑖 + 𝛾(𝑒𝑢𝑖 ∙ 𝑝𝑢 − 𝜆 ∙ 𝑞𝑖)    (18) 

 

𝑝𝑢 ← 𝑝𝑢 + 𝛾(𝑒𝑢𝑖 ∙ 𝑞𝑖 − 𝜆 ∙ 𝑝𝑢)    (19) 

 

However, picking a single learning rate γ to be used during the whole training cycle has 

proven to be a difficult task. A too small learning rate makes the training process very slow, 

and a too large learning rate can lead to the model not converging. Learning rate schedules 

try to solve these problems of selecting a proper learning rate by adjusting the learning rate 

during the training process. (Ruder, 2016) Adagrad (Duchi et al., 2011), used in the paper 

introducing LightFM by Kula (2015), is a per parameter learning rate schedule that adapts 

learning rate for a model parameter based on the sparsity of values in the dataset. Adagrad 

assigns a larger learning rate for model parameters that are associated with infrequently 

occurring features and smaller learning rates for parameters that are associated with 

frequently occurring features. This characteristic makes Adagrad especially suitable for 

sparse datasets with the majority of parameters associated with infrequently occurring 

values, which is often the case with collaborative filtering datasets. Using Adagrad also 

removes the need to change the learning rate during the training process manually. (Ruder, 

2016; Duchi et al., 2011) Adagrad is implemented in the Python package LightFM (Kula, 

2016b) used in the case study. 

 

A number of different loss functions have been implemented in the open-source Python 

package implementing the LightFM model, designed to optimize for different objectives. 

According to Kula (2016b), Weighted Approximate-Rank Pairwise (WARP) loss proposed 
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by Weston et al. (2011b), is a good choice as the objective function when the model is 

optimized for precision at k and only positive interactions are present in the dataset. Since 

this is the case for the case study dataset, WARP makes a sensible choice to be used as the 

loss function for the LightFM model experiments in the case study. 

 

WARP loss was initially proposed in the context of learning to represent images and image 

annotations in low dimensional embedding spaces, e.g., as latent factors, to be used for 

efficient ranking of top k image annotations, i.e., possible descriptions of a given image 

(Weston et al., 2011b). Furthermore, beyond ranking images, according to Weston et al. 

(2011b), WARP can be used as a loss function to optimize any differentiable model utilized 

in learning latent factors from underlying data, regardless of the type of data from which 

these embeddings are learned. For example, WARP loss can be utilized as the loss function 

for learning embeddings for images, text, and categorical data. 

 

WARP loss was applied in the context of recommendations by Weston et al. (2013), 

showcasing the usefulness of using WARP loss as the loss function in several real-world 

recommendation use-cases at Google. Using WARP as the loss function for matrix 

factorization problems treats recommending items to users as a learning to rank problem, 

where the objective is to correctly order top k recommended items to be shown for a user. 

Learning to rank is arguably a natural way to formulate the recommendation problem as the 

output of a recommender system is usually an ordered, finite length list of items, where the 

top-ranked items for each user are shown first. The WARP loss function for minimizing 

difference between observed and predicted preference of user u towards item i is presented 

in Equation 20. (Weston et al., 2011a; Weston et al., 2013) 

 

𝐿𝑊𝐴𝑅𝑃(𝑓(𝑢), 𝐷𝑢) = ∑ 𝛷(𝑟𝑎𝑛𝑘𝑖+(𝑓(𝑢)))𝑖+∈𝐷𝑢
   (20) 

 

WARP loss quantifies the difference between the rank of preferred, positive items for user 

u, Du and item rank predictions made by the factorized model, f(u) for that specific user.  In 

the case of the LightFM model, prediction for a user-item pair f(u) is given as in Equation 
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11. In Equation 20, Du is the set of items denoted as i+ that user u has interacted with and are 

thus considered preferred i.e., positive items, whereas items that the user has not interacted 

with are assumed to be negative, i.e., not preferred. In the function Φ(·) denotes a function 

that transforms the rank of a positive item i+ for user u to a weight that is differentiable, 

whereas the rank itself is not differentiable. Thus, the model parameters determining the 

ranking are optimizable with SGD. In the original paper presenting WARP, the function for 

transforming the rank to weight is a natural logarithm of the rank. (Weston et al., 2011a; 

Weston et al., 2013) 

 

In order to avoid having to calculate the exact rank of item i for each user u to determine the 

precise ordering of items, which would be computationally heavy operation, instead a more 

efficient random sampling approach for determining the approximate rank for user-item pair 

is used. Determining the exact rank for each item is computationally expensive because, in 

order to determine the rank of an item, the score for each item has to be predicted and sorted 

accordingly. The 𝑟𝑎𝑛𝑘𝑖+(𝑓(𝑢)) of a positive item i+ for user u is approximated with numbers 

derived from the random sampling approach by rounding the result down, e.g., flooring to 

the nearest integer, i.e., the rank, depicted in Equation 21. 

 

𝑟𝑎𝑛𝑘𝑖+(𝑓(𝑢)) ≈ ⌊
𝐼−1

𝑁
⌋     (21) 

 

In the equation, I is the total number of items and N is the number of negative items i- 

randomly sampled before an item that scores higher than the item i+ is found. In the random 

sampling process, predictions are made for both the positive item for which the rank is being 

approximated and a sampled negative item. It is then observed if the negative item gets a 

greater predicted score 𝑓𝑖+(𝑢) than the given positive item 𝑓𝑖−(𝑢). If the negative item plus 

a margin of 1 gets a higher score than the positive item, e.g., the condition 𝑓𝑖+(𝑢) < 1 +

𝑓𝑖−(𝑢)  is violated, an SGD step is made so that the positive item gets a higher approximate 

rank than the negative item violating the rank. Thus, eventually the model learns to rank 

positive items higher than negative items for a given user by gradually updating the model’s 

parameters through SGD. If the positive item gets a higher score than the negative item that 
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it is compared to, another negative item is sampled, and a gradient step is not made until a 

violating item is found. From Equation 21 it can be noted that if a large number of negative 

items have to be sampled before a rank violating item is found, the positive item of which 

rank is being approximated is likely to be near the top of the list of recommendations for a 

specific user thus having a relatively low rank. As the ranking is very likely far from optimal 

at the start of the optimization process, violating items are usually found fast and thus updates 

of the model parameters are done more frequently. However, as the ranking gets closer to 

optimal, the training process slows down since it now takes on average more random samples 

to find rank violating negative items. (Weston et al., 2011a; Weston et al., 2011b; Weston et 

al., 2013) 

 

In the original paper describing the WARP loss, the gradient step size is determined by the 

number of negative items sampled before the violating item was found. This leads to a larger 

step size when the rank violating item is found fast, indicating that there are many negative 

items ranked higher than positive items. When the number of sampled negative items N 

increases, a smaller step is taken, indicating that the current rank is close to optimal. The 

optimization of model parameters through SGD is run until the value of the loss function, 

e.g., the error between predicted and observed does not further improve from updating the 

model’s parameters; thus, the model has converged. (Weston et al., 2011b) However, 

alternatively, a learning rate schedule such as Adagrad can be applied to determining the 

step size instead of a random sampling approach, as Kula (2015) did in the paper presenting 

LightFM.  
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5. Experimental setup of the case study 

As was noted in the third section of this thesis, that in the case study dataset, user preferences 

are implicit feedback encoded as binary ratings, and recommendations can be utilized with 

an approximately fixed number of items that can be shown at a time. Thus, precision at 5 

was chosen as the offline accuracy evaluation metric in the case study. Precision of the 

recommender system is evaluated and compared between algorithms at a list length of five. 

The approaches for dividing the dataset into training and test sets and conducting cross-

validation for model and hyperparameter selection were described in the third section as 

well. 

 

Based on the literature review in section 4, three promising models with several 

hyperparameter configurations are evaluated in the case study to find the most accurate 

combination for the final evaluation on the held-out test set. The following three models are 

compared: An ALS model trained on the implicit feedback user-item interactions, a purely 

collaborative filtering LightFM model trained on user-item interactions, and a hybrid 

LightFM model trained on the user-item interactions and user and item metadata. In order to 

reduce the search space of the hyperparameters for each algorithm, sensible defaults and 

ranges for the hyperparameter values are chosen based on research on similar matrix 

factorization models. 

 

The number of dimensions d for each latent factor vector of the matrix factorization model 

is selected according to Kula (2015) in the range from 4 to 128. Rendle et al. (2012) 

experimented with similar latent factor dimensionality from 8 to 128 in their paper 

comparing several matrix factorization models for implicit feedback datasets. A similar 

number of latent factors were also used by Johnson (2014) in the experiments evaluating 

their Logistic Matrix Factorization model used at Spotify to power several recommendation 

systems, experimenting with dimensionality from 5 to 100. In addition to the studies 

mentioned above, the paper introducing ALS implemented the model with 10 to 200-

dimensional latent factors (Hu et al., 2008). The same number of dimensions is used in the 
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case study as a hyperparameter for each matrix factorization model to make results 

comparable across different algorithms and visualize the tradeoff between model accuracy 

and computational cost. 

 

For ALS, besides the number of dimensions for latent factor vectors, two hyperparameters 

should be experimented with and determined through cross-validation, α and λ. The constant 

α controls the confidence level cui for all user-item pairs. The λ-parameter, on the other hand, 

is a constant used to control the magnitude of regularization and thus to prevent the model 

from overfitting to the training examples so that it can generalize to unseen observations in 

the test set. Based on their experiments with ALS, for the α-parameter, Hu et al. (2008) 

propose a value of 40, and for the regularization factor, they stated that results without 

regularization were poor.  

 

They reported experimenting with λ-parameter values between 0 and 500 and noted that the 

value yielding the most performant model varied based on values chosen for the other 

hyperparameters, outlining the importance of a proper cross-validation approach to find 

good combination of hyperparameter values. (Hu et al., 2008) The default value for the 

regularization factor λ in the Python package developed by Frederickson (2017), 

implementing the ALS model used in the case study, “Implicit”, uses value 0.01 by default, 

most likely reason for this being, that as noted in the original paper by Hu et al. (2008) some 

regularization should be used, and the dataset dependent value should be found through 

cross-validation. In experiments with the ALS algorithm conducted by Takács et al. (2011), 

the value of the λ-parameter was set to 0.05.  

 

Experiments with ALS conducted by Johnson (2014) suggest that running 10 to 20 iterations 

of the ALS optimization algorithm was sufficient for model convergence. A similar number 

of iterations of optimization taken to ALS convergence was reported by Zhou et al. (2008), 

showing that their model converged after around 20 iterations on the Netflix Prize dataset. 

Based on these findings and suggestions from the literature, sensible defaults and values for 

experimenting with each ALS hyperparameter were chosen. For convenience, 

hyperparameter values chosen for the ALS algorithm experiments are presented in Table 6. 
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Trying out all combinations of the hyperparameters results in 108 different ALS models, 

each trained ten times, averaging the precision at 5 on the validation set over these ten runs. 

 

Table 6. ALS hyperparameter values 

Hyperparameter Values 

Number of factors (d) 4, 8, 16, 32, 64, 128 

Regularization (λ) 0.05, 1, 10, 100, 150, 300 

Confidence constant (α) 15, 30, 40 

Number of iterations 15 

 

For both LightFM models, an initial SGD learning rate of 0.05 is used, as was used in 

experiments by Kula (2015), and that is the default learning rate in the Python 

implementation of LightFM. The learning rate schedule Adagrad, implemented in the 

LightFM Python package and used in the original paper presenting the LightFM model, is 

used in the experiments on the case study dataset. In addition to the aforementioned 

hyperparameters, there are also user and item feature regularization terms implemented in 

the LightFM package that will be tuned in the case study experiments.  

 

The regularization penalty for both user and item features implemented in LightFM is called 

L2, ridge regression, or Tikhonov regularization, a common approach for regularizing neural 

networks. (Kula, 2015; Kula, 2016b) According to Reed and Marksll (1999), it is often hard 

to predict without doing any experimentation which value of the λ-parameter of the L2-

regularization yields desired model performance, advocating for the use of cross-validation 

to find proper values for the hyperparameter. Reed and Marksll (1999) experimented with 

λ-parameter values between 0 and 0.001, demonstrating the effect of the L2-regularization 

in mitigating the overfitting propensity of neural networks. In an article by Funk (2006) 

showcasing state-of-the-art results with the matrix factorization approach in the Netflix Prize 

(see, e.g., Bell and Koren, 2007b) at the time reported that using λ-parameter value of 0.02 

yielded the lowest validation error. Summarization of hyperparameter values experimented 
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with in the case of both LightFM models is presented in Table 7. These values result in 24 

different combinations of hyperparameter values. 

 

Table 7. LightFM hyperparameter values 

Hyperparameter Values 

Loss function WARP 

Number of factors (d) 4, 8, 16, 32, 64, 128 

Regularization (λ) 0, 0.00001, 0.001, 0.01 

Learning rate (γ) 0.05 

Learning rate schedule Adagrad 
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6. Results and discussion 

In this chapter, results of the empirical case study are introduced. First, results obtained with 

each of the three studied model configurations are discussed. Second, the best performing 

model-hyperparameter configuration is chosen based on the results of offline accuracy 

evaluation, for final evaluation on the held-out test set. In the final subsection, implications 

of the case study results are discussed. 

 

6.1    ALS with implicit feedback 

The hyperparameter configurations for each algorithm yielding the ten highest average 

precision models in the cross-validation are presented in tables 8-10. To visualize model 

precision with different hyperparameter values for each algorithm, precision at 5 is plotted 

for each hyperparameter configuration, varying the number of latent factor dimensionality, 

presented in figures 10-13. Analyzing the ten highest precision ALS model configurations 

presented in Table 8, it can be observed that the value of the λ-parameter controlling the 

magnitude of regularization has the most significant effect on how a model performs as the 

number of latent factors increases. The eight highest precision models all have value 300 for 

the λ-parameter, suggesting that higher values of the hyperparameter work better than lower 

values for this particular dataset. These results suggest that the ALS model had some 

propensity to overfit the training data, which could be mitigated through using more 

regularization. The same is evident from figures 10 and 11, depicting precision at 5 at 

varying dimensionality of the latent factors when the λ and α-parameters are kept constant. 

For the sake of clarity, the curves are plotted in two separate figures to keep the curves 

readable. 
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Table 8. Ten highest precision ALS models 

Number of factors (d) Regularization (λ) Confidence constant (α) Precision at 5 

64 300 40 0.1192 

128 300 40 0.1191 

32 300 40 0.1191 

128 300 30 0.1180 

64 300 30 0.1179 

32 300 30 0.1179 

16 300 40 0.1176 

16 300 30 0.1170 

16 150 40 0.1152 

16 150 30 0.1146 

 

From both figures can be observed that as the dimensionality of the latent factor vectors 

grows, model precision decreases, except with the highest values of the λ-parameter. These 

results suggest that with higher dimensionality of the latent factors, ALS models can model 

more complex structures in data, thus potentially overfitting the training data in the absence 

of a sufficiently large regularization parameter value. Tran et al. (2018) observed similar 

lowered performance with increasing dimensionality in their experiments with the ALS 

algorithm. Interestingly, all of the three best performing models with λ = 300 and α = 40 

have almost identical performance, indicating that underlying structures of the case study 

dataset can be modeled with a lower number of latent factor vector dimensions, increasing 

the dimensionality yielding only marginal improvements in accuracy as was observed by 

both Hu et al. (2008) and Johnson (2014) in their experiments with ALS.  

 

In general, it can be observed from the two figures that with higher dimensionality latent 

factors, more regularization is needed, whereas, with lower dimensionality latent factors, the 

magnitude of regularization becomes less critical. In terms of the α-parameter, higher values 

of the confidence constant seem to yield higher precision on the case study dataset, which 
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was also the case in experiments conducted by Hu et al. (2008). Johnson (2014) stated that 

choosing α, which roughly balances the confidence assigned to observing positive, non-zero, 

and negative, zero entries in the user-item matrix, yielded the best results. As the α-parameter 

is highly dataset dependent and should be found through cross-validation, it is hard to 

interpret what choosing higher values for the parameter exactly implies but considering the 

aforementioned notion from Johnson (2014), α = 40 seems to strike a better balance of the 

confidence for observing positive and negative entries, than other values for this 

hyperparameter that were experimented with. 

 

 

Figure 10. ALS precision at 5, the effect of λ and α-parameters on precision, higher values 

of λ. 
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Figure 11. ALS precision at 5, the effect of λ and α-parameters on precision, lower values 

of λ. 

 

6.2    LightFM with implicit feedback 

Ten highest precision LightFM models, for which no metadata was used, are presented in 

Table 9. Overall, it can be observed that all of the three highest precision models have 

regularization constant values of 0.001, while lower values of the constant seem to generally 

yield better outcomes when comparing models with different dimensionalities of latent 

factor vectors. 

 

 

 

 

 

 



71 

 

 

Table 9. Ten highest precision LightFM models 

Number of factors (d) Regularization (λ) Precision at 5 

128 0.001 0.1248 

64 0.001 0.1238 

32 0.001 0.1213 

32 0.00001 0.1192 

16 0.00001 0.1191 

16 0 0.1190 

32 0 0.1189 

16 0.001 0.1179 

8 0 0.1155 

64 0.00001 0.1154 

 

Interestingly, from Figure 12 can be noted that, depending on the magnitude of 

regularization, as few as four-dimensional latent factor vectors yield higher precision than 

with any of the models with a regularization constant value of 0.01. This phenomenon is 

probably caused by the model underfitting the training data. Goodfellow et al. (2016) noted 

that using excessive regularization leads to underfitting, i.e., the situation where the strength 

of the regularization prohibits the model’s ability to learn the underlying structure of the 

training data properly. This observation highlights the importance of searching for optimal 

hyperparameter values through cross-validation. 
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Figure 12. LightFM precision at 5, the effect of regularization on precision. 

 

With proper strength of regularization, 0.001, model performance seems to increase as the 

number of latent factor dimensions d grows. This was also observed in experiments 

conducted by Kula (2015) in the paper introducing the LightFM model, likely due to the 

model’s ability to represent more complex patterns in the data. Comparing LightFM results 

with results achieved with ALS, it can be noted that the highest precision LightFM models 

outperform best ALS models by a slight margin on this particular dataset. The same 

phenomenon was observed by Kula (2015), stating that LightFM seems to outperform matrix 

factorization, content-based, and hybrid benchmark models consistently with the same or 

higher number of dimensions in experiments with two popular recommendation datasets, 

MovieLens (GroupLens, 2021) and CrossValidated (Stack Exchange, Inc., 2021). These 

results on the case study dataset might suggest that optimizing directly for precision at k with 

WARP-loss used for LightFM models yields higher precision than optimizing for rating 

prediction RMSE, which is the case with the ALS algorithm.  
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6.3    LightFM with implicit feedback and metadata 

Ten highest precision LightFM models with metadata features for users and items are 

presented in Table 10. Compared to the two other models, ALS and purely collaborative 

LightFM, incorporating metadata seem to somewhat hinder precision. In experiments with 

a hybrid LightFM model, Kula (2016c) observed that incorporating item metadata features 

with collaborative filtering resulted in similar phenomena of lowered offline accuracy 

compared to a purely collaborative approach, as was noted in the case study. According to 

Kula (2016c), this happens due to the regularization effect of using metadata over the purely 

collaborative approach, as the user-item interactions cannot be overfitted as easily. This 

effect might partially explain that less regularization is needed with metadata than with the 

purely collaborative LightFM model. This can be noted from Table 10, where nine out of 

the ten highest precision models have either value 0 or 0.00001 for the hyperparameter 

controlling the magnitude of regularization. 

 

Table 10. Ten highest precision LightFM with metadata models 

Number of factors (d) Regularization Precision at 5 

128 0 0.1096 

128 0.00001 0.1095 

64 0 0.1085 

64 0.00001 0.1082 

32 0 0.1070 

32 0.00001 0.1064 

128 0.001 0.1041 

16 0 0.1031 

16 0.00001 0.1028 

8 0 0.1024 

 

The same phenomenon is evident from Figure 13, depicting the effect of regularization on 

model precision with different dimensionalities of the latent factor vectors. With a proper 



74 

 

 

value of regularization, found through cross-validation, model performance steadily 

increases as the number of dimensions d increases, highlighting the tradeoff between 

computational requirements and model accuracy. Again, with lower regularization values, 

the model performs reasonably well with relatively few latent factors, increasing the number 

of factors yielding diminishing returns in model precision. 

 

 

Figure 13. LightFM with metadata, the effect of regularization on precision. 

 

6.4    Model selection 

The highest precision model configurations for each model type are presented for 

comparison in Figure 14. The highest precision hyperparameter configuration was chosen 

for each model, and precision with a different number of dimensions was plotted while 

keeping the other hyperparameter values besides latent factor vector dimensionality fixed. 

From the figure can be observed that generally, the purely collaborative matrix factorization 

LightFM model had the highest precision out of the three models experimented with when 

compared at different numbers of latent factor vector dimensions. Moreover, when other 

hyperparameters, like the magnitude of regularization, have properly selected values, 
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increasing the number of dimensions yields more accurate models in each of the three 

models, although with ALS, precision seems to flatline after increasing the number of 

dimensions to 32. 

 

 

Figure 14. Best ALS, LightFM and LightFM with metadata models. 

 

As noted in section 5 describing the experimental setup, the highest precision model-

hyperparameter combination was chosen for final testing, with the purpose of determining 

if the chosen model and hyperparameters generalize to unseen examples in the test set. The 

overall highest precision model was LightFM without metadata, trained with 

hyperparameters presented in Table 11. The final testing of the chosen model was conducted 

by taking 90% of the original dataset used for cross-validation, training the model with those 

user-item interactions, after which the test set is used to assess how well the chosen algorithm 

generalizes to unseen, held-out interactions in the test set, containing 10% of the original 

data.  
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Table 11. The highest precision model with chosen hyperparameter values 

Hyperparameter Values 

Loss function WARP 

Number of factors (d) 128 

Regularization 0.001 

Learning rate (γ) 0.05 

Learning rate schedule Adagrad 

 

The best performing LightFM model achieved precision at 5 of 0.1248, averaged over the 

ten repeated cross-validation runs on the training set. However, in the final testing on the 

held-out test set, precision at 5 of 0.1413 was observed, yielding even higher performance 

than in the cross-validation. As the test set should be used only once at the very end of the 

model evaluation process, to assess whether the chosen model has overfitted the training set, 

the final testing was conducted accordingly only once, with the held-out slice of the complete 

dataset (Aggarwal, 2016d).  

 

There are two plausible explanations for observing the higher precision. Firstly, since the 

test set was randomly sampled and validation precision was averaged over ten random splits 

to train and validation sets, it is plausible that the test set contained favorable examples for 

the model and chosen hyperparameters. In contrast, such fluctuations get averaged out in the 

cross-validation, resulting in a regression towards the true mean precision. Secondly, the 

model used in the final evaluation was trained on more interactions than the one cross-

validated, the model in the final evaluation using 90% of the total data available for training 

and 10% for testing. In contrast, each model in cross-validation used 72% (90% * 80%) of 

the original data for training and 18% (90% * 20%) for validation. This increased amount of 

training data might lead to the model learning more representative latent factor vector 

parameters, resulting in observed higher precision on the test set. All in all, we can 

confidently say that the choice of the model and its hyperparameters did not result in 

overfitting to the test set, as according to Aggarwal (2016d), the test set is mainly used for 

sanity checking the final, tuned model. 
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6.5    Discussion 

When comparing precision achieved in the case study to a popular industry benchmark for 

recommender systems, MovieLens 100K (GroupLens, 2021) curated by a recommender 

system research lab at the University of Minnesota, containing 100000 interactions from 

1000 users with 1700 items, results obtained in the case study seem promising. For instance, 

Kula (2016d) reported precision at 5 of 0.04 on the MovieLens 100k using the LightFM 

model utilizing the WARP-loss. Moreover, Heitmann and Hayes (2015) reported precision 

at 5 between 0.03 and 0.09 on the MovieLens 100K dataset utilizing various matrix 

factorization and neighborhood-based collaborative filtering models. It is noteworthy that 

the case study dataset has significantly higher sparsity of 99.45% compared to the 

MovieLens dataset, with a sparsity of 94.12%. In this light, the results achieved in the case 

study seem even more promising as learning latent factors representing user preferences 

accurately is often more challenging as the sparseness of the user-item interaction matrix 

increases (Kula, 2015; Koren and Bell, 2015). 

 

Performance with different numbers of latent factor dimensionality d in experiments with 

two popular recommendation datasets conducted by Kula (2015) suggests that the LightFM 

model with as few as 16 dimensions performs accuracy-wise on par with a model having a 

significantly higher number of dimensions, up to 512. Experiments with the ALS algorithm 

conducted by Hu et al. (2008) and Johnson (2014) show similar results, where increasing the 

dimensionality of latent factors yields diminishing returns in terms of model accuracy. 

Similar results were also observed in the case study, as with properly cross-validated 

hyperparameter values, increasing dimensionality did generally increase model precision 

except in the case of the best ALS model, where precision flatlined after increasing the 

dimensionality to 32. The experiments conducted in the case study also showed the 

importance of choosing proper values for constants and magnitude of regularization through 

cross-validation in the case of all models, as with suboptimal values for such 

hyperparameters, the model performance had noticeable variations when the dimensionality 

of latent factor vectors was kept fixed. 
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When comparing the two purely collaborative filtering matrix factorization models ALS and 

LightFM, it was observed that LightFM with WARP loss optimizing directly for precision 

at k chosen as the evaluation metric generally yielded higher precision than the ALS that 

utilizes prediction RMSE as its loss function. These results obtained in the case study might 

suggest that the choice of the loss function used for learning the latent factors for users and 

items through matrix factorization, can matter in terms of achieving higher accuracy and the 

selection could benefit from being guided by the chosen evaluation metric, at least for the 

case study dataset. If, for example, AUC would have been chosen as the offline accuracy 

evaluation metric, Bayesian Personalized Ranking (BPR) matrix factorization model 

proposed by Rendle et al. (2012), which they argue optimizes for AUC, could have been a 

better choice than the LightFM with WARP loss proposed by Weston et al. (2013), that 

optimizes for the precision at k metric. In line with these observations made in the case study, 

Weston et al. (2012) showed in experiments with several matrix factorization models that 

selecting a loss function that optimizes for the ranking of items yielded drastic improvements 

on evaluation metrics recall and precision compared to baseline achieved with SVD that 

optimizes for minimal RMSE between observed and predicted ratings. However, as Kula 

(2016e) reported, even if a loss function optimizes for a specific metric like BPR does for 

AUC, higher AUC was observed when using the WARP-loss than AUC achieved with the 

BPR loss. Nevertheless, such factors affecting the model performance very likely vary case 

by case. 

 

Contrary to results observed in the case study, experiments by Kula (2015) suggest that using 

user and item metadata features, even when some interaction data for making collaborative 

filtering -based recommendations is available, may be beneficial in terms of achieving 

greater model accuracy. However, Pilászy and Tikk (2009) reported that in the presence of 

even a few ratings for a particular item, factorizing item metadata features did not result in 

decreased rating prediction error on the Netflix Prize dataset, modeled with an extension of 

the SVD matrix factorization model. Pilászy and Tikk (2009) noted that the user ratings of 

a movie are probably better predictors of unobserved ratings than the metadata features 

extracted from movie descriptions, due to the notion that there is a significant difference 

between the movie description and the actual movie itself when it comes to representing the 

movie as an experience. A similar notion was made by Weston et al. (2012), stating that in 
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their experiments, combining content-based features with collaborative filtering did not 

yield gains in offline accuracy metrics over collaborative filtering alone, likely due to the 

low predictive power of the content-based features. Such contrarian observations speak to 

the notion that the decision on which algorithm should be used in the case of a particular 

dataset is highly case-dependent and should be determined through experimentation. 

 

In the case study, lowered precision when metadata was incorporated might suggest that the 

user-item interactions describe user preferences towards items better than the available 

metadata features for items and users used for the hybrid LightFM models. Since each 

metadata feature has its own latent representation vector that needs to be learned in addition 

to learning ones based on the user-item interactions, the hybrid LightFM model might 

require a higher number of SGD iterations than the more straightforward, purely 

collaborative filtering matrix factorization models, resulting in underfitting and thus lower 

precision for the hybrid model when using a fixed number of iterations. Moreover, it is 

noteworthy to mention that in experiments with LightFM with metadata incorporated, the 

duration that training a single model took was significantly higher than training models 

without metadata. With metadata, training time observed was up to four times as long 

compared to models without metadata due to the usage of metadata features increasing the 

number of features that need to be factorized into latent space with dimensionality of d. 

 

From the computational limitation perspective, choosing fewer dimensions is beneficial as 

the number of learnable parameters decreases, speeding up both training and prediction for 

matrix factorization models. Moreover, to effectively learn values for higher dimensional 

latent factors, more training data is needed than in cases when the dimensionality is lower. 

Thus, increasing dimensionality may not yield matrix factorization models with higher 

accuracy if the amount of data available for training is insufficient. (Johnson, 2014) 

However, since the maximum training time for a single model observed across all 

experiments was just a little over three minutes, computational limitations are very unlikely 

to be a problem for a productionized system unless extensive hyperparameter searches need 

to be run frequently. Moreover, scalability of such matrix factorization methods is unlikely 

to be an issue even if the amount of data would increase as was demonstrated for example 
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by Johnson (2014), stating that their matrix factorization model at Spotify has been scaled 

to 40 million users and 20 million songs, functioning as the recommendation system behind 

many popular features of the service. However, it is noteworthy that such a scale probably 

demands significant engineering effort and computational resources that may not be within 

reach of smaller companies. 

 

As noted by both Kula (2015) and Johnson (2014), the latent representation for users and 

items learned in the process of matrix factorization can be additionally used to find similar 

items and users based on the values in the latent factor matrices. For example, similar items 

can be found by comparing items in the latent space that the original user-item interaction 

matrix was factorized by computing distance metrics such as cosine similarity between item 

latent factors, as was demonstrated by Johnson (2014). Such an approach of finding similar 

items might be helpful at the case company, for example, in a situation where a product 

description page is displayed with a shortlist of the most similar products that could have 

utility for the customer in case the product viewed at the time does not fulfill their needs but 

a similar one might.  

 

It is noteworthy that in the case study of this thesis, for fair offline accuracy evaluation of 

different algorithms, only data on users having interacted with items and items that some 

user has interacted with was used. However, since LightFM can utilize user and item 

metadata for providing recommendations, recommendations for completely cold-start users, 

who have not interacted with any items yet, could be made based on available metadata. 

Although recommendations to these cold-start users cannot be evaluated in the offline 

evaluation due to lack of known interactions, for example, user studies briefly presented in 

section 2 of this thesis could be used to evaluate recommendations for such users. Arguably, 

providing recommendations for new users is a desirable characteristic for a productionized 

system and could be a potential direction for further experimentation. 

 

Albeit LightFM with user and item metadata being the worst model out of the three that were 

experimented with, it might be worth the sacrifice of a small degree of model precision for 

the ability to make recommendations for cold-start users and to be able to recommend cold-
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start items that have not been purchased yet. Thus, a potential future direction for the case 

company and the problem of making personalized product recommendations to its customers 

could be to first do online experiments with the higher precision, purely collaborative 

LightFM model. After setting baseline performance on a chosen business metric, such as 

revenue generated with the recommendations, the hybrid implementation of the LightFM 

model utilizing user and item metadata could be experimented with in an online setting to 

determine if the recommendations provided to cold-start users based on the available 

metadata has any business value. Alternatively, a separate, purely content-based model could 

be built to make recommendations to customers who have not purchased any products yet, 

leveraging the metadata about them available, instead of building a single hybrid system 

using LightFM. In such a scenario, the collaborative filtering model would be used to 

generate recommendations to warm-start users, i.e., users with purchases, and the content-

based model would be used to generate recommendations to users with no recorded 

purchases to date. 

 

Comparatively high precision at 5 gives confidence in implementing a productionized 

version of the model to be put into production for online testing, where recommendations 

generated by the model are provided to real users. Results of such user-item interactions are 

recorded and compared to outcomes without personalized recommendations, for example, 

to approach where the top 5 most popular products in terms of the number of purchases are 

recommended to each customer. Further evaluation through online testing settings, such as 

the one described above, is crucial since it allows determining the real impact that the 

recommendation system has on the customers’ behavior, measured on a metric with true 

business implications such as revenue, that cannot be measured directly in offline evaluation.  
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7. Conclusions 

The primary objective of this thesis was to study and find the most promising techniques for 

building a recommender system at a case company, intended for providing personalized 

product recommendations to the company’s customers. The dataset provided by the 

company consists of product purchases, i.e., user-item interactions encoded as implicit 

feedback and additional metadata on the customers and the products offered. To fulfill the 

goal of the thesis, the following research questions were formulated: 

 

1. Which recommendation algorithms are suitable for making recommendations on the 

implicit feedback case study dataset? 

2. Can a combination of implicit feedback and metadata on users and items help 

increase accuracy on the case study dataset beyond accuracy achieved with implicit 

feedback alone? 

 

To answer these questions, a literature review was conducted to find methods that could have 

utility in making recommendations and be experimented with in the empirical case study. 

Based on the literature review, two types of collaborative filtering models were recognized 

as widely researched in academia and utilized in the industry: neighborhood-based and latent 

factor models. Latent factor models, especially matrix factorization models have been widely 

used due to their attractive properties of accuracy and scalability to large datasets. Moreover, 

matrix factorization models allow the incorporation of user and item metadata to the 

factorization process, potentially alleviating the cold-start problem for new users and items. 

Several standard methods for offline evaluation of recommender systems were compared 

considering the case study dataset. Precision at five was chosen as the offline accuracy 

evaluation metric. A random sampling cross-validation scheme with 10 dataset splits was 

used to compare different techniques with multiple training and validation sets and to find 

the best performing combination of algorithm and hyperparameters among the candidates. 
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In the case study, three different variations of matrix factorization models were experimented 

with: ALS with implicit feedback, LightFM with implicit feedback, and hybrid LightFM 

with implicit feedback in combination with user and item metadata. The best performing 

model was LightFM with implicit feedback, achieving precision at 5 of 0.1248 in the cross-

validation and 0.1413 in the final testing. The results obtained suggest that on the case study 

dataset, customers’ past purchase behavior was a better predictor of unseen interactions than 

the combination of interactions with user and item metadata. Similar observations have been 

described in the literature considering similar matrix factorization models, although evidence 

also supports the opposite case where incorporating metadata helps increase accuracy. 

Although the purely collaborative models performed better than the hybrid model with user 

and item metadata incorporated, it might arguably make sense to sacrifice a little bit of 

offline performance for the ability to provide recommendations for cold-start users who have 

not made any purchases. Alternatively, a popularity-based recommendations could be 

provided for customers with no purchase history. 

 

All in all, precision at five achieved in the offline accuracy evaluation seems promising 

compared to results achieved with similar models on several popular recommender system 

benchmark datasets. The evaluation of studied methods was limited to offline accuracy 

evaluation due to lack of capabilities for conducting online evaluation and user studies, and 

the expensive nature of these methodologies. In addition, the set of chosen algorithms were 

limited to few reportedly high performing models. Evaluating a more diverse set of models 

with different evaluation approaches could have resulted in different conclusions in the case 

study. Moreover, this thesis was limited to study methods suitable for building a proof-of-

concept recommender system without extensive considerations of productionizing the 

system, that falls out of the scope of this thesis and could be direction for future research at 

the case company. 

  

Although the LightFM model with metadata incorporated did not produce higher precision 

than the purely collaborative LightFM and ALS models on the case study dataset, since it is 

extendable with user and item metadata features, the performance could be potentially 

further improved by incorporating more informative features. In addition to engineering 
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additional features, more complex techniques like neural network-based approaches could 

be applied for potentially achieving higher accuracy in offline testing over matrix 

factorization methods. Such methods allow incorporating content-based, context-aware, or 

any other information that can be represented as a feature vector, analogous to the approach 

applied in the case study with the hybrid LightFM model. Such flexible methods could be 

experimented with in the future to determine if they have any potential to improve 

performance on the case company’s dataset. Although the chosen method seems promising 

in offline accuracy evaluation, the true utility of the recommender system in providing 

personalized recommendations should be evaluated through online testing.  
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