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Tekoäly on saanut viime aikoina valtavaa kiinnostusta, koska se kykenee automatisoimaan 

muuten aikaa kuluttavia tai monimutkaisia tehtäviä. Erilaiset ohjelmistotuotantotehtävät 

eivät ole olleet tässä suhteessa poikkeus. Tämä opinnäytetyö tarjoaa kattavan yleiskuvan 

tekoälystä ja ohjelmistojen ylläpidosta.  Lisäksi tehtiin systemaattinen kartoitustutkimus, 

jossa tutkittiin viimeaikaisia suuntauksia tekoälyn soveltamiseen ohjelmistojen 

ylläpitotehtävissä. Tämän tutkimuksen tärkeimmät kiinnostuksen kohteet olivat: 

tutkimuksen tyyppi, tutkimuskontribuutio, ohjelmiston ylläpitoalueet ja tekoälyn 
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Artificial intelligence has received tremendous interest recently due to its ability to automate 

otherwise time-consuming or complex tasks. Various software engineering tasks have been 

no exception in this regard. This thesis provides a comprehensive overview of artificial 

intelligence and software maintenance. In addition, a systematic mapping study was 

performed to study the recent trends towards applying artificial intelligence with software 

maintenance tasks. The main areas of interest in this study were: research type, research 

contribution, software maintenance areas, and the artificial intelligence solution type. 
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1 INTRODUCTION 

 

Artificial intelligence (AI) has brought numerous benefits in our everyday lives. 

Autonomous driving, face recognition, recommendation systems (LeCun et al., 2015); these 

are just a few examples where machine or deep learning is applied. Software engineering 

activities have been no exception. AI can be defined as the system’s ability to interpret a 

given data correctly, to learn from it, and to use that knowledge to achieve specific goals and 

tasks through flexible adaptation (Haenlein et al., 2019). In the field of software engineering, 

AI is becoming capable of automatically learning and solving multiple tasks in any phase of 

a software’s life cycle.  

 

According to the Lehman’s laws of software evolution, systems need to evolve or risk 

becoming obsolete over time (Lehman et al., 1997). Software maintenance plays a pivotal 

role in any software project since it concerns everything software related after launch. The 

cost of maintaining software is increasingly growing and consumes well over half to as high 

as 90% of the total cost of a products life cycle (Dehaghani et al., 2013). From a financial 

point of view, it is important that the maintenance phase is as efficient as possible. Several 

steps have been taken towards the automation of maintenance tasks using state of the art AI 

algorithms. 

 

This study aims to provide a comprehensive overview of both software maintenance and the 

field of AI. A systematic mapping study (SMS) was conducted to summarize recent 

contributions to the application of AI in software maintenance tasks. The study identifies 

and classifies the research, contribution, maintenance area, and the nature of the solution 

applied. AI has been of interest for years due to its ability to solve even the most complex 

tasks. The results of this study have shown that improving maintenance with AI has gained 

a lot of interest in recent years. This study introduces some of the latest solutions made in 

this field.  

 

   



 

 

 

 

4 

2 SOFTWARE MAINTENANCE 

 

Software maintenance can be considered a very broad activity since it includes all the 

modifications done to the software product after it becomes operational. Software systems 

require maintenance to keep them usable and operational during its lifecycle. Well-known 

work the field of software engineering are the eight Lehman laws, which present that 

software systems need to evolve or risk becoming obsolete over time. Maintenance 

includes post-delivery activities such as error correction, enhancements, adding or 

removing capabilities, performance improvements, or any other quality attributes (Canfora 

et al., 2000). The overall objective of software maintenance is to modify an existing 

software product while preserving its integrity (ISO/IEC/IEEE 14764:2006).  

 

2.1 Maintenance Categories 
 

According to the ISO/IEC standard (ISO/IEC/IEEE 14764:2006), software maintenance 

can be categorized into four different types of actions: corrective, adaptive, perfective, and 

preventive. Corrective maintenance refers to fixing or correcting issues in a software. 

Adaptive maintenance is needed to keep both the software and hardware up to date when 

adapting new technologies and environments. The goal of preventive maintenance is to 

keep the software from any future corrective maintenance measures. Preventive 

maintenance increases the system’s maintainability by attending to problems, which may 

not seem significant at the moment, but could cause issues in the future. Perfective 

maintenance category is the largest of the four, since it addresses the modifications and 

updates done to keep the software usable (Mohagheghi et al., 2004). Perfective 

maintenance can include new functionalities and new user requirements to improve its 

maintainability and performance. 

 

It is often hard to provide numbers of the distribution of how the maintenance effort is 

divided, since it highly depends on what type and how old the system is. A study by April, 

(2010) investigates the trends for maintenance actions for three software systems. The 

study shows that corrective maintenance tasks are highly present early in the studied 

systems, while preventive and perfective tasks were the least. During the studied 
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timeframe, adaptive maintenance became the most effort consuming tasks towards the end, 

while perfective and preventive maintained a consistent trend upwards. 

 

2.2 Maintenance Process 
 

The maintenance process includes the activities and tasks for the maintainer to modify the 

existing product while preserving its integrity. The process shown in Figure 1 provides an 

overview of the process how maintenance is conducted. The process is initiated with a 

certain need for maintenance procedures. These can include specific requests or problems 

as input, indicating the maintenance needs of the software product. The request is analyzed 

further to estimate its impact on the system and other areas related. This includes 

classifying the request to the type of maintenance it addresses, the scope of the request, and 

determining the severity level.  

 

 

Figure 1. Overview of the maintenance process (ISO/IEC/IEEE 14764:2006). 
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Once the request has been analyzed and approved, the modification can be implemented 

and tested. As an output of this activity, the required modification is performed. In 

addition, testing is performed to determine that the unmodified parts retain their integrity 

as a result of the modification. The maintenance review/acceptance ensures that the 

modifications performed are correct and the integrity is preserved. The performed actions 

are reviewed to determine if the modification can be accepted. If the modification is not 

accepted, it is cycles back to the analysis activity to determine further actions concerning 

the implementation. Furthermore, the process can include adaptive maintenance activities 

that involve migrating the software system to a new environment and sometimes even 

retiring the software product entirely. These generally follow the aforementioned workflow 

in order to analyze and implement the steps required to achieve them.  
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3 ARTIFICIAL INTELLIGENCE 

 

AI probably has its roots in some 1940s, but it was not until the 1950s that it was 

established as an academic discipline. (Haenlein et al., 2019). AI can be defined as the 

system’s ability to interpret a given data correctly, to learn from it, and to use that 

knowledge to achieve specific goals and tasks through flexible adaptation (Haenlein et al., 

2019). AI technologies enforce many tasks in the modern society: visual recognition, 

virtual assistants, personalized content, self-driving cars, fraud detection, and pixel 

restoration (LeCun et al., 2015). The possibilities seem endless, due to the ability to solve 

increasingly complex tasks. Although AI is a commonly used term for describing these 

techniques, the specific concepts usually fall in the subsets of AI, namely machine learning 

(ML) or deep learning (Figure 2). 

 

Artificial Intelligence

Machine Learning

Deep Learning

 

Figure 2. The general structure of AI. 

 

3.1 Machine Learning 
 

The concept of machine learning was first introduced and popularized by Arthur Samuel in 

1959 (Awad et al., 2015). He showed that a computer can be programmed so that it will 

learn to play to play a better game of checkers than the person who wrote the program 

originally (Samuel, 1959). Machine learning is a branch of AI that provides the necessary 

ability for a system to automatically learn and improve without being explicitly 

programmed to do so (Voskoglou et al., 2020). It builds a model based on training data to 

make decisions or prediction automatically without being programmed to perform the task. 
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Data sets are usually divided into training and test sets. In case of supervised learning, 

Machine learning then tries to establish a classifier or regressor by learning the training set, 

then evaluating the performance with the test set (Zhang, 2020). 

 

Data mining and machine learning often overlap significantly because they use the same 

methods. The difference is that machine learning focuses on predictions learned from the 

training data’s known properties, while data mining focuses on discovering the unknown 

(Guruvayur et al., 2017). Even so, machine learning uses data mining methods as 

unsupervised learning to improve the prediction accuracy, which makes data mining and 

machine learning in some cases hard to distinguish from each other. 

 

3.1.1 Learning Approaches 

 

Machine learning approaches are generally divided in three basic categories based on the 

feedback available to the learning systems: supervised learning, unsupervised learning, and 

reinforcement learning. The most common form of machine learning is supervised (LeCun 

et al., 2015). Supervised machine learning uses labeled datasets to train algorithms for the 

purpose of classifying data or predicting outcomes accurately. Labeled data is a single data 

label that may, for example, contain information about the type of action is performed in a 

picture, or whether a video contains a specific animal or not. In supervised learning the 

output data is labeled, which means certain results are expected and prior knowledge is 

needed for labeling them. Therefore, supervised learning tries to learn a function that best 

matches the input and output. Using these inputs and outputs, it can measure the accuracy 

and learn over time. Supervised learning methods can be compared as to giving students a 

problem and its solution and then telling them to solve similar problems (Zhang, 2020). A 

simple real-world example for supervised learning is classifying spam mail so that they are 

moved to a separate spam folder.  

 

A training dataset includes inputs and the valid outputs, which makes the model capable of 

learning over time. The model keeps adjusting until the errors are minimal. Types of 

supervised learning algorithms include classification, regression, and active learning. 

Classification techniques are used when mapping input to output labels. Regression 
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methods when mapping input to a continuous output. In active learning the learner has an 

active role in determining which data points it will query the user or teacher to label new 

data points with a desired output (Zhang, 2020). 

 

In unsupervised learning, the training set includes only unlabeled data. The machine 

learner in this case tries to find the solutions without the need for human intervention, 

except for validating the output variables. Using these algorithms, it tries to find hidden 

patterns, structures, etc., in the given unlabeled data. Unsupervised learning models are 

used for clustering, dimensionality reduction, and association. Clustering is a technique for 

grouping unlabeled data based on their similarities or differences. Dimensionality 

reduction reduces the amount of data inputs to a manageable size, often used as a 

preprocessing stage. Association is a technique that uses rules to find relationships between 

different variables in a dataset. Unsupervised learning is useful for finding the unknown in 

a bunch of unlabeled data. 

 

Reinforcement learning is the last of the three basic paradigms used in machine learning. 

Reinforcement learnings’ method falls somewhere between supervised learning and 

unsupervised learning. It deals with learning sequential decision-making problems where 

exists only limited feedback (van Otterlo et al., 2012). In reinforcement learning there is a 

smart agent which explores a space or an environment, which is normally stated in the 

form of Markov decision processes. Markov decision processes provides a formal 

framework for modeling the decision making in situations where some of the outcomes are 

random and partly under control of the decision maker (van Otterlo et al., 2012).  

 

A specific implementation of reinforcement learning is the Q-Learning algorithm proposed 

by Watkins (Watkins, 1989), which is based on dynamic programming methods. Here as 

the agent explores the space, it learns the values of different state changes in different 

conditions and the reward values associated with them. Using the stored reward values of 

different states, it can use that information then to make the best possible decision. An 

example of applying reinforcement learning could be an intelligent Pac-Man game, where 

the player explores all the different options and learns how to play the game in varying 

scenarios (Gnanasekaran et al., 2017). The benefit of reinforcement learning is that, once 
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you have explored the whole space, it can easily gain very good performance when 

running different iterations of it. 

 

3.1.2 Machine Learning Classifiers 

 

To perform actual machine learning, first a model is created for making predictions. The 

model is trained with the training data and then processes additional data to make 

predictions. There are various applications of models used for different purposes. This part 

of the chapter focuses on explaining on most common models, focusing on those that were 

identified in the SMS data. 

 

Regression analysis models are a set of statistical processes used to predict relationships 

between a dependent and with one or more independent variables. It helps understanding 

the how the typical value is varied when the independent values are fixed (Zhang, 2020). 

The most common and simplest type regression analysis is the linear regression. The basic 

idea of standard linear regression is to fit a line to a dataset of observations to predict new 

unobserved values. When the problems are non-linear, models such as polynomial and 

logistic regression can be used. 

 

Bayesian networks, or belief networks, belong to probabilistic graphical models to 

represent information about an uncertain domain. The nodes in the structure can represent 

random variables, latent variables, hypotheses, or beliefs. The edges represent conditional 

dependencies and are usually estimated using known statistical and computational methods 

(Ben-Gal, 2008).  

 

K-Means clustering is generally one of the most common clustering methods. It is an 

unsupervised technique that attempts to split data into K groups that are closest to the K 

centroids (Sinaga et al., 2020). Since it is an unsupervised technique, it uses only the 

positions of each data point (Sinaga et al., 2020). Clustering is useful to classify unlabeled 

data reasonably and search hidden patterns that could exist in the dataset (Na et al., 2010).  
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Decision tree model is a supervised learning approach typically used for decision making 

purposes. Given a set of training data it can construct a flowchart, in form of a tree, to help 

deciding a classification. In the tree structure the leaves present the class labels and 

branches are the combination of features that lead to those results (Saravanan et al., 2018). 

Notable decision tree algorithms include C4.5 and J48. 

 

Support-vector machines (SVMs) are mainly supervised learning methods aimed for 

classification and regression tasks. The SVM algorithm uses sample data to train the model 

belonging in one of two categories. Using the training data, it builds a prediction model to 

predict in which category the unlabeled data belongs to. The SVM performs linear 

classification but is also capable performing effectively non-linear classification. The non-

linear classification is also known as the kernel trick, which performs clustering in a higher 

dimensional feature space (Huang et al., 2012). 

 

K-Nearest neighbors (KNN) is a simple supervised learning method that assumes similar 

things exist close to each other. It is used to classify new data point based on the distance 

to the known data. The K assumes the number of neighbors which distance are calculated 

closest to the new data points. Finally, it classifies the new data point based on which 

category had the most data points nearest to it (Wu et al., 2008).  

 

Genetic algorithms are search based algorithms inspired by the process of natural 

selection used in solving optimization problems. The algorithm uses the evolutionary 

generational cycle until it has produced a high-quality solution (Lambora et al., 2019).  

 

Learning to Rank is the application of ML in the construction of ranking models for 

information retrieval (Joachims et al., 2007). The goal in learning to rank is to design and 

apply methods to learn a function from the training data so that the function can sort 

objects according to their relevance or importance (Joachims et al., 2007). 

 

Ensemble learning is the usage of multiple learning algorithms to obtain better predictive 

performance instead of a single algorithm. The models try solving the same prediction 

problem and lets them vote on the final results. An example of an ensemble method is the 
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random forests algorithm, which includes bagging and decision tree methods (Kotsiantis, 

2013). Other common ensemble learning algorithms include Bootstrap, Boosting, Bucket 

of models, Stacking, Bayes optimal classifier, Bayesian model averaging, and Bayesian 

model combination. Netflix held a competition starting from 2006 where they promised a 

one-million-dollar prize to anyone that could outperform their current movie 

recommendation system (Bennett et al., 2007). The prize was claimed in 2009 by the team 

BellKor and this was specifically an ensemble learning approach (Töscher et al., 2009). 

 

3.1.3 Limitations of conventional machine learning 

 

Conventional machine learning techniques require feature extraction as a prerequisite and 

selecting appropriate features for a problem is a challenging task (Indolia et al., 2018). 

Having the feature extraction as a perquisite means more human intervention. This has led 

to deep learning algorithms which overcomes the ability to process natural data in their raw 

form (LeCun et al., 2015). Traditional machine learning algorithms have also typically 

much simpler structures, such as the decision tree or linear regression, while deep learning 

structures can be compared to a human brain. 

 

3.2 Deep Learning 
 

Deep learning is a class of machine learning algorithms that allows computational models 

composed of multiple layers to extract data with multiple layers of abstraction (LeCun et 

al., 2015). The technique is inspired by our brain’s own network of neurons (Lee et al., 

2017). The advantage over traditional machine learning is that deep learning is capable to 

independently detect relevant features in high-dimensional data compared to shallow 

networks (Indolia et al., 2018). The learning approaches of deep learning are derived from 

conventional machine learning: supervised, unsupervised, and reinforcement learning.  

 

3.2.1 Neural networks 

 

Most deep learning models are based on artificial neural networks (ANNs), often referred 

simply as neural networks (NNs). A basic neural network, the single-layer perceptron, has 

a single input and output layer with a hidden layer between (Figure 3) (Gardner et al., 
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1998). Due to having only a single hidden layer between, it is often called as a shallow 

network. The layers consist of nodes, which are connected to the set of nodes in the next 

layer. Each node’s connection, or edge, is determined by a weight representing its relative 

importance. The weight score determines to what extend the information is passed onto the 

next node. The data flow of an NN can be feedforward or recurrent. In feedforward 

networks the data flows straight from the input to the output layer (Figure 3), whereas in 

recurrent networks the data can flow back to the previous layers (Figure 5).  

 

A neural network

Hidden layer

Input layer Output layer

 

Figure 3. A simple feedforward neural network. 

 

Deep neural networks (DNN) are typically feedforward neural networks with multiple 

hidden layers between the input and output. These are referred as the multilayer perceptron 

(Gardner et al., 1998). DNNs are the standard model of deep learning today, typically 

ranging from five to more than a thousand hidden layers between the input and output (Sze 

et al., 2017). Compared to shallow neural networks, DNNs are capable of learning high-

level features with more abstraction and complexity. 
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3.2.2 Optimization and training 

 

Gradient descent is a common optimization technique for finding the most optimal set of 

parameters for a given problem. Different variations of gradient descent include batch 

gradient descent, stochastic gradient descent, and mini-batch gradient descent. These 

variants differ in how much data is used to compute the gradient of the objective function 

(Ruder, 2017). A gradient is simply a slope whose angle can be measured for a function to 

update the networks weights. The gradient descent technique informs the neural network 

whether it made a mistake when it made a prediction. The goal is finding the local minima 

of an objective function. Basically, the technique measures different parameters until the 

error produced is minimal as possible and the gradient starts ascending with other 

unwanted values. The opposite of this would be finding a local maximum; known as 

gradient ascent. Gradient descent is the way in which neural networks are most commonly 

trained to find the optimal solution (Ruder, 2017). 

 

Another important concept to understand in neural networks is the backpropagation. It is 

the most often used algorithm and learning procedure in machine learning to train 

multilayer networks (Lillicrap et al., 2020). The network training starts with making a 

prediction by doing forward propagation sending the signal through the network from the 

input to the output (Figure 3). Then it computes the error value of how poorly the network 

is performing for each connection between the nodes. Finally, that error is distributed all 

the way back to the input layer backpropagating it to individual connections. Here is where 

the gradient descent technique comes in place; the optimization function helps to find 

weights that yields a smaller loss in the network for the next iteration. 

 

3.2.3 Classes of Neural networks 

 

Convolutional Neural Networks (CNN), or ConvNets, are one of the most significant 

DNN architectures when it comes to deep learning. CNN is very often applied to image 

analysis techniques such as image recognition, image classification and segmentation, 

object detection (Schmidhuber, 2015). In addition, CNN can be applied to any sort of 
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problem for locating missing features in the data, such as natural language processing for 

sentence classification, sentiment analysis, and machine translation (LeCun et al., 2015).  

 

The structure of a CNN consists of two main parts (Figure 4). The first part handles the 

feature learning, which contains the input, convolutional layers, and pooling layers. The 

second part handles the classification containing the fully connected layers and the output 

layer. The convolutional layer extracts features from the input data and organizes them into 

feature maps. A connection is established from the input layer to the convolutional layer by 

a receptive field (Lee et al., 2017). A pooling layer is right after a convolutional layer, 

which is used to reduce the dimensions of the feature maps. Fully connected layers convert 

the 2D feature maps to a 1D feature vector and performs standard NN operations; 

attempting to produce classifications and thus producing an output (Guo et al., 2016).  

 

Input layer
Convolutional layer

Pooling layer
Fully 

connected 
layers

Output 
layer

Feature mapsReceptive field

Feature learning Classification
 

Figure 4. Basic architecture of a CNN. 

 

To better understand CNNs, a practical example to explain them could be a stop sign. 

When extracting low level features, the human brain scans for the object’s edges. At a 

higher level, the shape of the object could be recognized as an octagon, or the letters on the 

sign to form the word “STOP”, which can have some meaning to the person. The signs 

color can also be used to aid in classifying the object. This in turn is compared to 
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any stop sign classification model in the human brain. At some level, the persons’ neural 

network will recognize this as a stop sign from the fully connected layers producing an 

output. This classification in turn, could indicate the person to use the cars’ brakes as an 

output. 

 

Recurrent Neural Networks (RNNs) processes sequential data, maintaining a state in the 

nodes that contain information about the history of all the past elements of the sequence 

(LeCun et al., 2015). In other words, it allows the past behavior of a node to influence the 

future behavior of it over time (Figure 5). RNNs can be seen as the deepest of all NNs, 

being able to create and process memories of arbitrary sequences of input patterns 

(Schmidhuber, 2015). RNNs can be useful for processing time-series data where the goal is 

to predict the future behavior based on the past, such as anomaly detection or stock trades. 

Besides time-series, RNNs often better perform better in speech and language tasks where 

sequential inputs are involved (LeCun et al., 2015). A practical example of this could be a 

chatbot, where the person writes a sentence as input and the RNN processes the meanings 

by splitting the sentence into a sequence of words. 

 

 

Time

New input New input New input

Ouput Ouput Ouput
Ouput

New input

 

Figure 5. An illustration of a single node processing the previous output and the newly 

acquired input. 
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The issue what comes with conventional RNNs is its short-term memory, which is caused 

by the problem of the vanishing gradient. The problem is derived from the 

backpropagation algorithm, which is used to train and optimize the neural network. Short-

term memory refers to the RNN having problems retaining information from the previous 

steps every time the node loops again. When gradients start to vanish, the information 

preserved would start to diminish, starting from the earlies cycles. The time steps become 

increasingly large. The problem is that the gradient would be too small to change its value, 

possibly unable to train further. In contrast, the gradient can also become too large making 

it an exploding gradient. Once the RNNs are unfolded in time, they can be seen as very 

deep feedforward networks, which share the same weights (Fu et al., 2016). This can 

become problematic especially in trying to learn long-term dependencies. 

 

The problem with RNNs short-term memory is at least partially solved with the long short-

term memory (LSTM) cell and the gated recurrent units (GRUs) cell architectures. The 

idea in these solutions is that they maintain separate states of both short and long-term. 

These architectures use a gate mechanism designed to give the memory cell the ability to 

forget or preserve certain information (Fu et al., 2016).  

 

3.2.4 Challenges in deep learning 

 

Arpteg et al., (2018) suggests that there is still a lack of well-functional tools and best 

practices to apply deep learning in software engineering. A set of 12 challenges were 

identified in seven projects in the development, production and organizational levels. They 

conclude that while deep learning has produced promising results, further research and 

development is still needed to build high-quality production-ready systems easily and 

efficiently. 

 

An article by Thompson et al., (2021) suggests that the cost of improving deep learning is 

becoming unsustainable. Although deep learning has surpassed machine learning 

techniques in almost all areas where it has been applied, its disadvantage comes at the 

enormous amount of computational costs. The authors gathered data from over 1,000 
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research papers (Thompson et al., 2020) from various fields where deep learning has been 

applied. For example, a well-known architecture AlexNet in 2012 used two graphical 

processing units to train an image classification model in six days. In 2018, the NASNet-A 

model had cut AlexNet’s error rate in half but used more than 1,000 times the computing 

power to achieve this. Halving an error rate can expect more than 500 times the 

computational costs. To represent these costs, when Google’s subsidiary DeepMind trained 

its system to play the board-game “Go”, it was estimated to cost 35 million dollars 

(Thompson et al., 2021). The authors in the article argue that we need to adapt how we 

perform deep learning or face the future of much slower progress.  
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4 RESEARCH METHOD 
 

The research methodology of this thesis is conducted as a systematic mapping study. SMS 

is a form of a secondary study that aims to provide an overview of a particular research 

area and identifying the number of research, type of research, and results available from it 

(Petersen et al., 2008). The results provide a visual categorization of the identified papers. 

Compared to systematic reviews, systematic maps have different characteristics regarding 

the research questions, search process, search strategy, quality evaluation, and results 

(Petersen et al., 2015). The key difference is that a mapping review is driven by the 

research questions to identify, analyze, and interpret all available evidence, while a SMS 

provides a broad review of the topic area and identifies the available evidence on the topic 

(Kitchenham et al., 2007). A SMS approach may be more appropriate, compared to a 

systematic review approach, when very little evidence is likely to exist about the topic or 

the topic is very broad (Kitchenham et al., 2007). The identification of clusters or the lack 

of evidence in certain areas as a result can enable suitable areas for conducting future 

systematic reviews or discovering gaps for potential primary studies (Kitchenham et al., 

2007).  

 

This study maps the research done in recent years regarding artificial intelligence in 

software maintenance tasks. The methodology was chosen because it provides a 

comprehensive overview of the field of research in question and identifies the type of 

research that has been contributed. AI is already used in numerous problem-solving tasks 

and its potential has been of enormous interest for many years. Therefore, the aim of this 

study is to focus on what has most recently been contributed towards software 

maintenance. 

 

4.1 The Systematic Mapping Study Process 
 

The process of this thesis follows the SMS method presented by Petersen, et al., (2008) 

shown in Figure 6. The key steps in this process are as follows: definition of research 

question, conducting search, screening of papers, keywording using abstracts, and data 

extraction and mapping process. Each step yields an outcome which is used in the next step 
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of the process, finally resulting in the systematic map. 

 

 

Figure 6. The Systematic Mapping Study Process. (Petersen, et al., 2008) 

 

4.2 Research Questions 
 

The main goal of the SMS is to provide an overview of a particular research area, and to 

identify the number of different types of research done in that field (Petersen, et al., 2008). 

The goal in this thesis was to map the results of the recent contributions towards using AI 

with software maintenance activities. Areas of interests in this study were the types of 

research and maintenance areas addressed, and the types of solutions proposed. The 

following research questions were selected:   

 

RQ1: What types of research are addressed? 

RQ2: What have the papers contributed towards AI assisted software maintenance? 

RQ3: What areas of software maintenance have been addressed? 

RQ4: What types of AI solutions or proposals have been reported? 

 

4.3 Search strategy and screening of papers 
 

As suggested by Kitchenham, et al., (2007), the goal in mapping studies is to use search 

terms that are likely to return a large number of studies in order to achieve wide coverage 

in the field studied. The search strings were defined based on the population and 

intervention. Population includes the target affected from the intervention. In this case, the 

population is software maintenance, while interventions are the AI technologies. Several 

trial searches using combinations of search terms derived from the search questions 
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(Kitchenham et al., 2007) were conducted to reach an optimal search strategy, which 

provides enough evidence in the topic of interest. The search used a title, abstract, and 

keyword to identify relevant papers. Using keywords derived from the search strategy, it 

produced the final search string: TI/ABS/KEY (“Maintenance” OR “Maintainability”) 

AND “Software” AND (“Artificial Intelligence” OR “Machine Learning” OR “Deep 

Learning”).  

 

The five used search engines for the study were IEEE Xplore, ACM Digital Library, 

Scopus – Elsevier, Web of Science, and ScienceDirect – Elsevier. As expected, some of 

the engines overlapped partially with each other and thus produced duplicate results. 

However, they did not appear to be completely overlapping and thus also produced many 

unique results, which in turn provided better coverage of the research topic. 

 

The inclusion and exclusion criteria are defined to exclude studies that are not relevant for 

the research questions (Petersen et al., 2008). Criteria for this SMS is shown in Table 2. 

The aim was to identify what has been done in the subject area in recent years, which is 

why 2018 was chosen as the starting point. Papers were explicitly to discuss the concepts 

of software maintenance and AI in the abstract. Petersen, et al., (2008) suggests that it is 

useful to exclude papers without causing further misclassifications when abstracts mention 

key concepts for introductory purposes only. It can then be deduced from the abstract 

whether the focus of the article has contributed to the right field of research. 

 

Table 1. Inclusion and exclusion criteria. 

 

Inclusion and exclusion criteria for research papers 

Publication date Publications starting from 2018 

Language English papers only 

Type of paper Full text and peer reviewed papers. Short 

papers, posters, and printed versions of 

papers and books are excluded. 
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Accessibility Papers that have public access or 

accessible through the credentials of LUT 

institutions. 

Duplicates Duplicate papers are excluded. 

Concept Papers that explicitly discusses in the 

abstract software maintenance activities 

and using artificial intelligence or one of 

its subcategories. 

 

4.4 Classification scheme 
 

Based on the included papers, a classification scheme is established. According to Petersen 

et al., (2008), the classification scheme is developed with keywords, which are done in two 

steps. The abstracts are read by searching for keywords or concepts that reflect the 

contribution of the paper. Depending on the quality of the abstract, the introduction or 

conclusion can be read instead. This is done to identify the context of the study. The set of 

keywords is then combined to understand the nature and input of the paper at a higher 

level. Using the final set of keywords, categories can be created for the map. 

 

The resulting classification scheme produced four categories: research type, contribution 

type, maintenance type, and solution type. The research type category is based on 

Wieringa, et al., (2006) approach in classifying the contribution of a paper. Table 2 

summarizes the categorization used for this approach. Additionally, this scheme allows 

further classification of empirical and non-empirical research, where empirical research are 

the validation and evaluation papers (Petersen et al., 2008). The second classification 

scheme concerns the contribution type in terms of what was developed. Five types of 

contributions were identified: models, methods, processes, tools and metrics. The third 

scheme identifies the maintenance category discussed in the paper. These were divided 

according to the standard maintenance categories: corrective, preventive, adaptive and 

perfective. Finally, the type of solution schema summarizes the purpose of the papers on 

how AI has been utilized in solving maintenance tasks.  
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Table 2. Classification for research types (Wieringa, et al., 2006) 

 

Category Description 

Validation Research Techniques investigated are novel and have not yet been 

implemented in practice. Techniques used are for example 

experiments, i.e., work done in the lab. 

Evaluation Research Techniques are implemented in practice and an evaluation of the 

technique is conducted. That means, it is shown how the 

technique is implemented in practice (solution implementation) 

and what are the consequences of the implementation in terms of 

benefits and drawbacks (implementation evaluation). This also 

includes to identify problems in industry. 

Solution Proposal A solution for a problem is proposed, the solution can be either 

novel or a significant extension of an existing technique. The 

potential benefits and the applicability of the solution is shown 

by a small example or a good line of argumentation 

Philosophical Papers  These papers sketch a new way of looking at existing things by 

structuring the field in form of a taxonomy or conceptual 

framework. 

Opinion Papers These papers express the personal opinion of somebody whether 

a certain technique is good or bad, or how things should be done. 

They do not rely on related work and research methodologies 

Experience Papers Experience papers explain on what and how something has been 

done in practice. It has to be the personal experience of the 

author. 

 

4.5 Data Extraction and Mapping of Studies 
 

After the scheme is produced, the final step involves extracting the actual data from the 

included articles into the classification scheme. The classification scheme can still evolve 

during the data extraction and may create new, merge, or split existing categories 
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(Petersen et al., 2008). An excel spreadsheet was used to document the extraction process, 

with each of the papers sorted to the appropriate classification. Once the documents are 

sorted, they can be calculated for further presentation and analysis. 
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5 RESULTS 
 

The results of the SMS are reported in this section. A total of 233 papers were chosen for 

further classification. The aim in this study was to discover the trends from the last few 

years concerning software maintenance with artificial intelligence. Based on the inclusion 

criteria presented in Table 1, studies from 2018 onwards were selected for this study. The 

papers were classified, clustered, and formed into four main categories: type of research, 

contribution type, maintenance contribution, and the type of solution. The maps represent 

and show the amount contributed to the different areas of the category. The total amount in 

a single category may not be equal to the total sum of the papers, because in some cases 

the papers are mapped to multiple areas. 

 

5.1 RQ1: What types of research are addressed? 
 

 

Figure 7. Research type distribution. 

 

The first research question is based on the classification schema proposed by (Wieringa et 

al., 2006). The schema (Table 2) classifies the papers in the following categories: 

Evaluation; 59; 25 %

Experience paper; 4; 2 
%

Opinion paper; 5; 2 %

Philosophical paper; 
6; 3 %

Solution Proposal; 49; 
21 %

Validation; 110; 47 %

Research type
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validation papers, evaluation research, solution proposal, philosophical papers, opinion 

papers, and experience papers. Further details about the classification are found in section 

3.6. The map shows that roughly a quarter of all included papers are non-empirical; 

solution proposals (21%), philosophical papers (3%), opinion papers (2%), and experience 

papers (2%). The empirical papers, validation (47%) and evaluation (25%), consume most 

of the total distribution. 

 

5.2 RQ2: What have the papers contributed towards AI assisted software 

maintenance? 
 

The goal of the second research question was to discover the main contribution of each 

paper. Contribution types are distributed as tools, processes, models, metrics and methods. 

The distribution of the aforementioned types is shown in Figure 8 and a description of the 

types identified are shown in Table 3. In some cases, the paper produced two main 

contributions here. Thus, the sum of the total amount of papers is not equal to the number 

of contributions.  

  

Table 3. Contribution category. 

Category Description 

Method The paper describes a method how things should be done. This also 

includes papers describing algorithms. 

Model A model describes an artifact that is used for solving maintenance 

activities. Typically, the model refers to the “thing” that was learned 

by the machine learning algorithm. 

Process A process describes the workflow for an activity or action. 

Tool A tool designed for supporting software maintenance activities. 

Metrics Metrics and measurements related to either the AI technique that 

supports software maintenance or the maintenance activity supported 

by the AI technique. 
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The results in Figure 8 show that most studies focused on either a method (42%) or a 

model (32%) for solving various maintenance tasks. The remaining papers were identified 

as a tool (12%), metrics (9%), or process (5%). 

 

 

Figure 8. Type of contribution. 

 

5.3 RQ3: What areas of software maintenance have been addressed? 
 

The aim of the third research question was to find out which areas of software maintenance 

have been addressed. The categories are divided into the four main types of maintenance 

activities: perfective, preventive, corrective, and adaptive. Table 4 shows the criteria for 

the corresponding category. 

 

Table 4. Maintenance category contribution. 

Category Description 

Perfective Perfective contributions are designed to improve performance or 

maintainability. 

Method; 101; 42 %

Metrics; 23; 9 %

Model; 77; 32 %

Process; 12; 5 %

Tool; 28; 12 %

Type of contribution
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Preventive Preventive contributions are designed to predict and prevent future 

problems, such as faults. 

Corrective Corrective contributions describe fixing immediate faults. 

Adaptive Adaptive contributions describe adapting to a changed or changing 

environment. 

 

Figure 9 shows the distribution of the selected papers for different types of maintenance. 

Perfective (54%) and preventive (40%) maintenance has been addressed the most, covering 

a total of 94% of the selected papers. Adaptive (5%) and corrective (1%) oriented papers 

were relatively few. The results suggest that contributions in corrective maintenance in 

particular has been low in recent years. 

 

 

Figure 9. Maintenance contribution areas. 

 

5.4 RQ4: What types of AI solutions or proposals have been reported? 
 

The fourth research question concerns what kind of solutions have been proposed  to solve 

different maintenance tasks. The results of have been divided into four types of solutions 

Adaptive; 12; 5 %
Corrective; 3; 1 %

Perfective; 127; 54 %

Preventive; 93; 40 %

Maintenance contribution
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which they apply: problem report (PR), information retrieval (IR), estimations, and 

conventions. Descriptions are summarized in Table 5. 

 

Table 5. Solution classifications. 

Category Description 

Estimations  Estimations are forecasting solutions aimed at predicting the future 

outcome of a given problem. Common estimations concern project 

time, priority and severity levels, or predicting a future fault. 

Detecting 

problems 

Identifying and detecting problems. Unlike estimations, these papers 

do not focus on predicting future problems.  

Information 

retrieval 

Information retrieval solutions aim towards locating and retrieving 

information. 

Conventions Typically tries to achieve similar conventions, such as coding 

conventions or best practices. 

 

5.4.1 Estimations 

 

The largest amount of literature (35%) addressed the different types of estimation solutions 

(Figure 10). Estimation papers describe the technique used to predict the outcome of a 

given problem. The most common form of an estimation paper discussed bug prediction. 

Software bug prediction is a technique where the model predicts future faults based on 

historical data (Hammouri et al., 2018). This can be useful for preventing future problems 

and allocating recourses accordingly. Hammouri et al., (2018) evaluated three supervised 

ML algorithms for the task of bug prediction: Naïve Bayes, Decision Tree and ANNs. The 

results reveal that the ML algorithms are effective in predicting future bugs compared to 

non-ML approaches. 
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Figure 10. Solution category. 

 

Alsghaier et al., (2020) proposed a software fault prediction approach using particle swarm 

optimization with genetic algorithm and SVM classifier. The genetic algorithm and particle 

swarm are utilized in locating and predicting, and SVM as an inductive algorithm. The 

approach is applied into 24 datasets. Results show that combining the above-mentioned 

techniques improves the performance of the fault prediction processes when applied to 

large and small-scale datasets. The approach overcomes some limitations of prior studies 

by obtaining higher accuracy and less error. 

 

Another common problem with software maintenance is the incorrect priority level of the 

bug report specified by the reporter. Umer et al., (2018) proposed an automated emotion-

words based approach used to predict the priority levels of bug reports. The approach 

utilizes natural language processing (NLP) techniques and ML algorithms, namely naïve 

bayes, linear regression and SVM. The emotion-based approach analyzes the words in the 

bug report and assigns it an emotion-value, which can help explaining the positive and 

negative feelings of the reporter. It is observed that the negative emotions of the reporters 

Conventions; 24; 10 %

Detecting problems; 
55; 24 %

Estimations; 92; 39 %

Information retrieval (IR); 
63; 27 %

Solution category
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correlate with more severe bug reports. The proposed approach was evaluated with a state-

of-the-art approach DRONE and achieved significant improvements.  

 

Malhotra et al., (2020) study developed three software defect categorization models based 

on three attributes: maintenance effort, change impact, and the combined effect of both. 

The models are trained by extracting important features from defect reports using text 

mining. Using the multinominal naïve bayes algorithm, the three models can estimate the 

priority of a given fault report. The experimental results showed that the combined model 

worked best of these three models. Compared to similar models, the proposed model 

showed acceptable predictability. The prediction accuracy for the three models have been 

validated using defect reports from five Android dataset modules, and hence the authors 

consider that the results may not be generalizable. 

 

During the evolution of software systems, change is inevitable. Software requires fixes, 

performance or maintainability improvements, adaptions to changing needs, and perform 

preventive actions. One way to address this is to predict the classes that are likely to 

change in the future. This in turn helps allocating preventive maintenance to more critical 

parts of the system. Catolino et al., (2019) performed an extensive empirical study to 

evaluate change prediction models. Specifically, in this study they evaluated whether 

ensemble methods can improve the performance of the prediction model. Three models 

were built: a structural model, a process model, and a developer changes-based model, 

based on different predictors to compare the ensemble techniques with standard ML 

classifiers. The results showed that ensemble methods can significantly outperform the 

change prediction model compared to standard classifiers. Overall, the developer changes-

based model performed best in models and the random forest algorithm for the methods. 

 

5.4.2 Information retrieval  

 

The second most of the papers (27%) were related to information retrieval (Figure 10). 

Information retrieval papers refer to activities or actions related to locating and retrieving 

specific information to improve comprehensibility or solve problems. Much of the effort in 

software maintenance is spent understanding the source code for the related maintenance 
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task. (Ogheneovo, 2014). Wan et al., (2018) proposed a model to improve automatic 

source code summarization with deep reinforcement learning. They point out that existing 

works in traditional code summarization suffer from two major drawbacks: code 

representation and exposure bias. The proposed model consists of an abstract syntax tree-

based LSTM for the structure of the code and another LSTM for the sequential content of 

the code. Finally, the representation is fed into a deep reinforcement learning framework 

(i.e., actor-critic network). The proposed model outperforms four state-of-the-art methods. 

 

Bug localization is used to find relevant source code entities so that the bug can be fixed 

based on a given description (Dallmeier et al., 2007), which is typically a bug report. Shi et 

al., (2018) conducted a survey of hybrid bug localization methods and compared eight 

Learning to Rank techniques. Hybrid bug localization techniques utilize additional features 

extracted from the version history, source code, structure, and other additional features. 

The coordinate ascent algorithm without normalization as the Learning to Rank method 

performed best in the evaluation and outperformed two state-of-the art approaches.  

 

Software categorization is frequently used in several maintenance tasks, such as repository 

navigation and feature elicitation. LeClair et al., (2018) presents a set of adaptations to a 

neural classification algorithm for improved software categorization. The proposed 

approach is based on a neural based approach a code-description embedding (nn + cd). The 

neural network approach utilizes a C-LSTM model which combines the strengths of both 

CNN and RNN architectures. The experiments show that the approach exceeds previous 

software classification techniques and outperforming a recent text classification technique. 

 

(Meqdadi et al., 2019) proposes a method for automating the process of examining the 

version control system and identify which commits are related to an adaptive maintenance 

task. Prior this paper, a case study was conducted to understand and distinguish factors that 

commonly occur in adaptive commits. The commits are collected from three open-source 

systems from which various metrics are collected. Using the obtained metrics, three 

machine classifiers are used: J48, Naïve bayes, and JRip. The results of the experiments 

showed 84% accuracy at best and 75% accuracy at worst in the classification of commits. 
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5.4.3 Detecting problems 

 

Only a slighter smaller proportion (24%) of the papers were identified as problem 

detection solutions (Figure 10). These solutions aim to detect currently existing software 

problems. Many works focused on detecting code clones, which is a common way to copy 

code for reuse or prototyping. However, the use of code clones also tends to increase 

maintenance costs (Svacina et al., 2020). Hua et al. (2021) propose a functional code clone 

detection tool that combines hybrid code representation with attention networks. 

Functional code clones are a type of clone that is semantically similar in terms what it does 

but is different in how it is done. The proposed approach utilized RNNs applied with 

LSTM and graphical convolutional networks. The result of the study show that the 

proposed approach outperforms several other similar approaches.  

 

Das et al., (2019) proposes a CNN-based approach for the task code smell detection. 

Specifically, for the detection of two types of code smells: brain class and brain method. 

The approach was evaluated using the original source code of an open-source application. 

The experimental results show an accuracy around 95% for detecting the brain method and 

at least 97% for the brain class. 

 

Li et al., (2020) introduces a deep learning based automated program repair approach to 

improve and complement existing solutions. The approach, namely DLFix, utilizes a two-

layer tree-based RNN encoder-decoder model to learn local contexts and code 

transformations from prior bug fixes. Additionally, a CNN-based classification approach is 

built to re-rank possible patches. DLFix is empirically evaluated on public benchmarks and 

was able to outperform all the current deep learning automatic program repair approaches. 

 

He et al., (2020) presents a novel approach for the task of automatically detecting duplicate 

bug reports using Dual-Channel Convolutional Neural Networks (DC-CNN). A novel bug 

report representation is fed to a CNN model to capture the semantic relationships between 

bug reports. Using associate features, the report pair is classified according to whether they 

are duplicate or not. The performance of the proposed approach shows the effectiveness in 
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detecting duplicate bug reports. The proposed approach outperforms two state-of-the-art 

approaches that also utilize deep learning techniques.  

 

5.4.4 Conventions 

 

The final group of papers (10%) were identified as convention papers (Figure 10). These 

papers aim at providing similar conventions using AI, such as coding conventions or best 

practices. During software maintenance, developers can spend considerable work hours 

understanding the source code. Code comments are used comprehend programs, but the 

comments can be outdated, mismatched, or even completely missing. Hu et al., (2020) 

proposes DeepCom, a novel approach to automatically generate code comments for Java 

methods. It utilizes an NLP technique called Hybrid-DeepCom, which is a variation of the 

Seq2seq technique that converts one sequence to another using an RNN-based GRU. The 

proposed approach learns from a large code corpus and is used to generate comments from 

the learned features. The experimental results show that the approach outperforms the 

state-of-the-art solutions. 

 

Development and IT operation teams are increasingly cooperating as DevOps teams that 

rely on automation at both levels (Borovits et al., 2020). Borovits et al., (2020) proposes 

DeepIaC, a novel linguistic anti-pattern detection approach in infrastructure as code scripts 

used to provision and manage computing environments. Linguistic anti-patterns concern 

poor practices among naming, documentation, and implementation of an entity. It provides 

users automated support to debug inconsistencies for the names and bodies of the code 

units. They employ NLP techniques and CNNs in the consistency detection process. The 

approach yielded an accuracy ranging between 0.785 to 0.915. 

 

Markovtsev et al., (2019) introduces a new open-source tool, Style-Analyzer, to 

automatically fix code formation violations. The tool uses the decision tree forest model in 

adapting to each code base. The introduced tool is completely unsupervised and is built on 

top of their prior assisted code review framework. The solution automatically mines the 

formatting style of the analyzed Git repository. Based on the original style, style-analyzer 
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can suggest fixes for style inconsistency in the form of code review comments. The 

evaluation shows that Style-Analyzer remains effective in various training set sizes. 
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6 DISCUSSION 

 

The SMS was conducted to gain insight to what has been done recently towards AI 

assisted software maintenance. The study answers four research questions: 

 

• RQ1: What types of research are addressed? 

• RQ2: What have the papers contributed towards AI assisted software maintenance? 

• RQ3: What areas of software maintenance have been addressed? 

• RQ4: What kind of AI solutions or proposals have been reported in software 

maintenance work? 

 

Petersen et al., (2015) provided updated guidelines for performing a SMS and identified 

some of the validity threats concerning mapping studies from 2007 to 2012. Potential 

validity threats identified in the studies include theoretical validity, descriptive validity, 

and generalizability of the mapping. Publication bias can affect theoretical validity, as 

papers with negative or controversial views may not even be published. The researchers 

bias may also affect selection of publications and reporting the data and thus the theoretical 

validity. Descriptive validity may result due to poorly designed data extraction forms and 

recording of data. Generalizability validity threats for the results means that the focus of 

this SMS has been specifically on AI in software maintenance, and the results may not be 

generalizable for other areas of software engineering. 

 

The research done for this SMS is limited to software maintenance where AI has been 

discussed. Papers from 2018 onwards have been included to address the latest trends in this 

field. Possible bias related to the validity of the results may be the selection of the paper 

and the identification of the corresponding category. The papers have been selected and 

classified by a single person, thus when reproduced it is possible to lead to slightly 

different results. Towards mitigating the bias, a strict selection criterion (Table 1) was 

used, which is described in section 4.3 and for the classification in section 4.4.  
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The first research question showed that the emphasis is on empirical papers. The reason for 

the lower representation of non-empirical papers (28%) may suggest that there is already a 

vast amount of knowledge in the field to work with. Therefore, validating created or 

modified solutions based on prior approaches, or evaluating these solutions, could suggest 

why empirical studies have been superior in number. While non-empirical papers are not 

primarily data-driven studies, they are important for creating theories, discussion, and 

providing comprehension for existing literature. Furthermore, the results reinforce the 

concern addressed by Thompson et al., (2021) in section 3.2.4. The progress in deep 

learning may risk stagnation, and the research community needs to address its 

computational costs or risk the future of much slower progress. Non-empirical papers are 

important in this regard since they provide discussion and ideas for future adaptation. 

 

In the second research question, most papers contributed towards either a model or a 

method and were by far the most common way to present and analyze the approaches in 

the field. Noteworthy of the results here are the papers contributed towards processes (5%), 

which were relatively few in comparison and may potentially reflect the threshold for the 

practical application of AI approaches. Therefore, additional research contributing towards 

processes would be much needed in the future. Similarly, Arpteg et al., (2018) reported 

that software engineering still lacks well-functioning tools and best practices for applying 

deep learning.  

 

The results of the third research question showed a clear emphasis on papers focusing on 

perfective and preventive maintenance, combining a total of 94%. This suggests the trend 

where AI is likely to be most useful: improving performance, maintainability, and 

preventing any future problems. In this study, it was found that recent papers regarding 

corrective maintenance (1%) were almost non-existent. Preventing problems before they 

occur seems the most ideal use case and may explain the low number of corrective 

maintenance papers. Utilizing the power of AI to discovering problems instead of solving 

them may seem like a safer option from an industry perspective until it achieves near-

perfect results. However, even when using AI, unexpected problems are due to occur at 

some point, which does not make corrective maintenance unnecessary. For future research, 
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combining AI solutions for corrective and preventive maintenance could be a viable option 

for mitigating the problems. 

 

The final research question showed a somewhat even distribution among the solutions 

identified. Certain topics such as bug triaging, bug prediction, and code clones, were 

highly represented in the gathered data. Similar findings have been made in a study by 

Yang et al., (2020) that collected data from 2015-2020, including all other software 

engineering activities. The recurrence of these topics suggests that the activities associated 

with them are problematic and will certainly benefit from AI techniques. 
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7 CONCLUSION 

 

Software maintenance plays an important role in any software project since it is 

responsible for any modifications to a software product after its release. Maintenance is a 

laborious and expensive activity that typically consumes a high portion of the total costs of 

a software product’s life cycle. AI is already being used in solving many non-trivial to 

highly complex tasks, which makes software maintenance an ideal area for the application 

of intelligent solutions. Several steps have been taken towards the automation of 

maintenance tasks using state of the art AI algorithms. Deep learning in particular has 

brought many advantages over conventional machine learning techniques. The SMS 

method conducted in this study presented the latest trends and solutions towards this field. 

The study provides an overview of the concepts that can be used to understand research on 

software maintenance with AI. The results can be used to identify the latest contributions 

in this field and to identify potential research gaps. 

 

The results of this study indicate that there is a need for more corrective maintenance-

oriented papers in the future. Corrective maintenance problems are typically the most 

undesirable and are ideally addressed through preventive maintenance solutions. Papers 

identified as non-empirical accounted for only about a quarter of the total amount of 

selected publications. Empirical papers provide the necessary validation for proposed 

techniques, but non-empirical papers create the starting point for further empirical research 

in the form of theories and discussion. Furthermore, from the results can be concluded that 

there is a need for more papers describing processes. Processes can provide key 

information, especially in industry-scale implementations for recent AI solutions. 
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