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The aim of this thesis is to predict the FTSE All-Share index close-to-close price direction using 

sentiment analysis on tweets from UK. Global and UK tweet datasets are fetched using Twitter 

Academic Research Application Programming Interface. In total 16.4 million tweets are 

fetched. For sentiment analysis the selected method is emotion recognition using Ekman’s six 

basic emotions scheme. Granger-causality analysis is used to select emotion-lag combinations 

that are useful in predicting the close-to-close price direction. With significance level of 1% 

these emotions are “Sadness” from the global dataset and “Fear” from the UK dataset. 

 

For price direction classifier Support Vector Machine is used. Results are validated using 

development-test set splitting, cross-validation on a rolling basis and hyperparameter 

optimization with grid search. The models are evaluated using accuracy, precision, recall and 

confusion matrix. Three SVM models are created, one using only the past prices, one using the 

past prices and emotion data from global tweets, and one using the past prices and emotion data 

from UK tweets. The findings are that using emotion data from global tweets increase the 

performance of the model while using emotion data from UK tweets does not increase the 

performance. 
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Tämän Pro Gradu -tutkielman tavoitteena on ennustaa FTSE All-Share indeksin päivittäisen 

loppukurssin muutoksen suuntaa käyttämällä tunnetila-analyysiä Iso-Britanniasta lähetetyistä 

tweeteistä. Twitterin akateemisen tutkimuksen ohjelmointirajapinnasta haetaan kaksi joukko 

tweettejä, yksi maailmanlaajuinen sekä toinen vain Iso-Britanniasta. Yhteensä tweettejä 

haetaan 16.4 miljoonaa kappaletta. Tunnetila-analyysissä käytetään tunteiden 

tunnistusmenetelmää, jolla tweetit luokitellaan Ekmanin kuuteen perustunteeseen. Granger-

kausaalisuusanalyysillä valitaan tunne-viive-yhdistelmät, jotka voivat olla hyödyllisiä 

loppukurssin muutoksen suunnan ennustamisessa. Yhden prosentin merkitsevyystasolla 

valitaan tunne ”Surullisuus” maailmanlaajuisesta tietojoukosta sekä ”Pelko” Iso-Britannian 

tietojoukosta. 

 

Loppukurssin muutoksen suunnan ennustamiseen käytetään tukivektorikonetta. Tulokset 

vahvistetaan käyttämällä kehitys-testaus-jaottelua, jatkuvaa ristivalidointia ja hyperparametrien 

optimointia ruudukkohaulla. Tulokset arvioidaan käyttämällä mittana ulkoista tarkkuutta, 

sisäistä tarkkuutta, herkkyyttä sekä  confusion matriisia. Kolme tukivektorikonemallia 

rakennetaan niin, että yksi malleista käyttää lähtöarvoina vain edellisiä loppukurssin muutoksia, 

toinen malli käyttää tämän lisäksi maailmanlaajuista tunnetilatietoa, ja kolmas malli käyttää 

loppukurssin muutoksen lisäksi Iso-Britannian tunnetilatietoa. Tutkimuksessa havaitaan, että 

maailmanlaajuisen tunnetilatiedon käyttäminen parantaa ennustuksia, kun taas Iso-Britannian 

tunnetilatiedon käyttö ei paranna ennustuksia. 
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1. Introduction 

According to Efficient Market Hypothesis, stock prices reflect all information available, and 

investor cannot consistently gain excess returns by analysing the market further. (Fama 1970) 

For as long as financial markets have existed, investors have been trying to challenge this 

hypothesis and develop methods and strategies to give them the edge over the market in 

predicting performance of investment instruments. One of these strategies comes from 

behavioural economics, where it has been found that the decisions of investors are irrational 

and highly affected by their emotions (Robertson et al. 2006). Investors can try to measure 

emotions in a group or the general public and find connections between these emotions and the 

irrational decisions humans make in financial markets to improve their predictions on various 

investment instruments. 

 

One way to measure emotions of the public is to study sentiments in social media. The amount 

of user-generated content on the internet, especially social media and blogs, has grown 

exponentially in the last years. Unlike professional publishing, which is mostly objective, 

factual and rid of emotions, user-generated content is full of opinions and emotions. Automatic 

systems can be used to recognize these emotions, and with large enough sample of data this 

can be used to represent the public mood. (Colnerič & Demšar 2020) Information about 

emotions gathered from online sources has been used successfully in many practical 

applications. It has been used to predict movies’ financial success (Mishne & Glance 2005), 

book sales (Gruhl et al. 2005) and stock market fluctuations (Bollen et al. 2011). 

 

As social media becomes more popular in different demographic groups, data gathered from 

social media better represents the general public. Also, as the amount of user-generated content 

increases, it is possible to collect data from smaller and smaller sub-groups of people while still 

having enough data for reliable analysis. The interest of this study is to test if emotions from a 

smaller sub-group, i.e., people from UK, perform better than emotions from worldwide public 

in predicting close-to-close price direction of selected investment instrument from London 

Stock Exchange. 
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1.1 Objectives and limitations 

The object of this study is not to propose the best possible predictive model for stock market 

indices in general, but to asses the effects of using a model which includes information about 

public mood compared to a baseline model, and to compare the differences of model using 

global public mood and model using country-specific public mood. The selected investment 

instrument is FTSE All-Share Index. The research questions are formulated as follows: 

 

Question 1: Can the sentiment of global tweets be used to predict the direction of FTSE All-

Share Index daily close-to-close price? 

 

Question 2: Can the sentiment of tweets from UK be used to predict the direction of FTSE 

All-Share Index daily close-to-close price? 

 

This study has a few limitations worth considering. Firstly, the study does not use the actual 

public sentiment but the sentiment of Twitter users as a proxy for the public sentiment. It may 

be possible to get better results if the actual public sentiment is studied with for example a 

questionnaire. Secondly, the study focuses solely on a single investment instrument and 

country. For more general results additional research needs to be conducted. 

 

1.3 Structure of thesis 

The structure of this thesis is the following. The first chapter gives a brief introduction and 

background of the study. In this chapter the research questions and limitations of the study are 

stated. In chapter two a literature review over market predictability, public moon in decision 

making and stock prediction is carried out to provide knowledge of the relevant topics in this 

study and what has been researched before. In chapter three important methodology and 

research methods used in this study are explained in detail. Chapter four describes the data used 

in this study as well as explains how the data was gathered. After that, in chapter five, the 

implementation of the study is described, and the results of the study are presented. Lastly, in 
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chapter six the research questions are answered, and limitations of the study and future research 

possibilities are discussed. 
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2. Literature review 

This chapter contains previous research on stock prediction using sentiment analysis. 

 

2.1 Market predictability 

Stock market prediction has always been an interesting research area for both academia and 

businesses. According to Efficient Market Hypothesis (EMH), stock prices contain all 

information available, and prices only change by the effect of new information instead of past 

prices. Because new information cannot be predicted, the stock prices follow a random walk 

pattern, and therefore they also cannot be predicted accurately. (Fama 1965) Markets can be 

categorized based on how much information is available. The markets with more information 

available for the market participants are more efficient than markets with less information, 

making the markets with more information more unpredictable. Therefore, stock markets, 

which have a lot of information publicly available, are assumed to be highly efficient and 

cannot be predicted by further analysis. (Fama 1970)  

 

EMH has three different levels: weak, semi-strong, and strong. They differ in terms of the 

information they assume is processed efficiently. The weak form assumes that all past 

information is priced into the current stock prices. This means looking at the past prices does 

not help in predicting the future, so technical analysis (see chapter 2.3.) does not work. The 

semi-strong form assumes that all publicly available information is factored in the prices and 

new information is instantly factored in the prices. This means that in addition to technical 

analysis, fundamental analysis also cannot provide an advantage in predicting the market. 

Strong form EMH assumes that all information, public and private, is factored in the prices, 

which means the market is perfect, and no advantage can be gain over the market. It is worth 

noting that EMH does not say that no investor can outperform the market; it only states that 

because no amount of analysis can give an investor an edge over the market, investors that beat 

the market are just lucky outliers. (Fama 1970) 
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Throughout the years, EMH has been examined and challenged, and numerous studies have 

shown that stock market prices can be predicted at least to some degree. (e.g., Butler & 

Malaikah 1992; Qian & Rasheed 2007). Behavioral economists have shown that investors in 

capital markets are not always rational and act differently on new information (Oberlechner & 

Hocking 2004). 

 

Adaptive Market Hypothesis (AMH) combines EMH and behavioral economics. AMH argues 

that even though the investors are mainly rational, they sometimes become irrational, which 

shows in the market as for example loss aversion, overconfidence and overreaction. This 

irrationality makes the market less efficient and more predictable. (Lo 2005) AMH has been 

shown to better describe the stock market than the EMH in US, Japan and UK with long-term 

data (Urquhart & Hudson 2013). This result indicates that the stock market is not always 

efficient, less than perfect investors survive and influence market outcomes, and these 

outcomes can potentially be predicted. For this study, these results are important, as they state 

that stock market is not efficient, and it is influenced by decision-makers behaving irrationally. 

 

2.2 Public mood and decision making 

Behavioral economics is a combination of economics and psychology that studies markets in 

which some of the agents display human limitations, including psychological, cognitive and 

emotional factors. (Mullainathan & Thaler 2000) Behavioral economists have found that 

investors’ decision-making is indeed irrational and affected by investors’ emotions (Robertson 

et al. 2006). When given the same information, the interpretation of that information differs 

greatly between people (Friesen & Weller 2006). Also, the response of investors to new 

information changes based on whether they feel optimistic or pessimistic about the future 

market prior to the news (Bollen & Huina 2011). 

 

Social mood is defined as “the aggregate, unconscious levels of optimism and pessimism in a 

society” (Prechter 1999). Social mood is a significant factor in determining the decisions made 

by customers, investors and corporate managers (Nofsinger 2005). Because of this, it is a 
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reasonable assumption that the public mood and sentiment can affect stock market value just 

like new information (Bollen et al. 2011). Twitter sentiment has been used as a representation 

of public mood, for example in “Pulse of Nation”, a real-time map of U.S. mood throughout 

the day (Mislove et al. 2010). 

 

2.3 Stock prediction methods 

Various research since have shown that the stock market prices do not change randomly and 

indeed can be predicted using various external and internal variables. These studies can be 

classified into three distinct stock market prediction philosophies: fundamental analysis, 

technical analysis and sentiment analysis. (Nguyen et al. 2015) 

 

Fundamental analysis studies macroeconomic factors, industry factors and company factors 

that can affect the stock’s value. Indicators used in fundamental analysis are for example gross 

domestic product, consumer price index, industry stock indices, price-cash flow ration and debt 

over book equity ratio. These indicators are used to identify stocks that are currently traded at 

prices that are higher or lower than their actual value (Edwin & Martin 1995). This thesis does 

not include fundamental analysis methods, and the subject is not discussed further. 

 

Technical analysis on the other hand uses past market data, such as price and trading volume, 

to predict the direction of stock prices (Bodie et al. 2005). Technical analysts believe that there 

are visual patterns in stock prices that experienced eye or machine-learning algorithm can 

detect. (Nassirtoussi et al. 2014)  

 

In the early days, technical analysts used simple and easily calculated rules and linear models 

for prediction (Yu et al 2013). One of the most popular models for time series forecasting was 

Box-Jenkins Auto-Regressive Integrated Moving Average (ARIMA) (Box & Jenkins 1970). 

Other popular technical analysis tools were Filter Rules, Moving Average and Trading Range 

Breakout Rules. In a recent study, these traditional tools were put into test again and it was 

found that most of the time these tools do not have predictive power. (Yu et al. 2013) 



16 
 

 

With the rising power of machine learning and its new deep learning prediction tools there have 

been numerous studies with the effort of creating sophisticated and more accurate technical 

analysis models. Table 1 collects some of these recent technical analysis studies. 
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Table 1. Recent research on stock prediction using technical analysis

Author Methods Predict target Results 

Anastasakis & Mort (2009) SONN GBP/USD Monthly return of 10% to 53% from the maximum profit 

possible. 

Vanstone & Finnie (2010) ANN, GMMA, 

Naïve buy-and-

hold 

ASX200 ANN attained over 100% higher profit per day than other 

models. 

Huang et al (2010) Chaos-based 

SVR, SVR, 

Six exchange rates Chaos-based SVR performed better than pure SVR based on 

three performance measures. 

Bahrepour et al. (2011) FTS, GP FOREX FTS attained more accurate results than GP. 

Ghazali el al. (2012) FLNN, PSNN, 

RPNN DRPNN, 

IBM, CMESP, CBT-10, CBT-30, 

UK/EU, UK/US, US/EU, JP/EU, 

JP/US, JP/UK 

DRPNN performed best attaining 0,02-11,23% higher 

annual returns compared to other NN models. 

Sermpinis et al. (2012) Naïve, ARMA, 

MLP, RNN, 

PSNN, GP, GEP 

EUR/USD PSNN and GEP clearly outperform other models. 

Nousi et al. (2019) SVM, SLFN, 

MLP 

Five Finnish stocks MLP performed better than SVM and SLFN. 
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Even though technical analysis studies do not consider sentiment of social media, using these 

methods can be used to investigate whether there are patterns in the historic prices or not. In 

addition, a model with only past prices can be used as a baseline to evaluate whether adding 

the sentiment to the model increases its predictive power. (Nguyen et al. 2015) 

 

2.4 Stock prediction with sentiment analysis 

There has been previous research on correlation between public sentiment and stock prices. 

Before social media sites like Twitter or Facebook, the focus was on using internet message 

boards to try to predict the stock markets. Tumarkin & Whitelaw (2001) found that the stock 

market is predictable from using message board data and a linear time-series model. Antweiler 

& Frank (2004) on the other hand found that positive shocks in message board postings predicts 

negative returns on the next day, but even though this effect was statistically significant, it was 

economically extremely small. 

 

2.4.1 Financial news 

Financial news provide information on macro-economic environments, industry situations and 

company conditions, which are also the categories fundamental analysis studies (Feuerriegel 

et al. 2016). Because of this, financial news are attractive source of easily acquirable text data 

for fundamental and sentiment analysts. Financial news are usually free or cheap to access from 

various sites and already categorized for example by industries or companies. 

 

Li et al. (2013) studied news sentiment impact on stock prices in Hong Kong. They compared 

six different sentiment analysis models and made two key findings. Firstly, they found that 

including the sentiment does improve the prediction accuracy, and models with sentiment 

analysis outperform bag-of-words models, which simply count the occurrence of each word. 

These two methods are further explained in chapter 3. Secondly, the model with only a 

sentiment polarity did not have any predictive power. 
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Hagenau et al. (2013) used sentiment analysis on over 14 000 corporate announcements over 

11 years to create a rewarding trading strategy. These corporate announcements from Germany 

and UK were gathered from authorized intermediate publishers DGAP and EuroAdhoc. Penny 

companies were filtered out of the data, as well as news containing less than 50 words. They 

used feature extraction methods to create dimensions from all 2-word combinations in the 

documents, and feedback-based feature selection to select the most important dimensions to 

reduce noise in data and boost classification accuracy of the model. For the trading strategy 

they focused on the 110 most liquid stocks and followed simple rules: For positive trading 

signals gotten from the sentiment analysis, the stock is bought. For negative trading signals the 

stock is short-sold. The model achieves accuracy of 76%. They argue that even though using a 

huge number of dimensions generally lead to over-fitting of the model, their feature selection 

of semantically relevant features reduces the problem of over-fitting. They back this claim by 

confirming the results with additional separate test data set. 

 

Strauß et al. (2016) studied relationship between Dutch financial news and 21 stocks listed on 

the Amsterdam Exchange index. For sentiment they used emotion index, which was calculated 

by subtracting the number of negative words from positive words and dividing by the sum of 

the number of positive and negative words per stock and per day. In addition, they used the 

past opening prices of the stocks. The study found that financial news had no statistically 

significant effect on the opening prices of stocks the following day. 

 

Allen et al. (2019) used Financial News Sentiment scores, which are black-box sentiment 

scores reported by Thomson Reuters News Analytics, to predict returns on stocks traded in the 

DJIA. The analysis evaluated two models, one with only the sentiment scores as independent 

variable, and one with the sentiment scores augmented to Fama-French three-factor asset 

pricing model. The results show that the sentiment factor significantly improve the traditional 

asset pricing model. Cahan et al. (2009) and Hafez & Junqiang (2012) found similar results in 

their recent studies. 
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Shynkevich et al. (2016) tried to improve financial forecasting from financial news by 

categorizing the news into five categories: sector-specific, group-industry-specific, industry-

specific, sub-industry-specific and stock-specific news. The categories were then pre-

processed independently, and Multiple Kernel Learning (MKL) was used to learn from these 

new categories and combine the results into a single prediction decision. The model achieved 

accuracy of 74,95%. 

 

2.4.2 Social media 

In addition to financial news, social media is an important source of text data for sentiment 

analysts. Social media is a computer-based platform that allows sharing of thoughts, ideas, and 

information in virtual networks (Lexico 2021). Examples of popular social media platforms 

are Facebook, Snapchat and Instagram. Compared to financial news, social media can provide 

a lot more data from a large and diverse set of content creators. On the flip side social media 

data is noisier, harder to collect and more unformal, making it harder to analyze (Bollen et al. 

2011). 

 

Social media can be used in two ways to predict the stock. Firstly, it can be used like financial 

news, as collection of text data about a specific stock. This requires collecting social media 

posts that talk about said stock, which can be achieved by filtering social media posts 

containing the ticker symbol of the stock, e.g. $GME for GameStop. Secondly, social media 

can be used to measure the users’ general emotions, which can impact the stock market (see 

chapter 2.2). 

 

Zhang et al. (2010) used Twitter posts to predict stock market indices such as S&P 500, Dow 

Jones and NASDAQ. Their method was rather simple, as they selected seven mood words ( 

“Worry”, “Nervous”, “Anxious”, “Upset”, “Hope”, “Happy” and “Fear”) and measured public 

mood daily by counting all tweets containing these words. They found that emotional outbursts 

of any kind do predict how the stock market will react the next day. When the number of tweets 

containing words “Fear”, “Hope” and “Worry” are low, the Dow goes up. When the number 

of tweets containing words “Fear”, “Hope” and “Worry” are high, the Dow goes down. 
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Bollen et al. (2011) used about 10 million English tweets from all over the world to predict 

whether the DJIA-index close-to-close price goes up or down on a given day. They used two 

sentiment analysis tools, Google-Profile of Mood States (GPOMS) and OpinionFinder. 

OpinionFinder generates a positive vs. negative score of public mood, and GPOMS provides a 

six-dimensional time series with labels “Alert”, “Calm”, “Sure”, “Kind”, “Vital” and “Happy”. 

OpinionFinder was found not to have effect on prediction accuracy compared to using only 

historical DJIA values. They then used Granger-causality analysis to see which of the seven 

moods generated with GPOMS correlate with the DJIA-index. Finally, they created Self-

organizing Fuzzy Neural Network (SOFNN) model to predict the direction of the DJIA-index 

close-to-close price using different combinations of the mood states and the past 3 days of 

DJIA closing values. The highest prediction accuracy of 86,7% was achieved with the past 

values and GPOMS dimension Calm. For future study they state, that as Twitter becomes more 

popular internationally and the use of smartphones using geo-location increases, it is important 

to factor the location to avoid cultural and geographical sampling errors. (Bollen et al. 2011) 

The research has been criticized for having too small test set of only 14 to 15 dates (Nguyen et 

al. 2015). 

 

Mittal & Goel repeated the research of Bollen et al. (2011) with a larger dataset of 476 million 

tweets and validated the results using k-fold sequential cross validation. They obtained a 

prediction accuracy of 75,56%. They also compared four different algorithms: linear 

regression, logistic regression, SVM and SOFNN. The algorithms predicted the direction of 

DJIA with accuracies of 71,11%, 60%, 59,75% and 75,56% respectively. Among the observed 

dimensions, the best results were obtained with a feature set containing the past DJIA values, 

“Calm” mood values and “Happiness” mood values from the past three days. (Mittal & Goel 

2011) The results of Bollen et al. (2011) and Mittal & Goel (2011) indicate that using sentiment 

analysis on tweet data can predict stock indices and it works best when combined with past 

stock index prices. 

 

In the recent years there have been multiple studies trying to improve the models predicting 

stock market with Twitter sentiment using different methods. One of these methods is using 

standard topic model to aggregate tweets into longer documents to improve the performance 
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of the sentiment analysis (Hong & Davison 2010). Another method is reducing the irrelevant 

noise in the data. Huang et al. (2019) did this by rating Twitter users’ trustworthiness using 

four dimensions, Authority, Experience, Expertise and Reputation, and then using this rating 

to weigh tweets in the sentiment analysis. Similarly, Groß-Klußmann et al. (2019) reduced this 

noise by identifying expert users who mostly tweet about financial topics, and only considering 

tweets by these users. This thesis takes similar approach by reducing noise in the data by only 

considering tweets from users in the same country as the studied stock index. 

 

Table 2 collects some previous research on the topic of predicting stock market with social 

media sentiment analysis
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Table 2. Recent research on stock prediction using social media sentiment analysis

Author Sentiment analysis methods Prediction methods Predict target Results 

Bollet et al. (2011) OpinionFinder, GPOMS SOFNN DJIA Direction accuracy of 86,7%. 

Zhang et al. (2010) Mood words Correlation analysis NASDAQ, S&P 500, 

VIX 

Correlation between outbursts of emotion 

and prices. 

Nguyen et al. (2015) LDA, JST SVM 18 stocks Average direction accuracy of 54,4% 

Sul et al. (2014) Harvard-IV dictionary Linear Regression S&P 500 companies’ 

stocks 

Strong correlation between sentiment and 

stock prices. 

Mittal & Goel (2011) GPOMS SOFNN, SVM, Linear 

regression, Logistic 

regression 

DJIA Direction accuracy of 75,56%. 

Derakshan & Beigy 

(2019) 

LDA-POS SVM, NN 23 stocks Direction accuracy of 56,24%. 

Picasso et al. (2018) L&Mc and AffectiveSpace 

dictionaries 

RF, SVM, NN 20 stocks Annualized return of 85,2%. 

Shi et al. (2018) Word2vec, CNN, RNN, Linear 

regression 

SVM, Logistic regression 180 stocks Direction accuracy of 55,15%. 
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In summary, using Twitter sentiment seems to have potential in predicting the stock market. 

Past literature indicates that models using emotion recognition perform better than models 

that use polarity detection (see chapter 3.4). In addition, using a feature set containing both 

the past prices of the index and the sentiment analysis scores have led to better performing 

models than using just the past values or just the sentiment analysis scores. (Bollen et al. 

2011; Mittal & Goel 2011; Strauß et al. 2016; Derakshan & Beigy 2019) 
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3. Methodology and research methods 

In this chapter the relevant methodology for the study and the used research methods are 

explained. The topics are Twitter, Twitter Application Programming Interface, sentiment 

analysis, Support Vector Machine, and evaluation and validation of the models. 

 

3.1 Twitter 

Twitter is an American microblogging and social media site on which users interact with 

each other with short messages called “tweets” (Twitter 2021a). Twitter has over 350 million 

monthly active users and over 500 million tweets are sent every day. Even though Twitter is 

an American company, about 80% of the users are not based in the US. (Dean 2021) 

 

Tweet is a short message that a user posts into their Twitter profile. A tweet can have up to 

280 characters and it can in addition contain photos, GIFs, videos, polls and location data. 

By default, tweets are public, which means they can be accessed and read by anyone without 

any approval by the creator of the tweet. (Twitter 2021a) This differs from social media sites 

like Facebook, where the content is by default only shared with people you have approved, 

e.g., to your list of friends. Figure 1 shows an example of a tweet. 
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Figure 1. An example of a tweet. 

 

3.2 Twitter Application Programming Interface 

The tweets used in this study are gathered using Twitter Application Programming Interface 

(API). API is a software intermediary which allows software to interact with each other using 

a common language (Hubspire 2021). Another way to define API is “a description of the 

way one piece of software asks another program to perform a service” (Orenstein 2000, p. 

66). 

 

Twitter API provides the tools necessary for a developer to programmatically use Twitter, 

for example to automatically post tweets, to follow tens of thousands of users, which by hand 

would take hours, in a few seconds, or to retrieve a set of tweets following specific rules. 

 

Twitter API consists of numerous endpoints, which are identified by their URLs. For 

example, to retrieve information about a specific user you would send the request to URL 

ending with “users/by/username/”, and to find a specific tweet you would send the request 

to URL ending with “/tweets/“. 

 

Some of the endpoints require no authentication, for example anyone can retrieve a public 

tweet, while some require authentication to identify the requester or to check the requester’s 

privileges to that endpoint. In January 2021 Twitter launched its new Academic Research 
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API product track. The new product track allows academic researchers free access to the full 

history of public tweets, which previously was limited to rather expensive Enterprise product 

track. The new product track also gives access to significantly higher monthly tweet volume 

cap of 10 million instead of previous 50 thousand. To get access to Academic Research API 

you must be either a master’s student, doctoral candidate, post-doc, faculty, or research-

focused employee at an academic institution or university. In the review process Twitter 

confirms your identity and makes sure the project adheres to Twitter Developer Agreement 

and Policy. The Academic Research API can only be used for non-commercial purposes. 

(Tornes & Trujillo 2021) To manage the volume of data sent in API requests, Twitter API 

Academic Research product track has set rate limits. A user can send one API request per 

second, and at most 300 requests every 15 minutes. (Twitter 2021b)  

 

3.3 Sentiment analysis 

Text mining is a branch of artificial intelligence (AI) that extracts information from text data 

for future analysis. It takes raw, unstructured text data, and transforms it into structured data 

suitable for analysis. (Feldman & Sanger 2007) Sentiment analysis (also known as opinion 

mining) is a text mining method that aims to find the opinions and attitudes (i.e., sentiment) 

of the author from the text. 

 

The two main tasks of sentiment analysis are emotion recognition and polarity detection. 

Emotion recognition aims to identify emotions such as “Joy”, “Anger” and “Fear” from text. 

Emotion recognition is a knowledge-based technique, which means text is classified based 

on linguistic rules and/or the presence of unambiguous affect words or strings of characters. 

Emotion recognition can be done using sentiment lexica. Lexicons contain a dataset of words 

which are categorized into classes of basic emotions. (Cambria 2016) These words are 

searched and counted from the analyzed text and mapped to the basic emotions to find the 

emotions present in the text. Some popular open-source emotion recognition lexicons are 

Affective Lexicon, WordNet-Affect, SentiwordNet and SenticNet (Ortony et al. 1988; 

Strapparava & Valitutti 2004; Esuli & Sebastiani 2006; Cambria et al. 2014). The major 

weakness of this approach is the poor recognition of linguistic rules. For example, lexicon-
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based sentiment analysis most likely correctly classifies sentence “I love Sundays” as happy, 

but it would likely fail on sentence like “I do not love Sundays”. Another downside of a 

word lexicon approach is the need of pre-processing of the text data. Most lexicons require 

every word to be stemmed to work properly because they contain only the base form of 

words. Stemming is a process of reducing words to their base form, for example stemming 

a word “jumping” would produce word “jump”. (Cambria 2016) 

 

These problems of lexicon-based approaches can be avoided by using character-based 

emotion recognition. In this approach a neural network is taught with labeled text data, and 

characters are passed to the neural network one at a time. The task of the neural network is 

to combine characters into suitable representation, i.e. to find combinations of characters 

that have predictive power, and predict emotions. In this approach the text data does not need 

to be pre-processed at all, in fact that might lower the model performance because of loss of 

information. For example, it is up to the neural network to decide whether to treat words 

“jump” and “jumping”, or “love” and “loooooove”, differently. (Colnerič & Demšar 2020) 

 

In emotion recognition also the scheme must be decided, which means the set of output 

words that are tried to be identified from the text data. Williams et al. (2019) compared six 

different classification schemes for emotive language analysis to find the most useful scheme 

for classifying emotions in text. The six schemes were Plutchik’s wheel of emotions, 

Ekman’s six basic emotions, Emotion Annotation Representation Language (EARL), 

Watson and Tellegen’s Circumplex theory of affect, the WordNet-Affect, and free text. The 

study found Ekman’s six basic emotions to be the most useful scheme as it was the easiest 

to use by humans and the best in training a machine learning algorithms. The emotions 

identified in Ekman’s six basic emotions are “Joy”, “Disgust”, “Sadness”, “Fear”, “Surprise” 

and “Anger”. (Williams et al. 2019). This is also the scheme used in this study. 

 

Polarity detection classifies texts into categories based on how positive or negative they are. 

Usually, polarity detection is a binary classification with categories such as “positive” and 

“negative”, or “thumbs up” and “thumbs down”, but it can also be extended to have more 

categories such as “neutral”, “very positive” and “very negative”. (Cambria 2016) The 
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literature review in chapter 2 indicates that in stock prediction using emotion recognition 

methods perform better than polarity detection methods (Bollen et al. 2011; Goel & Mittal 

2001). Because of this polarity detection is not used in this study and will not be discussed 

further. 

 

Sentiment analysis can be done on three different levels of detail: document, sentence or 

aspect. Document-level sentiment analysis classifies the whole text body into one sentiment 

value. Sentence-level sentiment analysis splits the text body into sentences and classifies 

every sentence separately. Aspect-level sentiment analysis selects aspects and analyzes the 

sentiments toward those specific aspects. (Hu & Liu 2004) Aspect is the object of the 

sentiment, for example from customer feedback text data aspect-based sentiment analysis 

could be used to separate sentiments towards “quality of product”, “customer service” and 

“speed of service”. This study performs sentiment analysis on document-level with one tweet 

being one document. This is because this study examines the overall public sentiment so 

dividing the tweets into different categories based on their topic would not be useful. Also, 

as tweets are short and usually about a single topic, it is not necessary to split the tweets 

further into individual sentences. 

 

3.4 Support Vector Machine 

Machine learning is described as the study of computer algorithms which improve 

themselves through experience. (Mitchell 1997, p. 1) A machine learning model does this 

by taking data as input, calculating the error between the performance of the initial model 

and the ideal performance, and adjusting itself with that information to perform better in the 

next iterations. Machine learning algorithms are distinguished into three forms: supervised 

learning, unsupervised learning and reinforcement learning. (Joshi 2020, pp. 9-20) In 

supervised learning, the algorithm learn on training set that contains the correct solutions, 

called labels (Géron 2019). Classification algorithms are examples of supervised learning 

which use a function to map an input to an output based on example input-output pairs 

(Russell & Norvig 2010, p. 528). In unsupervised learning, the training data is unlabeled, so 

the system learns without a teacher, i.e., without the correct output values. Examples of 
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unsupervised learning are clustering, anomaly detection and dimensionality reduction. In 

reinforcement learning, the system is taught to make ideal decisions by either maximizing 

defined reward function or minimizing loss function. (Géron 2019) 

 

Support Vector Machine (SVM) is a supervised learning algorithm. It was invented by 

Cortes & Vapnik in 1995. SVM is one of the most popular ML models, and it can be used 

for linear or nonlinear classification, support vector regression and outlier detection. It is 

especially good for classification of small to medium datasets. SVM does not work with 

large datasets, because its time complexity grows with the square of the number of data 

points. (Géron 2019) 

 

The fundamental idea of SVM is to find a line (or a hyperplane in high dimensional datasets) 

that separates two classes and stays as far away from the closest training instances as possible 

(Kubat 2017, 85). In dataset with two dimensions, this can be illustrated as finding the widest 

possible “street” that separates two classes. Figure 2 is an example of this kind of SVM 

classifier. 

 

 

Figure 2. An example of SVM classifier. The dashed lines represent the decision 

boundaries. The observations on decision boundaries are support vectors. 
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The hyperplane is found by computing the distance from the hyperplane to each observation, 

choosing observations from both classes with minimum distances, and making sure the 

distance from both observations to the hyperplane are equal. These chosen observations, 

which are located on the decision boundaries, are called support vectors. The SVM model is 

completely defined by its support vectors, which means that adding more observations, that 

do not have smaller minimum distance and therefore do not replace the current support 

vectors, to the dataset do not change the model. (Géron 2019) 

 

In 2-dimensial space hyperplane equation with slope m and intercept c is: 

 

 mx + c = 0 (1) 

 

In n-dimensional space hyperplane can be generalized as: 

 

 wx + b = 0 (2) 

Where x is the feature vector, w is the weight, b is the bias term, and expression wx means 

w1 x1 + w2 x2 + …+ wD xD where D is the number of dimensions of x. The goal of SVM is 

to maximize this function by tuning w and b while satisfying specified constraints. The first 

constraint is that the labels must be predicted correctly. This can be written as: 

 

 wxi  −  b ≥  +1        if yi =  +1 

wxi  −  b ≤  −1        if yi  =  −1 

(3) 

 

Or more compactly: 

 

 yi(wxi − b) ≥ 1 (4) 
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The second constraint is to maximize the margin, in other words the distance between the 

decision boundaries. Geometrically, the distance between two parallel hyperplanes is: 

 

Where ||w|| is the Euclidean norm of w: 

 

 
||w|| =  √w1

2 + w2
2 +  w3

2 + ⋯ +  wD
2  

(6) 

 

So, to maximize the margin, the Euclidean norm of w must be minimized. Putting everything 

together, the final optimization problem is: 

 

 Min ||𝑤||                    s. t.     yi(wxi − b) ≥ 1    for i = 1, … , N  (7) 

 

That is, minimize the norm of w so that all predictions are correct. (Hastie et al. 2009, pp. 

417-421) 

 

Because SVMs maximize the absolute distance between observations for classification, they 

are sensitive to differences in the scales of dimensions. Dimensions with higher values have 

bigger impact on the model than dimensions with smaller values, which distorts the 

classification and can make it inaccurate. (Géron 2019) This problem can be fixed by feature 

scaling the dataset before training the model, so all dimensions have the same scale. 

 

 
D =  

2

||w||
 

(5) 
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SVMs, which strictly separate two classes in a way that every observation is at least a margin 

away from the hyperplane, are called hard margin classifiers. Hard margin classifiers have 

two main problems. Firstly, they perform poorly on data with outliers. A single outlier 

observation that is close to the other class changes the model greatly and the model might 

not generalize well. A solution to this is using soft margin classification, which makes a 

compromise between separating the two classes perfectly and having the largest margin 

possible by allowing some observations to be inside the margins. (Géron 2019) This is done 

by introducing a hinge loss function: 

 

 max(0, 1 − 𝑦𝑖(𝑤𝑥𝑖 − 𝑏)), (8) 

 

which is equal to 0 if wxi lies on the correct side of the decision boundary. When the 

observation is on the wrong side of the decision boundary, the value is proportional to the 

distance to the decision boundary. The hinge loss function is used to minimize the cost 

function: 

 

 

𝐶 ||𝑤||2 +  
1

𝑁
 ∑ max(0, 1 − 𝑦𝑖(𝑤𝑥𝑖 − 𝑏)),

𝑁

𝑖=1

 

(9) 

 

where hyperparameter C is a user controlled slack variable. 

 

Second problem of hard margin classifiers is that they only work if the data is linearly 

separable. Fortunately, there are numerous ways to deal with nonlinear datasets. One 

approach is to add polynomial features to the dataset. This may result in the dataset becoming 

linearly separable but also more complex to the point in which the model may be too slow. 

Another approach, which does not make the dataset more complex, is using kernel trick, 

which leads to the same result as if the polynomial features were added, but without having 

to add these polynomial features to the dataset. This is achieved by transforming the data 

points into higher-dimensional space with a kernel function. Kernel function is a function 
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that computes the dot product φ(a)T φ(b)T using only the original vectors a and b, not 

requiring to compute the transformation φ. (Géron 2019) Table 3 lists some common kernel 

functions. SVMs with non-linear kernel have a hyperparameter gamma γ, which controls the 

distance of the influence of a single observation. Model with low gamma has a large 

similarity radius so more observations are grouped together. High gamma means that the 

observations need to be very close to each other to be grouped together, which may result in 

an overfitted model.  

 

Table 3. Common kernel functions. 

Name Function 

Linear K(a, b) = aTb 

Polynomial K(a, b) = (γaTb + c)d 

Gaussian RBF K(a, b) = exp(-γ || a – b || 2) 

Sigmoid K(a, b) = tanh(γaTb + r) 

 

 

3.5 Evaluation and validation of the models 

In this chapter, the methods used to optimize the performance of the models and validate 

how well the models generalize to new data, are described. 

 

3.5.1 Hyperparameter optimization 

There are two kinds of variables in machine learning algorithms, parameters and 

hyperparameters. Parameters are variables that the algorithm tunes according to the dataset. 

Hyperparameters are higher-level variables that are set manually for the algorithm to control 

the learning process. (Agrawal 2020, pp. 4-5) Examples of hyperparameters for SVM are 

the slack variable C, kernel function K and influence of training points gamma (Agrawal 
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2020, 15-16). Hyperparameter optimization is the process of finding the optimal 

hyperparameters that yield an optimal model (Agrawal 2020, pp. 9-10). 

 

The two most popular hyperparameter optimization tools are grid search and random search. 

Grid search is a brute-force method, in which the user defines a list of possible values for 

each hyperparameter, the model is trained on every single possible set of hyperparameters 

from those lists, and the best set of hyperparameters are selected for the final model. In 

random search the user also defines a list of possible values for each hyperparameter. The 

random search then picks hyperparameters into a set randomly and trains the model with 

them. This is repeated a set number of times, after which the best set of hyperparameters is 

selected. This method doesn’t always find the best possible set of hyperparameters, but the 

result is usually satisfactory, and the time taken can be greatly reduced when the number of 

combinations in the grid search would be much larger than the number of runs in the random 

search. (Agrawal 2020, 33-40) 

 

3.5.2 Training and test set 

After training the model, it is time to evaluate its performance. Evaluating the model on the 

same data as it was trained leads into a problem: Even if the model shows great performance, 

it may be too specialized and dependent on the data that it fails to make predictions on new 

data. To make sure the model generalizes well to new observations it needs to be tested on 

completely new data. This can be done by splitting the data into two sets: training set and 

test set. The model is first taught using the observations in the training set, and then the 

performance of the model is measured with the test set. The error rate on the test set tells 

you how well the model will perform on observations it is not trained on. (Géron 2019) 

 

When the model performs well on the training set but considerably worse on the test set, the 

model is overfitting the training data. Overfitting happens when the trained model is too 

complex and fits to random noise present in the data. A common way to split the data to 
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training and test set is to randomly select 80% of the observations to the training set and 

leave the other 20% to the test set. (Géron 2019) 

 

This method does not work well in time series models. In time series models the observations 

are in a specific order, and older values may affect new values. If older values are selected 

to the test set, it can cause look-ahead bias, where the training set relies on data that it should 

not have access to. For example, the model could show great performance in the test set for 

observations in January, but only because the training set had access to the observations in 

February. This model would then possibly not work well in actual real-life forecasting. 

(Bollen et al. 2011) To avoid look-ahead bias, the observations in training set should always 

take place in time before any observations from training set. 

 

3.5.3 Cross-validation on a rolling basis 

In hyperparameter optimization multiple models are trained, and the one that generalizes 

best on the test set is selected. This leads to a problem, where the selected model may be 

adapted to produce the best results for that particular set, and not best results in new 

observations in general. One way to solve this problem is to use cross-validation. Data is 

first split into two sets, development set and test set. Development set is then split into K 

folds, where K is a user determined integer. One of the folds is selected as the validation set, 

and all the other folds form the training set. The model is trained and hyperparameter 

optimized with the training set, and the performance is tested on the validation set. This is 

done K times, each time with a different fold being the validation set. Finally, the model that 

performs best on average on all the validation sets is selected. The final performance of the 

model can then be measured on the test set. The only drawback of this method is that the 

training time is multiplied by the number of training-test sets used. (Schnaubelt 2019) 

 

When picking the training and validation sets in time series, look-ahead bias must be 

considered. This can be done by using a method called cross-validation on a rolling basis. In 

this method the data is sorted by time in ascending order and initial training set contains only 
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the couple first folds of data. Validation set is the next fold after the training set. After 

training and hyperparameter optimization these sets are then combined into training set of 

the next iteration. This process is repeated until all the folds have been used. In the end the 

model that performs the best on average between the iterations is selected. (Schnaubelt 2019) 

The performance of the selected model can then be validated using the test set. Figure 3 

visualizes how the training and validation sets of each iteration are formed.  

 

 

Figure 3. Cross-validation on a rolling basis. 

 

3.5.4 Feature selection 

Feature selection is the process of selecting the relevant independent variables for a 

predictive model. Reducing the number of independent variables helps with the running time 

of training the model. It may also improve the performance of the model by reducing 

overfitting of the model. (Li et al. 2017) 

Granger causality analysis (Granger 1969) is a statistical hypothesis test that answers the 

question: Can the previous values of X be used to forecast the current value of Y? If the past 

values of X help in forecasting the current value of Y, it is said that “X Granger causes Y”. 
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Granger-causality is usually tested with series of t-tests and F-tests on lagged values of X. 

Granger causality does not imply correlation, which means the past values of X do not need 

to cause changes in current value of Y. It only means that the past values of X hold explaining 

power on the current value of Y. The null hypothesis of Granger causality analysis is that X 

does not Granger cause Y. (Kirchgässner et al. 2013, 95-97) 

 

X is Granger causal to Y if and only if: 

 

 𝜎2 (𝑦𝑡+1 | 𝐼𝑡) <  𝜎2 (𝑦𝑡+1 | 𝐼𝑡 −  x̄𝑡) (10) 

 

Where σ2 is the variance of the forecast error, x and y are timeseries, x̄ is the set of all current 

and past values of x and It is the total information set available at time t. In other words, X 

is Granger causal to Y if and only if the future value of y can be better predicted when current 

and past values of x are used. (Kirchgässner et al. 2013, 97-98) 

 

Granger causality analysis can be used as a feature and lag selection tool to select statistically 

significant variables to be used in a machine learning algorithm. (Bollen 2011)   

 

3.5.5 Performance measures 

After the model has been created using the training set, the test set can be used to assess how 

well the model performs and generalizes to new data. For classification models the most 

widely used metrics to measure the performance of the model are confusion matrix, 

accuracy, precision & recall (Burkov 2019, 13-14). 

 

Confusion matrix is a table that summarizes how well the classification model predicts 

observations belonging to various classes. One axis of the table is the number of predictions 

to each class, and the other axis of the table is the actual number of observations of each 
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class. Table 4 shows an example of confusion matrix with two classes, positive and negative. 

An ideal classifier has only true negatives and true positives, so a confusion matrix of a 

perfect classifier has nonzero values only on its main diagonal. (Géron 2019) 

 

Table 4. A binary classification confusion matrix. 

 

 

Predicted: 

Negative 

Predicted: 

Positive 

Actual: 

Negative 

TN FP 

Actual: 

Positive 

FN TP 

 

 

Accuracy is the number of correctly classified observations divided by the total number of 

observations. It is defined as: 

 

 
𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =  

𝑇𝑃 + 𝑇𝑁

𝑇𝑃 + 𝑇𝑁 + 𝐹𝑃 + 𝐹𝑁
 

(11) 

 

Accuracy is a good metric when all classes are equally important and the number of 

observations in each class is rather balanced (Burkov 2019, 16-17). For example, if the 

dataset has 99 observations of class A and 1 observation of class B, a “model” that predicts 

always class A would have deceptively high accuracy of 99%. 

 

Precision is the number of correct positive predictions divided by the number of total positive 

predictions. It is defined as: 
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𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  

𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 

(12) 

 

Precision answers to question: What fraction of positive identifications was correct? A trivial 

way to get a high precision model would be to predict only one observation to be positive 

and ensure it is correct. This would give precision of 100% but would obviously be quite 

useless as a model. 

 

Precision is usually paired with another metric called recall, also called sensitivity or true 

positive rate. Recall is the number of correctly predicted positive observations divided by 

the total number of positive observations. (Burkov 2019, 15-16) It answers to question: What 

fraction of positive identifications was retrieved? Recall is defined as: 

 

 
𝑅𝑒𝑐𝑎𝑙𝑙 =  

𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 

(13) 

 

Together precision and recall give a comprehensive view of the performance of the model. 

Usually, it’s impossible to get both high precision and high recall, and the user must make a 

compromise and decide is it more important to have high precision (i.e., when the model 

predicts positive, it has a high chance of being correct) or high recall (i.e., model finds most 

positive observations). This can be achieved by giving higher weighting to a specific class, 

by optimizing hyperparameters to maximize either precision or recall in the test set, or by 

changing the threshold the classification algorithm uses to assign classes, so for example the 

algorithm must be 90% confident that observation is positive before it assigns that 

observation to the positive class. (Burkov 2019, 15-17) 
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4. Data 

In this chapter the data gathering process, as well as the data preprocessing steps and the 

overview of the data, are provided. 

 

4.1 Data gathering 

The financial dataset for this study is downloaded from Yahoo Finance. The financial 

instrument is called “UK FTSE All Share (^FTAS)”. The frequency of the data is set to daily, 

and the included dates are from 1st of May 2020 to 30th of April 2021. The dataset is then 

downloaded as a csv file. 

 

The tweets for this study are gathered using Twitter Academic Research API. The API 

requests were sent using data analytics & processing tool Alteryx. The API endpoint for 

retrieving both the UK and global tweets is “ https://api.twitter.com/2/tweets/search/all “, 

which allows access to public tweets from the complete archive dating back to March 2006 

(Twitter 2021b). To filter out billions of unwanted tweets, e.g., tweets from wrong time 

period or non-English tweets, extra parameters are used to make the requests more specific. 

Next the used parameters are explained. 

 

4.1.1 Request parameters 

To filter out tweets based on their content, a parameter “query” is used. For the UK dataset 

this query retrieves tweets that are posted from UK, are written in English, are not retweets 

and contain at least one of the phrases listed in Table 5. 

 

The query parameter used to retrieve global tweets is the same as above with the exception 

that the country filter “place_country:GB” is replaced with negation “-place_country:GB”. 
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Table 5. Phrases searched for in the tweets. 

Phrase 

I feel 

I am feeling 

I’m feeling 

I don’t feel 

I’m 

Im 

I am 

makes me 

 

 

The final value for the query parameter is following: 

 

place_country:GB lang:en ("i feel" OR "i am feeling" OR "i'm feeling" OR "I don't feel" 

OR "I'm" OR "Im" OR "I am" OR "makes me") -is:retweet 

 

By default, the API only returns two variables: tweet id and tweet text. To include the 

timestamp for when the tweet is posted, a parameter “tweet.fields=created_at” is included in 

the request. 

 

By default, the Twitter API only returns 10 tweets per request. This can be increased up to 

500 with parameter “max_limit”. When the request sent by user matches more tweets than 

the max limit, the additional results can be retrieved using pagination. The Twitter API 

returns the 500 first tweets and a token which can be used in the next request as parameter 

“next_token” to retrieve the next 500 tweets. This can be continued until the response does 

not include a new token, which is when there are no more tweets that match the request. 
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Lastly, the creation time of the returned tweets can be controlled with parameters 

“start_time” and “end_time”. These parameters are set to values “2020-05-01T00:00:00Z” 

and “2021-04-30T23:59:59Z” respectively. Table 6 presents all the parameters and example 

values used to retrieve the tweets. 

 

Table 6. Parameters used in the tweet retrieval query. 

Parameter Example value 

query lang:en 

start_time 2020-05-01T00:00:00Z 

end_time 2021-04-30T23:59:59Z 

tweet.fields created_at 

max_limit 500 

next_token RSDFG84323CG2 

 

 

In addition to the request parameters, header parameters are sent in the request. These 

parameters contain the metadata associated with the API request. The header parameters 

included in the requests are “Host”, “User-Agent”, “Authorization” and “Accept-Encoding”. 

“Host” is the receiver of the request, in this case “api.twitter.com”. “User-Agent” is the name 

of the user or application sending the request, in this case “GetUKTweets” which is the name 

of the Twitter developer project created for this study. Authorization is a personal password 

of the project. Accept-Encoding allows user to request the data to be compressed using gzip 

technology to save bandwidth. This parameter is set to “gzip”. 

 

4.1.2 Iteration 

The final request ULR to retrieve the UK tweets is following: 
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https://api.twitter.com/2/tweets/search/all?query=place_country:GB lang:en ("i feel" OR 

"i am feeling" OR "i'm feeling" OR "I don't feel" OR "I'm" OR "Im" OR "I am" OR "makes 

me") -is:retweet&max_results=500&tweet.fields=created_at 

&start_time=2020-05-01T00:00:00Z 

&end_time=2021-04-30T23:59:59Z&next_token={token} 

 

Where {token} is empty in the first request and then replaced with token acquired from the 

previous response. The request is repeated with a new token until the response does not 

contain a new one, which is when all matching tweets are received. 

 

In addition to the tweets, every API response includes information about the rate limit. 

Parameter “x-rate-limit-remaining” indicates how many requests can be made in this 15-

minute period, and parameter “x-rate-limit-reset” tells the timestamp when the rate limit 

resets. To obey the rate limits of the API, the workflow waits one second between every 

request, and when the parameter “x-rate-limit-remaining” returns value of 0, the workflow 

waits until the timestamp indicated by parameter “x-rate-limit-reset”. In total 2.4 million 

tweets are obtained from UK. 

 

4.1.3 Sampling of global tweets 

The workflow described above works for the UK dataset, because the number of tweets is 

low enough that it is not a problem to retrieve all tweets matching the criteria. For global 

dataset retrieving every tweet matching the request parameters is not an option. To retrieve 

a sample of tweets a different approach must be taken. The pagination with the parameter 

“next_token” is not used. Instead, the parameters “start_time” and “end_time” are used for 

small intervals to get a sample of 500 tweets from that time period. 29’200 API requests are 

created and sent using 18-minute intervals to gather the global tweets dataset. Because of the 
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API rate limits it took the workflow over 25 hours to retrieve the dataset of about 14 million 

tweets. 

 

4.2 Data overview 

This study uses three different datasets. Firstly, a financial dataset containing daily closing 

prices and volumes of the FTSE All-Share Index. Secondly, a dataset containing tweets that 

are posted from The United Kingdom. Thirdly, a dataset containing tweets that are posted 

from all over the world. Next the datasets are explained in detail. 

 

4.2.1 Financial dataset 

The FTSE All-Share Index is a capitalization-weighted index maintained by FTSE Russell, 

a subsidiary of the London Stock Exchange Group (FTSE Russell 2021). Capitalization-

weighted index is a stock market index which weights its components (e.g., companies) 

based on the market value of their shares (Downes & Goodman 2003). FTSE All-Share index 

is the aggregation of the FTSE 100, FTSE 250 and FTSE Small Cap Indexes, and it contains 

around 600 of over 2000 companies traded on the London Stock Exchange. 100 of these 

companies are the most highly capitalized companies in the London Stock Exchange, 250 

are mid-capitalised companies and the remaining 250-300 are small companies. 

 

FTSE All-Share index is designed to represent 98-99% of UK market capitalization and 

include all capital and industry segments of the UK equity market. (FTSE Russell 2021) 

Table 7 collects the performance and volatility information about the index. FTSE All-Share 

Index is selected for this study because it is a comprehensive index which reflects the whole 

UK stock market. 
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Table 7. Performance and volatility of FTSE All-Share Index in May 2021. 

INDEX CUMULATIVE RETURN % RETURN PA % VOLATILITY % 

 3M 6M YTD 12M 3YR 5YR 3YR 5YR 1YR 3YR 5YR 

FTSE 

ALL-

SHARE 

10.6 28.5 9.7 25.9 7.7 39.9 2.5 6.9 17.7 20.2 14.0 

 

 

The financial dataset for this study contains the closing prices of FTSE All-Share Index in 

British Pounds. The date range of the dataset is from first of May 2020 to 30th of April 2021. 

There are 253 observations in the dataset, one for each working day in the UK during the 

mentioned date range. The time window is rather small to keep computational times in 

acceptable levels, as the tweet data is very high-frequency, and a lot of data is needed per 

day for reasonable results. 

 

Figure 4 shows progress of the closing price. The minimum closing price is 3’151.27£ and 

the maximum closing price is 4’006.76£. The standard deviation is 231.71£. The closing 

price goes up on 133 days and down on 120 days, making the dataset rather balanced. 
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Figure 4. Closing prices of FTSE All-Share Index from 1st of May 2020 to 30th of April 

2021. 

 

4.2.2 Tweet datasets 

The UK tweets dataset contains 2.46 million tweets, one tweet being one observation in the 

dataset. The dataset has three columns: “tweet_id”, “created_at”, and “text”. “Tweet_id” is 

a unique 19-digit string generated by Twitter to identify tweets. “Created_at” is a datetime 

field specifying the moment the tweet was posted, e.g., “2020-05-02 01:13:46”. “Text” is 

simply the text content of a single tweet. Appendix 1 contains some example observations 

of the dataset. The dataset contains tweets from 1st of May 2020 to 30th of April 2021, and it 

contains every English tweet posted during this time from UK, that contains one or more of 

the phrases from Table 5, and is not a retweet. There are 6’740 tweets per day on average, 

ranging from 4’430 to 11’110. Out of these 2.46 million tweets, 6’774 are duplicates, 

meaning the “text” field is identical to one or more tweets in the dataset. An average length 

of a tweet in the dataset is 150 characters, or 25 words. 

 

The global dataset has the same shape as the UK dataset. The dataset contains a sample of 

13.99 million English tweets posted between 1st of May 2020 and 30th of April 2021 
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containing one or more of the phrases from Table 5 and not being retweets. On average there 

are 38’320 tweets per day, ranging from 35’218 to 42’333 tweets. The tweets in this dataset 

are significantly shorter than in the UK dataset with average length of 115 characters, or 20 

words. 
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5. Implementation and results 

In this chapter the implementation of the study is described, and the results of the study are 

presented. The structure of the study is the following. Firstly, emotion recognition algorithm 

is used to identify emotions in every single tweet. Secondly, the output values from emotion 

recognition algorithm are aggregated on a daily level to match the granularity of the financial 

dataset. Thirdly, to select relevant emotion-lag combinations for the price prediction models, 

Granger-causality test is performed. Next, statistically significant features are selected to be 

used as independent variables in two different classification models, SVM and SOFNN, 

which aim to predict the FTSE All-Share Index daily close-to-close price direction. The 

performance of these models is tuned using hyperparameter optimization and cross-

validation. Finally, the models are evaluated and compared to each other using performance 

measures described in chapter 3. 

 

5.1 Emotion recognition 

The emotion scheme this study uses is Ekman’s six basic emotions, which are “Joy”, 

“Sadness”, “Disgust”, “Fear”, “Surprise” and “Anger”. The 6-class classification model used 

was created and trained by Colnerič & Demšar in 2020. They started with a dataset of 73 

billion tweets, which they then filtered down to 1.2 million tweets by searching tweets for 

exact hashtag matches of Ekman’s six basic emotions and filtering out tweets with too many 

non-content words (mentions of Twitter users, hashtags, URL’s, numbers and punctuations), 

tweets that have the emotional hashtag as a part of the sentence, retweets, and duplicated 

tweets. With this robust dataset they trained a recurrent neural network to identify the basic 

emotion of input text and for each basic emotion estimate the probability that the input text 

includes that emotion. The model takes a character-based approach, meaning every character 

is fed to the model one-by-one. This approach has the advantage of not requiring any 

preprocessing, token normalization or stemming. (Colnerič & Demšar 2020) This study uses 

Colnerič & Demšar’s trained model that they have made available for scientific use. Creating 

an emotion recognition classifier from the scratch would have required a great amount of 

additional labeled tweet data, which is outside the scope of this study. 
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The Python code used for emotion recognition can be found in Appendix 2. First, the dataset 

and model are loaded into memory. Next, the model is called to predict emotion probabilities 

for every tweet in the dataset. Field “Emotion” is created to identify the emotion with the 

highest probability. To deal with tweets without emotions and tweets the model cannot 

classify with high certainty, observations that don’t have an emotion probability of at least 

70% are filtered out. This threshold is selected manually by observing the remaining tweets 

with different thresholds and selecting one where there doesn’t seem to be any more neutral 

tweets. After this there are about 4.9 million global tweets and 1.6 million UK tweets in the 

datasets. Lastly, the dataset with seven new columns (one for each emotion probability and 

one for the highest probability emotion) is written into a csv-file. This procedure is done for 

both the UK tweet dataset and the global tweet dataset.  

 

Figure 5 shows the distribution of the predicted emotions. The social mood in UK seems to 

be more positive than the global social mood, as in UK there are about 10% more “Joy” 

tweets and 7% less “Sadness” tweets than in global dataset. 

 

 

Figure 5. Distribution of emotions in UK and global tweets. 

 

To match the granularity of the financial dataset, the emotion probabilities are aggregated to 

daily values by calculating daily averages. This is done by summing daily probabilities 

together and dividing by the daily total number of tweets. 
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To validate the model’s ability to capture aspects of public mood, the output emotions can 

be tried to match with well-known socio-cultural events (Bollen 2011). Figure 6 shows a 

line chart of daily averages of emotions “Joy” and “Sadness” in the UK. The two highest 

peaks in “Joy” are on 25th of December and 31st of December, i.e., on Christmas Day and 

New Year’s Eve. The highest peak of “Sadness” is on 9th of April, which is the day Prince 

Philip died. The second highest peak of “Sadness” is on 29th of August, which is the day 

after Chadwick Boseman, a popular actor and icon of race equality in the UK, died. This 

indicates that the model does successfully identify public’s emotional response to big socio-

cultural events. Average daily emotions for all emotions in UK and global scale can be found 

in Appendix 3. 

 

  

Figure 6. Average daily emotions of “Joy” and “Sadness” in the UK. 

 

5.2 Granger causality analysis 

To make the data ready for Granger causality analysis, first the three datasets are joined 

together on the “Date” field. There is no price information for weekends or holidays, so these 

values are interpolated by filling them with a seven-day average. The close-to-close price 
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difference “CloseDiff” is calculated by subtracting the closing price of previous date from 

each closing price value. The first row with null value for “CloseDiff” is dropped from the 

dataset. 

 

The null hypothesis of Granger causality test is that X does not Granger-cause Y. The test 

checks to see if including lagged values of X are useful for predicting Y when Y’s lagged 

values are already being used for prediction. Y in this case is the close-to-close price 

difference of FTSE All-Share Index “CloseDiff”, and X is one of the emotion fields. The 

maximum days of lag to be tested is 7, which is enough to capture the influence of the 

emotion to “CloseDiff” in a one-week cycle. Testing too many combinations of lag may lead 

to potentially spurious rejections of the null hypothesis by chance. (Bollen et al. 2011; 

Kirchgässner et al. 2013, 105) 

 

Granger causality test is performed for every emotion field in the dataset with maximum 

lags varying from one to seven. For 6 emotions testing 7 lags for both indices adds up to 84 

performed Granger causality tests. The results are collected into Table 8. It is worth noting, 

that for example, the mark in global anger with lag of seven does not mean that seven days 

lagged value of “Global_Anger” predicts “CloseDiff” with significance level of 5%. Instead, 

it means that with significance level of 5% a model which predicts “CloseDiff” using the 

seven first lags of “CloseDiff” can be improved by also including the seven first lags of 

“Global_Anger”. 

 

Based on the results the null hypothesis can be rejected. The variables “Global_Sadness” 

and “UK_Fear” Granger-cause “CloseDiff” with significance level of 1%. These variables 

are chosen to be used as independent variables in the price direction classifier model. Precise 

p-values of Granger causality tests can be found in Appendix 4 and Python code for the 

Granger causality tests can be found in Appendix 5. 
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Table 8. Statistical significance of Granger-causality correlation between emotions and 

FTSE All-Share Index close-to-close price difference. 

 Global 

MaxLag Anger Disgust Fear Joy Sadness Surprise 

1     **  

2     *  

3     **  

4     *  

5     ***  

6     ***  

7 **  **  ***  

 

UK 

MaxLag Anger Disgust Fear Joy Sadness Surprise 

1   **    

2   *    

3       

4   **    

5   **    

6   ***    

7  * ***    

 *  p < 0.1  ** = p < 0.05  *** p < 0.01 
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5.3 Price direction classifier 

In this chapter three SVM classifier models are trained to predict the FTSE All-Share Index 

close-to-close price direction with different sets of independent variables. The dependent 

variable field “Direction” is generated by assigning it value “Down” when the price 

difference “CloseDiff” is a negative number, and “Up” in other cases. The first model is 

trained with the previous prices. The second model is trained with the previous prices and in 

addition a set of global emotion-lag combinations that in chapter 5.2 were found to Granger-

cause “CloseDiff” with significance level of 1%. Similarly, the third model is trained with 

the previous prices and UK emotion-lag combinations that Granger-cause “CloseDiff” with 

significance level of 1%. As previously stated, the goal is not to find an optimal model to 

predict the direction, but to compare the models and the usefulness of using global or UK 

emotions in the prediction. Table 9 shows all the independent variables used in the models. 

Three datasets are created with these particular variables. Seven first observations are 

dropped from these datasets and the dependent variable field “Direction” as these 

observations have null values for some of the lagged variables. 

 

Table 9. Independent variables for the price direction classifiers. 

Model Base variables Lags Total number of independent 

variables 

Model 1 CloseDiff 1-7 7 

Model 2 CloseDiff 

Global_Sadness 

1-7 

1-5 

12 

Model 3 CloseDiff 

UK_Fear 

1-7 

1-6 

13 

 

 

The datasets are next split into development and test set. The split is done so that 20% of the 

latest data, which is the 50 last days, is selected into test set, and the rest of the data is selected 

into development set. 
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To avoid variables with higher values to have more effect on the model than variables with 

small values, the data needs to be standardized. This is done by transforming every 

independent variable to its standard score with formula: 

 

 𝑧 =  
𝑥 − 𝑢

𝑠
 (13) 

 

Where z is the standard score, x is an observation being transformed, u is the mean of the 

development set, and s is the standard deviation of the development set. The standardized 

variables have mean of 0 and standard deviation of 1. It is worth noting that both the 

development and test set are transformed, but the mean and standard deviation used in 

Formula 13 are calculated only from the development set. This prevents information about 

the distribution of the test set leaking into the model. (Scikit-learn 2021) 

 

After these preprocessing steps the SVM models can be trained. Each model is 

hyperparameter optimized using grid search. The optimized hyperparameters are kernel, 

slack variable C, and for non-linear kernels gamma. All tested values are found in Table 10. 
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Table 10. Hyperparameters used in grid search. 

Kernel C Gamma 

Linear 

0.1 

1 

10 

100 

1000 

- 

Gaussian RBF 

Sigmoid 

Polynomial 

0.1 

1 

10 

100 

1000 

0.1 

0.01 

0.001 

 

 

Because in this use case the predicted classes are equally important, i.e., it is just as important 

to predict the price going up as it is to predict the price going down, the performance of the 

models in grid search is scored using accuracy as the performance measure. The 

development set is split into five training-validation set pairs using cross-validation on a 

rolling basis. This split is visualized in Figure 7.  

 



57 
 

 

Figure 7. Training-validation splits used for cross-validation on a rolling basis. 

 

With every combination of hyperparameters from Table 11, SVM model is trained and 

validated five times on these training-validation sets. The hyperparameters, which produce 

the model with the highest average accuracy between the five validation sets, are chosen for 

the final model. The final SVM model is then trained using the selected hyperparameters 

and using the whole validation set. 

 

This process is repeated three times to train Models 1, 2, and 3. The selected hyperparameters 

for the models can be found in Table 11. The average accuracies in the validation sets are 

57.5%, 57.5%, and 55.6% for Models 1, 2, and 3 respectively. Based on the validation set, 

including information about the global or UK public mood does not improve the accuracy 

of predictions. Next the models are compared using the test set. 
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Table 11. Selected hyperparameters for the SVM models. 

Model Kernel C Gamma 

Model 1 Gaussian RBF 10 0.01 

Model 2 Gaussian RBF 1 0.1 

Model 3 Gaussian RBF 1 0.1 

 

 

The models are evaluated and compared using confusion matrix, accuracy, precision and 

recall. First, the models are used to predict price directions for the test set. When calculating 

precision and recall, “down” category is set to be the negative class, and “up” is set to be the 

positive class. Model 1, which uses only the past price changes as independent variables, 

predicts correctly 26 out of 50 observations, giving it accuracy of only 52.0%. The model 

has precision of 65.0% and recall of 43.3%, which means that when the model predicts the 

direction to be “up” it is mostly correct, but it also misclassifies many true “up” observations 

into “down” category. Figure 8 collects the performance measures of Model 1. 
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Figure 8. Performance measures of Model 1. 

 

Model 2 performs better on the test set achieving accuracy of 60.0%, precision of 70.8% and 

recall of 56.7%. Comparing Figure 8 and Figure 9, Model 2 does better job classifying “up” 

categories while still being equally accurate at classifying “down” categories as Model 1. 

Adding feature “Global_Sadness” to the model increases the accuracy by 8.0%, precision by 

5.8% and recall by 13.4%, which are substantial increases and indicate that sentiment from 

global tweets can be used to predict the direction of FTSE All-Share Index close-to-close 

price. 
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Figure 9. Performance measures of Model 2. 

 

Model 3 performs the worst out of the three models. On test set it achieves accuracy of 

50.0%, precision of 64.7% and recall of 36.7%. The model struggles to classify true “up” 

categories correctly. Adding feature “UK_Fear” to the model does not improve the 

performance of the model but instead decrease accuracy by 2.5%, precision by 0.3% and 

recall by 0.66%. As the performance goes down on all measures, the feature “UK_Fear” 

does not seem to have any predictive power on “Direction” and only leads to overfitting of 

the model. The results indicate that sentiment from UK tweets does not improve model 

predicting the direction of FTSE All-Share Index close-to-close price. Full Python code for 

training and testing the models can be found in Appendix 6 
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Figure 10. Performance measures of Model 3. 

 

Table 12 summarizes the results of this study. Model 2 achieves the best performance 

measured with all three performance measures used, i.e., accuracy, precision and recall. 

 

Table 12. Results of the study. 

Model Data Accuracy Precision Recall 

Model 1 Past prices 52.0% 65.5% 43.3% 

Model 2 Past prices + 

Global sentiment 

60.0% 70.8% 56.7% 

Model 3 Past prices + UK 

sentiment 

50.0% 64.7% 36.7% 
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6. Conclusions 

This study predicted the FTSE All-Share index close-to-close price direction using sentiment 

analysis on tweets from UK. Knowledge from literature review was used to select sentiment 

analysis and price direction classifier methods that have shown promising results in the past. 

For sentiment analysis the selected method was emotion recognition using Ekman’s six basic 

emotions scheme. These emotions are “Joy”, “Sadness”, “Disgust”, “Fear”, “Surprise” and 

“Anger”. Tweets used in this study were fetched using Twitter Academic Research 

Application Programming Interface. In total 14 million global tweets and 2.4 million UK 

tweets were fetched. Emotion-lag combinations used in the price direction classifier were 

selected using Granger-causality analysis. In global dataset emotion “Fear” was found to 

Granger-cause differences in the close-to-close prices, and in UK dataset emotion “Sadness” 

was found to Granger-cause differences in the close-to-close prices with significance level 

of 1%. 

 

For price direction classifier Support Vector Machine was used. Results of SVM were 

validated using training-test set splitting, cross-validation on a rolling basis and 

hyperparameter tuning with grid search. The models were evaluated using accuracy, 

precision, recall and confusion matrix. Three SVM models were created with different set 

of independent variables. Model 1 was a baseline model only using the last seven lags of the 

past prices as independent variables. Model 2 used in addition to independent variables from 

Model 1 the last five lags of “Sadness” from the global dataset. Model 3 used in addition to 

independent variables from Model 1 the last six lags of “Fear” from the UK dataset. 

 

Model 2 performed the best on the test set. Compared to Model 1 it achieved 8.0% higher 

accuracy, 5.8% higher precision and 13.4% higher recall. From these results the first research 

question can be answered: 

 

Question 1: Can the sentiment of global tweets be used to predict the direction of FTSE 

All-Share Index daily close-to-close price? 
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Answer: Yes, using data about global sentiment can be used to improve performance of a 

model predicting the direction of FTSE All-Shar Index daily close-to-close price. 

 

Model 3 performed the worst on the test set. Adding independent variables about the 

emotion “Fear” from the UK dataset decreased accuracy by 2.5%, precision by 0.3% and 

recall by 0.66% compared to Model 1. From these results the second research question can 

be answered: 

 

Question 2: Can the sentiment of tweets from UK be used to predict the direction of FTSE 

All-Share Index daily close-to-close price? 

Answer: No, using data about UK sentiment was found not to improve performance of a 

model predicting the direction of FTSE All-Shar Index daily close-to-close price. 

 

The most evident criticality of this study is its coverage. This study was conducted on a 

single financial instrument and tweets from a single country. This leaves a lot of possible 

future research possibilities to validate and generalize the results. Also, only one emotion 

scheme, one classifier model was used, leaving an opportunity for more research to improve 

and validate the results. 

 

Another criticality is the time period. This study used data collected from a single year, 

leaving only 50 observations into the test set. This makes chance an unnecessary big factor 

in how well different models perform. 

 

One interesting research topic would be to pick even more specific group of people than a 

country. Potential groups could be financial and investment experts, people who have 

tweeted about any of the companies in the selected index, or social media influencers. 

Another interesting direction for research would be to compare usability of public mood 

from different sources, e.g., Twitter, Facebook, Reddit and Financial news sites. 
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Appendix 1: Example of the tweet dataset 

 

  



 

Appendix 2: Python code for emotion recognition 

import os 

import pandas as pd 

from emotion_predictor import EmotionPredictor #EmotionPredictor: 

https://github.com/nikicc/twitter-emotion-recognition 

import numpy as np 

os.environ['KERAS_BACKEND'] = 'theano' 

 

def predictEkman(inputfile, outputfile, batchsize=10000): 

    model = EmotionPredictor(classification='ekman', setting='mc', 

use_unison_model=True) 

    colnames = ['id', 'timestamp', 'text'] 

    df = pd.read_csv(inputfile, names=colnames, sep=";", header=0) 

    emotions = ["Anger", "Disgust", "Fear", "Joy", "Sadness", "Surprise"] 

    for i in emotions: 

        df[i] = np.nan 

 

    list_df = [df[i:i+batchsize] for i in range(0,df.shape[0],batchsize)] 

 

    for i, obj in enumerate(list_df): 

        list_df[i][emotions] = 

model.predict_probabilities(list_df[i]["text"])[emotions] 

 

    df = pd.concat(list_df) 

    df["Emotion"] = df[emotions].idxmax(axis=1) 

 

    path = '{0}\\{1}'.format(os.getcwd(), outputfile) 

    df.to_csv(path, index=False, sep=";", encoding="utf-8-sig") 

 

predictEkman("UKTweets.csv", "UKSentiments.csv") 

predictEkman("GlobalTweets.csv", "GlobalSentiments.csv") 

 
 

 

 

  



 

Appendix 3: Average daily emotions 



 

Appendix 4: P-values of Granger causality analysis 

Global 

MaxLag Anger Disgust Fear Joy Sadness Surprise 

1 0.48 0.123 0.209 0.441 0.029 0.46 

2 0.693 0.189 0.4 0.59 0.064 0.359 

3 0.587 0.341 0.595 0.66 0.041 0.574 

4 0.207 0.248 0.151 0.724 0.081 0.314 

5 0.359 0.383 0.243 0.844 0.008 0.143 

6 0.497 0.619 0.154 0.727 0.005 0.167 

7 0.015 0.331 0.025 0.866 0.007 0.254 

 

UK 

MaxLag Anger Disgust Fear Joy Sadness Surprise 

1 0.777 0.239 0.029 0.123 0.74 0.818 

2 0.646 0.574 0.088 0.23 0.764 0.98 

3 0.878 0.696 0.174 0.339 0.897 0.978 

4 0.627 0.217 0.04 0.476 0.932 0.788 

5 0.609 0.195 0.067 0.374 0.949 0.73 

6 0.732 0.379 0.006 0.299 0.762 0.846 

7 0.881 0.085 0.001 0.256 0.824 0.902 

 

 

  



 

Appendix 5: Python code for Granger causality tests 

import pandas as pd 

from statsmodels.tsa.stattools import grangercausalitytests 

 

# load and prepare data 

df = pd.read_csv("CombinedData.csv", sep=";", header=0) 

df["Close"] = df["Close"].interpolate(method="linear", 

limit_direction="forward", axis=0) 

df["CloseDiff"] = df["Close"].diff() 

df = df.iloc[1:, :] 

 

 

def GrangerCausalityTest(df, UK=True, maxlag=7): 

    if UK == True: 

        emotions = list(df.columns)[9:15] 

    else: 

        emotions = list(df.columns)[3:9] 

 

    # Granger 

    gc_res_df = pd.DataFrame(columns=emotions) 

 

    for emotion in emotions: 

        GrangerTestData = pd.DataFrame(columns=["CloseDiff", emotion], 

data=df) 

        gc_res = grangercausalitytests(GrangerTestData, maxlag, 

verbose=False) 

        data = [] 

        for i in range(1, maxlag + 1): 

            data.append(round(gc_res[i][0]["ssr_ftest"][1], 3)) 

        gc_res_df[emotion] = data 

    return gc_res_df 

 

 

maxlag = 7 

gc_UK = GrangerCausalityTest(df, UK=True, maxlag=maxlag) 

gc_global = GrangerCausalityTest(df, UK=False, maxlag=maxlag) 

 
 

  

  



 

Appendix 6: Python code for the direction classifiers 

# import 

import pandas as pd 

import numpy as np 

from sklearn.svm import SVC 

from sklearn.preprocessing import StandardScaler 

from sklearn.model_selection import TimeSeriesSplit, GridSearchCV 

from sklearn.metrics import confusion_matrix, classification_report 

from LagBuilder import buildLaggedFeatures 

import cm as mcm 

import matplotlib.pyplot as plt 

 

# load and prepare data 

df = pd.read_csv("CombinedData.csv", sep=";", header=0) 

test_size = 50 

 

df["CloseDiff"] = df["CloseInterpolated"].diff() 

df = df.iloc[1:, :] 

dates = df[df['Close'].notna()] 

dates = dates["Date"] 

 

sets = ["OnlyClose", "Global", "UK"] 

X_vars_sets = [ 

    ["CloseDiff"], 

    ["CloseDiff", "Global_Anger", "Global_Disgust", "Global_Fear", 

"Global_Joy", "Global_Sadness", "Global_Surprise"], 

    ["CloseDiff", "UK_Anger", "UK_Disgust", "UK_Fear", "UK_Joy", 

"UK_Sadness", "UK_Surprise"] 

] 

 

lag_n_sets = [ 

    [7], 

    [7, 0, 0, 0, 0, 5, 0], 

    [7, 0, 0, 6, 0, 0, 0] 

] 

 

for i, set in enumerate(sets): 

    X_vars = X_vars_sets[i] 

    lag_n = lag_n_sets[i] 

 

    X = pd.DataFrame(df[X_vars]) 

    for i, var in enumerate(X_vars): 

        df_temp = pd.DataFrame(X[var]) 

        df_temp = buildLaggedFeatures(df_temp, lag=lag_n[i], dropna=False) 

        X = pd.concat([X, df_temp], axis=1) 

 

    X = pd.concat([df["Date"], X], axis=1) 

    X = pd.concat([dates, X], axis=1, join="inner") 

    X = X.drop(X_vars, axis=1).iloc[max(lag_n):, 2:] 

 

    y = df["Direction"] 

    y = pd.concat([dates, y], axis=1, join="inner") 

    y = y.iloc[max(lag_n):, :] 

    y = np.ravel(y["Direction"]) 

 
 

  



 

# Train-test split 

y_dev = y[:-test_size] 

y_test = y[-test_size:] 

x_dev = X[:-test_size] 

x_test = X[-test_size:] 

 

# Scale X 

scaler = StandardScaler() 

x_dev = scaler.fit_transform(x_dev) 

x_test = scaler.transform(x_test) 

 

model = SVC() 

 

param_grid = [ 

    {'C': [0.1, 1, 10, 100, 1000], 'kernel': ['linear']}, 

    {'C': [0.1, 1, 10, 100, 1000], 'gamma': [0.1, 0.01, 0.001], 'kernel': 

['rbf', 'sigmoid', 'poly']}, 

] 

 

score = 'accuracy' 

 

n_splits = 5 

tscv = TimeSeriesSplit(n_splits=n_splits, gap=0) 

 

clf = GridSearchCV( 

    estimator=model, 

    cv=tscv, 

    param_grid=param_grid, 

    scoring=score, 

    verbose=0) 

 

clf.fit(x_dev, y_dev) 

 

print(f'set: {set}') 

print("# Tuning hyper-parameters for %s" % score) 

print("Best parameters set found on development set:") 

print() 

print(clf.best_params_) 

 

print("Average validation set accuracy of best estimator:") 

print(round(clf.best_score_, 3)) 

print() 

print() 

print("Performance on test set:") 

y_pred = clf.predict(x_test) 

 

print() 

cm = confusion_matrix(y_test, y_pred) 

print("Confusion Matrix:") 

print(cm) 

 

print(classification_report(y_test, y_pred)) 

print() 

 

categories = ["down", "up"] 

mcm.make_confusion_matrix(cm, categories=categories, cmap="Blues") 

 
 


