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AutoML (automated machine learning) offers multiple benefits to the user. It can create a 

very powerful model without any interactions or technical expertise. The focus of the thesis 

is to benchmark four open-source AutoML tools against human experts by making them 

compete in data science competitions. Benchmark is then used to describe how AutoML 

could be applied to machine learning pipelines.  

Based on previous studies four best-performing AutoML-tools were chosen for this study: 

TPOT, Auto-Sklearn 2, H2O AutoML and AutoGluon. They are put to compete in ten past 

data science competitions in Kaggle.com, using two-hour training time with Google Colab. 

The achieved ranks are compared against the competition’s leaderboard. In this research, the 

best performing tool was AutoGluon followed by H2O AutoML. Together they beat 85% of 

human teams in competitions held before 2017. After 2017, the performance seems to have 

decreased which is probably due to competitions becoming more competitive and the 

competitions having problems that cannot be solved with only modelling. Compared to 

previous studies TPOT and Auto-Sklearn 2 were unable to perform well with strict 

computing resources used in this study.   

The results of this study show that AutoML can create very competitive models in a short 

amount of time with low-end computing. This implies that machine learning is becoming 

more accessible as powerful models can be created without technical expertise.  
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AutoML (automatisoitu koneoppiminen) antaa käyttäjälle monta etua. Se pystyy 

rakentamaan tehokkaan koneoppimis mallin automaattisesti eikä vaadi tietotaitoa. 

Tutkimuksen tavoitteena on vertailla neljää avoimen lähdekoodin AutoML työkalua 

ihmisasiantuntijoihin. Työkalut laitettiin kilpailemaan datatiede kilpailussa. Tähän 

perustuen ehdotetaan miten AutoML:ää voidaan hyödyntää tekoäly projekteissa.  

Kirjallisuuteen perustuen valittiin neljä parhaiten pärjännyttä työkalua, jotka ovat: TPOT, 

Auto-Sklearn 2, H2O AutoML ja AutoGluon. Työkalut laitetaan kilpailemaan jo 

päättyneissä koneoppimis kilpailuissa Kaggle.com:issa. Ajoaika oli kaksi tuntia ja ajoihin 

käytetään Googlen Colab palvelua. Työkalujen tuloksia verrataan kilpailun tuloksiin. Paras 

työkalu oli AutoGluon, jota seurasi H2O AutoML. Yhdessä ne voittivat 85 % 

ihmisjoukkueista ennen vuotta 2017 järjestetyissä kilpailuissa. Sen jälkeen suorituskyky 

näytti laskevan, syynä on todennäköisesti, se että kilpailut olivat yhä tiukempia sekä niiden 

ratkaiseminen vaati muutakin kuin pelkkää mallinnusta.  Verrattuna edellisiin tutkimuksiin 

käytettiin pienempää laskenta tehoa, tästä johtuen TPOT ja Auto-Sklearn 2 eivät pärjänneet. 

Tulokset näyttävät, että AutoML voi rakentaa hyvin tehokkaan koneoppimis mallin lyhyessä 

ajassa pienelläkin laskentateholla. Tästä johtuen koneoppimisesta on tulossa yhä 

helppokäyttöisempää, kun tehokkaita malleja voidaan tehdä ilman teknistä asiantuntemusta.    
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1. INTRODUCTION 

Machine learning (ML) has become increasingly popular in the past decade, as it’s a very 

labour-intensive field that needs its specialists, there is a high demand for data scientists. 

Automated machine learning (AutoML) could bring relief to this demand. With AutoML 

experts can get more done in the same amount of time and non-experts can train high-quality 

machine learning models without the need for technical expertise. Leading to the 

democratization of machine learning. To fully utilize AutoML the performance and 

limitations need to be known. 

The focus of this master’s thesis is to evaluate the performance of different open-source 

AutoML technologies against human performance. The chosen AutoML technologies are 

Auto-Sklearn, TPOT, H2O AutoML and AutoGluon. The benchmarking is done by trying 

to solve datasets using AutoML on already ended machine learning competitions on 

Kaggle.com, and then comparing how well did the AutoML perform compared to the human 

teams. Performance is measured in per cent of human teams beaten. In the end, the 

benchmark is used with previous research to show how AutoML can change how machine 

learning pipelines are developed. 

1.1. Background 

Machine learning has had a major boom in popularity and investments for the past decade. 

From 2015 to 2020 investments in AI has increased 430% to a whopping 68 billion USD. 

(Liu, 2021) This trend is driven by an increase in data, computing becoming cheaper and 

algorithms coming better. Despite being increasingly popular, machine learning is perceived 

as a notoriously hard field, where users often have to experiment with a large number of 

modelling decisions, data processing, feature engineering and each iteration needs to be 

evaluated empirically to see how it performs. Not only is the task hard but it’s labour intense, 

leading to high demand for machine learning experts who are expensive to hire. This is where 

automated machine learning comes up. It needs less manual tuning speeding up development 

time and could even develop high-quality models with little to no technical expertise 
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required. Instead of machine learning experts, professionals in their field could leave feature 

engineering and model training (usually done by the experts) to the machine. This brings 

high-performance machine learning available for a larger userbase.  

For good utilization of AutoML, the limitations and performance need to be known. That’s 

why in this thesis, the performance of four modern open-source automated machine learning 

tools are studied, and how well they perform compared to human performance. In the context 

of this study, human performance means the achieved predictive performance of the machine 

learning pipeline built by top professional data scientists in data science competitions. This 

benchmarking is then used with previous literature to show how AutoML could change the 

way machine learning pipelines are developed. Based on previous studies the best 

performing AutoML technologies are chosen, these are Auto-Sklearn, TPOT, H2O AutoML 

and AutoGluon.  

1.2. Research objectives and limitations 

The focus of this study is to compare the performance of automated machine learning against 

human professionals in tabular business-related datasets. To do this first the framework of 

machine learning is defined and the problem of “solving” datasets is described. Then 

previous research on the performance of automated machine learning is used as a foundation 

for this study. Based on the literature four open-source automated machine learning tools are 

chosen, the working principle of each tool is then described. The research objective is to 

examine how well these tools perform in the selected machine learning competitions against 

human professionals. The second objective is how to adapt AutoML into the machine 

learning pipeline depending on the specifications of the project.  

 

Figure 1. The outline of the study 
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The empirical part of this study will try to answer the following research questions:  

1. How does AutoML work and what are the most advanced software frameworks 

currently available according to the literature?  

First, the problem that AutoML tries to solve is defined from the literature. After that, some 

common concepts of implementing automated machine learning algorithms are discussed. 

Based on previous studies best performing open-source AutoML frameworks are identified. 

The working principles of these frameworks are presented graphically and in text.  

2. How does the performance of AutoML tools compare to human performance and 

to each other?  

To answer this question, four open-source AutoML technologies are put to compete in ten 

past machine learning competitions. Chosen AutoML technologies are: TPOT, Auto-Sklearn 

2, H20 AutoML and AutoGluon. Performance is measured in two steps. First, the 

performance measurement of the competition is used, these are RMSLE (root mean square 

logarithmic error), logarithmic loss, gin-index and AUC (area under received operators 

curve). After the performance measurement is gained it’s compared to the leaderboard of the 

competition and the achieved ranking is gained. This ranking is then used to compare 

AutoML to human team performance: 

1)    1 −  
𝐴𝑐ℎ𝑖𝑒𝑣𝑒𝑑 𝑟𝑎𝑛𝑘

𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑝𝑎𝑟𝑡𝑖𝑐𝑖𝑝𝑎𝑛𝑡𝑠
= 𝑃𝑒𝑟𝑐𝑒𝑛𝑡𝑖𝑙𝑒 𝑜𝑓 ℎ𝑢𝑚𝑎𝑛 𝑡𝑒𝑎𝑚𝑠 𝑏𝑒𝑎𝑡𝑒𝑛 − % 

The percentile of human teams beaten is a good proxy for benchmarking the AutoML 

performance against human professionals, as the competitions have a large number of 

participants with a big price pool. Also, the performance difference between the top solution 

and achieved accuracy is discussed, in many cases, the top 100 solutions may have a 

performance difference of less than one per cent.  

To compare AutoML tools with each other, rankings between the AutoML tools are shown 

and summarized for every dataset. In the end, the average ranking for every tool is calculated, 

this will show the order between tools. Also, the discussion whether certain types of 

problems/ datasets make other tools perform better than others. In the empirical part. There 

are classification and regression tasks with datasets of various sizes and many types of 

variables.  
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3. What are the benefits of using AutoML tools, and how to implement them 

depending on the project’s specification?  

There is little talk with actual implementations and usage of AutoML tools. The third 

question tries to answer how AutoML can be implemented on ML projects, based on 

empirical results archived in this study and the previous literature. A guide on how AutoML 

could be used depending on the expertise of the team doing machine learning and how much 

interpretability matters. The expertise divination is self-explanatory, but the interpretability 

was found to be an issue for users of AutoML(Xin et al., 2021).  

This study is limited to tabular datasets with supervised learning tasks. Even though the most 

exciting machine learning advancements in recent history has been made with neural 

networks (NN), pure neural networks are left out of this study. This is to narrow down the 

scope of the study as neural network architecture search and optimization has its growing 

academic field. Certain AutoML tools contain predefined NNs in their bag of models, but 

don’t do architecture search for them. Also looking at the previously held competitions with 

tabular datasets it’s rare that the winning solution was a NN model. Meaning it probably is 

not the best solution for tabular data of this type. For the study only open-source and free to 

use AutoML tools are chosen, as their working principles can be discussed, and they are 

available for everyone to use.  
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2. THEORETICAL FRAMEWORK 

This chapter discusses and describes the framework where machine learning is done. First, 

the basic pipeline of any machine learning project is introduced. After that, a discussion of 

feature engineering (FE) and model selection (MS) is made. In the end discussion on how 

the pipeline might be automated is made.  

2.1. ML pipeline 

There is no one way to do a machine learning project. Projects can vary but in Figure 2 a 

typical outline of a machine learning project is introduced. In this context, pipeline means 

the ways and steps needed from problem identification to a solution.  

 

 

Figure 2. Machine learning pipeline, the focus of this study is in the blue box 

Doing a specific ML project will always have trade-offs, what gets and doesn’t get done 

because of this project? What problem does it solve? Is this problem more important than 

other problems? What does it cost, and how much resources does it need? These are all the 

questions that need answering before starting an ML project, that is why the first and most 

important step in the pipeline is to identify the problem and evaluate it.  

This is a non-trivial task, one must take into consideration multiple factors. The problem 

must be well defined and structured. The costs and benefits of the project must be evaluated 

before the start of the project. This is especially hard in ML projects since by nature they 

will not be deterministic. That is why it is important to identify the opportunity of solving 
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the problem at hand. This will give an outline to multiple answers in the pipeline, what does 

the accuracy of the prediction need to be? How big of an impact false prediction has? What 

metric to use to gain wanted performance? How many resources can be used to solve this 

problem? Does solving the problem require collecting new data? All of these will impact the 

expected outcome of the project. For reference how hard it is to predict the outcome of an 

ML project: in 2019 Dimensional Research’s Survey of Data Scientists in AI and ML 

concluded that 78% of AI projects stall at some point, and Deborah Leff, CTO(Chief 

technical officer) for data science and AI at IBM said that 87% of their data science projects 

never make it to production(VentureBeat, 2019). Based on this one could argue that almost 

nine out of ten projects are wrongly evaluated. This is probably more of a property of 

machine learning instead of a problem with evaluation. Machine learning is a recursive 

process where the results can only be gained by testing, the focus should be on fast 

prototyping. So that if the project fails, it can be discarded as soon as possible without having 

to drag and take resources from other projects. One key part of making ML pipelines faster 

is automating feature engineering and model building, that is the focus point of this work.  

The second and third parts in the pipeline are related to data (Figure 2), in many cases, these 

parts also show challenges for companies, a study done in the USA on companies with 

revenue over 500 million concluded that only 15% have the right kind of data to achieve 

their goals (PricewaterhouseCoopers, n.d., p. 29).  96% of companies doing ML have run 

into problems with data quality and labelling (Dimensional Research, 2019). According to 

Rschmelzer (2019) from Cognilytica, 80% of time spent on AI projects is spent on data 

preparing, cleaning and labelling. These studies are done by companies in the field of selling 

AI products so the numbers might be inflated.  

Currently collecting, preparing, cleaning and labelling data is a human-intensive process and 

although there are ways to crowdsource it (Guoliang Li et al., 2017; Mozafari et al., 2014; 

Sheehan, 2018; Wang et al., 2014), and also to use ML for data clean-up (Guang-Hui et al., 

2016; Mayfield et al., 2010; Yakout et al., 2013) there is no silver bullet in sight. In the 

context of this study, this very crucial step of the pipeline will be missed entirely, but it is 

good to keep in mind that in the end data is the fuel for machine learning.  
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2.2. Feature engineering 

The fourth part of the pipeline is feature engineering this part consist of engineering features, 

extracting new features and selecting features. As stated previously data is the fuel for 

machine learning. Having the right kind of fuel for your engine is as important as having 

fuel. To make good predictive models finding the right combination of features is the key. 

This takes a lot of domain knowledge and time. (Domingos, 2012, p. 84) Good examples of 

feature engineering are timestamps. As a datatype having timestamps can be powerful but 

having just a date doesn’t tell you much. However, transforming the timestamp to, day of 

the week, season, month, is it holiday etc. is extremely powerful, as it packs a lot more 

information than just the timestamp. All the information of the date is in the datetime but it’s 

not in a form that algorithms can use, refining data to a more informative form is in the core 

of feature engineering.  

CEO of Kaggle (largest data science competition platform) states that the most common 

reason to win a Kaggle competition is by finding clever features that other people do not 

find (Goldbloom, 2020). Feature engineering takes a lot of domain knowledge, thus making 

it hard and time-consuming. While learning algorithms are general, features are always 

problem-specific. Being problem-specific unfortunately leads to the fact that the scientific 

community is not as interested in feature engineering as they are in studying algorithms. 

Currently, there are fewer publications on feature engineering than there is on modelling 

(Munson, 2012). Problem specific publications do exist, for example, there is a lot of 

research on feature engineering in credit fraud detection. (Lucas et al., 2020)  In the previous 

research section, discoveries in automating feature engineering are displayed. 

It’s important to notice that feature engineering consists of multiple different types of feature 

engineering these are selecting features, making new features and modifying features. The 

simplest feature engineering is feature modification this practice is often a necessary part of 

the process. Most modelling algorithms need the data to be in a specific form. This step is 

the easiest to automate and some libraries already do this automatically.  The other two need 

domain knowledge to be done properly, making them harder to automate. There are ways 

how feature selection can be automated with feature importance. Especially challenging to 

automate is features creation, as it often demands creativity and a general understanding of 

the problem, these are skills that only humans possess.  
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Selecting the right features removes noise from the dataset, making models less prone to 

overfitting. Having fewer features decreases the training time of models, and makes models 

simpler and easier to interpret. The problem with automating this step is that different 

features can correlate with each other, and different feature combinations can affect model 

outcome differently as they would alone, making it hard to know what features should be 

included and what features should be deleted. Trying all the feature combinations is not 

feasible in real-life, for example from 50 features selecting eight for the final model results 

in over 500 million different combinations. And that’s if it’s known that exactly eight 

features will be the best.  

As shown by the previous timestamp example making new features can be powerful, but a 

time-consuming step that needs a lot of domain knowledge. There are usually almost infinite 

ways to create new features and deciding what features to create without domain knowledge 

is like finding a needle in the haystack. This becomes even more tedious when dealing with 

unstructured data like text- files.  The simplest feature transformation can be synthesized by 

commonly used machine learning algorithms, Heaton (2017) and later Klauke (2019) show 

that neural networks, kernel SVM (Super Vector Machine), random forest and gradient 

boosted decision trees can synthesise some common feature transformations pretty well. All 

algorithms could synthesize count, differences, polynomials, exponentials, ratio polynomials 

and squares. They all failed on ratio differences and quadratic formulas and had a hard time 

with ratios. Also, some algorithms were not able to synthesize count, logarithms and ratios. 

These findings apply that the simplest forms of feature creation can be captured by common 

models, for more complex feature creation, human creativity is needed.  

Feature engineering is a tedious time consuming and boring job with uncertain results that 

need a lot of domain knowledge. It becomes a very tempting target to automate. Especially 

when data size grows and starts to contain thousands of different features, manually going 

through them becomes unfeasible. In the literature review, some methods and discoveries in 

automated feature engineering are discussed in more depth.  

2.3. Model building 

The goal of model building is to create a model that can do accurate predictions from the 

data. Model building can be thought of as capturing information from a signal. The signal 

here is the data and different models are better at capturing different kinds of signals. The 
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goal is to find the best model(s) for the data. As there are many different models to choose 

from, and they all can be tuned with different hyperparameters model building in its core is 

a search problem. In modern days instead of selecting an algorithm first and optimizing its 

hyperparameters later, both steps are done simultaneously. This approach is called combined 

algorithm selection and hyperparameter tuning (CASH). (Thornton et al., 2013)  As a search 

problem CASH is notoriously hard to solve. To be exact CASH problem is a black-box 

mixed-integer nonlinear optimization problem (Zöller and Huber, 2020). Black box means 

only evaluation of the model outcome can be made but it cannot be determined analytically 

beforehand. Mixed-integer because hyperparameters can be categorical or real-valued and 

nonlinear meaning small tweaks in the model/models can lead to cascading effects in the 

outcome. Because of these properties, the CASH problem is only solvable with a try and 

error approach with huge search space leading to high demand in computing time and power. 

In practice, it’s not possible to go through every possible model and hyperparameter 

especially when datasets become larger as each iteration needs more training and validation 

time. This is where human experts can use their insight on deciding what kind of models 

with what hyperparameters might work best, narrowing down the search space.  

Some of the most common models are (what kind of problem they can be used): Linear 

Regression(regression) (Galton, 1886), Logistic Regression(classification) (Cox, 1958), 

SVM(classification) (Cortes and Vapnik, 1995), Naive Bayes(classification) (Zhang, 2004), 

k-nearest neighbours(clustering, regression, classification) (Altman, 1992), K-Mean 

(clustering) (Forgy, 1965), Random Forest (classification + regression) (Ho, 1995) and 

newer gradient boosting algorithms that can solve both regression and classification tasks: 

Gradient boosting machine (GBM) (Friedman, 1999), XGBoost(Extreme Gradient 

Boosting) (Chen and Guestrin, 2016), LightGBM (Light Gradient Boosting Machine) (Ke 

et al., 2017), CatBoost (Prokhorenkova et al., 2019). All of these have a different amount of 

hyperparameters and have different time complexity (training times) and predictive power, 

depending on the characters of the dataset. In the real world, the best prediction power is 

usually achieved with models that have multiple models inside, this is called bagging (Bauer 

and Kohavi, 1999). Most AutoML frameworks use this approach which is discussed in more 

detail later in this work.  

From all parts in the pipeline model building has the most scientific publications. However, 

it’s not that time-consuming or considered being more critical than the rest of the pipeline. 
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(Munson, 2012) One explanation of why modelling has so many publications compared to 

other steps is that it’s a general field. Pipeline before the model building is always a problem 

and data specific, thus having anything worth publishing can be hard to find. 

So far, it's concluded that CASH is a hard search problem with many models or a 

combination of models to choose from, leading to a huge search space with high computing 

demand for results. Because of these properties, CASH cannot be solved by brute-forcing 

meaning some sort of optimization strategy is required. This can be done with professional 

intuition or by using algorithms. The algorithmic approach is talked about in the next section. 

CASH problem can be extended to include feature engineering, so the same approaches used 

to solve CASH can also be used to solve feature engineering and CASH.  

2.4. Automated machine learning 

Machine learning pipeline is a complex system with a lot of time-consuming, hard and 

tedious tasks. The more automatization data scientist has in their machine learning pipeline 

the faster and easier they can iterate different ideas, deploy models and validate and 

benchmark performance. Leading to having more time to focus on finding and solving 

problems with more value. If the automatization is reliable enough then little to no expertise 

in modelling is needed, leading to high-quality machine learning being available for 

everyone. For a good utilization of AutoML, the limitations and performance need to be 

known.  

Yao et al. (2019) state that three goals of an AutoML system are:  

(A). Good performance: good generalization performance across various input data and 

learning tasks can be achieved. 

 (B). Less assistance from humans: configurations can be automatically done for machine 

learning tools. 

(C). High computational efficiency: the program can return a reasonable output within a 

limited budget. 

To achieve this, they argue that for the AutoML system to tackle the full scope of machine 

learning it needs to do feature engineering, model selection and model optimization. These 

can be done in separate processes or concurrently in the case of using neural networks. (Yao 
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et al., 2019) Unlike in neural networks where feature engineering and predictions can be 

done within one model moving from layer to layer. This study focuses on traditional machine 

learning models, with tabular data. Therefore, feature engineering and CASH is done in 

separate processes.  

For AutoML to be able to find the optimal pipeline for any given task it needs to be smart 

when selecting the search space. Search space includes a combination of all possible models, 

their hyperparameters possible features and their transformations. There are multiple 

strategies to do this and a short discussion about the most common ones are made. These 

include grid search, meta-learning, bayesian optimisation and genetic programming.  

The simplest and the most brute force approach is grid search, where a grid of all possible 

configurations is made and then evaluated. This is simple to make and parallelize and given 

enough time it will come up with the best solution. The drawback is that enough time can be 

almost infinite. As the number of features, models and hyperparameters grow the 

combination search space grows exponentially. (LaValle and Branicky, 2003)  In real life 

there are better performing areas in the grid, finding some smart way to find these regions is 

at the core of solving CASH.  

Meta-learning uses machine learning to narrow down the search space. It mimics human 

intuition. Meta-learner is trained on previously solved datasets in a way that when it sees 

new data it predicts what kind of models and hyperparameters would work on this data. This 

approach works best when the new data is similar to one the model’s been trained on before. 

(Lemke et al., 2015) Meta-learning is great when new data comes in batches and is similar 

to previous ones, this is often the case in business-related datasets where data are being 

updated continuously. 

Bayesian optimization idea is to build a probabilistic model that maps the current 

configurations to their performance and uncertainty (variance). Based on this it builds 

function of expected performance and its confidence bound. This process is iterated so that 

in each step new model is created based on the function of expected performance, after that 

it’s evaluated and the probabilistic model is updated leading to new expected performance. 

(Brochu et al., 2010) Bayesian optimization has a strong theoretical justification and has 

been shown to work very well in practice (Waring et al., 2020).  
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Genetic programming is based on biology, the idea is to mimic natural selection. There is a 

fitness function, in the case of machine learning typically prediction accuracy, and the idea 

is that the program creates a lot of models and the fittest are then selected to breed the next 

population of models. This is iterated until the wanted results are achieved(prediction 

accuracy) or the resources(time) have been exhausted. (Banzhaf et al., 1998)  

There are currently many available solutions for AutoML, DataRobot being the most popular 

platform. (AIMultiple, 2021). From the biggest internet companies, there is Google’s Cloud 

AutoML, Microsoft’s Azure machine learning and IBM’s Watson studios. There are also 

numerous start-ups in the field. (Yao et al., 2019) Based on performance in previous studies, 

four open-source AutoML frameworks are chosen for this study. These are H20, TPOT, 

Auto-Sklearn 2.0 and AutoGluon. They are also the most sited and the most popular (Waring 

et al., 2020; Yao et al., 2019). Working principles and requirements of these tools are talked 

more about in the tools used.  
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3. PREVIOUS RESEARCH AND LITERATURE REVIEW 

In this chapter research on the performance of automated machine learning and its 

applications are reviewed. The literature review was conducted using AutoML search terms 

with related concepts such as automated feature engineering, automated machine learning, 

the performance of automated machine learning, AutoML case. A full list of search terms is 

provided in Appendix 1. After a suitable publication was found, every publication the paper 

was referring to was checked. Every publication referring to the accepted publication was 

checked, using Google Scholar. As automated machine learning is a relatively new field with 

a small number of publications, this approach should be sufficient to guarantee a thorough 

view of the subject.  

3.1. Performance of automated feature engineering 

Feature engineering is a labour-intensive job, that becomes increasingly difficult as the 

number of features increases. Automation of feature engineering has a long history starting 

from 1986.  (Piramuthu and Sikora, 2009) There are multiple ways that the problem can be 

tackled and the methods to do so are usually complex. In this literature review, the focus is 

on benchmarking side. Comparing performance between different automated feature 

engineering algorithms.  

A commonly used Python library Featuretools is based on Deep Feature Synthesis(DFS) 

(Kanter and Veeramachaneni, 2015) and One Button Machine is a modified version of DFS 

to handle larger datasets (Lam et al., 2017). Zhao et al. (2020) made a benchmark of their 

algorithm versus Featuretools. Their creation DAFEE(Distributed Automatic Feature 

Engineering Algorithm), improved prediction performance by 7% compared to Featuretools 

while being faster to run. Unfortunately, DAFEE is not an open-source installable package 

like Featuretools.  

In 2017 Kaul et al. presented a regression-based automatic feature engineering method called 

AutoLearn. AutoLearn improved prediction accuracy in 25 datasets of various sizes by 

13,28% compared to the original feature space. They also compared their algorithm with 

three other automated feature engineering algorithms: ExploreKit by (Katz et al., 2016), 
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FCTree(Feature Construction Tree) by (Fan et al., 2010) and TFC by (Piramuthu and Sikora, 

2009) and showed an increased accuracy of 5,87%. When considering real-life datasets 

scalability and interpretability are important. SAFE(Scalable Automatic Feature 

Engineering Framework) is a fast automatic feature engineering algorithm that gives 

interpretable features, it also outperforms FCTree and TFC (2.03% and 3.74%), being 10 

times faster (Shi et al., 2020). These properties would be suitable in big data and in 

applications where the data is continuously updated. 

Learning feature engineering (LFE) applies meta-learning to feature engineering. It learns 

the effectiveness of applying simple transformations to numerical features. It was able to 

beat no feature engineering, random transformations, brute-force and other simple 

approaches, but no benchmarking against other algorithms was done. (Nargesian et al., 2017) 

PERSISTANT is the only tool that has been but against humans. It has a model that gives 

feature engineering suggestions to the user. In a set of randomly selected classification 

problems, PRESISTANT performed 2.5 times better than humans (mostly non-experts). 

(Bilalli et al., 2019)  

As seen, the performance is measured in a few datasets comparing them to previously known 

algorithms or no feature engineering at all. This makes comparing different results hard and 

picking the best method impossible. There are currently no summary benchmark studies that 

would benchmark multiple automated feature engineering algorithms against each other. 

From the published studies it can be said that DAFEE, AutoLearn and SAFE, have not been 

beaten in straight comparison. AutoLearn beat FCTree and TFC by a bigger margin than 

SAFE, but SAFE is faster to run. Only AutoLearn is available as python code.  

The problem with studying automated feature engineering is that in the end it’s the model 

that does the predictions and different models benefit from different kinds of features and 

transformations. Thus, making it hard to evaluate a general solution for automated feature 

engineering. As there is no clear best performing automated feature engineering tool that 

would be available as a python package, automated feature engineering is left out of the 

empirical part. However, research shows that improvement can be achieved with automated 

algorithms. It could be interesting if combining some AutoML tools with these feature 

engineering frameworks could bring an increase in performance. A future independent study 

benchmarking automated feature engineering tools could bring new insight into the field.  



22 
 

 

3.2. Performance of automated model building 

The first automated machine learning competition where creators put their AutoML tools 

and competed against others was published in 2015. In the competition, teams were given a 

task to automate model and hyperparameter selection using the Scikit-learn library. The 

competition was won by a framework named Auto-Sklearn. The second challenge was held 

in 2018 with larger datasets and a stricter time budget. It was also won by the same team as 

the previous competition. The team modified Auto-Sklearn to be more efficient and called 

it  PoSH (Portfolio and Successive halving)Auto-Sklearn. (Guyon et al., 2019) The first 

winning work was published as Auto-Sklearn (Feurer et al., 2015) and after the second 

competition, Auto-Sklearn 2 was published implementing advancements used in PoSH 

Auto-Sklearn (Feurer et al., 2020).  

Even though Auto-Sklearn was able to outshine its competition in the AutoML challenges, 

there is no clear evidence of it being superior to other open-source AutoML libraries. In 2018 

Balaji and Allen benchmarked open-source AutoML solutions (Auto-Sklearn, TPOT, 

Auto_ML and H20) on 87 datasets, they concluded that Auto-Sklearn works best in 

classification tasks and TPOT in regressions. They noted that variance in performance 

between datasets was high, applying that it’s not guaranteed that TPOT is always best in 

regression or that Auto-Sklearn is always best in classification. (Balaji and Allen, 2018) In 

2019 Open source AutoML benchmark was published. The idea is that anyone can add 

datasets to it, and it will automatically benchmark the performance of Auto-Weka, Auto-

Sklearn, TPOT and H20 in it. In the published study, they had 39 datasets and used run times 

of 1 hour and 4 hours. There was only a marginal improvement in the long run time. The 

publication states that Auto-Weka was consistently the worst of the pack with no clear 

winners, they also noticed that the results were not consistent from dataset to dataset. 

(Gijsbers et al., 2019) This was also noticed in previous literature. 

Truong et al. (2019) did a very thorough inspection of the properties of different Auto ML 

frameworks. They tested stability, convergence time and how they behave in different 

datasets and different tasks. With a short running time of 15 mins, they came to a similar 

conclusion as the Gijsberg et al. (2019) that currently, no framework outperforms the rest in 

all tasks. However, they argue that Auto-Sklearn and Auto-Keras slightly outperform rest in 

multiclass classification. H2O and Darwin were the best in Binary Classification and in 
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regression tasks H2O and Auto-Sklearn were the best. Interesting to notice is that with 15 

min running time TPOT was performing slightly worse than H2O, Auto-Sklearn and 

AutoML. In previous research, TPOT had better performance. In the paper, they tested how 

fast different technologies converge, and they noticed that the fastest were H2O, Auto-Keras 

and Ludwig, with an average convergence time of 15 mins. While Auto-Sklearn needed 2-3 

hours for convergence. TPOT was just slightly faster. This could explain why TPOT didn’t 

do that well in the 15 min run. They also tested how consistent the results were from run to 

run and conducted that H2O and Ludwig were the most stable followed by Darwin, Auto-

Keras and Auto-ml. TPOT and Auto-Sklearn were unstable in regression tasks. For this 

study, the most interesting findings in the paper are how class imbalance and missing data 

affects the frameworks. These things are common in real-life datasets like Kaggle 

competitions. In classification tasks, H2O suffered the most from class imbalance and 

missing data, while in regression tasks there was no difference between frameworks. 

(Truong et al., 2019) 

With 73 datasets from OpenML and 6 different AutoML frameworks, Zöller and Hubert 

conclude that TPOT was on average performing the best on binary classification, with Auto-

Sklearn being second and H20 third. They also compared AutoML and human professional 

performance on two previously held Kaggle competitions. Unlike in OpenML datasets, H20 

was performing best in these two competitions beating 63% and 47% of human competitors. 

Also, the absolute performance in the second dataset is only 0.8% lower than the best human 

solution. Remarkable is that all algorithms were run for one hour, while human professionals 

have probably spent hundreds of hours on the task. (Zöller and Huber, 2020)  

With the release of AutoGluon Erickson et al. (2020) made a study comparing its 

performance against other AutoML frameworks (H2O, TPOT, GCP-Tables, Auto-Sklearn, 

Auto-WEKA). Using four-hour training time their results showed that out of 50 datasets 

AutoGluon was the best performer in 30. They also reported that their framework was more 

robust than the competition having the least amount of failures. (Erickson et al., 2020) They 

also tested how run times improve performance on AutoML frameworks by comparing 

results with 1h and 4h runtimes. Interestingly sometimes short runtime had better results 

than long runtime. Most notably in 12 out of 39 datasets, Auto-Sklearn performed worse on 

4h training time. (Erickson et al., 2020) This indicates that Auto-Sklearn is prone to 

overfitting. This finding is worrying as it would be preferable that if the run time were long 
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enough the frameworks would convert to the same prediction accuracy. Inconsistency in 

prediction accuracy depending on chosen amount of training time means that the user would 

need to be able to guess the optimal amount of training needed for a dataset. This is against 

the second rule of AutoML (Yao et al., 2019). As the study doesn’t differentiate what type 

of datasets have this behaviour, it could be assumed that in bigger datasets the phenomenon 

is not as severe. They also stated that AutoGluon was able to archive ranks 42 and 39 in two 

of the Kaggle competition(Otto Group product classification and BNP Paribas Cardiff 

claims). (Erickson et al., 2020) These results are promising but conflict with the previous 

research where no single model was able to consistently beat others. As the results are 

published by the makers of the framework, they could be biased towards favouring their 

creation. 

There are no scientific publications where human and AutoML performance was compared 

directly. However, there have been at least two competitions where this kind of setup has 

been made and the results were mixed. Following the 2015/2016 AutoML challenge no 

human team ware able to find better models/hyperparameters than Auto-Sklearn. Test setup 

contained one dataset and only hyperparameters/models could be provided, meaning there 

was no feature engineering involved. Also, there was no mention of how long the 

competition time was or how many entries there were, only stating that even the creators 

couldn’t beat their creation.  (Guyon et al., 2019, p. 180) In the 2019 Kaggle days, Google’s 

AutoML algorithm was able to snatch second place in a one-day hackathon against 200 

attendees consisting of top Kaggle competitors in the world (Simonite, 2019). The algorithm 

Google used for the competition is not public, and the time spent on this hackathon was only 

a day. Because these competitions are not published or follow the scientific method, no real 

conclusion can be made. This kind of study setup would be the most suitable for humans 

against AutoML comparison.  
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Table 1 Summary of AutoML benchmarks. 

Author Frameworks Datasets Results 

Feurer et al., 

2015 

Auto-

Sklearn(old), 

Auto-Weka, 

Hyperopt-

Sklearn(modern 

Auto-Sklearn)  

21 OpenML  Hyperopt was the best in 6/21 and tied 

12 and lost in 3 to Auto-Weka 

Feurer et al., 

2020 

Auto-Sklearn 

and Auto-

Sklearn 2.0 

39 OpenML With short runtimes Version, 2 beats 

version 1 almost every time because of 

smarter allocation time. 

Balaji A., 

Allen A. 

2018 

Auto-

Sklearn(1.0), 

Auto_ML, H2O, 

TPOT 

87 OpenML Auto-Sklearn performs best on 

classification tasks and TPOT best on 

regression tasks. These results have 

high variance between datasets 

meaning there is no guarantee that this 

work best for every dataset 

Gijsbers et 

al. (2019) 

Auto-WEKA, 

Auto-Sklearn, 

TPOT, H2O  

39 OpenML 

(only 

classification) 

Often marginal improvement over the 

random forest. Auto-Weka was the 

worst, others were similar in 

performance. Differences in 

performance between datasets were 

high. There is no explanation of what 

data properties might cause this.  

Truong et al. 

(2019) 

AutoKeras, 

Auto-Sklearn, 

Darwin, H2O, 

Ludwig, TPOT 

300 OpenML 

datasets 

H2O-AutoML slightly outperforms the 

rest for binary classification and 

regression, and quickly converges to 

the optimal results, but has bad 

performance in multi-class tasks. Still 

no clear winners 

Zöller and 

Huber 

(2020) 

TPOT, 

HPSKLEARN, 

Auto-Sklearn, 

ATM, H2O 

AutoML 

73 OpenML , 

2 Kaggle 

TPOT outperforms most frameworks 

on average. Auto-Sklearn 2nd H2O 3rd. 

On Kaggle H2O had the best 

performance on both datasets. 

Erickson et 

al. (2020) 

AutoGluon, 

GCP-Tables, 

H2O, Auto-

Sklearn, TPOT, 

Auto-Weka 

39 OpenML( 

same as 

Gisjbers et. 

al), 11 

Kaggle 

AutoGluon was the clear winner, 

followed by H2O in OpenML and GCP 

in Kaggle.  

 

There are no studies that combine automated feature engineering with the model search. This 

setup would benefit users with little experience in machine learning. Currently, only TPOT 
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tries to do feature creation but doesn’t seem to gain the noticeable edge against tools that 

don’t do it.  

From the previous research, it’s concluded that the best performing open-source AutoML 

frameworks are H20, TPOT, AutoGluon and Auto-Sklearn, the order of these frameworks 

is unclear in independent studies and the performance seems to vary depending on the 

dataset, task and given resources. From the research it seems that after a certain threshold of 

resources (time + computing power) only marginal gains can be acquired, this threshold 

varies from tool to tool. Currently, there are no studies only focusing on human performance 

against AutoML. From the two competitions where humans were directly put against 

AutoML, it seems that there is some evidence that with limited time AutoML can perform 

well. But with a bigger time, window (week/months) and more complex datasets humans 

still perform better. However, in some cases, only a few per cent of people can outperform 

AutoML frameworks applying that for most users AutoML could give better results. 

(Erickson et al., 2020; Truong et al., 2019; Zöller and Huber, 2020)  

3.3. Benefits and use cases of AutoML 

There are real-life cases where data scientists have used AutoML to get better results than 

they would get on their own. In 2019 Greece university department used AutoML to predict 

students learning outcomes (drop out / grades) from their Moodle platform. They argued that 

AutoML got superior results compared to their own build simple models, but lack of 

transparency and interpretability is a problem in the educational context. (Tsiakmaki et al., 

2019) One of the largest insurance companies in Mexico started to use Google AutoML 

Tables to simplify and speed up the creation of ML models and to save up costs. Even though 

they already had a team of data scientists they were still able to improve prediction accuracy 

in many different problems compared to their in-house build models. (Chauhan et al., 2020) 

In China, TPOT was implemented to predict the probability of waterpipe failures in the Gusu 

district. They were able to predict 80% of pipeline failures by only monitoring a subset of 

14.4% of total pipelines creating significant efficiency gains. (Zhang and Ye, 2020) In India, 

H2O AutoML was used to predict Covid-19 recovery, with good results of it beating every 

baseline method. (Gomathi et al., 2020) Looking at the times these publications are made 

it’s clear that the field is new and growing. Unfortunately, these studies are more of a report 

than an actual study, as they focus on describing how these AutoML tools were used 
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successfully in a real environment. Their methodology lacks depth as an AutoML tool (just 

one) is compared to stand-alone models, and not for example bag of models, or other more 

creative ideas, that represents the cutting edge of ML today. It’s no surprise that AutoML 

can beat standalone models, but that is just expected as AutoML usually consists of a bag of 

models and bagging usually improves the predictive power (Bauer and Kohavi, 1999). One 

common thing with these case studies is that they all argue that AutoML is good in hands of 

nonexperts.  

In a large questionnaire of companies and study groups that used AutoML. AutoML was 

seen as having clear benefits but had also controversial qualities. Usage of AutoML was seen 

to provide high efficiency (fast and little to no human activity needed), effectiveness (good 

prediction accuracy by incorporating the most recent advancements in ML), generalizability, 

and easiness of use. The biggest weakness for AutoML is transparency, lacking the proper 

understanding of the reasoning of the model leading to problems with trust on the model. 

(Xin et al., 2021, fig. 1) The black-box nature of AutoML is seen as controversial. On one 

hand, it standardized machine learning pipelines, meaning that every project had a similar 

structure. Standardization was seen as a good thing, as before the adaptation of AutoML 

every data scientist and project had their own workflow. On the other hand, AutoML made 

pipelines have less transparency and interpretability, making them harder to trust. According 

to the questionnaire AutoML was used in many ways. Some used it as it is, just making sure 

the train and test set-up were made correctly. Some used it to make a good benchmark model 

which was used to improve their own understanding of the problem, but they would never 

use AutoML on the end solution because understanding the solution was seen just as 

important as the model accuracy. (Xin et al., 2021) 

The research on the usage of AutoML is currently lacking proper means. There were no in-

depth studies on how AutoML functions as a tool to data scientists, or how to use AutoML 

to get the most out of it. This kind of insight would be important for managers and other 

people, who lead machine learning teams. As the field is still new and growing research 

considering these aspects might be around the corner.  
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4. METHODOLOGY AND TOOLS USED 

This section introduces the working principles of chosen AutoML tools, the setup on which 

the tests are run, and the datasets used. In the end, the way the tests are conducted is 

described. As mentioned before chosen AutoML frameworks are open-source free to use 

tools that offer python API. In the previous literature, there was no clear winner between the 

four chosen ones, so they are all included in the benchmark. Only the working principles are 

introduced as the frameworks are complex, for example, TPOT has over 90 thousand lines 

of code, making thorough introduction impractical (“EpistasisLab/tpot,”).  

4.1. H20 AutoML 

“H2O is an open-source, in-memory, distributed, fast, and scalable machine 

learning and predictive analytics platform that allows you to build machine learning 

models on big data and provides easy productionalization of those models in an 

enterprise environment.” (H2O.ai, 2021)  

Unlike other frameworks used in this study, H2O is developed in Java and runs on top of a 

Java virtual machine (JVM). Usage of the H2O framework starts by spawning an H2O 

cluster. All processing, data manipulation and training is done in the cluster. Clusters can be 

commanded with Java, Scala, R or Python. There is also a click and drag type of web user 

interface called Flow designed for non-experts, to lower the barrier of entry in machine 

learning and data science. (H2O.ai, 2021) 

To further lower the barrier of entry in data science H2O released the AutoML framework 

in 2017. The idea behind the H2O AutoML is to produce a large number of good quality 

models in a short amount of time and then use a stacked ensemble to combine these models. 

More specifically the algorithm works as follows. Training begins with predetermined 

models (3 XGBoost, fixed grid H2O GLM (generalized linear model), random forest, 5 pre-

specified H2O GBM(Gradient Boosting Machine), near-default deep neural net, XRT 

(extremely randomized tree), random grid of XGBoost GBMs, a random grid of H2O GBMs, 

and a random grid of H2O Deep Neural Nets) These are used for a good reference. The next 

algorithm starts a random search across prespecified ranges of hyperparameters for the 

models. After the base models are trained, a meta learner is trained to find the optimal 

combination of these base models. Two different meta learners are trained all models and 
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best in the family. The first contains all the optimized base models and the second contains 

six or fewer base models. The best in the family is designed for producing fast predictions. 

Every time a new base model or meta learner is trained it is scored on the leaderboard. Once 

the AutoML algorithm is done running the top of the leaderboard is chosen as the best 

candidate. Users can decide to go with a different algorithm, for example, use the best in the 

family for online applications needing quick prediction times. (LeDell and Poirier, 2020) 

 

Figure 3 H2O AutoML working principle.  

H20s prespecified models and parameters are decided by machine learning experts. It is an 

interesting approach to combine the knowledge of experts to narrow down the search space. 

(LeDell and Poirier, 2020) 

H2O can accept numerical and categorical data as it is, categories don’t need to be made 

numerical beforehand. Also, missing values are handled automatically. In this study version, 

3.32.1.2 of H2O is used. H2O cluster is given 8-10 GB of RAM and for AutoML model 

default hyperparameters are used, except that maximum runtime is set as 7200 seconds, the 
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scoring metric is set to the same as used in the Kaggle competition and automated class 

balancing is used on unbalanced datasets.  

4.2. TPOT 

TPOT (tree-based pipeline optimization tool) is based on genetic programming that is 

designed to mimic evolution. It is built on top of Python Scikit learn.  It uses fitness function, 

crossover, mutations and multiple generations to find the optimal solutions for a machine 

learning task. At first random pipelines are made, they are then evaluated using fitness 

function, the fittest can then reproduce(crossover) to next generation with random mutations 

on them, after that the loop continues with a fitness evaluation.  

 

Figure 4 working principle of one TPOT generation. 

 

In TPOT the pipeline can consist of pre-processor, decomposition, feature selection and 

modelling. To create flexible pipelines TPOT uses trees to assemble the pipeline, in every 
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node of the tree the data is modified according to the node and passed to the next node until 

the whole tree has been run through and the model has been trained. One tree can also have 

multiple datasets at the beginning with different modifications applied to it only to be joined 

in the end before modelling. After the trees have been assembled and trained, they are 

evaluated using a fitness function. By default, TPOT uses 75% of data for training and 25% 

for evaluating fitness. For fitness function, TPOT uses pareto front to optimize for two 

simultaneous goals, best accuracy, and the simplest pipeline. After the fitness has been 

determined the best pipelines crossover and mutate for the next generation. Loop then 

continues until the stopping condition has been reached. Stopping conditions can be based 

on time, accuracy gained on previous (1 to n) generations or number of generations. At the 

end of the run, TPOT uses the single best performing pipeline. (Olson et al., 2016) 

TPOT can do feature engineering and selection, it also can omit the best pipeline as a Python 

code file. This property can come in handy especially in production environments and in 

applications where one must understand how the predictions are made. The design choice of 

optimizing for two goals is intended to combat overfitting and to make the models more 

understandable. One concern using genetic programming is that it might be heavily using 

memory and take a long time to converge, especially in big datasets. Making it prone to 

crashing or only running one generation in a limited time, causing it to be just a random 

search (Balaji and Allen, 2018; Erickson et al., 2020; Truong et al., 2019; Zöller and Huber, 

2020). In this study similar problems have been seen, they are addressed in the results and 

discussion. 

TPOT can handle numerical Pandas data frames. All missing values in the dataset are 

imputed using median values, there is an option to change this behaviour. In the study 

version 0.11.7 of TPOT is used, with parameters of n_jobs= -1, memory =’auto’ and training 

max_time_mins=120. This set’s TPOT to use all cores available (2), and to use memory 

caching to avoid training two similar models. (“TPOT API - TPOT”). Depending on the 

dataset the size of population per generation is modified to be smaller in big datasets. If the 

default value of 50 is used on big datasets setup will run out of memory during the training 

crashing of the kernel.  
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4.3. Auto-Sklearn and Auto-Sklearn 2.0 

Auto-Sklearn is the winner of ChaLearn AutoML challenge in 2015. It builds machine 

learning pipelines with a fixed structure. Its core is based on Bayesian optimization and 

meta-learning and built on top of Pythons Scikit library. (Feurer et al., 2015)  

 

Figure 5 working principle of Auto-Sklearn 1.0. 

In Figure 5 the working principle is demonstrated. It starts with calculating some meta-

features about the dataset in use. Then these meta-features are compared to previously 

trained datasets to find out what worked in the past. The comparison is done with a pre-

trained machine learning model, that predicts the best search space for pipelines. This is 

called meta-learning. Once the initial hyperparameter space is defined algorithm runs 

multiple pipelines in parallel. At the end of the training, pipelines are added to the stacked 

ensemble. And based on previous results new pipelines are made using bayesian 
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optimization for the next hyperparameters. The stacked ensemble constructs of 50 of the 

best-performing pipelines. They all have uniform weights but there can be multiple copies 

of the same or very similar pipelines. This approach is was introduced by Caruana et al. 

(2004). The ensemble is constructed to maximize performance on the validation set. (Feurer 

et al., 2015) Weakness of this approach is that if not enough models can be trained in the 

timeframe, then weak models can still be in the ensemble, making the predictor lack power.  

After the automated machine learning challenge of 2015, a new challenge was made in 2018 

that had bigger datasets and less training time. The Fuhrer’s team also won that competition 

with POSH-Sklearn that later became Auto-Sklearn 2.0 (Feurer et al., 2020). Comparing 

Auto-Sklearn 2.0 to the original they had many improvements especially designed for large 

datasets. Version two only includes algorithms that can be trained iteratively and can be 

stopped early, in case of no improvement over past n generations. This also dropped the 

number of hyperparameters tuned from 153 to 42. There is a large number of evaluation 

metrics to guarantee that the results can be generalized. This is probably to compact the 

problem of overfitting as found in benchmarks (Erickson et al., 2020). The original version 

gives the same budget to every pipeline, 2.0 gives more budget to the most promising 

pipelines. This is specially designed in a setting where the dataset is so large that training a 

large number of models is not feasible as it would take too long to find an optimal solution. 

The meta-learning component has been changed with a portfolio. The portfolio contains 

pipelines that perform best on widely varying datasets. For general use cases, this allows the 

algorithm to start optimization right away without first creating and training new pipelines.  

According to the creators, these changes had significant improvement on performance 

compared to original Auto-Sklearn in large datasets using limited training time. (Feurer et 

al., 2020). Currently, Auto-Sklearn 2.0 is only available for classification tasks.  

As an input Auto-Sklearn can handle Panda’s data frames with numerical values. It imputes 

missing values with median imputation. If the dataset is too large Auto-Sklearn will 

automatically sample the dataset and use the subsample for training. Auto-Sklearn also 

balances the dataset automatically. (Feurer et al., 2015) In this study version, -* 0.12.6 of 

the Auto-Sklearn library is used. For classification tasks, Auto-Sklearn 2.0 is used and for 

regression, the original version is used. This study uses light computing resources, with 

limited training time and big datasets, the version 2.0 should be the best choice. For 

parameters, defaults are used except for the use of all cores available with n_jobs=-1, the 
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metric to be the same used in the competition, time_left_for_this_task=7200 (2h runtime) 

and also the amount of memory allocated for the job is changed from the default 3 GB to 9 

GB.   
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4.4. AutoGluon Tabular 

AutoGluon was developed by Amazon AWS engineers and made open source in 2019 

(Erickson et al., 2020). AutoGluon can tackle many kinds of machine learning problems like 

images and texts. This work focuses on AutoGluon Tabular that’s designed for tabular 

datasets.  Unlike the previous AutoML frameworks that try to find the best model, their 

hyperparameters or stack of models to predict the data. AutoGluon does not try to find the 

best hyperparameters or model, instead, it uses stacking and layering of models as 

demonstrated by the figure belowFigure 6 Working principle of AutoGluon (Erickson et al., 

2020) This approach is similar to building a convolutional neural network.  

 

Figure 6 Working principle of AutoGluon (Erickson et al., 2020) 

If no limits are given the framework trains random forests, XRT, k-nearest neighbours, 

LightGBM boosted trees, CatBoosted trees and AutoGluon-Tabular deep neural networks. 
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The output of these models is then fed as input with the original data to the next layer called 

the stacked layer. The stacked layer consists of the same models with the same 

hyperparameters as the base layer. The output of the stacked layer is then ensembled using 

ensemble selection similar to Auto-Sklearn (Caruana et al., 2004). To combat overfitting the 

framework uses k-fold cross validation n times on n different parts of input data. N is 

determined automatically based on the given time limit. There is a sophisticated allocation 

algorithm running during the training that tries to get the best out of the time left. The 

framework trains one model at a time and after every training is complete it saves it to disc, 

this saves RAM and also in case of errors or interruptions users can resume training after the 

problem is fixed. (Erickson et al., 2020) Because every model is swapped out from disc to 

RAM when doing prediction, the predictions took a longer time to run than other tools. 

AutoGluon was designed from the start to be simple to use, robust and fault tolerant. To use 

AutoGluon only dataset and the target variable needs to be specified, everything else is 

optional. Robustness means the user can give any kind of raw data and if it’s tabular 

AutoGluon can make use of it. AutoGluon accepts Pandas data frames that contain 

numerical, text or timestamps. It can also deal with missing values and categorical data. For 

this study version, 0.3.1 is used.  

 

4.5. Google Colab 

This study is conducted using Google Colab. It provides a free Jupyter notebook with a 

browser interface that has the most used Python machine learning libraries pre-installed. 

Colab notebook runs on top of a Linux virtual machine and for normal instance, it provides 

around 12 GB of RAM and 100 GB of disc and a single CPU with one core and 2 threads. 

There is also an option to add a GPU (Graphics Processing Unit) or TPU (Tensor Processing 

Unit). When utilizing GPU or TPU the disc space is dropped to 64 GB. GPU’s that Colab 

offers are: Nvidia Tesla p4, p6 or p100. Because the service is provided free Colab cannot 

guarantee the same computing resources every time. It is important to keep this in mind 

when comparing the performance of different runs.  

In this study, a basic CPU instance is used. Running with GPU could speed up training 

making the frameworks convert faster and go through more models in a shorter time. There 
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are currently technical difficulties with the chosen frameworks. Auto-Sklearn2 does not 

support GPU at all. TPOT cannot use GPU within Colab because of dependencies related to 

the CuML library, and in initial trials, H2O ran out of memory multiple times with one of 

the smallest datasets crashing the kernel. 

Previous studies on AutoML performance (Erickson et al., 2020; Gijsbers et al., 2019; 

Truong et al., 2019; Zöller and Huber, 2020) used more powerful computers with 30-384 

GB of ram with 4-94 CPU cores. It will be interesting to see how much does computing 

power affect performance. Despite the problems with Colab, it offers decent resources for 

free with almost no set-up required. The resources Colab offers are closer to a normal 

desktop computer than what the previous research has been using, making the results and 

run times realistic for the common user, especially those who don’t have a big budget to 

spend on cloud computing.   

4.6. Comparing human performance with AI (Kaggle)  

To compare AutoML frameworks with human performance, a test setup needs to be made. 

The setup in this study is to use Kaggle’s previously held competitions with monetary prizes 

and a large number of participants to benchmark how well AutoML performs against human 

teams. This approach allows competing in multiple competitions/datasets with no expenses. 

Ranking achieved in the competition is a good proxy for relative performance AutoML has 

against human professionals. 

There are multiple machine learning competition sites Kaggle, DrivenData, Crowanalytics, 

Signate, Zindi, Alibaba Cloud Tianchi, Analytics Vidhya and CodaLab just to name a few 

of the most popular. Kaggle is chosen as it also allows for late entry, meaning you can submit 

solutions to already closed competitions. There are a lot of already held competitions, with 

big prices ranging from 10 to 100 thousand dollars. All with more than 1000 competitors. 

Often one competitor has 100 or more submissions. This assures leaderboard is a good 

reference point on how good human professionals were at the time. Also, the solutions teams 

made are innovative and usually complex. Unlike in some previous studies where AutoML 

is made to compete against simple in-house build models (Chauhan et al., 2020; Gomathi et 

al., 2020; Tsiakmaki et al., 2019). There are no doubt solutions in Kaggle competitions are 

state of the art at the time. 
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Founded in 2010 in Australia, Kaggle is the biggest crowd-sourcing platform for data science 

and machine learning. In 2017 Google acquired the company (Fei-Fei, 2017). Website hosts 

data-science competitions, courses and datasets for everyone to use and participate for free. 

A typical workflow in Kaggle is that you load the labelled training set, train your model. 

Then use that model to predict the test dataset and submit it to Kaggle. Predicted labels in 

the test set are not visible to competitors and are only known by the company and Kaggle 

holding the competition. Kaggle uses around 25% of the test dataset to score for the public 

leaderboard, this gives an indication for the competitors on how their approach is working. 

The score is based on the metric chosen for that competition. After the competition ends the 

private leaderboard based on the rest of the dataset is published and winners are determined 

from that. The separation between public and private leaderboards is made to combat fishing 

attempts. A fishing attempt means a competitor tries to use the scoring on the leaderboard to 

find the right solutions instead of making a real predictive model. In the empirical part, 

scoring is done on the private leaderboard. The winners of Kaggle competitions have to 

publish their methods, this leads to the evolution of the field for future competitions as 

everyone has access to how problems are tackled. This could lead to AutoML having better 

performance in older competitions, also the fact that some of the AutoML tools have been 

available from 2015 could lead to them being already in use. However, none of the winners 

admitted to using them.  

There are other possible ways of studying AutoML performance against experts like setting 

up competition between human professionals and AutoML as Google did in 2017. (Simonite, 

2019) This kind of approach is not feasible in a master’s thesis as it would need funding. 

From a business perspective, it would be interesting to see a study where people from 

different backgrounds masters, PhD. degree or self-taught data scientists are put to work on 

a problem for a given timeframe, and then the results would be compared to AutoML and to 

each other. This could indicate what kind of performance one can expect for their money, 

and to have a good understanding of what kind of workflows result in the best performance. 

To have a meaningful conclusion this test set-up would need to be big and repeated many 

times, needing a lot of resources. 
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4.7. Chosen datasets, competitions and metrics 

Ten tabular datasets were chosen from recent Kaggle competitions to reflect real ML 

applications (Table 2). The competitions in this study contain both regression and 

(binary/multiclass) classification tasks. Many different metrics are used to evaluate the 

predictive performance, each tailored to fit the competitions particular problem. These 

metrics are AUC(area under received operating characteristic curve), logarithmic loss, 

RMSLE (root mean square logarithmic error), Gini-index and coefficient of determination 

(R2) (check Appendix 2 for calculations and interpretation). Chosen competitions met the 

following criteria: supervised tabular dataset, business-related, feature engineering and data 

pre-processing were intuitive and straightforward, had a lot of participants with a monetary 

price and had to fit in the memory (12 GB) in a reasonable way. Straight forward and 

intuitive data prepossessing means that one can just impute missing values with some easy 

way and transform labelled categories into ordinal numerical categories or one-hot encoded 

ones. There were multiple potential competitions with spatial data, needing domain 

knowledge to make sensible features. These were discarded.  

All the datasets are large, and the data size varies a lot from dataset to dataset (Table 2 and 

Table 8). Also, the quality of data is not constant some sets are already made numerical and 

complete, while others have a lot of missing values, strings, timestamps, and other variables 

that cannot be used as it is, handling of data is discussed in the next section. One thing to 

notice is that amount of data points only gives a rough estimate of how large a dataset is in 

memory. The type of data datapoint contains has a large impact on the actual memory 

consumption of the data. The biggest dataset in this study is Avazu-Click-Through-Rate 

prediction with over 7GB of size. Even though Colab offers 12GB ram this dataset is too big 

to be read in memory, so partitioning is used (check Appendix 3 for more details).  
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Table 2 Chosen datasets(full description and links in Appendix 4 Error! Reference source n

ot found.). (*) = Competitions included in Auto-Gluon paper Erickson et al. (2020), (**) = 

Competitions included in both Erickson et al., and independent Zöller and Huber (2020) 

Name Type metric rows cols datapoints Teams Price 

Santander Customer 

Transaction 

Prediction*(2019) 

Binary AUC 200 000 201 4.02E+07 8751 65.000 

Santander Cutomer 

Satisfaction** (2015) 

Binary AUC 152 000 370 5.62E+07 5115 60.000 

Avazu-Click-Through 

Rate Prediction (2015) 

Binary Log-Loss 40 mil 24 9.70E+08 1602 15.000 

Don't Get Kicked! 

(2012) 

Binary Gini-index 73 000 32 2.34E+06 570 10.000 

Santander Value 

Prediction Challenge* 

(2018) 

Regression RMSLE 4459 4993 2.23E+07 4463 60.000 

Mercedes-Benz Greener 

Manufacturing* (2017) 

Regression R^2 4209 378 1.59E+06 3823 25.000 

Springleaf Marketing 

Response (2015) 

Binary AUC 145231 1934 2.81E+08 2221 100.000 

Otto Group Product 

Classification 

Challenge** (2015) 

Multi-class Log-Loss 61878 93 5.75E+06 3507 10.000 

IEEE-CIS Fraud 

Detection* (2019) 

Binary AUC 590540 434 2.56E+08 6351 20.000 

bnp paribas cardif 

claims* (2015) 

Binary Log-Loss 114321 133 1.52E+07 2920 30.000 

 

Almost all datasets contain a high amount of categorical data. In binary classification tasks, 

many of the datasets are highly imbalanced, meaning there is significantly more one variable 

(usually 0 presenting the normal case) than the other (1 fraud, failed product, unsatisfied 

customer etc.). Usually, this is a problem in machine learning as minor class is harder to pick 

up by models and it’s also usually the more important one, for example in fraud detection 

frauds are more interesting than normal exchanges. Fortunately, all datasets are big which 

means there are plenty of samples in minor classes even though they might be low in per 

cent.  
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Table 3 Properties of training data  

Name  One label  Missing  Categorical Anonymized Size 

Santander Customer 

Transaction Prediction 

9 % 0 % 0 % Yes 308 MB 

Santander Customer 

Satisfaction 

4 % 0 % 82 % Yes 215 MB 

Avazu Click-Through Rate 

Prediction 

20 % 0 % 100 % No 7 GB 

Don't Get Kicked! 14 % 6 % 50 % No 19 MB 

Santander Value Prediction 

Challenge 

regression 0 % 74 % Yes 170 MB 

Mercedes-Benz Greener 

Manufacturing 

regression 0 % 100 % Yes 12 MB 

Springleaf Marketing 

Response 

30 % 1 % 66 % Yes 2.1 GB 

Otto Group Product 

Classification Challenge 

multiclass  0 % 96 % Yes 45 MB 

IEEE-CIS Fraud Detection 3.60 % 45 % 63 % No 1.9 GB 

Bnp paribas cardif claims 31 % 34 % 17 % Yes 116 MB 

 

One Kaggle specific thing is that some datasets are anonymized. There are three reasons 

competition hosts might want to do this. First to secure the privacy of their customers, data, 

processes and so on. Second to force competitors to focus on modelling instead of feature 

engineering or third to even out the playing field for everyone in the competition so that 

domain expertise could not be used to gain an edge. In many cases of anonymized data 

winning solutions were decoding variables and creating new features using the insight 

gained from their findings (Table 7). Some models and frameworks might be able to 

synthesise basic feature transformations and combinations (Heaton, 2017; Klauke, 2019). 

And if the anonymization doesn’t drastically change the properties of the dataset, like from 

normal dataset to time series, then it won't be problematic for AutoML as it doesn’t matter 

if the variables have labels or not.  

Excluding AutoGluon that used Kaggle in their benchmark (Erickson et al., 2020). The rest 

of the AutoML models were benchmarked only with OpenML data (Feurer et al., 2020; 

LeDell and Poirier, 2020, p. 2; Olson et al., 2016). There is a chance that the tools are tuned 

to perform well in those datasets, so introducing new data might bring out problems and test 

their generalisability. The new data might be especially challenging for Auto-Sklearn 2 as it 

has a meta-learning component trained on OpenML data that tries to narrow down search 

space. How closely chosen datasets and OpenML datasets are, is not tested in this study. 

From previous studies, it can be concluded that on average AutoML tools have a higher loss 



42 
 

 

on Kaggle datasets than on AutoML datasets. (Erickson et al., 2020, table. s7 & s8) That is 

expected as there are big price pools in the competitions, meaning they are not trivial to 

make modelling on. 

4.8. Conducting the tests. 

Tests are conducted in the following manner:  first training and test datasets are downloaded 

with Kaggle API. After this, depending on the AutoML tool in use minimal efforts of data 

processing is done. This is tool-specific as some need more pre-processing than others as 

explained in chapters 4.2-4.5.  

For most datasets, Categorical data are transformed into numerical categories (either 

ordinary or one-hot encoded). Missing values are imputed with ‘Missing’ label for categories 

and with -1 for numerical.  

For every framework, the default parameters are used with specified runtime of 120 mins 

and with the competition-specific scoring metric. For tools that have the option to handle 

imbalance (H2O). It’s used when there is less than 20% of one explained label. Also, the 

memory usage is specified for H2O and Auto-Sklearn 2, so that they use as much as possible 

(otherwise limited). The complete list of hyperparameters are in Appendix 3 

After the training is done, predictions are made using the trained model and saved to a file. 

This prediction file is then submitted to Kaggle via API. Kaggle then scores the prediction 

and shows it under ‘My submissions’ tab. Achieved private score is compared to the private 

leaderboard to determine the -% of human teams beaten.  

The biggest problems during the benchmarking were with memory management leading to 

kernel crashing and unclean datasets where train and test had different classes and labels. 

Also, the dependencies of Colab and different AutoML tools had problems. TPOT, H2O and 

Auto-Sklearn2 had problems of suddenly crashing the kernel by taking too much memory, 

especially problematic for the user is that these crashes could happen at any time during the 

training. In some cases, this was fixed by restricting the number of threads run from two to 

one for Auto-Sklearn2 and TPOT. AutoGluon ran out of memory during its pre-processing 

step on some of the bigger datasets this was handled by doing manual pre-processing using 

Pandas. For every tool, memory issues could be partly fixed by checking that datasets don’t 

use extensive data types and casting them to the smallest possible data type. For example, 
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almost every numerical column was cast as float64, while very often numerical values ware 

small integers(categories) taking unnecessary space.  

In Colab Auto-Sklearn had dependency issues with the Cuda library. This was fixed by 

running the tests on an instance with GPU acceleration, this happens even though Auto-

Sklearn doesn’t use GPU’s. On ‘IEEE-CIS Fraud Detection’ and ‘Don’t get kicked’ datasets, 

Auto-Sklearn didn’t crash the kernel but was unable to train even a single model successfully 

resulting in the constant predictor, this default behaviour could be tweaked as spending a lot 

of time on training just to result in constant predictor without any error messages is not user 

friendly. A total of 80h of computing for training was used during the benchmarking (4 tools 

x 2h x 10 competitions). Real-world time was significantly more as every tool needed set-

up and crashing runs needed tweaking and re-running.  
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5. RESULTS 

In this chapter, the results of the selected AutoML tools are presented and reported. For 

benchmarking the prediction score for each competition is obtained, and then compared to 

the private leaderboard giving the per cent of human teams beaten. A comparison between 

different tools is made. Then a comparison between previous studies is made, followed by 

an analysis of the results. Based on the findings of thoughts on how data scientists could 

benefit from the use of AutoML tools is made. The full results are in appendix 5 Table 9 and 

Table 10.  

5.1. Performance comparison 

The percentage of human teams beaten by every AutoML tool is expressed Table 5. With 

two-hour training time using free computing, results are very promising. Table 4 shows how 

different tools compared to each other. Overall AutoML had a great performance. 

Table 4 Comparison of performance between tools, best rank is the best-achieved rank in 

any competition, wins is in how many competitions the tool was the best performer. 

  Best rank in competitions Wins Avg. rank against other 

TPOT 80th 1 2.9 

Auto-Sklearn 1187th 0 3.2 

H2O  43rd 2 2.3 

AutoGluon 24th 7 1.6 

 

From the results, it’s clear that H2O AutoML and AutoGluon are the best performing 

AutoML tools. They take first and second place in all but one competition. (Table 9) 

AutoGluon is the winner with an average rank of 1.6 and winning 7 out of 10 competitions. 

In this test setup, no other framework can consistently beat it. (Table 4) This result is in line 

with AutoGluon publishers as they had an average rank of 1.7 in their benchmark (Erickson 

et al., 2020). Comparing the results with the properties of the dataset there are no clear signs 

that AutoML couldn’t work with categorical or missing data. In very unbalanced datasets 

(IEEE-CIS Fraud detection, Santander Customer Transaction prediction) no tool did great, 

however, on Santander Customer Satisfaction H2O beat 76% of humans. These datasets had 
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one class at 9, 4 and 3.6 per cent (Table 3). Based on these findings nothing concluding can 

be said about what kind of data AutoML works best.  

Table 5 Per cent of human teams beaten, competitions in chronological order (oldest to 

newest) best result bolded, “- “means no result could be obtained.  

Dataset Type TPOT Auto-

Sklearn 2 

H2O AutoGluon 

Don't Get Kicked! (2012) Bin 86.0 % - 92.5 % 95.6 % 

Click-Through Rate Prediction (2015) Bin 23.9 % 9.1 % - 69.8 % 

Springleaf Marketing Response (2015) Bin 15.7 % 46.6 % 19.9 % 70.9 % 

bnp paribas cardif claims (2015) Bin 26.8 % 46.4 % 37.7 % 95.1 % 

Otto Group Product Classification 

Challenge (2015) 

Multi 

class 

48.8 % 54.8 % 72.1 % 99.3 % 

Santander Cutomer Satisfaction (2016) Bin 41.4 % 39.1 % 76.0 % 42.5 % 

Mercedes-Benz Greener Manufacturing 

(2017) 

Reg 27.3 % 37.3 % 49.3 % 11.7 % 

Santander Value Prediction Challenge 

(2018) 

Reg 16.2 % 10.4 % 11.7 % 16.8 % 

IEEE-CIS Fraud Detection (2019) Bin 10.1 % - 15.7 % 21.9 % 

Santander Customer Transaction 

Prediction (2019) 

Bin 32.6 % 6.4 % 30.5 % 22.9 % 

Average placement %  
 

32.9 % 27.8 % 40.5 % 54.7 % 

 

In the oldest competition Don’t Get Kicked every tool that was able to finish the run got to 

the top 100, with TPOT being 80th place, H2O 43rd and AutoGluon 23rd. Also, on the Otto 

group product classification challenge AutoGluon was able to break into the top 100 by 

being 24th. In competitions held before 2017 (first 6) the best AutoML beats on average 

84.5% of human teams. This is impressive, considering everything used in the study is 

completely free. It shows how far the automation of fitting machine learning models has 

come in the past decade. Usually, teams at the top of the leaderboard have more than 100 

submissions, on those submissions, they have spent countless hours, in a team effort. 

Leading the number of working hours to be in thousands and now one can achieve similar 

performance on free computing in 2 hours.  
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After 2017 the percentage of teams beaten declined. There are at least three possible 

explanations, first is that around this time Auto-Sklearn started to get publicity by winning 

the first Auto-ML challenge, leading that you cannot gain an edge with AutoML tools as 

they are available for everyone.  

A second probable explanation is seen in Figure 7. From the figure there is a clear trend that 

competitions are gaining more participants, creating a more competitive environment. Also, 

the experience gained from past competitions could elevate the level of competition. This 

elevation is backed by the fact that absolute error values against top teams have not changed 

while -% of human teams beaten has decreased (Table 9). One extreme example of how tight 

the competitions are is Santander customer Satisfaction where H2O got 1230th place, while 

only being 0.00293 worse in AUC score than the winning solution (Table 10). Even though 

AUC is not a linear metric the difference is small. There might be cases where a small 

increase in performance can lead to benefits. One can consider what kind of problem benefits 

from a two-month competition with 60.000$ in prize funds for gaining 0.00293 better AUC 

performance than free to train model with two hours of training time.  

The third reason is that the competitions changed in a way that they cannot be solved with 

just modelling and need larger changes to solve. This problem is talked about more in-depth 

in chapter 5.3. The real explanation is probably the combination of these three.  

 

Figure 7 Per cent of teams beaten by best AutoML tool and number of participants 
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5.2. Comparison to previous studies 

As the main focus of this study is to compare AutoML tools to human performance. 

Differentiating factors to previous studies benchmarking AutoML tools is that less 

computing resources are used and benchmarking is only done on Kaggle datasets. From 

previous research, only Balaji and Allen (2018) had computing resources similar to this 

study. Rest used at least 4 cores with 30+ GB of ram and even GPU’s. Looking at the 

performance comparison between different AutoML tools, it's clear that TPOT and Auto-

Sklearn 2 performed worse in this study than in the previous. (Balaji and Allen, 2018; Truong 

et al., 2019; Zöller and Huber, 2020) AutoGluon was able to hold its impressive performance 

as it did on the makers paper. (Erickson et al., 2020) As Erickson et al. had the most common 

datasets and set up with this study, a comparison between the results is made. This indicates 

how much computer resources affect these tools. To be clear increasing computing resources 

mean that AutoML can either go through more possible pipelines within a certain time (more 

powerful computer). Or it’s given more time to go through possible pipelines.  

It’s clear from Table 6 that TPOT and Auto-Sklearn benefit the most from increased 

computing resources. In a few competitions, H2O and AutoGluon had better performance 

with low-end computing than with high-end. This could be just an accident as results can 

vary from run to run, and small accuracy differences cascade on the leaderboard. Another 

explanation is that there have been some tweaks to the systems between these two studies, 

increasing their performance.  One thing to keep in mind in the comparison between studies 

is that the -% of human teams beaten is only good at saying that some were better than others. 

The gap between beating 50% and 70% could be tiny, or it could be huge on the actual 

scoring metric.  
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Table 6 Performance comparison of this study using Colab vs. the previous study with 

Amazon m5.24xlarge (314 GB ram, 96vCpu) Better performer is bolded. The previous 

study is Erickson et al. (2020). They used version 1 of Auto-Sklearn. 

Dataset Type TPOT Auto-sklearn 2 H2O AutoGluon 

Study This Prev. This Prev. This Prev. This Prev. 

bnp paribas 

cardif claims 

Bin 26.8 % 51.1 % 46.4 % 43.3 % 37.7 % 45.3 % 95.1 % 98.6 % 

Otto Group 

Product 

Classification 

Challenge 

Multi 

class 

48.8 % 59.7 % 54.8 % 71.8 % 72.1 % 79.1 % 99.3 % 98.8 % 

Santander 

Cutomer 

Satisfaction 

Bin 41.4 % 48.6 % 39.1 % 46.3 % 76.0 % 61.7 % 42.5 % 39.9 % 

Mercedes-

Benz Greener 

Manufacturing 

Reg 27.3 % 54.1 % 37.3 % 50.7 % 49.3 % 55.4 % 11.7 % 15.3 % 

Santander 

Value 

Prediction 

Challenge 

Reg 16.2 % 32.5 % 10.4 % 27.1 % 11.7 % 37.7 % 16.8 % 42.3 % 

IEEE-CIS 

Fraud 

Detection 

Bin 10.1 % x x 32.6 % 15.7 % x 21.9 % 30.0 % 

Santander 

Customer 

Transaction 

Prediction 

Bin 32.6 % 32.6 % 6.4 % 34.9 % 30.5 % 30.4 % 22.9 % 42.7 % 

Average placement % / 

rank 

  

29.0 % 39.8 % 27.8 % 43.8 % 41.9 % 44.2 % 44.3 % 52.5 % 

 

Looking at the data TPOT, using evolutionary search, seems to be one of the biggest 

beneficiaries of more computing resources. With the limited computing budget used in this 

study, TPOT was not able to complete an evolutionary search in any of the datasets and in 

most cases, it didn’t get past the first generation making it a random search. It’s clear that 

TPOT is not designed for applications where there is a limited computing budget, especially 

if the training datasets are big as it increases the training time. This problem is also 
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acknowledged in the manual of TPOT (“TPOT API - TPOT,” 2021). With computing 

resources given by Erickson et. al. TPOT’s average performance was lower than what H2O 

and AutoGluon were able to deliver with resources offered by Colab (39.8% vs. 41.9% & 

44.3%). Despite the performance issues the ability to extract the best performing pipeline as 

a python code has its own benefits. Especially in situations where the solution needs to be 

transparent.  

Auto-Sklearn seems to be beating 16% of more human teams on average with more 

computing resources. In this study version 2 is used, so the results can’t be straight compared. 

Version two should convert even faster to reach results compared to version one. Looking 

at the working principles of Auto-Sklearn, its predictive power needs a critical number of 

models to be trained. This is because it uses a stacked ensemble for the predictions. The 

stacked ensemble of Auto-Sklearn uses 50 models, if it’s unable to train enough models to 

fill the top 50 with good quality models the predictive performance will be poor. This could 

explain the big differences in predictive performance between the studies. In previous 

studies, Auto-Sklearn was seen to be prone to overfit (Erickson et al., 2020). This could be 

because with enough time the stack could be full of very similar models of each other, with 

little to no variability between them.  

In the previous study Truong et al., (2019) argued that H2O had the worst performance on 

datasets with a lot of missing data and on imbalanced datasets. This behaviour is not seen in 

this study as chosen datasets had a lot of missing values and H2O’s performance was 

competitive in every dataset (Table 9). From Table 6 it seems that H2O doesn’t benefit from 

added computational resources as much as other frameworks. Discarding the one 

competition that Erickson et al. were unable to complete with H2O gives an average of 4.6% 

better performance with high-end computing.  The leaderboard approach of H2O seems to 

be able to get good enough models with limited resources to make good predictions. H2O is 

using hand-tuned parameters found with a lot of testing and expertise. This narrowing of 

search space and always training certain powerful models (XGBoost, GBM etc.) first to 

populate the leaderboard can explain why it has good performance even with lower 

computing power. 

With resources offered by Colab AutoGluon is close to being able to beat every other 

framework trained with high-end computing. It beats Auto-Sklearn. Discarding H2O’s and 

TPOT’s failed run on IEEE Fraud detection, it beats TPOT by 1.7% and loses by 3.6% on 
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average to H2O. Very interestingly on competitions that AutoGluon did better in this study 

than on previous the winners of the competition said they were relying on modelling, on the 

competitions that the previous study did better they reported they were using a combination 

of feature engineering and modelling or just feature engineering. (Table 7) While machine 

learning models can synthesis some common feature engineering (Heaton, 2017; Klauke, 

2019), this process seems to be benefitting a lot from increased computational resources. 

The better performance in modelling competitions was probably because of advancements 

in the tool or just luck. AutoGluons working principle is different from every other tool. It 

doesn’t search for the best model(s) as others do. It just trains a set of models and does 

stacking and layering (Figure 6). The key part is that it optimizes the set of trained models 

according to the time limit given. This is probably the reason it works well even with limited 

resources. 

Overall, with more computational resources it seems that different tools come closer to each 

other in terms of performance. That’s expected as random search should also start to provide 

good results with limitless resources. On datasets where feature engineering was the key 

solution, AutoML frameworks seem to benefit more from added resources than on those that 

only require modelling. As the comparison is only done between two studies, nothing 

concluding can be said. To further deepen the understanding of how computing resources 

affect AutoML tools, test setup should give varying resources and then build a plot on how 

performance was compared to resources given. Based on this study and inner workings a 

valid guess would be that TPOT and Auto-Sklearn would have an S-shape curve while H2O 

and AutoGluon would have a more linear increase in performance. For TPOT and Auto-

Sklearn knowing the thresh line when the performance starts to become better could be 

beneficial for the user so they can adjust the training time accordingly. 

 

5.3. Result analysis 

From the results, it seems that the AutoML design strategy of combining professional 

knowledge with algorithms leads to the best performance. This strategy is used by both H2O 

and AutoGluon, as they have handcrafted parameters and algorithms for their models. With 

the limited computing budget used in this study, TPOT was not able to complete an 

evolutionary search in any of the datasets and most cases, it didn’t get past the first 
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generation making it a random search. TPOT is not designed for applications where there is 

a limited computing budget, especially if the training datasets are big as it increases the 

training time. The long training times of TPOT might hinder its usability in practice. This 

problem is also acknowledged in the manual of TPOT (“TPOT API - TPOT,” 2021). As 

TPOT can extract the best pipeline as python code, it’s best suited for tasks that demand high 

levels of transparency.  

Auto-Sklearn 2 was developed to use fewer resources and convert quicker (Feurer et al., 

2020). It was surprisingly the worst performer with an average rank of 3.2. In this study 

computing resources were more restricting compared to previous studies, leading to 

expectations that Auto-Sklearn 2 would work well. With good performance in previous 

studies (Balaji and Allen, 2018; Gijsbers et al., 2019; Zöller and Huber, 2020), it seems that 

Auto-Sklearns meta-learning strategy does not work that well with Kaggle competitions 

data. This then leads to issue where its unable to get enough powerful models to the stacked 

ensemble, as more time needs to be used for the search. Other hinderance to the performance 

is that Colab only offers two threads with one core and Auto-Sklearn 2 is designed to lower 

the search time with efficient use of multicore processing (Feurer et al., 2020).  

Overall, it’s clear that AutoGluon and H2O were the best tools, with AutoGluon taking the 

lead. Out of all AutoML tools only AutoGluon was ever benchmarked on Kaggle datasets 

by the developers (Erickson et al., 2020). On three new datasets not used by the makers of 

AutoGluon, it was still able to hold its performance with an average of 79 % of human teams 

beaten (Table 9). One noticeable thing about AutoGluons performance was that it did 

relatively bad on regression tasks compared to its overall performance. This finding is not 

conclusive as there were only two datasets with regression tasks, and they were held after 

2016 where the performance was not as impressive as on competitions held before.  
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Table 7 Most important step in the winning solution, Feature= feature engineering and 

selection or decoding anonymized data, Modelling = model training and bagging, 

combination = both equally important 

Name Most 

important 

 Link 

Santander 

Customer 

Transaction 

Prediction 

Combination https://www.kaggle.com/c/santander-customer-

transaction-prediction/discussion/89003 

Santander 

Customer 

Satisfaction 

Modelling https://www.kaggle.com/c/santander-customer-

satisfaction/discussion/20647  

Click-Through 

Rate Prediction 

Combination https://www.csie.ntu.edu.tw/~r01922136/slides/kaggle

-avazu.pdf 

Don't Get Kicked! Not available 
 

Santander Value 

Prediction 

Challenge 

Feature https://www.kaggle.com/c/santander-value-prediction-

challenge/discussion/65272 

Mercedes-Benz 

Greener 

Manufacturing 

Feature https://www.kaggle.com/c/mercedes-benz-greener-

manufacturing/discussion/37700 

Springleaf 

Marketing 

Response 

Not available 
 

Otto Group 

Product 

Classification 

Challenge 

Modelling https://www.kaggle.com/c/otto-group-product-

classification-challenge/discussion/14335 

IEEE-CIS Fraud 

Detection 

Combination https://www.kaggle.com/c/ieee-fraud-

detection/discussion/111284  

bnp paribas cardif 

claims 

Feature https://www.kaggle.com/c/bnp-paribas-cardif-claims-

management/discussion/20247  

 

Eight out of the ten competitions had publication from the winning team, of their 

methodology used. Out of those only 2 were heavily relying on modelling while the rest 

were using a combination of modelling with feature engineering (3) or just feature 

engineering (3). (Table 7) On three competitions winners reported using mostly feature 

engineering, these were Mercedes-Benz, Bnp Paribas and Santander Value Prediction 

Challenge. On Mercedes and Santander Value prediction no AutoML tool was able to do 

amazingly, but interestingly on Bnp Paribas Auto Gluon beat 95 % of human teams, 

indicating that there is an ability to synthesise some amount of feature engineering. The 

winning team mostly leaned on decoding variables, and then figured out that it was a panel 

time series. It’s surprising AutoML could capture such a connection between features.  

https://www.kaggle.com/c/santander-customer-transaction-prediction/discussion/89003
https://www.kaggle.com/c/santander-customer-transaction-prediction/discussion/89003
https://www.kaggle.com/c/santander-customer-satisfaction/discussion/20647
https://www.kaggle.com/c/santander-customer-satisfaction/discussion/20647
https://www.csie.ntu.edu.tw/~r01922136/slides/kaggle-avazu.pdf
https://www.csie.ntu.edu.tw/~r01922136/slides/kaggle-avazu.pdf
https://www.kaggle.com/c/santander-value-prediction-challenge/discussion/65272
https://www.kaggle.com/c/santander-value-prediction-challenge/discussion/65272
https://www.kaggle.com/c/mercedes-benz-greener-manufacturing/discussion/37700
https://www.kaggle.com/c/mercedes-benz-greener-manufacturing/discussion/37700
https://www.kaggle.com/c/otto-group-product-classification-challenge/discussion/14335
https://www.kaggle.com/c/otto-group-product-classification-challenge/discussion/14335
https://www.kaggle.com/c/ieee-fraud-detection/discussion/111284
https://www.kaggle.com/c/ieee-fraud-detection/discussion/111284
https://www.kaggle.com/c/bnp-paribas-cardif-claims-management/discussion/20247
https://www.kaggle.com/c/bnp-paribas-cardif-claims-management/discussion/20247
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Out of all the competitions, the worst performance for AutoML was on IEEE-CIS fraud 

detection (21.9% beaten by best model) and Santander value prediction challenge (16.8% 

beaten by best model). (Table 9) According to the winners of the Santander Value Prediction 

challenge, there was a big data leak, and they were also able to figure out that it was time-

series data where one customer could have multiple rows. This is problematic as H2O, TPOT 

and AutoGluon use k-fold cross-validation during the training. Which should not be used 

with time-series data.  

In the IEEE fraud detection challenge the winning team transformed the problem from 

detecting fraudulent transactions to detecting fraudulent clients, they used a lot of data 

transformation. The data was one kind of time series, as once the account is deemed 

fraudulent all rest of the transactions from the customer are deemed fraudulent. While the 

features themselves were not anonymized, not publishing how handling fraudulent clients 

works made the dataset misleading. These kinds of big transformations on data/the actual 

question are something that AutoML cannot do, as it would require more general intelligence 

(eq. human interaction). It seems that in both competitions the problems for AutoML arise 

from companies trying to do too much anonymization, leading to weird data structures and 

badly formatted research questions. Fortunately, this is not a problem in real-life 

applications, as there is hardly any reason to anonymize features to this degree. Dispatching 

the competitions that didn’t require major transformations, AutoGluon and H2O would do 

decently against humans beating 63.5 and 47.2% of human teams.  

To conclude the findings: 

1. AutoGluon and H2O beat the rest with a limited computing budget. (number. 1 and 

2 in 9/10 competitions). AutoGluon is the winner with an average rank of 1.6. 

2. Performance against human professionals is very good in competitions before 2017, 

beating 84.5% of human teams. 

3. AutoML can’t solve problems where it needs out of the box thinking and big 

transformations. 

4. Based on previous research and this study AutoML usually benefits from the increase 

in computing resources to a certain threshold. This threshold differs from tool to tool. 

TPOT and Auto-Sklearn 2 need the most resources to work well.  
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5.4. Implementation and benefits of AutoML 

Based on empirical findings and previous studies it’s clear that AutoML is a powerful tool. 

In this chapter a suggestion on how different projects could utilize AutoML is made. Because 

H2O AutoML and AutoGluon were able to consistently beat the competition with modest 

computing resources, the rest of the chapter uses a scenario where AutoGluon and H2O are 

both trained and the better is used for modelling. This arrangement would beat 62.5% of 

human teams (Table 5).  As discussed previously some competitions had problems with the 

data because of anonymization, this problem would unlikely occur in real life, so discarding 

those two competitions(IEE and Santander Value prediction) the average performance is 

73.3% with the worst being 30.5 % and best 99,3 % (rank 24) of humans beaten. Keeping in 

mind the context that everything is done on free computing and with two-hour training time 

and made to compete against the best teams in the world who have months to come up with 

solutions. It’s safe to say that it’s unlikely that a professional could train a model in two 

hours that would beat current AutoML systems. As time spent on the project increases the 

chances of beating AutoML does too. AutoML offers the biggest performance increase to 

those who don’t have modelling experience but are still capable of formatting problems and 

gathering good data for it.  It’s very unlikely that a novice could come up with models that 

would beat AutoML. Experts can also benefit from AutoML as it doesn’t need manual 

tuning, so they can focus on more productive things, like feature engineering.  

How should AutoML be used to gain the most out of it? This varies depending on the use 

case, the time and resources available and is the black-box nature of AutoML acceptable in 

the end product. In Figure 8 summary of how different projects could use AutoML based on 

the expertise level of the team and the need to understand the solution. They all share the 

basic pipeline wherein step one a benchmarking is done for feasibility, step two is where the 

development happens by working with data and models, in step three final model is built 

and in step four final model is validated and put to production. Covering the last 3 steps in a 

typical machine learning pipeline (Figure 2). In the questionnaire, Xin et al. (2021) 

concluded that in many projects data scientists think it’s as important to understand where 

the prediction comes from as the prediction itself. With the complexity of AutoML, its 

predictions are a black box. Based on this Figure 8 is divided on how important it is to 

understand the model, and what is the level of expertise in the team. The black-box nature 
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of AutoML makes it so that not in every use case it can be used in the end solution. If there 

is a need to understand the phenomenon the data describes then AutoML is not suitable to 

be used as it is, there are ways to try to understand how AutoML makes the predictions, but 

it will be based on feature importance. The level of expertise can also be thought of as the 

amount of time and resources available for the project. If the project is not important, no 

matter the team the low expertise process could be used.  

At the start of the project no matter the situation AutoML offers a great benchmark, that can 

be used for a feasibility study (step 1). If the model doesn’t work there is a high chance that 

the data is not good, the research question is not good, asking the wrong question with wrong 

data and so on. Unlike in the data science competitions, real-world data scientists have a 

problem of picking what data to use, and where to get it. If the data used is bad, then no 

amount of modelling can fix it. It’s important to do the train test split right so that the metrics 

resemble real-world performance. Also if the accuracy is high with data that’s not supposed 

to be very predictable there is a high chance that the data contains a leakage. (Xin et al., 

2021) For example, predicting if a customer buys a product from a website, the feature of 

giving a credit card number will probably predict almost 100% of the purchases but it also 

means that it’s the same as doing a purchase, giving no extra value. This may sound silly, 

but in the real world, there is usually too much data, especially in e-commerce, so it’s 

attempting to start with a big clump of data and then decrease the number of features. In the 

first step, it’s good to reflect on what kind of performance is wanted, as the initial run will 

give direction on what to expect. This first step could be done with any modelling algorithm, 

however, using AutoML gives certainty that the accuracy gained is representing the 

“potential” of the data. 

After the benchmarking, the second step will be searching for the best data and models. 

There are a few ways a data scientist can do this depending on if they use AutoML in the 

end product or not. If they plan to use it, then efforts can be put on feature engineering and 

possibly bringing more data. Fastly iterating between different subsets and features of data 

to see what work and what doesn’t. Currently, AutoML is bad at feature engineering, 

especially counts(sums) and ratios. If the initial benchmark doesn’t give good results but the 

data is not bad in other ways. Creating counts and ratios that make sense could improve 

performance. An example in customer data could be to transform different visits from the 

same person to just count metrics on how many times a customer has visited. And then use 
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this to build a ratio on how much money spend per visit. There are many clever ways to do 

feature engineering and a domain expert would bring valuable insight into the problem. With 

AutoML it’s possible to build strong pipelines by just domains experts, as the modelling part 

is handled automatically, meaning less technical demand for machine learning. 

If the team lacks expertise in modelling but still needs to have an understanding of the 

problem (right lower part of Figure 8), AutoML helps by offering feature importance 

statistics that can be used to determine what are the best features. Using these metrics to 

narrow down the data features to a minimum while still holding enough to have a good 

performance, gives insight into what the prediction is based on. If the number of features is 

small enough a thorough analysis of how changes in features impact the model, giving a 

good feeling on how the AutoML model behaves. With this approach, AutoML could be 

used to offer a powerful model, but some understanding of how it behaves can also be 

acquired. This approach will be a trade-off between having better performance or having 

fewer features.  
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Figure 8 How different projects should use AutoML based on the expertise of the team and 

the importance of understanding the model. 

If AutoML is not used in the end product then at step two the data scientist has two goals to 

work for. To find the best data and features and to find the best model(s). AutoML can help 

with these goals by warm starting the CASH search. H2O and AutoGluon leaderboards gives 

a good starting point to models and hyperparameters that work. Leaderboards can also be 

used to see how it changes with new features and added data. Indicating how models behave 

with the modified data. Cutting down on manual search.  

After the data scientist is happy with step two an end model can be trained. The final AutoML 

model should be trained with a hyperparameter that cuts the training only when no better 

performance can be gained, making sure that AutoML has time to converge to an optimal 

solution. In the final model Auto-Sklearn and TPOT could be considered as with long 

runtimes there is a chance that they could give good results. Especially if explainability is 

important TPOT could be useful, as it can export its final model to a Jupyter notebook. If 

AutoML is not used in the end product a long run time AutoML models could still be trained 

for a benchmark to the self-made model. If the self-made model is on par with the AutoML 



58 
 

 

model, it’s probably better than what three out of four data scientists could have made, based 

on previous literature and empirical analysis of this thesis. For the model’s performance to 

be trusted in the real world, its performance needs to be continuously evaluated. Also, if the 

model is used in an environment where new data is coming in, then continuous training needs 

to be done, to include new trends and trajectories in the data. In continuous updating, 

AutoML has an edge because it always tries to find the best models and parameters, this 

becomes a burden to do by hand.  

The divination of having only four cases in Figure 8 is arbitrary and processes should be 

adapted to the situation at hand. When choosing what to do the goals of the ML project need 

to be clear in mind and the processes adapted to it. The basis of using AutoML is that it 

needs no human interaction while giving a good predictive performance, this means that the 

more predictive performance matters and less work time is available the more AutoML 

should be used. If there is a need to understand the data and the phenomenon then the pipeline 

could include other models as well. The less AutoML is used the more work time needs to 

be used to get the “best” prediction, but sometimes understanding the phenomenon and 

getting good enough prediction that one can explain in common tongue is the goal. A team 

with high expertise can use the lower expertise pipelines if there is no need to tinker with it. 

For a team with lacks expertise, it's highly unlikely that better predictive results can be 

gained using self-trained models. Currently, the more work needs to be done with gathering 

and modifying data the less AutoML can assist, as current open-source tools are only fit for 

modelling. There are commercial tools that also assist with feature engineering.  

Arguments against using AutoML can be made, most obvious are the problem of black box 

and the long training time. Many of the steps in this chapter that use AutoML could be 

replaced with normal ML algorithms to cut down training time, however as AutoGluon and 

H2O showed that they can get good results with modest computing resources. Using high 

power computing good models can be gained in a short time (minutes), this is especially 

needed when working with feature engineering to get quick results on how it affects the 

performance. Using AutoML over normal algorithms is better because they always train a 

set of models, so there is no situation where we start to optimize the data for the model that 

worked best in initial tries, while the true best model with some feature engineering is 

something else. Also, as ML development is an iterative process it’s great to have a good 

and reliable benchmark on the current performance at all times. This then helps to guide if 
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the project is continued or discontinued. As stated previously the black-box nature of 

AutoML has its advantages and disadvantages. While it can be hard to trust, having large 

amounts of data and doing proper train test split, there is no reason why it shouldn't be 

trustworthy. The biggest thing AutoML lacks is that it cannot explain why it predicts what 

it predicts, this is something that an experienced data scientist can probably have an intuition 

using hand-building ML models. One problem with hand-build machine learning pipelines 

is that they are all different from each other, there is no standardization. This could lead to 

problems with reproducibility and understandability if the maker doesn’t do proper 

documentation.  

In conclusion, AutoML streamlines and standardizes different machine learning projects. It 

also enables the domain specialist to make the studies themself, allowing for fast prototyping 

from an idea to a feasibility study. As the modelling is automated the domain specialist can 

focus on things, they do best, that is to use their domain knowledge to craft new features and 

problems. Based on the literature and the empirical part there is no doubt that AutoML could 

perform very well in real-world scenarios, being a valuable tool to decrease the time it takes 

for development while increasing the accuracy. The high performance that AutoML models 

gain in a short amount of time, gives the project manager a better view of what kind of 

performance is expected on the project. To sum it up:  

“Auto-ML is not smarter. It doesn’t do what humans cannot do. It is just faster.”  

-(Xin et al., 2021, p. 12) 
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6. CONCLUSIONS AND DISCUSSION 

This study is made to compare the predictive performance of modern open-source automated 

machine learning tools (AutoML) can achieve against human experts. The test setup was run 

with Google Colab and benchmarking was done on the machine learning competition site 

Kaggle. Once the benchmarking is done, this information is then used to show how pipelines 

utilizing AutoML should be used depending on the situation. The research covers the 

previous research about AutoML and its performance. Introducing working principles of 

four open-source AutoML tools: TPOT, Auto-Sklearn 2, H2O AutoML and AutoGluon. The 

study brings new insight into how AutoML works with low-performance computing, and 

how to apply it to the real world depending on the scenario.  

1. How does AutoML work and what are the most advanced software frameworks 

currently available according to the literature?  

- Currently, the best-performing frameworks are TPOT, Auto-Sklearn, H2O AutoML 

and AutoGluon, they all have different working principles that are discussed and 

visualized in chapter 4 

From previous literature, it’s clear that these four are the best performing frameworks. There 

are other frameworks, but they don’t achieve the same predictive power. The order of these 

frameworks is unclear from the literature and varies from study to study. Noticeably in 

previous research, a very powerful computer is used to run the frameworks. In the core, 

AutoML tries to narrow down the search space of all possible combinations of models and 

hyperparameters, to find the best one for the data. There are multiple approaches to this 

problem, the four best performing AutoML frameworks working principles are summarized 

as follows. TPOT uses evolutionary search that mimics nature’s evolution, Auto-Sklearn 

tries to learn from previous datasets to warm start the search, then uses Bayesian optimisation 

to predict what kind of changes would lead to best performance. Finally trained models are 

stacked to do the prediction. H2O and AutoGluon both have handpicked models with a range 

of parameters found to work well. H2O uses a leaderboard of best models to create the 

prediction while AutoGluons structure resembles a two hidden layer feed-forward neural 

network.  
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2. How does the performance of AutoML tools compare to human performance and 

to each other?  

- AutoGluon was the clear winner followed by H2O. Auto-Sklearn 2 and TPOT 

didn’t perform well with the setup used in this study. AutoML was able to beat 85% 

of human teams before 2017, afterwards, the performance dropped to 30%. 

With an average rank of 1.67 between tools, AutoGluon was able to consistently beat the 

opposition. Followed by H2O with an average rank of 2.3. Auto-Sklearn 2 and TPOT had 

problems archiving decent prediction accuracy with computing resources given in the study. 

The reasons behind the decline in performance after 2017 were competitions got more 

competitive, some competitions were not suited for AutoML and AutoML tools became 

available to all. It seems that AutoML can synthesize feature engineering to a certain degree. 

But especially in competitions where the winner did big transformations in data, the 

performance was poor. Overall, it seems that if the data and the question are prepared well 

AutoML will give a predictive performance that is very close to the top data scientists, with 

a fraction of time and money spend.  

This is a great finding for those who are not heavily investing in machine learning. In the 

future, there is a chance that this kind of performance would not hold against top human 

teams, just because these tools are available for everyone. On the other hand, it could be the 

case that in 5 years the state of the art in AutoML could have a great performance against 

the human teams of today. This kind of trend where developers can absorb the knowledge 

of the field into automated tools for everyone to use would be great. As AutoML is such a 

new field, there is much to be seen from the future.  

3. What are the benefits of using AutoML tools, and how to implement them 

depending on the project’s specification?  

-Using AutoML when building machine learning pipelines can increase the 

predictive accuracy while taking less working time. The optimal usage of AutoML 

will depend on two factors, can the model be a black-box and how much 

expertise/resources are available for the project. 

As it was found out in the empirical study, and previous literature the predictive power 

AutoML can achieve in a short amount of time is unrivalled. This allows the user to focus 

on tasks that humans do better, these are choosing what to research, data gathering, selection 
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and feature creation. A domain expert can create a competitive machine learning model 

without the need for high technical expertise. And an expert can test out multiple 

configurations of data, very easily while being sure that the model will be of a high standard. 

This cuts development costs and can bring machine learning closer to the people that are 

using the model. AutoML is not suitable for every application especially if understanding 

the phenomenon is important, but on the other hand, AutoML is not designed to be a data 

exploration tool. It’s designed to be a powerful prediction tool. When there is a lot of 

machine learning projects, AutoML can bring standards to the workflow, making each of the 

projects similar in structure. This makes managing the projects easier.  

The chosen methodology is good for indicating what AutoML tools are capable of with 

modest computing power. All the datasets are large, non-trivial to solve, and the 

competitions had thousands of competitors giving a good presentation of top machine 

learning capabilities at the time. The analysis brings insight into the limitations of AutoML. 

Problems with the study are that the datasets are limited to only ten, and mostly consist of 

binary classification competitions. Unfortunately, there are only a limited amount of 

competitions that have been held with a cash price, and almost everyone is included in this 

benchmark. Also, the commercial tools are left out, which is a shame as they contain more 

tools than just automated model building/feature engineering. On the other hand comparison 

of different frameworks with different capabilities/use cases can quickly become overly 

complex to be made fair. Finally, there is no guarantee that in the latest competitions where 

AutoML were widely available competitors wouldn’t have used some AutoML framework. 

However, at least none of the winners admitted doing so.  

For a good conclusion on AutoML benchmarking, a bigger study, including all commercial 

tools should be made, this could also include automated feature engineering. For future 

studies on AutoML capabilities vs. humans, a study where human teams of different 

capability levels (MSc., PhD., top professionals etc.) would be made to compete against 

AutoML in various new datasets could be made. This data should be from real companies 

without anonymization to show how well people can act when there is a possibility for 

domain knowledge. There are almost no publications that consider the question of what is 

the most effective way of solving machine learning tasks. A way this could be studied is to 

find best practices on how to use AutoML. Putting teams to compete against each other with 

strict time-limit using commercial/open-source AutoML tools, to see what 
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framework/practices work best. Another way of finding best practices could be to analyse 

the blog posts that the top teams are making after each Kaggle competition and summarize 

them. Machine learning project is often a trade-off between accuracy and time spent. This 

kind of research would be important for managers and leaders of machine learning teams.  
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Appendix 1 Used search terms 

Search term 

Automated feature engineering 

ML feature engineering 

Automated machine learning 

AutoML 

Performance of AutoML 

Performance of automated machine 

learning 

AutoML Case 
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Appendix 2 Used metric  

RMSLE  

𝑅𝑀𝑆𝐿𝐸 = √
1

𝑛
 ∑ (ln(𝑝𝑖 + 1) − ln (𝑎𝑖 + 1 ))2

𝑛

𝑖=1
 

Where 𝑛 is the total amount of observations, 𝑝𝑖is predicted target and 𝑎𝑖 is the actual target 

for i. ln is the natural logarithm. (“Santander Value Prediction Challenge,” 2018) 

The lower the number the better the results. This measurement is especially useful when the 

predicted values are big. A small per cent error would lead to big RMSE in large numbers. 

It also penalizes underestimating more than overestimating. This property is useful for 

example when predicting sales. A lower prediction would mean storage would go empty 

before demand is satisfied.  

AUC 

The area under the receiver operating characteristic curve is the area under the ROC(receiver 

operating characteristic curve). ROC is a graphical expression of true positive rate(TPR) vs. 

False positive rate(FPR) at any classification threshold. (Hanley and McNeil, 1982) 

AUC is between 0.5 (for constant predictor) and 1 (for perfect predictor).  

Logarithmic loss 

𝑙𝑜𝑔𝑙𝑜𝑠𝑠 =  −
1

𝑁
∑ ∑ 𝑦𝑖𝑗ln(𝑝𝑖𝑗)

𝑀

𝑗=1

𝑁

𝑖=1

 

Where N is the total number of observations M is the number of class labels, y is 1 if 

prediction in class j and 0 otherwise. P is the predicted probability that observation belongs 

to class j. (“Otto Group Product Classification Challenge,” 2015) 

Lower the value the better the prediction.   

 

 

 



2 
 

 

Gini-index 

𝐺𝑖𝑛𝑖 𝐼𝑛𝑑𝑒𝑥 = 1 − ∑(𝑝𝑖)
2

𝑛

𝑖=1

 

Where 𝑝𝑖 is the probability of an observation being classified for a distinct class. This 

describes how likely it is to predict a certain class. Unfortunately, the competition (Don’t get 

kicked) didn’t state how the metric is precisely calculated, they only state that bigger is 

better.  
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Appendix 3 Data modification and hyperparameters (if not default as stated in 4.1-4.4).  

Don't Get Kicked! 

Data: imputation, mean & missing. One-hot encoding(both datasets because of missing 

labels) 2334 cols.  

Click-Through Rate Prediction 

This dataset was extremely large, a sample of 10% was used to make prediction. Sample was 

made by taking every 10th row.  

Data: Ordinal encoding, imputation mean & missing. 

H2O could only use 5% data and Auto gluon 7% (unable to run trough with 10%) 

Springleaf Marketing Response 

Data: removed constant columns. Ordinal encoding. (no missing values). 

Auto-Sklearn 2 automatically samples 43k samples (because of memory limitations), can’t 

predict whole test set needed to be split into 2. TPOT: 2 patch prediction. AutoGluon: 2 

patch prediction.  

bnp paribas cardif claims 

Data: imputing missing as -1, Ordinal encoding. ¨ 

H2O: Balance classes. 

Otto Group Product Classification Challenge 

Data: numerical and complete no modifications. 

Santander Customer Satisfaction 

Data: numerical complete, but for some reason pandas read different data types for train and 

test set(float vs. int), so cast to same data type.  

TPOT: Population size 32, H2O balance classes = True.  

Mercedes-Benz Greener Manufacturing 

Data: One-hot encoding.  
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Default regression all on all models. 

Santander Value Prediction Challenge 

Data: numerical and complete, but train read as float and test as int64. 

IEEE-CIS Fraud Detection 

Data: merge two files by id. Imputation missing and -1  

TPOT: pop 28 otherwise crash. H2O: balance classes. ASK2: all models crash leading to 

constant predictor. 

Santander Customer Transaction Prediction 

Data: complete numerical.  

H2O balance: true.  

 



 
 

 

Appendix 4 Data description 

Table 8 Full dataset description 

Name Type metric rows cols datapoints Teams Price Run time date of 

completion 

(mm/yy) 

link 

Santander Customer 

Transaction 

Prediction 

Binary AUC 200000 201 4.02E+07 8751 65.000 2 months 04/2019 https://www.kaggle.com/c/santander-customer-

transaction-prediction/overview 

Santander Cutomer 

Satisfaction 

Binary AUC 152000 370 5.62E+07 5115 60.000 2 months 05/2016 https://www.kaggle.com/c/santander-customer-

satisfaction/overview  

Click-Through Rate 

Prediction 

Binary Log-Loss 40428965 24 9.70E+08 1602 15.000 3 months 02/2015 https://www.kaggle.com/c/avazu-ctr-

prediction/overview/ 

Don't Get Kicked! Binary Gini-

index 

73000 32 2.34E+06 570 10.000 6 months 01/2012 https://www.kaggle.com/c/DontGetKicked/overview  

Santander Value 

Prediction Challenge 

Regression RMSLE 4459 4993 2.23E+07 4463 60.000 2 months 08/2018 https://www.kaggle.com/c/santander-value-prediction-

challenge/overview 

Mercedes-Benz 

Greener 

Manufacturing 

Regression R^2 4209 378 1.59E+06 3823 25.000 2 months 07/2017 https://www.kaggle.com/c/mercedes-benz-greener-

manufacturing/overview 

Springleaf Marketing 

Response 

Binary AUC 145231 1934 2.81E+08 2221 100.000 3 months 10/2015 https://www.kaggle.com/c/springleaf-marketing-

response/overview 

Otto Group Product 

Classification 

Challenge 

Multi-class Log-Loss 61878 93 5.75E+06 3507 10.000 2 months 05/2015 https://www.kaggle.com/c/otto-group-product-

classification-challenge/overview 

IEEE-CIS Fraud 

Detection 

Binary AUC 590540 434 2.56E+08 6351 20.000 4 months 10/2019 https://www.kaggle.com/c/ieee-fraud-detection/ 

bnp paribas cardif 

claims 

Binary Log-Loss 114321 133 1.52E+07 2920 30.000 2 months 4/2016 https://www.kaggle.com/c/bnp-paribas-cardif-claims-

management/overview 

https://www.kaggle.com/c/santander-customer-transaction-prediction/overview
https://www.kaggle.com/c/santander-customer-transaction-prediction/overview
https://www.kaggle.com/c/santander-customer-satisfaction/overview
https://www.kaggle.com/c/santander-customer-satisfaction/overview
https://www.kaggle.com/c/avazu-ctr-prediction/overview/
https://www.kaggle.com/c/avazu-ctr-prediction/overview/
https://www.kaggle.com/c/DontGetKicked/overview
https://www.kaggle.com/c/santander-value-prediction-challenge/overview
https://www.kaggle.com/c/santander-value-prediction-challenge/overview
https://www.kaggle.com/c/mercedes-benz-greener-manufacturing/overview
https://www.kaggle.com/c/mercedes-benz-greener-manufacturing/overview
https://www.kaggle.com/c/springleaf-marketing-response/overview
https://www.kaggle.com/c/springleaf-marketing-response/overview
https://www.kaggle.com/c/otto-group-product-classification-challenge/overview
https://www.kaggle.com/c/otto-group-product-classification-challenge/overview
https://www.kaggle.com/c/ieee-fraud-detection/
https://www.kaggle.com/c/bnp-paribas-cardif-claims-management/overview
https://www.kaggle.com/c/bnp-paribas-cardif-claims-management/overview
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Appendix 5 Full results 

Table 9 Full results. Rank is the achieved rank, rank-% is the teams beaten, n. is the number the AutoML tool came compared to others. Very 

high rankings are Bolded and underlined. 
 

TPOT Auto-Sklearn 2 H2O AutoML AutoGluon 

Dataset Partisipants Best 

score 

year Type Score Rank Rank -

% 

n. Score Rank Rank -% n. Score Rank Rank -% n. Score Rank Rank -

% 

n. 

Don't Get Kicked! 570 0.26719 2012 Bin 0.24412 80 85.96 % 3 - - - 4 0.24929 43 92.46 % 2 0.25241 25 95.61 % 1 

Click-Through Rate 

Prediction 

1602 0.37913 2015 Bin 0.42028 1219 23.91 % 2 0.69314 1456 9.11 % 3 -- -- 0.00 % 4 0.39278 484 69.79 % 1 

Springleaf Marketing 

Response 

2221 0.80426 2015 Bin 0.71877 1873 15.67 % 4 0.77064 1187 46.56 % 2 0.7458 1778 19.95 % 3 0.78458 646 70.91 % 1 

bnp paribas cardif claims 2920 0.42037 2015 Bin 0.47227 2138 26.78 % 4 0.45889 1564 46.44 % 2 0.46307 1820 37.67 % 3 0.44619 143 95.10 % 1 

Otto Group Product 

Classification Challenge 

3507 0.38242 2015 Multi class 0.54969 1797 48.76 % 4 0.52286 1585 54.80 % 3 0.46629 979 72.08 % 2 0.40489 24 99.32 % 1 

Santander Cutomer 

Satisfaction 

5115 0.82907 2016 Bin 0.82238 2998 41.39 % 3 0.82149 3115 39.10 % 4 0.82614 1230 75.95 % 1 0.8227 2943 42.46 % 2 

Mercedes-Benz Greener 

Manufacturing 

3823 0.5555 2017 Reg 0.54021 2779 27.31 % 3 0.54381 2398 37.27 % 2 0.54637 1937 49.33 % 1 0.50909 3374 11.74 % 4 

Santander Value 

Prediction Challenge 

4463 0.5198 2018 Reg 1.71821 3742 16.16 % 2 1.82628 3998 10.42 % 4 1.7951 3940 11.72 % 3 1.70662 3713 16.80 % 1 

IEEE-CIS Fraud 

Detection 

6351 0.94588 2019 Bin 0.722204 5711 10.08 % 3 0.5 6351 0.00 % 4 0.83768 5354 15.70 % 2 0.877869 4958 21.93 % 1 

Santander Customer 

Transaction Prediction 

8751 0.92573 2019 Bin 0.88763 5902 32.56 % 1 0.59945 8187 6.44 % 4 0.88369 6078 30.55 % 2 0.83556 6746 22.91 % 3 

  Average placement % / rank     32.86 % 2.9     27.79 % 3.2     40.54 % 2.3     54.66 % 1.6 
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Table 10 The difference in absolute errors in the prediction score (gained score). Even though scores do not scale linearly and thus cannot be 

directly compared, it gives a rough idea of the scale of performance differences between AutoML and the winner team. 

Dataset Metric Winner TPOT Auto-Sklearn2 H2O AutoGluon Best 

Don't Get Kicked! Gini-index 0.26719 0.02307 

(0.24412) 

- 0.0179 

(0.24929) 

0.01478 

(0.25241) 

0.01478 

Click-Through Rate 

Prediction 

Log-Loss 0.37913 0.04115 

(0.42028) 

0.31401 

(0.69314) 

- 0.01365 

(0.39278)  

0.01365 

Springleaf Marketing 

Response 

AUC 0.80426 0.08549 

(0.71877) 

0.03362 

(0.77064)  

0.05846 

(0.7458)  

0.01968 

(0.78458)  

0.01968 

bnp paribas cardif claims Log-Loss 0.42037 0.0519 

(0.47277) 

0.03852 

(0.45889) 

0.0427 

(0.46307) 

0.02582 

(0.44619) 

0.02582 

Otto Group Product 

Classification Challenge 

Log-Loss 0.38242 0.16727 

(0.54969) 

0.14044 

(0.52286) 

0.08387 

(0.46629) 

0.02247 

(0.40489) 

0.02247 

Santander Cutomer 

Satisfaction 

AUC 0.82907 0.00669 

(0.82238)  

0.00758 

(0.82149) 

0.00293 

(0.82614) 

0.00637 

(0.8227)  

0.00293 

Mercedes-Benz Greener 

Manufacturing 

R^2 0.5555 0.01529 

(0.54021)  

0.01169 

(0.54381) 

0.00913 

(0.54637) 

0.04641 

(0.50909) 

0.01529 

Santander Value 

Prediction Challenge 

RMSLE 0.5198 1.19841 

(0.171821)  

1.30648 

(1.82628) 

  

1.2753 

(1.7951) 

1.18682 

(1.70662) 

1.18682 

IEEE-CIS Fraud 

Detection 

AUC 0.94588 0.223676 

(0.722204) 

- 0.1082 

(0.83763) 

0.068011 

(0.877869) 

0.068011 

Santander Customer 

Transaction Prediction 

AUC 0.92573 0.0381 

(0.88763)  

0.32628 

(0.59945) 

0.04204 

(0.88369) 

0.09017 

(0.83556) 

0.0381 



 

 

Table 11 Performance on new datasets never used in previous studies 
 

Type TPOT Auto-

sklearn 2 

H2O AutoGluon 

Don't Get Kicked! Bin 86.0 % - 92.5 % 95.6 % 

Click-Through Rate Prediction Bin 23.9 % 9.1 % - 69.8 % 

Springleaf Marketing Response Bin 15.7 % 46.6 % 19.9 % 70.9 % 
 

Mean 41.8 % 27.8 % 37.5 % 78.8 % 

 


