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Forecasting literature has mostly used statistical methods for predicting seasonal demand,
but machine learning (ML) and ensemble methods have increased their popularity in recent
years. Although ML methods tend to outperform statistical methods, ML methods do not
come without their own issues. The most accurate complex ML methods tend to require
high computing power and more data than single models. Single ML methods on the other
hand have been outperformed by single statistical models and ensemble methods.
Companies should therefore use statistical methods to first benchmark the models and then
consider if more complex models are needed. This thesis aims to assess the usability of
single statistical models (seasonal naive, exponential smoothing and SARIMA) and an
ensemble method (bagging) on a limited data set of three years. The results display that
the single statistical models outperform the ensemble method, although the ensemble
method is more consistent with its accuracy scores. The results also indicate that in cases
when more complex ML cannot be used, multiple statistical models can be used separately
on specific seasons to forecast demand. This research also provides recommendations for
the case company operating in the chemicals industry on how the forecasting model should
be implemented and how the forecasting process in the company should be developed in

the future.
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Ennustamisen kirjallisuus on paaosin kayttanyt tilastollisia malleja kausittaisen kysynnan
ennustamiseen, mutta koneoppimisen ja yhteisoppimisen mallit ovat nostaneet suosiotaan
viime vuosina. Vaikka koneoppimisen mallit suoriutuvat yleensa paremmin kuin tilastolliset
mallit, niissd on ongelmia. Kaikista tarkimmat ja monimutkaisimmat koneoppimisen mallit
vaativat paljon laskuvoimaa ja enemman dataa kuin yksittdiset ennustamisenmallit.
Yksittaiset koneoppimisen mallit eivat kuitenkaan aina ole tarkempia kuin tilastolliset mallit
ja yhteisoppimisen mallit. Yritysten taytyisi siis ensiksi hyodyntaa tilastollisia malleja
tilanteen arvioimiseen ja sitten paattda tarvitseeko monimutkaisempia koneoppimisen
malleja ottaa kayttéon. Tama tutkielma arvioi yksittaisten tilastollisten mallien (kausittainen
naiivi, exponential smoothing ja SARIMA) ja yhteisoppimisen (bagging) suoriutumista
rajoitetun kolmen vuoden datasetin avulla ennustamisesta. Tulokset nayttavat, etta
yksittaiset tilastolliset mallit voivat ennustaa tarkemmin kuin yhteisoppimisen malli, vaikka
yhteisoppimisen malli on johdonmukaisempi sen tarkkuustuloksissa. Tulokset indikoivat
myads, etta silloin kuin monimutkaisempia koneoppimisen malleja ei voi kayttda, useampaa
tilastollista voi kayttéa erikseen tietyilld kausilla kysynnan ennustamiseen. Lisaksi tama
tutkielma antaa suosituksia yritykselle, joka operoi kemikaalialalla miten ennustamisenmalli
tulisi implementoida ja kuinka ennustamisen prosessia voidaan kehittdd yrityksessa

jatkossa.
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1. Introduction

The often unexpected and volatile events of the current business environment underline the
importance of coordinated business operations and the ability to forecast demand. The
significance of this has only increased due to challenges related to globalization, market
uncertainty, increasing supply chain complexity (Lim, Alpan and Penz, 2014), and most
recently due to the logistical and raw material crisis following the COVID-19 pandemic (Yu et
al., 2021) and the war in Ukraine. The uncertain market conditions since the financial crisis in
2008 have led to difficulties in predicting demand and validating the models. Ideally, the ability
to forecast demand enables organizations to achieve maximum capacity and economies of
scale. This requires transparent communication, timely sourcing of necessary resources and
appropriate inventory management to reduce costs in both under- and overstocking and
keeping the lead times optimal (Fildes et al., 2009). Both under- and overstocking introduce
their own problems, but following the raw material crisis, understocking has been a more
serious issue as organizations are unable to supply according to demand. Moreover,
understanding future development of demand enables organizations to plan future
investments and make changes accordingly to production and capacity planning. These
issues associated with inaccurate or lack of demand forecasting, can all be avoided with the

help of accurate demand forecasts that translate into usable information across functions.

Demand forecasting has a long history in literature with solutions ranging from simple linear
regression to more complex non-linear machine learning models. The existing literature has
found that in many cases the more robust non-linear models tend to outperform the linear
models, but the use of linear models persists (Wang et al., 2015; Zhang, Lin, and Shang,
2017). The outperformance is mainly due to ability of the non-linear models to forecast more
accurately in uncertain conditions than the simpler models. However, as mentioned, some
researchers have found that simpler models have outperformed ML models (Makridakis,
Spiliotis and Assimakopoulos, 2018), which has justified the continued use of these models.
In addition, the more complex machine learning models tend to require more computing
power, translating to more time and resources. Companies are therefore pushed to make the
decision on what they are prepared to invest in and how efficient they want the model to be.
Companies also face limitations in their choice of models if they have limited data since the
more complex the model is, the more data is required. Combination or ensemble methods
have provided an alternative to the complex machine learning models, with ensemble methods

based on statistical models have proven their forecasting ability. Past literature has indicated
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that in many cases ensemble methods can outperform both single statistical and machine
learning models (Bojer and Meldgaard, 2021; Makridakis, Spiliotis and Assimakopoulos,
2020). Utilizing ensemble methods for statistical models can also compensate limited data
with a higher forecasting accuracy. This thesis compares the forecasting capability of one
ensemble method to that of several single statistical models. The forecasting capabilities will
also be assessed through two different lengths of training sets, and two different approaches
to the number of times the model is fitted. This thesis therefore contributes to literature of
researching how to forecast with limited data when ML models are not available by (1)
analysing the impact of the length of the training set, (2) analysing the effect of model fitting
and refitting to adjust the forecast when structural breaks are present, and (3) it compares how

single statistical methods perform against ensemble methods.

In addition to contributions to forecasting literature, this paper provides findings for the case
company, which recently has increased their emphasis on the importance of forecasting
demand. Demand forecasting roots itself in the sales and operations planning process that
began in the company last year, the aim of which is an integrated process for aligning demand,
supply, and financial planning. The case company has experienced a lot of growth in the past
years through acquisitions and growing demand. This has affected the ability of the company
to achieve the aligned processes of sales and operations planning. The growing demand
affects the whole supply chain, as more raw materials need to be procured, and the production
and capacity need to be planned to withstand the demand. This in turn may require further
investments to expand the current capacity requirements. The changes in demand also affect
inventory management, hence influencing the decisions on whether the existing warehouses
need expansion or if the company needs to outsource to gain more warehouse area. The
company has also experienced difficulties meeting customer requested delivery dates, which
has resulted in late deliveries and cancelled orders. This was particularly the case in 2021 due
to the unexpected high demand. This year will also serve as the validation sample in this study.
The case company therefore also wishes to see if there had been a method that could have
predicted this unusually high demand, and if any of the forecasting methods in this study can
be used in the future. This thesis will involve a discussion and recommendations on how the
company should proceed with model selection and the forecasting process in general with the
existing demand planning tool or the analytical tool. The existing demand planning tool is a
separate tool in the Enterprise Resource Planning (ERP) system of the case company, whilst
the current analytical tool, Qlik Sense, is also used by the company, but has useful capabilities.

Qlik Sense has an option for advanced analytics, which currently is not implemented, the
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option and its capabilities will therefore be discussed. Moreover, any potential issues that may

arise in the implementation process will be included in the discussion.

1.1 Research questions and objectives

As mentioned in the introduction, this thesis is part of a larger project at the case company,
which aims to align demand and supply through sales and operations planning. The main idea
of sales and operations planning is to help the functions coordinate their operations, much of
which is reliant on demand forecasting (Lapide, 2004). When starting this thesis, the process
was in its definition phase, in which the relevant functions define their strengths and needs.
After the definition phase began the first pilot phase, which started with the product group and
site analysed in this study. In the pilot phase the stakeholders could then assess how they
benefit from the demand forecasts. Hence, one of the main needs alongside increasing cross-
functional coordination and functional tasks in the process was to start scoping out different
demand forecasting options. Particularly the production would be benefiting of demand
forecasting since they could then plan production and maximise capacity. The research in this
paper therefore is the first step towards comparing possible forecasting methods available to
use in Qlik Sense, besides the existing demand planning tool in the ERP system. The existing
demand planning tool is difficult to use, the forecasts are only product-based, and it has been
unable to forecast any uncertainties or significant changes in demand. The current analytical
tool would be more flexible and adaptable to use, and the forecasts could also be adjusted to
be customer-based in addition to product-based. Any changes would also be easier to
implement, as the forecasting model in the analytical tool would not necessarily require

outsourcing.

The sales and operations planning project began in the biggest production plant the case
company holds. This study therefore utilizes products from one manufacturing plant and
focuses on consumer products, as these tend to experience more uncertainty than the
industrial products. These consumer products, despite being chemicals, contain similar raw
materials and recipe structures, which is why analysing the total demand helps us plan for
future capacity and production needs of the company. Particularly the peak seasons for
demand have in many cases surprised the production, which is why understanding the total
demand is important. The recipe structures and raw materials are not identical, but forecasting
total demand helps production, which are most interested in the total demand to maximise

their capacity. They also analyse their capacity and production capability on a monthly level,
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which is why the thesis will aggregate the data to this level. The consumer products also
exhibit clearer seasonal patterns, which in comparison to the relatively stationary demand of
industrial products is more difficult to predict. The focus of this study is to utilize different
statistical methods to forecast the total demand in litres of the case company. Two training
sets will be used and benchmarked using the chosen statistical models followed by the
utilization of an ensemble method. The training sets differ only in length, one is two years, and
the other three. The models will also be conducted with two model fitting methods. The models
will first be fitted for each forecasting window, and the second will fit the model only based on
the initial training data. After this, recommendations will be provided to the case company on
which models to utilize in the future and how these compare to the existing forecasting
methods in use. In addition, further recommendations on the implementation process will

conclude the discussion.

The first research question is:
1. How to forecast seasonal demand with limited data in the chemicals industry?

a. Which of the time series forecasting models perform best over the validation

periods?

b. How does the length of the training period and refitting of the model affect the

prediction capability of each model?

c. How do ensemble methods affect the forecasting results?

Three different prediction techniques are used to forecast demand in 2021: seasonally naive,
different variations of both exponential smoothing (ES) and seasonally autoregressive
integrated moving average (SARIMA) models. ES and SARIMA models are fitted based on
the training data, and instead of choosing to use one model with the lowest Akaike’s
Information Criterion (AIC), a selection of the model fits with low AlC-scores will be used. Two
training sets will be used — the longer set utilizing the three previous years of monthly
frequency, whilst the shorter one uses only two years of monthly data. The prediction horizon
will be three months. The models will be validated over a rolling window of three-months basis
for the full year of 2021. The models will be retrained and refitted for each rolling window with
the latest data. Stable models are compared to the frequently updated models, by fitting the
models once to the training data and forecasting the 12 months at once. This will help us

understand how refitting and fitting the model only once affect their ability to forecast structural
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breaks. The best performing models are chosen based upon the Mean Absolute Percentage
Error (MAPE) scores of the rolling windows. First the average MAPE score of all forecasting
windows will be presented, followed by an analysis of the MAPE score of each forecasting

window.

After obtaining the MAPE scores of the prediction models on both training sets, the long
training set will also be tested on the ensemble method. The chosen ensemble method for this
study is bagging. The bagging will use two different methods, one utilizing the training data in
its initial form, and the other with a Box-Cox transformation to achieve normal distribution. The
bagging involves first using the STL decomposition with the loess method and a moving block
bootstrap to the residuals of the decomposition. The ETS function is then fitted on the
bootstrapped components and the average of these will then be used as the forecast. The
Box-Cox transformation set it is then inversed back to its original distribution. MAPE will also
be used to measure the accuracy of each forecasting window in addition to the overall average
MAPE score.

The second research question is:

2. Which forecasting method should be chosen to be utilized in future demand prediction

in the case company?

To answer the second question, the best models from the previous section will be chosen
based upon the lowest MAPE scores. Forecasts of a 6-month period to 2022 will then be
generated and recommendations will be given based upon the results. The results of the best
performing models will be compared with the results from the current demand planning tool in
the ERP system, which uses the Bayesian method to forecast demand. The results cannot be
directly compared since the ERP system does not save previous forecasts anywhere and the
forecasting results for 2021 are based upon always the latest adjusted forecast for each time
step of one month. This however can give us an indication of how well the system forecasts
in general and the experiences of its forecasting ability from my colleagues will be utilized in

the analysis of its usability.
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1.2 Delimitations

The first limitation of this study is the limited dataset. The limited dataset confined this thesis
only to simpler forecasting methods, as complex ML methods tend to require extensive data
(Wang et al., 2015). The aggregated monthly data consists only of three years, which for more
complex models is not enough, since many of these models require dividing the data into
multiple sub-batches to enable cross-learning. Weekly or daily data were not necessary at this
stage, as monthly aggregation level of demand forecasting helps the case company to
understand in general how demand will change in the future. It will then help the company
start coordinating the operations of the functions and help the managerial level in
understanding the true capacity needs of the product group analysed in this study. Once the
operations are more organized and a plan is in place for how the demand forecasting can be
across functions, weekly forecasts can be discussed. The study of ML methods would have
allowed me to add more to the existing literature comparing the results between statistical,
ML, and ensemble models. This branch of literature is lacking, particularly if only literature
utilizing data outside of the M competitions is reviewed (Bojer and Meldgaard, 2021; Spiliotis
et al., 2020). However, this study can be used as a benchmark for the future at the case
company. If this study concludes that the models in this study are not accurate enough, the
case company can consider researching the possibility of ML models to forecast demand in

the future in a different aggregation level.

The second limitation of this thesis is the exclusion of an explanatory variable. Explanatory
variables, particularly those which contain data from external sources, enable the chosen
forecasting models to use these as parameters. In this case, | was unable to find explanatory
variables which provide explanations for the time series in this industry. This was affected by
the decision to exclude the customer country from the analysis. The forecasting models in this
study are product-based since the results of this can then be compared with the results of the
existing demand planning tool. If the customer country had been included in the study, factors
such as weather could have been included in the analysis. The products in the consumer
product group tend to follow similar patterns with weather, particularly in the Nordic countries,
because the weather tends to delay or spark or earlier actions for the consumer spending
habits. If this was added as an explanatory variable, it should have been decided which
countries are chosen for the study and to analyse in which countries this seems to have the
most effect. In this thesis, the needs of production were prioritized, forecasting only for specific

target customer countries would have meant that the total demand would not have been
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included. Therefore, the decision was made that the forecast would be product-based and not

customer-based.

The third limitation of this thesis is that only the total demand of the chosen product group is
forecasted. Forecasting total demand is still valuable since it provides a way to benchmark the
method and serves the needs of production at this stage. Concentrating only on total demand
however restricts us from understanding how specific products in the product group behave.
The product group used in this study itself consists of multiple different product families within
it and thousands of product numbers. For this thesis | could have chosen to use some specific
products, but since at this stage forecasting total demand serves the needs of production
more, it was decided that the objective of this study would be to benchmark the different
statistical forecasting methods available on the total demand. Moreover, the initial idea was to
cluster the data to see if any of the products share any significant similarities in demand, but
this idea was proven to be deficient in the first steps of research. The data proved to be
unsatisfactory for clustering with multiple clustering methods: both categorical and numerical
clustering methods formed two clusters, one with the majority of the products. Even then the
borders of each cluster were not clear enough to determine clear groupings in the data. Thus,
this supported the idea to benchmark models and to only model the total demand. The features
of the total demand do not reflect all the product families in this product group, but it gives the
company a general understanding of how the demand will grow in the future. In addition, this
is also an opportunity for the company to discuss and make decisions on how the forecasting
process in the future should be developed and whether all products need to be forecasted

individually or in groups.

1.3 Structure of the thesis

Following the introduction, the second chapter of this thesis contains a literature review of
demand forecasting and the theoretical frameworks of the models used this study. The
literature review will discuss recent findings in demand forecasting overall and the possible
forecasting models present, all of which are not included in the study. In addition to introducing
the theoretical frameworks behind the chosen models, the justifications for their use will also
be presented. The second chapter also discusses model identification, selection and the
chosen accuracy measure. After the second chapter, the methodology of this research will be
introduced the third section. The methodology chapter will contain information on data

collection and pre-processing, followed by model implementation. The findings of this study
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will be presented in the fourth chapter, which contains the performance results for the overall
data set together with the visualization of these and their outcomes. The results will be
discussed further together with the research questions in the following chapter. The section
will also contain recommendations for the practical implementation of the forecasting model
in the current analytical tool or in the ERP system. The study will finish with a concluding

comment.
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2. Literature Review

In this section, first a brief overview of the current literature for time series forecasting and
ensemble methods will be presented. After this, the justifications, and theories of the chosen

models in this thesis will be introduced.

21 Forecasting with time series models

Time series forecasting with proven statistical methods has maintained a popularity in the
research field of forecasting despite the development of more robust machine learning
methods (Wang et al., 2015). In fact, the forecasting literature can be divided into two main
research streams: statistical models and ML models (Waheeb, Ghazali and Hussain, 2018),
despite disagreements on how to distinguish between the two (Januschwoski, Gasthaus and
Wang, 2020). The two streams could also be referred to as model-driven (statistical models)

and data-driven (ML models) when reviewing the literature (Januschwoski et al., 2020).

In past literature, ML models based upon decision trees have outperformed statistical models
in forecasting, including Random Forests, Gradient Boosting, Support Vector Regression
(SVR), and deep-learning Neural Networks (Spiliotis et al., 2020; Kiefer et al., 2021). These
models are generally more complex as they involve dividing the model into several sub-
batches. However, Makridakis et al. (2018), found in their extensive research utilising monthly
time series from the M3 competition data and comparing statistical and ML methods that ES
and ARIMA models perform better than the ML models included in the research, such as single
layer Neural Network, SVR, and regression trees. Moreover, all the ML methods in the recent
Kaggle competitions required training multiple complex models and are therefore more
expensive than the statistical forecasting models in terms of their cost and time (Bojer and
Meldgaard, 2021). These findings therefore support the argument that statistical models
should be used as a benchmark and starting point, and if linear models or their combinations
fail to perform well in forecasting, more complex nonlinear models should be considered
instead (Zhang et al., 2017).

The most popular statistical models in time series forecasting literature have included
generalized autoregressive conditional heteroskedasticity (GARCH) models in addition to ES

and ARIMA models. The original ARCH model (Engle, 1982), its generalization (Bollerslev,
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1986), and multiple extensions of the GARCH model have been used by risk managers to
capture features present in the volatile financial market, including nonlinearities, asymmetry,
and long-memory properties (Ardia et al, 2018; Engle, 2004). In this study however, the use
of these models was deemed unnecessary, as the time series indicated more of a clear trend
and relatively constant seasonality throughout. The GARCH model would have been more
appropriate if the time series had exhibited clear volatility clusters or changes in the volatility
throughout the time series. Although the models of this family are not utilized in this study, we
can use the knowledge we have gained from the research to make any possible
recommendations on their use and to test these models in the future if the volatility of the

current market environment translates into the demand of the products.

Most of the findings mentioned in this section are based upon results of a single model and
not an ensemble (Wang et al., 2015). The use of single models has several deficiencies, such
as sensitivity to parameters and more obvious impact of specific scenarios to performance.
Therefore, the accuracy and stability of single models leave space to improve upon in demand
forecasting. To address these weaknesses, ensemble learning methods are suggested by
several researchers (Bui, Truong Vu and Huong Dinh, 2018; Yu, Lai & Wang, 2008; Yu et al.,
2009). In addition, both M4, M5 and Kaggle competition results show strong evidence that
ensemble models perform better than single models (Makridakis et al., 2020; Bojer and
Meldgaard, 2021). Makridakis et al. (2020) reported that all the top-performing methods in the
M4 competition, in terms of both point forecasts and point intervals were mostly combinations
of statistical methods. One of these models was the combination of the Single, Holt and
Damped ES model with a simple average. Bojer and Meldgaard (2021) on the other hand also
reported that ensembles won all the competitions in different domains and forecasting tasks,
with all the competition winners using cross-learning. Their review also noted that mixed
ensemble models, which utilize both statistical and ML methods demonstrated strong

performance.

The two most common ensemble methods with successes in forecasting competitions are
based on instance partition, Bagging and Boosting (Wang et al., 2015; Makridakis et al, 2020).
Bagging involves training the models independently and then the results of the independent
learners are aggregated, whilst boosting involves sequential learning in which independent
learners learn from the residuals of the previous model. The success of a bagging model in
the M3 competition proved that it improves forecasting performance by simultaneously

handling the data, model, and parameter uncertainty (Petropoulus, Hyndman and Bergmeir,
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2018; Bergmeir, Hyndman and Benitez, 2016). The boosting models on the other hand have
been criticized for the high risk of overfitting the model to the data. However, several other and
more popular ML models using boosting are present in literature and the M competitions, such
as different versions of Gradient Boosting (Bojer and Meldgaard, 2021; Makridakis et al.,
2020). Gradient Boosting has enjoyed success in competitions, latest success in the M5
forecasting competition, in which LightGBM dominated in terms of consistent performance.
This model, however, is complex, since it comprised of both gradient boosting and neural
network models (Ke et al., 2017). The model performed well in daily and data, indicating that
this model or a lighter version of it could be tested if the case company wishes to forecast

demand in the future in daily or weekly level.

Other methods include Stacked generalization and feature partitioning method Random
Subspace (Stefenon, 2022). Stacking ensemble learning utilizes meta-learning, as it is created
from the predictions of weak learners, thus reducing the bias of its generalization. Stacking
ensemble is often used alongside weighted average in addition to the hyper tuning of its
parameters to enable better results (Shahhosseini, 2022). Random subspace (RS), which is
also known as feature bagging utilizes random samples of features instead of using all training
data at once. The ability is to divide the data into lower dimensions, enables RS models to
understand the different features better than the aforementioned ensemble methods, with
literature providing evidence that it can perform better with high-dimensional data in cases

such as exchange rate forecasting (Wang et al., 2021).

Recent literature of ensemble methods mainly utilizes ML models forecasting various topics,
such as using Neural Networks for forecasting exchange rates (Wang et al., 2021), and levels
in reservoirs of hydroelectric power plants with Support Vector Regression (Stefenon, 2022).
However, in lieu of findings from Makridakis et al. (2018) and Wang et al. (2021), the use of
statistical methods should be considered for ensemble methods. Bergmeir et al. (2016) found
that bagging the residuals from STL decomposition after Box-Cox transformation and
forecasting using the ES model yielded more accurate results for monthly data than using the
ES model by itself. Dantas and Oliveira (2018) took this a step further by adding clustering
using partitioning around medoids (PAM) between bagging and the ES model fitting. They
argued that by adding clustering, they can avoid the possibility of covariance as they produce
clusters of similar forecasts and then select several forecasts of each cluster to create a group
with reduced variance. This approach showed promising results with the M3 competition data,

as it outperformed all the other models with its consistency in the monthly data set. However,
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Dantas and Oliveira (2018) indicated that for too short time series this method may be a
drawback since the clustering algorithm may not work as well for short time series. Therefore,

this model will be analysed using the original method provided by Bergmeir et al. (2016).

Demand forecasting literature has also discussed the use of aggregation, particularly temporal
aggregation (TA) in the past decade (Kourentzes et al., 2017). Forecasting data in its original
sampling frequency is not always necessary, it is rather dependable of the needs and the
different decision horizons of functions (Lapide, 2004). Inventory management may require
shorter decision horizons and operational planning, which means that weekly resolution is
necessary, but in the case of budgeting or capacity planning, monthly or quarterly data is
sufficient. Aggregating the data has also had its benefits, as it has in many cases increased
accuracy, improved stock control, and reduced modelling uncertainty (Kourentzes et al.,
2017). TA was previously mainly researched in macroeconomic contexts, but in the last
decade it has gained popularity in demand forecasting literature to support decision-making
in operations management (Babai, Ali and Nikolopoulos, 2012; Kourentzes and Petropoulos,
2016; Boylan and Babai, 2016). The focus has been in ARIMA processes, excluding seasonal
processes, and it has been divided into two schools, one which recommends the use of a
single optimal TA level and the second which identify multiple levels due to the difficulties in

identifying a single layer (Kourentzes et al., 2017).

The main target of the first school has been to avoid modelling intermittency at the sampling
frequency, and to model the aggregated data with more conventional forecasting methods
(Nikolopoulos et al., 2011). The research of this school has found that aggregating to a single
layer has increased accuracy of the forecasts in intermittent demand forecasting and
decreased computational intensity (Babai et al., 2012; Jin et al., 2015; Petropoulos and
Kourentzes, 2015), but the research has failed to provide a conclusive solution on identifying
the appropriate TA level. The research has recommended either a heuristic approach for
inventory management, that is to the aggregate to the level that corresponds to the lead time
plus review period, or Croston’s method for special cases of TA to reduce the variability of
non-zero demand or the inter-demand intervals (Petropoulos, Kourentzes and Nikolopoulos,
2016) or choosing the aggregation based on model fit and Akaike Information Criterion
corrected for sample size (Rostami-Tabar et al., 2013, 2014). Much of the literature
surrounding TA has been researched in retail context (Jin et al., 2015), but some in daily time

series such as cash withdrawals (Luna and Ballini, 2011).



22

The second school of TA in demand forecasting uses multiple TA, arguing that for majority of
the time series there is no optimal TA level identified, and that if there was one, sampling
creates substantial uncertainty about the underlying process (Kourentzes, Petropoulos and
Trapero, 2014). This second school has recommended using multiple levels of TA and
combining the separate forecasts demonstrating that this approach benefits from modelling
risk and utilize gains of forecast combination as it is not restricted to specific demand
processes and allows for wider range of models (Barrow and Kourentzes, 2016; Blanc and
Setzer, 2016). It has been successfully used in areas such as intermittent demand,
promotional modelling and inventory management (Petropoulos and Kourentzes, 2014;

Kourentzes and Petropoulos, 2016; Barrow and Kourentzes, 2016).

No recent literature was found for forecasting demand in the chemicals industry, despite recent
literature from related industries on forecasting water quality and aluminium flows in the
recycling industry (Wan, et al., 2022; Van den Eynde et al., 2022), and price forecasting in the
petrochemicals industry (Lee, Chou and Huang, 2022). Most of the demand forecasting
literature is predominantly in industries such as retail or tourism, in which the operating
companies can gather data on consumer behaviour of the end-customer more sufficiently.
The product group analysed in this thesis are consumer products, which are sold in retail. The
demand however is further up in the supply chain, as the case company operates as a supplier
to retailers. The case company however does not receive data from its resellers, meaning that
the company is reliant on its own demand data. This research paper therefore fills in a gap in
the subsection of the chemicals industry the case company operates in and provides more

insight in forecasting demand for an industrial company.

2.2 Forecasting models

In this section the forecasting models used in this thesis will be discussed, which include

seasonal naive, two statistical models, ES and ARIMA, and the ensemble method bagging.

2.21 Seasonal naive

The seasonal naive method is a simple forecasting method for highly seasonal data. Instead
of the simple naive method, where the forecasts are set to be the value of the last observation,

each forecast is set to be equal to the last observed value from the same season. In the case
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of monthly data, it would be the same month of the previous year. The forecast constructed at

time T + h can be written as

Yr+h|T = YT+h-m(k+1)

(1)

where m is the seasonal period, and k is the integer part of (h — 1)/m, such as the number of

complete years in the forecast period prior to time T + h.

222 Exponential Smoothing

Exponential smoothing models have enjoyed widespread use for several decades in the
forecasting literature due to their simplicity, transparency, and adaptability (Goodwin, 2010).
In addition, ES models have been extended to ETS state space models, with a solid theoretical
foundation (Hyndman ad Athanasopoulus, 2013; Hyndman et al., 2008; Hyndman et al.,
2002). The ETS stands for both Exponential Smoothing and for Error, Trend, and Seasonality,
which are the three components defining a model within the ETS family. These methods have
performed competitively in the M3 forecasting competition (Koning et al., 2005; Makridakis
and Hibon, 2000), although in later versions of the competition, namely M4 and M5, the single
models of ETS models have been outperformed by combinations of them or other statistical
or ML models (Bojer and Meldgaard, 2021; Makridakis et al., 2020).

Table 1: The twelve possible combinations of trend and seasonality components in the ES

framework (Hyndman et al., 2002).

Trend component Seasonal component
N (none) A (additive) M (multiplicative)
N (none) NN NA NM
A (additive) AN AA AM
M (multiplicative) MN MA MM
D (damped) DN DA DM
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The exponential smoothing model was first introduced by Brown (1957) and extensions were
made by Winters (1960) to include seasonality and Holt (2004) to include trend. Table 1
contains descriptions of the most common ES models, as the first cell NN describes a simple
exponential smoothing model, cell AN Holt’s linear method, cell AA the Holt-Winter’s additive
method, and cell AM the Holt-Winter's multiplicative method. The other models are less used
but analogous methods. For all the 12 models it is possible to derive equivalent state space

formulations with a single source of error the point forecasts of which are detailed in Table 2.
The twelve exponential smoothing methods can be written as follows

li=aP+(1—a)Q;
(2)

by = BRy + (¢ — B)bs_1
3)

S =YTe + (1 —¥)St—m
4)

where [, represents the series level at time t, b; is the slope at time t, s; is the seasonal
component of the series at a time t and m is the number of seasons in a year. The values of
P;, R;, and T; vary according to which of the 12 ES models the method belongs to. «, 3, and
y are smoothing parameters which are constant values that usually lie between 0 and 1. The
closer to 1 the smoothing parameters lie, the larger adjustments take place, leading to vaguer
estimates. Therefore, with smoothing parameters values closer to 0, the smoother the
estimates are. ¢ is also a constant, but it is a damping parameter. The value of it is generally
1, but it takes values between the smoothing parameter for the trend equation g and 1 a

damped trend is used.

Hyndman et al. (2002) also derived state-space formulations of all the 12 method variations,
in which two state-space models can be defined: one with additive error and another with
multiplicative error. This method doubles the available ETS models to 24. The point forecasts
of both models are identical, but the prediction intervals differ. The state space equations of a

state vector x; are written as

Yo = h(xp—q) + k(xe—1)e;
)

xe = f(xe-1) + g(xe—1y&;
(6)
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where {¢,} is a white noise process with zero mean and ¢ variance, e; as k(x;_,)&; and u, as

h(x:_,). Y; can then be defined as u; + e; and the two state-space models can be written as

Ye=u+&
(7)
Ye = pe(1 + &)
(8)
where the first formula denotes model with additive errors and the second the model with

multiplicative error. In the case of the model with additive errors k(x;_,) =1 since u; =

F-1)+1 denotes a one-step forecast made at time ¢t — 1. The model with multiplicative errors

on the other hand is k(x;_{) = u; and &; = Z—i = (Y; — us)/ue, meaning that ¢, is a relative error

for the model. The 12 ETS methods in Table 2 can be written in the state space equation

forms of (5) and (6), and the underlying equations of each model are expressed in Table 3.
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Table 2: Detailed expressions of P, Q, R, T, and the point forecast calculations for the

forecasting horizon h (Hyndman et al., 2002).

Trend Seasonal component
component N (none) A (additive) M (multiplicative)
N (none) P, =Y, P.=Y,—Si_m P, =Y. /St_m
Qr =1l Qr =1l Qr =1l
T, =Y, —Q T, =Y./0Q;
¢ = =1 ¢=1
Fon =1 Feon =l + Stin-m Fein = leStan-m
A (additive) P =Y, Pr=Y,—Si_m P, =Y /St—m
Qe=1liqa+bi1 | Qt=1lt—q+b1 Qe =11+ b1
Ry =1l — ;4 Ry =1l — 14 Ry =1l — 14
T, =Y, —Q T, =Y./0Q;
¢ = =1 ¢=1
Feon =l + hb, Feop =1l + hby + Fron = (Lt + hby)Strn-m
St+h-m
M P =Y, Pr=Y,—Si_m P, =Y /St—m
(multiplicative)
Qr = li—1bt—q Qr = li—1bt—q Qr = li—1bt—q
Ry =1/l _4 Ry =1 /14 Ry =1/l _4
T, =Y, —Q T, =Y./0Q;
¢=1 =1 ¢=1
Fepn = Iebf Fern = Ib! + Spsnm Fepn = lebfSeinom
D (damped) P =Y, P=Y,—5im P, =Y /Stem
Qe=1liqa+bi1 | Qt=1l—q+b1 Qe =11+ b1
Ry =1l — 14 Ry =1l — 14 Ry =1l — 14
T, =Y, —Q T, =Y./0Q;
B<p<1 B<p<1 B<p<1
Feon=L+0+ Foon=L+0+¢+ Fiin
d+-+d" Db |+ DD+ Seynim =[l,+1+¢p+-

+ ¢h_1)bt]5t+h—m
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Table 3: State space equations for each additive model. Multiplicative error models are

obtained by replacing ¢; by u.¢&; in the equations (Hyndman et al., 2002).

Trend component

Seasonal component

N (none) A (additive) M (multiplicative)
N (none) pe =l pe =li—1 +Stom be =le—1 + St-m
lt = lt—l + a(&‘t lt = lt—l + a(&‘t lt = lt—l + aé‘t/St_m
St = St-m t V& St = St-m + V&t/lt-1
A (additive) pe =l + b Be =le—g + beq + Smm | e = (le—1 + be—1)St-m

lt = lt—l + bt—l + a&‘t
bt = bt—l + aﬁgt

lt = lt—l + bt—l + a&‘t
bt = bt—l + aﬁgt

St = St-m T V&

ly =1lq + by + g/

St—-m

by = bi_1 + afet/St—m

St = St-m t V&:/
(le—1 + be—q)

M (multiplicative)

U =le—1 + beq
lt == lt—l + bt—l + a&‘t
by = be_1 + afec/li1

pe=li1+beq+5Sem
lt == lt—l + bt—l + a&‘t
by = be_1 + afec/li1

St = St-m T V&

U = (le—1 + bt—1)St—m
le =1lq + by + g/
St—-m

by = be_1 + afe/
(St—mle-1)

St = St-m t V&:/
(le—1 + be—q)

D (damped)

U =le—1 + beq
lt == lt—l + bt—l + a&‘t
by = ¢pbi_1 + afe;

pe=li1+beq+5Sem
lt == lt—l + bt—l + a&‘t
by = ¢bi_1 + afe;

St = St-m T V&

U = (le—1 + bt—1)St—m
lp =1lq + by + g/
St—-m

by = ¢pb;_1 + afe;/

St—-m

St = St-m tV&/
(le—1 + be—q)
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223 SARIMA

The Box-Jenkins methodology using autoregressive moving average models (ARMA)
dominated time series forecasting in multiple areas for nearly half a century (Rojas et al.,
2008). Box and Jenkins (1976) popularized the use of ARMA (p,q) models through four steps:
(1) model selection, (2) parameter estimation, (3) model checking, and (4) forecast. This
approach provided a theoretical framework and practical rules for determining appropriate
values for p and q. Today, algorithms such as auto.arima exist in software such as R
(Hyndman and Khandakar, 2008), which use this framework to choose the most appropriate

ARIMA model for the user on the basis of decreasing the AlC-value.

Seasonally autoregressive integrated moving average (SARIMA) model is part of the ARIMA
family of time series forecasting. ARIMA models can consist of three components, the first is
AR (p) stands for autoregressive and the parameter p is an integer confirming how many
lagged series are used to forecast periods ahead. The second component is | (d) which stands
for integrating or differencing in which the parameter d informs us how many differencing
orders are needed to make the series stationary. It therefore also captures trend of the series.
The final component MA (q) stands for moving average model, in which the parameter g
represents the number of lagged forecast error terms in the prediction equation. SARIMA
models can use all these components with an addition of S, which stands for seasonality.
Unlike the models in the ARIMA family, SARIMA consist of two sets of parameters: (p,d,q)
(P,D,Q)s, where the first three parameters denote the non-seasonal part and the second
section is the seasonal part of the model, in which s denotes the seasonality. The seasonal
part of the model therefore consists of terms that are similar to the non-seasonal components
of the model but involve backshifts of the seasonal period. The general formula of SARIMA

can be expressed as follows:

¢p(B)P, (B*)(1 — B)(1 — B*)y, = 64(B)Oq(B*)e,
(9)

where
¢p(B) =1-¢,B—- ¢1B2 - ¢po,
QDP(B) =1—-®,B% — dJZSBZS — e — QDPSBPS,

gq(B) =1- HlB - 92B2 — et Gqu,
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0o(B) = 1 — 0,B° — 0B — - — 0,BY.

s is the season length, B is the backward shift operator, and ¢; is a sequence of white noises
with zero mean and constant variance. The additional seasonal terms are multiplied by the

non-seasonal terms.

It is also possible to add a constant term after the error term to the SARIMA model to increase
the complexity of the forecast trajectory. Models which have zero differencing, the effect of the
constant term will be similar to that of an ARMA model, it will dampen the forecast trajectory
or in other words introduce polynomial trend. In the case of differencing, the constant affects
the model in two ways: it works as a drift for the non-seasonal part, and it increases the
amplitude of the seasonal part. The constant is omitted for models with differencing higher
than 1, since it would introduce a quadratic or higher order trend, which can be dangerous in

forecasting.

224 Model identification

The identification of a model fit of the most appropriate forecasting model is one of the key
elements in forecasting. One of the most common indicators of in-sample model fit is the
Akaike information criterion (AIC). AIC estimates relative quality of the statistical models for
the given dataset. It is a single number score, and due to its relativity, it is only useful when
comparing other AIC scores from the same dataset. The process to represent the data
generated when a statistical model is used, some information will almost always be lost by
using the information to represent the process. Thus, AIC estimates the relative amount of
information lost by a given model. The less information a model loses, the higher quality a
model. The lowest AIC is the most desirable result, which indicates the best balance of model
fit with generalizability. It uses the maximum likelihood estimation of a model as a measure of

fit, the formula for AIC can therefore be written as

AIC = 2k — 21n(L)
(10)

where L denotes the value of the likelihood function of the fitted model and k the number of
parameters. AIC adds a penalty term for models with high values of k. The addition of a penalty
term is deemed necessary since models with high parameter complexity are more likely to

overfit to training data.
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To use AIC to estimate in-sample model fit, three assumptions should be fulfilled: (1) the same
data is used between the models, (2) same outcome is measured between models, and (3)
the sample is of large size. To fulfil the last condition, for small sample sizes, the sample-size
adjusted formula AlCc should be used instead. AlCc adds a correction term that converges to
the AIC for large samples but gives also a more accurate answer for smaller samples. The

formula can be expressed as

2k? + 2k

AlCc = AIC + ——
¢ n—k—1

(11)

Where n denotes the sample size and k is the number of parameters. This formula holds for
models which are univariate, are linear in their parameters, and have normally distributed
residuals. If these conditions do not hold, then the formula for AlCc is written differently. AICc
is a second-order estimate, whilst AIC is a first-order estimate. The automated algorithms in

the forecast package in R therefore use AICc as a standard, unless specified otherwise.

225 Bagging

Bootstrap aggregation or bagging is a well-established technique in the ML community
originally introduced by Breiman (1996). Its aim is to reduce variance without increasing bias
of the predictions and to achieve a higher accuracy of its point predictions (Hastie, Tibshirani
and Friedman, 2009). The bagged dataset is of the same length as the original dataset, but it
consists of randomly picked objects. The randomly picked objects can also contain duplicates.
The predictors are built on bootstrapped versions of the original data after which the predictors
form an ensemble. The predictions for the new data are achieved by applying all predictors
on the new data and then combining the results. The combination may be completed by
averaging or other appropriate methods. This approach enables bagging to include different
forms of uncertainty present, including data uncertainty, model uncertainty and parameter

uncertainty (Petropoulos et al., 2018).

Bagging in a time series context however is difficult as non-stationarity and autocorrelation
must be considered to produce bagged samples that resemble the main characteristics of the
original data (Petropoulos et al., 2018). A common way to avoid this problem has been to use

a sieve bootstrap (Buhlmann, 1997), which first fits a model and then bags the residuals,
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assuming that they are uncorrelated. This method however has had limited success in past
literature, as it has been unable to perform better than the base model (Cordeiro and Neves,
2009). Cordeiro and Neves (2009) fitted ETS models to the data and autoregressive
processes to the residuals of the ETS models. The bagged versions of a series were then
obtained by generating new residuals from the AR process and combining them with the ETS
model fit. The limited success of this model was partly due to the model not allowing the
models of the bagged series to be different from the model fitted to the original data
subsequently not addressing model uncertainty in this procedure. Other common methods for
bagging time series include tapered block bootstrap (Paparoditis and Politis, 2001), the
dependent wild bootstrap (DWB, Shao 201a), and the extended tapered block bootstrap
(Shao, 2010b). Shao (2010a) however concluded that the DWB is not as widely applicable as
moving block bootstrap (MBB) for regularly spaced time series, and it also lacks the higher

order accuracy property of the MBB.

In this paper, the bagging approach utilized is an adapted version of the one presented by
Bergmeir et al. (2016). This method yielded competitive results on the M3 competition dataset,
particularly on monthly data. In the first step, a Box-Cox transformation (Box & Cox, 1964) is
applied to the data to stabilize the variance, and to ensure that the components of the time
series are additive. The core of the Box-Cox transformation is lambda A, which takes values
between -5 and 5. All values of 1 are considered to select the optimal value for the data. The
optimal value is the value which results in the best approximation of a normal distribution

curve, and the transformation of y can be written as

log(y:), 1=0;
yD) =3yt -1
A )

A=0.

(12)

After the Box-Cox transformation, decomposition is applied to the series. Decomposing time
series is essentially viewing the series as a combination of level, trend, seasonality, and noise
components. It provides an abstract model for thinking about the time series and helps to
understand any possible problems in time series analysis and forecasting. In this case, if the
data exhibits seasonality, in other words frequency is higher than 1, then Seasonal and Trend
decomposition using Loess (STL, Cleveland et al., 1990) is applied. This is to separate the
series into trend, seasonal and remainder components. In the case of non-seasonality, where

frequency equals 1, a loess-based procedure of smoothing based on local regressions
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(Cleveland, Grosse and Shyu, 1992) is applied to obtain a decomposition with trend and
remainder. The procedure for non-seasonal data is unable to obtain any seasonality, even
though both methods used for decomposing are based on loess. Following the decomposition
procedure, the remainder can be assumed to be stationary, but it may be autocorrelated. To
take the autocorrelation into account, a bagging procedure must be used. Bergmeir et al.
(2016) use the MBB (Klnsch, 1989), which will also be used in this paper. MBB involves
drawing data blocks of equal size from the series until the desired series length is achieved.
For a series length n, with a block size of /, n — [ + 1 (overlapping) possible blocks exist. The
block size should not cover the whole time series, in other words the bootstrapped series
should not begin or end on a block boundary, but it should be long enough to capture any
seasonality. Since this study involves using two lengths of datasets, which are particularly
short, this method was only available to use for the longer training set. The shorter training
would have had to use a block size of 12 months and not full two years, which would have led
to the model being unable to capture enough seasonality from the set. To validate this
argument, the method was tested for random forecast windows for the short training set, and
most of the ETS forecasts were unable to capture any seasonality regardless of whether the
set was transformed or not using Box-Cox transformation. Thus, in this study the ensemble

method is only tested on the long training set.

After bagging the remainder, the ets function from the forecast package in R (Hyndman, 2014;
Hyndman and Khandakar, 2008) is used to fit all possible ETS models to the data. The function
also chooses the best model using the bias-corrected AIC. The application of the entire ETS
fitting and model selection procedure to each bagged time series independently addresses
the issues of data, parameter, and model selection uncertainties. Afterwards, the trend and
seasonality are combined with the bagged remainder and the Box-Cox transformation is

inverted to get the final bagged sample.

2.2.8 Model evaluation

To evaluate the forecasting accuracy of each model, mean absolute percentage error (MAPE)
is used. As the name states, MAPE measures the percentage error, and it is unit-free so it can
be used compare forecast performance between data sets. The lowest MAPE is desirable as
this translates to low error rate. This is particularly useful in this case as first two different

lengths of dataset are used, therefore the use of scale-dependent measures such as RMSE
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and MAE are deemed redundant. MAPE is the most used percentage error and can be

expressed as

A — F
Ag

n
1
MAPE = —2
n

(13)

where n denotes the number of fitted points, A, the actual value, and F; the forecasted value.

It however must be noted that percentage errors have a few of disadvantages, despite the
easy interpretation. First, they have the disadvantage that if y, = 0 for any t in the period of
interest the accuracy score is infinite or undefined. The second disadvantage is that
percentage errors assume the unit of measurement has a meaningful zero. In this case, this
disadvantage does not affect the usability of a measure since the demand has an arbitrary
zero point, since negative demand is below zero and positive demand above zero. The final
disadvantage is that they tend to put a heavier penalty on negative errors than on positive
errors. Subsequently, this disadvantage led to the creation of the symmetric MAPE (sMAPE)
by Armstrong (1979), which has been used in the M competitions. The formula can be

expressed as follows

SMAPE = mean(200|y, — J¢|/(ye + $¢))
(14)

Although the measure aims to compensate for the third disadvantage, the calculation is still
unstable. This is because the measure still involves division by a number close to zero, since
if y; is close to zero, J, is also likely to be close to zero. The measure can also take a negative
value, which means that it does not measure absolute percentage after all. Therefore,
researchers such as Hyndman and Koehler (2006) do not recommend the use of sMAPE,

despite its popularity in the M competitions, and the study will use MAPE instead.
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3. Methodology

In this section, the data collection and pre-processing will be discussed, before finishing the

section with the selection of statistical models for the analysis.

3.1 Data collection

The analysis of this work is based on historic product demand data from a Finnish multinational
chemicals company. The data covers the years between 2018 and 2021 and was collected
from the current business intelligence tool of the case company. The data utilized in this is for

the consumer-market goods, which are currently manufactured in only one plant.

The data was collected of the finished goods for the consumer-market goods product segment.
Finished goods were used because here majority of the products were in the same unit of
measure, litres, whilst other data sources contain multiple units of measure. Litres is also used
in production as the main unit of measure to measure the capacity for each of the production
lines for this product group. The data contains the demand quantity in litres and the date the
product is wanted by the customer. Before pre-processing, the dataset in long format contains
684 073 rows, in daily frequency. The variables selected were demand in litres, and date of

demand.

3.2 Data pre-processing

To achieve the most accurate result for the forecasting model, observations of stock keeping
unit (SKU) ID’s which were considered obsolete in the ERP system status were excluded from
the analysis. There was no need to make a distinction between stock and non-stock products
for the analysis, because nearly all the products were classed as stock products. Due to the
pre-emptive filtering in the business intelligence tool, the data did not contain any missing,
negative and zero values. The total demand in litres was analysed and therefore there was no

need to distinguish between product groups.
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Two training sets were then drawn from the dataset, one long and one short. The long-memory
dataset consisted of the years 2018-2020 and the short-memory training set the years 2019-
2020. The year predicted in this thesis, 2021, experienced very high demand, which is why
the forecasting capability of datasets of two different lengths are tested. The shorter dataset
may not expect as stable demand as the long dataset since it has had one year less to train
on. Both datasets were then aggregated by month to have monthly observations of the total
litre demand. These two datasets would be used to fit the models. Further training and test
sets were then formed on a rolling-window basis, using three months for validation and as the
forecasting horizon at a time and rolling forwards by a month, starting from January. By this

logic, we had in total nine training sets for both initial training sets and ten test sets.

3.3 Forecasting and modelling procedure

Rolling forecasts were produced for the complete year of 2021 with a forecasting horizon h of
three months and the rolling window moving one-month forwards at a time. By this logic, there
were in total 10 forecasting windows. The use of multiple rolling windows covering a full year
allows us to capture the seasonality and any possible anomalies in the data. For the first rolling
window depending on whether the short or the long-term training data is used, the training
data set consisted of the years 2019-2020 or 2018-2020. After the predicting for the first
forecasting window, the test shifts one month ahead and the training set gains one month.
This procedure continued until the last rolling window, which was October-December. For
each window, the models were refitted to deal with any possible structural breaks. To
understand how the refitting affects the MAPE, for both training sets the models also
forecasted the full year at once to provide a stable forecast. This stable forecast will only be
affected by the values of the training set years in contrary to the refitted models, which will
consider the latest demand values. This method reflected what the approach could be if any
of the models analysed in this thesis are chosen for future use. This approach also allows for
the analysis of how often the models need to be retrained and which forecasting models

perform best in certain forecasting windows.

3.4 Forecasting model evaluation

The forecasting model evaluation was completed using MAPE. It was calculated for each of

the 10 forecasting windows for both short and long-training sets for the single models and then
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also for the better performing training set also for the ensemble methods. The average MAPE
of the 10 forecasting windows was also included to analyse which models perform the best
overall. The MAPE for each forecasting window allows for a deeper analysis per period model

accuracy variations.

3.5 Forecasting model implementation

This section presents the implementation of the models which were selected for analysis. One
benchmark model and two statistical models were used and fitted for analysis for training sets,

but the bagging model was only tested on the long training set.

3.5.1 Benchmark and statistical models

Seasonal naive: The seasonal naive model always uses the observed value from the
previous season to predict the value for the same future period. In the case of monthly data,
it means the model will choose to use the value from previous January to forecast this January.

Therefore, there was no need to evaluate beforehand this model.

ES: The ETS framework by Hyndman et al. (2002) was implemented using the ets function in
the forecast package in R (Hyndman and Khandakar, 2008). The function includes 24 possible
combinations and the most optimal ones the function calculates using AICc in total two ES
models for both training sets were chosen, as choosing only one based on model fit can lead
to disregarding better performing models according to Meira et al. (2021). The AIC increases
with high numbers of parameters in the model; therefore, the lowest AIC values is the most

desirable.

SARIMA: To choose the optimal SARIMA models, the auto.arima function in the forecast
package in R (Hyndman and Khandakar, 2008). The seasonality was set to true to capture
any seasonality within the three-month periods. The function allowed for drift as it was not
separately denoted as false. This means that is d + D =0 or d + D = 1, then the function
allows for a constant in both cases if it improves the AlC-value. Here d is the order of non-
seasonal differencing and D is the order of seasonal differencing. For models in which d +
D > 1, then the constant is omitted. If the drift had been marked specifically as false, then a

constant is only allowed if d + D = 0. The function therefore also evaluates the model fit using
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the AICc values. In total of seven varying SARIMA values were chosen using the function.
The first set of brackets denote the non-seasonal parameters, whilst the second set of

parameters with capital letters denote the seasonal parameters of the model.

The chosen models are low-order models. Some of the models have no non-seasonal
parameters, only seasonal parameters of differencing and moving average lags. The models
are essentially forecasting with values of the last year and with some white noise or error terms
added onto these previous values. These models, SARIMA 2,3 and 4, therefore are like the
seasonal naive model. The only model, which has included non-seasonal autoregressive lags,
is SARIMA 1, but it is still a low-order model. The auto.arima algorithm targets to decrease
parameter complexity, which is why none of the models are high-order models. To check
whether or not high order models would have been a better option, a SARIMA(3,0,3)(1,1,1)
was tested alongside the models. It however did not perform better than the models identified
in the table below, with MAPE values above 15 and 20 percent. This was similar for other high

order models that were tested initially on the data.

Table 4: Single statistical model names and their model fits

Model name Model identification Training set
ETS 1 ETS(MAM) Long
ETS 2 ETS(MNM) Both
ETS 3 ETS(ANN) Short
SARIMA 1 SARIMA(1,1,0)(0,1,0) Both
SARIMA 2 SARIMA(0,0,0)(0,1,0) with drift Both
SARIMA 3 SARIMA(0,1,1)(0,1,0) Both
SARIMA 4 SARIMA(0,0,0)(1,1,0) with drift Both
SARIMA 5 SARIMA(0,0,0)(0,1,1) with drift Both
SARIMA 6 SARIMA(0,2,1)(1,0,0) Both
SARIMA 7 SARIMA(0,0,1)(0,1,1) with drift Both
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3.5.2 Ensemble method

Bagging: In the bagging model, two versions were used. In the first model the training data
was transformed using the boxcox function from the MASS package. The optimal value for
lambda was found using the Im function, which is used for fitting linear models. In the second
model the Box-Cox transformation was not implemented. For both versions, STL
decomposition was achieved using the st/ function, which uses Loess (Cleveland et al., 1990)
to separate the series into trend, seasonal component and remainder for seasonal series and
a loess-based procedure (Cleveland et al., 1992) to obtain trend and remainder for non-
seasonal series. The generate function was used to bag the remainder from the decomposed
series with a bootstrap block size of 24, which captures the full seasonality by using full two
years. First ten new series were generated and a further 100 simulated from the bagged
series. The ets function was then trained on the bagged series and the mean of all the models
was used as the final forecasted value of the forecasting window. This same process was then

completed for all the other nine forecasting windows.

3.5.3 Autocorrelation

Autocorrelation of the residuals of the model fits were measured using the Ljung-Box test. It
can be defined through two hypotheses: the null hypothesis assumes that the residuals are
independently distributed, and the second hypothesis is that the residuals are not
independently distributed, as they exhibit serial correlation. To continue forecasting with the
fitted model, it would be ideal to fail to reject the null hypothesis. In other words, the p-value

should be greater than 0.05. The test statistic can be expressed as

h }32
_ k
Q —n(n+2)2n_k
k=1
(15)
where n denotes the sample size, p? is the sample autocorrelation at lag k, and h is the number
of lags that are tested. The hypothesis When the test statistic is applied to the residuals of an

ARIMA(p,d,q) model, the degrees of freedom should be adjusted to reflect the parameter

estimationtod —p —q.
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The Ljung-Box test was conducted for all the residuals of the model fits, for both training sets.
For none of the model fit residuals the null hypothesis could be rejected, meaning that the

residuals were independently distributed, and no changes needed to be made to the model
fits.
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4. Results

In this section, first the results of the long-memory training set will be presented, followed by
the results of the short-memory training set, and finally by the results of the ensemble
methods. All the sections will also be divided into two: frequent updates describe the models
which are refitted for each window, and the stable models describe the models which are fitted

only once.

4.1 Simple statistical models

In this section the results from all the chosen statistical models will be discussed, first for the
long-memory training set, and then for the short-memory set. The chosen statistical model

includes seasonal naive, versions of ETS and versions of SARIMA.

4.1.1 Long-memory training set

Frequent updates: The average MAPE scores of the ten single models indicate that the
models forecast insufficiently (Figure 1). The average MAPE score is above 15 percent,
meaning that models either consistently forecast in a similar pattern or the models have
differentiating performance throughout the validation windows. The quarterly forecasted
values of each model indicate that the models follow two differentiating forecasting patterns
(Figure 2 and Figure 3). The first group under forecasts the high peak in the spring months,
but forecast relatively well the downward trends, and the second group is able forecast values

close to the peak in the spring, but over forecast the downward trends.

When looking at the average MAPE scores of each model from the rolling windows, the best
performing model is an ETS 2 with a MAPE of 17.23%. The exclusion of trend from the ETS
2 has led to the model being unable to forecast the high peak in demand in spring 2021, unlike
in the ETS 1, which included additive trend. The low average MAPE is therefore from the
periods in which the seasonality and error have stayed relatively the same as in the previous
periods. ETS 1, which included additive trend did not perform much better in the high peak
season, the largest difference was 2 percent for the spring forecasting windows. It was able

to forecast higher values, but it still was much lower than the realized values, resulting with a
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MAPE of 21.27%. The differences however are not that visible when comparing the results of

the four quarters in Figure 2 for the two ETS models to the other forecasting models.

Average MAPE scores per model
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Figure 1: Average MAPE of each forecasting model for the long-memory

The seasonally naive model on the other hand is the worst performing model of the ten models
with a MAPE of 26.1%, as the values change from the previous periods. It consistently
forecasts lower values, as it uses the values from 2019, in which the demand did not
experience such a high peak. This becomes visible in Figure 2, as the pink line representing
the forecasted values from seasonal naive is identical to the values of the previous year. Its
performance is strongest in the first two months, but because the demand experiences such
a drastic peak, the MAPE scores drastically weaken. In Figure 3 this is apparent with all
validation windows, with the blue point consistently appearing among the models with the
highest MAPE scores.

The second and third best performing models are of the seven SARIMA models. SARIMA 1
has a MAPE of 19.102% and SARIMA 7 has a MAPE of 19.391%. SARIMA 1 had AR-lags
included in the model fit, which led to it performing best in the fourth, fifth and sixth forecasting
windows in which the other two of the top three models have MAPEs of over 20%. SARIMA 1
on the contrary had a MAPE of 8.859%, 12.88% and 10.03% in the same forecasting windows.
The combination of one AR-lag, differencing and seasonal differencing helps the SARIMA
model to perform in this sudden peak. It is also visible that specifically for the first peak in the
sales SARIMA 1 was able to forecast the best, since the values are most similar, and it can

identify the pattern. SARIMA 7 similarly to many of the other models, has its weakest MAPE
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during the spring forecasting windows, but it redeems itself in the autumn forecasting windows,

with consistently achieving a MAPE under 10%.

SARIMA 3 which had the best AlC-value is the seventh best performing model as it fails to
have a MAPE below 10%, leaving only behind the seasonally naive model. SARIMA 3
achieves its lowest MAPE at the sixth forecasting window with a MAPE of 10.5% and is the
second-best performing model in this forecasting window after SARIMA 1. It is also the second
best in the following forecasting window with a MAPE of 14.02%, but this is where its success
stops. This is apparent in the values of the four quarters as it can forecast high values for the
second peak, but it then over forecasts for the consecutive months. Its average MAPE is
therefore 21.686%.

SARIMA 2, 4, 5, and 6 had average MAPE of 20.026%, 19.735%, 19.697% and 22.812%
respectively. Most of these models had only single forecasting windows where they performed
well but failed to perform best in multiple subsequent windows. SARIMA 2, 4, and 5 all
performed well in the last three forecasting windows and had the lowest MAPE scores for the
final forecasting window. All three of the models had one seasonal difference and no values
in their non-seasonal model, indicating that these would have been necessary to achieve
better performance. SARIMA 6, however, performed similarly to SARIMA 1 in the high peak
season, with performing better in the fourth forecasting window with a MAPE of 7.0795%. In
the end it had a lower MAPE because its performance began to weaken sooner and more
drastically than SARIMA 1 at forecasting window seven. This is apparent in Figure 2 as it
forecasts the highest values of all the models throughout the four quarters and continues to

over forecast for the second half of the year.

When analysing the results of each forecasting window (Figure 3), it is visible that the MAPE
scores of each model have the least variance in the first three validation windows. For all the
models the MAPE scores increase in the second and third window, and by the third window
the lowest MAPE score is above 20. The third window was therefore the most difficult to
forecast for most of the models. This forecasting window was also the one which experienced
the high peak in demand and all the models were late in forecasting the increase as mentioned
previously. By the fourth rolling window, SARIMA 1 and 6 had learned based on the latest
data to expect a further increase, a pattern which the models also were able to forecast in the

fifth window. Hence, the fourth and fifth window already display more variance in the MAPE
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scores of each model. In the sixth window SARIMA 3 begins to forecast similar values to
SARIMA 1 and 6, whilst the other models continue to under forecast. Throughout the three
forecasting windows the gap between the better performing and under performing models is
10 to 20 percent. In the seventh forecasting window the variance of the models shortly
changes as more models score MAPE scores under 20 or just above. The eighth forecasting
window, however, displays highest variance between the MAPE scores, as the worst
performing model scores above 40 percent and the best model under 10 percent. The last two
forecasting windows display similar variance and deviation to the eighth forecasting window,

despite nearly 5 percent lower MAPE scores.

Long-memory forecasts
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Figure 2: Long-memory training set model forecasts of single statistical models for Q1, Q2,

Q3, and Q4 in which the black line represents the actual demand

The model with the highest total variance in its MAPE scores is SARIMA 6 with a variance of
119.003. It followed a similar pattern to SARIMA 1, but when it performed badly, its MAPE
scores were higher than those of SARIMA 1, which has a total variance of 67.498. ETS 1,
SARIMA 4, 5 and 7 score similar variance scores to SARIMA 1. ETS 2, which also performed
well in some of the forecasting windows has a high variance score of 82.109. SARIMA 3 has
the lowest variance with a score of 40.344, but this is because for most of the forecasting
windows it scores just below or above 20 percent. The seasonal naive has the second lowest

variance of its MAPE scores, but this is because it consistently scores MAPE values between
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15 and 30 percent, most of the values being closer to the latter. Therefore, models which had
the least variance were the models, which failed to perform well in most of the forecasting
windows. The models which have high variance on the other hand are those that were able to

score MAPE scores close to 10 percent in few of the forecasting windows.

MAPE scores per period and model (long-memory)
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Figure 3: Long-memory training set MAPE scores scatter plot per period and model

(frequent updates)

Table 5: Average MAPE and total variance of long training set (frequently updated models)

Model MAPE Variance
Seasonal naive 26.411 45.026
ETS 2 17.228 82.109
ETS 1 21.272 69.430
SARIMA 1 19.102 67.498
SARIMA 2 20.026 62.426
SARIMA 3 21.686 40.344
SARIMA 4 19.735 64.450
SARIMA 5 19.697 64.925
SARIMA 6 22.812 119.003
SARIMA 7 19.391 65.260

In conclusion, the models which forecasted highest values in the spring months continued to

forecast higher values towards the later forecasting windows, therefore over forecasting. The
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other models which forecast well in the first and the latest forecasting windows, under forecast
in the spring and early summer months. Seasonal naive however, under forecasts still in the

latest months.

Stable models: The stable models, which were not refitted after the initial model fit on the
training data, indicate more consistency in the MAPE scores than the models with frequent
updates. The average MAPE scores are similar to the models with frequent updates, but still
for most of the models, a few percentages higher (Table 6). The MAPE scores also indicate
less variance, as most of the total variance scores are between 34 and 45. Only one model,
SARIMA 6, has a higher variance of 84.279. This variance is still significantly less than the

same model fit that is refitted for each forecasting window.

Table 6: Average MAPE and total variance of long training set (stable models)

Model MAPE Variance
Seasonal naive | 26.411 45.026
ETS 1 18.995 34.585
ETS 2 24.935 41.574
SARIMA 1 23.134 35.026
SARIMA 2 22.715 35.326
SARIMA 3 23.842 35.297
SARIMA 4 22.013 42.593
SARIMA 5 21.860 45.577
SARIMA 6 25.798 84.279
SARIMA 7 21.840 46.172

The MAPE scores period (Figure 4) confirm that the models are more consistent when the
models are not refitted. All the models seem to follow a similar pattern that the MAPE scores
start to increase as more forecasting windows are tested, but at window 6 the MAPE score
starts to decrease. This is because the models are relying on information of the years 2018-
2020, which did not experience such a high structural break as 2021. None of the models are
therefore able to forecast the increase but can forecast the downward trend that is similar to

those of the previous years in the latter forecasting windows.
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MAPE scores per period and model (long-memory)
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Figure 4: Long-memory training set MAPE scores scatter plot per period and model (stable

model)

4.1.2 Short-memory training set

Frequent updates: The short-memory training set forecasted much more varying results in
comparison to the long-memory training set. This is more apparent from the forecasted
monthly values for each quarter (Figure 6) instead of from the overall average MAPE values
(Figure 5). It also on average performs slightly worse than the long-memory training set. The
model with the lowest average MAPE is once again ETS 2 with a MAPE of 18.833%. The
second-best model is also SARIMA 1 similarly to the previous section with a MAPE of 19.067%
and the third is SARIMA 5 with a MAPE of 19.494%. All these models follow similar
performance patterns as with the long-memory training set, but the MAPE scores are bit more

erratic, specifically for ETS 2.

Similarly, as with the longer training set SARIMA 2, 4, and 5 have similar MAPE values of
19.758%, 19.809% and 19.494% respectively, and similar patterns, in which the performance
is better in the later forecasting windows. It must be noted that SARIMA 4 did not get a score
for the first forecasting window, because the algorithm could not find a seasonal AR-lag whilst
fitting the model. SARIMA 3, 6, and 7 have average MAPE scores of 21.057%, 22.498% and
20.451% making them the worst performing SARIMA models of the seven in using this training

set.
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MAPE

Figure 5: Average MAPE of each forecasting model for the short-memory

The second ETS model used in this training set was ETS 3. This model performed the weakest
of all the chosen models in both training sets, with an average MAPE score of 30.423%. In
three of the forecasting windows, it received MAPE scores of or near 50%, indicating strongly
that this data cannot be forecasted in 3-month periods accurately if neither trend nor
seasonality is considered. However, when looking at the monthly forecasts for each quarter,
the model can forecast both peaks, but it is always a month or two time steps behind in
reaching the high forecasted values. It also smooths the demand in the peak, meaning that it

does not understand that the peak may last for only one month instead of two or three.

The model selection of the ets function also indicates that the two years of training data may
be too short for some models since the automatic algorithms are unable to recognize trend
and seasonality in the data. On the other hand, the models seem to be less biased, since more
of the models are able forecast higher values in comparison to the long-memory training set.
This therefore also gives an indication that in case of expecting higher demand in the market,
the use of historical data should be minimized if these have multiple years with similar trend
patterns. However, there is also the risk that without explanatory variables, the short-memory
training set will continue to forecast more erratically or unrealistically high demand. The long-
memory training set could perhaps understand based on the three training years that this peak
is not common. Nevertheless, this will become apparent once the forecasts are made for future

months.
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Short-memory forecasts

3000000 -

Model
— SARIMA 1
— SARIMA 2
— SARIMA 3
— SARIMA 4
2 2000000 -
L AU — SARIMA 5
=
— SARIMA 6
—— SARIMA 7
ETS 3
ETS 2

1500000 -
SNaive

1000000 -

2019 2020 2021 2022
Time

Figure 6: Short-memory training set model forecasts of single statistical models forQ1, Q2,

Q3, and Q4 in which the black line represents the actual demand

The MAPE scores per period and model in Figure 7 display that the MAPE scores vary more
in the short-memory training set throughout the rolling windows. In contrast to the long training
set, the scores already vary by the second forecasting windows, and continue to in a similar
pattern. The fourth forecasting window is similar to the long training set but again the fifth and
sixth windows have even more variance. The lowest MAPE scores of the fifth window are

however achieved in the short training set since ETS 3 scores a MAPE of 10 percent.

MAPE scores per period and model (short-memory)
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Figure 7: Short-memory training set MAPE scores scatter plot per period and model

(frequent updates)
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The conclusions from this section are somewhat confirmed when looking at the total variance
scores of the short training set models in Table 7. ETS 3 has the highest overall variance with
a score of 290.158, but this model was not used for the long training set. The models, seasonal
naive, ETS 2, SARIMA 1, 2, 3, and 5 seem to have similar total variance scores, with the
maximum difference being 5. SARIMA 4 and 7 on the other hand have a higher variance score
in contrast to the long training set, with the difference being higher than 10 for both models.

SARIMA 6 varies a little less in this training set, but it still has a very high variance.

Table 7: Average MAPE and total variance of short training set (frequently updated models)

Model MAPE Variance
Seasonal naive | 26.411 45.026
ETS 3 30.343 290.158
ETS 2 18.832 71.640
SARIMA 1 19.067 67.122
SARIMA 2 19.758 66.579
SARIMA 3 21.057 40.462
SARIMA 4 19.809 79.471
SARIMA 5 19.494 67.635
SARIMA 6 22.498 110.363
SARIMA 7 20.451 87.287

Stable models: The short training set models which were refitted only once have higher
average MAPE scores than those that were updated frequently. SARIMA 4 was excluded from
this as it was unable to fit the model on just the two-year training data. The lowest average
MAPE score was 22.52 is SARIMA 1, which also half a percentage higher MAPE score than
the long training set accuracy score (Table 8). All the other SARIMA models have MAPE
scores of 24 percent, whilst the performance of ETS 2 experiences a drop of 7 percent and
Seasonal naive stays the same. The models also experience less variance similarly to the
long training sets stable models. The variance of ETS 3 is still considerably high, but with a
difference of 60. All the other SARIMA models other than SARIMA 6 have similar variance
close to 35. The similarities of the SARIMA in terms of average MAPE and total variance are
much more similar for the short training sets stable models than they are for the long training
set.
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Table 8: Average MAPE and total variance of short training set (stable models)

Model MAPE Variance
Seasonal naive | 26.411 45.026
ETS 3 43.134 229.7
ETS 2 26.087 48.694
SARIMA 1 22.513 35.634
SARIMA 2 24179 35.796
SARIMA 3 24179 35.796
SARIMA 5 24179 35.796
SARIMA 6 24.183 59.383
SARIMA 7 24176 36.443

The MAPE scores for each forecasting windows follow a similar pattern as for the long training
set MAPE scores (Figure 8). The MAPE scores of each model but seasonal naive increase
for the first half of the forecasting windows and start to decrease again in forecasting window
7. The increase of the MAPE scores in the first forecasting however is a little more geometric
than that of the long training set. The figure also displays well how refitting the model once is
restricting the models from forecasting the structural breaks. Only in the last forecasting
window SARIMA 6 can get a MAPE score just under 10, whilst with refitting the model in half

of the forecasting models at least one model scored under 10 percent.

MAPE scores per period and model (short-memory)
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model)
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4.2 Bagging

Frequent updates: The bagging of the residuals, to which the ets function in R fitted
appropriate models was used on both original long training set and a Box-Cox transformed
dataset. On average, the dataset which had been transformed using Box-Cox transformation
to achieve normal distribution, performed better. Its average MAPE score was 17.877% in
contrast to the average MAPE score of 22.24% of the original dataset. Both models perform
similarly to each other in the first six forecasting windows as is visible in Figure 9, but the Box-
Cox model holds better MAPE scores for most of them. In the last three forecasting windows
however, the performance of the non-transformed model drastically drops, with finishing with
a MAPE of 35.515% against the 11.641% MAPE score of the Box-Cox model in the final
forecasting window. This is due to the model with no transformation not being able to forecast

the decrease in demand, which comes towards the end of each year.

Bagged forecasts
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Figure 9: Long-memory training set model forecasts of bagged model for Q1, Q2, Q3, and

Q4 in which the black line represents the actual demand

The similar pattern of the first half of the forecasting windows of the bagged models is further
displayed in Figure 10. The MAPE scores of both models increase for the first three windows

but experience a minor drop of around 5 percent in window 4. In windows 6 and 7 the bagged
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model with no Box-Cox transformation performs better, but for the last forecasting windows its

MAPE scores increase dramatically. This indicates that the model with the Box-Cox

transformation is able perform more consistently, as its values were transformed to be

normally distributed.
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Figure 10: Ensemble method MAPE score per period and model (frequent updates)

The total variances in Table 9 indicate that when refitting the model frequently the total

variance of the MAPE scores increases also both the ensemble methods. The variance scores

are very similar for both models, but the one with Box-Cox transformation performs slightly

better. This is mainly due to the high peak in MAPE scores that the other model experiences

in the last windows.

Table 9: Average MAPE and total variance of ensemble methods

MAPE Variance
Model Frequent update | Stable Frequent update | Stable
Bagging with no transformation 22.240 23.517 54.861 | 44.265
Bagging with Box-Cox
transformation 17.877 23.351 50.825 | 39.414
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Stable models: The bagging models which were not refitted were once again more consistent
and had lower total variance than the equivalent models with frequent updates (Table 9). The
total variance was not much lower, and similarly to the single statistical models, the stable
bagged models followed a clear pattern throughout the 10 forecasting windows (Figure 11).
The MAPE scores increased similarly to the frequently updated models for the first half of the
windows and then started to decrease at window 6. Instead of the MAPE score increasing
again at window 8 for the model with no transformation, it continued in a similar pattern to the
Box-Cox transformed model. This is most likely due to the models not taking account the
structural breaks, and therefore the model with no transformation is still able to forecast in a

constant pattern.
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Figure 11: Ensemble method MAPE score per period and model (stable models)
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5. Discussion

In this section a summary and discussion of the results presented in the previous section will

be produced alongside the stated research questions of this study.

5.1 Summary of results

A summary of the results will provide answers to all the relevant research questions present

in this study.

1. How to forecast seasonal demand with limited data in the chemicals industry?

a. Which of the time series forecasting models perform best over the validation

periods?

Looking at the results of all the models, it is interesting that none of the models are able
forecast the peak in demand. The peak of the structural peak was so high that none of the
models could have expected it purely on its own historical data. This suggests that the high
peak is not a usual seasonal pattern, therefore indicating that seasonal models may not be

the correct option. However, the results of the models will be discussed.

If we look only at the overall MAPE results the best performing model is ETS 2 for the long-
memory training set, which calculated both multiplicative error and seasonality, but no trend.
The bagging model, which utilized ETS models as well is not much behind with only a 0.6
percent difference between the two models. The bagged model performs slightly better in the
months which proved to be most difficult to forecast for the majority of models, but the simple
ETS model is stronger at the later months. The performance of the ETS models therefore also
supports the arguments by several researchers supporting the forecasting capabilities of the
models (Goodwin, 2010; Bergmeir et al., 2016). Other models also indicated that models
would perform well in certain forecasting windows but not all, since the difference in demand
becomes so stark that for any model forecasting the full year would be difficult. This suggests

that the use of multiple models could be the solution instead of one. Therefore, it should be
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discussed when each model performed the best, to understand the viability of using multiple

models for different periods.

Since the overall MAPE scores fail to give us a full understanding of the forecasting capability
of the models, we must look at the MAPE results of each model window by window basis. This
is not necessary for each model that was used, since some of the overall MAPE scores
indicated that the models failed to perform throughout the forecasting windows, such as
seasonal naive. Hence, we concentrate on the models which performed the best overall but
had varying results between the forecasting windows. These models include ETS 2, SARIMA
1, SARIMA 6, SARIMA 7 for both training sets, SARIMA 5 for the short training set.

In both training sets, the models forecast the peak in demand one or time steps behind the
actual demand. SARIMA 1 for both training sets is closest in forecasting this peak, with slightly
higher values for the short training set and slightly stronger performance for forecasting
windows four and six. SARIMA 6 over forecasted the first peak although it was late with it, but
it also forecasted the highest values for the second peak. Both models continued over
forecasting for the second half of forecasting windows, indicating that these models could be
used to forecast in future the first 6 months to achieve the upper bound values. ETS 2,
SARIMA 7 and SARIMA 5 on the other hand forecasted much more modest values throughout
the time series, demonstrating stronger performance in the first two forecasting windows and
then the final 6 months of the year. ETS 2 was able to forecast very similarly to the values of
the third quarter. It also forecasted values between the four SARIMA models, providing a
medium between the models. SARIMA 5 and 7 could therefore be considered the models

which provide lower bounds for the model.

It is also interesting that all the SARIMA models which had the best performance in the study
were low-order models since the data was not suitable for high-order models. Most of the
SARIMA models were basing the forecasts on random white noise in addition to previous
demand values. The data also showed clear seasonality patterns, but none of the seasonal
models performed consistently well. No single model outperformed the other models,

indicating that the data itself is difficult to forecast.
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The models are not directly comparable to the demand forecasts from the existing demand
planning tool since the values are based on the latest adjusted forecasts. However, these
values achieved MAPE scores below those of in this study for most time steps, with average
MAPE score of 11 percent with time step of one month. The lowest average MAPE score was
17 percent for the ETS 2 model, which is still worse in performance. Specifically, March and
October were difficult to forecast as these had absolute percentage error rates of 30 and 32
percent. The third window in this study was the March-May window, in which the lowest MAPE
score was 24 percent, and multiple models scored MAPE scores just under 30 percent. The
final forecasting window in this study began in October and ended in December and here
multiple models achieved MAPE scores below 10 percent, with multiple of 6 percent. In these
months therefore it could be argued that the models performed slightly better. In most of the
other months, the demand planning tool had achieved absolute percentage error rates below
10 percent, three of which were under 5 percent. None of the models in this study achieved
MAPE scores below 5 percent, but then again, the results are not directly comparable as the

forecasting horizon here was three months.

b. How does the length of the training period and refitting of the model affect the

prediction capability of each model?

For some models the, specifically some of the SARIMA models, the short-memory training set
gave better overall MAPE scores. These results, however, were not disparately stronger, the
largest difference was around one percent. In total five of the seven SARIMA models showed
stronger performance in the short-memory training set, which could mean that for the SARIMA
models, the short-memory training set could be less biased. On the other hand, when
comparing the results throughout the validation period, there is no consistent pattern to
indicate where this bias could have had the most impact. Only couple of the SARIMA models
perform slightly better in the spring forecasting windows, demonstrating that the short-memory
training set does not forecast the demand peak significantly better than the long-memory
training set. If the short-memory training set had had a clear pattern that the models would
have forecasted the forecasting windows with the weakest MAPE scores, we would have then
been able to demonstrate that in this case that a smaller sample of training data is more

beneficial with inexplainable increases in the demand.
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The bias, which could be present due to the length of the training set however is not fully
determined based on the forecasted values for the validation periods. The forecasts for future
months could also provide more information on are the short-memory training sets more likely
to give more varying forecasts and are the long-memory training sets too set on the past

patterns.

The refitting of the models has an evident effect to the forecasting results, when analysing the
forecasting window specific results. The average MAPE scores are very similar, although they
indicate as well that the frequently updated models perform better than the stable ones. Even
though the stable models are more consistent as they have lower variance scores, they fail to
achieve average MAPE scores better than the frequently updated models, and MAPE scores
below 15 percent for the forecasting windows, except for the last window. Refitting the models
on the other hand enabled the models to suspect some increase in demand, with some of the
models achieving quite low MAPE scores on certain periods. The variance of these scores
however were much higher, indicating that it could be of use in the future to have a stable
model forecasting the initial values for the full year, but also utilize more dynamic forecasting

with frequently updating the model fits.

c. How do ensemble methods affect the forecasting results?

The chosen ensemble method for this study holds the second strongest overall MAPE score
of all the models. Although the MAPE score of it is among the top two, the difference to the
models with weaker performance is not significant enough to prove superiority of the method.
The accuracy scores for each forecasting windows perhaps proved that the model has the
most one of the most consistent results as its performance did not alter as drastically as for
the other top performing models. This result is consistent with those which have been proven
in past literature, that this bagging method decreases the variance of the model (Bergmeir et
al., 2016).

In this case the consistency however is not enough to lead its way to be the top contender,
since for four of the forecasting windows the MAPE score was over 20 percent. Moreover, the
model only was able to go below the ten percent threshold for one forecasting window, which

was the eighth. It was late with its higher forecasting values in the first forecasting windows
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similarly to the other models, but it was also early in forecasting the decrease in demand. 20
percent is a large error rate in the end when computing what 20 percent is of the over 3 million
litre demand that occurred at its best in the spring forecasting windows. Therefore, the most
complex model in this study failed to justify why a model with the costliest computing costs

should be chosen as the forecasting model.

5.2 Implementation in practice

This section discusses the final forecasting question of which model to select, including the
aspects of implementing a new forecasting model to the current analytical tool and any

possible obstacles in this process.

5.2.1 Model selection

2. Which forecasting method should be chosen to be utilized in future demand prediction?

As discussed in the previous section, none of the models gave consistently excellent results
for all the forecasting windows. Thus, this study is unable to provide one single model, but
perhaps an ensemble of these could provide an answer. The models indicated enough
consistency in the sense that certain models performed continuously above other models in
consecutive three to four forecasting windows. These windows covered four to six months,
the results of which could already be translated into actionable decisions across functions. For
example, the best performing ETS model can be used in off-peak seasons, and one of the
SARIMA models used for forecasting the future peaks, since the autoregressive lags and
differencing were able to capture the peak three months ahead with satisfactory results. |
would recommend using the five models: ETS 2, SARIMA 1, SARIMA 5, SARIMA 6, and
SARIMA 7. The models are refitted using the validation year to forecast with a six-month
horizon but are not refitted after this. These models should provide the upper and lower
bounds for the demand. The users could receive information on when to trust each model the
most, such as that in high demand seasons, the higher forecasting values should be utilized.

The forecasted values are expressed in Figure 12.
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The figure does not display any significant differences between most of the models and their
training sets. SARIMA 1 is the only model that provides differing values based on the training
set. The long training set forecasts high values, whilst the short training set SARIMA 1
forecasts the lowest values for all the models, providing a lower bound of the forecast values.
All the other SARIMA models, regardless of training set, forecast high values for the demand
in the first half of the year. The ETS model forecasts the same values also for both training
set, concluding that in the future most of the models will most likely perform the same
irrespective of whether the training set includes 2018 or not. The models also seem to forecast
higher demand earlier than for the validation period, indicating that the models have learned
that the demand for the products will be sooner in future demand. This is also due to the
previously discussed factor that some of the models use only errors as parameters and no
autoregressive lags. Some of the models, specifically SARIMA 1 and 7 for the long training
sets forecast very high values, indicating that to use these models in the future, an explanatory
variable is needed if the future demand does not develop similarly to their forecasted values.
These forecasted values may be unreasonably high, as the uncertain market situation has
affected the operations of the case company. The raw material crisis has taken a new negative
turn, and the inflation is already negatively affecting consumer behaviour. Therefore, without

an exogenous variable the models are unusable in the current business environment.

Future 6 months

" Model

[ SARIMA 1 long
".," SARIMA 6 long
| SARIMA 7 long
| —— SARIMA 1 short

Litres
~

SARIMA 5 short
SARIMA 6 short
SARIMA 7 short
ETS 2 long
ETS 2 short

2018 2019 2020
Time

Figure 12: Future forecasts of the models of the time horizon of 6 months

Although we have MAPE scores of the Bayesian forecasting model in the current ERP system,
we cannot directly compare them to those presented in this study. The ERP system forecasts
once a year and adjusts the forecast by the end of each month for the following months. The
ERP system only saves the latest adjusted forecast and not all the previous forecasting values,

hence we can only discuss the MAPE of the monthly forecasts with a time step of one. The
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average MAPE is 11 percent, but the comparison is not realistic as stated here. Moreover, the
Bayesian model does not utilize any external variables in its forecasting, unless the users
manually change the future values. The Bayesian model therefore seems to have the same
issue to the models presented in this study. In the past, particularly for last year, it forecasted
the demand late and under the actual demand. For the future 6 months, it has refitted the
model based on last year, meaning that it is expecting the same high peak this year similarly
to the models in this study. In addition, as this study was able to determine, the automated
model fit on the best AIC-values does not always lead to a strong model performance for the
model evaluation (Meira et al., 2021). The Bayesian model fits parameters once a year, but it
does not have range of parameters, it only provides confidence intervals. The Bayesian model
in the ERP system currently does not also exclude obsolete or discontinued products, as they
were in this thesis. It is also unrealistic for the company to rely on forecast results with a
horizon of one month since the business operations cannot be aligned. Different functions
need to make decisions three to six months ahead, whether it is to purchase the correct
number of raw materials, packaging or start recruitment of seasonal employees. One month
time step, therefore, perhaps only enables production to plan shifts for future months, but it

does not translate into any significant gains in efficiency or productivity.

Since this thesis has concluded that the no single model presented in the thesis can forecast
demand sufficiently, and that the forecasted values for 2022 seem unnecessary high
considering the current environment, other models should be considered instead. The other
models should also include a sufficient exogenous variable, as mentioned earlier, to operate
as a proxy for the models. This way any model in theory should learn that also market
conditions affect future demand, in addition to previous demand of the products. The possible
models include both statistical and ML models. As stated earlier in the thesis, models in the
GARCH family have proven themselves adequate for forecasting high-dimensional data,
which experience volatility (Ardia et al, 2018). These models could be considered because if
the current market conditions continue, the demand will most likely experience more structural
breaks, with a possibility of high volatility. If more structural break begins to be present in the
data, it should be analysed to assess the level of heteroscedasticity. If this is high, then a
GARCH model should be used instead of a SARIMA model since these require
homoscedasticity. The data seemed homoscedastic and seasonal when analysing the data
for this study hence why GARCH models were not used here. ML models that could be used
if it is decided to aggregate the data on a weekly level, are different models based on decision
trees. Models such as LightGBM may prove to be too complex and computationally expensive,

but other Gradient Boosting models or SVR based models could be used. These models have



61

performed well in past competitions in several different aggregation levels (Bojer and
Meldgaard, 2021; Makridakis et al., 2020, and are more data-driven than model-driven
(Januschowski et al., 2020).

It must be also noted that this study utilized the date wanted by the customer, but for future
use another date could be used instead, such as the planned ship date. This would then
account for when the product should be ready, therefore move the current forecasting values
a little earlier. The difference in the use of date should not make a considerable difference in
terms of the model performance, since the planned ship dates are automated set dates, which
are usually one to two weeks ahead of the wanted ship date. Moreover, majority of the

products are made-to-stock products, of which many of the orders are based on pre-sales.

5.2.2 Implementing a new forecasting process and tool

This final section will discuss the practical implementation of a new forecasting tool and how
the forecasting process should be built in the future. Moreover, it will also discuss any potential

issues.

Forecasting process: The results of the study sparked conversations in the case company
of how forecasting should be implemented in the future. Currently, forecasting is only utilized
for demand of the core products, but in the future forecasting could be extended to other
supportive functions, such as forecasting the warehouse needs in terms of how the picking
rate will increase and to translating the demand forecast results to raw material forecasts.
Moreover, the current ERP system forecasts for each product number, utilizing the same
model. Although this study forecasts only total demand, it gives us the opportunity to
investigate to possibility of interdependency between products. Many of the consumer
products are interlinked, and consumers may buy one product for the first step and then buy
a second product from us for the second step. This is similar for some of the industrial
products, and the multiple uses of the product range are part of our core competencies.
Therefore, these known combinations and sequences could be used so that the “base
products” are chosen for forecasting, and the “dependent products” base their future demand
on the forecasts on those of the base products. This could then lessen the need of finding the
correct forecasting model for each product existing in the company. This thinking could be

extended to the aggregating and do the functions need daily, weekly, or monthly forecasting
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data. In addition, the model could be first implemented for the products and groups which have

caused most of the bottlenecks.

Practical implementation: Even though the forecasting currently takes place in the ERP
system, it lacks in certain areas. The ERP system is unable to provide direct data of what is
the demand in all the countries selling the products, as the system is bases the forecasting
information on where the products are produced. Incorporating a forecasting model or models
in the current analytical tool, however, could use the ERP system for master data as it is now,
but the forecasting could take place in the analytical tool. The current forecasts from the
demand planning tool should also be saved in the Data Warehouse, from which the accuracy
scores can then be retrieved from to compare any future model performance with the existing
one. The calculation of country-specific forecasts in any case take place either in the current
analytical tool or as it has been previously, in Excel. The analytical tool allows for the use of
coding languages such as SQL, R and Python, making the building of modern and up to date
models more convenient and feasible. This would also allow for more adaptability in the user
interface, where users could adjust the view based on which forecasting model they wish to
see, and if they wish to view any other additional information alongside the forecasted values.
Moreover, the ERP system forecasts are based upon the actual demand on what has been
invoiced, ignoring the potential demand of the past that was cancelled for various reasons. In
the analytical tool, we could exclude obsolete products similarly to this study, so that the
company can focus purely on the products which are in the current selection. The demand
planning tool in the ERP system provides some adjustment possibilities of the parameters in
the forecasting system, but if any of the dates or the time series wish to be changed or added
for forecasting, it would involve contacting the ERP system provider. The current analytical
tool has a different structure, meaning that the advanced analytics could also be handled in-

house, increasing adaptability of the tool.

Implementing a separate demand forecasting tool in the current analytical tool, would involve
the integration of R-script or any other script base, which enables the use of R or Python. In
terms of data architecture, this would involve integrating an extension to the current expression
syntax, and this could be used in both the current load script and chart expressions. This new
capability would enable the addition of a chart expression which tells the analytical tool that
the expression should not be calculated in the current server. It would inform the tool instead

that the data should be sent via the server-side extension to the backend R system for
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calculation. The backend R system would then hold all the calculations of the advanced

analytics and the data would be sent back to the server of the analytical tool for visualization.

However, it needs to be noted the feedback loop back to the ERP system would be more
difficult to implement when the forecasting tool is attached to the analytical tool. It should
therefore be decided in the company what is needed from the demand forecasting tool, as
discussed earlier. The forecasted demand in the ERP system would need to automate
suggested values to the production planners and allows for automated decision-making for
the tool to provide value. These extensions directly to the ERP systems usually also allow for
the use of languages such as R and Python, with which the demand forecasting methods can
be modelled with. On the other hand, the current demand forecasting tool comes as a separate
tool with the ERP system, so it holds similar logic in terms of data architecture. It also currently
does not serve other needs, such as translating the finished good demand to raw materials,
which procurement and purchase need. This again is something that could be solved in the
current analytical tool, as the data warehouse which feeds data to the analytical tool sources
the data from all the different source systems in place. Therefore, the solution of a backend R
system could serve more stakeholders within the company. The backend R system could also
be used for different simulations and the most concrete forecasts could be fed back to the
ERP system. It would also allow for other analytical developments for the company in addition
to demand forecasting, such as completing advanced analysis of product similarities or of the

product life cycle.
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6. Conclusions

This thesis assessed the capabilities of several statistical models and one ensemble method
in demand forecasting. The reason for researching demand forecasting was rooted in the
sales and operations planning process, which began last year. It was important for the case
company to know whether any models could have forecasted the structural break even on a
general level. The use of monthly aggregation was justified through the current needs of the
company and the project phase. The sales and operations planning process was only in the
definition phase, in which the relevant stakeholders were defining their needs. Various
functions expressed needs of knowing future demand on monthly level with a forecasting
horizon of at least three months. Procurement and purchasing needed at least three months
to purchase the correct number of raw materials, production needed information on how to
plan production for future months, and the sales department needed to know what they can
sell to our customer and in what time frame. Production however had struggled the most with
the sudden peak in demand last year, needing the most help in planning their production few
months ahead and maximizing their capacity. Total demand was most important for production
to understand, since through this they can plan their production on three-to-six-month term.

Scoping different possibilities for demand forecasting therefore became necessary.

The dataset of four years became limited after aggregating the data to a monthly level,
therefore restricting the use of ML models. Previous literature however indicated that statistical
models should be used as a benchmark, and if these models failed to perform, more complex
models should be considered instead. The demand of the consumer products indicated clear
seasonal patterns, which led to the use of seasonal statistical models. In alignment to previous
findings in literature, it was also decided that for both ES and SARIMA models, more than one
of the model fits would be chosen. In addition, two methods were utilized for dealing with the
structural break: (1) two lengths of training sets were used, and (2) models were refitted once
and validated for each forecasting window, and the models were refitted for each forecasting
window and validated for each separately. The shorter training set displayed higher variance
in its results, but the models either scored similar MAPE scores or slightly higher those of the
long training set. On the other hand, the fitting of the model had a clear difference: the models
which were fitted only once, failed to forecast any structural breaks. For both lengths of the
training set, the models followed similar patterns and consistently scored inadequate MAPE
scores. The models which were refitted for each forecasting windows showed more promising

results despite lack of consistency. There was no one best performing model, all the average
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MAPE scores were above 15 percent. Some of the models however were able to forecast

better values for specific windows, with MAPE scores under 10 percent.

In addition to testing the different lengths of the training sets and the number of model fits,
single statistical models were compared to an ensemble method. Previous literature had
presented that ensemble methods have outperformed single models consistently. The
bagging method used in this thesis had indicated promising results in the M3 competition and
displayed that it outperforms single models in its consistency. In this study, the consistency
argument seemed to be validated, but the model did not perform consistently well. The
bagging model failed to achieve MAPE scores below 15 percent for most of the windows.
Some of the single models however had higher total variance, but this was due to the models
performing particularly well in certain periods and then decreasing performance in other

forecasting windows.

It was therefore decided that a selection of models, specifically ETS 2 and some of the
SARIMA models would be used a combination. The future demand values that the models
forecasted were particularly high, with only SARIMA 1 of the short training set forecasting
slightly lower values. However, given the current market conditions, the use of these models
is not recommended. The lack of an exogenous variables leads to the inability of controlling
the demand forecasts. In addition, the chosen models are unable to consider conditions such
as volatility. Therefore, it is recommended that at least a sufficient exogenous variable should
be used in the future, and other models such as GARCH and Gradient Boosting should be

considered testing.

Before implementing any models, the case company should make decisions on how the
forecasting process will be continued in the future. Particularly what functions need the data
and in what form. The current forecasts from the demand planning tool should be saved in
Data Warehouse, so that the model performance of those can be assessed in more detail and

any other models can be compared to the results of this model.
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