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Nowadays, it is difficult to dispute the growing popularity of cloud technologies due to their 
high availability and scalability, as well as lower usage and support costs compared to on-
premises servers. However, cloud providers cannot guarantee the same level of data and 
software security as on-premise deployments, and users usually have limited visibility and 
access to the underlying hardware and software platforms. This problem is solved by 
confidential computing technologies, which provide mechanisms for memory isolation, 
secure internal communication, and remote attestation that allow to verify that the user 
workloads are deployed in trusted execution environment with the declared data security and 
integrity guarantees. However, platforms and tools for confidential computing are still 
immature which prevents its widespread implementation. Moreover, the lack of 
comprehensive solutions for secure workload deployment does not allow to fully reveal the 
capabilities of confidential computing platforms. 
 
The current thesis explores confidential computing platforms in terms of the options and 
solutions they provide for secure workload deployment and remote attestation. Through a 
comparison of platforms from different vendors, state-of-the-art in the area of confidential 
computing was introduced. It was also discovered that AMD SEV-SNP technology still lacks 
comprehensive end-to-end solutions for the secure workload deployment with remote 
attestation, while it has all the prerequisites for this. Thus, the study investigates core AMD 
SEV-SNP platform features required for the secure workload deployment organization in a 
confidential computing environment. 
 
Since AMD SEV-SNP does not provide mutual authentication and secure remote 
communication features out of the box, a set of artifacts was designed to address these gaps. 
The artifacts together form a secure communication and remote attestation basis for secure 
workload deployment. The main contribution of this study is the design of the solution for 
secure connection establishment with mutual authentication and remote attestation in a 
single approach. The developed solution can be used in the industry as a basis for high-level 
applications for secure workload deployment. It also contributes to the potential research 
directions in scaling up the designed approach to add remote attestation of other components 
like application data or software versioning, or scaling it out to support multiple confidential 
computing technologies.   
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1 Introduction 

The popularity of cloud technologies and services is increasing due to their ease of 

implementation and low cost of use compared to maintaining on-premises physical servers 

(Khalil, 2018; Russinovich, 2021). However, there are many security challenges of cloud 

computing, which can be generally classified into 3 key categories (Subramanian and 

Jeyaraj, 2018): 

 

• Communication level  

• Computational/Functional level 

• SLA level 

The communication level consists of Network and Application sub-levels, so data security 

on this level is under the responsibility of the cloud user. For example, the security of data 

transferred through a network can be ensured by using secure communications protocols 

such as TLS or SSH for establishing an encrypted channel over an untrusted network. 

Similarly, application security can be improved with formal verification or static analysis 

approaches (Elvira et al., 2016).  In order, SLA primarily refers to the availability of the 

service and has little effect on the confidentiality and integrity of the data processed by the 

cloud service, so SLA is out of the scope of this work. 

The most comprehensive level in this structure is the computational level which includes 

data security aspects, as well as a virtual machine (VM), hypervisor, and hardware levels 

security threats. Traditionally, cloud users must trust cloud providers in terms of the cloud 

planform security because they have limited visibility into the underlying hardware/software 

platforms (Hashmi et al., 2018). Confidential computing aims to help with this. Modern 

confidential computing platforms allow users to run their application or whole VM in a 

trusted execution environment (TEE) where the authenticity of the executed code is 

guaranteed, the memory is isolated and encrypted, and data security and integrity are 

guaranteed as well (Sabt et al., 2015). Moreover, confidential computing platforms must be 

able to provide a remote attestation that proves it is trustworthy to third parties (Sabt et al., 

2015). However, it is not enough to simply run VM in TEE while VM image can not contain 

any secrets because it is stored and launched by an untrusted cloud provider. Thus, it is also 



8 
 

important to consider secure remote communication factors to organize secure workload 

deployment and prevent data leaks. 

Due to the confidential computing technology itself being new, platforms and tools for 

confidential computing are still incomplete and not sufficiently mature hindering the rapid 

development and widespread adoption of the technology.  The current thesis is aimed to 

address this gap by exploring existing platform vendor technologies in terms of the solutions 

they provide for the remote attestation and secure workload deployment in a virtualization-

based confidential computing environment. The study also identifies an absence of such 

solutions for a technology that has all the prerequisites for it. Moreover, this study is aimed 

to contribute by designing a solution for secure communication with mutual authentication 

and remote attestation for the identified platform. 

The following section describes the purpose and main goals of this study. It also contains an 

identification of the research questions and the methodologies that will be used to answer 

these questions. The expected results of this study are also mentioned in this section. 

 

1.1 Thesis purpose and goals 

The purpose of the current work is to address gaps in knowledge about secure workload 

deployment for virtualization-based confidential computing environments. To reach this 

purpose it is necessary to understand the key concepts of how such computing confidentiality 

is achieved, including the remote attestation and workload deployment capabilities for the 

end-users. 

Based on the purpose this study has two main goals. The first goal of this thesis is to identify 

existing research gaps in secure workload deployment and attestation areas for the 

virtualization-based confidential computing environment. The research gap in this work is 

understood as an absence of a comprehensive solution for secure workload deployment that 

includes secure connection establishment and mutual authentication including remote 

attestation of a VM running in TEE. Due to the immaturity of platforms and tools for 

organizing TEE, the confidential computing technologies may have all the required 

capabilities and features for organizing secure workload deployment, but no available 

comprehensive solution for this. So, the second goal is to design a solution for secure 

communication with mutual authentication and remote attestation as a basis for the secure 
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workload deployment. This solution combines core mechanisms of secure workload 

deployment such as remote attestation and secure connection establishment with mutual 

authentication in a single approach that allows cloud VM users to enjoy the full security 

capabilities of the confidential computing platforms and ensure the secure transmission of 

the workload.  

 

1.2 Research questions and methodologies 

The main research questions for this study are the following: 

• RQ1: What is a research gap in secure workload deployment and attestation area for 

virtualization-based confidential computing environment? 

• RQ2a: What innovations does the AMD SEV-SNP technology stack offer for a 

confidential computing environment to improve platform security guarantees?  

• RQ2b: Which key management, internal secure communication, and remote 

attestation mechanisms does AMD SEV-SNP use to implement secure workload 

deployment? 

• RQ3: How can remote attestation and secure workload deployment for a virtual 

machine running a Linux-based operating system be implemented for AMD SEV-

SNP platforms? 

 

The current thesis follows the design science research methodology (Peffers et al., 2007). 

This methodology was chosen due to a major part of the entire work is a software solution 

design (Hevner and Chatterjee, 2010). However, background and comparison overviews, as 

well as detailed technology analysis are also required to achieve the research goals and 

answer research questions. 

The core methods to be used in this study are literature review and a software design, as well 

as its programming implementation and evaluation. A literature review is aimed to identify 

a research gap in the study area (RQ1) and investigate the most essential confidential 

computing technology aspects in terms of secure workload deployment and remote 
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attestation (RQ2). In turn, software design, implementation, and evaluation methods cover 

the artifact creation and evaluation part of design science (RQ3).  
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2 Research structure  

This chapter represents the general research structure of the thesis. It covers the thesis 

structure according to the chosen research methodology, as well as the research methods to 

be used in this study. 

Design science research methodology actions are well described by Peffers et al. (2007). 

Their design science research method (DSRM) process model demonstrates all the steps and 

phases which must be contained in design science research (Figure 1). Antti Knutas’ doctoral 

thesis (2016) is a good example of how this process model can be applied to design science 

research in practice, as well as how to design actual study activities and iterate between them 

based on this model. The current thesis research structure and activities mainly follow 

Peffers’ DSRM process model. 

 
Figure 1 – DSRM process model (Peffers et al., 2007) 

 

The first chapter of the thesis presents a general introduction of the thesis area and contains 

research motivation, as well as the main purpose of the thesis and major goals. In other 

words, it represents the first phase of the DSRM process model called “Problem 

identification and motivation”. 

Chapters three and four of this thesis together represent the second phase of the DSRM 

process model called “Definition of the objectives for a solution”. The third chapter 

describes the general threat model of a VM running in TEE and provides a limitations 

description that is applied to the current study. This chapter also contains a comparative 

analysis of existing technologies for virtualization-based confidential computing 
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environments from different vendors available on the market. This overview introduces 

state-of-the-art in the area of confidential computing and identifies a platform vendor 

technology that supports all the necessary features for secure workload deployment, but has 

no comprehensive solutions that include all the key aspects such as remote attestation and 

secure communication channel establishment. 

The fourth chapter describes the technical aspects of the confidential computing technology 

identified in the previous step. The chapter contains a review of AMD SEV technology stack 

evolution and a detailed description of the AMD SEV-SNP technology key features for 

confidential computing organization and secure workload deployment. Thus, this chapter 

defines the objectives for the following design and development stage, represented as 

qualitative knowledge about AMD SEV-SNP technology, especially in terms of secure 

workload deployment and remote attestation. 

Chapter five focuses on artifacts creation and represents the third DSRM process model stage 

“Design and Development”. In this chapter, the objectives generated before are used to 

design a solution that covers the current needs identified in chapter one. During this stage, 

design research artifacts are built from the obtained knowledge. Thus, the result of this 

chapter is a set of artifacts that together represents a basis for secure workload deployment 

with the remote attestation. 

Chapter six includes the “Demonstration” stage of the DSRM process model which is a 

practical implementation of the designed solution. In this chapter, a proof-of-concept 

solution is developed based on the previously created artifacts to demonstrate how to use the 

designed artifacts in practice. The chapter also contains an evaluation of a developed 

solution, which addresses the “Evaluation” stage of a design science research model. The 

developed proof-of-concept is evaluated in terms of resistance to well-known attacks, as well 

as the speed of establishing a secure connection. The results discussion and potential industry 

impact are also reflected in this chapter. 

The final chapter of the thesis contains a whole study summary, a general discussion of the 

results, and a discussion of possible further research directions. The published report itself 

represents a “Communication” phase of the DSRM process model.  

To sum up, the thesis report contains an identification of a research gap in the secure 

workload deployment area for a virtualization-based confidential computing environment. 

Moreover, it reflects the knowledge about AMD SEV-SNP technology and its core security 

features for confidential computing environment organization and secure workload 
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deployment support. The designed artifacts that together form a secure communication and 

remote attestation basis for secure workload deployment are also described in the report. 

Finally, the report contains a description of the implementation and evaluation processes of 

the solution for secure connection establishment with mutual authentication and remote 

attestation of VM running in TEE.   
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3 Technological background 

This chapter provides a general overview of the technological background of the thesis area. 

First, it includes a comparative overview of confidential computing environment 

technologies provided by different vendors, such as Intel, AMD, IBM, NVIDIA, and ARM. 

This section focuses on introducing the context and state of the art in the area of confidential 

computing. The following chapter also includes a description of a threat model of cloud VM 

running in TEE. This section contains the definition of trusted and untrusted components 

within one physical cloud server. Finally, Section 3.3 contains a rationale for choosing TLS 

as the base protocol for a secure connection. 

 

3.1 General overview of platform vendor solutions 

Mostly, platform vendor solutions consist of a vendor hardware and firmware combination. 

These components significantly differ from one vendor to another, due to the main 

confidential computing features being implemented on the vendor-specific firmware, and 

each chip vendor has its own confidential computing technology implementation. 

Figure 2 summarizes the most recent comparison studies around different modern 

confidential computing technologies and platforms (Göttel et al., 2018; Leijonberg, 2021; 

Ménétrey et al., 2022, Sardar and Fetzer, 2021). All the presented technologies were released 

in the last 7 years. According to these studies the most popular, widely used, and studied 

confidential computing platforms are Intel SGX (Costan and Devadas, 2016) and AMD SEV 

(AMD, 2020). As illustrated in Figure 2, both vendors have comprehensive platforms for 

confidential computing organization that ensure security and integrity for the end-user data 

and computations and provide remote attestation capabilities. However, none of the observed 

technologies provides mutual authentication feature. 

Other presented technologies from hardware and software vendors such as Intel TDX (Intel 

Trust Domain Extensions, 2021), IBM (IBM PEF) (Hunt et al., 2021), NVIDIA (NVIDIA 

H100 with Confidential Computing support) (NVIDIA Corporation, 2022; Elster and 

Haugdahl, 2022), ARM (ARM CCA) (Arm Confidential Compute Architecture, 2021), 
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RISC-V (Keystone, Sanctum) (Lee et al., 2020; Costan et al., 2016) and Microsoft (Komodo) 

(Ferraiuolo et al., 2017) either have fewer academic studies about the technology or have a 

lack of comprehensive technology implementations (Figure 2). For example, RISC-V 

platforms Keystone and Sanctum are research prototypes designed by academia and have no 

hardware implementation. Similarly, ARM CCA and Intel TDX have only technology 

concepts without hardware support. Also, Komodo project from Microsoft never got 

hardware implementation and has not received updates since 2017. Solutions from IBM and 

NVIDIA were presented in 2021 and 2022 respectively and are unreachable for use or testing 

at the moment of this study (unavailable from cloud providers). It is also worth mentioning 

that no one of the reviewed platforms does not support mutual authentication out of the box, 

while this is an essential component of secure workload deployment. 

 

Figure 2 – Comparison of different TEE platform vendor technologies 



16 
 

There are single partial implementations based on these platforms and technologies or 

inspired by them (Valadares et al., 2022; Zhu et al., 2020; Karmakar et al., 2018; Ozga and 

Fetzer, 2021; Ozga et al., 2021; Li et al., 2021), but they are still far from the comprehensive, 

completed, and ready to use solutions by Intel and AMD. 

In most of the reviewed studies, Intel SGX technology stack was mentioned as the most 

mature compared to other platform vendor technologies for confidential computing 

organization. One of the reasons is that Intel was the first vendor who presented its own TEE 

technology. Now Intel offers solutions for single application isolation inside an untrusted 

OS (Intel SGX) and the whole VM isolation inside an untrusted physical machine (Intel 

TDX). Moreover, Intel SGX already has many custom extensions, as well as comprehensive 

solutions based on Intel hardware and firmware (Krahn et al., 2020; Svenningsson et al., 

2021 a; Svenningsson et al., 2021 b; Lind et al., 2017; Arnautov et al., 2016; Baumann et 

al., 2015; Yulianti, 2021). These solutions use Intel SGX memory isolation, enclaves’ 

protection, and remote attestation features to provide security and integrity guarantees for 

the end-user applications (software + data). 

Meanwhile, AMD SEV-SNP technology provides all the key management, secure internal 

communication, and attestation mechanisms required to build a comprehensive solution for 

secure workload deployment, including security and integrity protection for VM data-in-use 

and remote attestation (AMD, 2020). So, the secure workload deployment and mutual 

authentication are the only parts that must be added to build the comprehensive solution for 

the attestable virtualization-based confidential computing. As was studied in (Göttel et al., 

2018) AMD SEV stack covers all the attestation aspects and provides the full API that is 

required for the remote attestation implementation of the VM in TEE. Thus, the current study 

focuses on AMD SEV-SNP technology. AMD SEV-SNP still does not have any 

comprehensive published solution for secure workload deployment and remote attestation, 

as well as it does not support mutual attestation out of the box (Göttel et al., 2018). 

 

3.2 Threat model of Cloud VM in TEE 

While hypervisors traditionally were trusted components in cloud computing threat models 

with the widespread of cloud infrastructure VM owners want to ensure maximum security 
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for their VM data (Barrowclough et al., 2018). Such a desire may have many different 

prerequisites. For example, usually, VMs of different owners are running on the same 

physical machine of a cloud provider simultaneously, which can facilitate attacks on the VM 

data-in-use if the RAM is not encrypted or isolated. Moreover, almost all the control of the 

cloud infrastructure is carried out remotely and automatically due to its scalability and 

automatization requirements. However, not all the end and even intermediate nodes correctly 

follow the security instructions provided by software and hardware vendors, let alone regular 

security software updates (Li et al., 2019). Thus, the infrastructure of cloud providers 

becomes more vulnerable to various attacks and virus infections, as well as more and more 

potential risks appear (Krutz and Dean Vines, 2010; Grobauer et al., 2010; Pitropakis et al., 

2013). Although, the popularity of cloud VM usage increases the interest of attackers in such 

systems, especially the end-user data that is used in them. The combination of these factors 

calls into question the reliability and vulnerability of the cloud infrastructure shared 

components, such as the hypervisor, device drivers, and even CPU BIOS.  

Hence the demand for the solutions that ensure security and integrity of the VM data-in-use 

and provide secure communication between VM and the components whose authenticity can 

be verified, for example, vendor firmware and hardware. From one vendor to another 

specific threat model configuration may vary significantly (Lewis et al., 2012; Van Leeuwen 

et al., 2018; Hussein and Sassone, 2019). The common overview of the AMD SEV-SNP 

threat model is presented in Figure 3. It marks as trusted components the VM itself and 

vendor firmware and hardware only, while other virtual and physical components and 

devices are untrusted.  
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Figure 3 – AMD SEV-SNP threat model (AMD, 2020) 

 

This threat model considers that the intruder can have access to the hypervisor to intercept 

VM system calls, or to external PCI devices for reading unencrypted messages and stored 

data. Moreover, other VMs are also can be compromised, so the direct connection between 

different VMs without a trusted intermediary (like SEV-SNP Migration Agent) is always 

insecure. AMD declares that new features in SEV-SNP technology cover more potential 

threats on the untrusted components in this threat model compared to previous AMD SEV 

generations (Section 4.1).  

It is also assumed that a malicious hypervisor can corrupt the VM data with a simple memory 

replacement, memory aliasing, or memory re-mapping. Thus, the hypervisor is treated as an 

untrusted component, so its memory access should be limited, as well as the control 

commands from VM to AMD firmware should be encrypted due to the hypervisor is an 

untrusted intermediary in this communication. To prevent such attacks from the hypervisor, 

AMD SEV-SNP provides additional data integrity guarantees with memory isolation, using 

reverse memory mapping and page validation features (AMD, 2020). 

However, the attacker can control a network outside the physical machine where the VM is 

running, while AMD SEV-SNP still does not provide any built-in solution for secure remote 

communication. Thus, additional protective measures are required to transfer confidential 
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information to the VM during workload deployment, for example using channel encryption 

protocols for secure communication such as TLS or SSH. 

Summarising, in this threat model, SEV and SEV-ES features (previous generation of AMD 

SEV-SNP stack, described in Section 4.1), AMD SOC hardware, AMD-SP, and SEV-SNP 

VM are all treated as fully trusted. Under SEV-SNP, all the other CPU software components 

(BIOS on the host system, the hypervisor, device drivers, other VMs, etc.) and external PCI 

devices are treated as fully untrusted and assumed to be malicious, as well as the network.  

 

3.3 Protocols for secure network communication 

This section provides a short overview of the secure connection protocols that can be used 

for secure workload deployment. These protocols are analyzed and compared in terms of 

their functionality to establish a secure channel for the workload deployment, as well as 

possible protocol extensions to embed attestation. 

Secure workload deployment itself implies a secure communication channel establishment 

between VM and VM Owner using standard secure connection protocol. At the moment of 

writing the thesis, the most common and widely used industry-standard secure connection 

protocols are TLS and SSH.  

The secure shell (SSH) protocol was designed for secure remote login and other secure 

networking needs over an insecure network (Ylonen and Lonvick, 2006). Despite that, are 

some studies demonstrate SSH superiority over TLS in specific cases for secure 

communication (for example, for IoT devices) (de Hoz et al., 2018; Diego et al., 2019), its 

major purpose and the most popular use case is providing manual access to the remote 

endpoint to use control commands. Moreover, SSH itself is an application layer protocol that 

consists of three major components which work one over another (Ylonen and Lonvick, 

2006). Such a structure complicates protocol modification, as well as its implementation, 

and as a result, complicates the overall architecture of the final system. 

The transport layer security (TLS) protocol was designed for secure data transport between 

two endpoints, and it is the de-facto standard for secure communication on the Internet. TLS 

is a transport layer protocol that allows integration with the high layer applications smoothly. 
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By default, TLS authenticates both endpoints (Client and Server) using the certificates 

approach. During TLS handshake (TLS subprotocol for the connection establishment) client 

and server exchange their certificates and verify them. If certificate verification is a 

successful secure encrypted connection can be established between client and server. 

By default, the latest version of TLS (TLS 1.3) uses X.509 certificates to authenticate both 

client and server (Rescorla, 2018). X.509 certificate contains but is not limited to the 

following information (Cooper, 2008): 

• Certificate Issuer 

• Certificate Subject 

• Public key associated with the subject 

• Timestamp 

• Signature 

• Certificate extensions (optional) 

These fields are used to verify certificate validity by comparing actual values with the 

expected ones. Moreover, certificate extensions can be not only standard but also custom 

(Cooper, 2008) that allows customizing the certificate verification process by validating 

additionally provided information. Such customization increases the entire certificate size 

and validation time, as well as requires additional checks and knowledge about extension 

structure from the verifier (the effects of certificate size and custom extension processing 

time on handshake speed are discussed in Section 6.2). However, custom extensions 

significantly expand an authentication capability allowing to provide specific information.  
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4  AMD SEV Technology review 

The following chapter focuses on the AMD SEV technology stack and features. It includes 

an overview of AMD SEV technology stack evolution comparing different generations of 

the technology in terms of potential threats addressed. Then, a detailed review of the major 

confidential computing features is presented for the latest generation in the AMD SEV 

technology stack, the AMD SEV-SNP platform. AMD SEV-SNP features discussed in this 

chapter are essential for the organization of a confidential computing environment, remote 

attestation, and secure workload deployment. 

 

4.1 AMD SEV technology stack evolution 

In 2016, AMD presented its first confidential computing technology called AMD SEV 

(Kaplan et al., 2016). AMD SEV was designed to isolate trusted VM from the untrusted 

hypervisor. It was the first technology for x86 processors that encrypts VM memory with a 

VM unique AES key. It provides data-in-use security, so when the hypervisor or other 

untrusted components attempt to read SEV VM memory, it can see only encrypted bytes, 

while the AES encryption key is available to VM and firmware only. 

In 2017, AMD introduced SEV-SE technology (Kaplan, 2017) which was the improved 

version of AMD SEV technology with the additional security features for CPU register state. 

AMD SEV-SE encrypts the VM register state on each hypervisor call so that the hypervisor 

cannot access even the data that passes through it, as well as the rest of the VM data-in-use. 

New generation AMD SEV-SNP (AMD, 2020) provides additional hardware-based security 

features such as memory integrity protection, improved interrupt protection, and other VM 

usage scenarios support. While SEV and SEV-SE support attestation during the VM launch 

process only, SEV-SNP allows requesting an attestation report from firmware at any time of 

the VM lifecycle. Moreover, in SEV-SNP the attestation report contains more useful 

information about the VM launch process and the current VM environment. For example, it 

contains ID Block which, in order, consists of VM launch measurement and VM Owner’s 

public key (ID key) provided during the launch process (AMD, 2022). Thus, this ID Block 

allows organizing mutual authentication by verifying the VM Owner during remote 
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attestation and secure channel establishing. However, mutual authentication is not declared 

as an AMD SEV-SNP feature and is not supported out of the box. 

Figure 4 illustrates all the major similarities and differences between AMD SEV technology 

generations in terms of potential threat coverage. All the platforms protect VM memory 

confidentiality and provide basic protection in terms of availability and physical memory 

address attacks. However, AMD SEV-SNP provides additional data integrity protection, as 

well as optional improved protection against various attacks on the hypervisor and cloud 

provider hardware which were not covered in previous versions. This level of protection is 

essential for systems that operate with sensitive data, especially in terms of potential threats 

described in Section 3.2, as well as the threats identified by AMD as a platform vendor. The 

following sections focus on technical details and features specifically for AMD SEV-SNP 

technology. Moreover, AMD SEV-SNP technology is used for the following design stage of 

this study. 

 

 
 

Figure 4 – Potential threat coverage comparison for AMD SEV generations (AMD, 2020) 
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4.2 AMD SEV-SNP key features 

AMD SEV-SNP is the latest generation of AMD Secure Encrypted Virtualization (SEV) 

technology designed for isolating virtual machines from the potentially malicious 

hypervisor. SEV-SNP provides additional VMs protection in terms of secure internal 

communication with the firmware and data-in-use integrity guarantees. In addition to 

enhanced memory protection, SEV-SNP provides a more flexible remote attestation feature 

which allows ensuring that the is VM running in a secure environment at any stage of VM 

lifecycle. Thus, the following sections describe the core SEV-SNP features that allow to 

organize a confidential computing environment and remote attestation for a VM running in 

TEE. 

4.2.1 Key management 

In the AMD SEV-SNP threat model only the AMD hardware and firmware and SEV-SNP 

VM itself are marked as trusted components, while others like Hypervisor, CPU BIOS, and 

legacy VMs are untrusted (Section 3.2). Due to SEV-SNP VM communicating with AMD 

firmware (SEV-SNP features, AMD SOC, AMD-SP) via untrusted components (for 

example, hypervisor), it is necessary to establish trusted and secure direct communication 

between SEV-SNP VM and AMD firmware. This is done by encrypting the messages with 

a common secret. This secret itself is a set of keys that are only available for AMD firmware 

and SEV-SNP VM (AMD, 2022). 

At the very beginning of the SEV-SNP VM lifecycle hypervisor allocates the Context 

memory page for AMD firmware using the new CPU command SNP_GCTX_CREATE. All 

the meta-information about the VM is stored in this page, and while this memory page is 

owned by firmware it is encrypted, so the hypervisor cannot read it. Then, the processor 

associates guest memory allocation with the appropriate Address Space Identifier (ASID). 

Based on this ASID AMD firmware selects the key for the guest memory encryption and put 

it on a specific key slot associated with the ASID. 

On the next stage of the SEV-SNP VM lifecycle hypervisor allocates two specific memory 

pages for Secrets and CPUID info. The first memory page contains keys for secure 

communications between guest VM and AMD firmware called VM Platform 
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Communication Keys (VMPCKs). Untrusted components cannot read this memory, because 

it is encrypted by the guest memory encryption key so that it is available for guest VM and 

AMD firmware only. The second page contains the CPUID function result provided by the 

hypervisor to VM, and firmware ensures that this result is correct. 

Thus, when the SEV-SNP VM launch is finished, the VM has access to a set of secret keys 

that can be used for secure communication with trusted AMD firmware and hardware 

components because these keys are unknown for untrusted components such as hypervisor. 

Moreover, to improve memory protection, AMD firmware and SEV-SNP VM change 

VMPCK for every new message using a message counter to identify the current key. 

 

4.2.2 Secure VM-to-PSP communication 

One of the integrity goals of SEV-SNP is secure communication between SEV-SNP VM 

and Platform Security Processor (PSP). PSP represents AMD firmware and hardware 

combination that provides API for the hypervisor to control SEV-SNP VMs providing 

security and integrity guarantees.  

The entire communication between SEV-SNP VM and PSP is done via the following call 

sequence: 

1. SEV-SNP VM call VMEXIT instruction with the encrypted payload 

2. Hypervisor catches VMEXIT instruction and calls new CPU instruction 

SNP_GUEST_REQUEST with the payload provided by VM in VMEXIT 

The payload provided by VM is encrypted by one of the VMPCKs. The unique number of 

selected VMPCK is also provided in the header of SNP_GUEST_REQUEST so that AMD 

firmware can decrypt the payload and write a response. Additional integrity is ensured by 

message sequence number validation. Each request message from guest VM to PSP as well 

as each response message increments by one MSG_SEQNO provided in 

SNP_GUEST_REQUEST header. This MSG_SEQNO is also compared with the guest’s 

message count for the VMPCK (MSG_VMPCK) to ensure the correctness of the messages 

order as well as the correctness of their decryption. The secure communication between VM 

and PSP is schematically illustrated in Figure 5. 
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Figure 5 – Secure VM-to-PSP communication 

 

This communication workflow between SEV-SNP VM and AMD firmware provides 

security and integrity guarantees that allow VMs to obtain secrets (communication and 

sealing keys) and trusted information (attestation reports and migration info) from PSP. 

Obtained secrets allow ensuring local disk data and remote workload security and integrity. 

Moreover, trusted information allows providing strong and reliable verification for third 

parties to establish a trusted connection with SEV-SNP VM and use it as confidential 

computing environment capabilities. 

 

4.2.3 Remote attestation 

Using a secure connection to PSP, SEV-SNP VM can request an attestation report from 

AMD firmware (AMD, 2022). This report can be then supplied to third parties to verify that 

a certain VM is running in a secure AMD SEV-SNP environment. AMD provides a strong 

verification mechanism based on the signature and certificates chain which can be used by 

the remote VM Owner to verify the attestation report from SEV-SNP VM. 

An attestation report itself contains but is not limited to the following information about 

SEV-SNP VM, its launch process, and its environment (AMD, 2022): 

• Report ID (unique for each SEV-SNP VM) 

• AMD Chip ID (CPU ID) 
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• Firmware platform version 

• Image ID (provided at VM launch) 

• ID Block key digest (provided at VM launch)  

• Measurement (signature of the memory contents at VM launch) 

• Reported TCB version (TCB version used to derive the VCEK) 

• Report data (provided by VM during report request) 

• Signature algorithm 

• Attestation report signature 

To provide integrity and security guarantees for the content of the attestation report, the 

report itself is signed by the Versioned Chip Endorsement Key (VCEK) (AMD, 2022). This 

key is based on AMD chip-unique secrets and the current TCB version, which represents a 

combination of the firmware components version. This signature can be verified using a 

public certificate for VCEK obtained from the AMD Key Distribution Centre (KDC). Due 

to VCEK is unique for each AMD hardware and firmware combination, so CPU ID and 

reported TCB version are required to get this certificate from the AMD website using the 

following URL query: 

“https://kdsintf.amd.com/vcek/v1/Milan/$CHIP_ID?$TCB_PARAMS”, where CHIP_ID 

and TCB_PARAMS are parameters obtained from the attestation report. VCEK certificate 

itself is signed by the AMD Signing Key (ASK), which in order is signed by AMD Root 

Key (ARK) – the root in this certificate chain. The last two AMD public certificates (ASK 

and ARK) can be obtained from AMD KDC using the following URL query: 

“https://kdsintf.amd.com/vcek/v1/ Milan/cert_chain”. 

Unlike previous AMD SEV technology generations, SEV-SNP VM can request an 

attestation report multiple times and during the whole VM lifecycle. Wherein, Report ID 

remains the same for all the attestation reports for certain SEV-SNP VM. Similarly, Image 

ID and ID Block key digest remains the same because they rely on the VM image and ID 

Block information respectively, which are provided during the VM launch process, as well 

as the Measurement. Measurement is an essential part of the attestation report because it 
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allows the guest owner to verify that the VM was launched correctly without interference 

from the untrusted components like the hypervisor.  

AMD Chip ID, Firmware platform version and Reported TCB version represents trusted 

information about AMD hardware and firmware versions that are installed on the device 

where SEV-SNP VM is running. This information can be verified by third parties to check 

the correctness of the hardware and firmware IDs, as well as to ensure that the reported 

version of installed firmware is no less than the version required. These checks allow 

controlling that the SEV-SNP VM is not running under the old firmware version, which can 

be vulnerable to known attacks. 

Report data is an optional field of the attestation report. This data is provided by VM in 

MSG_REPORT_REQ during the attestation report request. AMD firmware does not 

interpret this data and instead includes it in the attestation report as is. There might be many 

useful applications of this feature, such as remote attestation. Remote VM Owner can 

provide a 512 bytes block of arbitrary data and ask VM to insert it into the attestation report 

so that later VM owner can check that the attestation report contains this data block. This 

allows to uniquely associate this data block with a particular SEV-SNP VM. 
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5 Design of secure connection with the attestation 

The following chapter describes a design process of a solution for secure connection 

establishment with the mutual authentication and remote attestation for the secure workload 

deployment between VM and VM Owner, including VM attestation and VM Owner 

authentication. First, core security goals are identified for the designed solution, as well as 

the technical assumptions and limitations are described considering in the current design 

process. Onwards, two main processes required for the secure workload deployment are 

described. It includes the approach design for the integration of the SEV-SNP attestation 

report into the TLS X.509 certificate extension, as well as the design of a mutual 

authentication approach. Thus, the obtained knowledge and designed approaches represent 

artifacts, which together form a secure communication and remote attestation basis for 

secure workload deployment with mutual authentication. 

 

5.1 Security goals 

So that the final solution satisfies all the data security and integrity requirements originally 

incorporated into it according to the threat model (Section 3.2), the following security goals 

to be achieved in the final solution are established: 

• VM remote attestation 

• Secure VM Owner authentication 

• Secure communication channel establishment between VM and VM Owner 

VM remote attestation represents a verification that the VM was correctly launched and is 

running in a confidential computing environment (Wilke et al., 2021). Attestation is a core 

component of a VM trust chain because it ensures the security and integrity guarantee for 

VM data-in-use declared by platform vendor technology. This verification is done by 

checking an attestation report content and verifying its signature which is made using a secret 

key produced by trusted firmware (Du et al., 2009). 
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Secure VM Owner authentication is achieved by verifying VM Owner’s identity using the 

information provided during the VM launch process, for example, VM Owner’s public key. 

This verification allows ensuring authenticity of VM Owner to avoid data leaks using remote 

connections, as well as to avoid spoofing class attacks. It also helps to avoid misuse of VM 

resource usage (Coppolino et al., 2017). 

A secure communication channel establishing between VM and VM Owner is required to 

deploy a workload to VM securely. This communication establishment should be based on 

well-known and proven algorithms and concepts that are used in standard security protocols 

such as TLS (Bhargavan et al., 2014; de Jonge, 2022).  Using standard secure connection 

protocols allows to reach maximum compatibility with the current systems and simplify 

integration with them (Carts, 2001). 

The core VM data security and integrity guarantees provided by the platform vendor 

technology are based on secure encrypted communication between VM and trusted 

firmware. However, it protects VM data-in-use only. Using Full Disk Encryption (FDE) 

solutions is highly recommended to protect data-at-rest (Bossi and Visconti, 2015; Müller 

and Freiling, 2014). Moreover, the VM must take steps to protect itself from potentially 

malicious software and data from unauthorized sources such as the Internet or unencrypted 

hard drives. To achieve this secure workload deployment to the VM should be implemented 

from the reliable source such as authenticated VM Owner.  

 

5.2 Technical assumptions and limitations 

As it was mentioned in a threat model description (Section 3.2) all the vendor’s hardware 

and firmware, as well as the VM itself are trusted components. Thus, we assume that no 

malicious software is running on these components, as well as there are no vulnerability 

bugs, and we can fully trust it. Moreover, all the hardware and firmware-based attacks are 

out of the scope of this thesis. Only the attacks that directly affect the secure data 

transmission or secure connection establishment to a remote host are considered in this 

design process. However, according to the Dolev-Yao attack model (Dolev and Yao, 1983), 

it is assumed that the attacker located between two endpoints can use interception, replay, 
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and spoofing methods to compromise the security and integrity of the data transfer, but he 

cannot break cryptographic ciphers, as well as cannot read encrypted messages. 

For the thesis purposes, it is also assumed during the VM launch process the VM Owner’s 

public key was correctly provided and stored on the VM for the subsequent VM Owner 

authentication. The other VM setup details are out of the scope of the current work. However, 

current platforms and technologies for organizing virtualization-based confidential 

computing environments protect only data-in-use, which means that additional security 

solutions to protect data-at-rest should be implemented separately and it is also out of the 

scope of this thesis. 

 

5.3 Integration of attestation report into X.509 certificate extension 

Based on the discussion in Section 3.3, the TLS v1.3 protocol was chosen as a basis for 

establishing a secure connection and encrypted data transfer. Due to the VM Owner initiate 

connection with the VM, for further thesis purposes, VM Owner acts as a TLS client, and 

VM itself acts as a TLS server. 

The easiest way to implement a combination of secure connection establishment with the 

remote attestation is to provide them separately (Griebl, 2021). In this case, the TLS 

connection is established first, and then the attestation report verification stage goes on. Such 

an approach does not require any changes in the TLS connection establishing process, which 

makes it easy to implement. However, it makes the whole connection vulnerable to a man-

in-the-middle attack (Griebl, 2021). Due to the network communication is untrusted where 

the connection can be intercepted and compromised (Dolev and Yao, 1983), TLS connection 

establishment must be bounded with the remote attestation process to make it stable to the 

interception and spoofing class attacks, such as man the middle attack.  

To avoid these attacks remote attestation should be bounded to secure connection 

establishment (Griebl, 2021). To achieve this during the TLS handshake, the attestation 

report can be inserted into the TLS server’s certificate extension. The certificate itself can 

be self-signed because all the information required for the VM authentication and attestation 

is contained in the attestation report. Moreover, an attestation report can be transferred 

unencrypted because its confidentiality is not required, and the report signature guarantees 
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the integrity of its content. Thus, in the proposed solution remote attestation is combined 

with the TLS handshake by inserting a report into the TLS X.509 certificate extension. 

 

5.4 Mutual authentication 

To prevent unauthorized access to the VM, the VM itself should attest the third party which 

is trying to establish a secure connection. However, the SEV-SNP VM attestation process 

itself implies a one-way verification of the VM attestation report by the VM Owner and it 

does not offer any mutual attestation feature out of the box. For this purpose, the TLS 

protocol provides the server with the ability to request an authentication certificate from the 

client during a handshake. Thus, the server can also attest the client who initiated the 

handshake before accepting the connection to perform mutual authentication. 

In this thesis scenario, the VM Owner can be attested using its public key, which was 

provided as a part of the ID block during the VM launch process. For example, VM generates 

a random byte string (VM secret) and encodes it with VM Owner’s public key, so that the 

VM Owner only can decrypt it. In order, VM Owner decrypts this VM secret and securely 

sends it back to a VM thereby authorizing himself. From the security perspective, VM can 

compare VM secret hashes instead of original values because the correct hash also proves 

that the original secret was decrypted correctly. So, VM Owner can send back the VM secret 

hash for verification to avoid its interception. It is also worth considering that the VM secret 

should be unique for each new TLS connection establishment to avoid replay attacks.  

When mutual authentication is completed, the TLS handshake is confirmed both by VM and 

VM Owner. Finally, after the secure connection is established VM Owner can securely 

deploy a workload to a VM.  

To complete the solution for secure connection establishment and mutual authentication, a 

general sequence of the core actions was designed (Figure 6). This sequence, illustrated in 

Figure 6, demonstrates TLS connection establishment process between VM Owner and 

SEV-SNP VM with the VM attestation using AMD SEV-SNP attestation report and VM 

Owner authentication using VM Owner’s public key.  
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Figure 6 – Secure connection establishment with mutual authentication 

 

In this scenario, mutual authentication consists of 2 verification steps: 

1. SEV-SNP VM remote attestation (Step 7) 

2. VM Owner authentication (Step 11) 

For the attestation report verification, VM Owner requests a certificate chain from AMD 

KDC using CHIP_ID and TSB parameters from the report. These certificates allow verifying 

the signature of the attestation report. Then, VM Owner can verify attestation report content 

as well, for example, check the actual measurement of the VM at launch value with the 

expected one or verify Image ID. On the server side, VM Owner authentication is done by 

comparing the hash received from VM Owner with an actual VM Secret hash. 

Summarizing, the major artifacts designed during this study are the following: 
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• Attest the SEV-SNP VM with the Attestation Report requested from AMD firmware 

• Authenticate VM Owner with VM_SECRET using VM Owner’s public key 

• Use TLS protocol as a secure data transfer base 

• Use TLS Client and Server X.509 certificates for mutual authentication 

• Use X.509 certificate extension to send additional information for attestation or 

authentication 

All these artifacts together form a secure communication and attestation basis for secure 

workload deployment with mutual authentication including remote attestation. The 

following chapter contains the description of a proof-of-concept implementation and its 

evaluation of the designed solution for the Linux-based VM running in an AMD SEV-SNP 

environment. 
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6 Implementation and evaluation 

The chapter contains technical aspects of the proof-of-concept (PoC) implementation of the 

designed solution for secure connection establishment with the mutual authentication. The 

implementation itself is divided into two main parts: Client implementation (VM Owner) 

and Server implementation (VM). Such division is done based on these core actors’ roles 

(how they interact with each other).  

For this PoC implementation purposes, we assume that the Linux-based VM is running in 

the SEV-SNP environment with the appropriate firmware and hardware support. It is also 

assumed that the VM Owner’s public key was correctly provided to the VM during the VM 

launch process.  

To modify standard TLS handshake process, an OpenSSL library for C language (OpenSSL, 

2021) was used. It allows creating a custom logic for TLS certificate request and verification. 

Thus, a major part of the implementation is written using C programming language. 

However, Python and Bash languages are also used to simplify the work with binary and 

text files in the Linux OS environment, as well as with the external programming tools. Also, 

an open-source programming toolset SEV-Tool (AMD SEV-Tool, 2021) is used to obtain 

and verify the attestation report. Code excerpts that describe general developed system 

behavior can be found in Appendices 1 and 2. Appendix 1 contains server implementation 

regarding TLS handshake management, attestation report obtainment, and client 

authentication. Appendix 2 contains client-side implementation code excerpts regarding 

TLS connection initiating, attestation report verification, and workload deployment.  

This PoC aims to implement the designed solution and provide a secure workload 

deployment basis for high-level applications. So, the main goals of the implementation part 

are remote SEV-SNP VM attestation and VM Owner authentication organization, as well as 

TLS channel establishment. 
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6.1 SEV-SNP VM implementation (Server side) 

As stated before, in the current design scenario SEV-SNP VM acts as TLS Server. VM is 

waiting for the TLS connection, and after receiving a TLS connection request from VM 

Owner it requests an attestation report from the AMD SEV-SNP firmware. Then, VM wraps 

obtained attestation report into the X.509 self-signed certificate extension and sends it to 

VM Owner. After this, VM requests a TLS Client certificate to authenticate VM Owner 

using its public key and configured VM_SECRET. Finally, VM verifies the certificate from 

VM Owner and accepts the connection. The general sequence of core Server actions is 

illustrated in Figure 7. 

 

Figure 7 – Server-side implementation 

The first part of the Server implementation is common for all the TLS servers. The server 

has to do the initial setup and open a socket waiting for an incoming TLS connection request. 

OpenSSL library contains public functions to be called for this initial setup to load all the 
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necessary cryptos algorithms, register potential errors, choose protocol version, and create a 

context (Appendix 1). OpenSSL context is the main object which contains all the 

information about TLS connection (OpenSSL, 2021). OpenSSL public functions also allow 

to set peer certificate verification parameters and declare internal functions to create and 

verify custom certificates for the connection. This is done by handling callback functions for 

the own certificate provision and opponent certificate verification respectively. After all the 

basic declarations, the Server opens a standard listener socket and waits for a connection 

request (Appendix 1). 

The second step includes accepting the socket connection, creating a new SSL state with the 

context, binding the connection socket to the SSL state, and starting the TLS handshake 

process. SSL state is a structure required to hold and transfer the data for a TLS/SSL 

connection over the sockets. Also, the SSL structure instance inherits the settings of the 

underlying context such as protocol version, certificate verification settings, timeout 

settings, etc. Thus, it allows to securely transmit data over the standard socket connection. 

After receiving the TLS connection request, VM requests an attestation report from the 

AMD SEV-SNP firmware using SEV-Tools (AMD SEV-Tool, 2021) developed by AMD. 

SEV-Tool is a set of commands which can be used by SEV-SNP VM to communicate with 

AMD firmware, or by VM Owner to verify an attestation report. These are Bash commands 

with a detailed API that simplifies the process of obtaining and verifying the report.  

At the same time, the Server generates a VM_SECRET to authenticate VM Owner. To 

achieve this, a random text data structure (VM_SECRET) is generated on the VM and 

encrypted with VM Owner public key. This guarantee that the VM Owner only can decrypt 

the VM_SECRET to prove his identity. In this PoC implementation, both encryption and 

later decryption is done with OpenSSL library rsautl command using the RSA algorithm 

(OpenSSL, 2021). Thus, a binary structure with the encrypted VM_SECRET and a text 

structure with the original VM_SECRET are generated on the Server side. 

When the attestation report is obtained and VM_SECRET is encrypted, the Server can create 

X.509 certificate and put the report and VM_SECRET to the certificate’s extension. 

Extension format and content are described in the configuration file (openssl.cnf) to be 

inserted into the certificate (OpenSSL, 2021). The certificate itself is also generated with the 

OpenSSL library using the x509 command (OpenSSL, 2021). The certificate creation 
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process starts when the corresponded callback function is called by the OpenSSL engine 

after receiving the handshake ClientHello message (Rescorla, 2018). Once it is done, 

generated certificate and the Server’s private key must be loaded using the internal OpenSSL 

library API (Appendix 1). Then, Server’s certificate and the public key will be automatically 

attached to the current TLS connection. 

After creating its own certificate, the Server should verify Client’s certificate. The Client’s 

certificate should contain a hash of VM_SECRET in its extension. Thus, the entire 

verification consists of extracting the certificate extension content and comparing it with the 

hash of the original VM_SECRET. Due to all the required information for VM attestation 

and VM Owner authentication being provided in X.509 certificate extension, and there is no 

need to prove peers’ authority with any authentication center, the self-signed certificates can 

be used.  

When the Client’s certificate verification is successful, the Server can confirm the TLS 

connection and start secure data transfer. From that point on, data transfer control can be 

passed to a higher-level VM application to handle the secure workload to be received from 

the Client. 

 

6.2 VM Owner implementation (Client side) 

The second main actor in the current solution is VM Owner, who acts as TLS Client. VM 

Owner is responsible for the VM remote attestation, self-authentication, and secure 

connection establishment for the workload deployment. Thus, the Client initiates the TLS 

connection with the VM, verifies VM’s attestation report, decodes VM_SECRET with the 

private key, and finally, establishes the connection. The general sequence of core Client 

actions is illustrated in Figure 8. 
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Figure 8 – Client-side implementation 

First, similarly to the Server implementation, the Client set up TLS context by calling 

OpenSSL public functions and creating a client socket. The Client also registers necessary 

callback functions for the own X.509 certificate creation, as well as for the Server certificate 

verification. Then, the Client initiates a socket connection to the Server using its hostname 

and port number. During these preliminary steps Client also creates a new TLS connection 

instance and attaches a socket to this connection. After all setup is done, the Client initiates 

a TLS handshake by performing a TLS connection. 

When the handshake is initiated, the callback function for Server certificate verification is 

called by the OpenSSL library engine. This function extracts the attestation report and 

encoded VM_SECRET from the Server’s certificate extension. Attestation report 

verification is done with SEV-Tool commands for the VM Owner. SEV-Tool downloads a 
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certificate chain from AMD KDC to verify the report signature. It also optionally verifies 

the attestation report content such as Measurement or Image ID fields to ensure the VM 

launch correctness. After the attestation report is verified, the Client also decodes 

VM_SECRET with the VM Owner’s private key and stores obtained VM_SECRET hash. If 

the attestation report verification is correct, the callback function returns the appropriate 

value to notify the OpenSSL engine that Server’s certificate verification is successfully 

performed. 

The second callback function is called for the TLS Client certificate generation when the 

Server requests a certificate from the Client. Similarly, the Client constructs the report 

configuration to put the VM_SECRET hash into the certificate extension and then creates 

self-signed X.509 certificate. This certificate is automatically attached to the TLS connection 

and sent to the Server. After this, the Client confirms the connection and waits for the 

response from the Server. 

Finally, as soon as the Server verifies the Client certificate and confirms the connection, 

peers can start secure data transfer. From that point on, the Client can pass the control over 

the TLS connection to a higher-level application to start secure workload deployment. 

 

6.3 Evaluation of the results 

The evaluation of the designed and developed solution is done in two main aspects: the time 

performance of the TLS connection establishment with the mutual authentication and remote 

attestation, and resistance to well-known attacks. TLS handshake time is an essential metric 

to be evaluated due to it can have a significant impact on the overall secure connection 

performance (Coarfa et al., 2006; Shen, 2012).  

 

6.3.1 Performance evaluation 

The time for the secure connection establishment is evaluated by calculating the TLS 

handshake time because it includes all the certificate verification checks. At the same time, 

the secure data transfer time depends directly on the size of the data, so this part is excluded 
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from the calculations. For the purity of the experiment, in order to avoid uncontrolled delays 

in the network, in this testing, the VM and VM Owner are located on the same physical 

machine, so the network latency is close to zero.  

TLS handshake time is calculating using the internal C language function clock(). The 

results of the measurements are presented in Figure 9. In total there were 4 sets of 

measurements with 1000 tests in each of them. Each set represents unique certificates 

verification settings. In the first case, no additional certificate checks are made compared to 

standard TLS handshake flow. Moreover, in this case, the Server does not request a 

certificate from the Client. Therefore, the average time per sample in this case is the lowest. 

In the second case, additional attestation report verification was added. Additional time 

represents the time spent for the attestation report obtainment and certificate generation with 

the custom extension on the Server side, as well as the report extraction from the X.509 

certificate and its verification using SEV-Tool on the Client side.  

 

Figure 9 – TLS handshake time comparison 

The third measurement set was for the standard TLS handshake with the Client certificate 

request. Compared to the standard TLS handshake with the Server certificate verification 

only, such an increase in handshake time is due to the extra round trip for client certificate 

request, load, and verification. The last case contains all the required checks for mutual 
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authentication including attestation report obtainment, transfer, and verification, as well as 

VM_SECRET generation, transfer, and verification. Such an increase in handshake time is 

due to the extra round trip for client certificate verification, as well as the VM_SECRET 

crypto encoding and decoding. 

The average time distribution for core actions in TLS handshake with mutual authentication 

is demonstrated in Figure 10. On average, the most time-consuming operations are X.509 

certificates generations and its bounding process to the entire TLS connection, which in total 

take up 45% of the total handshake time. In turn, all the OpenSSL internal calls and 

handshake messages transfer takes the same 45% of the total handshake time. The other 10% 

are taken by attestation report verification, as well as decoding and verifying the 

VM_SECRET. Thus, almost 65% of the TLS handshake time with mutual authentication is 

static and will not be increased significantly in a non-testing system.  

 

Figure 10 – Average time distribution for core actions in TLS handshake with mutual 

authentication 

Moreover, the performance of some actions such as certificate extension validation can be 

reduced due to algorithms optimizations and withdrawal from the addiction of other 

programming languages and tools (Grigorik, 2013; Hoffman, 2014). To sum up, the total 
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handshake time with all the additional actions for the remote attestation and custom mutual 

authentication is 60% higher compared to standard mutual TLS handshake (Figure 9). 

However, this additional time is static and takes less then 1,5 msec (around 40% of the total 

time of custom TLS handshake) that will not have a significant impact on the workload 

deployment performance in real environment (The Essential CDN Guide, 2021; 

Ziemianowicz, 2018; Kadiska, 2021). 

In real conditions where the VM and VM Owner are distributed geographically (i.e., running 

on different physical machines), the total TLS handshake time will be longer due to the non-

zero network latency. However, due to the most time-consuming operations being X.509 

certificates generation and its load to TLS connection, the total handshake time does not 

raise much in a real environment and remains insignificant compared to standard payload 

transfer and workload deployment time (The Essential CDN Guide, 2021; Ziemianowicz, 

2018).  

 

6.3.2 Security evaluation 

The second major evaluation aspect of the solution is the level of data security protection, as 

well as attack resistance. Due to the designed solution being built from the artifacts based on 

the security goals identified in Section 5.1, the attacks resistance characteristic of the solution 

meets these security goals. First, the solution provides remote attestation based on the 

attestation report feature from AMD SEV-SNP. As studied in Chapter 4, the attestation 

report allows to verify that the VM was launched and is currently running in a confidential 

computing environment. Second, the VM Owner authentication mechanism using 

VM_SECRET encoded with VM Owner’s public key provided during VM launch allows 

securely proving the identity of the VM Owner. Finally, when both peers are attested, the 

workload security and integrity guarantees are provided by industry-standard and time-tested 

TLS protocol for the secure data transfer. To sum up, the designed solution fully meets the 

requirements of data security and integrity guarantees identified for secure workload 

deployment. 
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6.4 Results discussion 

From the security perspective, the designed solution is resistant to the most widespread 

attacks such as man-in-the-middle attack, replay attacks, and IP spoofing attacks. Man-in-

the-middle attack id addressed by inserting an attestation report to the TLS server X.509 

certificate that does not allow the attacker to catch the connection request and create two 

separate TLS connections with VM and VM Owner (Griebl, 2021). Replay attack will also 

fail due to using a unique attestation report and VM_SECRET. Moreover, an unencrypted 

TLS handshake also does not compromise the communication itself because the attestation 

report does not contain any secrets and it is signed with VCEK which ensures its integrity, 

and VM_SECRET is transmitted either encrypted or as a hash. Finally, an IP spoofing attack 

is will not be successful because SEV-SNP VM requests authentication from VM Owner 

with VM Owner’s key pair when it tries to initiate a secure connection. As mentioned in 

technical limitations (Section 5.2) it is assumed that the attacker cannot break cryptographic 

ciphers, as well as read encrypted messages, so all the ciphers break attacks are out of the 

scope of this work. 

Other security potential risks can also be related to the solution implementation details. Even 

though it is assumed that VM and VM Owner are trusted by default, there are still can be 

certain types of attacks that can compromise unprotected VM Owner. For example, VM 

Owner’s unencrypted local files can be read, so no secrets (like VM_SECRET) should be 

stored in unencrypted files during or after the TLS connection establishing. 

From the performance perspective, for each of the core actions in the designed solution 

(presented in Figure 10) a statistical analysis of time measurements was made to identify 

possible anomalies in the implementation or in the designed approach itself. The statistical 

analysis is presented in Figure 11. Each chart represents a set of time measurements of 

separate actions in the developed solution. The time measured for the action is plotted on the 

y-axis, while the x-axis illustrates the test case number. In total 1000 test measurements were 

made for the designed solution (Custom TLS Handshake with Remote Attestation and 

Mutual Authentication bar in Figure 9), and each test contains measurements of the time 

spent for each of the core actions, as well as the total handshake time. The statistical analysis 

illustrates that the measured time distribution for most of the actions is close to uniform or 

normal distribution and has no pronounced anomalies (charts A, C, D, E, G, and H), which 
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means that these actions have no side effects and can be considered being designed and 

implemented correctly. The only two actions measurements have burst anomalies: Server 

certificate load (B) and Client certificate load (F). The metrics presented in Figure 12 

demonstrate the distribution of measurements of time spent by the OpenSSL library to bind 

the custom X.509 certificate to the TLS connection. This functionality implementation is 

fully under OpenSSL library control so there is no opportunity to modify it on the developed 

solution side. However, this deviation from uniform distribution affects the entire handshake 

time and makes it difficult to predict total time with high accuracy. Thus, this aspect could 

be additionally investigated. 

 

Figure 11 – Measured performance metrics 
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Figure 12 – Client/Server certificate load time distribution 

One more performance challenge is related to non-zero network latency, which affects total 

TLS handshake time. As illustrated in Figure 10, in total, message transfer and internal calls 

take around a third of a total handshake time in a test environment with almost zero network 

latency. This indicator can rise significantly in the real environment due to the long message 

transmission time. However, the same network latency similarly affects normal TLS 

connection with mutual authentication. Thus, the key aspect to consider here is the extra time 

for remote attestation and mutual authentication checks, which takes 5-10% of the total 

handshake time with an average network latency 10-20 milliseconds.  
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6.5 Industry impact 

The main impact of the developed solution is a combination of the secure communication 

channel establishment and mutual authentication (including remote attestation) required for 

secure workload deployment in one comprehensive solution. Nowadays there are no 

available solutions for secure workload deployment that combines these essential 

components in a single implementation, neither custom builds, nor platform vendor 

technology.  

Moreover, none of the observed confidential computing platforms support mutual 

authentication out of the box. However, mutual authentication is essential for protecting the 

VM running in TEE from spoofing attacks and data leaks, as well as avoiding misuse of VM 

resources usage. It also allows automating secure workload deployment by allocating 

separate workloads pool and binding it to the confidential VM. Thus, one of the applications 

of the developed solution in the industry can be an interlayer between a pool of tasks and a 

pool of confidential VMs. The only additional thing required in this approach is a high-level 

logic of task distribution between VMs. 

Another application of the developed solution is a secure communication and remote 

attestation basis for a high-level application for secure workload deployment. PoC 

implementation is written in C language and the solution itself works on the transport layer 

providing a secure data transport based on TLS connection. Thus, the control over the 

established TLS connection can be passed to a higher-level application to organize custom 

secure workload deployment or another secure interaction with the remote VM. To build 

such a comprehensive solution it is necessary to add a workload interpretation logic, as well 

as describe workload running environment. 
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7 Conclusion 

Current thesis identifies a research gap in secure workload deployment and remote 

attestation areas for the virtualization-based confidential computing environment. The 

identified absence of secure workload deployment approaches for AMD SEV-SNP 

technology is covered by a solution for secure communication with the mutual authentication 

designed and implemented in this study. To achieve this, the background of the 

virtualization-based confidential computing area was reviewed, as well as the AMD SEV 

technology stack was studied in detail to analyze major security and integrity aspects of data 

transmission and processing. The obtained knowledge is used to produce design artifacts 

that together allows to build a solution for secure connection establishment with the mutual 

authentication and remote attestation. Thus, the results of the design activity in this study are 

the artifacts (declared in Section 5.5) which together form a basis for secure workload 

deployment with remote attestation for a virtualization-based confidential computing 

environment. 

During the development stage (Chapter 6), a PoC implementation of the designed solution 

was developed for Linux based VM running in an AMD SEV-SNP environment. The 

implementation contains TLS protocol handshake and X.509 certificates modifications to 

organize VM attestation, as well as VM Owner authentication. It also includes an attestation 

report verification by validating its signature with AMD KDC certificates, as well as the 

examination of the report content to verify VM launch process integrity. The core 

contribution of this solution is a combination of secure communication channel 

establishment between VM and VM Owner, and its mutual authentication in a single 

comprehensive solution for secure workload deployment. 

Finally, this thesis provides a set of artifacts that describe secure connection establishment, 

remote attestation, and mutual authentication as a basis for the secure workload deployment 

for VM running in AMD SEV-SNP confidential computing environment. The designed and 

developed solution has no analogues either in the industry or in academia. 
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7.1 Addressing research questions 

RQ1: What is a research gap in secure workload deployment and attestation area for 

virtualization-based confidential computing environment? 

The overview of confidential computing platforms from different vendors described in 

Section 3.2 identifies that currently there is a lack of solutions for the remote attestation and 

secure workload deployment for the AMD SEV-SNP technology platform, while this 

platform has all the hardware, firmware, and even supportive software capabilities to 

implement such a comprehensive solution. Moreover, AMD provides detailed 

documentation and API description that significantly simplifies the development process. 

RQ2a: What innovations does the AMD SEV-SNP technology stack offer for a confidential 

computing environment? 

Sections 3.2 and 4.1 provide a comparative overview of different technologies and a 

comparison of different generations of AMD SEV technology stack respectively. These 

sections conclude that AMD SEV-SNP provides additional data security and integrity 

protection due to the improved secure internal communication, secret key management 

mechanisms, and remote attestation (described in Chapter 4). These innovations allow 

significantly reduce the number of potential threats and well-known attacks. 

RQ2b: Which key management, internal secure communication, and remote attestation 

mechanisms does AMD SEV-SNP use to implement secure workload deployment? 

Chapter 4 studied the core AMD SEV-SNP features required for secure workload 

deployment implementation using technical documentation, how-to guides and descriptions 

provided by AMD (AMD, 2020; AMD 2022; AMD SEV-Tool, 2021). This chapter 

identifies that key management in SEV-SNP is based on special memory pages with 

common secrets which are available to specific VM and AMD firmware only. In order, 

secure internal communication is available between VM and AMD firmware using these 

common secrets for payload encryption. SEV-SNP remote attestation mechanism lies in the 

attestation report provided to VM by AMD firmware and signed with the chip unique key, 

which can be verified by VM Owned using public AMD certificated from AMD KDC. 
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RQ3: How can remote attestation and secure workload deployment for a virtual machine 

running a Linux-based operating system be implemented for AMD SEV-SNP platforms? 

To implement the solution for secure workload deployment with the remote attestation the 

core artifacts that form a skeleton of the solution were designed. The artifacts design is 

presented in Chapter 5. Chapter 6 describe the implementation process of the designed 

solution using TLS protocol as a base for secure data transfer and X.509 certificate 

extensions for the remote attestation and mutual authentication. TLS handshake was 

modified using the OpenSSL library to add a custom certificate verifications mechanism 

using open-source SEV-Tool toolset from AMD for the attestation report obtainment and 

verification. 

 

7.2 Future research directions 

Even though the solution presented in this study was designed for the AMD SEV technology 

stack, the VM remote attestation, VM Owner authentication, and secure connection 

establishment approaches that were used are flexible and scalable. Thereby, the designed 

solution itself can be adapted to other platform vendor technologies such as Intel SGX or 

IBM PEF. Thus, one of the potential research directions is to design a general approach for 

the multiple confidential computing technologies support.  

Another possible research perspective can be a remote attestation of other components like 

application data (Panwar et al., 2021), software versioning (Castes and Bugnion, 2022) or 

the entire network (Kumar et al., 2021;). Attestation of intermediate components allows to 

verify exactly the components that contain sensitive information. Moreover, such an 

approach reduces the end-user area of responsibility that simplifies interaction with the 

trusted enclaves and makes it more affordable. It also allows to reduce the resource 

consumption for TEE, which in order reduces energy consumption that is critical for mobile 

IoT platforms with the limited energy resource capacity. 
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Appendix 1. Server implementation code excerpts 

// Server callback functions 
 
static int generate_server_certificate(SSL *ssl, void *arg) { 
    // Generate attestation report using SEV-Tool 
    char* report = generateAttestationReport(); 
 
    // Generate and encode VM_SECRET using OpenSSL tools 
    generate_VM_Secret("vmsecret.txt"); 
    char* vm_secret = encodeVmSecret("vmsecret.txt", "clientprivatekey.pem"); 
 
    // Generate Server certificate with a attestation report and encoded 
VM_SECRET 
    generateCertificateConfig(report, vm_secret); 
    X509 *cert = generateX509Certificate(); 
    if (cert == NULL) 
        return 0; 
 
    // Get Server private key 
    FILE *fk = fopen("serverprivatekey.pem", "r"); 
    EVP_PKEY *key = PEM_read_PrivateKey(fk, NULL, NULL, NULL); 
    fclose(fk); 
 
    // Set required arguments 
    SSL_use_certificate(ssl, cert); 
    SSL_use_PrivateKey(ssl, key); 
 
    return 1; 
} 
 
static int verify_client_certificate(int preverify_ok, X509_STORE_CTX *ctx) { 
    // Extract Client certificate from context         
    X509 *cert = X509_STORE_CTX_get_current_cert(ctx); 
 
    // Extract VM_SECRET hash from certificate extension 
    X509_EXTENSION *ext = X509_get_ext(cert, 0); 
    ASN1_STRING *data = X509_EXTENSION_get_data(ext); 
    char* vm_secret_hash = ASN1_STRING_get0_data(data); 
 
    // Compare received VM_SECRET hash with the hash of original VM_SECRET 
    return verify_VM_Secret(vm_secret_hash); 
} 
 
 
// TLS Context initialization 
 
SSL_CTX* InitializeContext() { 
    // Load cryptos, register errors, set protocol version and create a context  
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    OpenSSL_add_all_algorithms(); 
    SSL_load_error_strings(); 
    SSL_METHOD *method = TLSv1_2_client_method(); 
    SSL_CTX *context = SSL_CTX_new(method); 
    SSL_CTX_set_min_proto_version(context, TLS1_3_VERSION); 
 
    // Set peer certificate verification parameters and corresponding callback 
functions 
    SSL_CTX_set_verify(context, SSL_VERIFY_PEER, verify_client_certificate); 
    SSL_CTX_set_cert_cb(context, generate_server_certificate, NULL); 
 
    return context; 
} 
 
int main(int count, char *args[]) { 
    // Parce input parameters  
    char *port = args[1]; 
 
    // Initialise connection context 
    SSL_CTX *context = InitializeContext(); 
    SSL_library_init(); 
 
    // Open socket to VM 
    int server_socket = OpenSocketListener(port); 
 
    // Waiting for incomming connection request 
    while(true) { 
        // Accept socket connection 
        struct sockaddr_in address; 
        socklen_t len = sizeof(address); 
        int client_socket = accept(server_socket, (struct sockaddr*)&address, 
&len); 
 
        // Create new SSL/TLS connection instance 
        SSL *ssl = SSL_new(context);   
     
        // Attach socket to SSL/TLS connection 
        SSL_set_fd(ssl, client_socket);  
 
        // Perform SSL/TLS connection 
        int connectionResult = SSL_connect(ssl); 
 
        if (connectionResult != -1) { 
            // Exchange encrypted data 
            char* request;  
            int requestSize = SSL_read(ssl, request, sizeof(request)); 
            request[requestSize] = '\0'; 
            printf("Request:\n%s\n", request); 
 
            char* reply; 
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            printf("Enter reply message"); 
            scanf("%s",reply); 
            SSL_write(ssl, reply, strlen(reply));  
        } 
 
        // Release memory and close client socket 
        SSL_free(ssl);         
        close(client_socket); 
    } 
 
    // Release memory and close connections 
    close(server_socket);  
    SSL_CTX_free(context);     
    return 0; 
} 
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Appendix 2. Client implementation code excerpts 

// Client callback functions 
 
static int generate_client_certificate(SSL *ssl, X509 **x509, EVP_PKEY **pkey) { 
    // Generate Client certificate with a hash of VM_SECRET 
    char* vm_secret = decodeVmSecret(); 
    generateCertificateConfig(vm_secret); 
    X509 *cert = generateX509Certificate(); 
    if (cert == NULL) 
        return 0; 
 
    // Get Client private key 
    FILE *fk = fopen("clientprivatekey.pem", "r"); 
    EVP_PKEY *key = PEM_read_PrivateKey(fk, NULL, NULL, NULL); 
    fclose(fk); 
 
    // Set required arguments 
    *x509 = cert; 
    *pkey = key; 
 
    return 1; 
} 
 
static int verify_server_certificate(int preverify_ok, X509_STORE_CTX *ctx) { 
    // Extract Server certificate from context         
    X509 *cert = X509_STORE_CTX_get_current_cert(ctx); 
 
    // Extract attestation report from certificate extension 
    X509_EXTENSION *ext = X509_get_ext(cert, 0); 
    ASN1_STRING *data = X509_EXTENSION_get_data(ext); 
    char* report = ASN1_STRING_get0_data(data); 
 
    // Verify attestation report using SEV-Tool 
    return verifyAttestationReport(report); 
} 
 
// TLS Context initialization 
 
SSL_CTX* InitializeContext() { 
    // Load cryptos, register errors, set protocol version and create a context  
    OpenSSL_add_all_algorithms(); 
    SSL_load_error_strings(); 
    SSL_METHOD *method = TLSv1_2_client_method(); 
    SSL_CTX *context = SSL_CTX_new(method); 
    SSL_CTX_set_min_proto_version(context, TLS1_3_VERSION); 
 
    // Set peer certificate verification parameters and corresponding callback 
functions 
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    SSL_CTX_set_verify(context, SSL_VERIFY_PEER, verify_server_certificate); 
    SSL_CTX_set_client_cert_cb(context, generate_client_certificate); 
 
    return context; 
} 
 
int main(int count, char *args[]) { 
    // Parce input parameters  
    char *host = args[1]; 
    char *port = args[2]; 
 
    // Initialise connection context 
    SSL_CTX *context = InitializeContext(); 
    SSL_library_init(); 
 
    // Open socket to VM 
    int socket = OpenSocket(host, port); 
 
    // Create new SSL/TLS connection instance 
    SSL *ssl = SSL_new(context);   
     
    // Attach socket to SSL/TLS connection 
    SSL_set_fd(ssl, socket);  
 
    // Start handshake time measurement 
    clock_t startTime = clock(); 
     
    // Perform SSL/TLS connection 
    int connectionResult = SSL_connect(ssl); 
 
    // End handshake time measurement 
    clock_t difference = clock() - startTime; 
    double msec = difference * 1000.0 / CLOCKS_PER_SEC; 
    printf("Handshake time: %f msec\n", msec); 
 
    if (connectionResult != -1) { 
        // Exchange encrypted data 
        char* workload; 
        printf("Enter workload message"); 
        scanf("%s",workload); 
        SSL_write(ssl,workload, strlen(workload));  
        char* reply; 
        int replySize = SSL_read(ssl, reply, sizeof(reply)); 
        char* reply[replySize] = '\0'; 
        printf("Reply:\n%s\n", reply); 
    } 
 
    // Release memory and close connections 
    SSL_free(ssl); 
    close(socket);          
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    SSL_CTX_free(context);        
    return 0; 
} 


