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The population is increasingly concentrated in highly populated urban city areas. The density 
of population in urban cities increases traffic congestion. The concept of a smart city is being 
used more and more as the utilization of the internet of things in the context of cities is 
becoming more popular. Smart cities include different types of smart devices, like sensors. 
With the big data gathered by the smart cities’ sensors and utilization of machine learning, 
the traffic points of a city can be predicted. The traffic point prediction helps in the decision-
making of traffic congestion management and urban city planning.  
 
This thesis aims to develop the most optimal machine learning model for predicting traffic 
points in Helsinki. The thesis includes a comparison of various common machine learning 
regression algorithms, including support vector regression, random forest regression, 
polynomial regression, K-nearest neighbor regression, and decision tree regression. The 
traffic points are predicted based on the traffic volume data gathered by Bluetooth beacons. 
The access to the traffic volume data is acquired from the case company Hypercell.  
 
The thesis followed the research approach of design science which includes six steps. This 
approach aims to create an artifact (developed machine learning model) by also producing a 
scientific document (this thesis). Each of these steps is presented in this document. 
 
The results showed that the difference between the accuracy of the algorithms is 
insignificant. However, the K-nearest neighbor regression algorithm was selected for further 
demonstration and evaluation. The demonstration presented a couple of approaches, to how 
the traffic points can be identified. The thesis presented a heatmap and color-coded marker 
map to represent the predicted volumes. Finally, the model evaluation showed promising 
results that the K-nearest algorithm and Bluetooth beacon data can be used for predicting the 
traffic points.  
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Väestön asutus keskittyy yhä enemmän kaupunkialueille. Ruuhkien esiintyvyys kasvaa 
tiheästi asutuilla kaupunkialueilla. Käsite älykäs kaupunki yleistyy jatkuvasti, sillä esineiden 
internet yleistyy myös kaupunkikuvassa. Älykkäät kaupungit hyödyntävät erilaisia 
älylaitteita, kuten sensoreita. Hyödyntämällä yhdessä sekä älykaupunkien sensorien 
tuottamaa suurta datamäärä ja koneoppimista voidaan kaupunkien ruuhkapisteitä ennustaa. 
Ruuhkapisteiden ennustamista voidaan hyödyntää ruuhkien hallitsemisen ja 
kaupunginsuunnittelun päätöksenteossa. 
 
Tämän työn tavoitteena on kehittää optimaalisin koneoppimismalli ruuhkapisteiden 
ennustamiseksi Helsingissä. Työssä vertaillaan useita yleisiä koneoppimisen regressio 
algoritmeja, mukaan lukien tukivektoriregressio, satunnainen metsä regressio, 
polynomiregressio, K-lähin naapuri regressio sekä päätöspuuregressio. Ruuhkapisteiden 
ennustamisessa hyödynnetään Bluetooth majakoiden keräämää ruuhkan voluumidataa. 
Pääsyn dataan tarjoaa yhteistyöyritys Hypercell. 
 
Työ seurasi suunnittelutieteen (design science) tutkimuslähestymistapaa, joka sisältää kuusi 
vaihetta. Suunnittelutiede lähestymistapana pyrkii kehittämään artefaktin (kehitetty 
koneoppimismalli) sekä tieteellisen dokumentin (tämä diplomityö). Kaikki lähestymistavan 
vaiheet on esitetty tässä työssä. 
 
Työn tulokset osoittivat, että eri algoritmien välinen tarkkuusero on merkityksetön. 
Kuitenkin K-lähin naapuri algoritmi valittiin tarkempaan esittelyyn ja arviointiin. Esittelyn 
avulla esiteltiin kaksi lähestymistapaa, joiden avulla ruuhkapisteet voidaan tunnistaa. 
Esitetyt lähestymistavat ovat lämpökartta sekä kartta, joka hyödyntää värikoodattuja 
merkkejä. Lopuksi mallin arviointi osoitti, että K-lähin naapuri algoritmia yhdessä Bluetooth 
majakoiden avulla kerättyä dataa voidaan hyödyntää ruuhkapisteiden ennustamisessa. 
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1 INTRODUCTION 

The World Bank (2022) estimated that in 2020 56 percent of the world population was living 

in urban cities, correspondingly, Metz (2018) presented that traffic congestion occurs in 

areas that have a high density of population. Emerge of the Internet of Things (IoT) in so-

called smart cities brings a massive number of devices, like sensors, to the infrastructure of 

urban cities (Latre et al., 2016). Smart cities’ sensors can be utilized to gather data about 

traffic volumes in different locations. Zhai, Wan, and Wang (2022) suggested that by 

predicting the traffic flow, the traffic can be managed and optimized, further Mohammed 

and Kianfar (2018) proposed machine learning (ML) as an approach for the prediction 

process.  

 

This thesis aims to develop a model which produces a rough prediction about the traffic 

points in Helsinki. With the predicted traffic points the end-users can make decisions on 

topics like traffic congestion management and urban city planning. In the current research, 

the focus is usually on predicting the traffic flow along with vehicles, and the data is gathered 

by measuring the movements of the vehicles through, for example, induction loops or camera 

systems. In this thesis, the traffic volume data is gathered with Bluetooth beacons which 

track the Bluetooth devices around them and calculate the traffic volumes based on the 

tracked devices. The tracked devices can include different types of devices, like 

smartphones, cars, and headphones. The dataset consists of the data gathered from dozens 

of beacons around Helsinki city. The data is used as an input for various ML algorithms, 

each algorithm is used for developing a model that can be used for predicting the volumes. 

The best-performing algorithm is selected for further demonstration and evaluation. By 

utilizing the Bluetooth beacons as the traffic volume gathering sensors, it’s possible to get 

an overall overview of the traffic which includes all the people (cars, pedestrians, etc.) rather 

than only focusing on the vehicle volumes. The thesis is set to answer three research 

questions introduced below. 

 

RQ-1: How can movement data be used to predict traffic points? 

The main research question studies the ML algorithms which can be used for predicting the 

traffic points in Helsinki by using the data gathered with the Bluetooth beacons. This 



9 
 

includes the background work of ML algorithms, their usage, and demonstration of the 

algorithms’ produced models. 

 

RQ-2: Which machine learning algorithm is the most optimal? 

The modeling process is done with various ML algorithms. Each algorithm is measured with 

the common evaluation metrics and the best performer is selected for further demonstration 

and evaluation.  

 

RQ-3: How accurate the model is? 

The model produced by the best algorithm and the produced model is further evaluated and 

its accuracy is explored. 

 

The thesis follows the structure of introduction, background, methodology, results, 

discussion, and conclusions. Chapter two covers the background of the thesis theory by 

introducing the relevant concepts of smart city and machine learning. Chapter three presents 

the research methodology and presents the selected research approach design science (DS) 

and the case company which provides the data for the modeling process. Chapter four goes 

through the results of the research by following the iterative process model of design science 

methodology research (DSMR). The process model includes phases of design & 

development, demonstration, and evaluation. In chapter five the results of the research are 

discussed by going through the key findings and correlation to the related works. Finally, 

chapter six concludes the research. 
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2 BACKGROUND 

This chapter goes through concepts around the smart city and machine learning from the 

perspective of the thesis work. The goal is to define the background for the thesis work by 

going through other studies and sources clarifying the basic concepts used later in the thesis. 

The concepts of smart city and machine learning are introduced, in addition, a few related 

works are presented. 

 

2.1 Smart city 

IBM (2009) introduced the concept of “smarter cities” and defined the concept as:  

 

“A smarter city is one that uses technology to transform its core systems and optimize the 

return from largely finite resources”. 

 

Typically, the concept of a smart city relates to the level of technology used in a city. 

However, the smart city concept is not unambiguous, rather it can be categorized into six 

characteristics: smart economy, smart people, smart governance, smart mobility, smart 

environment, and smart living (Giffinger et al., 2007). All these characteristics don’t 

necessarily rely on technological innovations and resources, but in this thesis, the smart city 

concept is approached from a technological perspective. Scuotto, Ferraris, and Bresciani 

(2016) studied the relation between the IoT and the smart city, also Alavi et al. (2018) 

empathize the importance of the relation between the IoT and the development of smart 

cities. When studying the smart city from the technological perspective, the IoT is an 

important concept. The concept of IoT isn’t ambiguous either, basically, IoT can be 

considered as a distributed network composed of the smart objects that have different 

purposes, like sensing and acting, and can communicate with other objects and devices, these 

smart objects can be, for instance, embedded sensors (Davies, 2015). Davies also brings out 

that it’s typical that smart cities utilize networks of sensors to improve the efficiency of 

cities’ infrastructure. Not only does setting up sensors make a city smarter. Sensors produce 

a huge amount of data that plays a key role in smart cities. With the data, cities can be 
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developed to be more efficient, and they can be used for fixing problems. The value gained 

from IoT is an important component of a smart city.  

 

2.1.1  Smart city architecture 

Wu (2021) presented the three-layer architecture for IoT, in the same way, Su, Li, and Fu 

(2011) showed the three-layer technical architecture of a smart city. Both architectures 

follow the same pattern, where the three layers are the perception layer, network layer, and 

application layer. However, the three-layer architecture is not considered sufficient enough, 

and the five-layer architecture (Figure 1) is suggested instead, which consists of a perception 

layer, a transport layer, a processing layer, an application layer, and a business layer (Kumar 

and Mallick, 2018; Jabraeil Jamali et al., 2020). The layers are introduced below. 

 

 
 
Figure 1. Five-layer architecture utilized in IoT and smart cities 
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Perception layer 

Also known as a sensor layer, consists of sensors, and other devices, which are used for 

collecting big data from its surrounding environment (Lee, 2019). In practice, the perception 

layer can consist of the sensor network which can gather data on events around it. Sensors 

could gather data, for instance, about air quality or the movement of people.  

 

Transport layer 

The transport layer acts as a connector between the perception layer and the processing layer 

by transferring the data between them securely. Technologies, such as long-term evolution 

(LTE) and Wi-Fi, are used for data transferring. (Vashi et al., 2017.) As the data is gathered 

from sensors locally, the transport layer can transfer the data to a central server, where the 

data can be post-processed for further usage. 

 

Processing layer 

Now the data is transferred from the perception layer to the processing layer. Processing 

layer processes, stores, and analyzes the gathered big data (Babbar and Rani, 2021, p. 92). 

In practice, this layer is responsible, for example, for storing the data in a database, so that 

it can be utilized by the users. 

 

Application layer 

In the application layer, all the applications that utilize the gathered data are defined, and 

different services are provided based on the data (Burhan et al., 2018). This layer can 

include, for instance, user interfaces (UI), where the user can access the data and analyze it. 

 

Business layer 

The business layer is responsible for maintaining the whole system, keeping in mind the 

business model and profitability of the system (Navani, Jain, and Nehra, 2017).  

 

2.1.2  Bluetooth beacons 

Bluetooth low energy (BLE) beacons can be used for tracking devices and people both 

indoors and outdoors (Hasan and Hasan, 2020). For example, Mackey, Spachos, and 

Plataniotis (2020) suggested a smart parking system that utilizes the BLE beacons, in 
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addition, the BLE beacons are commonly used in indoor localization systems (Faragher and 

Harle, 2015; Zhuang et al., 2016). Bluetooth was originally designed for replacing cables as 

a connection method between different personal devices, such as laptops and phones 

(Bisdikian, 2001). As the name refers, the BLE beacons utilize Bluetooth low-energy 

technology. BLE technology was designed to achieve worldwide operation, low cost, 

robustness, short-range, and low power (Heydon, 2012). Nowadays, almost everyone carries 

a device, like a smartphone, a smartwatch, or headphones that utilize Bluetooth as a 

communication protocol. This creates an opportunity to use BLE beacons as a tracking 

device that tracks the other Bluetooth devices around it. So, the BLE beacons can operate as 

a sensor in a smart city’s perception layer by gathering data about the devices around it.  

 

BLE operates in the same frequency band of 2.4 GHz industrial, scientific, and medical 

applications (ISM) band as, for example, Wi-Fi, and it has a range up to 100 meters (Gupta, 

2016, pp. 137, 142 & 147). BLE can either operate as connectionless (advertisement) or 

connected (paired) (Nikodem and Bawiec, 2020), in the advertisement mode, the device is 

“advertising” itself to the other devices around it and waits for connection requests from the 

other devices (Okamoto, Sasaki and Suzuki, 2017). BLE beacons can track the other devices, 

which are in the advertisement mode, to discover the devices around it, and so calculate, for 

example, the volume of devices around it. After discovering the advertisement of the device, 

the distance to the device can be calculated. Bluetooth received signal strength indication 

(RSSI) gives an ability to estimate the distance between devices which relies on the received 

signal strength of the detected device (Jung, Kang, and Bae, 2013).  

 

2.2 Machine learning 

Smart cities’ sensors produce data that can be used to develop cities’ different divisions’ 

operations. As sensors gather data continuously, the amount of the data can be large. A basic 

characteristic of the data produced by a sensor is that it measures a specific metric at a certain 

time. When the measuring is a continuous process, the gathered data includes the measured 

values during a certain period, it can be, for example, hourly air quality or an hourly amount 

of people in a specific location. This type of data can be used for predictions about the future 

values, for instance, a prediction of the hourly air quality can be made by learning from the 

past values. This kind of analysis or prediction cannot be made without the help of machines.  
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The concept of machine learning was introduced by Samuel (1959) when he presented that 

a computer can be taught to play the checkers game and evolve to be continuously better by 

learning from the data gathered while playing the game. Since then, machine learning has 

been gotten more popular topic in multiple sectors, like data science. Machine learning 

utilizes experiences, or more precisely the past data, to make predictions by using machine 

learning algorithms (Mohri, Rostamizadeh, and Talwalkar, 2018, p. 1). So, a machine 

learning algorithm takes the historical data as an input and returns a prediction model which 

can produce predictions about the future values as an output (Figure 2). To get a valid output, 

a machine learning algorithm must be selected, as the output changes with different 

algorithms. The algorithm selection process demands an understanding of the input, but also 

an understanding of the wanted output. Machine learning algorithms can be divided into four 

methods regarding the inputs and outputs, these methods are supervised learning, 

unsupervised learning, semi-supervised learning, and reinforcement learning (Dulhare, 

2020, pp. 194–195).  

  

 
 
Figure 2. The basic concept of machine learning 

 

Before the machine learning algorithms are presented, the basic components of an ML 

modeling process should be gone through. Alzubi, Nayyar, and Kumar (2018) defined six 

components of a generic ML model, including data collection and preparation, feature 

selection, choice of algorithm, model and parameter selection, training, and performance 

evaluation (Figure 3). The process starts with the important component of collecting and 

preparing the data. In this section, the data is prepared into the right structure by cleaning 

nonessential data away. Once the data is structured, the right feature(s) must be selected. In 

this context, the feature is a set of values that are used as an input to the algorithm, for 

instance, it can be hourly air quality when the future air quality values are predicted. Because 

there are various ML algorithms that all have different purposes, the right one must be 
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selected before the prediction model can be achieved. Subsection 2.2.1 introduces the 

relevant algorithms for the thesis. Usually, the ML algorithms need data as an input, but also 

some tweaking of settings. These settings can include, for example, the selection of the right 

model or hyperparameters. The fifth component includes the training actions, where the 

selected algorithm utilizes the data, the settings, and produces a trained model. Finally, the 

model must be evaluated, so that, for instance, the model’s accuracy could be tested. More 

of the model evaluation is presented in subsection 2.2.2. 

 

 
 
Figure 3. Components of a generic ML modeling process (Alzubi, Nayyar, and Kumar, 2018) 

 

2.2.1  Supervised learning models 

The supervised machine learning algorithms utilize input data that includes the correct 

output values. Supervised learning is further categorized into regression and classification 

algorithms (Louridas and Ebert, 2016). A typical input dataset for a supervised ML algorithm 

includes labeled data, so the algorithm tries to predict future values from already known data 

points. Usually, the prediction is done by using either regression algorithms or classification 

algorithms. The thesis utilizes regression algorithms, so these are introduced in more detail. 

 

Regression is a process that predicts the output values based on a single feature (univariate 

regression) or multiple (multivariate regression) features by producing continuous output 

values (Jo, 2021, p. 6). The regression process follows the concept of Figure 2, where the 

ML algorithm is replaced with a regression algorithm, like linear regression. In practice, the 

regression algorithm takes feature(s) as an input and produces the prediction model based 

on these values. In regression, there is a relationship between two types of variables, the 

independent variable(s) which are the input variable(s) (predictors), and the dependent 

variable which is the output variable (response) (Ray, 2019). The produced model can be 

used to predict a specific value. There are various regression algorithms that each have their 

use cases and approaches. All the relevant regression algorithms are introduced next. 
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Linear regression 

The most basic occurrence of the regression algorithms is linear regression. Linear 

regression models have a target value with a combination of the linear features, as the 

following equation ( 1 ) presents: 

 

!"(	%, ') = %! +	%"'" +⋯+	%#'# ( 1 ) 

 

where !" is the predicted value, % is a vector ,%", … , %#. with the unknown coefficients, and 

x is a vector ,'", … , '#. with the input values (Scikit-learn, 2022c). As mentioned earlier, 

the ML algorithm tries to predict values based on the input. The linear regression model 

assumes that the dependence between the input values is linear, and tries to fit a linear model, 

which can be used for the prediction. Figure 4 presents an example that includes multiple 

input values (blue dots) and the fitted linear model (red line), so the line represents the linear 

model for the relationship between the values of x and y. One of the most common methods 

for linear regression modeling is the ordinary least squares (OLS) or least square method 

(LSM).  

 

OLS is based on the following equation ( 2 ): 

 

min
$
‖3% − !‖%% ( 2 ) 

 

where a linear model is fitted with the coefficients % by minimizing the residual sum of 

squares (RSS) between the data points (blue dots in Figure 4) and the predicted values of 

the linear model (red line in Figure 4) (Scikit-learn, 2022c).  
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Figure 4. An example of linear regression 

 
 
Polynomial regression 

One of the use cases for linear regression is polynomial regression. Polynomial regression 

modeling utilizes linear regression in case where the data is nonlinear. Let’s start with an 

equation ( 3 ) of a simple linear regression for two-dimensional data: 

 

!"(	%, ') = %! +	%"'" + %%'% ( 3 ) 

 

The linear model can be transformed into a model which follows the equation  ( 4 ): 

 

!"(	%, ') = %! +	%"'" + %%'% +	%&'"'% + %''"% +	%('%%	 ( 4 ) 

 

where the degree of the model is two. When further investigating the equation ( 4 ), a new 

set of features ( 5 ) can be produced: 
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5 = ['", '%, '"'%, '"%, '%%]	 ( 5 ) 

 

when re-labeling the equation ( 4 ) by using z, the following equation ( 6 ) can be achieved: 

   

!"(	%, ') = %! +	%"5" + %%5% +	%&5& + %'5' +	%(5(	 ( 6 ) 

 

now it can be seen that the polynomial regression model follows the linear regression 

modeling. (Scikit-learn, 2022.) So, with the polynomial regression, it is possible to fit a 

model which isn’t linear, but the polynomial model can be achieved by using the same linear 

regression approach. The polynomial regression needs a degree of the model as an input. 

Figure 5 represents an example of a fitted polynomial regression model for an example 

dataset, including both a second-degree model and a third-degree model. The figure shows 

that the third-degree model is the optimal model of these two models. 

 

 
Figure 5. An example of polynomial regression modeling 
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Support vector regression 

The primal problem solved by the support vector regression (SVR) is equation ( 7 ): 

min
$,*,+,+∗

1
2%

,% + :;(<- + <-∗)
/

-0"
 ( 7 ) 

 

subject to: 

 

!- − %,=('-) − > ≤ @ + <- , 

%,=('-) + > − !- ≤ @ + <-∗, 

<- , <-∗ ≥ 0, C = 1,… , D 

 

 

where vector '- ∈ ℝ#, C = 1,… , D, and vector ! ∈ ℝ/ are training vectors. The equation 

penalizes the prediction samples which are at least @ away from their true target. <- 	and	<-∗ 

illustrate the amount of penalization done by the samples, where the prediction can be above 

or below the @ tube. Further, the dual problem is as the equation ( 8 ) represents: 

 

min
1,1∗

1
2
(I − I∗),J(I − I∗) + 	@K,(I − I∗) − !,(I − I∗) ( 8 ) 

 

subject to: 

 

K,(I − I∗) = 0, 

0 ≤ I- , I-∗ ≤ :, C = 1,… , D 

 

 

where K is the vector of all ones, Q is an n-by-n positive semidefinite matrix, and J-2 ≡

M,'- , '2. = 	=('-),=('2) is the kernel. The function	=	 is used for mapping the training 

vectors into a higher dimensional space. Finally, the prediction is as the equation ( 9 ) 

represents: 

 

;(I − I∗)M(
-∈45

'- , ') + > ( 9 ) 

 

(Scikit-learn, 2022d.) 
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Figure 6 represents an example of an SVR model. It shows the @ tube as a dashed line below 

and above the SVR model. The @ tube lines are @ away from the SVR model. The support 

vectors are the points that don’t fit into the tube and are close to the @ tube’s boundaries.  

Support vectors are used to define the SVR model or so-called hyperplane (red line). The 

slack variables <- 	and	<-∗ are calculated from the points outside the tube, the value is the 

distance between the point and the closest point of the tube. So, the goal of the SVR is to 

find a function, where the tube includes as many input values as possible and at the same 

time minimizes the number of points outside of the tube.  

 

 
Figure 6. An illustration of SVR modeling, epsilon tube, and support vectors 
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Decision tree regression 

The decision tree regression (or regression tree) model utilizes simple decision rules learned 

from the data features. The created model is used for predicting the values of a target 

variable. (Scikit-learn, 2022b.) As the name decision tree or regression tree refers, the 

algorithm can be presented as a tree. Giuseppe (2018) defines the tree creation procedure as 

follows: 

 

1. The tree starts from the root node which includes all the data 

2. The best splitting value s is identified which is then used for splitting the dataset X 

into subsets, the tree presents these subsets as a new branch. All values of dataset X 

below the splitting value s continue to the left branch and the rest of the data (greater 

or equal to s) to the right branch. 

3. Step two is recursively executed until the data splitting is not possible anymore 

4. The final parts of the tree are the leaves which are the result of the splitting process. 

The predictions (or output values) are gotten from the values of leaves. 

 

Figure 7 represents a regression tree for the same dataset as used in Figure 6. In the tree the 

root node includes all the data points, so the sample size is 1000. Additionally, the decision 

rule is “X≤6.5”, where X is the dataset, and the splitting value is 6.5. The dataset is split into 

subsets based on the splitting value of 6.5. As presented with the Boolean values, the left 

branch includes all the values below 6.5, and the right branch includes values greater or 

equal to 6.5. This continues until the leaf nodes are reached, which present the predicted 

values. For instance, all the values of X below 3.15 have a predicted y value of 0.641. The 

presented example is a very simple one, and it’s kept simple for the sake of clarity. In 

practice, the depth of the tree would increase, so that the best model could be found. 

Increasing the depth of the tree also increases the number of leaf nodes, which means that 

the predicted values are more precise. Of course, the depth of the tree must not be too great. 
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Figure 7. Example of a regression tree including examples of a root node, an internal node, a leaf node, and a 
branch 

 

Random forest regression 

A random forest regression predictor can be defined as the following equation ( 10 ): 

 

NO678 (') = 	
1
M;P(')

8

90"
 ( 10 ) 

 

where x is an input vector consisting of training data, K is the number of regression trees, 

and T(x) is a grown tree. In practice, the random forest algorithm is based on building K 

regression trees with the x vector as an input, and the result is an average of these trees. 

(Rodriguez-Galiano et al., 2015.) So, random forest regression utilizes the regression trees 

that are introduced above, as an example Figure 7 presents a simple regression tree, where 

the leaf nodes of the tree present the predictions. The random forest algorithm creates 

multiple regression trees, calculates an average of the predictions produced by each tree, and 

returns the average as the prediction. As the random forest algorithm produces multiple 

regression trees, the algorithm must randomize the input data. Bagging generates an 

independent random vector that includes several N random examples from the training set, 

each tree is trained with an independent vector (Breiman, 2001). By randomizing the data 
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for the regression trees, the correlation between those is reduced. This leads to more accurate 

predictions. 

 

K-nearest neighbor regression 

K-nearest neighbor (KNN) regression predicts a value of y by averaging the values of its K-

nearest neighbors as the following equation ( 11 ) shows: 

 

! =
1
M;!-

8

-0"
 ( 11 ) 

 

where y is the predicted value, yi is the K-nearest value of the sample, and K is the selected 

number of the nearest neighbors (Imandoust, Bolandraftar, and others, 2013). In practice, 

the KNN algorithm takes K the nearest neighbors as an input, determines K's nearest 

neighbors, and calculates the average of the K-nearest neighbors which is the predicted 

value. As an example, Figure 8 represents a KNN regression model with a K-value of two. 

Because the value of K is two, the algorithm determines the two nearest points (neighbors) 

from the input values (sample) and calculates an average of those values. For example, the 

shown predicted point (blue point) has two nearest points which are shown as red-edged 

diamonds. Both neighbors have the same value of y, so the average is the same as their 

values, which makes the predicted point’s value the same as the neighbors. 

 

The nearest neighbor determination is not always as easy as the example in the figure. 

Therefore, various metrics are used to calculate the distance between the points. For this 

thesis, the relevant distance metric is the Euclidean distance. Euclidean distance is calculated 

with the following equation ( 12 ): 

 

QCRS:; = T;(3-9 − 329)%
<

90"
 ( 12 ) 

 

where X is a set of data points (Singh et al., 2013). 
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Figure 8. A basic example of KNN regression, where K is two 

 

2.2.2  Sampling, validating, and testing 

Usually, it’s not efficient or even possible to use all the observations or the whole population 

of the dataset. For this reason, sampling the dataset is a necessary action to decrease the size 

of the original dataset. Once the sample is discovered, it should be divided into smaller 

datasets which are necessary for producing the ML model. Figure 9 represents the sample 

and its subsets, where the size of the circle reflects the size of the dataset. The ML model is 

trained with the training dataset which is a part of the sample. The trained model is evaluated 

with the validation set to measure the generalizability of the model, as the validation set 

includes unseen values that aren’t used in the model training. Depending on the case, the test 

set isn’t necessarily needed, instead only the validation set can be used for testing purposes. 

Typically, the training set and the validation set are in a ratio of 70 percent to 30 percent, but 

the ratio can vary, as the need of the test set. (Bonaccorso, 2020, pp. 4–6, 17–19.) 
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Figure 9. Classification of the ML modeling dataset (Bonaccorso, 2020, p. 17) 

 

As mentioned above, the sample is divided into two or three classes depending on the case. 

However, it’s important that the sample dataset has at least different datasets for training the 

model and validating the model. Barbiero, Squillero, and Tonda (2020) studied the 

generalization of machine learning modeling. They brought up that the model should be able 

to generalize the trained data, so the trained model should be able to predict accurately with 

unseen data. The concept of generalizability can be linked to the concept of overfitting. The 

overfitting occurs when the complexity of the model increases, and it begins to learn all the 

noises in the set (Kumar, 2019, p. 24). Correspondingly, Kumar defined underfitting as the 

model is not able to find the crucial patterns from the dataset. Figure 10 visualizes over- and 

underfitting, where it can be seen that the first-degree regression model cannot find the basic 

pattern of the dataset, so it can’t represent the relationships between the data points. On the 

other hand, the 15-degree regression model is clearly overfitting, as it catches the noises of 

the data, and so cannot generalize the patterns. The optimal model would be found 

somewhere in between these two models.  

 

 

 

Training set 

Validation 

set 

Testing 

set 

Sample 
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Figure 10. Visualization of underfitting (green line) and overfitting (red line) 

 

As it’s important that the model can generalize the data and its patterns, the problems of 

over- and underfitting should be tackled. For example, in a regression problem the 

underfitted model can be fixed by changing the complexity of the model (Verdhan, 2020, p. 

345), for instance, in the example of Figure 10, the underfitted model is caused as the 

selected degree is too low, by increasing the degree of the model, the underfitting should be 

tackled. Verdhan also provided solutions to tackle overfitting which are, for example, 

increasing the sample size or using the cross-validation (CV). One of the steps in the ML 

modeling process (Figure 3) is the selection of model and parameters. It’s important to select 

the right hyperparameters so that the model performs meaningfully.  

 

The hyperparameters can be tuned with the CV, so it is used to evaluate, how the specific 

model performs under specific settings, i.e., parameters, hyperparameters, or models. This 

allows the finding of the most optimal parameters for the model. Instead of using the basic 

dataset splitting (training set, validation set, and testing set), the sample is split into two sets, 

where the training set is used for the CV and the other is used for testing purposes. The basic 
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CV approach is called “k-fold cross-validation” (Figure 11). K-fold CV divides the training 

set into k folds (i.e., sets), each iteration round uses k-1 folds for training the model and the 

remaining fold is used for validation. The loop ends when all the folds have once been used 

as a testing set. The final model is an average of the values gathered from the loop’s rounds. 

Finally, the testing set is used for testing purposes, like testing the performance of the model. 

(Scikit-learn, 2022a.) For example, Figure 11 shows the process of k-fold CV, where the k 

is set to five. Now the training set is divided into five-folds, and the loop has five rounds, 

where the testing set changes each round. 

 

 
Figure 11. K-fold cross-validation (Scikit-learn, 2022a) 

Once the optimal parameters have been found, so the CV is done, the model should be 

evaluated using the testing dataset. There are various performance metrics that can be used 

to measure the model’s performance. The most common metrics for regression models are 

introduced below. 

 

R2  

The following equation ( 13 ) is used for estimating the R2: 

 

U%(!, !") = 1 −
∑ (!- − !"-)%/
-0"
∑ (!- − !W)%/
-0"

 ( 13 ) 
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where !" is the predicted value of i-th sample and y is the corresponding true value for total 

n samples. Further, !W = ∑ ;"#
"$%
/  and ∑ (!- − !"-)%/

-0" = ∑ X-%/
-0" 	. (Scikit-learn, 2022c.) 

 

Adjusted R2 

The following equation ( 14 ) is used for estimating the adjusted R2: 

 

YZ[\RSKZ	U% = 1 −
] − 1

] − ^ − 1 (1 − U
%) ( 14 ) 

  

where N is the count of observations of the dependent variable, p is the corresponding 

predictors [Xi1,…,Xip], and R2 is the normal R2 score defined above. (Karch, 2020.) 

 

Root Mean Squared Error 

The following equation ( 15 ) is used for estimating the root mean squared error (RMSE): 

 

 

U_`a(!, !") = b∑ |!- − !"-|
/&'()*+&>"
-0!

D?@<#AB?
 ( 15 ) 

 

where !" is the predicted value of i-th sample and y is the corresponding true value (Joshi, 

2020; Scikit-learn, 2022d). 

 

Explained Variance 

The following equation ( 16 ) is used for estimating the explained variance (EV): 

 

ad(!, !") = 1 −
def{! − !"}
def{!}  ( 16 ) 

 

where y is the correct target output, !" is the corresponding estimated target output, and Var 

is variance (Scikit-learn, 2022d). 

 

Mean Absolute Error 

The following equation ( 17 ) is used for estimating the mean absolute error (MAE): 
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 ( 17 ) 

 

where !" is the predicted value of i-th sample and y is the corresponding true value (Scikit-

learn, 2022d). 

 

2.3 Related work 

This subsection provides a basic understanding of the related works by introducing a few 

researches which came as a result of a narrow literature review. 

 

Zeroual, Harrou, and Sun (2021) studied the prediction of road traffic density with a data-

driven approach. They presented an SVR machine learning algorithm, that was utilized in 

the prediction process. The process for traffic density prediction followed the following 

framework: traffic system, traffic data collection system, traffic density data extraction, SVR 

prediction process, and predicted densities. Basically, the data was collected from a public 

traffic dataset, it was given as input to the SVR algorithm, the SVR produced a prediction, 

and it was evaluated with the basic evaluation metrics. They presented promising results, 

that encourage future research. 

 

Navarro-Espinoza et al. (2022) studied the traffic flow prediction utilizing machine learning 

algorithms. They used public datasets including data from various traffic sensors (i.e., 

induction loops) as the input data for the modeling process. Multiple machine learning 

algorithms were presented and used in the modeling process including, for example, 

recurrent neural networks, and random forest regression. The final model predicted the 

traffic flow on a weekday at different times of the day in a specific lane. The evaluation 

showed that the differences between algorithms are not significant. Finally, they proposed 

that predicting with machine learning is a valid method for predicting traffic flow in their 

use case of smart traffic lights.  

 

Bratsas et al. (2019) studied the traffic flow by predicting the traffic speeds. They predicted 

the traffic speeds by comparing four machine learning algorithms in multiple scenarios in an 
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urban city. The scenarios included randomly selected roads, times, and dates. The produced 

models were evaluated with common evaluation metrics, and by comparing the real values 

to predicted mean values. The study showed that each algorithm can predict the basic 

patterns of traffic but had problems predicting the speeds in times when there was a large 

deviation from normal speed. 
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3 METHODOLOGY 

This thesis follows the DS research approach. In this chapter the methodology of the thesis 

is presented by introducing the DSRM and the case company.  

 

3.1 Research approach 

Wieringa (2014, p. 3) defined the DS as it consists of designing and investigating artifacts 

in a context where a problem and the artifact are in interaction so that something can be 

improved in the context, meaning that the artifact is designed into a specific context, where 

it can be used to solve a problem. An artifact is a man-made object that has a practical 

purpose, it can be, for example, an algorithm, a method, or a framework (Wieringa, 2014, p. 

29). In the perspective of this thesis, the artifact is the designed ML model, whereas the 

context is the traffic point prediction. Here the designed model is only working in a specific 

context, so it must be used for the traffic point prediction in order that the model can return 

any value. With the DS, it is possible to combine the scientific outcome (thesis) and the 

designing outcome (ML model). 

 

Peffers et al. (2007) suggested an iterative process model for DSRM (Figure 12) which 

includes six stages and four possible entry points for the research. The process must not 

always start from the first activity (identify problem), instead as the process model shows, 

the process can be started from the first four of the activities. The starting activity is selected 

depending on the character of the research. Once the entry point is found, the process 

continues in nominally sequential order, including iterative rounds of the process when 

needed. The process activities are introduced in the following paragraphs. 

 

The main research question of the thesis is “How can movement data be used to predict 

traffic points?”. The research question refers to the problem-centered initiation entry point, 

as the research is originated from a problem. So, the process starts from the first activity and 

continues in sequential order.  
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Figure 12. A process model of DSRM (Peffers et al., 2007) 

 
 

Identify problem and motivate (Activity 1) 

The first activity consists of defining the research problem and justifying the solution’s 

value. Depending on the complexity of the problem, it can be split into smaller chunks, so it 

would be easier to develop an artifact. Additionally, justifying the solution’s value, it drives 

the researcher for pursuing the solution for the problem and produces an understanding of 

how the researcher understands the problem. This activity requires knowledge about the 

solution’s importance and the state of the problem. (Peffers et al., 2007.)  

 

Define objectives of a solution (Activity 2) 

In the second activity, the problem definition and knowledge are used to deduce the 

objectives of the solution. The objectives depend on the desired solution, as those can be 

either quantitative or qualitative. For instance, the quantitative objectives can refer to the 

terms that make the desired solution better than the existing solutions. Respectively, the 

qualitative objectives can refer to a description of the suggested solution and how it could 

solve the unresolved problems. This activity requires knowledge about the state of problems 

and current solutions. (Peffers et al., 2007.) 

 

Design and development (Activity 3) 

In the third activity, the artifact is created. The artifact’s designing must include a research 

contribution. The basic tasks for this activity are the definition of the artifact’s functionalities 

and architecture, and the creation of the artifact. In order that the artifact can be created,  

knowledge about the theory is required. (Peffers et al., 2007.) 
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Demonstration (Activity 4) 

In the fourth activity, the artifact is used to demonstrate how the problem, or its instance(s), 

can be solved with it. The demonstration can be done by using the artifact in, for example, 

experimentation, simulation, or case study. This activity requires knowledge about the 

artifact’s usage in solving the problem. (Peffers et al., 2007.) 

 

Evaluation (Activity 5) 

In the fifth activity, the artifact’s suitability in solving the problem is measured and observed 

which can be achieved by comparing the objectives of the solution to results gathered in 

activity four about how the artifact is used to solve the problem. The form of the evaluation 

process can vary depending on the problem and the artifact. As an example, the evaluation 

can be a measurement of the solution’s performance in a selected unit. In a case that the 

artifact doesn’t perform as excepted, the process could be iterated back to the third activity 

to improve the artifact, or it could be set to be improved in future projects. This activity 

requires knowledge about relevant metrics and analysis techniques. (Peffers et al., 2007.) 

 

Communication (Activity 6) 

Finally, the whole process is presented to researchers and other relevant audiences. All the 

previous activities should be communicated. The communication is usually done by 

publishing a scholarly research publication, which follows the defined process (presented 

activities). (Peffers et al., 2007.) 

 

3.2 Case company 

Hypercell is a Finnish startup founded in 2018 focusing on providing data for crowd 

behavior analysis within specific geographic areas. Their crowd stream data is built on top 

of BLE sensors sold and manufactured by Hypercell and operated by their customers. This 

thesis studies movement data and traffic point optimization. Hypercell's customers include 

some of the largest cities in Finland as well as their key stakeholders such as the outdoor 

advertising company JCDecaux, whose businesses are largely built upon movement data and 

traffic point optimization.   
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4 RESULTS 

This chapter introduces the process, that leads to the most efficient ML model for predicting 

the traffic points by going through each activity of the DS research approach. Mostly, this 

chapter focuses on activities of design & development, demonstration, and evaluation as 

these are the most relevant subjects for this chapter. The goal is to provide proof for 

answering the research questions defined in the introduction chapter.  

 

4.1 Design & development 

In this thesis, the development phase consists of an ML modeling process. Verdhan (2020, 

pp. 30–34) defined six steps (Figure 13) for the supervised learning algorithm selection 

process. The introduced process is an iterative process, and each step pursues the key 

principles of completeness, data quality, and robustness. These steps are followed in the 

thesis.  

 

 
Figure 13. Steps for identifying the most efficient machine learning model (Verdhan, 2020, p. 31) 



35 
 

The Python programming language is used for the modeling process, further, various Python 

libraries are exploited for different purposes. The machine learning modeling utilizes the 

Scikit-learn (Pedregosa et al., 2011) library, which provides functions for all the relevant 

ML algorithms needed in the thesis. Additionally, for the data handling the pandas 

(McKinney, 2010) library is utilized.  

 

Target variable (Step 1) 

As the goal is to predict traffic points, the right variables are needed. This thesis focuses on 

predicting traffic volumes in specific locations at different times. The available data for the 

modeling process consists of data gathered with Bluetooth beacons (Figure 14) around 

Helsinki city. The main variables utilized are the sensor’s serial number, time, and hourly 

volume. The ML model should produce an output of a traffic volume in location A at time 

B, so the target value (or dependent variable) is the variable of volume, and the independent 

variable is time. More specifically, the time is defined to be an hour, so the model should 

predict the volume, for example, at 13:00 o’clock. The variables are further introduced in 

step two. The prediction problem is a regression problem because the algorithm tries to find 

a relationship between two numerical variables and finally produces a regression model. So 

that the volume can be predicted at different locations and days, each beacon and day must 

be modeled individually in a way that the final product is a data structure of predictions of 

all the beacons, days, and times. 

 

 
Figure 14. Bluetooth beacon 
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Data mining (Step 2) 

Data for the ML modeling process is provided by the case company which gives access to 

the database of movement data gathered from the Bluetooth beacons installed around 

Helsinki city. Figure 15 shows all the beacons which are available for the modeling process. 

Each beacon gathers data about the Bluetooth devices around the beacon.  

 

 
Figure 15. Available Bluetooth beacons 

 
Beacon data can be accessed through a representational state transfer application 

programming interface (RESTful API or REST API) with multiple commands according to 

the need for data. REST API responds to the request and returns a response in a form of 

JavaScript object notation (JSON) which can be handled mechanically within code. For 

example, the response can be as presented in Figure 16. 
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Figure 16. Example of JSON response 

 

The JSON response includes hourly statistics for the specific beacon at a certain time. 

Requests can be manipulated so that they can give a response including a wider time period 

(Appendix 1). In that way, it’s possible to gather enough data for the modeling process with 

a single request. For this thesis, there are three main values utilized from the JSON response 

as stated in step one. First, the variable sensorSerial identifies the beacon with a unique serial 

number. Secondly, the variable time provides the date and the time of the gathered data. 

Finally, the variable hourlyCalibratedVolume provides the data about the volume of 

devices/people around the beacon. As the variable name refers, this value is mathematically 

corrected, where the volume could be calculated mathematically, for instance, in case of a 

power outage. The final sample consists of hourly data for each beacon collected over several 

months.  
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Data preparation (Step 3) 

The data must be prepared so that it’s useful for the ML algorithms. The data preparation 

step consists of cleaning the data by, for instance, deleting unnecessary values, making the 

data consistent, and formatting the data into the right format. After the data is gathered in 

step two, step three starts with handling the JSON response got from the REST API (Figure 

16). First, the JSON response is formatted into a pandas DataFrame, which makes the data 

handling more convenient. As the modeling process doesn’t need all the variables got from 

the JSON response, the unnecessary variables are removed. Now the DataFrame includes 

only the variables defined in steps one and two: sensorSerial, time, and 

hourlyCalibratedVolume. Table 1 represents the right variables and their formats which are 

needed for the modeling process. Also, example values for each variable are introduced, for 

instance, the example values in Table 1 mean that beacon with the serial number ABC1234 

had a volume of 2450 on Saturday at 14 o’clock. As it can be seen, the time variable isn’t 

included, instead, it’s reformatted into two separate variables hour and weekday. The 

variable of time is reformatted, as the DateTime string format of the time variable is not the 

useful format, instead, hour and day are needed separately. Additionally, the date isn’t 

needed because the predictions are made without knowledge of the date, so only the weekday 

and time of that each day matters. 

 
Table 1. ML modeling variables, their formats, and example values for each variable 

Variable Format Example value 

hour integer 14 

weekday integer 5 

hourlyCalibratedVolume integer 2450 

sensorSerial string ABC1234 

 

One of the important operations of step three is identifying and removing the beacons 

without data from the DataFrame. For one reason or another, it’s possible that some beacons 

don’t have any data which makes the modeling process impossible. These beacons must be 

removed to avoid errors in the modeling process. Additionally, if any row contains empty 

values, these are cleared, in a way that the whole row is deleted. In practice, 

hourlyCalibratedVolume variable can have an empty value, so the check is done by 

examining only that column. Once the data is processed, the target variable and the 



39 
 

independent variable are determined. Table 1 represents the DataFrame including the data 

for the modeling process by showing five example rows of the DataFrame.  

 

Each iteration round of the modeling process predicts the hourly volume for a beacon on a 

weekday. Let’s refine the independent variable defined in step one, where the independent 

variable was defined as time. Because the volumes are predicted hourly, the independent 

variable is set to be the variable of hour. So, each iteration round takes the variables of hour 

and hourlyCalibratedVolume as an input. Consequently, the values of the hour are set to 

variable X, meaning that it’s presented on the x-axis, respectively, the values of the 

hourlyCalibratedVolume are set to variable y which is presented on the y-axis. 

 
Table 2. Five example rows of the DataFrame for the modeling process 

index sensorSerial hourlyCalibratedVolume hour weekday 

0 ABC1234 732 15 1 

1 ABC1234 849 16 1 

2 ABC1234 714 17 1 

3 ABC1234 842 18 1 

4 ABC1234 1065 19 1 

 

Finally, as defined in subsection 2.2.2, the sample should be split into training, validation, 

and testing sets. Because the modeling process utilizes the CV, the validation set doesn’t 

need to be determined separately as the CV handles the splitting. So, only the training and 

testing set must be defined. This project uses the split ratio of 80 percent to 20 percent, 

meaning that the data is split into a training set with 80 percent of data, and the rest of the 

data, i.e., 20 percent, is used for testing purposes.   

 

Exploratory data analysis (Step 4) 

The goal of step four is to create insights into the data so that the data can be understood 

correctly. Table 3 shows the size of the dataset, which is 235862 rows of data, including all 

the data used in the modeling process. Table 2 represents the example rows of the DataFrame 

from which it can be explored that a sensor has multiple rows of data. So, when the 

DataFrame is filtered with the sensorSerial it’s possible to get all the data that is 
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corresponding only to a single beacon. The filtering is utilized in selecting the data for each 

iteration round. The dataset includes 73 beacons of which 70 have enough  

 
Table 3. Basic information of the dataset 

Rows Unique Beacons Beacons with enough data 

235862 73 70 

 

data for the modeling. Figure 17 represents how the data is distributed among beacons by 

presenting the blue horizontal lines as the beacons. On average a beacon has 3370 rows of 

data, the minimum number of rows is 41, and the maximum is 4852 

 
Figure 17. Amount of data corresponding to a beacon, where the blue rows present unique beacons 
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Let’s explore the data of a single iteration round as the modeling process is done in iteration 

rounds which consist of a single beacon X on a weekday Y. Figure 18 shows an example 

dataset of a single iteration round of the modeling process. The figure shows how the 

calibrated volume is distributed among the hours of the weekday. The goal of the modeling 

process is to fit a curve on the figure, and the curve is used for predicting the wanted values. 

Basically, the algorithm is input with historical data, so that it can predict the future values 

based on those.  

 

 

 
Figure 18. Example of a dataset for an iteration round of the modeling process 

 
 
To gain insight into how predictions should approximately be, Figure 19 represents a 

heatmap showing the averages of beacon X’s volumes at different times. So, also the model’s 

predictions should somehow follow the same distribution of the volumes as to the figure.  
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Figure 19. Heatmap of average volumes of an example beacon 

 
Statistical modeling (Step 5) 

Now that the data gathering is done, the problem has been identified as a regression problem, 

the data is prepared for the modeling, and the variables are determined, it’s time for the ML 

modeling process. This process includes multiple ML algorithms, and the goal is to identify 

the best algorithm that produces the best model for the problem described. Once again, the 

modeling problem in this thesis is the prediction of traffic points in Helsinki city. Basically, 

this means that the data gathered from the Bluetooth beacons provide information about how 

many people have been around a specific location at a specific time. The modeling is done 

by predicting one beacon at a time and one weekday at a time. This means that the modeling 

is done as an iterative process:  

 

1. Beacon X is selected 

2. Day Y is selected 

3. Execute the algorithm with the data of beacon X on day Y (where beacon X is one 

of the 70 beacons, and the day Y is a weekday (Monday – Sunday)) 

4. Predictions for every hour of the day are identified through the ML model 
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5. Predictions are stored in a data structure 

6. Metrics are calculated and stored in a data structure 

 

This process is iterated until all the beacons are gone through. The final product is a 

dictionary data structure including all the predictions for every beacon, day, and time. The 

dictionary can be used for presenting the predictions in various ways, these are presented in 

subsection 4.2. To get the best model, the modeling is done with multiple ML algorithms 

and the best one is selected. Practically, the modeling process is repeated with each ML 

algorithm, various metrics are gathered, and the best performer is selected. The selection of 

the algorithm is done in step six. The selected algorithms are ML algorithms commonly used 

for the regression problems: 

 

- Polynomial regression 

- Support vector regression 

- Random forest regression 

- K-nearest neighbor regression 

- Decision tree regression 

 

Let’s go through the iterative modeling process in more detail. 

 

Step 1: Beacon X is selected 

As the model must be created for every beacon on every weekday, the process utilizes 

multiple loops throughout the process. The first loop goes through the beacons which are 

identified with the serial numbers of the beacons.  

 

Step 2: Day Y is selected 

The second loop inside the first one goes through all the weekdays. So, when the first loop 

is in the first round, it has the beacon X’s data. At the same time, the second loop narrows 

the data into a specific weekday. Now the selected data includes data of beacon X on the 

weekday Y, as presented in Figure 18. 
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Step 3: Execute the algorithm with the data of beacon X on day Y 

Now it’s time to use one of the algorithms which produce an ML model for the given data, 

so an algorithm Z is chosen. As defined in step three, the data is split into training and testing 

sets with a ratio of 80 to 20. Additionally, each modeling round and algorithm utilizes the k-

fold cross-validation, where the k is set to five. CV is used to find the best fit for each model 

by tuning the hyperparameters, furthermore, the CV is a great tool for preventing overfitted 

models. Each algorithm has its own hyperparameters which are tuned in the modeling 

process. Hyperparameters are listed in Table 4, which specifies the hyperparameter(s) that 

are optimized in the modeling process. Also, the possible values are listed, from which the 

CV process selects the best parameter(s). The CV is implemented with a grid search 

function. The grid search function tries all the parameter combinations and selects the one 

with the best score (Scikit-learn, 2022f). The hyperparameters are introduced below in more 

detail. Finally, the CV produces the best-fitted model which is used for the predictions. 

 
Table 4. Hyperparameters for the algorithms 

  Hyperparameter(s) 

Polynomial 

Regression 
degree : [1,…,25] 

Support Vector 

Regression 

gamma : [1, 0.1, 0.01, 0.001, 0.0001] 
C : [1, 10, 100, 1000] 

Random Forest 

Regression 

n_estimators : [100, 500, 700, 1000] 
max_depth : [None, 1, 2, 3] 

KNN Regression n_neighbors : [1,…,sampleSize-1] 

Decision Tree 

Regression 

max_leaf_nodes : [None, 2, 3, 4,  5, 10, 15] 
max_depth : [None, 2, 3,  5, 10, 15, 20] 

 

The polynomial regression algorithm fits a polynomial function based on the input values. 

The polynomial function can have different levels of degree which transforms the produced 

curve, for example, Figure 5 presents the second- and third-degree functions. By changing 

a degree of a function, it’s possible to find the best fitting polynomial function for the 
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provided dataset. In this thesis, the range for the degrees is set to [1,…,25], and the grid 

search function tries all the degrees, evaluates the results, and selects the best one.  

 

SVR algorithm has two hyperparameters that are optimized through the CV, these are 

gamma and C. Gamma reflects, how far a single training point has an influence. In practice, 

a high value of gamma usually leads to an overfitted model, and vice versa, a low value of 

gamma to an underfitted model. C hyperparameter, or a regularization parameter, influences 

the slack variables, as shown in equation ( 7 ). Practically, a high value of C tends to lead to 

an overfitted model and a low value of C to an underfitted model. 

 

The random forest regression algorithm predicts the values by creating multiple regression 

trees and calculates an average of those. In this thesis, there are two selected hyperparameters 

to be tuned: n_estimators and max_depth. Max_depth parameter reflects the depth of each 

tree, and the range for this parameter is set to [None, 1, 2, 3], where none means that the 

trees are grown until the leaves are pure. Further, the other parameter n_estimators reflects 

the number of trees produced, so when the range is set to [100, 500, 700, 1000], each number 

presents the number of trees to be built, and the final prediction is the average of those trees. 

So, in the equation ( 10 ) K is n_estimators and the depth of tree T(x) is max_depth. 

 

KNN regression predicts the values based on the values of the closest points (neighbors) of 

the predicted point, the algorithm calculates an average of the neighbors and sets the average 

as the value of the predicted point. In this thesis, the hyperparameter n_neighbors is tuned 

by setting the range of the parameter as [1,…,sampleSize-1]. The parameter n_neighbors 

reflects the number of neighbors used in the prediction, so in the equation ( 11 ) K is 

n_neighbors. 

 

Decision tree regression creates a regression tree and predicts the values based on the values 

of leaves. Here the tuned hyperparameters are max_leaf_nodes and max_depth. Like the 

random forest algorithm, the other parameter is max_depth which reflects the depth of the 

regression tree. In addition, the decision tree algorithm has the max_leaf_nodes parameter, 

which is used to defining the maximum number of leaves in the tree. 
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Step 4: Predictions for every hour of the day are identified through the ML model 

So, the model produced by the CV is used for predicting the hourly volumes of beacon X on 

weekday Y. Figure 21 represents the examples of models produced by the selected 

algorithms with the same input dataset. The figure shows how the algorithms fit a red curve 

by using the input values. The red curve is the prediction line which gives the predictions 

for each hour of the day. If y = F(x), where y is volume, x is hour, and F is the fitted model, 

then the predicted volume can be obtained by inserting each x value into the function F. 

 

Step 5: Predictions are stored in a data structure 

The final loop of the modeling process goes through every hour of the day. Each loop round 

inserts the x (hour) value into the function F and obtains the predicted volume for that time. 

Every prediction is stored in a data structure. Figure 20 represents a part of the dictionary 

data structure resulting from an iteration round. The first element “12343ABD” in the 

dictionary shows the beacon’s serial number, the next element “0” shows the weekday, and 

the rest of the elements (0-23) reflect the hours of the day. 

 

 
Figure 20. Part of the predictions dictionary data structure 
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Step 6: Metrics are calculated and stored in a data structure 

Performance metrics are gathered throughout the process by calculating five different scores 

for each iteration round. The metrics are stored in a data structure. Calculated metrics are 

R2, adjusted R2, RMSE, MAE, and EV. 

 
 
Results comparison (Step 6) 

Once the modeling is ready, mean, and median values are calculated for each metric. Mean 

and median values are needed as the modeling process calculates the metrics for each 

iteration round, i.e., model. The modeling process goes through X rounds based on the 

following equation ( 18 ): 

 

fi\DZR = ji\DS	iN	>KejiDR	 × 	ji\DS	iN	lKKmZe!R ( 18 ) 

 

where count of beacons is all the available beacons and count of weekdays is the fixed value 

of seven, as a week has seven days. Means and medians of the metrics for all the algorithms 

are listed in Table 5. Additionally, it presents the execution time of the modeling process, 

which shows how long it takes to go from data to a dictionary with predictions for all the 

beacons. 

 

The goal of this step is to identify the best performer out of all the algorithms. From Table 

5 the best performing algorithm can be identified. The best value for each metric is 

highlighted as bold text. It can be discovered that KNN regression algorithm has the best 

values for three out of six metrics. Therefore, the KNN regression algorithm is selected for 

the further demonstration (subsection 4.2) and evaluation (subsection 4.3). 
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Figure 21. ML models for beacon X on day Y produced by different algorithm
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Table 5. Performance metrics and execution times for the selected algorithms. Each cell presents mean (first 
value) and median (second value) of the metric. Best value for each metric is bold. 

  
R2 Adjusted 

R2 RMSE MAE EV Time 

Polynomial 
Regression 

0.707 / 
0.784 

0.702 / 
0.781 

647.965 / 
578.115 

443.639 / 
391.858 

0.714 / 
0.787 

1 min 21 
sec 

Support 
Vector 

Regression 

0.714 / 
0.782 

0.710 / 
0.780 

647.347 / 
549.831 

425.209 / 
377.636 

0.724 / 
0.787 

4 min 37 
sec 

Random 
Forest 

Regression 

0.719 / 
0.780 

0.716 / 
0.778 

638.045 / 
551.078 

432.736 / 
378.321 

0.726 / 
0.782 

> 2 hours 

KNN 
Regression 

0.723 / 
0.778 

0.719 / 
0.776 

642.908 / 
553.950 

438.647 / 
378.223 

0.727 / 
0.780 

3 min 55 
sec 

Decision 
Tree 

Regression 

0.715 / 
0.779 

0.711 / 
0.776 

642.542 / 
531.020 

438.398 / 
382.057 

0.721 / 
0.783 

1 min 13 
sec 

 

 

4.2 Demonstration 

The ML algorithm that produces the best model for traffic point prediction is determined in 

subsection 4.1. With the selected algorithm KNN regression, the hourly volumes around the 

beacons are predicted, and the data is store into a data structure. Now the prediction data is 

available for usage in different use cases. This chapter demonstrates two different 

approaches, how the prediction data could be utilized by presenting the data in a map. The 

first approach shows the data in a heatmap, and the second approach uses color-coded 

markers, that present the volume level for each beacon. Both approaches are developed with 

the Jupyter Notebook and the ipyleaflet Python library.  

 

Heatmap 

Heatmap is an effective way to visualize the beacon volumes in a map. The heatmap reflects 

the volumes with a color scale presented in Figure 22, where the lowest level of volume is 

blue and the highest is red. The color is determined with the following equation ( 19 ): 
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!"#"$ = !&#'($&)*+	-"#./*
0&1	-"#./*  ( 19 ) 

 

where the calibrated volume is the calibrated volume in a specific location (beacon), and 

max volume is the max volume of all the beacons. Figure 22 also shows the limit values for 

each color calculated through the equation. Of course, once the heatmap is zoomed in or out 

the colors transform based on the zoom scale, as the area scale increases or decreases, 

meaning that when the map is zoomed out it’s easier to get the max value (red), as the shown 

area includes more beacons.  

 

 
Figure 22. Heatmap color scale 

 

Figure 23 represents a heatmap that demonstrates the predicted volumes on Friday at 

different times. The heatmap can be used for gaining a fast understanding of traffic zones 

and times, but also where and when the specific locations are popular. In practice, it gives 

an overall picture of traffic points, but for a more accurate review, the color-coded markers 

could be a better option. 
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Figure 23. Example heatmap presenting the predicted volumes in Helsinki city on Friday at different times 

 

Markers 

The color-coded markers provide a more detailed overview of the volumes as it gives an 

opportunity to see the actual volumes. Basically, this approach presents all the beacons with 

markers on a map, with a color-coding of the markers, the user can have a quick insight of 

the volume at a specific location. If more details are needed, each marker has the 

functionality to show the actual numerical value of the prediction by clicking the marker. 

Table 6 shows the limit values for each color of markers by defining the limits of the 

predicted hourly volumes. 

 

Table 6. Marker's color-coding limit values of hourly volumes 

Color Volume in hour 

 volume < 1000 

 1000 ≤ volume < 5000 

 volume > 5000 

 

Figure 24 represents the predicted volumes at different times on Friday at different times, 

where each marker reflects a beacon, and the color of the marker gives rough information 

about the predicted volume based on the color-coding scale. By clicking a marker, it opens 
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a dark popup that shows the predicted volume in that location. This gives an opportunity to 

understand in more detail, how the volumes are changing, and how much the volume actually 

is in the specific location at a certain time.  

  

 
Figure 24. Example of a map presenting the predicted volumes in Helsinki city on Friday at different times 
with color-coded markers 

Controlling the map 

As the maps are developed in an interactive platform, the user has the possibility to 

interactively control the map. Two of the most important controls are presented next. First, 

as the goal is to predict traffic points, it requires an understanding of the volumes at different 

times. This is handled with sliders that give an ability to change the weekday and time 

(Figure 25) interactively. As the user changes one or both slider(s) the map changes its 

layers, including the markers and heatmap, to correspond the selected weekday and time. 

So, the sliders give an opportunity to, for example, examine how the traffic changes 

throughout a day in different locations.  

 

 
Figure 25. Weekday and time controls of the interactive map 
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As mentioned, the map has a couple of layers: the heatmap and the markers layer. Basically, 

the layer means that the heatmap or the markers are added to the base map, so they are not 

dependent on the map, rather they can be added or removed interactively when needed. For 

this purpose, there is a control that allows the user to select the shown layers (Figure 26). 

 

 
Figure 26. Layer selection control 

 

4.3 Evaluation 

One of the goals of the thesis is to find out how accurate the model produced by the selected 

ML algorithm is. The accuracy of an ML model can be measured with various quality 

metrics. As defined in subsection 4.1, the modeling process includes a step that calculates 

the quality metrics for each iteration round and stores the data into a data structure. The 

selection of the algorithm was made based on the mean and median values of the metrics 

because the modeling process consists of multiple models which each have a different score. 

By calculating the mean and median values, it’s possible to get an overall view of the 

modeling process and see how well the algorithm works. In this subsection, a more detailed 

evaluation of the quality metrics is performed. Table 7 presents the descriptive statistics for 

the quality metrics, including statistics of all the iteration rounds of the modeling process.  

 

R-squared, adjusted R-squared, and EV all produce similar values that are averagely around 

the value of 0.7. All these metrics have the same output range of zero to one, which reflects 

the correlation between the input variables of the ML model. The closer the metric is to the 

value of one, the higher the correlation between variables is. The correlation is calculated 

between the variables of the predicted value (56!) and the corresponding true value (5!), so 

the metrics show how well the produced ML model reflects the true values. Averagely these 

metrics have a value of 70 percent, which can be considered a good value, and so the 

predictions are  
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Table 7. Descriptive statistics of each evaluation metric 

 
R2 

Adjusted 

R2 
EV RMSE MAE 

N-

Neighbors 

Mean 0.723 0.719 0.727 642.908 438.647 26.302 

Std 0.212 0.217 0.199 403.122 280.375 19.468 

Min -0.994 -1.160 -0.227 39.568 23.5124 1 

25% 0.659 0.652 0.664 353.691 236.493 13 

50% 0.788 0.776 0.780 553.950 378.223 19 

75% 0.867 0.864 0.869 792.381 566.342 41 

Max 0.973 0.973 0.974 2410.370 1782.024 119 

 

giving a good estimation about the traffic points. Table 7 also provides other values than 

only the mean values. Because in this thesis the modeling process includes multiple models 

which each have their own score, it’s important to understand which kind of models are 

created, and how they affect the average score. For example, when exploring the R-squared 

score and its minimum and maximum values, the insight of the R-squared score can be 

understood. From Figure 27 the distribution of the R-squared score in the modeling process 

can be explored.  

 

 

Figure 27. Heatmap presenting the distribution of R-squared score throughout modeling process (horizontal 
line is a weekday, and vertical line a beacon) 
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The figure represents weekdays as the horizontal lines, beacons as the vertical lines (sensor 

serial numbers are omitted), and the color of a cell reflects the R-squared score of an iteration 

round. By examining the colors, the low and high scores can be identified. By visualizing an 

iteration round with a low score and an iteration round with a high score, the differences can 

be evaluated. Figure 28 represents a visualization of iteration rounds with low and high R-

squared scores. Inference from Figure 28 can be made, that the noisy dataset is clearly 

affecting the R-squared score, as the low-scored model does not have the possibility to 

generalize the data, because of inconsistent input values with a lot of noise. The possible 

reason for the noisy data is that the beacon is in a place where the volumes vary a lot, so it 

can be, for example, a place that is rarely visited. 

 

 
Figure 28. Comparison of low R-squared score (left) and high R-squared score (right) 

 

Respectively, RMSE and MAE metrics have a similar size range of scores, as Table 7 

represents. These metrics can have a score from zero to infinity, but unlike the R-squared 

score, these scores are better when they are closer to zero, as zero is the best possible score. 

Because these metrics’ scores rely on the scale of the data, and the data used in the modeling 

process has also high values, the scores of these metrics should be proportioned to the scale 

of the data.  
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4.4 Communication 

DSRM gives a base for this thesis paper, so the process is communicated through this paper. 

First, two steps are covered in chapter one by defining the research questions and motivations 

of the thesis. Before the design and development phase, the theory base is created in chapter 

two by introducing the main concepts of the thesis. Activities three, four, and five are 

covered in chapter four, where various ML algorithms are tested and evaluated, and one of 

the algorithms is selected for a further demonstration and evaluation.  
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5 DISCUSSION 

Identification of the traffic points can be used in various sectors including, for example, 

urban city planning, and traffic congestion handling. The traffic points can be identified by 

predicting traffic volumes from the historical data with ML algorithms. The aim of the thesis 

was to find an ML algorithm that can produce accurate predictions of traffic points with 

traffic volume data gathered with Bluetooth beacons. Three research questions are set to be 

answered: 

 

RQ-1: How movement data can be used to predict traffic points? 

RQ-2: Which machine learning algorithm is the most optimal? 

RQ-3: How accurate the model is? 

 

The study showed that the difference between different ML algorithms’ accuracy is 

insignificant. The results also indicated that the accuracy of the predictions is sufficient, as 

the average correlation between the variables was over 70 percent. However, it was also 

discovered that, if the location of the beacon is rarely visited, the prediction accuracy suffers 

a lot, as the gathered data is too noisy.  

 

5.1 Answering the research questions by interpreting the results 

RQ-1: How can movement data be used to predict traffic points? 

The study showed promising results in the usability of machine learning as a prediction 

model for traffic prediction, as Zeroual et al. (2021) and Navarro-Espinoza et al. (2022) 

presented in their studies. This thesis showed that the traffic can be predicted from the 

perspective of all the movers instead of only considering the vehicles. This gives an ability 

to use the predictions in a larger scale of use cases, as it’s not only focusing on traffic 

congestion on the highways. Additionally, this thesis provided an alternative approach for 

gathering the data by utilizing the movement data (traffic volumes) gathered with the 

Bluetooth beacons.  
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The demonstration of the predicted traffic volumes showed a couple of ways how the 

movement data can be eventually used in predicting the traffic points. The thesis showed 

that the predicted traffic volumes can be presented by utilizing a map and its layers. By 

exploring the produced map views (Figure 23 and Figure 24), the traffic points can be easily 

discovered. The map views give the user the ability to get an efficient overview of the traffic 

flow by changing the time interactively and discovering the changes in the map. Traffic point 

identification is an effective way for traffic congestion management and urban planning.  

 

RQ-2: Which machine learning algorithm is the most optimal? 

This thesis utilized five commonly used ML regression algorithms for solving the modeling 

process. The modeling process was executed separately with each algorithm and common 

evaluation metrics were calculated for the algorithms. With the calculated metrics, the 

algorithms were compared. Respectively, all the presented related works compare various 

ML algorithms, additionally, Navarro-Espinoza et al. and Bratsas et al. (2019) included deep 

learning algorithms in their modeling processes. The results with Navarro-Espinoza et al. 

(2022) correlate in a way that the difference between the accuracy of the algorithms is 

insignificant, whereas Zeroual et al. (2021) and Bratsas et al. (2019) found differences 

between the selected algorithms. However, the differences found by Bratsas et al. (2019) 

were detected in different scenarios, this happened also in this thesis as introduced below. 

Each study had at least one related algorithm selected with this thesis, either SVR, random 

forest regression or both were used in each study. Even though the performance of the 

algorithms in this thesis doesn’t differ significantly, the KNN regression was selected for 

further demonstration and evaluation. The KNN regression had the best values of R-squared, 

adjusted R-squared, and EV, so it had most of the best-performing metrics. 

 

RQ-3: How accurate the model is? 

The selected algorithm KNN regression was further evaluated. The result indicated that the 

model is sufficient to make conclusions about the traffic points in Helsinki. The model 

correlated with true values with 70 percent of accuracy. As the aim was to predict traffic 

points, meaning that the predictions don’t have to be precisely correct, the accuracy is good. 

Also, it must be recognized that the calculated metrics were calculated from multiple 

beacons, so, for example, the mean values of all the beacons were calculated. So, the metrics 

give an overview of the accuracy, but not the precise accuracy of each beacon. By further 
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evaluating the R-squared, it was explored that there are models with almost perfect scores 

and models with negative scores, meaning that the model doesn’t reflect the true data. From 

Figure 28 the models with low and high scores can be seen. It was presented that the low 

scores are caused by noises in the data and the noises are caused by anomalies in the data. It 

must be noted that, even though the score is showing that the model is not correlating with 

the true values, the metrics aren’t always right. When further analyzing the case of Figure 

28, the model is not performing as badly as the metric shows. The low score is caused by the 

noises of the data, but in this context, the noises are caused because of rarely visited 

locations. So, keeping this in mind the produced model is showing that the location has 

usually a low rate of visitors. 

 

5.2 Limitations and future work 

Even though the produced model provides sufficient predictions, there are limitations that 

affect the generalizability of the predicted values. First, the modeling process uses historical 

data including traffic volumes from multiple past months. One challenge in predicting the 

traffic points is the anomalies in the used data. These anomalies consist of, for instance, 

different types of special occasions, like holidays which distort the generalizability of the 

model by creating noises in the dataset. Correspondingly, this issue rises in situations, where 

the beacon’s location is rarely visited, as mentioned above. The provided model does not 

consider any special occasions or anomalies in the data. Secondly, the model does not 

specify (categorize) the type of the detected device, so the model predicts a total volume in 

a specific location, but it can’t provide any information about the type of the traffic. These 

limitations are kept out of the thesis purposely so that the scope of the thesis would not 

increase too wide.  

 

The promising result of the research gives a good base for post-research. As mentioned 

above, the model doesn’t handle any noises in the dataset, so there are multiple beacons that 

have very noisy data which provides insufficient predictions. This is a clear section, where 

further research could be made. Respectively, special occasions could be included in the 

model, which would provide a more accurate model. As the proposed model is now 

predicting the volumes per hour, a further model could be developed, where the timescale 

could be changed, for example, to minutes. Finally, a whole new research approach could 
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be taken by studying the types of devices, so that they could be categorized. This could be 

integrated into the prediction model so that the predictions would be more insightful.  
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6 CONCLUSION 

This thesis aimed to identify how the movement data (traffic volumes), provided by 

Bluetooth beacons, can be used for predicting traffic points by utilizing the most optimal and 

accurate ML algorithm. Based on the findings the difference between the accuracy of the 

ML algorithms is not significant, but finally, the KNN regression algorithm was selected. 

With the algorithm, the model for predicting the traffic volumes was developed. By 

demonstrating the predicted volumes with a couple of approaches, the traffic points in 

Helsinki city could be identified. The developed model produced sufficient accuracy with 

various evaluation metrics which shows that the model is usable for the prediction problem. 

 

The developed prediction model presents the predicted traffic volumes in different locations 

around the city of Helsinki. The presented model can be utilized in the decision-making of, 

for instance, traffic congestion management and urban city planning. Additionally, this 

thesis showed that the Bluetooth beacons with ML are an efficient combination for this kind 

of prediction problem and suggested that the KNN regression algorithm can be used for the 

modeling process. 

 

The thesis came to the same conclusion as Navarro-Espinoza et al. (2022) where it was 

concluded that the differences in accuracy of the algorithms are insignificant. On the other 

hand, Bratsas et al. (2019) showed how the algorithms differ in different scenarios. Each 

related work had at least one same algorithm as this thesis in their comparison, however 

differencing from other works this thesis used the KNN regression model which eventually 

turned out to be the best performing algorithm. Additionally, this thesis presented a real 

demonstration of how the predicted values can be presented in a way that they can be utilized 

in decision-making. 

 

This thesis gives a great base for post-research. The thesis had multiple limitations which 

were kept out and could be further researched. For example, handling the noisy data in the 

modeling process could be studied by exploring how they can be noted and how it affects 

accuracy. Also, the model could be further developed in a way where the timescale is 
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different to get more insights into how the traffic flow is changing. This could be done, for 

example, by developing a model with a timescale of minutes instead of hours. 
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Appendix 1. JSON response for a wider time period 

{ 

    "time": "2022-01-01T06:00:00+0200", 

    "sensorSerial": "1234567", 

    "hourlyVolume": 299, 

    "hourlyRawVolume": 59, 

    "hourlyCalibratedVolume": 299, 

    "hourlyCount": 172, 

    "hourlyRawCount": 34, 

    "hourlyCalibratedCount": 172, 

    "confidence": 19, 

    "hourlyVolumeAveragePerMinute": 0, 

    "hourlyVolumeMaximumPerMinute": 13, 

    "hourlyVolumeMinimumPerMinute": 1, 

    "hourlyStayAverage": 7.08, 

    "hourlyStayMaximum": 116, 

    "hourlyStayMinimum": 0, 

    "hourlyStayMedian": 27.5, 

    "hourlyStayVariance": 1183.36, 

    "hourlyStayStandardDeviation": 34.4, 

    "hourlyStayCount": { 

        "<= 1s": 6, 

        "2-10s": 7, 

        "11-30s": 4, 

        "31-60s": 7, 

        "61-120s": 10, 

        "121-300s": 0, 

        "301-600s": 0, 

        "601-900s": 0, 

        ">= 901s": 0, 

        "totalCount": 34 

    } 



 

}, 

{ 

    "time": "2022-01-01T07:00:00+0200", 

    "sensorSerial": "1234567", 

    "hourlyVolume": 180, 

    "hourlyRawVolume": 180, 

    "hourlyCalibratedVolume": 180, 

    "hourlyCount": 91, 

    "hourlyRawCount": 91, 

    "hourlyCalibratedCount": 91, 

    "confidence": 100, 

    "hourlyVolumeAveragePerMinute": 3, 

    "hourlyVolumeMaximumPerMinute": 9, 

    "hourlyVolumeMinimumPerMinute": 1, 

    "hourlyStayAverage": 22.4, 

    "hourlyStayMaximum": 289, 

    "hourlyStayMinimum": 0, 

    "hourlyStayMedian": 3, 

    "hourlyStayVariance": 2269.89, 

    "hourlyStayStandardDeviation": 47.64, 

    "hourlyStayCount": { 

        "<= 1s": 44, 

        "2-10s": 16, 

        "11-30s": 12, 

        "31-60s": 7, 

        "61-120s": 9, 

        "121-300s": 3, 

        "301-600s": 0, 

        "601-900s": 0, 

        ">= 901s": 0, 

        "totalCount": 91 

    } 

}, 



 

{ 

    "time": "2022-01-01T08:00:00+0200", 

    "sensorSerial": "1234567", 

    "hourlyVolume": 161, 

    "hourlyRawVolume": 161, 

    "hourlyCalibratedVolume": 161, 

    "hourlyCount": 84, 

    "hourlyRawCount": 84, 

    "hourlyCalibratedCount": 84, 

    "confidence": 100, 

    "hourlyVolumeAveragePerMinute": 2, 

    "hourlyVolumeMaximumPerMinute": 11, 

    "hourlyVolumeMinimumPerMinute": 0, 

    "hourlyStayAverage": 102.63, 

    "hourlyStayMaximum": 6936, 

    "hourlyStayMinimum": 0, 

    "hourlyStayMedian": 2.5, 

    "hourlyStayVariance": 571133.25, 

    "hourlyStayStandardDeviation": 755.73, 

    "hourlyStayCount": { 

        "<= 1s": 37, 

        "2-10s": 23, 

        "11-30s": 7, 

        "31-60s": 7, 

        "61-120s": 5, 

        "121-300s": 4, 

        "301-600s": 0, 

        "601-900s": 0, 

        ">= 901s": 1, 

        "totalCount": 84 

    } 

}, 

{ 



 

    "time": "2022-01-01T09:00:00+0200", 

    "sensorSerial": "1234567", 

    "hourlyVolume": 321, 

    "hourlyRawVolume": 321, 

    "hourlyCalibratedVolume": 321, 

    "hourlyCount": 130, 

    "hourlyRawCount": 130, 

    "hourlyCalibratedCount": 130, 

    "confidence": 100, 

    "hourlyVolumeAveragePerMinute": 5, 

    "hourlyVolumeMaximumPerMinute": 17, 

    "hourlyVolumeMinimumPerMinute": 1, 

    "hourlyStayAverage": 45.54, 

    "hourlyStayMaximum": 291, 

    "hourlyStayMinimum": 0, 

    "hourlyStayMedian": 23.5, 

    "hourlyStayVariance": 3623.6, 

    "hourlyStayStandardDeviation": 60.2, 

    "hourlyStayCount": { 

        "<= 1s": 36, 

        "2-10s": 15, 

        "11-30s": 18, 

        "31-60s": 29, 

        "61-120s": 16, 

        "121-300s": 16, 

        "301-600s": 0, 

        "601-900s": 0, 

        ">= 901s": 0, 

        "totalCount": 130 

    } 

}, 

{ 

    "time": "2022-01-01T10:00:00+0200", 



 

    "sensorSerial": "1234567", 

    "hourlyVolume": 868, 

    "hourlyRawVolume": 868, 

    "hourlyCalibratedVolume": 868, 

    "hourlyCount": 411, 

    "hourlyRawCount": 411, 

    "hourlyCalibratedCount": 411, 

    "confidence": 100, 

    "hourlyVolumeAveragePerMinute": 14, 

    "hourlyVolumeMaximumPerMinute": 35, 

    "hourlyVolumeMinimumPerMinute": 3, 

    "hourlyStayAverage": 59.69, 

    "hourlyStayMaximum": 790, 

    "hourlyStayMinimum": 0, 

    "hourlyStayMedian": 21, 

    "hourlyStayVariance": 8509.37, 

    "hourlyStayStandardDeviation": 92.25, 

    "hourlyStayCount": { 

        "<= 1s": 122, 

        "2-10s": 48, 

        "11-30s": 60, 

        "31-60s": 50, 

        "61-120s": 57, 

        "121-300s": 64, 

        "301-600s": 8, 

        "601-900s": 2, 

        ">= 901s": 0, 

        "totalCount": 411 

    } 

}, 

{ 

    "time": "2022-01-01T11:00:00+0200", 

    "sensorSerial": "1234567", 



 

    "hourlyVolume": 1923, 

    "hourlyRawVolume": 1924, 

    "hourlyCalibratedVolume": 1923, 

    "hourlyCount": 775, 

    "hourlyRawCount": 775, 

    "hourlyCalibratedCount": 775, 

    "confidence": 100, 

    "hourlyVolumeAveragePerMinute": 32, 

    "hourlyVolumeMaximumPerMinute": 75, 

    "hourlyVolumeMinimumPerMinute": 7, 

    "hourlyStayAverage": 74.14, 

    "hourlyStayMaximum": 645, 

    "hourlyStayMinimum": 0, 

    "hourlyStayMedian": 39, 

    "hourlyStayVariance": 9783.84, 

    "hourlyStayStandardDeviation": 98.91, 

    "hourlyStayCount": { 

        "<= 1s": 202, 

        "2-10s": 79, 

        "11-30s": 73, 

        "31-60s": 127, 

        "61-120s": 120, 

        "121-300s": 137, 

        "301-600s": 36, 

        "601-900s": 1, 

        ">= 901s": 0, 

        "totalCount": 775 

    } 

}, 

{ 

    "time": "2022-01-01T12:00:00+0200", 

    "sensorSerial": "1234567", 

    "hourlyVolume": 3811, 



 

    "hourlyRawVolume": 3584, 

    "hourlyCalibratedVolume": 3811, 

    "hourlyCount": 1710, 

    "hourlyRawCount": 1608, 

    "hourlyCalibratedCount": 1710, 

    "confidence": 94, 

    "hourlyVolumeAveragePerMinute": 59, 

    "hourlyVolumeMaximumPerMinute": 130, 

    "hourlyVolumeMinimumPerMinute": 22, 

    "hourlyStayAverage": 66.92, 

    "hourlyStayMaximum": 869, 

    "hourlyStayMinimum": 0, 

    "hourlyStayMedian": 31.5, 

    "hourlyStayVariance": 10374.75, 

    "hourlyStayStandardDeviation": 101.86, 

    "hourlyStayCount": { 

        "<= 1s": 442, 

        "2-10s": 170, 

        "11-30s": 184, 

        "31-60s": 194, 

        "61-120s": 268, 

        "121-300s": 292, 

        "301-600s": 51, 

        "601-900s": 7, 

        ">= 901s": 0, 

        "totalCount": 1608 

    } 

 

 

 


