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Process optimisation in the sawmill industry is, as in other major industries, an ongoing
endeavour that aims to derive maximum benefit from advancements in measurement
technology and process control. Raw material undergoes a significant transformation
during the sawing process. Therefore, different imaging and processing techniques are
required at different stages of production. The challenging tasks of virtual sawing and
timber tracing can be solved by bridging this gap between the stages. Virtual sawing is
used to predict various properties of the sawing output before sawing the log, potentially
allowing for the optimisation of sawing parameters. Timber tracing refers to the problem
of tracing the origin of a board to the log it was sawn from. This information can be
used to avoid faulty products at an earlier production step or to ensure the legality and
sustainability of the product origin.

This study focuses on the development of a novel, unified framework for the solution of
both the virtual sawing and timber tracing tasks using point clouds of logs and images of
boards. A method for the conversion of raw log point clouds into a concise and informative
2D heightmap of the log’s surface is proposed. The virtual sawing task is resolved by
using a novel fuzzy volumetric model for the internal knot distribution created based on
log heightmaps. The results of the virtual sawing are used to approximate knot locations
on the resulting boards. Generative adversarial models are used to create photorealistic
prediction of the visual appearance of boards. An extension of the volumetric model with
annual rings is proposed in order to simulate the fibre patterns on the virtual boards.
A solution for the timber tracing problem based on the longitudinal distribution of knot
clusters is proposed and evaluated. The method uses encoder-decoder convolutional
networks to transform log heightmaps and board images into the modality representing
knot cluster locations.

This study uses data collected from a real sawmill environment to develop and evaluate
novel methods for virtual sawing and timber tracing. The data is collected using laser
range scanners for logs and digital cameras for boards. The experimental results are pro-
vided and discussed. The results indicate that even though only the surface information
is used, enough information can be extracted to make an estimate of the log’s internal



structure. A comparison of the predicted virtual boards with the real ones is presented.
The evaluation results of the proposed timber tracing method are discussed. The re-
sults suggest that the method is more suitable for low-quality logs. However, accuracy
can be improved by using additional information, such as log and board sizes. Overall,
the accuracy of the knot location prediction is limited, since only surface information is
used. In the future, additional data can be used to improve the methods based on deep
learning. The algorithm can also be potentially augmented with information from other
sensors and extended to solve more tasks, such as sawing angle optimisation.

Keywords: machine vision, 3D reconstruction, image processing, sawmilling, computer
vision, neural networks
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Symbols and abbreviations

θ angle around the log’s circumference

ρ distance to the centreline

ρmax the maximum distance from the surface to the centreline

a a scalar

a a vector

A a matrix

AP average precision

AR average recall

cov(X,Y ) covariance of X and Y

D tree growth term

Df frequency term

Dk knot fibre distortions term

Epoint point energy

f the heightmap function

F1 F1-score

fmean mean value of f

FN False Negative

FP False Positive

f̄ vectorized heightmap

Gx linear operator for the computation of a gradient with respect to x

gσ Gaussian filter with standard deviation σ

I virtual board intensity function

Ik knot intensity

IoU intersection over union

Ir annual ring intensity

JW(x, y) weighted Jaccard similarity between x and y

l position along the length of a log

lmax maximum log length

MAD median absolute deviation

P precision

R recall

R(X,Y ) Pearson correlation coefficient between X and Y

rank(X) ranking of X



RS(X,Y ) Spearman correlation coefficient between X and Y

rsurface maximum radius of a knot on a surface of a log

S(r, v) similarity between real board r and virtual board v

TP true positive

var(X) variance of X

ZH vertical distance between the knot location on the surface and its
starting point

1D one-dimensional

2D two-dimensional

3D three-dimensional

ANN artificial neural network

CEGAN consistent embedded generative adversarial network

CNN convolutional neural network

CT computed tomography

DBSCAN density-based spatial clustering of applications with noise

FPN feature pyramid network

GAN generative adversarial network

LoG Laplacian of Gaussian

MLP multilayer perceptron

MRI magnetic resonance imaging

PCA principal component analysis

R-CNN region-based convolutional neural network

RBF radial basis function

RFID radio frequency identification

RGB red-green-blue

SIFT scale-invariant feature transform

SOM self-organizing map

SURF speeded up robust features

VAE variational autoencoders
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Chapter I

Introduction

1.1 Background

Most industrial processes are complex, involving many steps and decisions, and the
sawmilling process is no exception. Most modern sawmills are equipped with a vari-
ety of different sensors that could be utilised to extract additional information that can
inform the choice of the parameters involved in the process. However, the data produced
by the sensors requires specialised algorithms for properly interpreting it in order to use
it for solving a specific task. Moreover, the interpretation depends on the specific task
and the type of sensor. Consequently, the tasks solved by using sensor information are
quite localised in the context of the whole sawmilling process.

Defect segmentation is an example problem that is typically solved by utilising red-green-
blue (RGB) cameras and methods based on visual information [25,51,74,76,86,108,110,
111], providing a reliable and fast solution using widely available sensors. Virtual sawing,
on the other hand, is a much more complicated task. The goal of virtual sawing is to
predict the outcome of the sawing based on the input log and sawing parameters. This
information can be used to optimise the sawing parameters in order to maximise yield and
profit [16,69,96,115], which would greatly improve the efficiency of the whole industrial
process. However, such a method requires non-invasive extraction of information about
the internal structure of a log. This can be accomplished, for example, with the help of
computed tomography (CT) scanners [6,8,49,66], but CT scanners are difficult to utilise
in an online industrial setting. Laser range scanners, on the other hand, allow for easier
integration due to their speed and relative cheapness, with the main limitation being
that they can only collect surface information.

Timber tracing is another challenging problem in the sawmill industry. The transfor-
mation from raw log into board involves many different steps and a radical change in
the material’s appearance, with the most transformative step being the sawing itself.
The goal of timber tracing is to trace the origin of the product back to the source ma-
terial. Tracing the material through the whole process is of great interest as it would
allow various improvements for the sawmill process, such as better process control, the

13



14 1. Introduction

optimisation of sawing, the prediction of the end-product quality in early stages of the
process, and more accurate grading of the final product using sensor fusion. Other bene-
fits include ensuring the legality and sustainability of the product origin [22] and avoiding
faulty products at an earlier production step [53]. A number of solutions exist for log-
to-log [17, 106], and board-to-board [38, 85, 94] matching. However, tracing boards back
to the original log remains largely unsolved. A log can be scanned using laser range
scanners or X-ray CT scanners, and boards are generally imaged using digital cameras,
producing information about the same physical object, but in different modalities, which
complicates the task of matching them together.

1.2 Objectives

The goal of this work is to efficiently utilise the sensors available in the sawmill envi-
ronment, mainly laser range scanners for logs and RGB images of boards, to improve
the efficiency of the sawing process. Two main areas of interest are virtual sawing and
timber tracing.

Thus, the objectives are the development of:

1. a unified framework for the processing of the point clouds of logs for the subsequent
use in the sawmill.

2. a non-invasive virtual sawing method based on fuzzy volumetric modelling of in-
ternal knot distribution using point clouds of logs.

3. a timber tracing method utilising point clouds of logs and images of boards.

It should be noted that the scope of the current work includes only the initial process-
ing of the log point clouds with the goals of virtual sawing and timber tracing. The
next processing steps, including sawing angle optimisation and yield estimation, are not
considered, as they require the data unavailable at the time of the research.

1.3 Contributions

A novel framework for the utilisation of log point clouds in the context of sawmilling
process optimisation is developed. The schematic diagram of the proposed pipeline is
presented in Fig. 1.1. The foundation of the proposed approach lies in the conversion
of the raw three-dimensional (3D) point cloud of a log into a more informative two-
dimensional (2D) representation of a log’s surface called a heightmap. The applications
of the heightmaps to the problems of virtual sawing and timber tracing are studied.
Virtual sawing is solved by constructing a novel fuzzy volumetric model of the knot
distribution inside a log based on knot morphology, which can be sampled to produce
virtual boards with predicted knot locations. Moreover, the proposed virtual sawing
pipeline is extended to create photorealistic predictions of a board’s appearance using
generative models and to estimate the fibre patterns using annual ring modelling. It
is shown that longitudinal distribution of knot clusters is a suitable feature for solving
the timber tracing task. A method for the detection and extraction of cluster locations
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using a deep encoder-decoder network is proposed and evaluated for the problem of
timber tracing. Most of the relevant research work has been published in [5, 140, 141].
The author has prepared a literature review, developed and implemented the methods,
conducted the experiments, analysed the results and was the main writer of all articles,
except for [5], where the author was responsible for the modifications of the original
virtual sawing pipeline and supervision of the research and method development.

Figure 1.1: The schematic representation of the proposed framework.

The main contributions can be summarised as follows:

1. Collection of the laser range scanner data of logs and RGB images of boards in a
real sawmill environment for verification of the proposed methods.

2. Development of the efficient 2D representation of a log’s surface based on its point
cloud.

3. Creation of a fuzzy volumetric model of knot distribution inside a log using the
surface information provided by laser range scanners for the virtual sawing.

4. Extension of a virtual sawing model with generative models in order to produce
photorealistic results.

5. Complementing the volumetric log model with annual rings and generation of vir-
tual boards with realistic fibre patterns.

6. Development of a timber tracing method using point clouds of logs and RGB images
of boards based on the longitudinal distribution of knot clusters.
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1.4 Structure of the thesis

The rest of the thesis is structured as follows: Chapter 2 describes the general structure
of the sawmill and introduces possible ways to optimise the industrial process.

A brief literature review of the multimodal translation and deep learning is given in
Chapter 3.

In Chapter 4, an overview of the collected datasets is provided.

A description of the proposed method for the conversion of raw 3D point cloud data of a
log into a concise 2D representation of its surface is given in Chapter 5. Three different
approaches for this task are presented and discussed.

Chapter 6 contains a description of a proposed virtual sawing pipeline. First, a method
for the creation of a volumetric log model of internal knot distribution based on the
log surface information is described along with the relevant experiments in Section 6.1.
Next, the extensions for the generation of a photorealistic virtual boards and annual ring
modelling are presented in Section 6.2 and Section 6.3 respectively.

Chapter 7 is dedicated to the timber tracing. A proposed method, experiments and
results are described.

Chapter 8 concludes the thesis with the discussion of the results, major issues and limi-
tations together with the possible directions of future research.



Chapter II

The sawmill industry

2.1 Structure of a sawmill

Finland is the most forested country in Europe [12] with about 80% of its area covered
in forests [13]. Consequently, it comes as no surprise that the forest industry is one
of the most important cornerstones of the Finnish economy: about 20% of Finland’s
commodities export revenue for 2017 was generated from the forest industry [71].

The forest industry can be divided into mechanical and chemical industries. The chemical
forest industry produces paper and pulp. The mechanical forest industry deals with
timber production, which is the main focus of this research. Raw wood material, i.e.
felled trees cut into logs, are brought to a sawmill, where they undergo a number of
steps to be transformed into lumber. The lumber can be used in other mechanical forest
industries, such as the production of plywood, chipboard, fibreboard and other wood
construction products [3]. The main processing steps on a sawmill are schematically
represented in Fig. 2.1. Even though the exact implementation of those steps might
differ, the overall pipeline largely stays the same.

First, the logs are measured, graded and sorted based on species, dimensions and other
relevant properties [97]. Efficient log sorting simplifies sawing optimisation and results
in an overall faster sawing process. Also, the logs are debarked, i.e. the bark is mechan-
ically removed from them. This step not only helps avoid excessive wear and damage
to the sawmill equipment, it also allows for a more reliable estimation of the material
quality [34].

The sawing is arguably the most important step, as both the efficient utilisation of
material and the quality of the end product depend on the choice of the sawing pattern. In
addition, whole sawmill process is strongly affected by order backlog and the availability
of raw material. Even though it is possible to use the by-products of the sawing process
to generate energy or manufacture other products [72], it is still desirable to minimise
the volume of waste. The boards sawn from the outer parts of a log can have a rounded
waning edge. Those boards are called the side yield, while the logs closer to the centre

17



18 2. The sawmill industry

Debarking, measurement, grading and sorting 

SawingMeasurement, grading and green sorting

Wooden log

Green timber

Drying Measurement, trimming and grading

Dry timber

Figure 2.1: The main steps of a modern sawmill pipeline. The end product can
be either green or dry timber.

of a log are sawn to have a strict rectangular shape and are called the main yield. Log
size and shape, the type of wood, condition of the wood, the proportion of heartwood
to sapwood, intended use (structural or decorative), and also customer requirements for
the thicknesses and widths of the boards all affect the choice of the sawing pattern [10].
For example, all logs can be divided into softwood and hardwood categories, and each of
them requires a different sawing approach [10]. Hardwood usually comes from deciduous
trees, i.e. trees that lose their leaves annually. Softwood, on the other hand, comes from
conifer, i.e. evergreen, trees.

If the timber is not sold green, i.e. containing free water, the sawn boards additionally
undergo a drying procedure [34]. Among the possible advantages of dried timber is
improved strength, better stability in size and shape, and reduced weight [10]. The
drying can be natural (air drying), artificial (kiln drying), or a combination of both (e.g.
air drying followed by kiln drying) [10].

After the sawing and, optionally, the drying, the boards are graded based on the quan-
tity, placement, size and type of defects. Defects in general can be divided into three
categories:

1. natural defects
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2. defects generated by drying

3. machining defects.

Defects resulting from drying include checking, splitting and distortion. In order to
increase the quality of a board, it is also trimmed after grading to get rid of the edge
defects. Mechanical defects result from excessive pressure from the mechanical processing
machines. Natural defects, also called knots, are the places where branches that used
to grow inside the log appear. They appear as darker elliptical spots on the resulting
boards.

In modern sawmills, the grading itself is mostly performed using automatic or semi-
automatic methods, which allow bulk production with predictable results and show bet-
ter results than manual approaches most of the time [70]. Even though methods that
specialise in the detection of mechanical defects [102] exist, most work in that area is
focused on the detection of knots. The most common way of detecting defects is to use
visual information, such as RGB images of board faces [25, 51, 74, 76, 86, 108, 110, 111].
However, the task of defect detection is quite difficult, as the texture and appearance
of wood varies significantly, even for boards sawn from the same log. In order to solve
this issue, methods based on unsupervised clustering via self-organizing maps (SOMs)
are proposed in [74, 76, 111]. Nowadays, most recent methods are based on deep learn-
ing [25,86,108]. RGB imaging is not the only way to detect board defects. For example,
laser scanning [125] or ultrasound scanners [105] can also be used to detect knots.

2.2 Raw material tracking

Tracking material is challenging in a typical sawmill environment where the raw material
does not go through a straightforward process pipeline. In the multiple process stages,
the material is stored in warehouses or storage areas without record keeping of individual
items. This happens, for example, after the log measurements and during drying. Track-
ing of the material becomes even more difficult due to the various transformations the
raw material goes through during debarking of the logs and sawing. Tracking individual
items by using invasive techniques such as labels or tags have been proposed [22]. How-
ever, they are too expensive to be used on a large scale, are easily damaged or corrupted
during processing, and do not typically provide the means to track every board obtained
from a single labelled log.

Various solutions for tracing timber in sawmills have been proposed. Most of the solutions
focus either on the re-identification of logs before sawing (log-to-log matching) or on
matching boards before and after drying (board-to-board matching). All types of timber
tracing methods are illustrated in Fig. 2.2. The methods include cross-section images of
the log ends [106], laser scans and radio frequency identification (RFID) tags for logs [17],
and image-based matching for boards [38,85,94]. While the existing solutions provide a
high tracing accuracy for the beginning and the end of the sawmill process, extending the
tracing to cover the actual sawing (board-to-log matching) remains a challenge due to
the following obvious reasons: 1) the material goes through a remarkable transformation
and 2) the imaging modalities are different.
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Debarking, 

sorting
Sawing

Drying, 

trimming, 

storing 

Log-to-log matching Board-to-board matching

Board-to-log matching

Figure 2.2: A schematic representation of different types of raw material tracking
in the sawmill environment.

In [26], a method was proposed where knot clusters, or whorls, visible in X-ray scans of
logs were matched with knots detected from boards. The presented preliminary results
were promising. This approach, however, relies heavily on the performance of the knot
detectors. Moreover, it requires an expensive X-ray scanner in front of the saw.

2.3 Sawing optimisation

Sawmill profitability depends on efficient raw material utilisation, as raw material ex-
penses are normally about 60–70% of total costs [45]. Furthermore, the potential gain
from more efficient board production reduces wood waste and leads to a decline in the
volume of excess logging and the development of sustainable forestry. Therefore, the
optimisation of sawing parameters is essential in terms of rational forest resource man-
agement and revenues of the sawmill companies.

The main sawing parameters to be optimised are the sawing pattern (dimensions of
the boards) and the sawing angle (rotation angle around the longitudinal axis). An
example of a sawing pattern is presented in Fig. 2.3. Typically, sawing parameters are
not optimised based on the internal structure of logs but selected beforehand using the
log’s external properties, such as diameter and shape, or high level features, such as the
total amount of knot clusters. However, the location and sizes of the internal defects
strongly impact the end-product quality as they decrease the local strength of the sawn
products. The most crucial internal defect is a knot making it beneficial to predict and
control the knot locations on the resulting boards. Earlier studies on the topic have shown
the increase in profit and yield through sawing parameter optimisation [16,69,96,115].

The main raw timber feature affecting the quality of the end product is the distribution of
knots inside the log. Since the whole log is used in sawmilling operations, it is impossible
to fully avoid knots. However, it is desirable to control where the knots appear in the
resulting boards. Ideally, the knots should be on either of the faces, while knots on
the edges of the board, especially arris knots, should be avoided as they compromise
structural integrity.
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Figure 2.3: An example of a sawing pattern.

2.3.1 External defect segmentation using laser scanners

Laser scanners have become common tools in the modern forest products industry. Laser
scanners are found in a variety of forest industry applications, such as airborne laser
scanning for forest inventory assessment, laser scanning for the acquisition of information
about tree attributes, and in sawmill production processes, laser scanning to determine
log attributes [54, 89, 90, 119–124]. An important application of laser scanners is the
external defect segmentation of trees.

A series of works by Thomas et al. [119–122] focus on the development of a method for
the automated detection of external defects on hardwood logs with bark. The general
idea is to fit circles to each cross-section of a log, and then to use distances of points
to the circles to generate a 2D surface map where coordinate axes correspond to the
angle around the log and a position along the length of the log. Essentially a cylindrical
coordinate system is applied. Areas with significant rises or depressions are classified as
defects. The laser data is, however, susceptible to noise and often contain a substantial
number of outliers. Outliers typically hide the true points, further complicating the
analysis. Thus, it is worth noting that the circle fitting is done using a specifically
designed robust GM-estimator as described in [119].

A similar approach is used in [54]. First, the authors pre-process terrestrial laser scan
data using methods from [89, 90], which results in approximate log shapes modelled as
a chain of cylinders fitted to the point cloud. Next, the point clouds are converted into
a cylindrical coordinate system for each cylindrical section. The main difference in their
coordinate system is that instead of using the angle around the log, the system uses the
arc length and distance to the cylinder surface. The converted points can be used to
segment the defects using thresholding or similar methods.

The studies by Thomas et al. [119–122] and [54] are limited by the assumption that the
log shape is circular which is generally not the case. For logs with more irregular shapes
these methods might be susceptible to misclassification of the log shape curvatures as
defects. In order to avoid this assumption, the authors of [73] focus on developing an
algorithm for the robust estimation of the centreline (pith) and use an approach similar
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Figure 2.4: A general algorithm for the surface defect segmentation of logs using
laser scanners. First the surface is converted to a cylindrical coordinate system,
and the segmentation is performed using the new representation.

to the previously discussed works to convert all points to a new coordinate system, which
describes all positions relative to the pith, using the distance to the centreline, the angle
around the centreline, and the position along the centreline. Defect segmentation is
performed using local patches of points. The idea is that with small enough areas it is
possible to make a linear approximation of the supposed log surface. Points with large
deviations from the approximation are thresholded and classified as defects. The local
nature of the defect segmentation makes this particular method more suitable for logs
with non-circular shapes.

Generally, the basic procedure for external defect segmentation based on laser range data
comprises transformation into a modified variant of the cylindrical coordinate system
and then defect thresholding based on some assumption about the log surface. The
illustration of the general steps is presented in Fig. 2.4. It should be noted that all the
above-mentioned works consider trees or logs with bark.

2.3.2 Modelling knot morphology

Non-invasive methods of modelling the internal knot morphology of trees suitable for
industrial-scale operations are extremely useful for the sawmill industry. A practical
use for such methods is sawing angle optimisation, which would enable the production
of higher quality timber, since the quality of timber is dependent on the density and
distribution of knots on its surface. The effectiveness of sawing angle optimisation based
on internal knot modelling is demonstrated in [16, 69, 96, 115], where it is concluded
that such methods could lead to a substantial increase in profits. The most commonly
studied non-invasive methods involve the use of X-ray CT scanners [6,8,49,66], which all
utilise CT measurements to detect knots inside the logs. The method described in [82]
focuses not only on the detection of knots in CT scans but also attempts to create a
model that can be used as a description of the knots. An interesting idea is proposed
in [21], where the authors have created a model for knot growth inside a log. The
principal difference from previous works is that the researchers have attempted to link
the parameters of the model to the external features of the log. The relationship between
defects detected using lidar data and internal defects is studied in [116] and [123], where
it is found that there is a strong correlation between the two. Unlike in the other works, a
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destructive method is used in [123] and not a CT scan to study the inside structure of the
log. In addition to modelling the knots themselves, a comprehensive model of the fiber
orientations in general, such as proposed in [28] or [68], provides even more information
about the potential structural integrity of the wooden products as well as insights into
the formation and structure of knots and other defects.

While X-ray CT scanning enables the production of an accurate map of all knots inside
a log, the approach is difficult to apply to the online sawing processes used in modern
sawmills. In order to get sufficiently precise information, a dense projection is needed,
meaning that the scanning process takes quite a long time or would require an expensive
high-speed scanner [49]. On the other hand, sparse CT might be used to speed up the
scanning for online processing, but it would require a specialised and complex method
to increase the accuracy of such approximation. It has been shown in [91] that as few
as three projection angles can be used to make a rough estimation of knot density and
distribution. This is made possible by using a priori knowledge about knot geometry and
density in different parts of a log, along with a fuzzy reasoning about the most probable
locations of knots.

It should also be noted that there exist alternatives to X-ray CT for the log scanning,
such as, for example, microwave scanners [9, 88]. While achieving the same accuracy as
dense X-ray CT might not be possible, the relative speed and cost of such scanners makes
them preferable for the industrial use.

2.3.3 Virtual sawing

Virtual sawing or sawing simulation is one of the most commonly used frameworks for
increasing the sawmill yield. Virtual sawing can be defined as the process of simulating
the outcome of the sawing before the actual sawing. That way, the parameters for the
sawing can be chosen to maximise the predicted profit. The general pipeline of virtual
sawing approaches is presented in Fig. 2.5.

Figure 2.5: A general pipeline of virtual sawing methods.

Multiple log breakdown simulators have been developed. There are products with a long
history of research and commercial attempts, such as SIMSAW [112], which is a com-
puter simulation program for calculating the recovery of timber products. With a given
log profile, sawing pattern and a matrix of board prices, the software can approximate
possible boards, chips and sawdust received after the application of the sawing pattern
to the log. The virtual SawMill [18] is a special piece of software created to perform
virtual sawing based on CT scans of logs. Total volume recovery was successfully pre-
dicted using the proposed approach. WoodCIM [92,93] is an optimising software system
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that simulates the operation of the entire production chain from stem bucking to end
products. However, the WoodCIM framework only allows for the reconstruction of a
log model based on scans of already-sawn flitches with an integrated camera system.
InnoSIM [113] is a newer sawing simulation system that utilises a log model with quality
characteristics for the future product [126]. The input log model for InnoSIM can be
reconstructed using the previously mentioned flitch method, and also directly with X-ray
scan data extracted from the log. RAYSAW [124] is based on surface laser-scanner data
and a ray-tracing algorithm for virtual sawing.



Chapter III

Multimodal translation using deep learning

In order to work with real-world objects and processes in a computational context, it
is necessary to collect data that provides relevant descriptive information about those
objects. The same objects can be described in a variety of different ways, such as magnetic
resonance imaging (MRI), laser range scanners and RGB imaging sensors could all be
used to collect information about the log going through the sawmilling pipeline. However,
each of those sources provides information about different aspects of the same object.
The different communication channels are called modalities [47]. Moreover, RGB images
of sawn boards contain a slice of information about the original log. With the ability to
translate between the modalities of log laser scans and board RGB images, it is possible
to solve the problems of timber tracing and virtual sawing.

The proposed methods are developed for the 2D image data. convolutional neural net-
work (CNN) is an extremely powerful and versatile tool for working with 2D images,
especially when the data structure is complex and a relatively large number of images
is available. CNNs that could be used to translate information between several modali-
ties are usually called encoder-decoder networks. The main difficulty in the multimodal
translation lies in the fact that different modalities contain unique information, which
may not be available in another modality. Therefore, a generative model capable of
predicting the most probable distribution of the unseen features is required.

Multimodal translation can also be considered a specific case of domain adaptation [128].
The goal of domain adaptation in general is to transfer knowledge from one domain to
another, where the domain is the feature space and a corresponding probability distribu-
tion of features. In the case of multimodal translation, all feature spaces are different, i.e.
the domains are heterogeneous, and the task is called heterogeneous domain adaptation.
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3.1 Deep artificial neural networks

3.1.1 Artificial neural networks

Historically, the concept of neural networks was created in an attempt to model the
functionality of biological neurons [36]. This led to the creation of the perceptron [100],
an early predecessor of modern neural networks. The perceptron y could be described
as a function

y = f(x ·wi + bi), (3.1)
where y is the output of the perceptron, x is the vector of values from the input neurons,
wi is the weight vector of connections from input to yi, bi is the bias for yi, and f(·) is
the activation function. In the case of a perceptron, the activation function is a simple
threshold function f(x) = 1x>0, which means that it is equal to 1 if the argument is non-
negative and 0 otherwise, and could be used for simple classification tasks. Generally,
the activation function is used to introduce non-linearity in order to allow the network
to solve more complex tasks. If several perceptron ‘neurons’ are connected to the same
inputs, then the input and output neurons and the connections between them all together
are called a fully connected layer. A multilayer perceptron (MLP) could be created by
stacking several fully connected layers together, resulting in a deeper feedforward artificial
neural network (ANN), which is able to solve much more difficult tasks. In fact, it has
been proven that ANNs are universal approximators [40], meaning that they can be used
to approximate any continuous multivariate function to any desired degree of accuracy.
For example, for the task of classification, the goal is to learn a function that outputs a
correct class for each input object.

With the increased number of layers, the complexity of the model grows as well. A
special algorithm named back-propagation [59,103,132] was proposed to train feedforward
ANNs of arbitrary length to solve different tasks. The task is defined through a special
objective function, which is often defined through a loss function, i.e. an error between
the predicted output and a correct output. The process of the back-propagation is just
an application of a chain rule for derivatives of the loss function: starting from the last
layer, the error is propagated back to the beginning, hence it is called a back-propagation.
Layer weights are adjusted to minimise the error, increasing the accuracy of the model
in the specified task.

3.1.2 Convolutional neural networks

The modelling task becomes more complicated when 2D images are used as an input, due
to their high dimensionality. Moreover, there is an inherent grid-like structure present,
with strong correlations between neighbouring values. A convolutional neural network
(CNN) [57,58,60] uses specially designed convolutional layers that are able to efficiently
extract relevant features for a specific task. As with the original ANNs, CNNs were
inspired by biological systems [42–44]. The main difference, however, is that CNNs were
based on the neurons of the visual cortex. The main idea is to replace the linear dot or
matrix product with the convolution operation in the definition of a network layer. The
convolution operation in the context of ANN can be defined as

(I ∗K)(i, j) =
∑
m

∑
n

I(i−m, j − n)K(m,n), (3.2)



3.1 Deep artificial neural networks 27

where I is the image, K is the convolution kernel, and i, j are indices of a pixel on the
image, m,n are indices of values in the kernel. Along with the convolutional layers, CNNs
usually contain pooling layers, which reduce the dimensionality of the data and allow to
process information at different scales. In classic CNN architectures, especially the ones
intended for classification such as [55], the first part of the network contains convolution
and pooling layers and ends with fully connected layers as described in Eq. 3.1.

3.1.3 Convolutional encoder-decoder networks

The concept of fully convolutional networks was introduced in [65]. Its core idea is
to remove the fully connected layers at the end of the network and instead make the
input and output of the network two-dimensional, instead of outputting a vector, as is
common for the classification. The fully convolutional networks are widely used for a
variety of tasks, including multimodal translation, although a large proportion of them
were initially created for the purpose of semantic segmentation. U-Net [99] is an example
of such a network. The architecture consists of sequentially connected contracting and
expansive paths, meaning that an image representation is first downsampled, and then
upsampled back to the original size. The contracting and expansive paths can be thought
of as the encoder and decoder parts of the network, respectively. The relatively small
tensor that is the result of the application of an encoder to the input is usually referred
to as the latent representation. An illustration of this idea is presented in Fig. 3.1. The
main distinctive feature of the U-Net architecture is the use of skip connections that
transfer features directly from the first half of the network to the second. This approach
allows to capture smaller details and avoids the loss of resolution in the resulting image.
The somewhat similar approach is used in SegNet [4], where the main idea is to perform
upsampling according to the indices that were selected during the max pooling operations
in the contracting path. Compared to U-Net, only the indices are transferred using skip
connections, as opposed to a large number of intermediate features, resulting in a more
lightweight model.

Figure 3.1: A general architecture of an encoder-decoder convolutional network.

A common approach for translating the data between modalities is to use encoder-decoder
networks. For example, in [56], U-Net is used as the encoder-decoder to translate data
to different modalities. The latent representations, i.e. the outputs of the encoders,
are concatenated for all the modalities and then decoded. Instead of concatenating
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different latent representations, the authors of [130] enforce the alignment of the latent
space, meaning that any object should have one latent representation, independent of
the modality. This common latent representation is used to align the encoder-decoder
pairs, allowing for the direct translation between the modalities that do not have explicit
pairs of examples.

3.2 Deep generative models

Generative models can be divided into two groups of machine learning algorithms: tradi-
tional and deep models. The traditional generative models operate with diverse forms of
probability density functions approximating the distribution. Infinite Gaussian mixture
models [98], hidden Markov models [95] and hidden naive Bayes models [48] are not capa-
ble of learning complicated distributions [2], unlike deep generative models. Examples of
such models include deep Boltzmann machine [104], deep belief networks [39], variational
autoencoderss (VAEs) [52], and generative adversarial networks (GANs) [33].

GANs are a family of deep likelihood-free generative models initially introduced in [32].
They have demonstrated great practical value in realistic data generation tasks, most
notably with application to images [33]. Generally, deep neural networks, or more pre-
cisely CNNs, are utilised as a baseline for a typical GAN architecture that consists of
two competing neural networks: generator and discriminator. The goal of the genera-
tor is to learn the data distribution and sample it to generate ‘realistic’ samples. The
goal of the discriminator, on the other hand, is to correctly identify which samples are
real and which were generated. Such a loss function is called adversarial. Recently,
GANs become a method of choice for diverse computer vision-related problems such as
image-to-image translation [19,46,61,138], image synthesis [11,15,87,107], text-to-photo
translation [29,30,131] and image inpainting [135–137].

Most of those tasks could be interpreted as multimodal translation. More specifically,
an image-to-image translation task can be characterised as a mapping from a source
image domain to a target image domain by changing the domain-dependent properties
of the source image, such as, colours, but preserving the domain-independent features
like content, e.g. season transfer [127] and painting style transfer [64].

Pix2Pix [46] is a directional supervised image-to-image translation method based on a
conditional generative adversarial network, meaning that the generated image is not com-
pletely random, but is conditioned on some input. In the case of translation methods,
that condition is an image in another modality. In Pix2Pix, a traditional L1 loss is also
added to the adversarial loss to increase the likeness of the output to the original image.
Later, the Pix2PixHD [129] architecture was proposed in order to increase the resolution
of the output samples to 2048x1024 and to make them more realistic by utilising a mul-
tiscale generator and a discriminator. Pix2Pix and Pix2PixHD are limited to operate
only in two domains, or in the case of a multidomain image-to-image translation, their
architectures require several separate instances for each additional domain. Approaches
that could be used for more than two domains at a time also exist, such as StarGAN [19].
A number of generative models apply additional constraints to the latent space in an at-
tempt to avoid a mode collapse, i.e. a situation when the generator learns to output one
or a few most probable outputs instead of learning a proper distribution. For example,
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BicycleGAN [139] is a multimodal translation method that aims to learn bijective map-
ping between a latent encoding space and output modalities by adding a latent regression
term. The consistent embedded generative adversarial network (CEGAN) [134] enforces
tight connections between the latent space and the real image space by discriminating
the real and the fake samples in the latent space instead of the real image space in order
to reduce the impact of redundancy and noise.
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Chapter IV

Data

4.1 Data collection

A total of three datasets were collected and used, which are referred to as Dataset
2018, Dataset 2019 and Dataset 2021. All datasets were collected during separate data
collection sessions, which were carried out in a real sawmill environment. Dataset 2018
and Dataset 2019 were collected in the same sawmill, while Dataset 2021 was collected
in a different one. Three types of data were collected:

1. Log point clouds using laser range scanners

2. RGB images of boards using digital cameras

3. Information about approximate knot cluster locations using sparse X-ray CT scan-
ners.

4.2 Log data

In total, the datasets contain 200 debarked logs of Scots pine (Pinus sylvestris). Infor-
mation about the total number of logs, point clouds, available boards and boards from
the main yield is presented in Table 4.1.

The age ranges from 60 to 80 years. Most logs were measured more than once, and each
measurement includes a scan with a laser range scanner and a sparse X-ray CT scan.
Examples of collected point clouds are presented in Fig 4.1. Results of sparse-angle CT
are used to make a rough estimate of the locations of knot clusters, or whorls, along the
length of a log. Only two angles are used in order to speed up the scanning process. All
the logs were automatically graded using an existing grading system in the sawmill and
separated into six distinct grades based on log quality and size. Information about the log
grades in the datasets is presented in Table 4.2. The table also contains diameter ranges
of the logs. Mean diameter refers to the average log diameter, since the diameter within
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Table 4.1: Number of logs, point clouds and boards in used datasets. Due to
a technical error during the collection of Dataset 2019, a large portion of board
RGB images was lost. The RGB data for Dataset 2019 is available for only 198
boards, out of which 98 are main yield.

Dataset Logs
Measurements

per log Total boards
Main yield

boards
2018 50 4 274 120
2019 50 2 350 150
2021 100 1 400 200

one single log may vary: logs are usually much thicker closer to the bottom. Minimal
diameter is the diameter of the log near the top, at the narrowest point.

Table 4.2: Log grades from the dataset. All sizes are presented in mm.

Grade Quality Logs
Nominal
diameter

Minimum
diameter

range

Mean
diameter

range
Main
yield

Contained in
dataset

A Low 35 192 178-215 200-250 2× 35 2018, 2019
B Low 10 195 193-202 206-237 3× 10 2018
C Low 10 230 223-241 245-261 2× 10 2018
D High 35 256 253-271 274-301 3× 35 2018, 2019
E High 10 284 274-297 303-321 2× 10 2018
F High 100 150 138-160 161-194 2× 100 2021

Log grades can be divided into two categories: low-quality logs (A, B and C) and high-
quality logs (D, E and F). The quality, in this context, mostly refers to the number of
knots in the logs: the fewer the knots, the higher the quality. A laser scanner was used to
generate point clouds of the debarked log surfaces before sawing. The minimum distance
between two neighbouring points is 0.05 mm. A different laser range scanner was used
for each data collection session.

Logs were sawn with a predefined set of six sawing patterns depending on the log grade.
All sawing patterns are presented in Fig. 4.2. It should be noted that the sawing patterns
presented only display the main yield boards since the number and arrangement of side
yield boards varies significantly depending on log shape and size.

The measurement angles were marked on the ends of the logs as illustrated in Fig. 4.3,
and the process of measuring and sawing the logs was recorded on video. This marking
made it possible to coarsely measure the difference between the measurement and sawing
angles, thus allowing the sawing angle to be estimated in relation to the point clouds.

4.3 Board data

After the logs were sawn the resulting boards were imaged with an RGB camera system.
Main yield boards were imaged from both the upper and lower sides, while side yield
boards were only imaged from the upper side. In order to match the boards back to
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the logs, the logs and boards were marked with paint when collecting Dataset 2018 and
Dataset 2019.

Along with images, an existing automated board grading system in the green sorting line
of the sawmill was used to perform initial knot segmentation of the boards, which was
used as a ground truth in [141] and [5]. To ensure that the segmentation was correct
and did not contain any false positives, segmentation was manually corrected using RGB
images of the boards, where available. The corrections were mostly necessary to correct
false positive detections, such as painted numbers used during the data collection being
recognised as knots on the boards. An example of a board image and automatically
detected knots along with a corrected version is presented in Fig. 4.4. A significant
proportion of board RGB images were not available for Dataset 2019, and in such cases,
automatically segmented knots data were used directly instead of RGB images.



34 4. Data

(a) A point cloud from Dataset 2018.

(b) A point cloud from Dataset 2019.

(c) A point cloud from Dataset 2021.

Figure 4.1: Examples of log point clouds from the three collected datasets.
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Diameter 192 mm

52.5 x 154.3 mm

52.5 x 154.3 mm

(a) Grade A.

Diameter 195 mm

34 x 150 mm

34 x 150 mm

34 x 150 mm

(b) Grade B.

Diameter 230 mm

63 x 152 mm

63 x 152 mm

(c) Grade C.

Diameter 256 mm

39 x 204 mm

32 x 204 mm

39 x 204 mm

(d) Grade D.

Diameter 284 mm

63 x 225 mm

63 x 225 mm

(e) Grade E.

Diameter 150 mm

32 x 113 mm

32 x 113 mm

(f) Grade F.

Figure 4.2: Sawing patterns and nominal diameters for the main yield used
during data collection and virtual sawing.
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Figure 4.3: The log from Dataset 2019 is getting transported into the saw. The
logs are numbered, and previous measurement angles are marked with red and
blue dots.

(a) Board RGB image.

(b) Automatically segmented knots.

(c) Corrected knots segmentation.

Figure 4.4: Example images of a board, automatic and corrected knot segmen-
tations.



Chapter V

Log point cloud processing

This section describes the foundation of all proposed methods from [140], [141] and [5].
Working directly with point clouds is difficult due to the sheer amount of information
contained within them. However, most of this information is superfluous and unnecessary
for the tasks considered. Log point clouds only contain the surface information of the
log, which could be encoded in a more efficient manner. Intuitively, log surface can be
thought of as a continuous manifold, that is described by a smooth function and encoded
as a 2D image, which opens up many possibilities for utilising it further. Therefore,
methods for converting the 3D log surface point clouds into 2D heightmap images are
proposed.

The pre-processing method can be divided into two main phases: point cloud filtering and
log surface heightmap generation. Each of those phases, in turn, can be further divided
into smaller steps that could be solved in a variety of ways. Each step has undergone
significant changes over the course of the algorithm development. Overall, the schematic
representation of the three versions of the pre-processing pipeline can be seen in Fig. 5.1.

The heightmap images serve as a basis for the two main applications proposed in current
research: virtual sawing and timber tracing, described in Chapter 6 and Chapter 7,
respectively.

5.1 Circle-based heightmap

5.1.1 Point cloud filtering

Point clouds are collected in the sawmill environment using laser range scanners. Even
though all the scanners are targeted at the log, the data generated is prone to the
accumulation of noise and irrelevant data from the environment, such as the points
corresponding to the metal rails that hold the log and other possible objects. Therefore,
the first step is to reduce the noise and artefacts to leave only the points corresponding to
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Figure 5.1: The three main algorithms for heightmap generation.

the log surface. An example of a point cloud before and after noise and artefact filtering
is presented in Fig. 5.2.

The coordinate axes of the point clouds are aligned in such a way that the z-axis is
parallel to the log and the xy plane is perpendicular to the log. Each point cloud consists
of layers stacked along the z-axis, i.e. all points on a layer have the same z coordinate.
That means that each layer contains a cross-section of a log. Filtering of the point cloud
is performed layerwise. It should also be noted that the log shape is often approximated
using a cylinder [54, 119–122]. While logs, in practice, typically contain more irregular
shapes, the assumption that a log cross-section is close to a circle can be utilised to filter
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(a)

(b)

Figure 5.2: Log point cloud before (a) and after (b) the removal of noise and
artefacts. Reprinted, under CC BY-NC-ND 4.0, from [141] © The Authors.
Published by Elsevier B.V.

out noise.

The initial filtering procedure, as described in [140], started with the calculation of the
centre point for each layer by using the median of the coordinates of layer points. The
points further than t · MAD from the centre are removed, where MAD is the median
absolute deviation of distances from the centre, and t is the threshold multiplier. Then,
a circle is fitted to the remaining points using least squares. If the residual error from the
circle fitting exceeds the threshold, the layer is considered to be too noisy and is removed
from consideration. Otherwise, if the conditions are satisfied, all points with a distance
to the circle not exceeding the threshold are saved to the final point cloud, and all other
points from that layer are considered as outliers and are removed.

5.1.2 Log surface heightmap generation

A straightforward way to generate the heightmap is to fit a circle to each layer and to
map the distance between each point and the circle. However, the resulting heightmaps
would contain large elevated areas. Those elevations appear as a result of the log shape
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not being perfectly round but instead being the shape of a deformed circle that smoothly
changes along the length of the trunk. In [140], the uneven elevation was undesirable,
therefore each layer was averaged to generate the approximate smooth surface of the log.
This was done by using a moving average of the distances to the centre of the fitted circle.
First, averaging with a window of size wh is done on each layer, and then averaging is
performed along the length of the log with a window of size wv. The final heightmap is
calculated by using the distance from the measured point to the smoothed surface. This
way, the large elevations are eliminated and only small bumps that correspond to the
locations of branches remain. The horizontal dimension corresponds to the length of a
log, while vertical corresponds to an angle to the log centre. A visual comparison of the
two approaches can be seen in Fig. 5.3.

(a) Heightmap of distances to the fitted circles.

(b) Heightmap of distances to the average surface.

Figure 5.3: Two approaches for generating a heightmap. (a) uses distances to
the fitted circles, while (b) uses distance to the averaged surface. Large areas
of elevation in (a) arise from the variance of the general shape of the log. (b)
highlights only small bumps that roughly correspond to the locations of branches.
Zolotarev, F., Eerola, T., Lensu, L., Kälviäinen, H., Haario, H., Heikkinen, J., and
Kauppi, T., Timber Tracing with Multimodal Encoder-Decoder Networks [140],
published 2019 Springer Nature, reproduced with permission of Springer Nature
Customer Service Centre.

5.2 Centreline-based heightmap

5.2.1 Point cloud filtering

The main downside of the filtering approach described in Section 5.1.1 is the dependency
on a choice of the threshold t, that might need to be tuned for each dataset individually
and can vary for different log sizes and measuring setups. It is assumed that the most
densely populated area corresponds to the log surface, which is the main focus of the
laser scanners. Using this assumption, density-based spatial clustering of applications
with noise (DBSCAN) [23] is used in [141] and [5] to cluster the layer points. DBSCAN
assigns one of three types to each point: a core point, which is a point with a large
number of immediate neighbours, a reachable point, which can be reached from some
core point, and an outlier, which is not reachable from the core points. The core point
along with all the points reachable from it, is called a cluster. The largest (densest)
cluster is assumed to correspond to the log surface or at least to a part of it, and a circle
is fitted to it using least squares. If the cluster size is less than a specified threshold,
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the layer is removed from consideration. Otherwise, the remaining filtering steps are the
same as described in Section 5.1.1, i.e. the points are filtered based on the residual error
and distance to the fitted circle. An example of a cross-section under consideration is
presented in Fig. 5.4.
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Figure 5.4: Cross-section of a point cloud during the filtering process. Different
clusters are plotted in different colours. The fitted circle is plotted with the solid
line and all points outside the area defined by the threshold (dashed lines) are
filtered out. Reprinted, under CC BY-NC-ND 4.0, from [141] © The Authors.
Published by Elsevier B.V.

The centres of fitted circles are a good approximation of the log’s centreline (pith). The
centreline is estimated by fitting a cubic smoothing spline to the centres of fitted circles.
A smoothing spline is parameterised by a trade-off parameter p: p = 0 results in a
straight-line fit, p = 1 produces a simple cubic spline. A value p = 0.999 is chosen
empirically to closely fit the data while slightly smoothing the overall centreline shape to
account for the possible noise effects in the fitted circles. An example of a fitted centreline
is presented in Fig. 5.5.

Figure 5.5: Example of a fitted centreline. Points obstructing the view were
clipped to display the centreline. Reprinted, under CC BY-NC-ND 4.0, from [141]
© The Authors. Published by Elsevier B.V.
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5.2.2 Log surface heightmap generation

While assuming circular cross-sections and piece-wise cylindrical shapes is justified in
the point cloud filtering and centreline estimation steps, to make the method robust to
irregularities in log shape, such a strict assumption should not be made when generating
the surface heightmap or detecting the defects (knots). The following is a description of
the heightmap generation used in [141] and [5]. Knots can be viewed as relatively small
bumps on the surface of a log. Since the overall goal is to find their locations on the log,
it is convenient to work with a function representing the log surface. The function can
be defined as:

f : θ × l 7→ ρ, (5.1)
where θ is the angle around the log’s circumference, l is the position along the length of
a log (relative to the centreline) and ρ is the distance to the centreline. θ, ρ and l form
a cylindrical coordinate system identical to the one described in [73]. This coordinate
system is called a log-centric coordinate system in this work.

The conversion from Cartesian coordinates to log-centric coordinates is done in the same
way as in [73]. First, the centreline is divided into a number of segments. The number of
segments is chosen as 0.1N , where N is the number of log layers (cross-sections). Next,
each point in the point cloud is assigned to a segment. The space is divided by planes,
with each plane bisecting an angle between the centreline segments. A point is assigned
to a centreline segment if it is between two such planes: the first plane intersecting the
end point of the segment and the second one intersecting the starting point. Each point
is converted into the cylindrical coordinate system with a given segment acting as the
z-axis, resulting in θ, ρ and local z coordinates. The coordinate l is acquired by adding
the sums of the lengths of all previous centreline segments. A schematic depiction of this
coordinate system is presented in Fig. 5.6.

θρ

l

Figure 5.6: Log-centric coordinate system. The centreline (blue dashed line) is
discretised into segments (red solid lines), and the cylindrical coordinates are com-
puted locally for each segment with each section acting as the z-axis. Reprinted,
under CC BY-NC-ND 4.0, from [141] © The Authors. Published by Elsevier
B.V.

The heightmap is defined as the values of function f (Eq. 5.1) evaluated on an evenly
spaced 2D grid of values θ and l. The heightmap is found by fitting f to the point
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cloud, and since the function is assumed to be smooth, the regularisation is applied to
the gradient. The fitting is formulated as a minimisation problem as:

min
f

N∑
i=1

|f(θi, li)− ρi|2 + λ ∥∇f∥2 , (5.2)

where N is the number of points in the point cloud, θi, li and ρi are the coordinates of
the i-th point from the point cloud, and λ is the regularisation coefficient. In practice,
all values are discretised; thus, the objective becomes:

min
f

∥∥Af̄ − ρ̄
∥∥2 + λ

∥∥Gθf̄
∥∥2 + λ

∥∥Glf̄
∥∥2 , (5.3)

where f̄ is the vectorised heightmap, ρ̄ is a vector containing ρ coordinates of all points in
the point cloud, A is a linear operator that uses values from the heightmap to bilinearly
interpolate values Af̄ = f(θ̄, l̄), and Gθ and Gl are linear operators for the computation
of gradients of f along the θ and l variables respectively. Examples of the heightmaps
found using this approach are presented in Fig. 5.7. Regularisation on the gradients not
only controls the smoothness of the function, but also helps to interpolate the missing
values.

(a) λ = 0.5 (b) λ = 2 (c) λ = 10

Figure 5.7: Log surface heightmap produced with different regularisation co-
efficients. Reprinted, under CC BY-NC-ND 4.0, from [141] © The Authors.
Published by Elsevier B.V.
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5.3 Snake-based heightmap

5.3.1 Point cloud filtering

While the density assumption used in Section 5.2.1 is reasonable in most cases, this is still
an ad hoc solution and depends on the sensors and sawmill setting. Instead of introducing
additional assumptions, it is preferable to better utilise the original assumption about the
circular shape of a log cross-section. Therefore, a robust circle fitting method from [80]
is chosen as an initial step in the next version of the proposed method. This method
is based on robust principal component analysis (PCA) and robust regression, and it is
specifically designed to detect incomplete circular arcs in the presence of large number of
outliers, making it a perfect fit for this task, since log shape might be irregular or missing
parts due to faulty sensors, producing only partial arcs.

However, while the assumption of circular shape is reasonable in most cases, there are
still situations when the log shape is far from circular. The previously described approach
is not able to adapt to such cases and large parts of the log might be filtered out as noise.
That is why a more flexible approach is preferred. After fitting the circle to the layer
points, the circle is deformed to better fit the data using a similar framework to the active
contours or, as they are sometimes referred to, snakes [50]. The circle is transformed into
a closed spline contour, which is moved according to the internal and image energies.
Internal energy is responsible for the smoothness and stiffness of the resulting contour,
while image energy is usually required to drive the snake closer to the relevant image
features. In this particular case, image energy is replaced by point energy, which attracts
the contour to the cross-section points. The point energy is then defined as a radial basis
function (RBF) kernel function

Epoint(s) =
∑
p

1

1 + ϵ ∥s− p∥2
, (5.4)

where s is the snake point, p is the point from the current cross-section, and ϵ is the
shape parameter controlling the radius of attraction. Inverse quadric function is chosen
due to its infinite support, meaning that each point attracts the snake regardless of the
chosen radius, although the force would be quite small outside of its immediate vicinity.
This relaxes the restrictions on the choice of parameter, avoiding failures due to the
poor initial circle fit. The range parameter ϵ is further parametrised by a radius r and
threshold t as follows:

ϵ =
1− t

tr2
. (5.5)

Using this parametrisation, the point energy for a particular point is higher than a chosen
threshold t for all snake points closer than a chosen radius r.

An example of a cross-section of a log with irregular shape is presented in Fig. 5.8. The
same distance threshold is used in both cases. Without further adjustment of the initial
circle fit using active contours, large parts of a log are lost.

The centreline estimation is largely the same, the only difference being that centroids of
the active contours are used instead of centres of fitted circles.
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(a) Filtering using circle fit (b) Filtering using active contour fit

Figure 5.8: An example of a fail case when using a circle for filtering the points.
The fitted circle is magenta, the active contour is red, and corresponding filtering
thresholds are plotted as dashed lines. The active contour can be used to detect
the logs, even with irregular shapes.

5.3.2 Log surface heightmap generation

The heightmap generation is exactly the same as described in Section 5.2.2. However,
with the new filtering process, the heightmap is able to capture more relevant information,
especially for logs with irregular shapes. A comparison of the heightmaps generated with
the newer filtering process to the old heightmaps is presented in Fig. 5.9. The circle-based
heightmap contains a lot of noise, while the information about the log tapering is lost.
Due to numerous fail cases similar to the ones illustrated in Fig. 5.8, the centreline-based
heightmap contains a lot of ‘holes’, i.e. areas where the log points were erroneously
filtered out. Those fail cases are avoided with active contours.
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(a) Circle-based heightmap

(b) Centreline-based heightmap

(c) Snake-based heightmap

Figure 5.9: A comparison of the heightmaps generated by all three proposed
methods: circle-based heightmap (a), centreline-based heightmap (b), and snake-
based heightmap (c). The heightmap generated from the points filtered with the
snake fitting is smoother and does not contain as many ‘holes’ as the heightmap
from the centreline-based method.



Chapter VI

Virtual sawing

A straightforward way to acquire the information needed for the virtual sawing is to
use sensors capable of extracting comprehensive details about the internal structure of
the log, e.g. CT scanners or MRI scanners. The downside of such sensors is that they
are typically either very expensive or rather slow, rendering them ill-suited for online
usage in a streamlined sawmill process. However, specifically developed high-speed CT
scanners that are suitable for such tasks do exist [49]. Unfortunately, such scanners also
have their drawbacks, such as cost, for example. Laser scanners provide a more practical
and affordable alternative as they can be easily integrated into the sawmill production
process. However, unlike CT and MRI devices, laser scanners are only able to obtain
information about the external features of a log. With the help of the biological models
of knot morphology and tree growth, it is possible to estimate the internal structure of a
log based on the external features. Virtual sawing can then be performed by simulating
the sawing procedure on the predicted internal structure.

Section 6.1 is dedicated to the virtual sawing approach from [141], which is based on
the fuzzy volumetric model of knot growth inside the tree. Section 6.2 describes the
extension to the virtual sawing method originally proposed in [5]. The extension allows
to generate photorealistic virtual boards using GANs. Finally, the volumetric model is
extended with the information about the annual rings in Section 6.3, allowing for the
generation of the virtual boards with the fibre patterns.

6.1 Modelling internal knot distribution using external log fea-
tures

6.1.1 Background

It has been demonstrated before that a strong correlation between the external features
of a log and the internal knot distribution exists [116, 123]. The proposed method is
based on the model [21] explicitly linking the parameters of knot growth to the external

47
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features. The goal is to create a volumetric model of the log, which could be used to
perform virtual sawing. Such a method has been proposed in [141] and is described
below.

A similar approach to connecting external defects to the internal structure is used in
the RAYSAW [124] virtual sawing system. The main difference is that RAYSAW uses
a discrete approach to defect segmentation and virtual board generation, whereas the
proposed method is fuzzy and provides confidence scores, i.e. pixel intensities in virtual
boards correlate with the probability of a knot appearing in that location on a real board.

6.1.2 Heightmap knot segmentation

As mentioned earlier in Section 5.2.2, knots are slight bumps of more or less similar
size on the surface of a log. When considering the log surface as the function defined
in Eq. 5.1 on page 42, the knots correspond to the areas of a specific elliptical shape
and size with high values. In computer vision, such areas are referred to as blobs [63],
and they are extensively used in methods utilising scale-space such as scale-invariant
feature transform (SIFT) [67] and speeded up robust features (SURF) [7]. One of the
standard approaches to blob detection is the Laplacian of Gaussian (LoG) filter. The
idea is that by convolving the signal with the LoG with a selected standard deviation
σ, zero-crossings of the response occur in areas of a certain radius depending on σ. The
area inside that circular area would then be bright (or dark, depending on the sign of
the Laplacian).

Since the approximate size of knots is known beforehand, one scale is enough and com-
plete information on the scale-space is not needed to segment the knots. However, there
is another problem: knots are close to circular in the original scale, but the heightmap
is sampled along two dimensions as the length of the log l and the angle around the log
θ. Consequently, the knots are not circular when scaled to the log-centric coordinate
system. A standard approach would be to use a filter corresponding to the LoG as:

f1 = σ2∇2(gσ ∗ f) = σ2

(
∂2(gσ ∗ f)

∂θ2
+

∂2(gσ ∗ f)
∂l2

)
, (6.1)

where gσ is a Gaussian filter with standard deviation σ, and σ2 is used to normalise the
values for the scale space.

In this particular case, however, it is more logical to use two different standard deviations
for the different dimensions so that the radius in the original scale corresponds to the
knot size. The filtered result then becomes:

f1 = σ2
θ

∂2(gσθ
∗ f)

∂θ2
+ σ2

l

∂2(gσl
∗ f)

∂l2
. (6.2)

In this way, it is possible to calculate σθ and σl such that the Laplacian segments the
circles with a radius equal to or less than the specific radius defined in the original scale.
Keeping in mind that the second derivative of the Gaussian has a zero-crossing at σ, the
following values could be used to segment knots of maximum radius rsurface millimetres
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from the surface

σθ = rsurface
w

2πfmean
, (6.3)

σl = rsurface
h

lmax
, (6.4)

where w and h are the width and height of the heightmap, respectively, fmean is the
mean value of f , and lmax is the maximum log length. Also, it is worth noting that the
convolution is performed in the Fourier domain since the heightmap is periodic along the
θ dimension.

The final step in the knot segmentation is to set all negative values to zero, assuming
that the positive Laplacian is used. The resulting image contains clearly defined areas,
with the strongest filter responses in the areas resembling knots. An example of the knot
segmentation process is presented in Fig. 6.1.

(a) Heightmap (b) Filtered (c) Segmented

Figure 6.1: Knot segmentation process. Reprinted, under CC BY-NC-ND 4.0,
from [141] © The Authors. Published by Elsevier B.V.

6.1.3 Volumetric reconstruction of knots

The result of the knot segmentation is an image with filter activations corresponding to
the locations of knots, where the stronger the activation, the more likely it is that a knot
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is located there. When normalised, the knot segmentation image can be thought of as a
knot intensity value:

θ × l 7→ Ik, (6.5)

where Ik is the knot intensity. Using information about the biological properties of knot
growth, it is possible to extend this mapping from the surface into the inside of the log:

θ × l × ρ 7→ Ik. (6.6)

In order to extend the 2D maps from Eq. 6.5 to three dimensions, they are stacked along
the ρ dimension. Then, a simplified approximation of a full knot model is constructed
based on [21]. In this simplified model, the following two main properties of knot growth
are used:

1. Knot radius change: Knots experience rapid growth during the first stages of their
life.

2. Knot vertical position: Knots grow at a certain angle.

Both of those properties are modelled using the same Weibull equations with linear terms
that are used in [21] as:

z = (ZH − Cρmax)
(
1− e−

B
ρmax−ρ

)
+ Cρ (6.7)

for the knot vertical position and:

r =
1

2

(
(2rsurface −Gρmax)

(
1− e−

F
ρmax−ρ

)
+Gρ

)
(6.8)

for the knot radius, where ZH is the vertical distance between the knot location on
the surface and its starting point, z is the vertical displacement at distance ρ from the
centreline, ρmax is the maximum distance from the surface to the centreline, rsurface is
the radius of the knot at the surface, r is the radius of a knot at distance l from the
centreline, and B,C, F,G are model parameters specific for the wood species, but they
might also vary for each individual knot within one log.

Instead of modelling each knot individually, model parameters are fixed for all knot
intensity maps and instead act as functions z(ρ) and r(ρ) of the distance from the centre.
The 2D maps in the stack are translated along l by z(ρ) mm, simulating the vertical
displacement of knot growth. The growth is modelled using morphological operations.
The map is assumed to contain knots of maximum radius rsurface at ρ = ρmax, since rsurface
was chosen during knot segmentation in Section 6.1.2 as a value defining maximum knot
radius on the surface of a log. For other values of ρ, a morphological structuring element
of radius rdiff = rsurface − r(ρ) that is scaled from millimetres to the θ × l coordinate
system using the same multipliers as in Eq. 6.3 and Eq. 6.4 is created for all maps. Then,
this structuring element is used for morphological erosion for the respective maps. In
this way all blobs are reduced in size from blobs with a radius of approximately rsurface
millimetres to blobs with a radius of about r(ρ) millimetres. Since the knot growth
model from Eq. 6.8 permits cases where the knot radius might decrease slightly during
the growth process (for example, if the knot died at some point), morphological dilation
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Figure 6.2: Shift and erosion applied to a stack of knot intensity maps.
Reprinted, under CC BY-NC-ND 4.0, from [141] © The Authors. Published
by Elsevier B.V.

is used to increase the size of blobs relative to the surface in such cases. The whole
process of applying the knot growth model to a stack of maps is schematically illustrated
in Fig. 6.2.

The next step is to convert the stack of knot intensity maps from the log-centric coor-
dinates to the original Cartesian coordinates to achieve the volumetric reconstruction of
the knot growth intensity inside the log:

x× y × z 7→ Ik. (6.9)

This process is depicted in Fig. 6.3, and an example of a vertical cross-section of a log
generated with this approach is presented in Fig. 6.4.

θ

ρ

l

z

y

x

Figure 6.3: Conversion from a stack of knot intensity maps in the log-centric
coordinates to the 3D Cartesian coordinates. Reprinted, under CC BY-NC-ND
4.0, from [141] © The Authors. Published by Elsevier B.V.

6.1.4 Virtual sawing

The final step is to perform virtual sawing of the log in order to approximate the quality
of the final product. Only predefined sawing patterns and the main yield are considered
in this work, but the method can be generalised to any sawing pattern and also to side
boards.

The process of virtual sawing can be thought of as approximating the values of Ik on the
planes corresponding to the locations of the board surfaces inside the log. A schematic
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Figure 6.4: Generated vertical cross-section of a log. Reprinted, under CC BY-
NC-ND 4.0, from [141] © The Authors. Published by Elsevier B.V.

representation of this idea is shown in Fig. 6.5. Boards are thin: therefore, most of the
surface area is located on just two sides of the board, the upper side and the lower side.
Since the log is naturally aligned along the z-axis during the laser scan, it would be
reasonable to assume that the planes corresponding to the upper and lower board sides
would also be aligned along the z-axis. Thus, the sawing angle, i.e. the rotation around
the z-axis, remains the only adjustable parameter. On the other hand, in the case of
extremely curved logs there might be a situation where the board planes clip through the
log into the air, which would be undesirable. In order to mitigate this issue, additional
degrees of freedom are added to the virtual sawing. Overall, there are five degrees of
freedom for the virtual sawing: α is the sawing angle (the rotation around the sawing
axis), and x1, y1 and x2, y2 define coordinates for points p1 and p2 with z1 = zmin and
z2 = zmax. These points define the sawing axis that is used to align the board planes.

Figure 6.5: Schematic representation of the virtual sawing process. Virtual
boards are planes inside the log with values interpolated from Ik. Reprinted,
under CC BY-NC-ND 4.0, from [141] © The Authors. Published by Elsevier
B.V.
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The result of virtual sawing is a set of images, each one corresponding to a side of a
board. Pixel intensities in these images are correlated with the probability of a knot
appearing in that specific location on the real board.

6.1.5 Experimental arrangements

Parameter selection and data

Parameters for the point cloud filtering were chosen empirically. The minimum cluster
size was fixed at 350, the maximum residual error was 300, and the maximum distance
to the circle was chosen as 15mm. The parameters were selected such that the resulting
heightmap would not contain noisy areas with large spikes in intensity.

The value rsurface from Section 6.1.2 for the knot radius was 35mm. The parameter val-
ues for B,C,D,G in Eq. 6.7 and Eq. 6.8 were set to mean values for jack pine (Pinus
banksiana) from [21], while F was set to 4 after empirical estimation based on recon-
structions and available data. All these parameters can be chosen based on biological
data about a specific tree species and adjusted accordingly. Datasets 2018 and 2019 were
used for the experiments.

The goal was to test the reliability of the proposed virtual sawing approach. Due to the
limited availability of ground truth data, there was no way to test the effectiveness of
sawing angle optimisation with the current dataset, since that would require complete
information about the inside of a log, e.g. from a CT scan. Instead, real boards were
used as the ground truth.

The knots were segmented from the images of the upper and lower sides of each board.
The segmented knots were then used to estimate the correlation between the recon-
structed (virtual) boards and the real boards. To do this, exact sawing parameters are
needed. The approximate sawing angles were known. However, due to the difficulty in
controlling the exact measuring and sawing angles in the sawmill environment, as well as
uncertainty in the angle of sawing axis p1p2, a sawing parameter estimation was needed.

Sawing parameter estimation

First, optimisation for x1, y1, x2 and y2 was performed. The goal was to ensure that
all board planes are located inside the log. The sawing axis and four additional lines
corresponding to the outermost borders of the board stack were calculated. The fitted
circles from Section 5.2.1 were used as an approximation of the log shape since they are
more convenient to work with and represent the overall log shape reasonably well. All
circles are parallel to each other and perpendicular to the z-axis. For a circle ci with
radius rci and centre point pci = {xci , yci , zci}, point pa = {xa, ya, za} was sampled
along the sawing axis and the boundary points pbj = {xbj , ybj , zbj}, j = 1, 2, 3, 4 were
sampled along the boundary lines such that za = zbj = zc. A deviation vector d was
then defined as:

di =

4∑
j=1

max{0,
∥∥pbj − pci

∥∥
2
− rci}+ ∥pa − pci∥2 . (6.10)
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pci
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Figure 6.6: Problem illustration for the case when boards clip outside the log. A
circle ci with the centre in pci is shown along with points pa, pbj , j = 1, 2, 3, 4 that
correspond to the intersections of the sawing axis and board stack corner points
with the circle plane.

An illustration of this problem for a circle ci is presented in Fig. 6.6.

The sum of squared deviations was minimised using the Levenberg–Marquardt [62] al-
gorithm. The boundary line terms are positive when the board corners are outside the
circles and minimised when all corners are inside. These terms were included to ensure
that all boards remain inside the circles. This condition is necessary for the logs with
high curvature, i.e. when the circle centres do not lie on a straight line, resulting in
situations when board stack might clip outside some circles. The last term was included
to align the boards closer to the centreline of a log. This term is necessary when there is
some degree of freedom for the main yield inside the log. For example, that is the case
for the sawing pattern for log grade C, as is evident from Fig. 4.2.

For a given angle α and a sawing axis p1p2, the upper and lower sides of the virtual
boards were interpolated from Ik. The weighted Jaccard metric was chosen to evaluate
the similarity between the real knots and the virtual knot intensity maps as:

JW(x, y) =

∑N
i min(xi, yi)∑N
i max(xi, yi)

, (6.11)

where N is the number of pixels in the images, and xi, yi are the coordinates of the i-th
pixel. There still might be a situation when some of the virtual boards clip outside the
log – for example, if the log is extremely curved, and the board stack is aligned such
that the bottom board clips through the air even though the beginning and the end of
the board are inside the log. Therefore, as a precaution, an additional penalty term was
added to the final similarity metric to avoid such situations:

S(r, v) = JW(r, v)− Noutside

Ntotal
, (6.12)

where r is the image containing the segmented knots from the side of a real board, v
is the side of a virtual board generated from Ik, Noutside is the number of pixels in the
virtual image generated outside the bounds of a log, and Ntotal is the total number of
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pixels in a virtual side image. The interior-point method [14] was used to maximise the
similarity metric by optimising the sawing parameters. There is large uncertainty in the
measured sawing angle, since it was measured using videos of the log entering the sawing
machine. The approximate error might be as high as 10◦, which is significant. Therefore,
the optimised sawing angle was constrained between αm±10◦, where αm is the measured
sawing angle. The angle used in virtual sawing thus corresponds to the real one, making
it possible to compare the virtual boards with the real boards.

Knot locations prediction

Once the reconstruction is complete, it is possible to virtually ‘saw’ the log to produce
boards for different sawing angles and patterns. As noted earlier, the ability to estimate
the quality of the end product before the actual physical sawing is beneficial for selecting
the optimal sawing angle and improving the quality of the final product. The most
important factor affecting the board quality is the position of knots.

The main purpose of the developed method is to acquire the ability to inform the sawing
decision by predicting the locations of knots on the boards. In order to test the reliability
of the prediction, virtual boards were ‘sawn’ to be as close as possible to the real boards
in the dataset. Using available information about real knot locations, it is possible
to determine the correlation between the probability of a knot appearing at a certain
location on a board and the pixel intensity value at the same location on a virtual board.
High correlation would indicate that minimisation of the pixel values in the virtual boards
during virtual sawing reduces the expected density of knots in the real boards, which
could then be sawn using the same sawing parameters. The correlation was tested by
creating a function:

h(α) =

∑
B

∑
(x,y)∈P

k(x, y)∑
B
|P|

, P = {(x, y) | v(x, y) = α}, (6.13)

where α is an intensity value, B is the set of board sides (images), k(x, y) is a knot
indicator function that returns 1 if there is a knot at coordinates (x, y) on a given board
side and 0 otherwise, and v(x, y) is a function of virtual board pixel intensity that returns
the pixel value at given board side coordinates (x, y). Notice that the domain of v is
represented above as identical to the domain of Ik and reflects the local coordinate system
for each board side.

6.1.6 Results

Virtual sawing

An example comparison of the virtual and real boards is presented in Fig. 6.7. On visual
inspection, a clear resemblance between the real and generated images can be noticed.
The use of the knot growth models described in Section 6.1.3 results in the thin elongated
shapes that are usually found in boards near the centreline, where the knots start their
growth. The simulation of the vertical growth results in knots rotated by a small angle
on the surface of a board. Unlike other works on log surface defect detection using laser
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data, such as [73,120], the proposed approach does not produce discrete segmentation but
rather outputs the probability of a certain location belonging to a knot. The benefit of
this approach is that it gives more information about the confidence of the predictions.
It could be argued that this information is more beneficial for the purpose of sawing
angle estimation since it can also correctly estimate places that are tangential to the
knot growth, i.e. when there is no well-defined knot, but the deformation of the fibre
pattern shows that a knot grew nearby.

(a) Log 1. Main yield contains two boards.

(b) Log 7. Main yield contains two boards.

(c) Log 18. Main yield contains three boards.

Figure 6.7: Comparison of the virtual and real boards for logs 1, 7 and 18.
Depending on the number of boards in the main yield, four or six images were
used, each one corresponding to either the upper or lower side of the board. For
each side, the results are presented in pairs of the virtual (the top image in a pair)
and real images (the bottom image in a pair). Reprinted, under CC BY-NC-ND
4.0, from [141] © The Authors. Published by Elsevier B.V.
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Knot locations prediction

The histogram h from Eq. 6.13 can be used to quantitatively estimate how well the
virtual boards correspond to the real ones. The plot of this function calculated for all
available logs is presented in Fig. 6.8. The relationship is almost linear for the lower
intensity values, but becomes more unstable in the higher range. This behaviour is to be
expected since pixels with higher intensity are rarer, therefore making the approximated
probabilities less stable. It would be reasonable to assume that with more data this
function would be significantly smoother.

Histogram h can be computed for specific sets of logs, i.e. logs of specific grades, by using
different sets of board images B in Eq. 6.13. The breakdown of histogram h between
low- and high-quality logs is presented in Fig. 6.9. Pearson and Spearman correlation
coefficients [31] can be used to estimate the correlation between the intensity values and
the knot probabilities. Pearson correlation coefficient can be defined as

R(X,Y ) =
cov(X,Y )√
var(X)var(Y )

=

∑n
i=1(Xi − X̄)(Yi − Ȳ ))√∑n

i=1(Xi − X̄)2
∑n

i=1(Yi − Ȳ )2
, (6.14)

where X and Y are random variables with n paired observations (X1, Y1), ...(Xn, Yn),
X̄ and Ȳ are mean values of X and Y respectively, cov(·, ·) is the covariance and var(·)
is the variance. Pearson correlation measures the linearity of the relationship between
two variables, i.e. a correlation with an absolute value of 1 means that the two variables
are linearly correlated and lie on the same line, and 0 means that there is no correlation
between them. Spearman correlation is calculated as

RS(X,Y ) = R(rank(X), rank(Y )), (6.15)

where rank(X) and rank(Y ) are rankings of X and Y respectively, i.e. each observation
is replaced by its ordinal rank relative to other observations in the sample. Spearman
correlation is high when the relationship between the variables is monotonic, but not
necessarily linear.

Pearson and Spearman correlation coefficients [31] between probabilities and pixel in-
tensities for different log categories are presented in Table 6.1. It can be seen that the
relationship for low-quality logs is much more linear according to the Pearson correlation
coefficients, whereas for the high-quality logs there is a high spike in the probabilities for
the higher range of intensities, although the relationship is still monotonic, as is evident
by the Spearman correlation. High-quality logs are bottom logs obtained from the lower
part of a tree and such logs do not contain noticeable numbers of knots on the surface.
However, high-quality logs still might contain knots that did not grow far enough to
be detected from the outside of a log. The lack of information about internal knots in
bottom logs is the main limitation of the proposed method and the downside of using
fast laser scanning alone, since such scanning only provides information about external
features. Another weak point is the usage of the same growth model for all knots. The
goal of the proposed algorithm is to indicate the most likely places where the knots can
grow inside. Using mean values for the growth model parameters falls in line with this
goal, keeping in mind that estimating individual knot parameters is impossible with the
currently available data.
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Overall, Pearson correlation coefficient for the whole dataset is close to 1, meaning that it
is reasonable to assume the linear relationship between the intensities and probabilities.
On the other hand, the maximum estimated probability is far from 1. Therefore, intensity
values could be thought of as scaled likelihoods. In terms of sawing angle optimisation,
this relationship can be sufficient.

Table 6.1: Correlations between knot probabilities and pixel intensities of vir-
tual boards. Reprinted, under CC BY-NC-ND 4.0, from [141] © The Authors.
Published by Elsevier B.V.

Logs Pearson Spearman
All (100 logs) 0.98 1.00

Low quality (55 logs) 0.99 1.00
High quality (45 logs) 0.89 0.99

A (35 logs) 0.99 1.00
B (10 logs) 0.91 0.99
C (10 logs) 0.96 0.99
D (35 logs) 0.86 0.99
E (10 logs) 0.94 0.98
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Figure 6.8: Estimated dependence of the knot probabilities on the pixel inten-
sities of the virtual images for all logs, using Eq. 6.13 and the window size of 30
for the moving average.
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Figure 6.9: Estimated dependence of the knot probabilities on the pixel inten-
sities of the virtual images for the low (a) and high (b) quality logs. Reprinted,
under CC BY-NC-ND 4.0, from [141] © The Authors. Published by Elsevier
B.V.
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6.2 Virtual sawing using generative adversarial networks

6.2.1 Background

It is possible to extend the proposed virtual sawing framework from [141] to not only
estimate the density and distribution of knots inside a log, but to generate a prediction
of how the resulting board would appear visually after sawing. This is important for
cases where the appearance of the end product is an important attribute. The extension
has been proposed in [5] and is described below. The full extended pipeline is presented
in Fig. 6.10. The proposed GAN module can be applied to the output of the original
method, being the direct extension, or, alternatively, it can be applied directly to a
projected heightmap by skipping the branch segmentation and modelling steps.

Input
point
cloud

Filtered point
cloud +

centerline
Surface heightmap Segmented knots Volumetric log

model Knot maps 

Raw projected
heightmaps 

The existing virtual sawing system The proposed GAN module

Generative
Adversarial
Network

OR

Photorealistic board images 

Figure 6.10: Photo-realistic board can be generated using either the final or
intermediate results from the virtual sawing pipeline. Reprinted, with permission,
from [5] © 2021 IEEE.

A straightforward way would be to apply the GAN module to the end product of the
original method as a direct extension of the pipeline. Alternatively, it is possible to skip
the knot segmentation step and apply the conversion from log-centric coordinates to the
Cartesian coordinates by using the raw (unfiltered) heightmaps. Then, this reconstruc-
tion can be sampled to construct raw projected heightmaps in a similar manner to the
knot map generation. By using this as an input to the GAN, it is possible to assess
the possibility of skipping steps of the original pipeline that involve explicit modelling,
such as knot segmentation and modelling, and relegating that responsibility to the GAN
model instead.

Additionally, for the raw projected heightmap images, a mean subtraction is performed.
This helps to dissolve a homogeneous inclination of values within the board pixels (see
Fig. 6.11). This inclination is the result of the natural tapering occurring in tree trunks,
where the bottom parts of a tree are thicker than the top parts. Non-uniform scaling of
values among the board surface can force the network to learn only from the brighter
part of a raw projected heightmap image.
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(a)

(b)

Figure 6.11: The inclination of a raw projected heightmap image dissolves with
mean subtraction: (a) A raw projected heightmap image with inclination; (b)
A homogeneous raw projected heightmap image. Reprinted, with permission,
from [5] © 2021 IEEE.

6.2.2 Realistic board image generation

The goal of this study is to examine the possibility of generating photo-realistic boards
from the surface information of a log. In order to test the applicability of this approach,
the Pix2Pix model is selected, as it has been applied to similar supervised translation
tasks and has shown rather good results [1, 46].

The GAN generator architecture is based on the encoder-decoder architecture of the
U-Net [99] network. In order to change the dimensions of the generator outputs to
match the full board images, the stride parameters in the upsampling and the downsam-
pling blocks are altered to obtain the desired output from the input image of 128× 2048
pixels. The discriminator uses the downsampling block from the generator, and thus
no complementary changes are required due to the advantageous architecture of Patch-
GAN [46].

Transposed convolution (sometimes also called deconvolution) is used as an upsampling
layer in the decoder part of the generator of the original Pix2Pix architecture. Unfortu-
nately, transposed convolution tends to produce checkerboard artefacts [81] if the uneven
overlap occurs in its receptive fields. To address the problem, the regular transposed con-
volutional layer is replaced with a resize convolutional layer, as was proposed in [81] (see
Fig. 6.12).

6.2.3 Experimental arrangements

Training and data

All experiments were conducted using Datasets 2018 and 2019. Three image-to-image
models were trained: 1) ground truth-to-board image, 2) knot map-to-board image, and
3) projected heightmap-to-board image model. The ground truth images were blurred
by a Gaussian filter with a standard deviation of 10 to imitate the appearance knot maps
images. The objective function, the loss function and all hyperparameters were the same
as proposed in the original paper [46]. The Adam optimiser was used with the learning
rate of 0.002 and standard values for all other parameters.
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(a) (b)

Figure 6.12: Replacing transposed convolution with resize convolution success-
fully dissolves repeating artefacts [81]: (a) A board generated with transposed
convolution; (b) The same board generated with resize convolution. Reprinted,
with permission, from [5] © 2021 IEEE.

Evaluation criteria

In the context of virtual sawing, an important characteristic of a generated board image
is the accuracy of located knots. Moreover, the generated knots should be similar in
appearance to the knots of the real boards. As a consequence, an appropriate quantitative
measure would be a segmentation performance with a segmentation model trained on the
real board images and using true knot locations as ground truth.

The Detectron2 library was used [101]. A pretrained Mask region-based convolutional
neural network (R-CNN) [35] with the ResNeXt-101-feature pyramid network (FPN) [133]
backbone was selected based on the standard evaluations presented in [24]. To estimate
the quality of the generated board images, the model trained on the real images was
applied to an artificial image and the segmentation results were then compared to the
ground truth.

From the standard segmentation metrics, average precision (AP) and average recall (AR)
were used to evaluate the performance of the algorithm. Those metrics are commonly
supplemented with a confidence level τ and intersection over union (IoU) values [84]. IoU
is defined as

IoU(A,B) =
area(A ∩B)

area(A ∪B)
, (6.16)

where A and B are the detected area and the ground truth, respectively. The detection
is considered to be a true positive (TP), if the IoU of a detection with the ground truth
is higher than a predefined threshold o. Precision for the threshold τ is computed as

P(τ) =
TP(τ)

all detections(τ)
, (6.17)

and recall is calculated as follows

R(τ) =
TP(τ)

all ground truths
. (6.18)
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Then, AP can be computed as

AP =

1∫
0

P(R)dR, (6.19)

where P(R) is the precision defined as a function of recall. AR computes an average
recall over IoU thresholds o and fixes the confidence threshold τ = 0:

AP = 2

1∫
0.5

R(o)do. (6.20)

Usually, a separate evaluation is done for objects of different sizes. Since the virtual
sawing process utilises only the surface information of the log, it means that only the
knots that were able to grow to the surface can be reconstructed. This, in turn, means
that small knots can be removed from consideration. Keeping that in mind, the following
four metrics were used for characterising the segmentation performance [20]:

• AP across scales.
The metric considers two types of knots depending on the sizes (in pixels) as follows:
APmedium and AP large for medium and large knots, respectively.

• AR across scales.
The metric examines recall for various sizes of knot areas as follows: ARmedium,
and ARlarge for medium and large knots.

Medium and large knots were defined for each segmentation evaluation individually as
follows:

Knot type =

{
medium, if max{X}

3 < xi <
max{X}

2

large, if xi ≥ max{X}
2 ,

(6.21)

where xi is a knot area (in pixels) in a given set of knot areas X, and max{X} is the
maximum knot area in a set of all knots.

The training set for the model consisted of 358 real samples (80% of images). The rest of
the generated boards, 87 images in total (20% of images), composed the testing subset
for segmentation metrics evaluation. The Mask R-CNN ResNeXt-101-FPN segmentation
model was trained for 5000 iterations with a base learning rate of 0.025.

6.2.4 Results

Qualitative results

Visually, the generated board images look realistic. The patched version of a virtual
board can be observed in Fig. 6.13. The appearance of generated patches is very similar
to the real patches and knot locations are identical.

An example of full virtual boards generated from different inputs is presented in Fig. 6.14.
When using the ground truth, all knot locations are preserved, while their visual appear-
ance might differ slightly.



64 6. Virtual sawing

Figure 6.13: Example results from the model trained on patches of the ground
truth images. The top row displays patches of a blurred ground truth image;
the second row shows corresponding patches of a real board; and the bottom row
contains corresponding patches generated by the GAN model. Reprinted, with
permission, from [5] © 2021 IEEE.

The model trained on knot maps is less precise due to the uncertainty introduced in the
knot maps. Even though there is some correlation between the intensity and location
of the virtual knots and real knots, not all virtual knots are detected by the GAN.
Furthermore, small visual artefacts appear in places with high uncertainty in the knot
maps (i.e. large white areas). However, certain areas of a generated board correspond
to the real board rather well, having knots in a similar location and knots with similar
orientation and shapes. Those areas correspond to the areas of high confidence in the
knot maps.

Virtual boards created from projected heightmaps contain a lot of artefacts and miss
most of the knots. However, the generated knots mostly correspond to the true knots.
It seems that the GAN was not able to fully replace the manual knot segmentation step.

Quantitative results

Quantitative results were measured by the segmentation approach described in Sec-
tion 6.2.3. Results evaluated with bounding box segmentation are presented in Table 6.2.
The results for the medium knots are the best for the ground truth inputs. The results
for the large knots are best for knot map inputs, which is expected, since the reconstruc-
tion approach uses information from the surface and therefore the largest knots, i.e. the
knots that are grown all the way to the surface, are reconstructed more reliably. Overall,
the results for medium-sized and large knots are mostly stable for the knot maps input.
The projected heightmap produced the worst overall results. However, the recall metric
for large knots is almost on a par with the result for the knot maps, while the precision is
considerably lower, meaning that a lot of false negatives are generated by that approach.
Lower accuracy when using raw projected heightmap as an input is expected considering
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(a)

(b)

(c)

(d)

Figure 6.14: Example of the results for the model trained on different data
modalities: real board image (a); trained on ground truth image (b); trained on
knot map image (c); trained on raw projected heightmap image (d). Reprinted,
with permission, from [5] © 2021 IEEE.

Table 6.2: Detection metrics calculated using bounding boxes. Reprinted, with
permission, from [5] © 2021 IEEE.

Metric Ground truth Knot map Projected heightmap
APmedium 0.782 0.378 0.178
AP large 0.356 0.455 0.270
ARmedium 0.786 0.465 0.268
ARlarge 0.357 0.450 0.408

the considerably more challenging task as no information about the knots is given in the
method.

The results from using segmentation masks instead of bounding boxes are presented in
Table 6.3. The bounding boxes results are useful for evaluating rough localisation of
the knot locations by the reconstruction, while the results from the segmentation masks
are used to assess how the reconstructed shapes of the knots match the actual knot
shapes. It is notable that the results with the ground truth inputs are exactly the same
as for the bounding boxes. The results for the other types of inputs are notably worse
than the results with the bounding boxes, which is expected since they have used the
reconstruction from the surface for the input.

6.3 Virtual sawing with annual ring modelling

6.3.1 Background

While knot placement is one of the main factors contributing to the overall softwood
board grade, there are also other properties that could be used to assess quality. For
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Table 6.3: Segmentation metrics calculated using segmentation masks.
Reprinted, with permission, from [5] © 2021 IEEE.

Metric Ground truth Knot map Projected heightmap
APmedium 0.782 0.249 0.141
AP large 0.356 0.257 0.175
ARmedium 0.786 0.349 0.225
ARlarge 0.357 0.250 0.310

example, the stiffness and strength of the resulting board [28, 37, 41, 68, 75] and shape
stability [83] can be inferred from the orientation and thickness of the fibre patterns, often
referred to as grain, on the resulting board. Moreover, those patterns are an important
property when the timber is graded on its decorative value as well. While the method
proposed in [5] (Section 6.2) is able to produce photo-realistic images based on virtual
boards, it is solely based on the predicted knot locations. However, the mechanisms
behind the real fibre pattern generation are well known and could be used to extend the
virtual board generation with additional information.

Fibre patterns are generated by the annual rings of a tree. Annual rings are the alter-
nating light and dark rings visible on the cross-section of a tree. The light and dark
rings are usually referred to as earlywood and latewood [109] respectively. The rings
form as a reaction to a change in weather conditions, i.e. earlywood is formed during
warmer seasons, resulting in faster growth and cells with thinner walls, while latewood
corresponds to colder weather and slower growth, producing cells with thick walls and
darker colour.

Due to the periodic nature of these phenomena and available data about the underlying
growth mechanisms, it is possible to create a mathematical model describing the distri-
bution of the annual rings. Indeed, several attempts have been made at modelling annual
rings [78, 117, 118]. The model from [78] is especially relevant to the proposed methods,
since it is based on the images of Scots pine trees and the results are compared to the
real pictures of log cross-sections.

6.3.2 Annual ring modelling

The extension to the proposed volumetric log model from Section 6.1.3 is based on the
model from [78]. The value of the annual ring intensity is defined as

Ir(θ, l, ρ) = [sin(2π f D(θ, l, ρ)) + 1]1/ζ , (6.22)

where f is the frequency parameter, ζ is the parameter defining how much wider the
earlywood is compared to the latewood, and the periodicity of the rings is modelled
using a sine of D = ρ+ α · l+Df +Dk, which is a term modelling the growth of a tree.
Naturally, ring intensity is dependent on the distance to the pith ρ. The dependency on
the lengthwise position is modelled by including a term αl, where α can be understood as
a growth multiplier. The term Dk is responsible for the fibre distortions resulting from
the growth of knots, which could be approximated with the use of the knot intensity
function Ik defined in Eq. 6.6

Dk(θ, l, ρ) = −βIk(θ, l, ρ), (6.23)
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where β is the multiplier defining the strength of the distortion produced by the knots.
Finally, Df is the frequency term responsible for the smooth variation in ring thickness
and is defined as

Df (θ, l, ρ) =
S

1 + exp(−s · (ρ− s0))
, (6.24)

where S is the amplitude, s is the slope and s0 is the distance to the pith where the
change should occur.

In order to generate the final virtual board image, it is possible to combine both Ir and
Ik terms. For increased visual fidelity and resemblance to real knots, it is possible to
apply a sigmoid function to the re-scaled values of Ik. That way, the knots would have
sharper edges, increasing the likeness to the real knots and avoiding large grey areas. An
example is presented in Fig. 6.15. The final intensity is then defined as

I(θ, l, ρ) = max

(
1

1 + exp(γ(1− 2Ik(θ, l, ρ)))
, λIr(θ, l, ρ)

)
, (6.25)

where γ is a multiplier controlling the slope and sharpness of the intensity change, and
λ is a scaling factor to increase the contrast between the knots and ring patterns. The
virtual boards are then generated using the same approach as described in Section 6.1.4,
with the only difference being that the sampled function is I instead of Ik.

(a) Original knot map.

(b) Knot map after the application of a sigmoid function.

Figure 6.15: Examples of the results without (a) and with (b) the application
of a sigmoid function to the knot map values.

Moreover, the resulting virtual board can be made even more realistic by colouring it.
Instead of adjusting each colour channel individually based on the value of I as has been
done in [78], a simpler approach has been chosen. The final intensities are used to linearly
interpolate between two colours, i.e. a simple colourmap is used. The colours are chosen
by ordering the colours from a real corresponding board based on their greyscale value in
descending order. In order to avoid choosing the outliers, the first and last 0.1n colours
are skipped, where n is the total number of available colours. The final colourmap is
constructed by linearly interpolating between the colours corresponding to the means
of top and bottom 0.01n colours. It should be noted that for the practical application
where the real boards are not available, the colours could be chosen by using one of the
predefined colourmaps based on the tree species, or they can be inferred from the RGB
image of the log’s cross-section, when available.
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6.3.3 Experimental arrangements

All parameters for the annual ring models were chosen empirically by visually comparing
the results of the virtual sawing to the corresponding real boards. f and ζ parameters
from Eq. 6.22 are fixed as 0.15 and 2 respectively. The growth multiplier α from the
term D is fixed as 0.1. The knot strength multiplier β is set to 50, and parameters from
Eq. 6.24 are fixed as follows: S = 50, s = 0.01, s0 = 100. Finally, parameters γ and λ
from Eq. 6.25 are set to 3 and 0.2 respectively.

Since no ground truth data about the real distribution of the annual rings is available for
the used datasets, it is impossible to evaluate the results of the modelling quantitatively.
The only information about annual rings is available in the form of the fibre patterns on
the sawn boards, which can be qualitatively compared with the virtual boards.

6.3.4 Results

The resulting annual rings on a log cross-section are presented in Fig. 6.16. It can be seen
that the model is quite simple, with most of additional terms from [78], such as random
noise components and terms simulating the storage and imaging conditions having been
intentionally removed. Since the main goal is to include as much information from the
volumetric model as possible into the virtual approximation of a sawn board, the noise
does not convey useful information since it does not depend on the input data.

(a) A cross-section without knots. (b) A cross-section with knots.

Figure 6.16: Examples of generated virtual log cross sections.

A comparison between real and virtual boards is shown in Fig. 6.17. The sides closer
to the centreline have a distinct high frequency pattern, while the outer sides exhibit a
more complicated pattern with larger deformations, similar to the real boards.

Virtual boards with annual ring patterns provide additional information about the knot
locations and their vicinity. It is possible to notice the deformations in the generated
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(a) Log 1.

(b) Log 7.

(c) Log 18.

Figure 6.17: Comparison of virtual and real boards for logs 1, 7 and 18. Com-
pared to the virtual boards from Fig. 6.7, the boards here are generated with the
addition of the annual rings to the model and are coloured. For each board side,
the results are presented in pairs of virtual (top image in a pair) and real images
(bottom image in a pair).

fibre patterns near the real knot locations, even if the model has low confidence in the
knot location, as can be seen in Fig. 6.18. Furthermore, the matching deformations in
the places where no real knots are visible suggest that the model is able to correctly
predict the internal knot distribution.
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(a) (b) (c) (d)

Figure 6.18: Zoomed in regions of the fibre patterns.

6.4 Discussion

6.4.1 Current results

In this chapter, a method for modelling internal knot distribution based on laser range
scans of logs is proposed. The method utilises the centreline-based heightmap described
in Chapter 5. A 3D volumetric model of the log is created as a result, which could be
used for the virtual sawing and producing of virtual boards. It has been shown that pixel
intensities correlate with the probability of a knot appearing in that location on a real
board. Since not all knots even reach the surface of high-quality logs and detecting the
ones that reach the surface is harder due to them being smaller and less pronounced, the
correlation between knot map pixel intensity and the probability of a knot being in the
same location on the real board is higher for low-quality logs.

An extension to the virtual sawing method proposed in Section 6.2 is aimed at creating
photo-realistic board images using GANs. The prediction of the board’s visual appear-
ance is important when the final product is graded based on its decorative value. Two
approaches are considered: a direct extension of the virtual sawing pipeline described
in Section 6.1, and a method utilising raw projected heightmaps. The first method
transforms knot maps produced by the original pipeline into photo-realistic images. The
second method skips the steps of heightmap knot segmentation and explicit modelling
of the knot morphology, projecting the values from the surface heightmap into the in-
side volume of a log. The method is evaluated by applying a knot detector trained on
real boards and comparing the detections to the ground truth. While the qualitative
results are good, especially for the method based on knot maps, the quantitative results
indicate quite low accuracy of knot reconstruction. This is a direct consequence of the
uncertainties contained in the original knot maps and an inherent inaccuracy of the orig-
inal method. The results are even worse in the case of the boards generated from raw
projected heightmaps.

Another extension is proposed in Section 6.3. In addition to the knot distribution,
the proposed model is able to approximate the fibre patterns on the resulting boards
by adding annual rings to the volumetric log model. Fibre patterns complement the
knot likelihood information, producing virtual boards visually resembling the real boards
without using GANs. However, the downside of such an approach is the need for the
manual definition of all model parameters and the model itself. Visually, the results
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produced by this method look quite impressive, generating realistic fibre patterns that
could be used to make a judgement about the closeness of a board to the log centre.
However, this method is missing quantitative evaluation at the moment due to the lack
of data, i.e. images of log cross-sections. While the generated grain patterns by no means
provide the true fibre orientations, meaning that the application of the current model to
the strength prediction requires further testing, the visual resemblance of virtual boards
to the real ones is beneficial if the cosmetic value of the end product is considered. A
qualitative comparison of all virtual boards is presented in Fig. 6.19.

(a) Real board.

(b) Segmented knots.

(c) Knot map generated by the proposed virtual sawing method.

(d) Virtual board generated from a knot map.

(e) Virtual board generated from a raw projected heightmap.

(f) Knot map with annual ring modelling.

Figure 6.19: Comparison of the virtual boards generated by the proposed meth-
ods.

6.4.2 Future work

The possibility of precise estimation of internal knot growth using only the external fea-
tures could be studied further. Coupling a laser range scanner with, for example, sparse
X-ray CT scanning, the accuracy of the model could be greatly increased. Since sparse
X-ray CT scanning does not provide enough information for detailed reconstruction, a
statistical method using the proposed model as a prior would have to be used to solve
this inverse problem. The model itself could also be greatly improved by collecting dense
X-ray CT data and using this detailed information to fit model parameters.

The application of GANs for the task of virtual sawing is a promising direction as well.
A greater amount of training data could improve the model’s ability to map between the
domains of surface heightmaps and board images. The virtual sawing method based on
raw projected heightmaps can greatly benefit from larger datasets, since the GANs are
known to require a large amount of data to generalise well, especially for more challenging
tasks.
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The addition of the annual rings to the model could also be useful in a number of ways.
fibre patterns provide additional information about knot locations and their vicinity.
For example, a separate segmentation method can be trained on the virtual boards in
an attempt to predict the real locations of knots after sawing. Moreover, they could
be used to predict different mechanical properties of the board before sawing, since the
stiffness, strength and shape stability of the resulting board all are correlated to the fibre
orientations [41,83]. The model itself can be made more accurate by providing additional
information in the form of an RGB image of a log’s cross section. This image can be
analysed with the help of the methods described, for example, in [77, 79] to tune the
model parameters for a better fit to the real data. Alternatively, information about the
annual rings can be inferred from X-ray CT data as well. Additionally, a more complex
and accurate fiber structure model from [68] or [27] can be used for the simulation of
fiber patterns in the volumetric model.

Finally, the presented framework can be extended with the sawing angle optimisation
step. Then, the full pipeline can be used to evaluate the expected value yield.



Chapter VII

Timber tracing

Sawmilling is a complex process with a large number of different stages and variables.
A typical sawmill contains various measuring devices, such as laser scanners and RGB
cameras. These devices measure both the raw material and end products during the
different process stages. These measurements are not connected with each other, which
prevents the full utilisation of the measured information. The measurements are typically
used to sort logs or boards into various categories, but the information about an individual
log or board is lost when the material moves to the next process stage. However, tracing
the material through the whole process is of great interest as it would allow for various
improvements in the sawmill process, such as ensuring the legality and sustainability of
the product origin [22], and avoiding faulty products at an earlier production step [53].

Due to a significant difference in appearance, tracing the board back to the log it was
sawn from is an extremely challenging task. It is possible to use invasive tracking tech-
niques [22], but such methods are ill-fitted to widespread use in real industrial processes.
This calls for non-invasive tracking techniques that utilise the measurable properties of
the material itself to implement the matching. One such approach utilising laser scans
of logs and RGB images of boards was proposed in [140] and is described below.

7.1 Timber tracing with multimodal encoder-decoder networks

7.1.1 Background

Multimodal encoder-decoder networks provide a tool to translate from one image modal-
ity to another. The following three modalities are considered in this work: circle-based
log heightmaps, board images, and ‘barcode’ images. An example images from those
modalities are presented in Fig. 7.1. The log heightmaps and the board images are 2D
representations of the logs and the boards, respectively, and the ‘barcodes’ correspond
to the approximate locations of the knot clusters in the log. The information in the
‘barcodes’ is essentially a one-dimensional list of the start and end positions of the knot
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clusters in the longitudinal direction of the log presented as a 2D binary image. This
information is extracted from the logs using an X-ray scanner before they are sawn.
The log heightmap and the board image are the source modalities (input) and the ‘bar-
code’ image is the target modality (output of the translation process). Therefore, the
X-ray-generated ‘barcodes’ form the ground truth to train the encoder-decoder networks.
However, it should be noted that the ‘barcodes’ generated from discrete X-ray tomogra-
phy are only used during the training phase. Therefore, an X-ray scanner is not required
in order to deploy this method into the production environment.

(a) (b) (c)

Figure 7.1: Three modalities used for timber tracing: heightmaps (a), knot clus-
ters (b) and boards (c). The board image is converted to greyscale and inverted to
make knots white, similar to other modalities. Zolotarev, F., Eerola, T., Lensu,
L., Kälviäinen, H., Haario, H., Heikkinen, J., and Kauppi, T., Timber Tracing
with Multimodal Encoder-Decoder Networks [140], published 2019 Springer Na-
ture, reproduced with permission of Springer Nature Customer Service Centre.

The schematic of the translation process of heightmaps and images to barcodes is pre-
sented in Fig. 7.2. By using only a single decoder on the latent representations of any
other modality, we aim to align them. Skip connections from the encoders are also used
along with the latent representation. The following three architectures were chosen for
the encoder-decoder networks: U-Net [99], SegNet [4] and All Convolutional U-Net.
The main difference between U-Net and SegNet is the use of the skip connections. Be-
fore any downsampling operations, U-Net transfers all features directly to the decoder,
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allowing for the preservation of the small details. SegNet, on the other hand, transfers
only max pooling indices that are used to upsample the image. The advantage of this
approach is the invariance to the modality-specific features. All Convolutional U-Net is a
modification of the classic U-Net that was inspired by [114]. Instead of using the pooling
and upsampling operations, the network learns the down- and upsampling operations
by utilising strided convolutions and strided transposed convolutions, respectively. It is
done by completely removing max pooling and adding strides to the preceding convo-
lution layers. The same operation is performed for the upsampling layers, except that
the convolution layers are changed to transposed convolutions in order to perform the
upsampling.

Horizontal alignment of knots along the length of the log is used as a ground truth, which
is essentially one-dimensional. Vertical locations of individual knots can differ even for
matching logs and boards, owing to the fact that they depend on the measuring angle
(in the case of a heightmap) and the sawing angle (in the case of a board image). Con-
sequently, the loss function has been constructed to specifically optimise the horizontal
intensity distribution in the resulting images as follows

loss(P, T ) =
p̄ · t̄

∥p̄∥ ∥t̄∥
, (7.1)

where p̄ and t̄ are defined as

p̄ =

h−1∑
y=0

P [y, x], t̄ =

h−1∑
y=0

T [y, x], (7.2)

where P , T are predicted and true images respectively, and h is the height of an im-
age. The loss is essentially a cosine of an angle between vectors representing horizontal
alignment of knots. The value range is [0, 1] due to the fact that each vector element
is non-negative (vector elements are sums of pixel values, which are normalised to [0, 1]
range). The training is performed on pairs of matching log and board: loss from Eq. 7.1
is calculated using the log and board ‘barcodes’ as predicted images and X-ray cluster lo-
cations as true images. Both losses are then summed to get the final loss for the iteration.
This is done in order to train the decoder in both modalities simultaneously.

Board 
encoder

Log 
encoder 

Knots 
decoder 

Figure 7.2: Schematic of the multimodal translation process. It should be noted
that there is only a single decoder. Zolotarev, F., Eerola, T., Lensu, L., Kälviäinen,
H., Haario, H., Heikkinen, J., and Kauppi, T., Timber Tracing with Multimodal
Encoder-Decoder Networks [140], published 2019 Springer Nature, reproduced
with permission of Springer Nature Customer Service Centre.
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7.1.2 ‘Barcodes’ cross-correlation

After the heightmap and the board image are translated into ‘barcode’ images, it is
possible to measure their similarity. This is done by summing up barcodes along their
height dimension which results in one-dimensional (1D) signals representing the locations
of knots along the length of logs or boards. Before matching, the signals are normalised
to be unit vectors. The similarity between the normalised signals is computed using
cross-correlation. The log that contains the highest similarity with the given board is
selected as a match.

The conversion to 1D signals instead of using the ‘barcodes’ directly is done in order
to emphasise the similar properties of logs and boards. As was previously mentioned,
vertical locations of knots differ, even in the matching pairs of logs and boards. The
proposed approach is invariant to the vertical locations of knots as it does the matching
based on the horizontal knot distribution.

7.1.3 Experimental arrangements

The initial experiments [140] were conducted using Dataset 2018. The encoders and
the decoders were trained simultaneously on pairs of circle-based heightmaps and board
images from the same log as shown in Fig. 7.2. After the conversion of the heightmap
and the board image the loss function was computed as described in Section 7.1 using
the ground truth ‘barcode’ images, generated using discrete X-ray tomography. During
the training, data was augmented by random flips, small Gaussian noise and vertical
cyclical shift of the heightmaps. The vertical shift emulates different log rotations during
laser measurements. Networks were trained by using Adam optimiser with the default
parameters, a learning rate of 0.001 and batches of size 7. Precision, recall and F1 score
for each log were calculated by treating the logs as classes for the board identification.
For each log, the number true positive (TP) is the number of correctly matched boards
to this log, False Positive (FP) is the number of incorrectly matched boards and False
Negative (FN) is the number of boards that should have been matched to this log, but
were not. Then, the precision is calculated as

precision =
TP

TP + FP
. (7.3)

Recall is defined as
recall =

TP

TP + FN
. (7.4)

The F1 score is calculated as a harmonic mean of the precision and recall:

F1 = 2
precision · recall
precision + recall

. (7.5)

The quality of the board-to-log matching was assessed using the weighted average F1

score for all the logs. First, the F1 score is calculated for each class, then the average is
calculated by weighting each class score according to the support size of that class.

Due to the heterogeneous nature of the available data (five different log categories),
it is necessary to evaluate the effects of different categories on the training. In order
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to do that, one log category was completely excluded from the training and used as a
test set. After that, 10 randomly selected logs from the rest were used for validation,
and the remaining logs were used to train the network, repeating this procedure 10
times for each test category. In order to compare the selected architectures of encoder-
decoder networks, each network was trained 20 times, and the results from the whole
dataset and validation subsets were compared. Out of the 50 logs, 15 were used for
validation and were excluded from the training set. Boards sawn from those logs were
also excluded, meaning that approximately 30% of data was used for the validation. The
use of additional information was studied as well. Similarly to [26], the lengths of the
logs and the boards were used in the matching process. The results with and without the
augmentation were compared. The augmentation was done simply by subtracting the
difference of lengths from the cross-correlation value. Before subtracting, the difference
was multiplied by 0.001. Boards are sawn along the length of the log; therefore, they
have approximately the same length. Negative length difference is used as a similarity
measure along with a correlation coefficient.

In addition to the initial experiments from [140], the circle-based and snake-based
heightmaps were compared by repeating the same experiment using new heightmaps.
The circle-based heightmaps were created by using smoothed distances from the fitted
circles to the surface. While it is possible to extract information about some bumps
on the surface of the tree, a lot of additional information is lost. While the additional
information, such as a distance to the centreline, is not necessary for the timber tracing
task, it is useful for the virtual sawing, as described in Chapter 6. By using the updated
snake-based heightmaps, it is possible to unify both virtual sawing and timber tracing
tasks by using the same log representation. Moreover, the new heightmap generation
approach is more robust and does not depend on the arbitrary choice of the smoothing
windows and thresholds.

In order to compare the heightmap generation methods, All Convolutional U-Net network
was trained 20 times on Dataset 2018 with the same training/validation split as in the
initial experiments [140], but using the snake-based heightmaps. Lastly, the model was
trained on the combination of Dataset 2018 and Dataset 2021 and tested on Dataset
2019 to evaluate the performance of the proposed method on new data.

7.1.4 Results

Effects of log category on the training

The effect of log quality on matching (category) was tested by completely excluding each
category from training and testing the network on that set after training. The results are
presented in Fig. 7.3. F1 scores are rather high for low-quality logs with large amounts
of knots (1–30), but when high-quality logs (31–50) are excluded from the training, the
network is unable to generalise the learnt features to them. This could mean that the
higher the quality of the log, the more representative it is and more subtle features it
possesses, whereas on the low-quality logs the network quickly overfits on the few more
prominent features that are inherent for the low-quality wood. Therefore, it might be a
good rule of thumb to include more high-quality logs in the training procedure.
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Figure 7.3: The distribution of average F1 scores on the test dataset. The
box spans from lower to higher quartiles with a line at the median value. Lines
extended from the box show the range of data. Zolotarev, F., Eerola, T., Lensu, L.,
Kälviäinen, H., Haario, H., Heikkinen, J., and Kauppi, T., Timber Tracing with
Multimodal Encoder-Decoder Networks [140], published 2019 Springer Nature,
reproduced with permission of Springer Nature Customer Service Centre.

Architecture comparison

The results from training 20 models of each encoder-decoder architecture are presented
in Fig. 7.4. The validation set used comprised 15 logs in total: three logs were taken
from each category of quality. This was done in order to make the training set more
representative. U-Net and All Convolutional U-Net have similar scores on the validation
set, both outperforming SegNet. All Convolutional U-Net also has the highest score
ceiling. When tested on the whole dataset, All Convolutional U-Net has the highest
median score. Thus, All Convolutional U-Net can be considered the best architecture
overall. The large spread of the scores can be explained by the nature of this particular
translation task. In contrast to an ordinary classification task, there is an additional step
of computing 1D signals and matching them together. This makes the result dependent
not only on the sample itself, but on a large number of other samples that are used in the
cross-correlation. Moreover, the sample size is rather small, and deep neural networks
are known to depend on the amount of the available training data. Keeping in mind
results of the experiment from Section 7.1.4, the training could be made more robust by
including more high-quality logs in the training set.

Utilising log and board lengths

Table 7.1 shows the results of matching for the All Convolutional U-Net network. The
results presented are mean values of scores calculated with each of the 20 networks trained
in Section 7.1.4. Each set of 10 logs represent a category of increasing quality. It can
be seen that as the quality increases, the matching accuracy drops. This is expected
as the main features that are used during the matching, i.e. knots, are less prevalent
or completely absent in the high-quality wood. The overall quality of non-augmented
matching is still reasonably high, reaching almost perfect scores for the logs of lower
quality. The overall F1 score of 0.72 is already reasonably high, but it can be improved
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Figure 7.4: The distribution of average F1 scores for the selected architectures of
the encoder-decoder networks: All logs and boards used as input (a); Only boards
in the validation set used as input and matching them to all logs (b). Outliers
are depicted as white circles. Zolotarev, F., Eerola, T., Lensu, L., Kälviäinen,
H., Haario, H., Heikkinen, J., and Kauppi, T., Timber Tracing with Multimodal
Encoder-Decoder Networks [140], published 2019 Springer Nature, reproduced
with permission of Springer Nature Customer Service Centre.

even further by utilising the lengths of boards and logs. It is evident from Table 7.2
that the size information itself is not enough to perform precise matching. However, as
can be seen from Table 7.1, augmenting the ‘barcode’ matching with the size information
shows a significant improvement in the matching accuracy, especially for the high-quality
logs. This demonstrates the flexibility of the approach, allowing for the utilisation of the
additional information that is available in a sawmill.

Table 7.1: Average board matching scores over all runs with and without size
augmentation. Maximum scores over all runs are presented in parentheses. P
is precision, R is recall and F is F1 score. Zolotarev, F., Eerola, T., Lensu, L.,
Kälviäinen, H., Haario, H., Heikkinen, J., and Kauppi, T., Timber Tracing with
Multimodal Encoder-Decoder Networks [140], published 2019 Springer Nature,
adapted with permission of Springer Nature Customer Service Centre.

Log IDs Without augmentation With augmentation
P (%) R (%) F (%) P (%) R (%) F (%)

1-10 99 (100) 95 (98) 97 (99) 99 (100) 98 (100) 98 (100)
11-20 98 (100) 92 (99) 93 (99) 99 (100) 96 (100) 97 (100)
21-30 96 (98) 85 (93) 87 (95) 97 (98) 93 (98) 97 (98)
31-40 82 (96) 61 (75) 67 (79) 93 (99) 72 (80) 78 (87)
41-50 74 (87) 56 (70) 60 (73) 91 (100) 72 (83) 77 (88)
1-30 95 (97) 91 (96) 91 (96) 98 (100) 96 (99) 96 (99)

31-50 74 (84) 58 (73) 62 (75) 89 (96) 72 (81) 76 (85)
1-50 77 (83) 74 (81) 72 (79) 87 (92) 83 (88) 81 (87)

Validation 65 (80) 52 (66) 54 (71) 87 (94) 68 (78) 73 (81)
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Table 7.2: Board matching results using only lengths. Zolotarev, F., Eerola, T.,
Lensu, L., Kälviäinen, H., Haario, H., Heikkinen, J., and Kauppi, T., Timber Trac-
ing with Multimodal Encoder-Decoder Networks [140], published 2019 Springer
Nature, reproduced with permission of Springer Nature Customer Service Centre.

Log IDs 1-10 11-20 21-30 31-40 41-50 1-30 31-50 1-50
P (%) 68 50 41 51 82 38 54 34
R (%) 42 34 26 25 52 34 38 36
F (%) 49 37 31 33 60 35 41 33

Heightmap comparison

In order to test the performance of the proposed timber tracing method with the snake-
based heightmaps, the same setting is used to train and evaluate the method on Dataset
2018, but this time using snake-based heightmaps. The results are presented in Table 7.3.
Overall, the results are consistent with the original method. However, there are two
notable differences: the results for the high-quality logs are worse, but the results for
the validation set are better. The new heightmaps contain information about the surface
relative to the centreline instead of just local surface changes, as was the case in the
original heightmaps. However, only local surface information is necessary for the surface
knot detection and this complicates the task for the barcode encoder-decoder model,
since this local filtering step has to be done explicitly by the model now. At the same
time, it allows the model to implicitly learn the additional information not present in the
circle-based heightmaps. The results for the validation are better than before, indicating
a better generalisation ability of the model, possibly due to the added information.

Table 7.3: Average board matching scores over all runs using circle-based and
snake-based heightmaps.

Log IDs Circle-based heightmaps Snake-based heightmaps
P (%) R (%) F (%) P (%) R (%) F (%)

1-10 99 (100) 95 (98) 97 (99) 87 (96) 96 (100) 90 (97)
11-20 98 (100) 92 (99) 93 (99) 89 (96) 100 (100) 94 (97)
21-30 96 (98) 85 (93) 87 (95) 94 (96) 98 (98) 95 (97)
31-40 82 (96) 61 (75) 67 (79) 66 (74) 55 (69) 54 (66)
41-50 74 (87) 56 (70) 60 (73) 67 (77) 61 (82) 58 (73)
1-30 95 (97) 91 (96) 91 (96) 90 (95) 98 (99) 93 (96)

31-50 74 (84) 58 (73) 62 (75) 67 (73) 56 (67) 55 (67)
1-50 77 (83) 74 (81) 72 (79) 76 (83) 73 (81) 71 (79)

Validation 65 (80) 52 (66) 54 (71) 72 (83) 68 (88) 66 (80)

In order to further evaluate the performance of the proposed timber tracing method, the
training and validation sets were expanded with newer datasets. The model was trained
on the combination of Dataset 2018 and Dataset 2021 and evaluated on Dataset 2019. In
order to evaluate training stability, the model was trained 20 times and aggregated results
are presented in Table 7.4. It could be seen that the results for the low-quality logs are
consistently close to being perfect. The results for high-quality logs, however, exhibit the
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same levels as in the initial experiments on Dataset 2018, with an F1 score of only about
60% on average, reaching a maximum of 73%. Moreover, the spread of the scores is large,
with a standard deviation of about 8%, meaning that there is a lack of surface information
in the high-quality logs. However, with the addition of the size information, the results
for the high-quality logs can be greatly improved, as demonstrated in Table 7.5.

Table 7.4: Average board matching scores over all runs on the Dataset 2019.
In addition to the mean and maximum values, standard deviations are presented
using a ± symbol.

Logs P (%) R (%) F (%)
Low quality 99± 1(100) 99± 1(100) 99± 1(100)
High quality 58± 8(71) 67± 7(78) 61± 8(73)

All 78± 4(84) 83± 4(89) 79± 4(86)

Table 7.5: Average board matching scores over all runs on the Dataset 2019 with
size augmentation.

Logs P (%) R (%) F (%)
Low quality 100± 0(100) 99± 0(100) 100± 0(100)
High quality 81± 4(89) 85± 4(91) 81± 4(89)

All 90± 2(94) 92± 2(95) 90± 2(94)

7.2 Discussion

7.2.1 Current results

A multimodal translation-based method for matching sawn timber to the logs from which
they were sawn is proposed in this chapter. The method uses the board images and the
laser scanner data of the log surfaces as the input and utilises discrete X-ray tomography
data to train a multimodal encoder-detector network translating the board and log data
to matchable representations. It should be noted that the X-ray data about the knot
clusters is required only in the training phase. Once the network has been trained,
only the laser scanner and camera systems are needed, providing a cost-effective method
for timber tracing. The effects of different log categories on the training were studied
and it can be concluded that the proposed method generalises best when trained on
logs of higher quality. Three different architectures of the encoder-decoder networks
were evaluated, and a modified version of U-Net was chosen based on the evaluation.
Furthermore, it was shown that the method performance can be improved by using
additional information, such as lengths of boards and logs. Snake-based heightmaps
were compared to the original circle-based heightmaps. The results on the Dataset 2018
indicated that using the new heightmap generation approach has better generalisation
potential, i.e. the model achieved higher scores on the validation subset. However, the
results on the high-quality logs are worse than before, possibly because the model requires
more data to learn subtle features of the high-quality logs. The model was evaluated on
all available datasets by training it on Dataset 2018 and Dataset 2021, with Dataset



82 7. Timber tracing

2019 used for validation. With enough training data, the model achieves near perfect
results on the low-quality logs. However, the results for the high-quality logs are not
nearly as good, with an F1 score of 61 on average and a large spread in scores between
different training sessions. This is a natural limitation of the proposed approach, as only
the surface information of a log is used for matching, while knots, the main identifying
feature, in high-quality logs often do not reach the surface at all. Nevertheless, it has
been shown that by combining the proposed approach with the additional information,
such as size, it is possible to greatly improve the accuracy on the high-quality logs.

7.2.2 Future work

Training and validating the method on larger datasets is necessary for further develop-
ment of this method. In addition, modifying this method to utilise features not limited
to the knots, such as size information, could greatly improve its effectiveness when work-
ing with high-quality wood. The additional information can be collected using another
sensor suitable for the real-time setting of a sawmill, e.g. a sparse X-ray CT scanner or
an RGB camera. Additionally, cost-benefit analysis can be conducted in the future to
evaluate potential profits gained with the utilisation of the proposed method.



Chapter VIII

Conclusions

A framework for utilising point clouds of logs for multimodal domain translation in the
context of the sawmill industry was proposed in this work. The data for the experiments
was collected using laser range scanners for the point clouds of logs, RGB digital cameras
for the images of boards, and sparse X-ray CT scanners for the data about knot clusters
inside the logs in a real sawmill environment.

A method for the conversion of a 3D log point cloud into a 2D heightmap image of a
log’s surface was proposed. The proposed representation is able to efficiently encode
the information about log’s surface, allowing for the application of powerful methods for
image processing and analysis, such as CNNs. Based on the proposed 2D representation,
a fuzzy volumetric model of knot distribution inside a log was developed and evalu-
ated. The results indicated a clear correlation between the predicted values and spatial
knot distribution. The volumetric model was extended with a GAN module to create
photo-realistic virtual boards. Two approaches were proposed: a direct extension, or
the application to the projected heightmap. Both approaches showed promising results,
able to generate realistic board images and predict approximate knot locations. Another
extension of the volumetric model was proposed based on annual rings. Virtual boards
generated with this method exhibited fibre patterns characteristic of the real wooden
boards.

A method for tracing boards back to the logs using log point clouds, board RGB im-
ages and sparse X-ray CT scans of logs was proposed and evaluated. Logs and boards
were matched by using an encoder-decoder convolutional network. The results indicated
that the method is better suited to low-quality logs due to its dependence on the avail-
able surface information. The accuracy could be further improved by using additional
information, such as lengths of boards and logs.

The proposed framework was developed with practicality in mind, using sensors available
on the sawmill and solving real problems encountered in the industry. Potential benefits
of virtual sawing and timber tracing have been studied before [16,22,69,96,115], indicating
that the solution for those problems would greatly increase the profit and efficiency of
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the whole sawmilling process. When considering practical application of the proposed
methods, it is important to keep in mind that the solution should be fast and affordable.
While solutions using X-ray CT scanners exist, most of the time those solutions are either
slow, expensive, or both. Using fast laser range scanners is much cheaper, the main
drawback being that they only provide surface information, limiting the accuracy of the
proposed methods. However, the results indicate that even with surface information it
is possible to solve virtual sawing and timber tracing with an accuracy that might be
useful in a real-world setting.

As for future work, the proposed methods can be further evaluated and improved with
the collection of additional new data. Data collection is complicated, requiring a special
procedure to mark logs and boards to match them together for the ground truth and
estimate the sawing angle. However, the methods based on deep learning, such as GAN-
based virtual board generation and encoder-decoder CNN-based timber tracing, would
greatly benefit from additional data for training. Another possible direction for future
work is the improvement and automatisation of the data collection procedures. The
whole framework can be expanded with data from additional sensors. For example, the
volumetric model can be made more precise by combining laser scans with sparse X-
ray CT data, providing more definite information about the internal structure of a log.
Another possible avenue for future research is the extension of the current framework
with a sawing pattern optimisation step, such as the creation of a definite model for the
evaluation of an expected result from the perspective of an end user, i.e. the prediction
of the expected board grade or price.
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