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Cloud computing and migrating existing software to the cloud are common phenomena in
the present day. This study utilized Design Science Research to research how a situational
awareness system can be migrated to a multi-tenant cloud environment. The study used an
existing case system developed by a Finnish software company as a basis for design and
focused on the architectural changes required when moving from a local environment to the
cloud and from one user organizations to a multi-tenant system. Existing related scientific
papers were considered in the design work. Scalability of the system's components was
identified as a major requirement for architectural changes. It was also identified that the
user organizations of the cloud service need to be able to share data when co-operating on
the same incident. In the study, the scalability of each of the components of the case system
was analysed and a model of the system incorporating the changes required for scalability
was proposed. A decision process model for scaling the components of a containerized
system was also proposed based on the analysis. In addition, a proof-of-concept
implementation was developed, where an initial deployment of the system using Kubernetes
was created, including a replaced MQTT messaging component implemented in a scalable
way. The proof-of-concept implementation also added initial capability for sharing data
between different user organizations. The data sharing was enabled by allowing
organizations to share events to other organizations using the service.
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Pilvilaskenta ja olemassa olevien ohjelmistojen siirtdminen pilvialustoille ovat nykyain
yleisia ilmiditd. Tama tutkimus hyodynsi Design Science Research -menetelméa
tutkiakseen, miten tilannekuvajarjestelma voidaan siirtaa pilviymparistéon usean asiakkaan
kayttoon. Tutkimus kaytti suomalaisen ohjelmistoyrityksen kehittdmaé case-jarjestelmaa
suunnittelun pohjana, ja keskittyi arkkitehtuurissa vaadittaviin muutoksiin siirryttdessa
paikallisesta ymparistosta pilviymparistoon ja yhdesta kéyttdjaorganisaatiosta usean
asiakkaan jarjestelmaan. Aiheeseen liittyvia tieteellisia julkaisuja huomioitiin
suunnittelussa. Jarjestelméan komponenttien skaalautuvuuden havaittiin olevan oleellinen
vaatimus arkkitehtuurin muutoksiin liittyen. Liséksi havaittiin, ettd pilvipalvelun
kayttajaorganisaatioiden tulee voida jakaa tietoja keskendan tehdessaan yhteistydtad samaan
tilanteeseen  liittyen.  Tutkimuksessa  jokaisen  case-jarjestelman  komponentin
skaalautuvuutta analysoitiin ja  jarjestelméstd esitettiin  mallia, joka siséllyttaa
skaalautuvuuteen vaadittavat muutokset. Analyysin pohjalta esitettiin - myds mallia
paatoksentekoprosessiin  virtualisointisailioista koostuvan jérjestelmédn komponentteja
skaalattaessa. Lisdksi kehitettiin proof-of-concept-toteutus, jossa jarjestelmastd luotiin
alustava Kubernetesta kédyttavé versio, sisaltden skaalautuvasti toteutetun vaihdetun MQTT-
viestikomponentin. Proof-of-concept toteutus lisdsi my6s alustavan toiminnallisuuden
tietojen jakamiseen useiden kéayttdjaorganisaatioiden vélill4. Tietojen jako toteutettiin
sallimalla organisaatioiden jakaa tapahtumia toisille organisaatioille palvelua kéyttaen.
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1 Introduction

Cloud computing has established itself as an exceedingly widespread phenomenon in the
area of software systems, as migrating software to the cloud has been extensively studied in
both the industry and scientific literature (Zhao & Zhou 2014). This is not surprising, as
cloud computing offers a multitude of potential benefits for businesses, such as pay-as-you-
go pricing based on used resources, rapid scaling capabilities, and wide accessibility (Zhang
et al. 2010). However, many potential challenges also exist when transferring existing

systems to a cloud environment that require addressing.

Multi-tenant cloud services form their own distinct type of systems in cloud computing.
Multi-tenancy in the context of cloud systems can be defined as multiple parties accessing
the same software instance in the cloud (Bezemer & Zaidman 2010). Issues like scalability,
security, and complexity are especially highlighted in these kind of services (Bezemer &
Zaidman 2010), which means that implementations have to pay particular attention to these

subjects.

This thesis is written for a Finnish software company as part of developing their product
Perception (name changed for this thesis). The company is specialized in situational
awareness systems, especially software for managing systems consisting of CBRN
(Chemical, Biological, Radiological, Nuclear) measuring devices. Perception is currently in
the process of having a new cloud service version developed, and one role of the research
reported here is to be a part of this implementation.

In general, the term situational awareness can be understood in somewhat differing terms,
but three dominant definitions are noted by Stanton et al. (2001). The first one emphasizes
the perception, comprehension, and predictive projection of the elements in a certain
environment. The second one stresses an individual’s dynamic reflection of a situation and
its attributes for developing mental models. Finally, the third definition sees situational
awareness as an invariant creating momentary knowledge and behaviour for achieving
objectives. In the context of this thesis, situational awareness systems can be defined simply
as systems providing and managing desired situational information from a certain

environment.
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1.1 Obijectives and research questions

The main problem that this thesis sets out to solve is how a situational awareness system can
be migrated onto a multi-tenant cloud environment. The used approach is to carry out design
and implementation work on a case system, from which more general conclusions can be

derived. The research question that the aim is to answer is:

“How should the software architecture of a situational awareness system be changed, so that
it could be transferred from local contexts with a closed network and one user organization

to a cloud environment in a public network with several separate user organizations?”
This research question is further divided into two narrower sub-questions:

“What changes does moving from one user organization to several organizations require?”
“What changes does moving from a closed network to a cloud environment require?”’

Cloud computing, multi-tenancy, and cloud migration are large areas of research, and
designing all aspects of the migration for the case system is obviously too large a scope for
this research. Thus, the objective of this thesis is to focus on discussing and designing the
most important architectural changes required in the case system, accompanied by models
derived from these designs. Additionally, the goal is to implement a proof-of-concept
version of the case system where specified parts of the planned changes are put into practice.
The created designs and solutions will be based on knowledge from relevant scientific
literature, and the produced and reported artefacts should add to scientific knowledge on the
subjects. Another thesis commissioned by the same company considers the case system
cloud migration process from the product management perspective (see Moroz, 2022), and
the longer-term goals taken into consideration for this research are mostly based on the

discussion presented there.

The detailed internal structure of the case system is information owned by the company this
thesis is written for, so some details of the implementation will be left out from what is
reported here. The general composition of the system components is still described, and the
important parts of design and implementation, nevertheless, are information that can be

described here.
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An important point to note on the case system is that the cloud service being developed will
be its own version of the application while other variants of the system still remain as
separate products. The development should take this into account so that different versions
can still share as much software as is feasible. The design should take the current status of
the case system into consideration when deciding on solutions, as well. Important factors to
assess include the resources spent on development compared to the acquired benefits, the
future developability of the system, and the degree to which advantages of cloud computing

can be utilized.

1.2 Structure of the thesis

The structure of this thesis will continue in the following manner: in the next chapter a
literature review is presented, and relevant previous studies are discussed. Chapter 3
describes the scientific method used in this research, and Chapter 4 introduces the case
system in more detail, as well as describing the requirements for the design and development
implemented in this thesis. In Chapter 5 all the actual design and implementations are
reported and described, and Chapter 6 presents an evaluation for the achieved results.
Finally, Chapter 7 concludes the thesis, summarizing the work and pointing out how the
research questions are answered by the results.
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2 Literature review and previous research

In this chapter, cloud computing and the challenges related to it are discussed. Previous

studies about cloud migration and multi-tenant cloud systems are also discussed.

2.1 Cloud computing and related challenges

Cloud computing is a key part of this thesis. The most important aspects for characterizing
cloud computing are provided by its NIST (National Institute of Standards and Technology)
definition: it consists of a provider giving multiple consumers ubiquitous network access to
a shared pool of computing resources, such as storage, servers, or applications. Essential
features include configurability of the resources, automatic provisioning as needed, rapid
scaling capabilities, and automated measurement of resource usage. (Mell & Grance 2011)

The NIST definition also gives several separate service and deployment models for cloud
computing. In the Software as a Service (SaaS) service model the consumer is given access
to applications running on the cloud infrastructure, while Platform as a Service (PaaS) means
the consumer can use supported tools to deploy their own applications on the cloud
infrastructure. In the Infrastructure as a Service (laaS) service model, however, the consumer
is given a lower-level access to resources, enabling the management of operating systems,
storage, and networks, and giving the ability to deploy software freely on the cloud. (Mell
& Grance 2011) More recently, other service models have also been introduced, such as
Function as a Service (FaaS) concerning serverless computing, where stateless functions are

executed on-demand following certain events (e.g. Lynn et al. 2017).

The foundation of cloud computing is formed by virtualization. Virtualization means
technologies that create a level of abstraction hiding the physical hardware, giving
applications access to the computing resources using the virtualized resources they provide.
The resource sharing and dynamic resource provisioning in the cloud are enabled by
virtualization technologies, as computing resources are pooled from server clusters and

assigned to consumers as needed. (Zhang et al. 2010)
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The different deployment models that are possible with cloud computing include private
cloud, public cloud, community cloud, and hybrid cloud. In the private cloud model, the
infrastructure is exclusively used by a single organization, while public clouds are accessible
to the open public. Community clouds are exclusive to a certain community comprising
multiple organizations, and hybrid clouds consist of connected infrastructures that use
different deployment models. (Mell & Grance 2011)

A multitude of reasons make cloud computing an attractive solution for contemporary
businesses. The pay-as-you-go pricing model of cloud services means that no initial
investment in infrastructure is required to start profiting from the resources. Rapid
management of resource allocation can provide significant savings as the capacity does not
need to be dictated by the peak load. This also means that rapid increases in demand can be
more easily handled by fast expansion of the resource pool. Another benefit from cloud
computing is the wide accessibility to cloud services using a plethora of devices with Internet
access such as laptops, desktop computers, or cell phones. Finally, moving infrastructure to
external providers can reduce costs related to hardware maintenance and transfer business
risks like hardware failure to service providers, who are frequently able to manage them
better. (Zhang et al. 2010)

In addition to the above, there are several key issues to be considered in the area of cloud
computing. Important topics include migrating existing applications to the cloud and
multiple customers simultaneously accessing a cloud resource. Concepts like scalability,
security, and choice of service provider are always relevant in developing applications for
the cloud, as well. This thesis is especially closely concerned with cloud migration and multi-

tenancy.

Migrating software systems to the cloud is an especially widespread phenomenon in the
present day, both in academic studies and in the industry (Zhao & Zhou 2014). A significant
number of scientific publications can be found on the subject, including process and method
proposals (e.g. Chauhan & Babar 2012), case studies (e.g. Khajeh-Hosseini et al. 2010,
Slominski et al. 2015), and surveys (e.g. Gholami et al. 2016), for example.

Multi-tenancy in cloud computing can be defined in a few different ways. For example,
according to Bezemer and Zaidman (2010) and Calero et al. (2010), multi-tenancy is defined

as multiple parties accessing the same software instance in the cloud. This is more
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elaborately discussed in the context of SaaS by Chong and Carraro’s (2006) four levels of
SaaS maturity, where level 1 means that each tenant has their own application, at level 2
they have their own configurable instances, and at level 3 they all use the same instance,
introducing multi-tenant efficiency. Finally, level 4 adds using multiple instances for load
balancing. However, multi-tenancy can also mean multiple customers being hosted on the
same physical machine, with the help of virtual machines (Odun-Ayo 2017). Xu et al. (2014)
also define multi-tenancy as sharing the cloud’s hardware infrastructure by users of several

organizations, and Bijon et al. (2015) connect this specifically with the 1aaS model.

Cloud computing is not free of its own challenges, however. Zhang et al. (2010) describe
different cloud computing challenges mainly from the point of view of research and the
cloud service providers. These include issues like proactive and reactive automated
provisioning of services, load balancing with the migration of virtual machines, energy
efficiency of data centers, and management and analysis of data traffic. Additionally, data
security is a very important topic. Due to the remote nature of the cloud, the infrastructure
provider must meet the objectives for both confidentiality and auditability. This usually
requires the use of cryptographic protocols and remote attestation capabilities, and both the

hardware layer and the virtualization platform have to be trusted. (Zhang et al. 2010)

There are also a lot of studies that discuss challenges of cloud computing with a focus on
cloud migration. Khajeh-Hosseini et al. (2010) identified several organizational migration
risks based on their case study. Customer care and service quality risk deterioration due to
dependency on an external provider and the temporary issues following the migration itself.
Job satisfaction may also suffer because of the shifted responsibilities. Other potential risks
are downsizing of departments and uncertainty and lack of supporting resources for the new
technology. In addition, Chauhan and Babar (2012) point out potential challenges related to
the migration process in their process framework study. For example, the target cloud may
not support the technologies used by the application, and the system may of course need
refactoring and designing new solutions for its architecture. PaaS clouds can also require
long term commitment by clients. Furthermore, it can prove challenging to meet quality of
service requirements when relying on third party infrastructure. Gholami et al. (2016) remark
how re-engineering is required if legacy applications have been developed without
accounting for the requirements in cloud computing. In particular, applications’ architecture

should be such that it supports the resource elasticity enabled by the cloud. Another
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important point is that multi-tenant cloud applications should address quality of service
satisfaction, and related issues are raised especially if migrating from a single-tenant
architecture to multi-tenant one. Changing the cloud provider can also be problematic due
to incompatibilities and heterogeneities between them. The risk of problems like service
outage or network failure is always present as well. Finally, legal issues may occur when the
location of the application and its data may not be possible to determine, and licensing may
be inadvertently violated when multiple instances are created for managing the workload.
(Gholami et al. 2016)

Other studies have considered the issues of multi-tenancy in more detail. Bezemer and
Zaidman (2010) list many of the challenges characteristic to multi-tenant cloud applications.
Tenants using more resources can decrease the performance of others, and simply allocating
an equal number of resources to each can lead to poor resource utilization. Scalability is also
more difficult as tenants share the application and its datastore. The role of security is
highlighted as well, as data exposures could lead to potentially competitive tenants accessing
each other’s data. Zero-downtime requirements are obviously increased with multiple
tenants. Lastly, multi-tenancy of course adds complexity to the application, which affects
the maintenance process. Odun-Ayo et al. (2017) focus especially on the security aspects of
multi-tenancy. Authentication and access control are critical, as user data separation is
highlighted due to shared instances. Data isolation is essential, and high configurability is
also required. Additionally, in multi-tenant cases situations where an attacker shares the
physical machine with the victim are also possible, which is an especially dangerous event.
Tools to improve security include isolating, introspecting, and segmenting virtual machines,
using private clouds, and segmenting and encrypting data. AlJahdali et al. (2014) share
similar issues related to security, and present models for the system, threats, attacks, and
strategies for dealing with the risks.

2.2 Previous studies on cloud migration and multi-tenant cloud systems

There is an abundance of scientific literature discussing the many aspects of cloud computing
and the phenomena related to it. The papers presented here deal especially with the issues of

multi-tenancy and cloud migration, as they are particularly relevant to this thesis.
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In their article, Church et al. (2017) present a case study of migrating a Supervisory Control
and Data Acquisition system to a cloud environment. The system in question provides means
for remotely monitoring and controlling critical industrial systems using sensors and
actuators, so there are some notable similarities with the system discussed in this thesis. The
authors note how migrating to cloud has potential to reduce both costs and system setup
times and examine whether demands of the application can be met using cloud computing.
The study is concluded with a set of recommendations for similar systems, based on the
experience of deploying an example system on cloud infrastructure. In particular, the authors
recommend the use of event-driven communication and spreading over several horizontally

scaling servers if polling protocols with serial processing are necessary.

Khajeh-Hosseini et al. (2010) report a case study of the migration of an enterprise IT
(Information technology) system to the cloud. While the study also discusses a system for
the data collection and remote monitoring of an industrial system, the perspective is quite
different in comparison to the previous study; here the authors analyse the potential benefits
and risks of cloud migration on the enterprise level. The study finds potential for significant
cost savings and reduction of support calls, but also points out several risks that decision-

makers should consider before migrating.

AlJahdali et al. (2014) discuss security threats in the context of multi-tenant cloud
computing. The authors present a proposed system model, threat model, and attack model,
and use Google trace logs to reconstruct the attack model from real-life data. The proposed
system and the potential attacks against it are analysed, and it is concluded that controlling

the resource allocation mechanism provides a way to handle risks by mitigating them.

Another example of a different view into cloud multi-tenancy is given by Jia et al. (2021),
who review the scheduling approaches used in multi-tenant cloud services. The study
presents a systematic literature review on the scheduling methods for diverse tenants in a
multi-tenant cloud environment. Issues that are considered include methods that are used for
scheduling multi-tenant cloud applications, accounting for the different needs of the tenants,
and handling relevant task management issues. Based on the results it is noted how the
different cloud service models have different requirements for managing scheduling, and
how the characteristics of multi-tenancy influence the needs of the solutions. Isolating
performance requires controlling the resources of a tenant, and resource isolation presents

additional challenges as one process may do work for multiple tenants. Task scheduling



17

algorithms should also take database partitioning into account to work efficiently.
Guaranteeing QoS (Quality of Service) performance for each tenant is very challenging, but
there are multiple proposed solutions. Multi-tenancy also presents challenges for load-
balancing to enable efficient scaling of the service, but several frameworks and algorithms
have been proposed for efficient scheduling, making use of methods like virtualization and

prediction.

There are also studies considering architecture and scaling in multi-tenant cloud
environments, such as the paper by Maenhaut et al. (2014). The authors of the paper propose
an architecture model for enabling tenant data scalability. The presented model extends a
typical application architecture consisting of the application and the database layer with the
data scalability layer. This layer includes components for selecting the correct database,
verifying permissions, and managing tenant data reallocation and the number of database
instances to enable high scalability. The study also evaluates the performance of different
data allocation algorithms to compare their suitability for the proposed architecture. The
authors also present similar discussion in another paper (Maenhaut et al. 2015a), where the
design for a data management framework is given. The objective of the data management
framework was to provide high storage scalability in cloud applications by extending their
typical architecture. Description of the additional data scalability layer and evaluation of

allocation algorithms is included as well.

Karatag et al. (2017) also deal with architecture of multi-tenant cloud applications,
presenting a mapping study. The study mostly considered academic articles and research
reports. The results indicate that the preferred storage strategy was using both a shared
application and a shared database between tenants. Economic reasons and characteristics of
the tenant were the main considerations, and some studies had also considered safety. On
the other hand, security issues of multi-tenant systems were the most researched subject.
Security, data confidentiality, and data integrity were one of the discussed disadvantages of
multi-tenancy, as well. Other disadvantages mentioned include consistency, resource
management, configuration, and access control. The observed advantages of multi-tenant
systems in turn consisted of cost effectiveness, ease of maintenance, flexibility, scalability,

and resource utilization.

Slominski et al. (2015) utilize Docker containers to migrate a legacy application to a multi-

tenant cloud service. They present an architectural pattern intended to be reusable for
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migrating legacy applications. The example system is a web application that had to be
converted to a cloud service that supports multi-tenancy. The implementation makes use of
a seeker component that maps all requests to tenant-specific Docker containers running the
legacy engine. If there is no container running, it is started when the request arrives. As the

containers only take a few seconds to start, this delay is tolerable.

Another example of migrating software to a multi-tenant environment is given by Maenhaut
et al. (2013). Here the authors describe the migration of a Medical Communications
application, which offers services such as nurse calls by patients using dedicated equipment,
intercom, video over IP (Internet Protocol), and access control. It was found that only a few
changes were required to the application for the cloud migration, but more changes were
needed to take advantage of the cloud’s multi-tenant capabilities. Major changes to the
architecture of the system included adding a new database for managing the configurations
of each tenant, adding a tenant configuration service, and supporting administrators handling
tenant configurations and user roles. The security risks introduced by multi-tenancy were
mitigated with application request filtering, separating configurations from tenant data, and

supporting more expensive component instances for single tenants where needed.

In their paper, (Maenhaut et al. 2015b) present designs for a hierarchical storage system in
multi-tenant cloud applications. The study proposes a system where resources are
provisioned based on the current load and tenant data is allocated over multiple logical disks
while retaining isolation for tenant data. In the proposed architecture, tenants are clustered
in a hierarchical tree structure based on characteristics like geographical location, Service-
Level Agreement (SLA), or division in an organization. The Hierarchical Bin Packing
algorithm is used to dynamically allocate the tenants’ data over multiple instances based on

the current needs. The authors also evaluate the efficiency of the chosen algorithm.

As can already be seen from the examples discussed here, the issues considered in this thesis
are widely represented in scientific literature. However, while some of the previously studied
systems share some noticeable similarities with the case system of this thesis, there seems to
be no existing research on migrating situational awareness systems. The possibility that such
research was simply not discovered cannot be ruled out but is estimated to be low. Thus, the
research of this thesis will contribute to scientific literature by providing design that

considers the unique characteristics of situational awareness systems.
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3 Method

The method used in this research is Design Science Research (DSR). Design Science
Research is a paradigm used to answer questions from relevant, real-life problems by
creating innovative artifacts (Hevner & Chatterjee 2010). An important aspect of Design
Science Research is the creation of new knowledge. The distinction between routine design
and Design Science Research can be made based on whether the problem can already be
solved with available knowledge (Hevner & Chatterjee 2010).

According to Hevner (2007), the Design Science Research process consists of three inherent
research cycles, which are the Relevance Cycle, the Rigor Cycle, and the Design Cycle. The
Relevance Cycle connects the research to the problem in its application domain, providing
the requirements and acceptance criteria. The Rigor Cycle connects the research to the
scientific knowledge base while also ensuring contribution to research with innovation. The
Design Cycle forms the central part of the research process. In this cycle the artifacts are
iteratively created and evaluated against the requirements, drawing theory from the
knowledge base (Hevner 2007). Figure 3.1 presents how these three cycles connect to the

overall framework of DSR.

Environment Design Science Research Knowledge Base

Application Domain Foundations

Build Design * Scientific Theories

* People
pl_ ) Artifacts & & Methods
* Drganizational Procesces
Systems . )
. ) ] ¥perience
Technical polevance Cycle Rigor Cycle Expertise
Systems * Grounding

* Requirements

* Field Testing * Additions to KB
* Problems

& Oppaortunities * Meta-Artifacts

{Design Products &
Design Processes)

Figure 3.1. The Design Science Research Cycles. (Hevner 2007)

The relevance of the research given in this thesis is ensured by motivation from a real-life
problem of a software company. Rigor of the work follows from basing the research on

existing scientific literature and contributing its results to the knowledge base.
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In their paper, Peffers et al. (2007) present a methodology for Design Science Research,
offering another view into the process. Here the research is divided into six activities:
Problem identification and motivation, Defining the objectives for a solution, Design and
development, Demonstration, Evaluation, and finally Communication. The research
presented in this thesis can also be represented using these activities. Problem identification
and motivation were given by the company who this thesis is written for. The objectives for
the solution are defined based on the needs of the company and the research questions given
at the start of this paper. The general problem that this research aims to solve is transferring
a situational awareness to a multi-tenant cloud environment. More in-depth objectives of the

research are elaborated at the end of the next chapter.

The actual design and development are done as the practical part of the thesis, where models
for the architectural changes and a proof-of-concept implementation are created.
Demonstration is done by presenting the created artifacts to the company and reporting them
in this paper. Evaluation of the design and artifacts is also given at the end part of this thesis,

and communication follows naturally by publishing this thesis.

It should be noted that DSR does not have to follow the activities linearly from the first to
the last. As Peffers et al. (2007) note, there are several possible entry points into the process
depending on the nature of the particular case. It is also possible to iterate back to designing
and development as needed, if the evaluation finds reason for this and the research case in

question allows for it.
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4 System and requirements

This thesis is written for Perception, which is a situational awareness system developed by
a Finnish software company. The design and implementation are done as part of
development for Perception. This section describes the existing system, which works as a
basis for the cloud deployment version. All the different technical solutions used in the
existing system should be used as the starting point for designing the cloud version.

There exist several different versions of the system, which are tailored to the needs of
multiple projects. The description here focuses on a Web application implementation, as this
is architecturally the most relevant to this work. The long-term development of the system
should still include the option for locally deployed versions where security is especially
critical. The design should make this possible without major diverging in the architecture or

the code base.

4.1 Features

The main function of the system is managing and monitoring the observation data from a set
of different connected measuring devices. The system is run on a server, where clients can
connect to either using a web application interface or a specific mobile application. The
mobile application users can connect to different measuring devices using Bluetooth and
transmit the data in real time to the central system. The users may be in the field measuring
radiation levels, for example. The web application interface can then be used to view a
dynamic map showing the locations and observation data of all the connected mobile
application users. All relevant information is stored in a relational database on the server.
The system also has the ability to generate alarms when a measurement exceeds the
configurable alarm limits. Information about alarms is transmitted to all clients and saved in

the system.

The system supports creating several separate projects as well, where users and devices can
be allocated. Access and visibility to these projects is restricted only to administrators and
its members. Consequently, related data such as observations and user locations are

restricted as well. System configurations and project information can be managed
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individually for each project. A dashboard view for data visualization and report creation is
also provided. The report views can be configured and exported to PDF (Portable Document
Format) files. There is also an option to customize the map by adding and removing different

kinds of layers to it, provided there is network access to a service that provides them.

Another important feature of the system is the division of users to different roles. Users are
required to log in with a username and a password to use the application, and their role
configuration dictates what system services they are allowed to access. Users with
permission to configure roles can access the management interface from the web application
once authenticated. Some examples of different permissions that can be managed include
viewing permissions for the map, users, settings, or reports, and managing permissions for
settings and users. Access to the web application and the mobile application can also be

managed separately.

4.2 Technologies

4.2.1 Docker

The existing system is built and deployed with the help of Docker (Docker, Inc. n.d.). Docker
is a virtualization technology that can be thought of as a very lightweight virtual machine
(VM) (Anderson 2015). It should be noted that Docker is strictly speaking not actually a
VM, however, as the underlying virtualization technology between these two is different
(Potdar et al. 2020). Docker is based on running isolated virtual environments called
containers, which are built on Docker images that provide access to the file system and the
necessary functionalities to be able to run applications (Anderson 2015). VMs are more
cumbersome as they use a completely separate operating system (OS) and isolate on the
hardware level, while Docker containers isolate on the OS level, running on the host OS
(Potdar et al. 2020).

Docker is one of the most popular system-level virtualization solutions. In addition to
process isolation and control it also provides tools for rapid building and distribution of
applications, and as opposed to VMs it enables shipping only the code of the application.
(Tosatto et al. 2015)
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4.2.2 MQTT

The system mostly uses MQTT for internal messaging, for example regarding the
observation data of connected measuring devices. MQTT is a lightweight messaging
protocol standardized by OASIS (Organization for the Advancement of Structured
Information Standards) (MQTT.org n.d.). The protocol uses a publish/subscribe pattern and
runs over network protocols like TCP/IP (Transmission Control Protocol, Internet Protocol)
(Banks et al. 2019). MQTT is designed in a way to make it especially suitable for contexts
such as the Internet of Things (IoT) (Banks et al. 2019), and according to Mishra and Kertesz
(2020), it is indeed one of the most widely used 10T protocol solutions. Although MQTT
initially stood for an abbreviation of Message Queuing Telemetry Transport, after becoming
standardized this was omitted, and the name is not considered an acronym anymore (Mishra
& Kertesz 2020).

4.2.3 REST API

For parts of the communication within the system, a REST API (Representational State
Transfer, Application Programming Interface) is used in addition to MQTT. REST is a
resource operations pattern that has achieved a dominant position in web application service
design. In REST, resources are identified by a URL (Uniform Resource Locator) commonly
consisting of the protocol, host, and application path forming the namespace of the site’s
resources, followed by the resource type and possibly an identifier providing access for
operations on a particular type or a resource. (Battle & Benson 2008) The set of operations
used in REST are commonly referred to with the acronym CRUD, which stands for “Create,
Read, Update, Delete” (Hansson 2006). One of the pros of REST is thus its natural fit for
the HTTP (Hypertext Transfer Protocol) with which it is used (Battle & Benson 2008).
HTTP is the application-level data transfer protocol used on the Internet (Fielding et al.
1999). The POST, GET, PUT, and DELETE commands specified by HTTP can be
respectively mapped to the Create, Read, Update, and Delete operations directly,
consequently enabling handling all the operations of REST-based design on the resources
identified by the URL (Battle & Benson 2008).
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4.2.4 Nginx

Nginx is used as a HTTPS (Hypertext Transfer Protocol Secure) reverse proxy server on the
system’s backend. Reverse HTTP proxies are proxy applications that are used to forward
requests to web servers after intercepting and processing them and can be used for example
to balance load between multiple servers (Valeur et al. 2006). Nginx itself is a popular web
server and reverse proxy whose main benefits over Apache, historically the most popular

web server, are performance and efficiency (Reese 2008).

4.2.5 Keycloak

Keycloak is an open-source identity management system providing features such as
authentication, authorization, and user role administration (Christie et al. 2020). In the
system it is used to manage users’ access to different services based on their roles, in addition
to authentication and authorization. Keycloak is based on standard protocols like OpenID
Connect, OAuth 2.0 and SAML 2.0 (Red Hat, Inc. n.d.-a).

4.2.6 Grafana

Grafana is an open-source software with diverse capabilities providing interactive data
visualization and dashboard features (Betke & Kunkel 2017). It is employed in the system

to enable the reporting services.

4.2.7 OSGi

The backend services of the system are written in Java, and part of them is modularized
using the OSGi (Open Services Gateway Initiative) framework. OSGi is a set of
specifications that define a model for modularizing Java applications and infrastructure
(Eclipse Foundation n.d.). OSGi was initially created for the home service gateways market,
but later on its vision expanded, and its features make it suitable for use in other areas, as
well (Hall & Cervantes 2004). It has been widely adopted in industries such as 1oT, M2M
(Machine to machine), Control Systems, Smart Home, Healthcare, Telecommunications,
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Telematics, Smart Meters, Assisted Living, Energy Management, Automotive, Media,

Enterprise Software Platforms and Robotics (Eclipse Foundation n.d.).

The application uses Apache Felix, which is a community project implementing the OSGi
framework (Apache Felix n.d.).

4.2.8 Spring Boot

The backend services relating to the system’s database are implemented as a Spring Boot
application. Spring Boot is an open-source project from the Spring Framework, used as a
tool for creating Spring-based Java applications (VMware, Inc. n.d.). The Spring Framework
as a whole is a hugely popular development framework for Java, providing a programming
and configuration model, and features such as dependency injection, tools for building
REST-based applications, and integrated Object-Relational mapping frameworks for
managing data access to relational databases (Mane et al. 2013).

4.2.9 PostgreSQL

The system uses PostgreSQL for its data storage. PostgreSQL is an open-source relational
database system (The PostgreSQL Global Development Group n.d.). In the present day,
relational database management systems (RDBMSs) are a ubiquitous part of software
applications (Malecha et al. 2010).

4.3 Architecture

The backend of the system is divided into several Docker containers each providing their

own functionality. Services that have their own containers include the following:

Nginx proxy
- MQTT messaging service

OSGi services

Statically served Web Ul (user interface)
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Data storage services

PostgreSQL database

Keycloak authentication and authorization service

Grafana reporting services

Client connection to the backend is done using either REST over HTTPS or MQTT over
WSS (WebSocket Secure). HTTPS is a communication protocol for using the HTTP
protocol securely by running it over TLS (Transport Layer Security) (Rescorla 2000), which
ensures cryptographic security of the connection (Dierks & Allen 1999). The WebSocket
protocol in turn enables bidirectional communication between a client and a server. WSS
runs the WebSocket protocol over TLS. (Fette & Melnikov 2011)

Authorization within the system is implemented with the help of JWT (JSON Web Token).
JWTs are JSON (JavaScript Object Notation) objects intended for transmitting a set of
claims either using JWS (JSON Web Signature) or JWE (JSON Web Encryption), which
enables encryption and digital signatures (Jones et al. 2015). Accessing most services of the
system requires this token. The token is given after successful login and used for subsequent

API calls. MQTT verifies the token once when the connection is established.

Clients connect to the backend through the Internet using either a Web interface or a mobile
application. All external requests arrive through the Nginx reverse proxy, which directs them
to the corresponding Docker container. Authorization and user role management is managed
by the Keycloak container, while Grafana provides reporting services. The Web application
UI is served statically from its own container. The OSGi container’s main purpose is
providing simulation services, which are needed in training situations, for example. MQTT
messaging manages critical communication such as measurement and alarm data. There is
also a container providing data storage services connecting to the system’s database,

implemented as a Java application using the Spring framework.

The actual storage of the containerized database can be mapped to a separate shared storage

such as a NAS (Network-attached storage) server for backup and redundancy.

The existing architecture of the system is depicted below in Figure 4.1. As the system
consists of both the software specifically developed for it, and some external components

that are integrated and configured for use in the system, these are distinguished in the figure.
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4.4 Long-term goals for the cloud version

Figure 4. Existing architecture of the system.

The goal with the cloud version of the system is not only to simply migrate the existing

application to cloud, but different adjustments are included as well to make the cloud

deployment into its own product. There already exist several different versions, each having

different focuses. The existing architecture that was presented here is a version that was

identified as the most architecturally similar and should thus work as a starting point for

developing the cloud version. The versions, however, have no significant differences

between the high-level components the system consists of.

As mentioned previously, the overall goals from the product perspective of the system are

based on a separate thesis by Moroz (2022). Only the most relevant points are briefly noted

here for the context of this thesis, while the considerations and discussion can be read in the

other research in significant detail.
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The target customers that the initial cloud version should focus on were identified to be first
responders and rescue personnel. The aim of the system is to provide the users rapid, real-
time situational awareness in the field. The features of the system should be adjusted

accordingly.

In the longer term, the new cloud version is expected to be configurable for different
customers, and composable with the help of plugins. It could also be possible to integrate
external systems like the police car network with it, and additional components could be sold
separately, such as hazard modelling. The system would then include an additional API for

the plugins to get data from the system.

Compared to similar products on the market, notable advantages of Perception are the
Perception Go mobile application and device manufacturer agnosticism. Many of the similar
systems are offered by device manufacturers who have a more limited selection of device
types available to use in the system. In Perception Cloud, on the other hand, the aim is to

allow the customers to use devices from any manufacturer they wish to.

4.5 Requirements

In this section the goals for the practical development work for the research are given. The
current status of the system and its longer-term needs should be taken into account. As the
full migration of the system to the cloud and its implementation as a product is too large an
area for the scope of this thesis, here are defined the aims for the practical work of this

research.

Scalability is one of the most important attributes of the cloud application. This is very
typical, as it is one of the fundamental features of cloud computing. The system must be able
to handle the load when the number of user organizations grows. Although more precise
requirements for scalability are dependent on the expected number of customer
organizations, which is not necessarily very large initially, the architecture must be prepared
so that it will not become a bottleneck. Consequently, the design must also be done in a way

to make future development possible with a feasible amount of work.

There was also identified the need for two separate kinds of deployment of the cloud

application. The one with the capability for large scalability, and what most customers are
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expected to use, should have the customers on the same multi-tenant system. Customers who
want full isolation, however, should be given the option to pay for a dedicated instance. The
latter type does not have the same possibilities for scaling and should be offered at a higher
price. The requirement for this dedicated instance does not alter the development needs
significantly, as there should in any event continue to exist locally installed versions of the
system alongside the cloud application, and these different versions of the system should

share as much components as is feasible.

Another identified requirement is the capability for different customer organizations to share
data between themselves. An example case could be, for example, police and fire department

having separate systems but wanting to share data related to the same event.

In the first part of the design for this thesis, the scalability of each system component should
be evaluated and designs for the overall scaling of the cloud version should be made.
Implementation of sharing data between tenants should also be discussed and designed. In
the second part, a proof-of-concept implementation of the system should be created, where
at least the MQTT messaging component is implemented in a scalable way and the initial

capability for data sharing is enabled.
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5 Design and implementation

This section presents the design and implementation for the case system development.
Changes in the system architecture are designed and discussed, and description and
modelling of a proof-of-concept implementation are included. The discussion mostly
concerns using the laaS model. The existing system can be transferred to a cloud platform
by far in the most straightforward way on an laaS service, as PaaS services have significantly
less freedom on the available tools and technologies, also resulting in a much greater threat

of vendor lock-in.

5.1 Separation of the organizations’ data

It is possible to differentiate data of different organizations simply with an attribute
associating each entity to a particular organization. Using this method, however, means that
care must be taken in the application logic to only ever handle data related to the correct
organization. At the time of writing this thesis, the organization attribute is, in fact, already
implemented in a major part of the system as preparation for the cloud version development.

Another way of separating organizations would be to dedicate certain components to one
organization only. This method would in any event require directing the data to the right
components based on information on the organization it is related to, and in many cases is
not preferable when considering scaling of the system. It should also be noted that, as
mentioned previously, customers wanting absolute isolation will be offered the option for a
dedicated instance of the whole system, where there is in no event concern for several

organization’s data being handled in the same place.

5.2 Security

In the literature review it was identified that the role of security is highlighted in multi-tenant
cloud environments. The case system already uses encrypted communication and an
authentication and authorization solution managing access control, which are arguably the

most important parts in ensuring security. However, as the change to multiple user
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organizations presents additional risks, more thorough analysis will also be required in future
work to ensure security. The option of using a dedicated instance does already introduce an

option for clearly reduced risks from potentially malevolent tenants.

5.3 Scalability

Scalability was identified as a critical aspect to consider in the architecture when moving to
cloud. The current architecture requires changes to be able to handle the load of many
customer organizations using the system. In this section each of the architectural components
presented in the previous chapter are addressed, and related issues and considerations are
discussed in the context of scalability.

One of the notable advantages of the current architecture is that its components are already
divided into separate Docker containers. Docker is very suitable for use in cloud
environments due to its light virtualization technology, and scaling can be considered

individually for different system components.

There are two different methods for scaling cloud applications, so-called horizontal scaling
and vertical scaling. Horizontal scaling means increasing the number of replicated services
and distributing the load among these, while vertical scaling is done by assigning more
computing resources, such as processing power, to a particular service. When scaling using
replication, load balancer components are required for managing distribution of the load.
(Vaquero et al. 2011) Since the processing capability of a server can only be increased to a

limited extent, it is clear that horizontal scaling is essential for achieving high scalability.

Some of the components of the considered system should be able to be scaled in a relatively
straightforward way with the help of replication. An important point to consider related to
this is whether the components are stateful or stateless. A component being stateless means
that it does not retain information after a task has been executed and being stateless makes
scaling up and down easier (Suram et al. 2018). It is quite obvious that having stateless
replicas of a component makes it possible to use any of the replicas for a task, while stateful
components require more complicated management in this regard. It is, however, still

possible to make stateful components horizontally scalable, as well.
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There exist highly popular tools like Kuberneters (The Linux Foundation n.d.-b), which are
specifically designed to be used for deploying scalable systems that consist of containers.
Discussing scaling a bit more generally, clustering enters the picture. In cluster computing
multiple computers, called nodes, are linked to form a single system, which can include
redundant nodes for high availability, and load balancing for improved performance:
concepts very strongly related to cloud computing in general (Valentini et al. 2011). Moving
to the context of systems like Kubernetes, the terms take on a similar meaning. Applications
are deployed on clusters consisting of nodes, which are either virtual or physical machines.
Containerized applications are managed using pods running on these nodes, enabling
replication for scalability and high availability. (The Linux Foundation 2021)

53.1 MQTT

As the central communication service used in the system, scaling of the MQTT component
is very important to consider. Even though the current broker functionally supports the use
of multiple separate organizations, it is likely that it will not be able to handle the significant

increase in messages as the number of user organizations grows.

The publish/subscribe pattern of MQTT works using a nested topic hierarchy. When a
publisher wants to send a message, it is first sent to the MQTT broker, which then sends the
message to all clients subscribed to the particular topic. The topic structure naturally supports
multiple separate organizations using the system, as the organization identifier can be put at
the top level, and only clients subscribed to topics under that organization will process the

messages.

Unlike many other components, the MQTT component cannot be scaled only by replicating
the container and distributing the load. Since the protocol requires keeping information on
things like publishers and subscribers, the used component needs to explicitly have

implemented support for clustering.

The system currently uses Mosquitto as its MQTT broker. Unfortunately, Mosquitto is
single-threaded and does not support clustering (Detti et al. 2020), which means it is unlikely

to be a good choice for a highly scalable system. Furthermore, a benchmark by Scalagent
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(2015) shows that raising the QoS level results in a very significant reduction in the number

of publishers that Mosquitto can handle. The MQTT protocol defines three QoS levels:
- Level O: at most once
- Level 1: at least once
- Level 2: exactly once

The system requires messaging using the higher QoS levels, so this result would also indicate
the need to switch to another MQTT broker. There are existing options for high-performance
MQTT brokers that can implement clustering. The discussion for a more scalable MQTT

component for the system is continued in the proof-of-concept implementation section.

5.3.2 OSGi

The OSGi services are another example of the system components that cannot be scaled
using simple replication, as they require state information on properties like connected
devices. A very important function of this component that was not discussed for the existing
system is to provide connection and custom interfaces to devices. Even though
architecturally the most similar, the previously presented existing version only directly
connected to mobile devices. On the other hand, the cloud version should be able to connect

to device manager components, as well.

Since a single instance is very unlikely to be sufficient for a scalable system, a solution is
needed to handle increasing load. In the long term the aim is to gradually depart from the
OSGi component altogether, as the system is developed further. This should be kept in mind

not to have it too tightly coupled with other components.

There are a couple directions to consider. To achieve high scaling, some form of replication
of the component is nearly inevitable, as no known solutions are able to increase the capacity
of a single instance in the same way. One way to do this could be to create new OSGi
instances separately for each connected organization, as this is a fairly natural way of
division. Handling the data could remain fairly simple, as they inherently belong to the same
group. It could even be possible to still scale these instances up and down dynamically in

case no devices or users of a certain organization are connected, to take advantage of one the
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major capabilities of cloud computing. Another solution might be to scale the instances only
based on load, sharing them between all tenants, and use a form of distributed cache to store
relevant state information. This option would, however, increase the complexity and need

additional development to achieve.

5.3.3 Nginx

Nginx can continue to be used as a reverse proxy to forward requests. Additionally, if other
components are scaled by replicating them, it could be used for load balancing between them.
The Nginx container itself will probably not be a bottleneck for the system, but scaling

should be able to be implemented fairly easily by creating multiple instances of it if needed.

5.3.4 Keycloak

As the Keycloak authentication and authorization services will have to manage a large
number of users, the component is likely to be under notable load. Clustering should be able
to solve this, since it is supported by the component. It is possible to integrate Keycloak
directly with Kubernetes, for example (Red Hat, Inc. n.d.-b). An important note is that the
service uses the main database of the system for its functionality. Thus, scaling of the

database is very important for it, as well.

In Keycloak the users can be grouped into their own sets with their own admins called
realms, and the current plan is to have each tenant organization in their own realm. At the
time of writing, there are existing reports of scalability problems when the number of realms
approaches the range of hundreds (Thorgersen 2022). If this proves to be a problem for the
system, a possible solution is to divide the realms between dedicated stateful Keycloak

instances.

5.3.5 User interface

The user interface of the system is served statically to the client. Because of this, scaling can
be implemented quite simply by replicating the container. There is no need to store state

information in the component.
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5.3.6 Grafana reporting

Similarly to the user interface, the reporting services could simply be replicated when
needed, as they only generate and display reports based on data taken from the database.
However, there is possibly a problem relating to the database when several reporting services
need to access a large amount of data at the same time. This means that a scalable solution

for the database is also important for this component’s functionality.

5.3.7 Database services

The main purpose of the database services is to provide access to the database using a REST
API. This means that the component can be made stateless, which makes it possible to use
simple replication when there is need for scaling.

5.3.8 Database

The database is one of the most critical components to consider for scaling the system. The
current implementation is highly likely to be a significant bottleneck for the system when
expanding it. Scaling databases is a complex problem, but multiple possible solutions exist,

each with their strengths and weaknesses.

One possibility is directly replicating the database using a suitable middleware. In multi-
master replication every replica can be used for both read and write requests but write
conflicts must be resolved by the middleware to ensure that transactions use the same
sequence in all replicas. In master-slave replication the master handles all write requests, and
the middleware handles updating the slave replicas, which can all serve read requests. (Zhao
et al. 2012) For this solution there is the obvious need to find and select a satisfactory
middleware component, and it is clear that simple replication can only scale the database so

far.

Another option would be to have each tenant organization use their own database, as this

division would be quite natural based on the data. However, this solution could become
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problematic if the number of customer organizations grows large and the number of

databases to maintain grows with them.

There is also the choice to use sharding to scale the database. Sharding means partitioning
the data horizontally and distributing load by separating the shards to different database
instances (Lu et al. 2018). According to Microsoft (2022), for example, sharded multi-tenant
database pattern provides the most, almost unlimited, scaling for SaaS multi-tenant
databases. However, as sharding clearly adds a lot of complexity to the application, it should
be considered whether it is needed before committing to the development and management

effort it requires.

It is possible to use different external solutions to scale the database. There exist components
like Citus (Citus Data, Inc. n.d.) that can handle a lot of the complex management for
distributing and clustering the database. However, using new components of course requires
additional integration, suitability evaluation, and considering compatibilities between other

frameworks used.

The database can of course be bought as a fully managed external service from providers
like Microsoft Azure (Microsoft n.d.) or Google Cloud (Google n.d.), as well. The obvious
downsides are additional costs and reliance on third-party services. This solution would also

require considering whether it is acceptable to store the customers’ data on another service.

Less straightforward solutions could also alter the application architecture, for example by
employing buffer data stores where incoming data would wait until it is possible to write it
to the main database. Additional design and test work are obviously required before definite

answers can be given about the suitability of particular custom solutions.

Another point that definitely merits discussion is the use of a NoSQL database instead of a
relational one. There are several different types of NoSQL (often interpreted as “not only
SQL”) databases, developed as an alternative to the relational model, especially to scale well
with very large amounts of data, which relational databases have had problems with (Nayak
et al. 2013). Relational databases still have advantages over NoSQL, notably maturity, data
consistency, and capability for complex data models (Hammes et al. 2014). It is clear that
change of the system’s database model would require a significant amount of development,
as well. One possible solution could be to use a NoSQL database only for the measurement

data that forms the bulk of the stored data while retaining the relational model for other
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information. There currently exists a performant custom solution for storing the
measurement data in the relational database, but it is possible that moving to the scale of the

cloud application would make it worth it to change the model.

The various options for scaling the database were presented here. The practical
implementation of the database’s scaling is not discussed further than this, as it is not the
focus of this thesis and requires significant considerations for the most suitable direction
based on the needs of the system. The decision ultimately depends on the exact requirements
for the deployed system and relating them to the acceptable development effort and
expenses. A feasible possibility is also to initially use some fairly simple but acceptably
performing solution, such as individual databases for each organization, and only later
migrate to a more complex scaling approach when the customer base growth starts to draw
close to threatening the performance.

5.3.9 Conclusions on scalability

Different components of the system have differing levels of complexity and needs for
scaling. Fortunately, the system is divided into decoupled containers, allowing for more
individual treatment. Tools such as Kubernetes may also be used to implement the scaling
of these containers. Based on the discussion above, it is clear that the components of the
system can be divided into two distinct groups depending on their requirements for

implementing scaling.

Members of the first group can be deployed as stateless services and scaled using simple
replication. These include the Nginx reverse proxy, the Web user interface, the Grafana

reporting services, and the database services.

Components belonging to the second group need to separately implement support for
horizontal scaling to make it possible. The members of this group are the OSGi services, the
MQTT messaging, and the database. The Keycloak authentication and authorization service
is possibly a part of this group, as well, if the component proves incapable of handling the
number of realms needed for the system. It is still possible to scale the OSGi services by
using a form of stateful replicas, for example based on the connected individual customer

organizations. Stateful replicas may also be used to solve Keycloak scaling by dividing
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tenant realms between dedicated instances. However, the MQTT component most likely
needs to be changed to a new broker that internally supports a scalable architecture. The
database is the most complex component to scale. There are several options that were
presented in more detail in the previous section, and the decision between them should be
made based on additional investigation dependent on the precise characteristics of the

ultimately deployed system.

The presented analysis for scaling the components of the system is combined into a proposed
tentative architecture for the cloud version of the system. This simplified initial architecture

is given below in Figure 5.1.
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Figure 5.1. The proposed tentative architecture for the cloud version.

Based on the discussed designs for scaling each component of the system, some
generalization can be made. A decision-making model for scaling the components of a
containerized system is proposed here. The model was created by aggregating the preceding

individual analysis for scaling the system components into a simplified general process.
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Even though the considered system is an individual case, the proposed model could be useful
in similar systems that use a containerized architecture. The model is given as a UML

(Unified Modelling Language) Activity diagram in Figure 5.2.
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Figure 5.2. Decision process for scaling system components presented using a UML

Activity diagram.

5.4 Data sharing

Customer organizations sharing data between themselves was identified as a requirement for
the cloud application. The primary motivation for this feature is the case when the
organizations are working together relating to the same physical incident. An example could
be the police and fire department working on the same case. The terminology used in the

context of the system refers to these incidents as events. From the perspective of the data
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model, the event fulfils a somewhat similar role as the organization, tying a collection of
measurement data and other relevant information to a restricted context and offering more

fine-grained control of limiting access.

The unit of sharing data access between organizations should thus be one event in the system.
The preference is still that one organization owns the event at all times. The clear majority
of these events are expected to concern one organization only. Consequently, the data
sharing model takes the form given in Figure 5.3. as a simplified class diagram. The idea is
that while the owner organization is responsible for creating an event, it can choose to grant
select organizations additional access to it. Eventually, it could also be possible to select

single users from external organizations to take part in an event.

1 0.z
= Device Q = Observation
0.z 0.z
1 <> _ 0.* 0.
is part of
Organization < > = Event
0.z 0.z
oWns
1 1 .= 0.
0.z
= User
0.x

Figure 5.3. Data sharing model presented as a simplified UML class diagram.
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The exceptions to the general case are organizations who pay for a fully isolated instance of
the software. Since in these cases the data is completely separate, a different approach to the

implementation is required.

Discussion about the practical changes required to implement data sharing is continued in

the proof-of-concept implementation section.

5.5 Proof-of-concept implementation

This section describes the design and implementation of a proof-of-concept system that has
the MQTT component implemented in a scalable way and enables initial data sharing

between organizations.

55.1 MQTT

The first step in developing the MQTT messaging service was to select an appropriate broker
component. As previously noted, the currently used Mosquitto broker is unlikely to be able
to handle the messaging for a highly scalable system. The tentative requirements for this

new broker for the initial implementation are the following:

conformance to the MQTT specification

- scalable architecture and the ability to handle a high volume of publishers and
subscribers

- able to be deployed using Docker containers

- support for authentication, preferably using JWT

open source licensed

For the initial proof-of-concept implementation, the VerneMQ MQTT broker (Octavo Labs
AG n.d.) was chosen, which meets all the defined tentative requirements. Another option
that fulfilled the requirements was the EMQX broker (EMQ Technologies, Inc. n.d.). Both
of these choices seemed fairly similar in their suitability to the system, however, it seems
like there are some limitations for the maximum number of clients in the open-source version

of EMQX, which is why VerneMQ was selected. The only limitation of the open-source
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version of VerneMQ is that the distributed container images and binaries cannot be used
commercially without a license, requiring building from the source. As the proof-of-concept
system will not be used commercially, the pre-built Docker image was still able to be used.
Another potential MQTT broker that was investigated was HiveMQ (HiveMQ GmbH n.d.),

however its open-source version had too severe limits to be considered further.

Several options exist for deploying the MQTT broker and the system in a scalable way, with
capabilities like component replication. Kubernetes was chosen for the proof-of-concept
implementation, as it is a well-known and widely acknowledged platform, being the leader
of container orchestration tools (Mondal et al. 2021), and especially suitable for applications
using Docker containers. Deploying with Kubernetes is also directly supported by the
VerneMQ broker, further supporting the choice. It would have been possible to only use
Kubernetes for the new MQTT component while keeping the rest of the system in its current
form, but to get a more authentic idea of the system’s operation, it was decided to create a

simplified deployment of the other components to Kubernetes, as well.

As mentioned previously, Kubernetes is a platform for container orchestration. In
Kubernetes, containerized applications are deployed on a cluster consisting of one or more
nodes (The Linux Foundation 2022c), which are either virtual or physical machines (The
Linux Foundation 2022d). The containers themselves are encapsulated in Pods, which are
the smallest deployable unit, and can contain one or more containers (The Linux Foundation
2022¢). The Pods in turn are managed by workload resources like Deployments (The Linux
Foundation 2022a) or StatefulSets (The Linux Foundation 2022g). Both of these manage a
set of Pods created from the same container specification, however, Deployment considers
these Pods interchangeable, while StatefulSet maintains a separate identity for each of them
(The Linux Foundation 2022g). A different way of managing Pods are Jobs, which are meant
for running specified Pods until they terminate successfully (The Linux Foundation 2022b).
Once applications are running using Pods, they can be exposed as network services by
specifying a Service (The Linux Foundation 2022f). As the files in containers are normally
lost when the container crashes or is removed, to enable persistent data and sharing files
between a Pod’s containers, Kubernetes lets volumes be defined for Pods, which can be one

of several types of file directories accessible to Pods (The Linux Foundation 2022h).

While the Kubernetes resources can be managed manually, applications can also be shared

and installed using Helm (The Linux Foundation n.d.-a), which is a “package manager for
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Kubernetes”. With Helm, applications can be downloaded from repositories as packages
called charts. VerneMQ also has its own Helm chart, so it could be installed into a local
Kubernetes cluster fairly simply. The installation configuration could also be edited, which
was used to change the MQTT WebSocket port to one used by the system. After installation,
the broker was deployed on the cluster with its own Service ready to be used. As the local
Kubernetes cluster used for the testing setup only included one node, the broker was defined
to only use one Pod. A clustered version consisting of multiple Pods could still be deployed

by simply changing the configuration.

For the initial setup of the case system, simple deployments for almost all of the system’s
containers were made in the local Kubernetes cluster. Only the Grafana reporting services
were left out of this initial setup, as they are quite a separate part of the system which is not
relevant to the MQTT messaging. For the other components, the following configuration
was implemented: each containerized component was given its own Deployment and a
Service exposing the component to the rest of the system. As this simple implementation
does not yet have need for the other components of the system to scale, the Deployments
were defined with one Pod replica each, meaning that no scaling is done with replication.
This is why Deployments could also be used for stateful components instead of Statefulsets.
In addition, for those of the components that were using alternative aliases in the existing
Docker system, an additional Service was defined, directing requests to the alias to the
correct component. The Docker system also used one temporary container whose purpose is
to initialize the database. This initialization container was translated to the Kubernetes

implementation as a Job, using the same container for the initialization operation.

No volumes were defined for the containers in this proof-of-concept setup, as they were not
deemed required in this highly simplified implementation with a focus on connecting the
system to a new MQTT broker. This means that the state of the system is only retained while
the containers, especially the database, are running. Kubernetes may recreate containers
while scaling, but as this version only uses one replica for each component, this is also not

an issue.

The implementation is represented below in Figure 5.4. as a simplified diagram. As can be
seen, each Docker container of the system is arranged as a Deployment containing one Pod
replica of the container, and a Service enabling communication with the rest of the system.

The system is also connected to the new VerneMQ service, installed to the cluster with Helm
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as a one Pod StatefulSet with its own Service. For clarity, the initialization Job and alias

Services are absent from the figure.
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Figure 5.4. The initial Kubernetes implementation with the new MQTT broker.

As an example, the configuration for deploying the Ul container to Kubernetes is given in

Picture 5.1. The configuration is a YAML file defining the Deployment and the Service. The

Deployment section defines the name and labels, the Docker image to be used, and the port

that is used to access the service provided by the container. The Service section defines its

own port and protocol and directs requests to the right Deployment based on the label

selector. The type of the service is NodePort, meaning that it exposes the service outside and

can thus be accessed using a browser, for example, from outside the cluster itself.
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Picture 5.1. Example YAML configuration file for the Ul component.

Some additional configurations for some of the Docker images was required to get the
system to work in the Kubernetes cluster. Both the Nginx reverse proxy and the Ul use the
Nginx Docker image, and the server configuration had to adjusted to allow non-root user

usage by changing the location of the files the server uses. The reverse proxy also required
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changes to enable it to redirect requests properly. Containers in a Docker network can simply
be accessed using their names, but the Kubernetes cluster setup required setting the DNS
(Domain Name System) resolver to the IP address of the Kubernetes DNS service and using
the full name of the Service used to access the components. Thus, for example, “keycloak”

had to be changed to “keycloak.default.svc.cluster.local”.

One important remark of the proof-of-concept implementation is that authentication setup
was left out from the new MQTT component. As mentioned in the tentative requirements,
the VerneMQ broker does support authentication, and it also has a JWT plugin available.
However, it seems the plugin does not allow this to be used by requesting the token from
another service, Keycloak in the case of this system. A possible solution for this could be to
use a webhook plugin also available, and implement this token request oneself, though this
implementation was left out of this proof-of-concept version.

5.5.2 Data sharing

As previously mentioned, one part of the proof-of concept implementation was to enable
initial data sharing between several user organizations when they are working on the same
event. Following the previously given data model, the implementation was done by inserting
an additional property to the event entity, storing the organizations the event is shared to.
The events already have a property associating them with the owner organization. The owner

organization is present in all cases, while the shared organizations are an optional attribute.

The actual implementation uses the JPA (Java Persistence APl) ManyToMany-annotation
on the event entity class, which automatically manages the relation, allowing many
organizations to be associated with many shared projects each. The generated model used in
the database follows the concept given below in Figure 5.5.
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event_share_organization

event )
event_id
id S = organization
arganization_id

Figure 5.5. The database table model for sharing events.

Customer organizations using an isolated service instance obviously cannot share events this
way. It was decided that these cases can be implemented by allowing them to share the event
to temporary users, which can access the instance of the owning organization the duration
of the event. As the proof-of-concept implementation in this thesis focused on the general
multi-tenant case, this feature was not yet enabled. The implementation is expected to require

fairly low development effort in any case.

To use the presented data sharing model in practice, it was additionally required to change
the current system so that users from multiple organizations could actually use it. The first
step in enabling capability for several user organizations was an automated new Keycloak
realm generation for another organization, as the idea is that each organization will have
their own Keycloak realm for authorization and role management. For the context of the
proof-of-concept version it was sufficient to add an automated insert of hardcoded
information of another organization, however, for more mature versions proper organization

configuration capabilities are obviously required.

For another realm to function properly in the system, additional changes were also required
in the Nginx reverse proxy component. The added functionality enables the proxy to
dynamically map requests to the appropriate realm for authorization. While the current
implementation only has this capability in request URL paths concerning real data, leaving
the simulation service out, the concept is precisely the same for all components requiring
this.

Some user interface additions were also created for the proof-of-concept. The elements
added for enabling data sharing were left quite elementary, as they were not the focus of the

work. The first change was to enable users to log in for several organizations. This was done
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simply by adding an additional input for organization in the login screen, as shown below in
Picture 5.2.

Sign in

Organization
Username *

Password *

SIGN N

Picture 5.2. The new login screen with the addition of the organization.

For the actual data sharing, the view for creating a new event was augmented with a new
section for inputting organizations to share an event to. The added section is demonstrated

below in Picture 5.3. and Picture 5.4.

ADD ORGANIZATION TO SHARE TO

Picture 5.3. The initial section for adding other organizations to an event.

Other Organization REMOVE

REMOWE

ADD ORGANIZATION TO SHARE TO

Picture 5.4. Sharing an event to another organization.
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These added inputs already allow users to create shared events that the users from the other
organizations can see in their list of events, displayed with a differing colour for clarity. A
limitation in the current features is that there is no input validation or automated completion,

so the organization names need to be written completely manually.

The administrator users of the organization that an event is shared to can also access the edit
view for that event. However, the only change they are allowed to make is adding and
removing users belonging to their own organization. A notable weakness in the proof-of-
concept Ul is that it seemingly allows other changes to be made, however, only the
aforementioned user management is saved. Currently, the administrators of the owning
organization can also only add users from their own organization but can remove any users.
The administrator users of all partaking organizations can see the event whether they are
specifically added to it or not.

To enable the Ul changes to work with the database services, the hardcoded organization
was changed to a dynamic one based on the request. A new REST endpoint was also added
for only editing the users of the current organization for an event. Finally, functionalities to

properly get appropriate shared events were implemented.

As a result of the changes, the owning and shared organizations all can see the connected
devices sending data in shared ongoing events in their interface. The shared organizations
users can also connect to the event and send data just as users from the owner organization.
However, it was not yet implemented in the mobile application to connect to shared projects,
though this is estimated to need low effort to develop. Moreover, it can already be seen that
the functionality works correctly if the appropriate measurement MQTT messages are
manually sent. Currently the organization that an event is shared to simply connects to the
other organization’s MQTT topics. It should be fairly trivial to later change this to use a

name such as “shared” for the organization identifier of shared events, if desired.

Overall, the data sharing additions fully achieve their intended result as a proof-of-concept
version. While there are clearly some parts requiring further development, the current
implementation already enables several organizations to use the application and share an
event with all its real-time data using the proposed data sharing model, which was the goal

of the work.
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6 Results and evaluation

In this section the achieved results of the research are discussed and evaluated. The design
outcomes consist of two main parts: planned scalability solutions for the different
components the case system, accompanied by related models, and a proof-of-concept
implementation including initial deployment of the system on Kubernetes with a new MQTT
messaging broker and initial design and implementation of sharing data between multiple

organizations.

6.1 Scaling design

The scaling design for the system considers the whole system and includes comprehensive
analysis of the scalability of all individual system components. The characteristics of each
part are taken into account in the design, and the results of the analysis were combined into
a tentative model for a scalable cloud version of the system. Different options were also
considered, and two major groups of components were defined based on suitable scalability
solutions. While this more high-level model still leaves work for designing the specific
implementation and technologies, on the other hand it also leaves different possibilities open

and does not yet tie the deployment to any single option.

Future work is still required especially in the case of the database solution. The discussion
presented in this work already reflects on the possible solutions, but more thorough planning
is needed for deciding on one of them based on additional testing and the full requirements
of the cloud service. As the scalability model is also not implemented yet, testing in practice
remains to be done for the other components, as well. This could also help design more
detailed bottleneck analysis of the different components for efficient automated scaling. It is
also possible that more specific implementation problems arise when putting the model into
practice, so incremental implementation and continuation of the design work for the system

will probably be useful.

A decision process model was also proposed based on the analysis of the case system
components. After designing the scaling for the system, the model was created by combining
all the considerations for individual components into a simplified activity diagram. This
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model depicts the decision process for scaling a component of a containerized system.
Although the model is created based on this singular case only, it can be argued that it could
be useful for scaling design of similar systems. The model is also quite simplistic and high-

level, so using it in combination with other processes is probably advisable.

6.2 Proof-of-concept implementation

The proof-of-concept implementation of the system was divided into two separate parts. In
the first part, the system was configured and deployed to Kubernetes and connected to a new
MQTT messaging broker that supports horizontal scaling using clustering. Based on the
preceding scaling design, it was concluded that the MQTT broker component currently used
by the system would most probably be insufficient for the load imposed by a scalable

environment consisting of several user organizations.

In the implementation, the tentative requirements for the new MQTT broker were defined
and a suitable option was selected based on these. Kubernetes was chosen as the platform
for the proof-of-concept deployment on account of its well-known status, suitability to the
system for its container orchestration capabilities, and the fact that the new MQTT broker
directly supported this option. Almost all components of the system were also deployed to
Kubernetes and modified where necessary to enable operation in the new environment with
the new broker. Only the Grafana reporting was left out due to focus on the MQTT

messaging part of the system, which it is quite separate from.

As the aim of this part of the work was simply to implement the MQTT messaging of the
system in a scalable way, all set goals were definitely met. For more authentic operation of
the system, other parts were also transferred on the same platform. However, there is clearly
room for follow-up development in this regard. No proper scalability was yet implemented
in other components of the system, persistency of the container data was not yet configured,
and the cluster was only tested locally. Deployment of the containers is also still a manual
process. The system nonetheless creates the basis which can be improved in future

development.

Important parts lacking from the new MQTT implementation are an authentication solution
and proper stress testing with a realistic messaging load for the intended system. As the work
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done here was intended as a proof-of-concept version to build upon, some deficiencies were

expected and acceptable.

In the second part of the proof-of-concept implementation, an initial data sharing capability
was added for sharing events between several user organizations. The additions make it
possible for several organizations to log in to the application using separate Keycloak realms
and authentication and share events between other desired user organizations. The current
version already allows the creation of shared events working with real-time measurement
data for all partaking organizations, and management of the included users from each
organization’s own interface. As such, the goals defined for this implementation are clearly

achieved.

Nonetheless, there are several parts in the current version which indicate room for further
development. The user interface was left on a very basic level and requires more design and
testing to ensure good usability and correspondence to the actual use cases. In particular,
managing the users in a shared event still requires clear indication of what changes are
allowed. Authentication for the simulation services was also not added for other than the

default user organization.

The clearest limitations of the current implementation are the lack of capabilities for
organizations using an isolated service instance, the lack of required mobile application
features, and the absence of proper customer organization information management.
However, the design principles for sharing events in isolated instances were already
established, and the measurement messaging, which is the main role of the mobile

application, was already confirmed to work when done manually.

Despite the limitations, the data sharing proof-of-concept clearly achieves all the aims set
out at the beginning. While some parts still need further design and work, the important
underlying design, implementation and concepts were already set in place, allowing to be

built upon by future development.

6.3 Additional remarks

A very important aspect that was identified for the cloud version is the security of the system.

As the design and implementation presented in this thesis focused on scalability and data
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model changes, more analysis from the security perspective is still required. The system
already uses encrypted communication and an authentication and authorization solution with
Keycloak, but one point that future work should focus more on is analysing how the change
to a cloud environment should be reflected in the used security solutions. An especially
relevant change is the movement from one user organization to several as a multi-tenant
service. As mentioned above, the MQTT proof-of-concept still requires an authentication

implementation, as well.
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7 Conclusions

In this thesis was researched how a situational awareness system should be transferred to a
multi-tenant cloud environment. The research was done with design and implementation
work on a case system using Design Science Research. As a result of the research models
for scaling the system and its components were created, and a proof-of-concept
implementation carrying out an initial deployment of the system onto Kubernetes was
developed. The proof-of-concept system also integrated a new scalable MQTT messaging
broker component with the system and enabled tentative data sharing between several user

organizations.

The research was motivated by a real-life need of a company. The design work done in the
research was based on previous relevant scientific studies and implemented using the case
system as a basis. The case system currently uses local installation and a single user
organization, and initial planning, design, and proof-of-concept implementation reported in
this thesis were done to prepare this system for transferring onto a cloud environment where

multiple user organization will be using it.

The research questions set out at the start of this paper are answered by the design
description, models, and proof-of-concept implementation reporting given in Chapter 5. The
goal of this research was to answer the main research question, “How should the software
architecture of a situational awareness system be changed, so that it could be transferred
from local contexts with a closed network and one user organization to a cloud environment
in a public network with several separate user organizations?”. This question was split into
two narrower sub-questions, “What changes does moving from one user organization to
several organizations require?”, and “What changes does moving from a closed network to
a cloud environment require?”. One of the most important required changes found out in this
research was the need for scalable system components to handle the load imposed by several
user organizations and benefit from one of the essential features of cloud computing. It was
also found out that this change can introduce additional requirements for the software, for
example, in the case system the need to enable separate organizations to share data between
themselves under specified circumstances. The system’s data model needs to support several

organizations as well, which was already partly implemented in the case system. Regarding
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the second sub-question, it was also identified that the system’s security needs to be
sufficient for a multi-tenant cloud environment, but the case system already has the most
important security measures in place. In addition, the presented designs include the option
for user organizations to buy a dedicated instance, which clearly reduces the risks from other
tenants. However, as was discovered, the multi-tenant environment also introduces
additional risks that should still be investigated and analysed in more detail in future
development, especially as the system allows data sharing between organizations in some

Ccases.

In addition to scalability analysis and plans for each component of the case system, the
reported design work also produced a tentative model for the scalable version of the system,
and a proposed decision process model for scaling containerized components intended for
application in similar systems. While these artefacts are based on the case system only, it
can be argued that they could be useful for planning and design work in other similar cases.
Likewise, the reported tentative data sharing model and implementation, and the initial
Kubernetes deployment with the VerneMQ MQTT broker could be useful examples for

comparable systems and implementations.

The design and development reported here acts as a basis for future work on the system.
Future development could especially focus on the implementation and testing of the
proposed scalable system model, the database in particular, and more thorough analysis of
the security of the system in the cloud environment. There is room for continued
development in the data sharing and the MQTT broker proof-of-concept implementations,
as well. Overall, this thesis offers the starting point for transferring the case system onto a
cloud environment, and also has the capability to give more generally useful insights into

this process.
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