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In this thesis, the objective was to study customer churn prediction as a case study for a
private company. First, the previous literature was reviewed to understand what type of
methods were used previously that had brought good results when predicting churn. Machine
learning methods such as logistic regression, decision trees, random forest, support vector
machine, Naive Bayes and neural networks were the most popular methods based on
literature. These were then introduced along after a brief representation of machine learning.

After the literature review, the selected methods were used on a dataset provided by a private
company. The dataset was first split into training and test data. The model assessment was
done with training data using 10-fold cross-validation. Performance of the model was
measured with precision, recall, F-Score and AUC — having a focus on the latter two. The
study suggests that random forest proved to be the best-performing model overall for churn
prediction. The final models were then used on test data that provided insights into how well
they can predict unknown data.
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Tassa pro gradu -tutkielmassa tutkittiin asiakaspoistumaa yksityiselle yhtidlle. Aluksi tyossa
tutkittiin - aikaisempia tutkimuksia asiakaspoistuman ennustamisesta, jonka jalkeen
koneoppiminen esiteltiin yleisesti. Suosituimpia koneoppimisen metodeja aiemmissa
tutkimuksissa olivat logistinen regressio, paatéspuut, satunnaiset metséat, tukivektorikoneet,
naiivi Bayesin luokitin seka neuroverkot.

Teoreettisen  osuuden  jalkeen aiempia tutkimuksia sovellettiin  ennustamaan
asiakaspoistumaa annetun datan perusteella. Datataulukko jaettiin  oppimis- ja
testausosioihin. Oppimisosion avulla valittiin paras malli 10-kertaisella ristiin validoinnilla.
Metodeja arvioitiin tdsmallisyyden, herkkyyden, AUC:n sekéd F-pisteytyksen avulla. Tassa
tutkimuksessa  satunnainen metsd osoittautui  parhaimmaksi  tavaksi ennustaa
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voitiin nghdd, miten hyvin malli pystyi ennustamaan tuntematonta dataa.
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SYMBOLS AND ABBREVIATIONS

Abbreviations

B2B

B2C

CES

cp

CRISP-DM

CRM

eCRM

FN

FP

DT

FPR

LR

ML

MSE

NN

RF

PaaS

SaaS

SVM

TN

TP

Business to Business

Business to Consumers

Customer Effort Score

complexity parameter

Cross-Industry Standard Process for Data Mining
Customer Relationship Management
electronic Customer Relationship Management
False Negative

False Positive

Decision Tree

False Positive Rate

Logistic Regression

Machine Learning

Mean Squared Error

Neural Network

Random Forest

Platform as a Service

Software as a Service

Support Vector Machine

True Negative

True Positive



TPR True Positive Rate
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1. Introduction

The world has digitalized for the past 20 years. Nowadays everything is available in digital
form and can be done via the internet. Many of the services have gone into a cloud-based
service where there is no need for physical installations of programs. The services via cloud
service are also known as Software as a Service (SaaS). According to (Oracle, 2022) SaaS
is cloud-based software where the author provides automatic updates and makes it available
for customers via the internet where it is possible to pay based on their use. The benefits of
SaaS come from cost-effectiveness when customers do not need to maintain hardware or

upgrade it.

Customers nowadays have more information than ever. This leads to a scenario where
customers can exercise their options and change their service provider easier (Wiersema,
2013). Studies have focused on customer relationship more in consumer markets rather than
business-to-business (B2B) markets. Keeping current customers is cheaper than acquiring
new customers constantly (Reinartz & Kumar, 2003). While retaining customers is important
the satisfaction of customers creates commitment toward the company (Verhoef, 2003).

Customer satisfaction creates positive word-of-mouth thus bringing new customers.

There still has not been a lot of emphasis on researching possibly exiting customers,
especially in B2B markets. Wiersema (2013) claims that it is down to the nature of customer
data in B2B markets. This can explain the lack of studies in this field, which brings a good
motivation to study exiting customers and how modern-day computational methods bring
advantages for companies to predict threats better. Using a model-driven approach for
predictions has produced better results in customer retention than more common managerial

approaches (Jahromi, et al., 2014).



1.1. Purpose of the study

The purpose of this study was to find a model that can predict customer churn for a case
study company or to at least find an alternative effective tool to react to potential churning
customers. Churn is simply another word for customers stopping using the services of the
company they have previously used. Churn is usually measured as a relation between
acquired and lost customers which can be also called churn rate. For example, if a company
had 2000 customers at the beginning of the month and 1900 at end of the month the churn
rate for the company would be five percent. A low churn rate means that the company has
satisfied customers and they are happy with the company’s products or service. Customer
churn prediction is one of the most important metrics in customer relationship management
(CRM). According to De Caigny, et al. (2018), this is based on, that current customers are
more profitable and easier to retain and keep satisfied compared to attaining new customers.
This would help companies in SaaS business and in general when the business solutions are
offered in cloud-based service. Overall, this study could bring new aspects for companies

that are mostly working in a field where there are no consumers as customers.

Due the COVID-19 the companies have had to adapt to changed circumstances. Many of
them have adapted remote working as part of their option to work full time. This means that
the tools for their work are available online. According to Leskinen (2021) remote working

almost doubled in 2020 even though it has been a trend before the pandemic.

1.2. Research questions

The purpose of this thesis was to give insights and to find out what machine learning model
would be best to predict churn for a case study company. Based on this the research questions

were formed as followed.
1. Which variables are considered important for churn prediction?

2. What machine learning method predicts churn the best?



To answer these questions, it was important to study previous research and then adapt these
to the given dataset. The used methods for this thesis included several machine learning
methods. Machine learning is a concept where a computer learns from previous entries
patterns and trends while using these to come up with a wanted conclusion in a given dataset.
Machine learning and its methods are introduced more broadly later in the third chapter.

To make interpretations it was reasonable to apply interpretable machine learning methods
to find the importance of the independent variables when predicting churning customers so

it would bring insights into where research and development should have been focused.

1.3. Theoretical framework

The appropriate methods were chosen in a way that seems to be fitting and relevant for this

study based on available literature. The theory methods are represented in figure 1.

SaaS

Machine Machine

. learning
lea NGO L e
. pred |Ct learning
e Churn ® h urn
* Customer
Retention

Figure 1 Theoretical framework of the thesis



The literature review research was first split into three parts. The first part was to study CRM
focusing on churn and customer retention. After the theoretical borders and concepts around
this study were introduced, these were tied together, and then previous literature was

explored on how churn have been predicted before.

The second part was to study machine learning methods where the study was focused to
predict churn. The emphasis was more on supervised learning as it tends to predict new data
entries that are not familiar to the ML model that has been trained using past data. The

concept of this is introduced more in chapter three.

The questions and interpretations of the study are limited to the dataset. Since the case
company is offering SaaS a theoretical overview of the field was introduced. This thesis did
not expand research on CRM other than churn and supporting research on customer
retention. The machine learning methods used in this study did include methods that were

mostly used in literature.

The thesis is structured in a way that after the first chapter or the introduction previous
literature and concepts of the business and customer retention, in general, are represented in
chapter two. After this machine learning and its most common methods are introduced and
their usage and functionalities are explained in chapter three. Finishing theory and
methodology, the overview and analysis of the data is performed in chapter four. This is
followed by conclusions and a discussion of the results. Possible future research suggestions

are represented also in the Conclusions chapter.

1.4. Realization of the thesis

This study’s subject group are people who work with customer retention in the case company
while also providing general insights into model performance on B2B data. This thesis was
done as a case study for a Nordic SaaS company where the dataset was built from existing

customer data. The researcher had a possibility to influence possible variables that were



chosen for the dataset. This company will not be mentioned publicly nor do the dataset be

represented in this study.



2. Background and literature review

In this chapter first, a general background is introduced to get a better overall understanding
of the framework where this study is conducted. Following this, the literature is reviewed
and analysed. Since customer retention has been an important aspect of steady profit and
growth, there are available previous studies regarding churn using machine learning,
especially in recent years. The literature search started from Scopus, Google Scholar and
LUT library portal that includes journal articles and books regarding this topic. The articles
were filtered with conditions in a way that the articles were peer-reviewed and available

online.

First, the subtopics of churn are introduced to build a theoretical framework to support
eventual analysis. The relevant previous studies are narrowed down and explained in their

own chapter.

2.1. Customer Relationship Management

The chapter aims to introduce churn in terminology and the concept of CRM which churn is
part of. CRM has become a crucial element in the strategic framework in the last 20 years.
CRM s an aspect of business that approaches creating, developing and enhancing
relationships with customers to maximize shareholder value (Payne, 2006). Even though the
term itself is new, the companies have practiced CRM one way or another. Companies have
realized that providing good service for their customers on a constant basis provides a
competitive edge against others on the market since service is harder to imitate than products
and the edge cannot be obtained without good service. CRM aims to increase acquisitions
and retention of more profitable customers. According to Fjermestad & Robertson Jr (2006)
more recent electronic Customer Relationship Management (eCRM) also allows companies
to apply customer data for modeling, analytics and predictions which reflects to increased

computational power that current markets offer for companies to create a further advantage



in the stakeholder field. According to Josiassen, et al. (2014) the more companies do invest

in CRM, the better they tend to perform compared to their competitors.

2.2. Customer retention

Part of the CRM is to keep your current profitable customers satisfied and loyal. The more
your customers return to buy services or products the more engaged and secured revenues
provider gets. Gustafsson, et al., (2005) described that retention is interpreted as loyalty and
that it is a key element in modern-day CRM. Loyalty can be created with customer
satisfaction and commitment to the customers and it can create a situation where the price
and quality of the product become less significant to customer retention. This can be taken
further as according to Verhoef (2003) customer retention can be created with five variables:
Satisfaction, payment equity, affective commitment, loyalty program and direct mailings
with personalized messages. These variables do create commitment towards the service
provider and these are easily witnessed phenomenons as a consumer in everyday lives since
the companies send emails frequently of their latest offers or they remind consumers of their
existence using algorithms to recommend products or services that match their purchase

history.

2.3.Churn

According to Cambridge Dictionary (2022) churn can be described as a situation where
customers do not buy the products or services from the provider anymore and will more
likely buy them from the competitor instead. Even though companies do invest more in CRM
and retention there are still relationships that end up being terminated. Customer retention is
a part of CRM and according to Lemmens & Gupta (2020) customer acquisition costs are
rising while churn rates for example in the mobile carrier business are around 20 — 40
percent. The forementioned percentages are rather high and can be explained due to the
competition and similar providers. Also, the competition in the mobile carrier business is

based more on pricing, offers and convenience of paying mobile bills and for example a



phone with a monthly fee in a single invoice. According to Burez & Van den Poel (2009)

churn is more of a rare event rather than frequent.

According to De Caigny, et al. (2021) churn in B2B differs from business to consumer
(B2C) markets in a way that there is usually more than one deciding person rather than in
B2C markets. What differs between these markets as well is that the price sensitivity is
higher since the decisions are based on the formed budget by the company while giving a
high rely on it.

By reducing churn rates the companies could make a better profit while saving costs by not
needing to acquire new customers to fill lost revenue. Customer retention is usually done
with special offers, discounts and other similar types of boosts — in a way very similar
manner as the competitors try to make them get potential churners to use their services
(Lemmens & Gupta, 2020). Retaining highly valued customers is also important in order to
maximize profits and minimize losses. According to Xu & Walton (2005) 20 percent of the
existing customers may bring 80 percent of the revenue.

Nowadays the customer base can be ranging from thousands to millions. This means that
predicting the churning customer can be challenging. The machine learning models have
helped companies identify these customers based on historical data. According to Hoppner,
et al., (2020) churn prediction can be built into a classification model where the machine
learning models try to predict whether the customer has churned or not based on historical
data.

There are several ways to group churn and the reasons vary depending on the industry. Most
often reasons to churn are lack of usage, poor service and a more competitive price provided

by the competitor. In figure 2 are presented variables that affect churn.
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Figure 2 Variables affecting churn

Based on this it is reasonable to create predictions based on a dataset that includes at least
these elements of customer data. The previous research gave relevant information regarding
the chosen variables for the dataset that evaluate churn. Service quality and satisfaction do
play a big part, but sometimes customers do end up in financial challenges and must
unsubscribe because of it. All the variables can be presented as a sole reason or a

combination of them for a customer to churn.

Churn is not always up to the company itself. According to Slof et al., (2021) churners can
be grouped into different type of risk categories: value, personal and non-pay. Value risk
type of churners can be described in figure 2 and it is more in the company’s hands whether
the customer will churn. Personal and non-pay are also combined as uncontrollable risk.
These include shutting down the company due e.qg. its health, relocation or the customer will

not pay the fees of the usage.

2.4. Software as a Service

In this chapter, SaaS is briefly explained to understand the industry of the case study. SaaS
is part of cloud computing solutions for customers. Cloud computing can be explained in a

way that it removes the workload from PCs to data centres as all the computation happens
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in data centres bringing more flexibility and scalability. Cloud computing services can be
seen to customers as purchases such services in the form of Infrastructure as a Service (laaS),
Platform as a Service (PaaS), or SaaS — usually with a monthly subscription. In addition to
basic services, the provider usually offers services that add value to users. An example of
this can be that customer can upgrade their subscription by unlocking more sections or
attributes to their needs with extra cost that do not belong to basic service. SaaS is proven to
be a cost-efficient option since it removes the costs of hardware, maintenance licensing and

installation.

Within the cloud, the varying workloads and easier management can be adapted since it does
not demand anything from the device itself and everything is accessed through the internet
(Dikaiakos, et al., 2009). In figure 3 is represented the idea of SaaS and how it is tied into
all possible devices working around SaaS. All the data that is tied to the service will be sent

to the SaaS cloud service where it is distributed to the right users.

(((
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Figure 3 SaaS and how it is connected to devices
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The most known cloud computing services are provided by Amazon with their Elastic
Compute Cloud — part of the Amazon Web Services (AWS), Google’s App Engine and
Microsoft with their Azure platform. The latter services form the data centers where the

cloud computing resources are located (Anselmi, et al., 2013).

There is not a lot of literature available that combines churn predicting SaaS or B2B markets.
In that sense, this study could bring some insights into B2B and SaaS markets where and

how well customer data can be used for churn prediction.

2.5. Literature review on predicting churn with machine learning

In this chapter, the previous studies are explored to find relevant methods to study churn and
what type of methods have been previously used to evaluate unsubscribing customers. The
focus was on finding literature where machine learning methods were used to evaluate churn

and possibly make interpretations of churning customers.

The previous studies were focused to suggest adapting machine learning methods and
quantitative methods. The research was mostly focused on the telecom industry along few
somewhat closely related industries such as mobile gaming, banking, and e-commerce.
These industries do have a lot of B2C types of operation, so it is not directly comparable to
B2B markets. Worth noting was that the methods used in previous studies are traditional and
commonly known machine learning methods that tend to aim to maximize the accuracy of
the model. This usually does remove the interpretability of the predictions meaning that there
cannot be built any reasonable profile of a typical churning customer. Relevant previous

studies are presented in table 1.



Table 1 Previous literature

AUTHOR

CONTEXT

METHODS

12

FINDINGS

AHMAD ET.AL (2019)

BUREZ & VAN DEN
POEL (2009)

CAVALCANTE ET AL.

(2021)

CHEN ET AL. (2014)

HOPPNER ET AL.
(2020)

JAHROMI ET AL.
(2014)

KHODABANDEHLOU
& ZIVARI RAHMAN
(2017)

Churn prediction in the
telecom industry in the
big data platform.

How to handle imbalance
between classes in
customer churn
prediction.

Customer satisfaction
predictions for
distribution companies.

Predict valuable
customers’ churn.

Apply profit-driven
decision trees to study
churn.

Predict churn in B2B
markets.

Compare supervised
machine learning
techniques.

Decision Tree,
Random Forest, GBM,
XGBOOST

Random Forests and
Logistic Regression.
Resampling the
dataset.

Linear Regression,
Decision Trees, SVM
and Ensemble
Learning.

Decision Tree, SVM,
MLP, LGR

Decision Tree,
ProfTree created in
this article

Decision Tree,

Logistic Regression

SVM, Decision Tree,
ANN.

The class imbalance
was a challenging
aspect, but re-sampling
tackled the issue.

Undersampling can
improve prediction
accuracy with AUC.

The difference
between chosen
methods was marginal.

Profile analysis was
provided using
Decision Tree while
being the most
accurate model.

ProfTree achieved
profit gains and the
article focused on the
actual gains of the
model

The idea was to
combine data mining
techniques with
academics even with a
few variables.

Churn was best
predicted by five
variables: the number
of items, reception of
returned items, the
discount, the
distribution time and
the prize. ANN was
the most accurate and
Decision Tree least
accurate.



LALWANI ET AL.
(2020)

LEMMENS & GUPTA
(2020)

LI ET AL. (2021)

MIRKOVIC ET AL.
(2022)

NIE ET.AL (2011)

RODAN ET AL. (2014)

VAFEIADIS ET AL.
(2015)

VERBRAKEN ET AL.
(2013)

VELEZ ET AL. (2020)

WIERSEMA (2013)

Predict churn with
various techniques.

Study profit
maximization with churn
prediction.

Churn predictions in the
broadcast industry.

Use invoice data to
predict churn.

Predict churn in credit
card usage.

Study churn with
negative correlation in
telecom industry.

Study churn prediction in
the telecom industry with
different methods.

Maximize profits with
different churn prediction
techniques.

Study interpretation and
predictions of churn.

Study the current
situation of B2B
marketing.

Logistic Regression,
Naive Bayes, SVM,
Decision Tree,
Random Forest, Extra
Tree calculator,
adaboost, XGBoost,
CatBoost

Profit-based
approaches. Using
cash flows and loss
functions for
probabilities.

In-depth interviews,
Logistic Regression

Logistic Regression,
Random Forest and
SVM

Logistic Regression
and Decision Tree

KNN, Naive Bayes,
Decision Tree,
Random Forest,
Neural Network,
SVM.

ANN, SVM, Decision
Trees, Naive Bayes,
Logistic Regression
Decision Trees,
Logistic Regression,
Neural Network,
KNN, Naive Bayes,
Random Forest

Logistic Regression,
Neural Network and
Classification Tree

In-depth interviews

13

K-fold cross-validation
was used to train the
dataset. Evaluations
were done with the
confusion matrix and
AUC curve. Adaboost
gave the highest
accuracy.

Provided valuable
information about
churn and what type of
variables affect churn.

Churn was related to
watching intensity,
consumption amount
and paying habits.

Random Forest had the
best results based on
AUC.

Logistic regression
worked better than
decision tree.

ANN using NCL
brought the best
accuracy.

SVM-POLY using
AdaBoost gave the
best accuracy.

The focus was on the
expected maximum
profit measure and
which classifier
maximizes the profit

Using interpretable
models, the article was
able to give insights
into the churning
customers.

The markets in B2B
differ from B2C and it
requires more
emphasis.

Churn is a classification problem meaning that the outcome of the prediction is either yes or

no. The methods such as logistic regression, decision trees and random forest were included

almost without exception in the articles. This can be explained due to logistic regression and
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decision trees being easy to interpret, thus easier to represent insights for managerial use at
the company level. Random forests on the other hand are a powerful method to create

predictive models.

While logistic regression and decision trees are interpretable some models might not be as
interpretable being known also as black box models. These models do not give access to
how the predicted outcome was calculated — figuratively the input is put through a black
box, and it produces an outcome from the other end. Support Vector Machines, Neural
Networks and Random Forests are these types of methods. These methods have also
produced more accurate results compared to more interpretable methods. Several studies
suggested that especially Neural Networks have given the most accurate results when the

aim is to maximize accuracy (Khodabandehlou & Rahman, 2017; Rodan, et al., 2015).

Some of the previous studies were struggling with imbalanced datasets. In other words, the
ratio between churned and non-churned customers are very far apart, which means that the
models are trying to predict a small group of data points. This would result in tricky
situations where churned customers are predicted, and the models get good accuracies, but
they do not pay attention to retained customers, thus making predictions meaningless. Burez
& Van den Poel (2009) studied this phenomenon and found that undersampling the dataset
to balance the predicted class would tackle the issue as did Chen, et al. (2014). Ahmad, et
al. (2019) adapted oversampling along undersampling and compared the results between
under- and oversampling while also using the original dataset. Undersampling means that
the data is balanced by removing data entries of the dominated class. Oversampling on the
other hand is done by creating new data entries for minor class by making copies of the

existing samples.

The previous literature had studied churn since it is known to be a challenge and important
aspect of customer retention thus one of the elements in maximizing profits. To be precise,
previously the studies have focused on consumer markets. Studies were focused on sectors
such as banking, broadcasting and telecommunications, and how consumers tend to quit their

service with the case company. One can assume that certain elements of churn in consumer
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markets can be applied to B2B markets but previously addressed matters where decision-

making is not always relied on by one person.
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3. Research Methods

In this chapter, the chosen methods are explained to get an understanding of the methods
and how they fit to answer the research questions. The chosen methods to evaluate and study
churn for this case study are several machine learning methods. First, the concept is

explained and then a detailed introduction to the methods is presented.

3.1. Machine Learning

Machine learning (ML) can be compared to human learning based on experiences that we
go through in our lives. It considers past insights and tries to learn patterns and come up with
a wanted conclusion in a given dataset. ML requires a dataset and uses this as an experience
and computationally does all this. The dataset is simply split into two areas: X and Y. X
represents all the variables that affect the evaluated outcome Y. This means that X variables
are independent variables and Y is a dependent variable. ML can be divided into supervised

and unsupervised learning. (Zhou, 2016).

Supervised learning aims to learn from given a dataset and give a label to the desired variable
or even predict and create new labels based on previous learning (Berry, et al., 2020).
Usually, supervised learning is used to solve classification problems where there are two
possible outcomes e.g. zero or one, but this is not always the case and these are called
multiclass classifications. Along with classification tasks supervised learning can also deal
with regression types of tasks where the predicted variable is a continuous value e.g. stock
price. Since churn is a target variable that is either yes or no, we can limit this study to a

classification problem.

Unsupervised learning differentiates from supervised learning in a way that the desired
outcome is not to create a prediction of a known variable, but to find patterns and attributes
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from the dataset that can create labels in the dataset for its entries. In short, there is no known

predictable variable and the aim is to create one. This is also known as clustering.

The process in ML and building a data analysis model can be split into six common steps
that are presented in Cross-Industry Standard Process for Data Mining (CRISP-DM). These
steps are presented in figure 4.

Understand Understand Prepare the
the business the data data

Modeling Evaluation Deployment

Figure 4 Data Mining Process

According to Martinez-Plumed, et al. (2021) CRISP-DM became a standard guide in the
1990s that is still used today as the most common analytic methodology. The process itself

is not a single pipeline and the previous steps are usually revisited.

3.2. Understanding and preparing the data

Before any analysis can be done it is important to understand the problem at hand that
requires analysis. By doing this the appropriate goals can be set and formulated for ML and
decide what type of machine learning methods the given task requires e.g. is the studied case

a classification, regression or perhaps a clustering problem. Classification tasks are usually
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part of the supervised ML where the main idea is to predict the outcome from two or several
classes. Regression tasks are used when the predicted outcome is a continuous number e.g.
fuel consumption of the car whereas other attributes of the car are used to predict the
outcome. Clustering is used when there is no predicted outcome and the aim is to create
segments for the dataset. Clustering is part of the aforementioned unsupervised learning. A

typical example would be to create segments out of the existing customer base.

After the problem and goals are set the data is collected. It is important to preprocess the
data and create a summarization of the data before any evaluations. The given dataset can
include outliers, missing values, or strong correlations between variables which affect
evaluation negatively. Nowadays the databases are large in size which means that the data
very likely includes noise, inconsistency and missing values. According to Han & Kamber
(2006) the processing before actual modeling can improve the quality of actual evaluations.
Noise means that the data is not correct and it includes errors that are there due to various
reasons such as used technology. Inconsistency means that there are discrepancies in the
dataset e.g. the dates are not represented in the same format throughout the dataset. Missing
variable values in data entries are usually dealt with following ways: mean value of the
variable, filling with previous observation or manually. The forementioned is done if the
value is known. There is also a chance that the given data point is removed depending on the
nature of the dataset. If the dataset is not processed it is assumable that the evaluations are

wrong and unreliable when the actual deployment happens.

3.2.1. Data cleaning

Data cleaning includes filling the missing values, smoothing noisy data and removing
outliers. This could mean that dimensions of the dataset can be reduced, the continuous
variables can be binned or very abnormal data points are removed to reduce skewness. An
outlier is an extreme value that does not fit in the dataset compared to other values. Outliers
can be errors in a dataset or unusual situations compared to the rest of the dataset. There are
a few ways to remove outliers. The first one is to use the z-score and remove all values that

are over three standard deviations from the mean. Another method is inter quartile score
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where the variable is split into quartiles and all variables that are 1.5 interquartile ranges
above the third quartile and below the first quartile are outliers. According to Foxwell (2020)
not all outliers are errors and can rather give insights instead. The outliers need to be
examined and determined whether they are actual data points or errors and whether they
should be removed or kept in the dataset.

To continue processing it is important to transform the attributes of the variables correctly.
There are numerical, categorical and ordinal types of variables. Numerical variables can be
divided into continuous and discrete numbers. Categorical attributes include a finite amount
of options to choose from e.g. marital status. Ordinal attributes are similar to categorical
attributes, but the difference is that the options do have a hierarchical relationship e.g. a

survey where happiness is measured on a scale between one to five.

3.2.2. Normalization

When a dataset includes continuous numerical variables it is important to normalize the
values to have a similar and equal range between variables - some of the ML methods even
require this phase before using them such as Support Vector Machine and Neural Networks
which are introduced later in this chapter. The normalization is usually done by scaling. If
normalizing is not computed the variables do not give an equal contribution to the analysis.
This is not always the case and it mostly depends on the chosen method. The most popular
ways to normalize variables are min-max normalization and the z-score method. In the min-
max method, the scale is set between the minimum and maximum values of the variable.
The minimum value is set to zero and the maximum to value one and all the values between
these get a decimal number relative to the size. The z-score is a calculation where the given

value is reduced by the mean of the sample and divided by its standard deviation.
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3.3. Evaluation of the model

To evaluate the performance of the model there are several ways to measure the performance

of the model. The results are relative to the evaluated element itself and the available data.

In general, the machine learning models aim to create a learner that is suitable for
generalization. This means that when new samples are gathered to the dataset the model can
predict their outcomes. A good model has learned the general rules and patterns lying in the
dataset that apply to all sample entries. When the learner is predicting the outcomes nearly
perfectly from the model, but cannot predict new entries well the phenomenon is called
overfitting. The opposite phenomenon of overfitting is known as underfitting, where the

model cannot learn general rules in the dataset.

To avoid the forementioned phenomenon while building a model there are two common
ways to do it: the hold-out method and cross-validation. The hold-out method splits the
dataset randomly into training and test datasets where the learning is done with the training
set and the prediction and the actual performance are measured with the test set. According
to Zhou (2016) it is important that the distribution between predicted variable must remain
the same between the split sets. This means that if the original data set had 30 percent of
churned customers, the training and test set would have this same amount of churned
customers in percentages. A simple hold-out example is illustrated in figure 5.
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Training data

—— Dataset

Testing data

Figure 5 Hold-out method

Cross-validation is an alternative option for the hold-out method, where the dataset is
randomly divided into a determined number of groups — also known as folds, that are
approximately equal in size. Usually, the amount is three, five or 10 and the method itself is
considered as a general approach that is applicable to statistical learning methods (James,
2021). Figure 6 demonstrates an illustrative idea behind k-fold cross-validation with five
folds.

Validation

Validation

Validation

Validation

Validation

Figure 6 5-fold cross-validation

Each row represents a dataset that is used for training the model. In each row, the model is
trained and one fold is left for model evaluation. As in a 5-fold cross-validation, it is then
evaluated again with the different group until all groups are used as a validation for the
training set. The evaluation metrics of this method are calculated using the averages of the
result of each fold. These metrics are presented later in this chapter. According to Klosterman
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(2019) cross-validation is good for hyperparameter optimization since it does not rely too
much on the single split of data thus reducing variance and bias. Hyperparameters can be
described as configurations for parameters. According to Zhou (2016) it is as essential to
find the right hyperparameters, as to select the best learning model. The trade-off for
hyperparameter tuning is the computational cost of it and the challenges of running all the

possible hyperparameter options.

More recent studies have proposed that training data and test data should be separated.
Training data should be used to select the best model and the test set is used only to evaluate
performance on unknown data (Raschka, 2018). The test data is important to leave out of
the parameter tuning and model selection to reduce bias. The dataset should rather be split
into three parts: training, validation and test data. The hyperparameter tuning and model
selection is done with a validation set — or with multiple sets if k-fold cross-validation is
used. The selected model is used for test data to see how well it performs on unknown data.
Figure 7 represents the idea of a two-level procedure for model evaluation.

—

Parameter
tuning

Training Cross- Evaluation of
———» Best model
Pataset Validation the model

Figure 7 Two-level procedure

First, the dataset is split into training and test data. Then selected ML family or method is
chosen to train the model. While the best model is chosen, at the same time the training set
is used to tune the hyperparameter for the best results. There are two common ways to tune
hyperparameters: grid search and random search. Grid search is built by specifying a range
of values for hyperparameters and then the parameters are optimized by using all possible

combinations. An example of a search grid is created in Figure 8.
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Figure 8 Simplified search grid for hyperparameter values

In this example, there are two hyperparameters (H1 and H2) for a selected method with set
values for each hyperparameter. These hyperparameters could be e.g., the cost of
misclassification and the number of hidden layers like in neural networks, which are
introduced later in this chapter. The idea is that the model trains all possible combinations
of these hyperparameters. After all combinations are used in model training, the best-
performing model is chosen based on the metric that is used for evaluation. Some of these

metrics are introduced in the next chapter.

Random search is based on random sample points in given boundaries given by the user. For
example, if the boundaries for random search are from 1 to 10 the model would train the
model with random values between these two numbers. This study used the R program

language where grid search was a default setting in the caret package.

The best model is then selected using cross-validation while finding the optimal parameters
at the same time. Finally, after parameter tuning and validation, the best model is used on
test data. According to Raschka (2018) k-fold cross validation is good for model selection

with relatively small and moderate datasets.

3.3.1. Mean Squared Error

The most commonly used measurement to evaluate performance in regression models is
Mean Squared Error (MSE) (James, 2021). MSE calculates the average of squares of the
errors which can be explained as the difference between the predicted value and the actual
values (Kubat, 2021).
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n
1 ,
MSE = — Z(Yi — i)’ )
i=1

Where n is the amount of data points, Yi observed values and Y predicted values. The
objective is to minimize MSE in order to find the best-performing model. MSE is a popular
method when the predicted variable is a continuous variable meaning that the model forms

a linear regression and thus is not ideal for classification types of tasks.

3.3.2. Accuracy, Recall and Precision

Another commonly used method especially in classification type of tasks to measure
performance is accuracy along with error rate. It simply tells how accurate the model is

predicting the dependent variable. Accuracy is calculated as follows.

- TP +TN
" TP+ FP+TN+FN

(2)

Where accuracy is calculated by adding true positive (TP) and true negative (TN) predicted
values with all predicted values from the dataset which include false positive (FP) and false
negative (FN) predictions (Zhou, 2016). The error rate is the ratio of predicted values that

are labelled wrong.

These two measurements are commonly used in binary classification problems where there
are predicted outcomes and the actual outcomes. Precision’s calculation is focused on

positive predictions by dividing TPs by all predicted positive values.
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TP

P=5pTFp (3)

Recall is calculated by replacing false positives from precision with false negatives.
Compared to precision, recall calculates how many TPs were predicted from all actual

positive values.

TP

R=Tp TN (4)

Precision and recall behave usually in a way that when the precision is high the recall is
lower. At the same time when recall is high, the precision is usually low. The selection of
performance measurement is usually chosen based on the research question between

accuracy or recall and precision.

When using former methods fo evaluation, the confusion matrix is used to evaluate
correctness visually. The confusion matrix compares how actual classes and predicted
outcomes are matching together. For simplicity, a confusion matrix is formed in a table
where the target variable is presented as the actual values and predicted values in numbers.

The matrix includes TP, FP, FN and TN. An example is presented in figure 9.

Predicted
Churned |Notchurned
Actual Churned TP FN
Not churned FP TN

Figure 9 Confusion matrix

In this figure, the evaluation is whether the customer has churned or not. Using a confusion
matrix, the actual and predicted values can be inserted into one figure where they can be

used for simple calculations. For example, let us imagine that we had 1000 entries in a dataset
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and there are 300 churned customers and the selected method predicted 200 of them correctly
this would be the value for the top left corner meaning there were 200 TPs. The model then
predicted that 20 customers had churned even though they were not actually churned. These
are presented in the bottom left corner of the matrix (FP). There were also 10 customers that
were churned but the selected method did not predict them as churned. These are FNs in the
upper right corner. The rest of them are non-churned customers and these are predicted

correctly by the model and are located in the bottom-right corner as TNs.

When predicting positive cases in a dataset the recall and precision are better options for
model evaluation. Accuracy is a good option for model evaluation when the predicted class
is balanced between outcomes. When one class has clearly more entries than the other,
accuracy does not provide information on how well the model has predicted the minority
class. According to Rebala, et al. (2019) if the minority class is severely imbalanced the
model can predict all entries to the majority class and reach good accuracy numbers. This
would not mean that the model itself is good for predicting. To find a combination or
harmonised evaluation metric for both recall and precision we can use a metric called F-

measure or score.

F _ 2 * Precision * Recall (5)
measure = Precision + Recall

In this metric the closer the value is to one the better combination of the precision and recall

is achieved.

3.3.3. Receiver Operating Characteristics

Receiver Operating Characteristics (ROC) is used to measure the model’s generalization
abilities (Zhou, 2016). Normally a threshold is decided to determine whether the prediction
outcome is positive or negative. For example, when the threshold is defined that probabilities
of 0.5 or more are positive and the probability of the prediction is 0.78 the prediction is

classified as positive. The forementioned logic is demonstrated in table 2.
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Table 2 Threshold and prediction example

Threshold Probability ~ Prediction

0.5 0.78 1
0.6 0.55 0

As we raise the threshold, the probability of prediction has to be higher to be classified as a
positive outcome. ROC is formed as a curve which is usually plotted, and it displays all the
possible thresholds giving a general evaluation of the accuracy. The x-axis of the plotted
curve is the False Positive Rate (FPR) which is the ratio between false positives divided by
all actual positives. The y-axis is True Positive Rate (TPR) which is the ratio of true positives

and all actual positives. A ROC curve is demonstrated in figure 10.

ROC Curve
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True Positive Rate

Figure 10 ROC Curve

Both TPR and FPR are scaled from 0 to 1. The figure can be interpreted that the top left
corner being the ideal direction of the line. The aforementioned destined area is also called
perfect classification since there the model classifies all observed values correctly into
positive and negative. This ROC curve in figure 10 seems to form a visible curve, but this

depends on the accuracy of the model and given pairs of TPR and FPR.



28

Area Under ROC Curve (AUC) is the actual area that measures how well the classifier solves
the given problem. We could say that the more the curve follows the left y-axis vertically

the better it classifies the data.

3.4. Supervised Machine Learning methods

In this chapter, the traditional supervised machine learning methods are introduced. These
methods are the most commonly used in previous research literature when predicting churn

and thus are worth to be explained.

3.4.1. Logistic Regression

Logistic Regression (LR) is one of the most popular classifier problem methods (Osbourne,
2015). LR does have similar attributes as traditional linear regression, but the difference is
that the predicted variable or also known as dependent variable predictions are categorical
whereas in linear regression the dependent variable is continuous. Logistic regression is also
nonlinear by nature. When the dependent variable in LR is graphically explored it will not
be a straight line fitted to the y and x-axis, but rather an S-shaped curve.

Logistic regression is often used for predictions where there are only two outcomes on
prediction with more than two predicting variables (Menard, 2010). This is also called a
classification task, but it is also adapted to the multi-class types of problems when there are
multiple possible classes as an outcome. An example of predicting outcomes with LR could
be that does the patient have a certain disease or what type of political party a person supports

based on predicting variables.
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3.4.2. Decision Tree and Random Forest

Decision Tree (DT) is a simple method for evaluating. According to Wills, et al., (2021) DT
is a series of questions or other words rules, that leads down a path to a predicted outcome.
Data is inputted into the root node of the tree which are the x variables in this case. DT
includes three different nodes: a root node, a decision node and a leaf node. The root node
is the first step where splitting starts into smaller groups. The decision tree algorithm splits
these based on the splitting criteria until the dataset cannot be split further, or it reaches a
split based on a rule (Wills, et al., 2021). These splits are also called decision nodes and the
final unsplittable group is the leaf node which indicates the predicted variable. A simplified
DT is presented in Figure 11.

Customer base

Subscription Subscription
fee 2 50 fee <50

NPS 2 8 Usage time > 15

No churn

Usage time < 15

No churn churn

Figure 11 Simplified Decision Tree

In this DT the customer base is the root node. The decision node is the subscription fee
variable which is split with a value of 50. The leaf nodes are NPS and Usage time variables
which determine the prediction of churn.

There are two types of classification tasks with DT: a regression type of problem where the
predicted outcome is a continuous value such as an estimation of fuel consumption of a
certain car model. The other one is a classification type of problem where the predicted
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outcome is limited into a few different classes e.g., zero or one depending on a given
threshold. DT can use numerical and numerical parameters as predicting variables and it
does not have to be normally distributed. It is also a popular method in the business world

since it is easy to interpret.

The idea behind decision trees and random forests (RF) are similar. DT is built upon the
given dataset of x variables and y variable to produce one tree. RF models create multiple
decision trees of random samples of the dataset. According to Breiman (2001) RFs form a
learning method in which several uncorrelated decision trees are aggregated to form a final
classification for the predicted variable. When it comes to regression trees the prediction is
based on the average of DTs and with classification tasks, the prediction is based on which

of the outcomes is most frequently predicted in DTs.

3.4.3. Naive Bayes Classifier

Naive Bayes Classifier (NB) is part of the Bayes theorem that uses independent variables
from the past and predicts future outcomes in unknown datasets. It calculates probabilities
and conditional probabilities thus classifying the outcome (Berry, et al., 2020). NB can be
used for both classifying and clustering tasks. The method is based on Bayesian decision
theory where the idea is to minimize the overall cost of misclassifying the labelled outcomes
(Zhou, 2016).

NB requires that the correlation between predicted and predictive values is not strong, which
means that each predictive class contributes independently to prediction (Lalwani, et al.,
2021). Due to its simplicity, it is also used usually as a baseline for comparing performance
between methods (Badillo, et al., 2020).
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3.4.4. Support Vector Machine

Support Vector Machine (SVM) can be used with either classification or regression tasks
similarly to DTs. The basic idea of SVM classification is to use the training set to find a
separating hyperplane in the dataset that can separate two groups based on the dataset.
According to Boyle (2011) SVMs have been successfully adapted to several fields of study

including MRIs and air pollution which have produced great results.

According to Ma & Guo (2014) hyperplanes are separators that help divide and classify data
points. These data points that are falling on either side of the hyperplane can be attributed
e.g., in a binary task such as this case study. A basic SVM illustration with a linear
hyperplane approach is represented in figure 12.
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The triangles and circles present different data points and the bolded line that goes through
the center is the assumed hyperplane. Dashed lines surrounding the hyperplane are the
maximum margins or the distance between data points and the hyperplane. The objective is
to find a hyperplane that has the maximum distance from the data points.



32

Support vectors on the other hand are data points that are closer to the hyperplane and
influence the potential shape of the hyperplane. Using support vectors, the maximization of
the margin of the classifier can be done. If there is no available hyperplane that is linearly
able to fit between datapoints then kernel transformation functions are used (Boyle, 2011).
Popular non-linear kernels with SVM are radial and polynomial kernels.

3.4.5. Neural Networks

According to Raschka & Mirjalili (2017) Neural Networks (NN) are deep learning
algorithms that are built from many layers. NNs are originally inspired by actual biological
neuron systems such as human brain activity (Rebala, et al., 2019). According to Zhou
(2016) NNs can be described as models that are interconnected layers that produce the
outcome for prediction. Layers are made of many nodes that are connected to each
other. NNs contain the following three layers: input, hidden and output layer (James, 2021).

These are presented in figure 13.

Hidden layer

Input layer

Output layer

@

Figure 13 Example illustration of ANN
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The input layer is the base where the NN gets its information and where to find patterns for
the output. These are usually the variables of a given dataset. The hidden layer or several of
them do the work before giving the wanted output of the model. All input connections have
a weight associated with them meaning that some of the variables are more significant and
relied more on predictions compared to others. The activation functions then help NN to

define the output for the next layer by learning the patterns from the dataset.
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4. Analysis

In this chapter the chosen data is briefly explained and what type of possible problems there
were with the dataset and how they were managed. After pre-processing, the selected
methods for this case study are evaluated and compared. The dataset was obtained from the
case company, and the variables in the dataset were chosen based on literature and
conversations with the case company. The data was fetched from the data warehouse with a

query into a CSV file.

It was determined that the dataset would include a current fee for the subscription and an
average of the last three months. Also, customer satisfaction was chosen to be the Customer
Effort Score (CES) which measures how easy it was for the customer to contact the company.
The data would also include a termination date of the contract and the amount months a
customer has or had been subscribed. The dataset had few versions while new variables were
introduced on the way to be added to the dataset to enhance evaluation. The records were
narrowed to include customers since 2018 and the data was based on the latest entries.
Customers that have churned with less than a month of subscription duration were removed

from the dataset.

The analysis for this case study was done with R programming language with libraries such
as caret, tidyverse and dplyr. R is a popular open-source programming language, and it is
commonly used in statistics and data analysis. The program is available for several platforms

and integrable with other programming languages.

As previously mentioned in chapter three CRISP-DM guideline suggested that the analysis
is split into six steps. This case study followed CRISP-DM to have a clear structure to follow

and adapt.
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4.1. Overview of the data

As a first step, the data was explored in general to have an understanding of what type of
dataset is used for churn prediction. The variables were discussed with the case company,
and they were explained briefly to get a better understanding. The dataset had 39924
observations with eight independent variables and the target variable — have the customer
churned or not. The variables in the dataset were id, Customer, IncomeGroup,
ThreeMonthAvg, CMRR, CesScore, EndDate, MonthAsCustomer and BooleanChurn.

Customer and id variables were self-explanatory and just included the name of the customer
and their unique identifier in the database. IncomeGroup was a categorical variable that was
split into several interval groups based on revenue. Customers had IncomeGroup value based
on their revenue. ThreeMonthAvg variable was an average of the last three invoices sent to
the customer, CMRR was the abbreviation of Committed Monthly Recurring Revenue which
IS a common metric in SaaS business. CesScore is a customer’s effort score which measures
how easy it is for them to do business with the company. EndDate variable tells when a
customer had churned. If the customer had not churned the EndDate was to the end of May
2022. BooleanChurn was a binomial variable informing whether the customers had churned

or not.

As the first task, the aim was to summarize the dataset. First, the target variable whether the
customer had churned or not was explored (figure 14). There was a slight imbalance in the
dataset but there was a reasonable sample size for churned customers so that the learning

algorithm will not classify all as non-churned customers.
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Figure 14 Distribution of predicted variable

The number of churned customers was around 26 percent of the whole dataset. The accuracy
of the model would not be as good of a metric for evaluating the performance of the models.
In this case study to support the research questions, it was reasonable to focus on TPR and
evaluate how well the model predicts churning customers. Precision and recall and their
harmonized mean metric F-Score were chosen as the metrics to focus on and used to evaluate

the performance of the models rather than looking at the accuracy of the predictions.

What was noticeable was the lack of feedback given by the customers when exploring the
CesScore variable - six percent of the customers had given feedback. This was discussed
with the case company when the dataset was built and the reason for this was that the
feedback has been gathered in the data warehouse since 2018. The dataset also implied that

longer subscribed customers are less likely to churn (Figure 15).
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Figure 15 Non-churned and churned customers by subscription duration

The histogram was binned with 12-month periods, so every bin represents a year being

subscribed to the service. We can see a descending trend in churning customers that have
been subscribed for more than 24 months.

To explore data more visually it was reasonable to see how customers had churned based on
their satisfaction with the company. This is presented in figure 16.
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Figure 16 Churn ratio between CES scores

The figure tells that there is no clear connection between feedback and churn. As one can
assume, Bad feedback had most churned customers, but the differences were so small that it

was not rational to say, that there is a clear connection between satisfaction and churn.
4.2. Data Preparation

The dataset required some preparations before running models on it. Some of the numeric
variables were character type variables when the dataset was imported to R. BooleanChurn,
IncomeGroup and CesScore variables were changed into a factor type of variable. These

three were categorical variables so changing their type made them act correctly with
modeling when using R.

After changing the variable type, it was important to inspect the dataset in case there were
missing data. Column ThreeMonthAvg included NULL values and they were simply

replaced with value 0, as this was confirmed from the case company that they represent value

38
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zero. The column was also originally a character type of variable which was changed into a
numeric variable. The variable had very similar values CMRR variable, so it was better to
transform it to present the difference between these two variables. It was renamed
invoicediff. Variable IncomeGroup included some NA values and entries that were not
trustworthy. Some of the data entries had IncomeGroup value that was not possible due to

the number of actual existing groups. This imputation removed 2978 data entries.

To avoid overfitting the dataset was split into two sets: training and test set with 70 percent
of the rows included in the training set and the rest 30 percent were left as a test set for the
final model evaluation. When preparations were done the dataset included a character
variable, five numeric variables, a date variable and two factor variables. To tackle the
imbalanced ratio of predicted variable the training dataset was also under- and oversampled
to balance the predicted values (Ahmad, et al., 2019). Undersampling means that the
majority class entries are removed to balance the training set between predicted variable
while oversampling create new entries to the dataset based on existing entries from minor
class (Burez & Van den Poel, 2009).

To make the dataset better for predicting, some of the variables were not suitable for running
the models. This meant that the EndDate, id and Customer variables were removed leaving
five independent variables to evaluate churn with 36566 observations after cleaning and pre-

processing.

4.3. Modelling

In this chapter the chosen methods are presented. After data preparation, the training set was
trained using 10-fold cross-validation. It is a common number of folds along with five.

Cross-validation was then applied to the following machine learning methods:
e Logistic Regression

e Decision Tree
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e Random Forest
e Naive Bayesian
e Neural Network

e Support Vector Machine

These methods were trained with original and resampled datasets. These are commonly
appearing and accepted methods in churn prediction. First, the training control parameters
were set to use cross-validation as the method for training rather than the hold-out method,
and then the number of k was set to 10. All methods were trained with the train function
available from the caret package. The normalization pre-process was set inside the function
for NN and SVM methods since they are required to be normalized and scaled before being
trained. For reproducibility, a random seed was set. The optimization metric for training was
AUC. According to Zhou (2016) AUC is good for generalization purposes. Recall, precision
and their combined metric F-Score would have also been a very good metric to use for model
optimization metric since they tend to measure positive class predicting, but it is also
important to predict non-churning customers as well. AUC and F-Score were combined as

an overall evaluation when selecting the best model.

For hyperparameter tuning, there are two common options: grid search and random search
which were introduced in chapter three. Grid search is built by specifying a range of values
and running all possible combinations. Random search is based on random entries from

defined boundaries set by the user.

As previously mentioned, this study used grid search which was a default setting in the caret
package. The hyperparameters were mostly tuned with the tuneLength setting inside the train
function. The aforementioned tuneLength setting was an easy way to set how many different
hyperparameter combinations the model would train. Shortly, the model was every time
trained with 10-fold cross-validation with all possible hyperparameter options that were set
to find the best model.
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After the training was done for the chosen method, the model was checked with summary,
varlmp and print functions. These functions gave a brief overlook of the results. Summary
explained the best optimal model of the cross-validation. To find out how important each
variable was in predicting the outcome varlmp function gave a scaled value for each variable

between zero and 100.

The best model from each method was then selected by selecting the best-performing model
overall. The selected models were then used to test set to see how well they would perform
towards unknown data. The confusion matrix and essential classification metrics were
provided with the confusionMatrix function accessible way. These steps were following the

previously introduced two-level procedure.

4.4. Evaluation

In this chapter, the models are explored, and the results are represented. The used metrics
that are used for model evaluation in training include AUC, recall, precision and F-score.
Every method’s best model was used on test data in the end to see how well it performed on
unknown data. For the assessment part, accuracy was also added as a measure to see the
model’s overall performance towards test data. When it comes to the evaluation of the final
models, the accuracy should be at least higher than the baseline accuracy. This means that if
all classes were predicted to be not churned the model would reach around 74 percent
accuracy still. Also, the hyperparameter values with the best-performing sample size of each
method were presented.

4.4.1. Logistic Regression

Logistic regression was the first method to test the training set. It was the most frequently
used method in the literature review, and it is widely accepted for predicting churn. It is also
generally easy to interpret and can give a comparison point for the rest of the methods. In
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caret’s package glm there were no choosable hyperparameters to tune. The importance of
variables was inspected with the varlmp function that is included in the caret package. The
function automatically shows how important each variable was for prediction. The

importance of variables is presented in figure 17.
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Figure 17 Importance of variables in logistic regression

The most important variables for predicting were invoicediff followed by CMRR and
MonthasCustomer. These are clearly ahead of the other predicting variables as figure 17

shows. In table 3 are presented the metrics when cross-validation was used to train the model.

Table 3 Evaluation metrics of logistic regression

Sample AUC Precision Recall F-Score

Original 0.40 33.2% 2.3% 4.3%
Undersampled 0.63 59.4% 80.1% 68.5%
Oversampled 0.63 59.2% 82.5% 68.9%

Results indicate that LR as a classifier was not very good for predicting churn in this dataset.
Re-sampling the models did improve the metrics and increased overall performance but

overall, there was plenty of improvement for model selection.
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4.4.2. Decision Tree

Using the train function DT had one parameter to adjust to possibly increase the performance
metrics in the rpart package. This parameter is called complexity parameter (cp) which can
be simply described as a minimum improvement numerically for the performance metrics at
each node in DT. To describe cp more simply, it will stop splitting nodes at a reasonable

time so the DT will not be built too deep and uninterpretable. The best value after training

was a cp value of 0.003.

The most important variable was invoicediff followed by CMRR and MonthsAsCustomer —

same order as in logistic regression. The importance of variables are presented in figure 18.
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Figure 18 Importance of variables in Decision Tree

As previously in LR, invoicediff and CMRR are ahead of other variables. MonthsAsCustomer

was not nearly as important in DT as in LR.

Using over- and undersampled training data the importance of the variables did not change

significantly. The models achieved better scores than LR again. The decision tree itself was
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not too complex (Figure 19) meaning that it remained easy to interpret and can be used for

decision making.
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Figure 19 Plotted Decision Tree

The DT uses invoicediff as the root node for decision-making. This was rather predictable
since the variable information and exploratory analysis provided insights that most of the
long-time clients have not unsubscribed from the service. The results from cross-validation

are presented in table 4.

Table 4 Evaluation metrics for Decision Tree

Sample AUC Precision Recall F-Score
Original 0.58 81.6% 24.2% 37.3%
Undersampled 0.69 66.1% 71.6% 68.8%

Oversampled 0.70 66.2% 71.9% 68.9%
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Compared to LR all models with DT produced better results overall and DT would be a

better model selection.

4.4.3. Random Forest

As LR and DT valued invoicediff as the most important variable for churn prediction RF
valued CMRR as the most important variable (Figure 20). The difference in importance
between CMRR and invoicediff was not huge this time either though. With sampled training

sets using RF the importance was the same among variables as previously with DT and LR.
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Figure 20 Importance of variables in Random Forest

For parameter tuning ranger package had a possibility to select the number of variables split
in each node — named as mtry. The other tuneable parameter was minimum node size. To
make predictions with the ranger package, option importance had to be chosen. It was
determined that impurity would be a metric which is also known as the Gini index, that
“measures the likelihood of an incorrect classification of a new instance of a random
variable” (Ingalhalikar, et al., 2021, 3631). The best-performing hyperparameters were

minimum node size with a value of 1 and mtry with a value of 13.
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The trained model was then cross-validated, and the results were overall the best so far

(Table 5).

Table 5 Evaluation metrics of Random Forest

Sample AUC Precision Recall F-Score
Original 0.71 73.1% 47.4% 58.3%
Undersampled 0.81 73.6% 69.4% 71.4%
Oversampled 0.95 85.6% 88.7% 87.2%

As DT already provided improvement for results, using multiple trees for prediction the

performance metrics overall were better in every metric. Using oversampled dataset

provided very high-performing results compared to previous methods.

4.4.4. Support Vector Machine

SVM was first trained using a linear approach. Other popular methods with SVM were radial

and polynomial kernels. Compared to other methods, SVM was pre-processed in a way that

the variables were normalized. Using linear SVM was not the optimal selection as especially

the original training dataset produced poor results not being able to predict any positive

classes. This made no difference even though hyperparameters were tuned. The only

hyperparameter in the svmLinear package that was tuneable was the cost of

misclassification. The results are presented in table 6.
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Table 6 Evaluation metrics of linear SVM

Sample AUC Precision Recall F-Score

Original 0.30 0% 0% 0%
Undersampled 0.63 58.7% 84.3% 69.2%
Oversampled 0.67 58.9% 84.1% 69.3%

With re-sampled training sets, metrics were improved as F-scores were comparable to RF’s
performance thanks to high values in recall. SVM would be a good alternative option for RF
to predict churning customers with under- and oversampled training sets. As the most
important value SVM used CMRR followed by invoicediff. This did not differ between the

linear or radial methods. The importance of variables are presented in figure 21.
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Figure 21 Importance of variables in SVM

With SVM, IncomeGroup had zero importance on predictions and MonthAsCustomer was
significantly less important compared to previous methods. SVM was also trained with the
radial kernel to see if it improved the results. symRadial had one more hyperparameter to
tune than svmLinear, which was sigma. The best-performing hyperparameters were a sigma

value of 22.59 and a cost value of 128. These results are presented in table 7.
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Sample AUC Precision Recall F-Score
Original 0.47 67.6% 21.7% 32.9%
Undersampled 0.65 61.8% 77.7% 68.8%
Oversampled 0.69 64.1% 84.4% 72.9%

Using radial kernel as a parameter increased the performance compared to the linear method

— especially with the original training set. What was noticeable was that the oversampled

training set was computationally costly which meant, that it took very long time to train the

model.

4.4.5. Naive Bayes

Naive Bayes was used due to its popularity in previous literature. There were no adjustable

hyperparameters in package nb just like LR did not have. NB valued CMRR as the most

important variable for predicting followed by invoicediff. The importance of variables are

presented in figure 22.
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Figure 22 Importance of variables in Naive Bayes
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The method did not bring any meaningful changes and did not bring improved results
compared to RF. The results are represented in table 8.

Table 8 Evaluation metrics of Naive Bayes

Sample AUC Precision Recall F-Score

Original 0.39 5.6% 0.0% 0.0%
Undersampled 0.63 50.8% 82.7% 69.9%
Oversampled 0.63 58.6% 79.9% 67.5%

NB seemed to perform better with resampled training sets. Overall, compared to top

performing models NB did not bring any useful metrics to use for classifying.

4.4.6. Neural Network

To find optimal hyperparameters for NN the optimal weights and the number of hidden
layers were determined. Like SVM was previously, NN was also normalized as a pre-
process. In package nnet, there were two tuneable hyperparameters: decay and hidden layers.
The search grid was expanded so that hidden layers were tested from 1 to 10 and decay was
trained with a grid from 0.1 to 0.5 with a 0.1 interval. This grid was defined manually due
to the lack of trained hyperparameter outcomes by default in the package. The optimal model

included nine hidden layers and decay with a value of 0.1.

NN did not differentiate a lot from other models apart from using IncomeGroup relatively
important which has not been the case in previous methods. In figure 23 is represented a NN

model from the original training set.
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Figure 23 Neural Network of the trained model

CesScoreNeutral, CMRR and MonthAsCustomer clearly draw a thicker line to hidden layers
meaning their importance compared to other variables for classifying purposes was higher.
The results were not significantly better compared to previous methods (table 9).

Table 9 Evaluation metrics of Neural Network

Sample AUC Precision Recall F-Score
Original 0.50 64.2% 21.4% 32.1%
Undersampled 0.66 61.2% 78.9% 69.0%
Oversampled 0.67 61.3% 78.9% 69.0%

As with SVM, resampling the training set increased the performance of NN when the metrics

such as AUC and F-Score are explored.
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4.5. Assessment of the model

In this chapter, the best-selected model from each ML method was used to test data as the
two-level procedure suggests. The best model of each method was chosen to predict the test
dataset and then compared to other models. The model selection was based on that which
sample size of each family produced the best result using AUC and F-Score as evaluation

metrics. This was chosen for final evaluation.

The test dataset was the remaining 30 percent of the data that was not used in model training.
The metrics for evaluating models’ performance on unknown data were accuracy, precision,
recall, F-Score and AUC (HOppner, et al., 2020). These results are presented in table 10.

Table 10 Performance metrics used on test data

Family Sample Accuracy Precision Recall F-Score AUC

Logistic Regression | Oversample 53.9% 82.0%  339% 48.0% 0.63
Decision Tree Oversample 63.4% 75.6% 39.3% 51.7% 0.67

Random Forest Oversample 78.5% 56.1% 58.9% 57.6% 0.71
Radial SVM Oversample 59.4% 76.1%  36.5% 49.3% 0.65

Naive Bayes Undersample 53.2% 78.5% 33.1% 46.5% 0.61

Neural Network Oversample 57.9% 78.8% 35.8% 49.2% 0.65

The results suggest that the RF model was the best-performing model when looking at all
performance metrics apart from precision. The model had the highest F-Score and AUC
compared to other models followed by DT. For the sake of overall performance and
generalization abilities, RF was able to predict a bit under 80 percent correctly of all data
entries — being the only method that surpassed the baseline accuracy. The results were

formed into a confusion matrix that is presented in figure 24.
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Predicted
Churned |Notchurned
Actual Churned 1600 1114
Not churned 1243 7012

Figure 24 Confusion matrix for predictions

The model was able to predict very well actually non churned and churned customers. What
was noticeable was that FP and FN had almost the same number of predictions. This is a

clear improvement point for the model for future considerations.
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5. Results

As all the models were executed and analysed the conclusion was that RF was the best
classifier for churn prediction for this case study. Overall, the other methods were not that
close in performance compared to RF. In previous literature, RF was proven to be a very
successful method and while DT had not been a high-performing model in previous literature
compared to black-box models it was able to produce second-best results overall.

Returning to the original research questions were as followed:
1. Which variables are considered important for churn prediction?

The most important variables were CMRR and invoicediff constantly throughout the models.
This result is supported by previous literature since the price of the service is one of the
important aspects that affect churn (Lemmens & Gupta, 2020). As previous literature has
represented not all churn is up to company itself (Slof, et al., 2021). This could explain the
importance of invoicediff and how the change in invoicing could sign a churning customer.

Companies can end up bankrupt or face challenges that require cutting costs.

The other research question was the following:
2. What machine learning methods predict churn the best?

The best-performing method to predict customer churn for this case company was RF. This
result was based on overall evaluation when comparing results to other methods. Due to the
lack of churn profiling in previous literature, we cannot make any general assumptions about
the industry. The classifiers simply missed some of the assumably vital data that have been

represented as important in literature (Lemmens & Gupta, 2020).

Overall the results were decent. Even without some desired variables, the final model was

able to predict unknown data quite well and produce good results. The model will be
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introduced to the case company and suggested for further enhancements such as extra

variables that could be useful for churn prediction.

From previous literature, there were methods that were not used in this case study. Thus we
cannot confirm whether there would have been better models to predict churn. RF had

previous success in literature and this can be confirmed via this study.
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6. Conclusions

In this chapter, the most important findings are presented. Furthermore, the limitations and
future research suggestions are presented. The goal of this study was to predict churn for
private Nordic SaaS company and give insights into what type of variables were important

for customer churn predictions and offer a tool that could predict churning customers.

First, the previous literature on customer churn prediction was studied and how it had been
done previously when churn has been predicted. Churn prediction was mostly based on
various ML methods to find out which method was best for predicting. The study aimed to
use ML methods that were previously used in the literature to predict churn. This was
followed by introductions of CRM and Saa$S for better conceptual understanding. After this
ML was explained and its popular methods from the literature were briefly explained. Then
the phases of data mining were introduced and how it was related to this study. Following
the data mining process introduction, the actual analysis began which started with an
overview and data cleaning. The set was then split into training and test set and then the
actual model selection began.

The best-performing model was RF followed by DT. NN and SVM with radial kernel were
third and fourth best models overall. LR and NB produced very poor results in training data
and the assessment overall. What was surprising was the very poor performance with linear
SVM as it did not predict any of the churning customers. This study did not use a polynomial
kernel due to the computational cost which left a possibility that SVMs with a polynomial
kernel would have produced better results. This also leaves a question of whether SVM’s
performance would have possibly aligned more with RF as the previous literature had
suggested. Overall, the models did not perform very well on test data as they did not even
reach 74 percent baseline accuracy apart from RF.

The limitations of this study were that the dataset was not as comprehensive as it would have

ideally been meaning some variables that were mentioned as important in the literature were
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absent from the dataset. Aspects that relate to the usage of the service were not included in
the dataset. Other limitations of this study were the computational cost of more demanding
models which would have taken a lot of time to get trained. As a downside, it is not possible
to declare whether some computationally heavier method would have performed better on
the dataset.

6.1. Future research recommendations

For future research more models would be good to add more methods when selecting the
best-performing model. This way the results would possibly be even better. What would be
good to study is using snapshots of different periods. This would possibly create new aspects
that learning methods could catch. The dataset of this thesis was a snapshot of a single date

and apart from one variable, there was nothing that compare past behavior.

What would be good for future research is to focus more on B2B markets. This
aforementioned market differs from consumer markets and takes notice of different aspects
as previously mentioned in chapter two. Due to the sensitive nature of corporate data, it is
not necessarily as easy to get data for predictions, but it would bring essential insights into

the B2B field and customer retention in general.
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