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Electricity retailers operating framework is inherently dynamic in nature, which highlights 
the importance of data analytics applications. Also, the industry is currently under major 
reformations. Successful implementation of value producing data analytics solutions require 

robust end-to-end data integration capabilities. Small and medium-sized energy companies 
might not possess the required financial or knowledge resources required to deploy these 

data platforms. Therefore, third-party solutions and consultation in data analytics context 
has basic demand, and the current industry reformations possibly increasing this demand. 
Therefore, third-party vendors have business opportunities to answer to this potentially ris-

ing demand. 

The study was conducted as Design Science Research, and its goal was to produce a first 
iteration conceptual models for data platforms in Microsoft Azure ecosystem that support 

development of data analytics applications for customers in the future. Related to this, exist-
ing reporting database systems were enhanced at conceptual level to conform to the data 

platform design. The design of the data platform and its components were based on known 
internal requirements as well as external requirements that were elicited from target com-
pany’s clients by with interviews.  

As a result, three high-level conceptual models for virtual, centralized, and hybrid data plat-

forms in Microsoft Azure ecosystem were developed. These enable the development of data 
analytics applications using uniform query interfaces and conformity to service-oriented ar-

chitecture. Also, the data platform capabilities were modelled and evaluated in terms of 
providing solutions for existing reporting databases. Overall, it was concluded that the Azure 
ecosystem meets the set requirements and provides capabilities for a robust data platform.  
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Sähkön vähittäiskauppiaiden toimintakehys on luonnostaan dynaaminen, mikä korostaa 
data-analytiikan merkitystä. Toimiala on myös parhaillaan keskellä merkittäviä uudistuksia 

ja arvoa tuottavien data-analytiikkaratkaisujen onnistunut toteutus edellyttää datan hallintaa 
päästä päähän. Pienillä ja keskisuurilla energiayhtiöillä eivät välttämättä omaa tarvittavia 

taloudellisia tai tietotaidollisia resursseja, joita tarvitaan data-alustojen käyttöönottoon. Siksi 
kolmannen osapuolen ratkaisuilla ja konsultoinnilla data-analytiikkakontekstissa on kysyn-
tää, jota nykyiset toimialalla tapahtuvat uudistukset mahdollisesti lisäävät. 

Tutkimus toteutettiin kehittämistutkimuksena ja sen tavoitteena oli tuottaa ensimmäinen ite-

raatio käsitteellisistä malleista Microsoft Azure -ekosysteemin päällä toimivalle data-alus-
talle, joka tukisi data-analytiikkasovellusten kehittämistä kohdeyrityksen asiakkaille tulevai-

suudessa. Tähän liittyi myös osittain data-alustan suunnittelu vastaamaan sisäisten rapor-
tointitietokantajärjestelmien toiminnallisuuksia. Data-alustan ja sen komponenttien suunnit-
telu perustui tunnettuihin sisäisiin vaatimuksiin sekä haastatteluilla kerättyihin kohdeyrityk-

sen asiakkaiden vaatimuksiin. 

Lopputuloksena kehitettiin kolme korkean tason käsitteellistä mallia virtuaalisille, keskite-
tyille ja hybridi data-alustoille Microsoft Azure -ekosysteemissä. Nämä mahdollistavat data-

analytiikkasovellusten kehittämisen käyttämällä yhtenäisiä kyselyrajapintoja ja palvelukes-
keisen arkkitehtuurin mukaista käyttöönottoa. Lisäksi data-alustan kyvykkyyksiä mallinnet-
tiin ja arvioitiin tarjoamalla ratkaisuja sisäisiin raportointitietokantajärjestelmiin. Lopputu-

loksena todettiin Azure-ekosysteemin täyttävän asetetut vaatimukset ja tarjoavan valmiudet 
vankalle data-alustalle.  
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1  Introduction 

1.1  Background 

During the last 25 years or so, energy industry has changed significantly. By design, the 

deregulated electricity markets are dynamic in nature because supply and demand must be 

always at equilibrium. The increase of renewable energy sources combined with emissions 

trading have increased the variance of electricity market prices. Electricity retailers must 

react to these dynamic aspects of the markets to keep their business profitable. 

Energy companies are dependent on various information systems to manage their daily op-

erations and to make informed decisions while reducing the various risks present in electric-

ity retail markets. Energy companies’ information systems in Finnish electricity retail mar-

kets contain for example Customer Relationship Management Systems (CRM), Customer 

Information Systems (CIS), Energy Data Management Systems (EDM), market information 

such as Nasdaq Commodities, and weather data, which has become increasingly important 

as renewable energy is becoming more prominent. Therefore, the essence of profitability in 

deregulated energy markets lies in the capability to utilize vast amount of data originating 

from different systems in decision making. 

The Nordic and European electricity markets are currently going through significant refor-

mations and next big change on the roadmap is the shift from 1-hour imbalance settlement 

periods to 15-minute imbalance settlement periods (Fingrid Oyj, 2018). This will quadruple 

the amount metering data as well as eventually market data when the Nordic markets make 

the shift to 15-minute imbalance pricing.  

Also, the Finnish markets have recently encountered the biggest reformation since the de-

regulation of electricity retail markets with the introduction of Datahub; an information ex-

change system for electricity retail markets (CGI Inc., 2018; Fingrid Oyj, 2022). Datahub 

increases the speed of information exchange between market participators and enables better 

customer service and completely new applications for customers, for example electricity 

saving and consumption monitoring. 
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The operating environment of energy sector businesses is highly data-driven, and the ongo-

ing reformations are certain to highlight this even more. Also, because energy sector busi-

nesses are dependent on various information systems vast system integration and reporting 

across systems to keep management knowledgeable of the current situation is required. 

Small or medium sized companies might not have resources to implement data warehouse 

solutions and therefore business intelligence and data analytics can be at an immature state. 

Therefore, third party solutions and consultation are highly in demand which opens possi-

bilities for vendors to provide Business Intelligence (BI) and Data Analytics (DA) solutions 

for energy sector needs. 

This thesis was done as an employee under Solteq Oyj, and more specifically to their “Util-

ities” business unit. The aim for this work was to provide conceptual alternatives for data 

platform that would allow for development of productized BI & DA solutions. These con-

ceptual alternatives for data platform were designed across Solteq Utilities product portfolio, 

under which a recent company acquisition of Enerity Solutions Oy introduced  new products. 

Related to this merger, the data platform should also provide capabilities for developing 

internal data integration and management processes, which are specifically studied in the 

context of a product called “Solteq Electricity Trade” (SET). SET was initially product of 

Enerity Solutions, under the name of “Enerity Sähkökauppa”, and it is described in chapter 

6, along with its specific aspects under study in this thesis. Because there are internal and 

external aspects to the design of the solution, it is therefore conducted with regards to internal 

and customer needs. 

 

1.2  Objectives and delimitations 

The goal for this thesis is to provide conceptual alternatives for a data platform to comple-

ment and integrate data resources across Solteq Utilities product portfolio to provide basis 

for new productized BI & DA offerings. The actual products, as in what those might be, 

what they provide, and what their specific cost structures are is not subject of this thesis. 

Rather, this thesis focuses on the technical aspects of deploying a data platform that enables 

development of BI & DA products that are configurable for multiple clients, manageable, 

and cost effective.  
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Functional ETL/ELT-processes and data warehousing approaches are the main determinants 

for holistic and value-producing BI & DA solutions. Therefore, the theoretical foundation of 

this work is based on ETL/ELT-processes, data platforms, and their components. Also, the 

operating framework of energy sector businesses heavily influences the final design of the 

solution alternatives introduced in this work, since the ultimate purpose is to eventually pro-

vide value for energy company clients via potential novel services. Thus, it is in the essence 

of this work to provide view of the operating framework of energy sector businesses, mainly 

in the viewpoint of electricity markets since it is deregulated and currently under major refor-

mations. 

Materials for the study contains descriptions of the company’s current database design, re-

lated ETL processes, and the various interfaces related to them. Also, interviews with Solteq 

Utilities customers are conducted with the purpose of understanding their current reporting, 

BI & DA systems, and processes as well as needs related to them in the viewpoint of Solteq 

Utilities products. The interview results will work as a basis for the final design solution 

along with the internal requirements. Conclusions will introduce the final proposed design 

alternatives for the data platform.  

The results will be solely presented in terms of Microsoft Azure cloud ecosystem and the 

data platform capabilities it provides. Reason for this is that much of the Solteq Utilities 

server, storage and computing infrastructure is currently deployed in Azure ecosystem, 

which enables more seamless utilization of these existing infrastructure resources when de-

signing the data platform. Therefore, no comparison and evaluation of different cloud service 

providers is included in this thesis.  

The research questions are formulated as follows: 

RQ1. How Microsoft Azure based cloud data platform responds to stakeholder needs? 

RQ2. What do different data platform approaches provide for different stakeholders? 
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1.3  Research methodology 

This thesis is built around the context of development of data platform to enable BI & DA 

services for energy sector companies as well as resolve Solteq Utilities’ internal data inte-

gration and management problems with it. The solution is reached through building an arte-

fact, which in this case refers to a conceptual model and its alternatives. Therefore, the meth-

odology carried out in this thesis is Design Science Research (DSR). Iivari and Venable 

(2009) defines DSR as “a research activity that invents or builds new, innovative artifacts 

for solving problems or achieving improvements”. Also, Hevner et al. (2004) states regard-

ing DSR that it “creates and evaluates IT artifacts intended to solve identified organizational 

problems”. These definitions further complement the DSR as an applicable research meth-

odology for the goal of this thesis. 

Peffers et al. (2006) provides a model for applying DSR in information systems context, 

presented in figure 1. 

 

Figure 1. DSR model (Peffers et al., 2006) 

Regarding the model in the context of this thesis, the entry point lies between the Objective 

centered solution and Design & development centered approach, although most internal 

technical requirements regarding the solution are known prior to this thesis, but some 

broader customer related business requirements are unknown. Therefore, this thesis contains 

requirements gathering from customer viewpoint which is related to seeking objectives to 

the solution. This will direct the evaluation of selected components for the data platform to 
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meet the requirements. Also, the data platform must conform to a set of existing internal 

technical and business requirements presented in chapter 6.  

The scope of this thesis covers the development of an existing solution as well as providing 

new capabilities, therefore this thesis essentially functions as a development iteration of the 

target artefact. The iteration consists of six steps visible in figure 1. 

1. Problem identification and motivation: The background for this thesis is de-

scribed earlier in this chapter. Following Solteqs acquisition of Enerity Solutions 

that realized in June 2022, the motivation is to conceptualize a data platform which 

allows for better data integration and novel BI & DA solution development in the 

future across Solteq Utilities product portfolio. Solteq Electricity Trade plays part 

of that among other products and therefore, motivation is also to develop internal 

data integration and management capabilities using the same platform. These as-

pects are studied under the context of Solteq Electricity Trade product, based on ex-

isting set of requirements for which the data platform design must conform to as 

well.  

2. Objectives of a solution: As explained above, the objective is to design data plat-

form based on pre-existing requirements, as well as gather broad scale customer re-

quirements that affects the data platform. 

3. Design & development: The data platform artefact related requirements are gath-

ered, and the solution modelled based on those requirements.  

4. Demonstration: The artefacts are demonstrated via conceptual models. 

5. Evaluation: The evaluation is based on the models and their capability to meet the 

set of requirements and how well the data platform models can be utilized to de-

velop new business opportunities. 

6. Communication: This step comprises of reporting the final results of this thesis 

and their publication. 
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1.4  Structure of thesis 

This thesis follows the DSR structure and so it consists of theoretical and practical compo-

nents. The structure and how each chapter relates to it are visible in Table 1. 

Table 1. Structure of thesis related to DSR 

DSR step Section Content 

Problem identification 

and motivation 

Chapter 1-4 Research motivation back-

ground and problem area 

definition. Theoretical defi-

nitions and background of 

different matters related to 

the design and development 

of solution. 

Objectives of a solution Chapter 1.2 and 5 Research questions and re-

lated context. 

Design and development Chapter 6-7 Customer interviews and in-

ternal sources make up the 

set of requirements. 

Demonstration Chapter 8 Solution models for the re-

quirements. 

Evaluation Chapter 10 Evaluation of the models in 

relation to the requirements 

described in chapters 6 and 

7. 

Communication  Thesis publication. 
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2  Finnish electricity markets 

In this chapter the overview of operating framework of Finnish electricity retailers after de-

regulation will be covered. These will be covered in the viewpoint of data-driven decision-

making characteristics and are relevant as a context to the interview results and therefore to 

the end results. 

2.1  Electricity markets 

The major difference between electricity and other commodity markets is that electricity 

cannot be effectively stored in large quantities. Therefore, supply and demand must be al-

ways at equilibrium for the power grid to remain functional. Finnish electricity markets are 

coupled with the wider Nordic markets via a common electricity marketplace called Nord 

Pool. Typical characteristic of the Nordic markets is the high amount of hydropower, ac-

counting to 50% of electricity production in 2019 (Halsnæs et al., 2021). This combined with 

the potential season to season and year-to-year fluctuations of water reserves and electricity 

demand creates high volatility for the electricity prices on the Nordic markets (Partanen et 

al., 2020; Webber, 2017).  

Electricity products in electricity retail markets are divided into two categories: physical and 

financial. Exchange of physical products always leads to delivery of the target commodity, 

electricity in this case. Physical electricity products are purchased from the spot-markets 

which also functions as an intermediate to produce credible prices for electricity despite the 

uncertainty in consumption at certain times. Spot-markets define prices for physical electric-

ity for each hour of a day which in return can be used as a reference price for example in 

electricity financial markets, balancing power markets, and external OTC-transactions (Over 

the Counter). (Partanen et al., 2020) 

 

Physical markets 

Physical markets consist of Nord Pool Spot -markets and OTC-markets. Nord Pool Spot -

markets are further divided into two distinct systems: Elspot- and Elbas-markets. Elspot is 
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based on closed trade cycle where offers are set for each hour of the next day in a day-ahead 

manner, without market participators knowing each other’s offers. Most of the purchases are 

made from Elspot. Market price also known as system price is calculated from the offers 

made for certain trading day and it is based on the most expensive type of production to meet 

the demand. System price essentially indicates the market price for specific hour without 

consideration for congestions in the electricity grid, i.e. setting the capacity as infinite (Nord 

Pool, 2020). Because of congestions in the electricity grid, the true price of electricity will 

differentiate between geographical locations. The Nordic and Baltic areas are divided into 

bidding areas where each area can have a balance, deficit or surplus of electricity. Thus, the 

actual price formed in these areas will differ in terms of the system price depending on their 

power balance (Nord Pool, 2020). Finland contains only one bidding area, but for instance 

Sweden and Norway are split into multiple bidding areas – four and five respectively (Nord 

Pool, 2022). OTC-markets are a broader definition for bilateral contracts, which are typically 

agreed between producers and large consumers and therefore, Nord Pool or another physical 

electricity marketplace is not used as an intermediary. (Partanen et al., 2020) 

 

Financial markets 

Electricity financial markets consists of Nasdaq Commodities -marketplace. Nasdaq is a 

marketplace for electricity commodity derivatives and products traded in Nasdaq Commod-

ities consists of financial derivatives of electricity commodities. These financial derivatives 

are cash-settled futures, meaning that during settlement no physical commodities are ex-

changed. (Partanen et al., 2020) 

 

Reformations 

The electricity markets are currently under significant reformations as the imbalance settle-

ment period is shifting form 1 hour period to 15-minute period in 2023. This essentially 

quadruples the amount of metering and market data. 15-minute imbalance period affects all 

parties involved in electricity markets. All metering devices as well as energy data manage-

ment systems must contain capability to register 15-minute periods. Balance responsible 

parties must create production plans according to 15-minute resolution. The markets will 

operate faster and provide better incentives for increased flexibility among producers and 
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consumers. This enables better imbalance optimization closer to time of consumption. 15-

minute markets allow retailers to introduce new products such as electricity saving and con-

sumption monitoring. Also, the energy sector was recently introduced with Datahub, which 

increases the speed of information exchange among market participants (Fingrid Oyj, 2022). 

(Brink, 2022) 

 

2.2  Electricity retail  

Electricity retailers encounter various risks in their business which requires risk management 

to mitigate the risk effects as much as possible and to employ pricing schemes that match 

the wholesale market trading (Yang et al., 2018). Some of the general risks in electricity 

retail consists of pricing risk, demand risk, and volume risk (Partanen et al., 2020).  

Price risk is due to the volatility of electricity prices and for electricity retailer this culminates 

in the wholesale trading, for example in spot-prices, and ultimately it affects the sales margin 

and profitability. Demand risk relates to the free market aspect of electricity retail as in cus-

tomers having the freedom to change their suppliers which can reduce sales and in turn the 

current procurement can become excessive. Volume risk is present when procurement and 

sales differ from one another. Regarding sales, it can become present as realized demand 

risk or increased sales. In terms of procurement, it is often realized as price risk since elec-

tricity can always be acquired via wholesale markets.(Partanen et al., 2020) 

Electricity retail business contains unique characteristics when it comes to decision-making 

and knowledge management because of its inherently dynamic and uncertain nature. Be-

cause of the low profit margins and high risks, the central activity in electricity retail is risk 

management. Arguably the most important aspect of risk management is managing open 

position. Open position is defined as procurement minus sales, such that it is negative if 

some part of procurement is due or hedged less than projected sales and positive if vice versa. 

The most notable action for open position management is hedging via electricity market 

financial or OTC-market derivatives. Financial derivatives can be used to hedge against price 

volatility and OTC-market derivatives can be used similarly but also to hedge procurement.  

Hedging reduces risk by minimizing the variation of profits. (Partanen et al., 2020) 
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3  Data warehouse & business intelligence systems 

This chapter aims to provide a general theoretical foundation for data warehousing, overall 

components, and different general approaches for implementation. Although this thesis is 

not associated with data warehousing in its organization-wide sense, the tools, techniques, 

and models regarding data warehousing are relevant for the objectives of this thesis and are 

implemented and discussed in the later chapters.  

Data value in organizations has been recognized for a long time and as described in chapter 

2, energy companies operate in an inherently dynamic framework, where data-driven deci-

sion making is essential. Central issue regarding the utilization of data in organizations is to 

deploy sufficient data management activities to extract true value from data. Miller and Mork 

(2013) propose a concept of a data value chain that describes the flow of activities to provide 

maximum value from data in enterprise decision-making. The general steps described in the 

framework consists of data discovery, data integration, and data exploitat ion. ETL/ELT pro-

cess spans the first two steps and functions as the central process regarding the aim to derive 

valuable insights from data.  

Figure 2. represents the data value chain, and this thesis is related to it as a whole, since data 

platforms consider the end-to-end data needs. However, the main focus is on the “data inte-

gration” as it is most relevant for the results of this thesis. This chapter aims to describe 

relevant concepts associated with data platforms, to provide necessary background for those 

on higher level, starting with big data. 

 

Figure 2. Data value chain (Miller and Mork, 2013) 
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3.1  Big data 

Since big data is closely associated with data warehousing and BI, this chapter will begin 

with a brief definition of big data as well as the general processing frameworks and data 

types associated with it. Some of the big data concepts are important to understand data 

platforms and their evolution, for which reason these concepts are presented initially. 

 

3.1.1  Definition 

Although multiple authors have presented their own definitions or have complemented pre-

vious definitions of big data, the definition of big data remains vague and without a generally 

accepted formal definition (Gandomi and Haider, 2015). De Mauro et al. (2016) presents a 

definition that is based on four dimensions that emerge from distinct big data definitions 

presented in previous literature. These dimensions and their descriptions are presented in 

Table 2.  

Table 2. Big data dimensions (De Mauro et al., 2016) 

Dimension Description 

Information (1) Relates to the characteristics of infor-

mation.  

Technology (2) and methods (3) Refers to the dependence of technological 

capabilities required to process, store and 

analyze vast amounts of data. 

Impact (4) Refers to the economic or societal value 

produced from transforming information 

into insight. 

 

De Mauro et al. (2016) claims that most popular big data definitions are related to the infor-

mation dimension which include Laney’s 3Vs as in “Volume”, “Velocity” and “Variety” 

(Laney, 2001), and its extensions by including dimensions: “Veracity” (Schroeck et al., 

2012) and “Value” (Dijcks, 2011) as well as “Complexity” and “Unstructuredness” (Intel, 

2012; Suthaharan, 2014).  
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Overall De Mauro et al. (2016) combines these dimensions and surrounding definitions from 

previous studies to form a formal definition of big data: “Big Data is the Information asset 

characterized by such a High Volume, Velocity and Variety to require specific Technology 

and Analytical Methods for its transformation into Value” This definition works as a basis 

for big data in this thesis. 

3.1.2  Data types 

Dijcks (2011) claims that big data typically consists of traditional enterprise data, machine-

generated and sensor data, and social data. Therefore, there is variance in the inherent struc-

ture of data coming in different formats. For instance, relational database tables contain data 

in a coherent structure that is defined by its schema and as a opposite emails can contain 

practically any information in any format. The data types regarding the structure of the data 

are divided into three categories: structured, semi-structured, and unstructured data.   

Structured data 

According to Arasu and Garcia-Molina (2003), structured data refers to a set of data values 

that conform to a common schema or type. As a typical example, relational database tables 

are structured since all data in relational database tables must conform to its schema. 

Semi structured data 

Semi-structured data is a form of structured with the difference that it does not have to con-

form to any explicit schema. This does not mean that semi-structured data can not conform 

to a schema but it is merely optional. (Rusu et al., 2013; Sint et al., 2009) 

Semi-structured data contains tags or other identifiers so that semantic elements and hierar-

chies of these elements can be formed. Most common examples of semi-structured data are 

XML (Extensible Markup Language) and JSON (JavaScript Object Notation) files. (Rusu et 

al., 2013; Snowflake, 2022a) 

Unstructured data 

Sint et al. (2009) describes unstructured data to be incapable of storing in a relational data-

base containing rows and columns. Therefore, unstructured in this context means that no 

structure is identifiable within the data and as such, the irregularities make it difficult to 
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process using traditional computer applications (Rusu et al., 2013; Sint et al., 2009). Typical 

examples of unstructured data are PDFs, emails, pictures, and videos. 

 

3.1.3  Processing architectures 

According to Miloslavskaya and Tolstoy (2016), there are three types of big data processing: 

batch, stream, and hybrid processing.  

Batch processing 

Batch processing is a processing type, where data stored in a non-volatile memory is pro-

cessed by performing repetitive data tasks, usually at specified time intervals. Batch pro-

cessing is often used to perform tasks on heavy workloads that would be inefficient on single 

data transactions. (Amazon Web Services, 2022a; Miloslavskaya and Tolstoy, 2016) 

Stream processing 

In stream processing, as opposite to batch processing, data is processed before storing in a 

non-volatile memory. Stream engines generally consist of multiple processing units for 

which the incoming data streams are divided for processing. Processing units contain input 

and output queues for handling the allocated data entities. The processing time characteris-

tics are essentially defined by the rate of incoming data. (Kamburugamuve and Fox, 2016; 

Miloslavskaya and Tolstoy, 2016) 

Hybrid processing 

Hybrid processing, also known as the lambda architecture, is a processing architecture that 

combines batch and stream processing into a single framework. According to Munshi and 

Mohamed (2018), hybrid processing consists of three layers: batch layer, speed layer, and 

serving layer.  

The batch layer is responsible for storing the immutable datasets containing constantly grow-

ing master data into a distributed file system as well as preprocessing the batch views for 

faster queries. The speed layer compensates for the high latency of the batch layer due to the 

in-memory processing and incremental view computing for only the most recent data. There-

fore, the historical master data is always stored in non-volatile memory due to the batch layer 
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but at the same time the speed layer provides means to query the most recent data as well for 

which the latency provided by the batch layer cannot manage. Finally, the serving layer loads 

and indexes the batch views for fast queries and also provides functionality for merging the 

speed layer and batch layer results so these can be merged in real-time. Hybrid processing 

architecture is illustrated in Figure 3. (Miloslavskaya and Tolstoy, 2016; Munshi and Mo-

hamed, 2018) 

 

Figure 3. Hybrid/lambda processing (combined (Gorhe, 2020; Munshi and Mohamed, 2018)) 

 

3.2  Extract, transform, load 

The central set of data integration activities regarding data warehousing and big data man-

agement is commonly defined as extract-transform-load (ETL) or extract-load-transform 

(ELT), depending on the order of conducted activities. Data lakes are generally associated 

with the ELT process, since their primary objective is to function as a big data repository as 

is described in chapter 3.4 (El Aissi et al., 2022). The concept of ETL/ELT is essential in 

DW & BI solutions, and this section aims to provide its definition so that data warehousing 

and its different approaches can be described fully in the upcoming sections.  

ETL/ELT is a general concept regarding software pieces that are responsible for extracting 

data from On-Line Transactional Processing (OLTP) systems, cleaning, reformatting, and  

integrating it as well as inserting it into a data warehouse or other non-volatile database (El-

Sappagh et al., 2011). As the name suggests, ELT/ETL processes consist of three consecu-

tive main activities: extraction, transformation, and loading.  
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ETL/ELT process begins with the extraction of data from OLTP systems that can be struc-

tured, semi-structured or unstructured in nature. These systems comprise of different data 

collected from distinct operational business activities. Data from OLTP systems can be 

stored in intermediate staging area, where the transformation functions are applied to the 

staging tables and stored as intermediate results in the staging area. Transformations can also 

be applied directly in-memory and channeled to the loading phase. In the loading phase the 

adequately formatted data will be loaded to corresponding data element such as fact or di-

mension table in the target DW. 

 

Figure 4. High level ETL process (El-Sappagh et al., 2011) 

Kimball et al. (2008) describes 34 subsystems of ETL that can be generally found in DW & 

BI implementations. However, Kimball et al. (2008) clarifies that it is not practical to imple-

ment all of the subsystems but rather those should conform to the outlying business require-

ments. These subsystems are further divided into four different categories:  

- Extract 

- Clean and conform 

- Deliver 

- ETL management services 

Extract subsystems are concerned on gathering data from sources by following a specifica-

tion on what kind of data needs to be extracted and what filters must be applied. Clean and 

conform contains subsystems responsible for improving source data quality, merging data 

from different sources and enforcing conformed data structures and metrics. Delivering sub-

systems are concerned on structuring and loading the data to the data warehouse. ETL 



25 

Management services subsystems are related to the management of the ETL processes and 

surrounding technical environment. Table 3. contains brief descriptions and corresponding 

categories of the 34 subsystems introduced by (Kimball et al., 2008): 

Table 3. ETL subsystems by category 

Category No. Subsystem Description 

Extract 1. Data profiling Technical analysis of the source data to describe its content, con-

sistency, and structure. Purpose is to familiarize with the under-

laying data sources to be able to create adequate ETL processes. 

Therefore, in a sense is not part of the technical environment. 

2. Change data capture Is responsible for capturing only changed rows so that inefficient 

full loads can be avoided. 

3. Extract system Responsible for extracting data from various sources, applying 

filters and sort functions, and loading data to a staging table. 

Clean and con-

form 

4. Data cleansing system Diagnosis and classification of data quality issues. Capture data 

errors. 

5. Error event tracking Records errors thrown by data cleansing system. 

6. Audit dimension creation Dimension linked to a table for recording e.g. DDL and DML 

operations performed on that table. 

7. Deduplicating Remove duplicate data originating from different sources 

8. Conforming Maintain structural integrity and validity of integrated data. 

Deliver 9. Slowly changing dimen-

sion (SCD) manager 

Manages dimension attributes that have changed their value in 

data warehouse. Generally, three management types: overwrite, 

create new row, and add new column. 

10. Surrogate key generator Generates surrogate keys independent of other attributes 

11. Hierarchy manager Management of fixed and ragged hierarchies within dimensions 

12. Special dimensions man-

ager 

Catch-all subsystem for management of organization specific di-

mensions such as date/time, junk, and shrunken dimensions. 

13. Fact table builders Builds transactional fact tables, as well as periodic and accumu-

lating snapshots of fact tables. 

14. Surrogate key pipeline Pipeline to replace the natural keys of arriving data with surro-

gate keys 

15. Multi-valued bridge table 

builder 

Creation and management of bridge tables describing many-to-

many relationships 

16. Late arriving data handler  Manages the logic of handling late arriving data, e.g. late arriv-

ing fact need to be associated with the dimension attributes that 

was relevant at the actual point-in-time of the fact. 

17. Dimension manager sys-

tem 

Manages conformed dimensions and release of new dimension 

versions to fact table providers. 

18. Fact table provider sys-

tem 

Receives conformed dimensions from dimension manager and 

is responsible for bringing up-to-date fact and dimension tables 

online. 
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19. Aggregate builder Increase query performance by creating aggregate tables and 

views such as summary data. 

20. OLAP cube builder Creation and management of star schema structures for loading 

into OLAP cubes. 

21. Data propagation man-

ager 

Transfer data from data warehouse to other applications or envi-

ronments. 

ETL manage-

ment services 

22. Job scheduler System to launch ETL jobs that is aware of relationships and 

dependencies between separate runs in order to manage the exe-

cution plan. Logging and notification capabilities. 

23. Backup system Backup for data to allow for recovery after failure 

24. Recovery and restart Manages the recovery and restart of ETL processes after failures 

such as network, database, disk, and memory failures. Requires 

backup system to recover the system to its previous state. 

25. Version control “Snapshotting” the ETL logic and metadata allowing compari-

son between different versions 

26. Version migration Development, test, and production environments for migrating 

to different versions of ETL process 

27. Workflow monitor Constant monitoring of ETL job status e.g., pending, running, 

completed, suspended. Also, performance monitoring of infra-

structure e.g., network bandwidth, CPU usage, memory alloca-

tion, disk utilization. 

28. Sorting Fundamental component of ETL processing needed for e.g., ag-

gregating and joining flat files. 

29. Lineage and dependency Track DW data lineage and dependencies i.e., applied or due 

transformations of data entities at different stages of the pipeline.  

30. Problem escalation Automatic notification system for error events 

31. Parallelizing and pipelin-

ing system 

Multi-processor or grid computing techniques to allow sched-

uled batch jobs to be completed in allowed time frame. 

32. Security system E.g., role-based access control for data objects, and secure net-

work transfer protocols. 

33. Compliance manager Track what changes have been made and who has made them. 

Verify data origins and that associated policies and customs have 

been followed.  

34. Metadata repository Repository for saving and managing all ETL related metadata 

such as process, technical, and business metadata. 
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3.2.1  Extract 

Kimball et al. (2008) and Kakish and Kraft (2012) state that the extraction process can be 

identified to two different logical methods: (1) full extraction, and (2) incremental extrac-

tion. Full extraction is described as an extraction method where the source systems data is 

fully loaded to the target repository without keeping track of changes made in the source. 

This always results in taking all the rows from each source table and copying them to target. 

Incremental extraction is the opposite of the former since it is used to retrieve only changed 

rows since the previous extraction. Incremental extraction can be implemented by using what 

is called Change Data Capture (CDC), where each row contains timestamp, version number, 

or some other identifier for tracking the Data Manipulation Language (DML) operations, 

namely row insert, update, and delete commands. Kakish and Kraft (2012) assert that most 

ETL tools do not however utilize CDC, but rather fully extract the source tables to staging 

area and then do a comparison between the target tables to identify which rows are subject 

to change. However, this kind of comparison can result in notable performance issues of 

which magnitude depends on e.g., the size of the tables. 

Goldfedder (2020) identifies three main components that should be implemented in the ETL 

process:  

1) Establishing connectors 

2) Storing temporary data 

3) Validating inbound data 

Connectors possess the functionality to retrieve data from different source systems, e.g., da-

tabase, cloud storage, or local file system. A connector can be thought of as a translator 

between different systems, allowing one system to read data from a natively incompatible 

data source. Connectors are often included in commercial software as well as in many off -

the-shelf ETL tools. (Goldfedder, 2020) 
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When data is retrieved from a proprietary data source, it is stored in a staging area. Staging 

area can be any type of data repository, for example database table, CSV file, or any other 

file format that preserves the format of the data. Off-the-shelf ETL tools often incorporate a 

temporary in-memory buffer to achieve temporary data storage. Security is a vital concern 

regarding temporary storages for which Goldfedder (2020) offers three solutions: 

1) Restrict amount of sensitive data in temporary storage 

2) Use encryption to secure data in motion 

3) Store temporary data behind a firewall accessible by selected  groups or personnel  

Extraction process should include data validation, that is making sure that the data retrieved 

from various sources contains the right fields and matches between the target repositories. 

Van Der Lans (2012) states that it is generally better when data validation is conducted in 

earlier phases of ETL processing, since data validation activities further downstream become 

more complex and CPU intensive. Van Der Lans (2012) continues that the ideal solution 

would be for the validation to be handled by the production systems themselves in such way 

that it would be theoretically impossible for the users to enter incorrect data.  

 

3.2.2  Transform 

Transform step is sometimes conducted after the extraction phase and sometimes after the 

load phase but its purpose is singular. El-Sappagh et al. (2011) states that the transform step 

should clean and conform the incoming source data in such way that it is correct, complete, 

consistent and unambiguous. El-Sappagh et al. (2011) continues that the transform step de-

fines the granularity of fact tables, dimension tables, DW schema, derived facts, slowly 

changing dimensions, and factless fact tables.  
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The magnitude of required transformations between source tables varies, and in some cases 

no transformations are needed. Cases where no transformations are required are called direct 

move or passthrough data (Goldfedder, 2020, p. 81). For other cases Kakish and Kraft (2012) 

describe 13 transformation types: 

- Selecting certain columns to load 
- Translating coded values (e.g., 1 for male to M and 2 for female to F) 

- Encoding free-form values (e.g., “Male” to 1) 
- Deriving new calculated value  
- Sorting 

- Joining data 
- Aggregation 

- Generating surrogate-key values 
- Transposing or pivoting 
- Splitting columns 

- Disaggregation of repeating columns into a separate detail table 
- Lookup and validate data from tables or referential files for slowly changing dimen-

sions 
- Applying data validation 

 

Data integrity can be analyzed in transformation phase or in extraction phase, as mentioned 

in chapter 3.2.1. Data integrity analyzation in extract phase requires data profiling, which is 

the process of identifying the source data structure, content, and interrelationships (Goldfed-

der, 2020). Data integrity analyzation executed in transformation phase requires the man-

agement of a set of rules that are applied to the incoming source data. This increases man-

agement overhead regarding ETL process transformation logic and can become a serious 

burden further down the road. The third or rather default option is to do nothing which results 

to possibly high lack of integrity. (Goldfedder, 2020) 

 

3.2.3  Load 

At loading phase, the transformed data is stored to the dimension and fact tables in the DW, 

which are then accessible by end users or applications (El-Sappagh et al., 2011). Goldfedder 

(2020) divides this task into three parts: establishing connectors, determining load types, and 

rolling back errors.  

The principles of connectors were addressed in chapter 3.2.1 and those apply also in the 

context of the loading phase. However, the difference between extraction and load 
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connectors is that extraction phase is concerned with potentially multiple sources which re-

quire connectors, but the load phase is usually concerned with only single target. This also 

means that the time requirements for loading is usually higher since it needs to handle all the 

accumulated data from different sources to single output. (Goldfedder, 2020) 

Load types are associated with the batch and stream processing frameworks addressed in 

chapter 3.1.3, meaning that load types describe whether the entire dataset is loaded at once 

(one-time migration) or in an incremental fashion (Goldfedder, 2020). It is notable that batch 

processing can be performed with both load types by simply replacing data in the DW in a 

one-time migration or accumulating the deltas (changed data) and updating the DW incre-

mentally based on the deltas. Stream processing can only be implemented as incremental 

load type, since replacing previous data with new data in real-time does not serve any pur-

pose.  

Rollbacks are the final component of the load phase, and it is used to abort the ETL process 

in case of an error and to return the DW to previous state so that no partial data loading is 

possible (Oliveira and Belo, 2017). Goldfedder (2020) states that ETL tools should contain 

rollback functionality or at least measures to track error states so that the source and effects 

of errors can be monitored. 

 

3.3  Data warehouse 

Businesses utilize different information systems for distinct business processes that are con-

cerned with daily operative business transactions. These systems share the same general term 

of Online Transaction Processing (OLTP). Organizations are keen on utilizing data in OLTP 

systems to enhance their decision-making processes, but it is challenging and ineffective to 

perform analytic workflows on top of OLTP systems due to the differences between different 

operational systems. These systems performing analytical workflows are called Online An-

alytical Processing (OLAP) and traditionally they require common data structures and ac-

cessibility for operational data, which is practically never achieved through OLTP systems 

alone. In order to provide platform for OLAP, the concept of data warehouse was developed.   

(Khine and Wang, 2018; Yessad and Labiod, 2016) 
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Hobbs et al. (2005) defines DW as “a database containing data from multiple operational 

systems that has been consolidated, integrated, aggregated, and structured so that it can be 

used to support the analysis and decision-making of a business.”. Essentially, data ware-

house is a relational database, where the data is stored in structured format to form a collec-

tion that is per Bill Inmon’s definition: “subject-oriented, integrated, non-volatile, and time-

variant” (Inmon, 2005). Structured attribute in this context refers to DWs implementing the 

concept of schema-on-write, which means, that any data that is entered in the database must 

conform to the specified structure (El Aissi et al., 2022; Jankovic et al., 2018). Data ware-

houses contain structured relational tables and their interrelations and are modeled according 

to the business objects relevant to the business context. Hence, data warehouses are subject -

oriented. DWs consist of data from varied sources, making them integrated. Non-volatility 

refers to data in DWs not being ever updated, but rather only inserted into, and time-variant 

means that DWs contain data from a specific time horizon, commonly between 5 to 10 years. 

(Delve, 2009) 

There are three established approaches to data warehouse modeling: Kimball, Inmon, and 

Data Vault approach. The building blocks of these approaches are generally the same con-

sisting of operational data sources, data warehouse, data marts, and data access tools. 

(Fentaw, 2014; Inmon et al., 2010, pp. 12–13; Kimball et al., 2008, pp. 112–115) 

These approaches have some similarities but the differences are profound and make these 

approaches suitable for different use cases and business requirements. Yessad and Labiod 

(2016) made a comparison between these approaches on a five-level basis where the com-

parison dimensions were: 

1. Philosophy 

2. Methodology and architecture 

3. Data integration and ETL 

4. Data modeling 

5. Life-cycle management 

Yessad and Labiod (2016) concluded that there is no best approach when it comes to data 

warehousing but rather the selection of data warehousing approach must be in line with the 

business requirements, company situation and directions. The Inmon approach is recom-

mended for relatively static source systems and the business requirements are not  defined. 

Kimball approach is suitable for data marts because of high query performance and 
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readability to end-users. Data vault approach works in cases where flexibility, productivity, 

and scalability are central concerns.  

Since DWs contain data across an enterprise and can therefore become large in size, they are 

often split into smaller subsets called “data marts”. Data marts typically contain data related 

to specific part of an organization, such as a department and there are generally two ap-

proaches on implementing them: build separately, or extract from DW. Building data marts 

separately is called the bottom-up approach and is associated with the Kimball approach, 

where the DW is implemented as an aggregate of separate data marts. Extracting data marts 

from the DW itself is called top-down approach since the DW is build first and after that the 

data marts are extracted from the DW. (Khine and Wang, 2018; Kimball et al., 2008) 

 

3.4  Data lake 

Data lake is a central repository of vast amount of datasets in their native “raw” format so 

that data can be ingested without compromising the data structure (Laskowski, 2016). The 

structure of the ingested data can therefore be structured, semi-structured, or unstructured, 

which allows the management of large amount of data originating from various sources and 

in various formats. In contrast to data warehouses, data lakes are designed to decouple data 

producers from data consumers in such way that operational data can be ingested directly 

from the source without having to manage the formatting in Relational Database Manage-

ment System (RDBMS) or in data warehouses. Data lakes also provide different data analy-

sis, mining, and machine learning capabilities when coupled with a computational frame-

work on top of it. (Miloslavskaya and Tolstoy, 2016; Nargesian et al., 2019) 

Whereas data warehouses are highly designed, include complex data models, and implement 

the schema-on-write approach, data lakes can contain any variety of data formats and incor-

porate the concept of schema-on-read, where data can be structured to match the purpose 

while it is read form the storage (Jankovic et al., 2018). This also enables what is called “on-

demand integration”, which is a technique used to process data integration at query-time 

(Nargesian et al., 2019). Data lakes were introduced to tackle the problem of data velocity, 

variety, and volume as more data sources became available through evolving Internet ser-

vices to name one thing. Data lakes have challenges in data model design and metadata 
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management, namely data quality and governance processes (Brackenbury et al., 2018; 

Oreščanin and Hlupić, 2021).  

 

3.5  Data platform architectures 

“Data platform is an integrated set of technologies that collectively meets an organization’s 

end-to-end data needs“ (MongoDB, 2022). Data warehouse platform architectures were in-

itially developed to integrate data from operational databases to centralized data warehouse, 

which as an optimized endpoint for organizational data, complemented decision making and 

BI in companies. Therefore, the initial architectures were concerned on integrating structured 

database tables to a structured DW. However, due to the ever-growing amount of data from 

different sources introduced the concept of big data, for which the traditional data warehous-

ing models and methods were not designed for and the DW platforms started to evolve. 

(Armbrust et al., 2021; Woods, 2011) 

Armbrust et al. (2021) divides the evolution of DW platforms into three increments: first 

generation, two-tier, and lakehouse platforms. Also, a so-called Logical Data Warehouse 

(LDW) architecture is presented in this chapter, along with data virtualization which are 

closely related to each other as well as to the lakehouse platform. 

 

3.5.1  First generation platform 

The first-generation DW platforms consists of essentially homogenous data sources contain-

ing structured data, stored in relational databases. The incentive for this design was originally 

to integrate daily operative transactional data into a centralized data storage system, which 

would function as the single-source-of-truth for enterprise data for analytical purposes. This 

is managed by an ETL process that is associated with selecting, cleaning, integrating, and 

transforming source data into conformed dimensions of the DW, as a schema-on-write man-

ner. (Khine and Wang, 2018; Machado et al., 2022) 

Armbrust et al. (2021) mentions two challenges for the traditional data warehouses: coupled 

storage and computation, and schema-on-write. Firstly, coupled storage and computing 
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requires to provision compute infrastructure for peak user load, which means that most of 

the time, the provisioned infrastructure is unused but still accumulate costs. Secondly, 

schema-on-write approaches are not generally well fit for big data analytics, where the value 

of the data might not be recognized from the get-go (Woods, 2011). First-generation plat-

form is illustrated in Figure 5. 

 

Figure 5. First-generation platforms (Armbrust et al., 2021) 

 

3.5.2  Two-tier architecture 

The second-generation of DW platforms is called by Armbrust et al. (2021) as the “´two-

tier” architecture, because of the combination of traditional DW for analytical workloads 

and data lake for functioning as an enterprise data repository. The two-tier architecture 

emerged to complement the shortcomings of traditional DWs in terms of Big Data and Arm-

brust et al. (2021) claims that it is “used at virtually all Fortune 500 companies”. Most no-

tably, this architecture mitigates the incapability of DWs to store semi-structured, and 
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unstructured data, of which according to analyst estimates, more than 90% of data resources 

comprise of (Harbert, 2021). (Krishnan, 2013; Santos and Costa, 2022) 

In the two-tier architecture, generally all of the raw data available in an organization is loaded 

into the data lake first. Subset of this data is then ETLed into a data warehouse to support 

decision making and BI applications. The flexibility of schema-on-read provided by incor-

porating data lake in the DW platform, allows for better capabilities for data science work-

flows. Therefore, the raw, unexplored datasets are also available for data scientist to process, 

so that new value from data can be discovered. Also, the data lakes support for open format 

datasets makes the data lake accessible to advanced analytics, such as machine learning sys-

tems. Figure 6. illustrates the current two-tier DW architectures. (Armbrust et al., 2021; 

Khine and Wang, 2018) 

 

Figure 6. Current two-tier platforms (Armbrust et al., 2021) 
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The number of added components and steps to load data first into data lake and then to DW, 

increases complexity and error possibilities compared to the first-generation platforms. Arm-

brust et al. (2021) splits issues of two-tier architectures into four categories: 

- Reliability. ETL development requires continuous effort to keep data between data 

lake and DW consistent. Therefore, vast number of ETL steps introduce prominent 
risk of bugs that affect, for instance data quality. 

- Data staleness. The complexity of the two-tier architecture makes the ETL processes 

heavy and time consuming, taking even days to load data first to data lake and then 
to DW. Therefore, data in DW is stale in most cases. A survey by Dimensional Re-
search and Fivetran in 2020 concluded that 86% of analysts use out-of-date data and 

62% report waiting on engineering resources multiple times per month (Perich, 
2020). 

- Limited support for advanced analytics. Advanced analytic applications requiring 

large datasets, such as machine learning systems do not generally work well on top 
of DWs. Querying large datasets via ODBC/JDBC (Open DataBase Connectiv-
ity/Java DataBase Connectivity) is inefficient and DW vendors advice exporting 

large datasets to files. This however requires additional ETL steps, increasing the 
complexity even more. Alternatively, these datasets can be stored in open formats in 

data lake and advanced analytics workflows can be run on top of the data lake. This 
approach however does not contain the management functionalities from DWs. 

- Total cost of ownership. Two-tier architecture contains duplicate data since part of 
data in data lake is copied to DW. Therefore, some data incurs double costs. Also, 

commercial DWs can include proprietary data formats that increase costs of data 
migrations to other systems. 

 

3.5.3  Data virtualization and the Logical Data Warehouse 

Van Der Lans, (2012) describes data virtualization as: “Data virtualization is the technology 

that offers data consumers a unified, abstracted, and encapsulated view for querying and 

manipulating data stored in a heterogeneous set of data stores.”. Data virtualization is 

closely related to data integration and therefore to data warehouses as it provides a single 

interface for accessing data from various sources. Essentially data virtualization provides a 

layer between the data consumers and data stores so that in the data consumers point of view, 

all the data is seemingly provided from one integrated source. 

Data virtualization methods have gained traction recently and for example, Armbrust et al. 

(2021) mentions that evidence for the unsatisfaction for the two-tier model is the fact that 
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many major data warehouse vendors have recently provided support for virtualized external 

tables in open data formats (Amazon Web Services, 2022b; Google Cloud, 2022; Microsoft, 

2022a; Snowflake, 2022b). Also, multiple projects regarding development of SQL engines 

operating on top of data lakes have surfaced (Amazon Web Services, 2022c; Armbrust et al., 

2015; Sethi et al., 2019; Thusoo et al., 2010).  

 

 

Figure 7. Data virtualization (Van Der Lans, 2012) 

 

Highly related to utilizing data virtualization in DW architectures, the term “Logical Data 

Warehouse” (LDW) as it is understood today, was arguably brought up by Gartner analyst 

Mark Beyer in 2009 (Adrian, 2011). Beyer and Edjlali (2012) define LDW architecture ra-

ther vaguely as a mixture of “virtualization, distributed processing, and repositories”. Bog-

danov et al. (2020) provides another definition of LDW as: “a data management architecture 

with clearly defined abstract layers for integrating external sources and building data marts 

“. 

In Adrian (2011), Mark Beyer differentiates LDW from physical data warehouse by focusing 

“on the information and not the mechanics that are used “. This notation is further specified 

by Shankar (2017) by stating that this decoupling of logic and mechanics is fulfilled by vir-

tualized data sources. This mitigates the need for early binding of business rules and other 

logic that is required when designing a physical DW (Martin and Davis, 2021).Virtualization 

abstracts the data consumers from the mechanics of physical data storages so that data can 
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be accessed and integrated from structured, semi-structured, and unstructured sources, so 

that no physical data movement is required. It is notable that LDW can function as an exten-

sion of physical enterprise DW because the physical DW can be used as a source in LDW 

architecture. 

Bogdanov et al. (2020) defines LDW as containing three core layers: 

- Connect: connectors to data sources 

- Combine (Unified Data Layer): integrate, improve quality, and transform data 

- Publish: views structured to support analytic applications and services such as BI, 
reporting, mobile and web applications 

These core layers are also supported by various modules such as orchestration, metadata 

management, monitoring, query optimization, etc. This definition of LDW components re-

fers to LDW being more than just virtualization of distinct datasets by incorporating, for 

instance query optimization and other capabilities found in traditional query engines. Figure 

8. contains overview of the LDW architecture. 

 

Figure 8. Logical Data Warehouse architecture (combined (Armbrust et al., 2021; Bogdanov et al., 2020)) 
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Martin and Davis (2021) state that the drawbacks of LDW are potentially inconsistent data 

quality, lack of consistency, and reduced performance compared to the traditional physical 

DW implementations. However, Martin and Davis (2021) continue that the LDW provides 

agility for modern data processing needs and significantly lower investments for implemen-

tation. Agility is obtained via late-binding so that data from different sources can be inte-

grated on-demand without the need of physical data transfers in advance. Therefore, LDW 

architecture relieves the issue of outdated data since the data in source systems is available 

in real-time, rather than accessing yesterday’s data from physical DW, updated by the nightly 

scheduled batch ETL process. 

 

3.5.4  Lakehouse architecture 

Data lakehouse architecture is relatively recent design pattern in the world of data warehous-

ing and it is believed that the term was first used by Snowflake in 2017 (Hansen, 2021). Data 

lakehouse architecture was introduced to combine the advantages of both traditional data 

warehouses and data lakes as well as to mitigate their disadvantages (Armbrust et al., 2021).  

Data lakehouse implementation requires data virtualization techniques which provide the 

adequate interfaces so that data can be stored in a low-cost data lake storage but can be 

queried using structural query semantics. Therefore, lakehouse architecture seems essen-

tially as a LDW deployed on top of data lake and can be thought of as a subset of the LDW 

architecture deployed on a low-cost cloud storage system, whereas LDW is more general 

model on building virtualization layer on top of different data sources.  

However, Armbrust et al. (2021) mentions that the major differences to other virtualization 

technologies are management and performance features such as ACID transactions (Atomic-

ity, Consistency, Isolation, Durability), data versioning, auditing, indexing, caching, and 

query optimization. Van Der Lans (2022) also emphasizes the importance of a modern query 

engine on top of a low-cost cloud storage system such as data lake. He lists seven function-

alities for query engines that are required for a successful deployment of the lakehouse ar-

chitecture: 

- Technical and business metadata management and search functionalities 

- Data lineage management 
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- Privacy regulations compliance via anonymizing and pseudonymizing data 

- Query pushdowns for full utilization of the storage technology 

- Optimized for analytical workloads by supporting multiple concurrent users perform-

ing complex queries 

- Adequate schema abstraction capabilities to transform physical data structures into 
analytically presentable form, such as a star schema 

- Ability to integrate data from other systems with data lakehouse without physical 
data duplication 

From these definitions of essential lakehouse architecture functionalities, it is clear that the 

lakehouse implementation requires robust management, querying, and performance func-

tionalities on top of virtual datasets physically stored in a distributed cloud storage. There-

fore, it is quite similar to the LDW architecture described in chapter 3.5.3. General illustra-

tion of lakehouse architecture is presented in Figure 9. 

 

 

Figure 9. Lakehouse platform (Armbrust et al., 2021) 
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3.5.5  Service-Oriented Architecture and Data Mesh 

Although, originating form the world of software engineering, Service-Oriented Architec-

ture (SOA) is applicable to BI & DA context as well. (Erl, 2005) defines SOA as a group of 

services which can be merged, reused, and communicated with each other over networks. 

Implementing SOA in BI & DA context is not however comparable to the DW platform 

architectures presented earlier in this chapter. Rather than being an architecture that defines 

how data is structured and how it flows between storage systems, it is concerned with the 

applications build on top of DW platform as well as how those can utilize the operational 

data on an on-demand basis and communicate with each other (Borse et al., 2019). 

A recent talking point in data warehousing is the current paradigm shift to data mesh archi-

tecture and as Machado et al. (2022) states: “it will enable companies to become truly data-

oriented”. This further supports the idea of less monolithic approach of developing BI mod-

ules/services that are domain-oriented but highly reusable so that it can be configured to 

multiple clients with minimal effort. Data mesh aims to apply microservices architectures to 

DW platforms, to leverage domain-driven design with the goal of producing business-ori-

ented data domains rather than technology-oriented. This is achieved with a socio-techno-

logical approach, focusing on shifting the organizational data responsibilities to lower grain. 

This means that the overall enterprise-wide data ecosystem shifts into more of a bottom-up 

approach by dividing the responsibility of producing analytical data to business units or sub-

sets of thereof, whereas the current technology-oriented approach is mainly concerned on 

the integration of distinct source systems to a centralized DW platform. Therefore, the data 

resources achieve better ownership, quality assurance, and management, and is seen more in 

a sense of a complete product. (Agile Lab, 2021; Machado et al., 2022) 
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4  Technical architecture of data warehouse & business intelli-

gence systems 

The essential functionality that a DW or BI system must offer is to ingest data from source 

systems, clean, align, and conform it, as well as load it to the target system for the data 

consumers to leverage. The technical architecture plays a part in describing these functions 

and their specification in contrast to the environment and data sources. According to Kimball 

et al. (2008), the technical architecture consists of three major parts:  

1) Data architecture 

2) Application architecture 

3) Infrastructure 

 

4.1  Data architecture 

Data architecture depends on the selected data warehousing approach and refers to the design 

and structuring of the data model deployed in the DW system. For example, the Inmon ap-

proach is based on normalized data model, and more specifically on the third normal form 

(3NF), whereas Kimball’s approach is based on star schema data model which classifies 

data entities to facts and dimensions. The data vault approach is sometimes referred to as 

hybrid of the former approaches and its data modeling consists of three types of entit ies: 

hubs, links and satellites. (Kimball et al., 2008; Yessad and Labiod, 2016) 

 

4.2  Application architecture 

Application architecture specifies the actual functionality that is developed according to the 

business requirements and essentially describes how the ETL process is formulated. Accord-

ing to Kimball et al. (2008), the components of a DW or BI system can be split into three 

major areas: source systems, back room, and front room.  



43 

Source systems can consist of different data sources, such as systems, databases, and plat-

forms. The back room mainly includes the ETL system that is concerned with the activity 

and related processes of integrating the separate data sources to a target storage in a coherent 

and useful format. Back rooms primary objective is to get the data from source systems to 

the presentation server along with the subsystems it might possess categorized by the four 

major operations: extracting, cleaning and conforming, delivering, and managing. (Kimball 

et al., 2008) 

In the interface between the back room and front room lies the presentation server which is 

partly contained in the back room via the data loading process or as Chan et al. (2012) calls 

it, processed repository layer. Other part of the presentation server is included in the front 

room and this part is called analytic layer by Chan et al. (2012), which offers the tools re-

quired to access the data and perform related activities, such as querying, reporting, OLAP, 

etc.  

The front room also contains communication layer, and presentation layer, which are part 

of the BI applications as a whole. The BI applications are the interface that tie the presenta-

tion server data models, the tools to manipulate them, and the end users for providing prac-

ticality on applying DA & BI to business problems. Figure 10. illustrates how these compo-

nents of the general BI system model link together. 

 

Figure 10. BI system architecture (combined (Chan et al., 2012; Kimball et al., 2008)) 
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4.3  Infrastructure 

DW or BI system infrastructure comprise of the underlying hardware and networking re-

sources as well as low-level functions e.g., security. These resources comprise of for instance 

the memory, storage, processors, and operating systems that provide the backbone of the 

application architecture which is developed on top of the infrastructure.  

 

Back room and presentation server infrastructure 

Kimball et al. (2008) divides infrastructure requirement factors for back room and presenta-

tion server to different categories and these are presented in Table 4. 

Table 4. Infrastructure requirement factors (Kimball et al., 2008) 

Data size Data volume is dependent on the level of detail needed in the data models. 

It is mainly driven by the business goals that are aspired to achieve. 

Volatility Volatility is the measure of dynamic aspects within database. It includes 

the number of updates, data changes and replacements within time, and 

length of load windows. 

Number of 

users 

Each user assigns some amount of stress to the query processing engine 

and the infrastructure should be able to handle peak loads. 

Number of 

business pro-

cesses 

Number of business processes determines the amount of data sources, 

which in turn increases the complexity of the system. With highly volu-

minous data, it can provide useful to split the data on different hardware 

based on corresponding business processes. 

Nature of use The number of ad hoc queries or other non-optimized activities performed 

on the presentation server can produce significant load increases. Stand-

ardized reports on the other hand can be optimized for faster processing. 

Service level 

agreements 

Service level agreements affect the performance and availability require-

ments by defining the correct size and quantity of hardware that fulfils 

those requirements. For example, faster response times require more per-

formance and that performance increase at all times should be ensured 

with the SLAs. 
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Technical 

readiness 

The availability of technical competence in the organization to provide 

adequate support for following activities: hardware and system software 

administration, connectivity, database administration, and backup and re-

covery. This affects the infrastructure selection in terms of for example 

IaaS vs. PaaS vs. SaaS. 

Software 

availability 

The need of specific software running on the platform can be a major re-

striction for platform selection. Well defined business requirements play 

a key part in selecting platforms that provide the needed software capa-

bilities. 

Financial re-

sources 

The available financial resources obviously play a major part in the plat-

form selection and thus the cost-value relationship should be well defined. 

Better understanding of business requirements allows to build the DW/BI 

solution so that valuable and easy requirements are solved first and thus 

the value-time relation can be maximized. 

 

Parallel and distributed processing 

Parallel processing is central part of modern scalable BI/DW infrastructure (Daeng Bani et 

al., 2018). Parallel processing is a computational method that divides a common task into 

smaller parts and utilizes multiple Central Processing Units (CPU) to process these parts 

simultaneously. Parallel processing architectures deployed on cloud infrastructure essen-

tially enables scalable data warehousing, data analytics and business intelligence applica-

tions.  

There are multiple different architectures designed to achieve this functionality and these 

can be divided into three general categories: Symmetric Multi Processing (SMP), Massively 

Parallel Processing (MPP), and Non-Uniform Memory Architecture (NUMA). Each of these 

architectures consists of the same general components i.e., processing (CPUs), storage, and 

memory, but the underlaying partition of these assets and communication between them pro-

vide the key differences. (Culler et al., 1999; Dageville et al., 2016; Kimball et al., 2008; 

Lameter, 2013) 

Modern BI and DW solutions are predominantly deployed on cloud services, which at their 

core utilize the aforementioned processing architectures to provide scalable computation on 

different service levels, allowing for e.g., pay-per-use cost models and fast configurations. 
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Therefore, a brief definition of cloud computing is given according to The United States 

Institute of Standards (NIST). NIST defines cloud computing as: “a model for enabling ubiq-

uitous, convenient, on-demand network access to a shared pool of configurable computing 

resources (e.g., networks, servers, storage, applications, and services) that can be rapidly 

provisioned and released with minimal management effort or service provider interaction.” 

(Mell and Grance, 2011).  

According to NIST cloud computing contains five essential characteristics (Mell and 

Grance, 2011): 

- On-demand self-service. Computing resources can be provisioned unilaterally with-

out the need for human interaction with the service provider. 

- Broad network access. Computing resources are available over the network regard-
less of the client platform in use. 

- Resource pooling. Computing resources are pooled so that multi-tenant environment 

is created, allowing dynamic physical and virtual resource allocation and dealloca-
tion between separate clients according to demand. The client does not have control 

over the exact hardware resources and their location but is able to specify the higher-
level location of the provisioned resources, e.g., country or datacenter. Resources 
include for example storage, memory, processors, and network bandwidth. 

- Rapid elasticity. Resources can be allocated and deallocated automatically driven by 

demand by scaling inwards or outwards, i.e., allocate more resources to single com-
puting instances, or provision more computing instances in parallel.  

- Measured service. Utilization of resources are measured by the type of service, e.g., 

storage, processing, bandwidth, and some kind of unit of consumption relevant to the 
used service. Resource usage can be monitored, controlled, and reported to allow e.g. 
cost management capabilities for the client and transparency between the client and 

service provider. 
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5  Methodologies and materials 

This chapter introduces the methodologies and materials used to conduct the research. The 

methodology chosen for this thesis is Design Science Research since the goal of this thesis 

is to develop a conceptual model and alternatives which improves existing systems given 

internal and external requirements. 

There are two requirement sources that comprise of the basis for the design and development 

of the solution. The requirements origin from Solteq Utilities’s internal sources as well as 

their customers. Internal requirements source mainly from the software team behind SET 

product and are priorly known, thus requiring no further elicitation. These requirements are 

presented in chapter 6. The external customer requirements however require elicitation 

where interviews will be applied as the method for customer requirement elicitation. 

The solution is developed using Microsoft Azure as a cloud platform, for the reasons de-

clared in chapter 6. Therefore, the results essentially portray how tools and services available 

on the Azure platform or compatible with it, can be used and structured so that the require-

ments are met.  

The customer requirements elicitation will be conducted via half-structured interviews, and 

the customers in this context comprise of mainly energy companies. The interview questions 

were formulated based on the need to understand the challenges and needs that the customers 

are facing regarding their reporting as well as the technical environments that form the back-

bone of the reporting, data-analytics, and related activities. Interview results will be aggre-

gated and summarized between the participants to create a broad picture of what are the most 

essential aspects that should be considered as requirements regarding the cloud-based appli-

cation environment and its future capabilities as well as the technical requirements.  

Interviews are conducted as multiple case study such that information is collected from mul-

tiple different energy companies with the limitation that the interviewees work in electricity 

retail or distribution units, understand reporting related activities and are familiar with Solteq 

Utilities products. The companies differ in size and organizational structure, thus possibly 

resulting in varying reporting needs in technical- and business-related aspects.  
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6  Description of current state 

In this chapter, the current overall state of reporting databases of Solteq Utilities product 

portfolio is described, and lower-level description of Solteq Electricity Trade (SET) products 

Reporting Warehouse (RW) is introduced as it functions as a system under study in this 

thesis in the context of conforming existing systems to the data platform capabilities. 

Solteq Utilities product portfolio contains systems for energy companies to manage their 

daily operations such as Customer Information System, systems for electricity retail and 

distribution, as well as online services for consumers. This study however focuses on a prod-

uct called Solteq Electricity Trade (SET) and more specifically to its Reporting data Ware-

house (RW) component. SET is a web application available in SaaS or on-premises deploy-

ment models. It provides functionalities for electricity retailers to manage their daily opera-

tions by offering, for instance bid pricing, sales portfolio management, and risk management. 

SET functionality is heavily dependent on various integrations to other systems included in 

electricity retailers operating environment, such as CRM, CIS, and EDM/Datahub. 

SET is developed on Microsoft’s .NET platform and although, this thesis is mostly con-

cerned on reporting, data analytics, and BI solutions this fact is essential because of the po-

tential synergies between .NET and Azure ecosystem that could benefit the DA & BI solu-

tions. This along with the fact that Solteq Utilities products databases are in large part de-

ployed on Azure, is the reason why this thesis focuses on Microsoft Azure and its compo-

nents regarding data platforms. 

SET RW is essentially a database that contains aggregated views and tables which are 

formed from the production database tables of SET. Despite its marketing name, it should 

not be associated with DWs in their enterprise-wide sense as it does not meet the definitions 

introduced in chapter 3.3. Rather, the purpose of RW is to function as a reporting data re-

pository, which the end users can utilize on their internal workflows, such as storing the data 

to DW periodically.  
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6.1  Overall reporting database environment 

Solteq Utilities overall reporting database environment currently consists of distinct data-

bases that are coupled with the according products. Reporting database in this context refers 

to a product related database that the end users have access to from which they can only 

query data but not manipulate data in the database. This notation is made mainly to separate 

production databases from reporting databases. There are two kinds of solutions regarding 

end user access to the databases: direct read-only access to production database, and separate 

reporting database that contains tables and views constructed from the production database 

tables. Therefore, each product contains their own coupled databases for reporting purposes 

that the end user can access and use the data for their own reporting purposes. 

 

Figure 11. Application database deployment types 

Currently there are no such interfaces between the distinct databases that would allow for 

holistic reporting, data analytics, and BI solution product development across the product 

portfolio. One of the goals of this thesis is to examine how this kind of platform on top of 

different product databases can be established in Microsoft Azure to allow for development 

of products in reporting and BI & DA context. 
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6.2  Solteq Electricity Trade reporting database 

Another system considered in this thesis as explained above, is the SET RW that is distinct 

from the SET production database. RW includes views that contain aggregated tables from 

the production database which are modeled based on customer needs to support reporting 

and to make data exports to other environments more streamlined. Since the reporting data-

base contains some of the data from the production database, it must be included with a ETL 

process that migrates the data from the production database according to the modeled views. 

The general overview of this process is illustrated in Figure 12.  

SET production database contains all the data that the system needs to operate correctly. Its 

sources consist of data originating from system integrations such as Customer Information 

System (CIS), Customer Relationship Management system (CRM), and Energy Data Man-

agement system (EDM). Also, external data sources are used for instance regarding market 

data and weather data. These are stored in an Azure SQL server elastic pool, which allows 

for a collection of SQL databases to utilize same provisioned infrastructure. 

The actual ETL processes are comprised of four steps: 

1. Drop RW tables 

2. Extract data from source databases 

3. Transform data where appropriate 

4. Recreate tables with updated data 

These processes are currently deployed as a mixture of SQL scripts and Object-Relational 

Mapping (ORM) techniques in the source code. ORM is used to validate the correct data 

structures before data loading for the purpose of catching errors at compilation time, rather 

than at query time. The scripts are scheduled to run once a day using Windows scheduler on 

a Windows server running on Microsoft Azure. 

First, the script drops the current tables and views from the RW by processing “DROP TA-

BLE” -commands on the Azure SQL server. Secondly, the data from source tables is loaded 

in memory and transformations are conducted to appropriate columns. The transformations 

consist of for instance removing/ignoring null values, calculations e.g., percentages, and 

changing some numerical data to verbal types.  
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Figure 12. Solteq Electricity Trade RW context 
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6.3  Internal requirements for RW 

The internal requirements or rather subjects to development should be supported by the data 

platform by providing functionalities or at least compatibility with other tools where the 

functionality can be achieved. These development subjects are as follow:  

- Cloud based alternatives for ETL. Currently the migration ETL processes are 

stored as mixture of SQL scripts and ORM techniques in the source code. Storing 
SQL scripts in the source code enables version control and ORM allows catching 

errors during compilation, so that the deployment builds will fail in case of errors. 
Therefore, Continuous Integration (CI)/Continuous Delivery (CD) is achieved for 
the ETL processes as well. 

- Change data capture. Extraction of only changed data from source databases, 
which would mitigate the need to perform daily full loads. This would allow faster 

ETL process executions, since the input data would be significantly smaller in size. 
This would also enable more frequent intra-day loads, as the processing time short-
ens.  

- More frequent loads. Enabled by the CDC and would allow for the RW to be up-
dated on shorter time-resolutions than once a day. More flexible approaches to 

Windows scheduler, that would support, for instance event-based data loading. 
- Schema change management. Changing schemas in the source databases can in-

duce errors in downstream applications and workflows.  

- Duplicate data. Some datasets, such as market prices, are duplicated between dif-
ferent customers, which means that costs related to those are currently multiplied. 

- Bit fields. Bit field data types are difficult to handle since those cannot be inter-
preted explicitly. Rather, these require seeking the documentation if not memorized 
by the end user. 
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7  Interview results 

This section introduces the interview results. There was a total of eight interview requests 

sent to different persons in six different energy companies from which six interviews were 

agreed upon which consisted of people from four different energy companies. The inter-

viewees and their respective companies are presented in Table 5, anonymized information 

is displayed by cells filled with diagonal lines. The interviews were conducted in a half-

structured format so that there were definite open-ended questions. This interview structure 

was selected because the interviewees had slightly different backgrounds and came from 

different sized companies so that there could be some differences in vision and capabilities 

surrounding reporting, data analytics, and business intelligence solutions. Therefore, open-

ended questions allowed for more variety in provided answers from different viewpoints. 

The original interview questions are presented in Appendix 1, but in this section some of the 

related questions and their respective answers are merged, because of brief answers in some 

regards. 
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Table 5. Summary of interview participants 

 Name Title Relevant 

work experi-

ence 

Company 

Interview #1 Juha Rantanen Leading Ex-

pert 

Over 10 years Helen Oy 

Interview #2 Erno Savela Team Lead, 

Development 

Manager, An-

alytics 

10 years Helen Oy 

Interview #3 Juha Kallio Controller Over 10 years Keravan Energia 

Oy 

   Keravan Energia 

Oy 

   Keravan Energia 

Oy 

Interview #4 Ville Kuusisto Risk Manage-

ment Specia-

list 

2,5 years Oy Turku Ener-

gia – Åbo Energi 

Ab 

Interview #5 Jarkko Lehtinen Information 

Architect 

0,5 years Oy Turku Ener-

gia – Åbo Energi 

Ab 

Interview #6 Jari Arve Chief Infor-

mation Officer 

Over 10 years Smart Ener-

giapalvelut Oy 
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1. What is the current level of reporting and data analytics used in business? 

All responders emphasized that focus is on the basic reporting functions, most notably sales 

monitoring and forecasting as well as risk management and related activities such as hedg-

ing. More advanced BI and DA applications are less utilized in smaller companies among 

the responders but for instance, Helen as noticeably largest of the participated companies, 

does have far refined applications that have clearly defined business benefits and allocated 

resources in these regards. For instance, utilization of customer data for developing customer 

service is one of the central BI & DA subjects at Helen. 

There is a clear incentive for energy companies to incorporate data analytics and business 

intelligence to their business operations, but the limited monetary, workforce, and know-

how resources coupled with lack of clear business cases produce obstacles for large scale 

deployment of data analytics and BI solutions.  

Couple of companies also emphasized that the issue regarding the utilization of broad data 

analytics and BI solutions is not the lack of adequate tools but rather the question of “what 

to do with them and what are the costs?”. Data analytics and BI solutions require clear busi-

ness cases and profitability calculations and at Turku Energia, a DW solution has been de-

ployed, but it is still seeking its direction in terms of broader utilization.  
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2. What are the central challenges in reporting? 

Data quality issues was mentioned by all responders as one of the central issues regarding 

reporting. Lack of data quality even in small quantities in the source systems can make the 

reporting essentially useless for a time-period as the invalidity of source data causes the 

reports to not reflect the reality of the reported matter. These issues are often time consuming 

as they need to be resolved which reduces the amount of productive work. Also, specifically 

bitfield data types were mentioned as problematic. This is because the end users have to 

decode the bit representation to a meaningful value, which always requires  

For companies that have internal DW solutions, the data quality issue can be worse in terms 

of originating where the issue sources from. This is because the data quality can be affected 

in two locations: in the source or during the internal ETL process from source to DW. There-

fore, the investigation of the issue requires to check both systems for errors whereas with a 

direct pipe from source to report there is only one possible source of error. 

All interviewees agree that source table schema changes after Data Definition Language 

(DDL) operations often cause issues in the downstream reporting applications. For instance, 

a deleted column from source table breaks the downstream queries to the source system as 

the requested column becomes non-existent, resulting to an error. These issues need to be 

manually resolved by altering the queries and sometimes result in creating customer service 

tickets which increases unnecessary work for both parties. Also, in terms of technical docu-

mentation, some responders were concerned that currently there is no way of automatically 

knowing when and what changes are made, and the updated documentation must be fetched 

each time to check for changes. Some change notification system or automatic documenta-

tion in the source system would be desirable so that for example users can create reports on 

what has changed. 
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3. What does the technical environment regarding reporting and BI & DA comprise 

of? 

Differences in the technical environments between smaller and larger companies within the 

participants are significant. Larger companies as in this case, Helen and Turku Energia, have 

deployed a centralized DW solution that integrates enterprise data and provides a platform 

for company-wide data analytics and BI solutions. These companies also have designated 

team or personnel that oversee and manage the data integration processes to the DW. Smart 

Energiapalvelut also has a centralized data storage deployed in SQL server. However, it does 

not provide adequate resources for simultaneous data-analytic workflows and multi-user 

support, and for this reason, a cloud based DW solution would mitigate these issues. Keravan 

Energia on the other hand, does not have a centralized data storage but rather uses Power BI 

directly to integrate different data sources on the reports. This method is also used in other 

companies as well, but more in an ad hoc manner. Microsoft Excel and Power BI are heavily 

used at practically all of the participated companies for reporting purposes, but the data re-

lated infrastructure varies between different size companies. 

The deployed DW solutions among the interviewed companies comprise of Azure and 

Snowflake based solutions. Data is ingested using some data integration tool for example, 

Frends or Azure Data Factory and the ingested data is loaded according to the data model in 

the DW. The data model is further split into data marts that are connected to Power BI for 

creating reports. Multiple companies stated that sometimes external consultation is required 

on creating for instance Power BI reports due to lack of know-how in some areas or it being 

in a maturing state.  

 

4. What benefits could real-time data produce? 

All companies mentioned that market and metering data would be the most useful real-time 

data since real-time capabilities on this data would allow for increased agility in the daily 

operations such as sales and income forecasting and hedging. This was emphasized by mul-

tiple interviewees in the current volatile market context where the spot prices and futures 

can make radical changes in quick timeframe so that the ability to make faster decisions in 

financial markets becomes more important. There is however the cost-benefit question. 



58 

Multiple interviewees stated that even though sales per day might not be big on average, 

large masses of orders and contract conversions can be emphasized to start  or end of month, 

so that certain high-volume dates can become important to establish e.g., adequate hedging 

where the update frequency should be more than once a day. 

Increase in renewable energy sources are more dependent on weather for instance, solar and 

wind power. Therefore, more sophisticated control measures will be required in the future 

as unpredictability of energy supply increases. This increases the need for demand response 

for balancing the power grid supply and demand and therefore more costs to imbalance con-

trol are emerging. At some point in the future demand response might be part of billing 

which means that it will be part of reporting.  

Customer data related use cases that were brought up by multiple companies were customer 

quantity evolution, sales campaign monitoring, and customer behavior such as online service 

usage and customer service queues. Customer experience personalization and recommenda-

tion tools were also mentioned as more advanced use cases for customer data. Datahub trans-

mission monitoring was also brought up by multiple interviewees as for instance, monitoring 

successful and unsuccessful processes. 

 

5. Have applications for machine learning and artificial intelligence been recognized? 

The biggest and most important need is for short forecasts in market and metering data con-

text. The needs in this area are also emphasized by the daily operations and therefore more 

sophisticated forecasting where more variables are taken into account is desirable.  

Temperature sensitivity reports were also emphasized as a likely useful subject to ML appli-

cations. Current models in this regard do not take into account for example, exceptionally 

cold or warm consecutive periods, and therefore these can lead to over hedging and vice 

versa. Therefore, ML applications might find more subtle correlations and thus at least mit-

igate excessive over and under hedging. 

ML applications regarding customer data could be seeking dependents between CIS data and 

other systems as well as creating customer quantity development models. For instance, de-

tecting defects from consumer data could be useful to automate data validation on large 
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masses. For large customers these defects are obvious to spot and therefore no advanced 

models are needed in that regard. 

Smart Energiapalvelut and their clients could benefit from ML models, but it was empha-

sized that those should be based on already trained models that could be further supple-

mented with own data. Building the models from scratch and maintaining them would be 

difficult task with limited resources. 

 

6. Are slowly changing dimensions required? 

Generally, no need or customers can take snapshots of the tables themselves. 

 

7. Is versioning of database table schemas required? 

All interviewees agree that changes to source table schemas can break the downstream que-

ries but there is no need to access the earlier schemas. Therefore, proactive notification of 

changes is desirable in every interviewed company. Notifications would make the data pipe-

line management more streamlined as the made changes do not necessarily have to be no-

ticed via an error state but rather can be fixed upon receiving a change notification. 

 

  



60 

Summary 

The most relevant results of the interviews regarding the goal of this thesis, are presented as 

summarized in Table 6. These results are used to formulate the external customer require-

ments for the data platform capabilities, which are presented in the following chapter 8. 

Table 6. Interview result summary 

Subject Requirement description 

Data quality and 

management 

Data timestamping to ensure data relevancy. 

Dimension attribute descriptions available from query in-

terface directly. 

Management and representation of bit field data types so 

that those are in explicit format in RW views. 

Schema versioning 

 

Notifications to end users regarding changes to table sche-

mas that affect downstream workflows. 

Keeping track of schema changes, which is required by the 

above. 

Real-time capabili-

ties 

Near real-time data update capabilities for various potential 

use cases. 

Technical environ-

ment/machine learn-

ing 

Connectivity with other applications such as Power BI and 

Excel as well as to machine learning systems and applica-

tions. 
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8  Results 

The goal of this thesis is to provide alternatives for the improvements regarding SET RW 

presented in chapter 6 by deploying it on a cloud data platform and related to that, concep-

tualize how the data platform meets the internal and external requirements for supporting 

development of BI & DA products in the future. Because the results are largely based on 

Microsoft Azure and other Microsofts products and services, the results are formulated by 

referencing Microsoft documentation1 throughout this chapter, even if not explicitly stated. 

Other references are explicitly stated. 

 

8.1  Requirements definition and analysis 

The data platform requirements are divided into two parts based on whether those are related 

to the SET RW or to the whole data platform. This division is made because some of the 

requirements, such as real-time, ML, and productization requirements, are concerned with 

the data platform as a whole, whereas the SET RW is just one of the many data storages 

within the data platform, which utilizes the data platform capabilities for its ETL process. 

This chapter describes those requirements that outline the design choices for the SET RW 

and the data platform. In both cases, the technical requirements are described in relation to 

the four major ETL categories by (Kimball et al., 2008, p. 375), which are also presented in 

chapter 3.2. These are used as a reference to link the requirements to ETL subsystems and 

describe how the requirements affect the different subsystems. The requirements are pre-

sented in different tables based on whether the requirements are related to the SET RW or 

the whole high-level data platform.  

  

 
1 https://learn.microsoft.com/en-us/docs/ 
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8.1.1  SET RW requirements 

SET RW related requirements are presented in Table 7, and are grouped by corresponding 

ETL category, subsystem, and origin, i.e., internal or customer. 

Table 7. Data platform technical requirements related to the SET RW 

ETL category ETL subsystems Origin Requirement description 

Extract (2) Change data 

capture 

 

Internal Ability to collect only changing dimen-

sional data in contrast to executing full 

loads for every batch. 

(2) Change data 

capture 

Cus-

tomer 

Data timestamping to ensure data rele-

vancy (derived from CDC) 

(3) Extract sys-

tem 

Internal From source code scripts to cloud platform 

workflows. 

Clean and 

Conform 

(6) Audit dimen-

sion creation 

Inter-

nal/cus-

tomer 

Record DDL operations to separate audit 

dimension to keep track of schema 

changes 

(7) Deduplicating Internal Mitigate the needs for duplicate shared da-

tasets. Not exactly related to deduplicating 

in the ETL process but rather via storing 

the shared datasets so that those are acces-

sible from uniform location. 

Deliver (12) Special di-

mensions man-

ager 

 

Inter-

nal/cus-

tomer 

Management of bit field data types so that 

those are in explicit format in RW views. 

ETL Manage-

ment Services 

(22) Job sched-

uler 

Internal Change from scripts run with Windows 

scheduler to cloud-based job scheduler 

that allows more flexible scheduling e.g. 

event-based. Capture metadata regarding 

status of ETL process and send notifica-

tions about failed processes. 
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(25) Version con-

trol system 

Internal ETL processes should have a version con-

trol system for management 

(26) Version mi-

gration system 

Internal Development – test – production environ-

ments to manage the deployment of new 

ETL versions 

(30) Problem es-

calation system / 

(33) Compliance 

manager 

Cus-

tomer 

ETL process error notification system. 

Messaging system for sending automatic 

alert messages regarding changes to table 

schemas or other events that affect down-

stream workflows. 

(34) Metadata re-

pository 

Cus-

tomer 

Dimension attribute descriptions available 

from SQL server 
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8.1.2  High-level requirements 

Business requirements for the data platform is essentially its capability to work as a basis for 

BI & DA product development. Furthermore, it is critical that these products could be de-

veloped in such way that the functionality can be copied between customers, but data used 

by the instances is customer specific. Also, the real-time and ML capabilities are concerned 

with the high-level architecture of the data platform. These requirements are presented in 

Table 8. 

Table 8. Data platform technical requirements related to high-level requirements 

ETL category ETL subsystems Origin Requirement description 

Extract (3) Extract system Cus-

tomer 

Near real-time data update capabilities 

Deliver (21) Data propa-

gation manager 

Cus-

tomer 

Connectivity with other applications 

such as Power BI and Excel as well as to 

machine learning systems. 

ETL Manage-

ment Services 

(27) Workflow 

monitor/cost mon-

itoring 

Internal Monitor ETL workflow performance 

and jobs initiated by the scheduler. Can 

be used for monitoring platform costs 

e.g., ETL jobs runs, and data queries. 

(31) Paralleliz-

ing/pipelining 

system 

Internal Shared scalable infrastructure for ETL 

workflows across customers 
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8.2  Solteq Electricity Trade RW 

In this subchapter, the subsystem models are presented that conform to the requirements 

described in chapter 8.1.1 and are specifically related to the RW and its ETL process. Models 

for subsystems are presented in the order of their corresponding ETL category i.e., Extract, 

Clean and Conform, Deliver, and ETL Management Services.  

 

8.2.1  Extract 

The extract system requirements related to SET RW comprises of Change Data Capture, 

and Extract System. For the Extract System, Azure ecosystem offers Azure Synapse Ana-

lytics (ASA) and Azure Data Factory (ADF) data pipelines, which have basically the same 

data integration capabilities. 

Requirements for Change Data Capture has both, internal and customer needs. The internal 

requirements are a CDC system for extracting only changed data between source and target 

database and the customer need is for timestamps to ensure data relevancy among other use 

cases, and it is indirectly derived from the CDC implementations timestamps are required 

by the CDC system.  

The overall CDC process using SQL server instance and ASA or ADF can be achieved in 

three steps: 

1. Identify changed rows in source tables 

2. Extract and transform the changes from different tables into aggregated rows in a 

format of the target view 

3. Load the rows formed in step 2 into the corresponding view tables in the target 

The implementation of loading changed rows of data requires some way of identifying these 

changes. In Azure SQL server as well as in the other versions (managed instance, on-prem-

ises) this can be implemented in a custom way by scripting stored procedures that are trig-

gered upon DML (insert, update, delete) operations. However, the custom route does not 

usually provide any additional benefits. All three SQL server instances provide three differ-

ent build-in functionalities to allow for CDC implementation in a native way. These build-
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in tools are named as Change Tracking (CT), Change Data Capture, and Temporal Tables 

(TT). 

Even though these functions are built around the same core idea of tracking database table 

changes, there are some differences that make these separate functions suitable for different 

applications. The central attributes of these functions are presented after (Lalani, 2017) in 

Table 9. 

Table 9. SQL server data chage tracking tools functionalities 

Features CT CDC TT 

Tracking mechanism Synchronous Asynchronous Synchronous 

Require enabling at Data-

base level 

Yes Yes No 

Require enabling at table 

level 

Yes Yes Yes 

Historical data retention No Yes Yes 

Requires changes in cur-

rent code 

Yes Yes No 

Schema changes allowed Yes No Yes 

Data redundancy No Yes No 

All columns stored in 

change table 

No Yes Yes 

 

Change tracking is the most lightweight of these three but does not keep track of intermediate 

change history. CT keeps track of changes in a particular table by incorporating a separate 

change table that includes columns for change version (as a bit mask), change operation, 

change columns, and primary key of the target table. CT change tables do not store other 

columns from the target table other than the primary key columns, which means that to get 

the full changed rows, a join operation must be applied between the change and target table. 

Both CDC and temporal tables allow historical data retention, where all of the intermediate 

historical data is stored in a history table. CDC does not use timestamps for tracking row 

changes but rather uses what is called Log Sequence Number (LSN) (Microsoft, 2012). LSN 

is the unique identifier for SQL server transaction logs and because LSNs are based on 
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running number, it allows to keep track of changes between different log items. It is also 

possible to transform the LSNs to point of time data, but this requires the usage of a separate 

build-in function. Temporal tables on the other hand use two datetime columns which indi-

cate the start and end of data validity for a row. Therefore, temporal tables allow for histor-

ical data queries using date formatted columns, which makes the query formulating signifi-

cantly easier compared to CDC. CDC also contains redundant data as every DML operation 

is written to the transaction log which means that all of the data is stored in the history table 

so that it contains the current up-to-date data as well as the historical data. Temporal history 

table on the other hand only contains the historical values and the current up-to-date data is 

stored only in the actual table. For example, insert DML operations write new rows only to 

the actual table and the historical table is only concerned with update and delete operations. 

Therefore, temporal tables do not contain duplicate data between actual and history tables, 

whereas this is the case with CDC. 

Despite the aforementioned differences between the three change tracking tools available in 

SQL server versions, all of those can be used to achieve the ultimate goal of extracting 

changed row data from database tables. Once one of the change tracking tools is enabled, 

data pipelines can be configured in Azure Synapse Analytics to extract the changes, trans-

form the ingested data into correct format by applying joins, calculations, etc. There is at 

least two ways to achieve this process in Azure Synapse Analytics by using different set of 

data activities.  

The first method is using Azure Mapping Data Flows which is a built-in ETL tool in Azure 

and offers activities for data extraction and loading from and to different source systems 

from which Azure SQL server and Azure data lake are the most relevant regarding this the-

sis. Synapse also offers a wide variety of tools to perform different transformations to ex-

tracted tables using an Integration Runtime (IR) that can be deployed as a serverless auto 

scalable or managed manually scaled solution.  

The second method is to execute external activities through Azure Synapse, such as SQL 

server stored procedures so that Synapse will be used as more of an orchestrator for the ETL 

processes, but the actual processing is done in the external systems where the stored proce-

dures are located.  
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The proof-of-concept demos for these both approaches are presented in the following section 

from which the Mapping Data Flow approach is presented first. The proof-of-concept demos 

are built around function of applying DML operations to a particular reporting database view 

with only changed data from source tables. Generally, the steps and components of the ap-

proaches are the same despite what change tracking tool is used in the source SQL server 

instance. Only the queries used to extract the changed data will be different based on the 

implemented change tracking tool. 

Both of these approaches require an additional table in the source database that contains the 

last version, LSN, or timestamp when the changed data was loaded to the target table. This 

allows loading the correct changes since by knowing when the changes were last updated to 

the target, the new changes can be derived from that point to the current, regardless of the 

format of change tracking identifier (running number or timestamp). 

 

Azure Mapping Data Flow approach 

The mapping data flow approach is conducted in four parts: 

1. Lookup-functions to get the last updated version of target table/view 

a. Using CT as the change tracking tool will require to additionally query the 
current system version of the CT system. Temporal tables use timestamps 
directly and CDC LSN can be transformed to timestamps so those can be 

compared to current system time directly 

2. Insert the queried versions/timestamps as parameters to the mapping data flow 

3. Query the changed data from source tables by assigning the input parameters to the 
query string 

4. Execute stored procedure that updates the table containing last updated ver-

sion/timestamp 

These integration data flows in ADF/ASA related to a single RW table are illustrated in 

Figure 13 and Figure 14. 
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Figure 13. Data pipeline for mapping data flow approach in ASA 

 

Figure 14. Mapping dataflow activities 
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Copy to staging approach 

Another approach is to use a “Copy data”-activity in Azure Synapse Analytics data pipeline 

to copy data from the source tables to a staging table that is in the target database. This 

approach consists of four steps from which the first two and last are the same as in the map-

ping data flow approach: 

1. Lookup-functions to get the last updated version of target table/view 

2. Insert the queried versions/timestamps as parameters to the “Copy data”-activity 

3. Copy the data from source tables in a SELECT T-SQL query that produces same 
schema as in the target view + corresponding DML operation from change table 

4. Execute a stored procedure that triggers the corresponding DML operation for each 

row in target view that is mapped to a staging table row 

5. Execute stored procedure that updates the table containing last updated ver-
sion/timestamp 

First, the joins of different source tables that form the target view are performed in a T-SQL 

query. This query is used to select the rows that need to be loaded into the staging table. The 

staging table is truncated before loading the extracted rows and all of this is done in the 

“Copy data”-activity. Once the changed rows are loaded in the staging table that uses the 

same schema as the target table, a stored procedure is called that performs corresponding 

DML operations on the target table rows i.e., “delete”, “update”, or “insert”. Finally, upon 

successful DML operations, a stored procedure is called to update the data version of last 

target table update. This approach is illustrated in Figure 15. 

 

Figure 15. "Copy to staging" -approach in ASA 
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Views from external tables approach 

Third option is to move the reporting database physical views to virtual views in the source 

database and then create external tables in the reporting database that link to the new views 

in the source database. Therefore, no change data capture system is needed because the vir-

tual view creates the physical table every time it is queried. Thus, it will always have up-to-

date data. 

 

8.2.2  Clean And Conform 

Schema changes (Audit dimension creation) 

Synapse pipeline activities can be orchestrated using conditional logic and therefore error 

events can be set to execute different set of activities in contrast to successful activities. This 

functionality can be leveraged to data validation so that if DDL operations are conducted in 

the source table and the pipeline orchestrated queries fail as a response, the data will not be 

loaded to the RW. The error events can be further directed to application for displaying RW 

status by using for example webhook pipeline activity. These error events can then be man-

aged in the application to for example display the status and history of data pipeline runs.  

DDL triggers in SQL server instance can be utilized to log schema changes and store them 

in a separate log table. This log can then be compared to the timestamp of last updated ver-

sion of RW and therefore for instance delete column events can be identified based on the 

shared columns of source table and RW view. This comparison can be configured in ASA 

through lookup activities to allow for catching DDL-based schema change events before 

those produce problems downstream. The output of the comparison can be directed to appli-

cation via webhook-activity so that the application users can be notified for changes in 

source tables that affect the RW views. This approach is illustrated in Figure 16. 
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Figure 16. Schema validation in Azure data pipeline using DDL triggers 

 

Duplicate data 

In current Azure SQL server implementation, shared database tables that are currently du-

plicated can be stored in a separate database. Separate databases cannot however be directly 

queried because of the serverless infrastructure so that those can be accessed using so called 

elastic query by creating external data sources provided with appropriate access credentials 

(Microsoft, 2022b). Therefore, shared datasets such as market data can be centralized in 

Azure SQL server to separate database and accessed by each customer RW instance without 

the need to duplicate this data. 

Alternatively, this data can be stored in an Azure Data Lake Storage (ADLS) which can be 

queried through Synapse serverless SQL pool using PolyBase (Microsoft, 2022c). Synapse 

serverless SQL pool tables can be further queried from Azure SQL server and therefore 

ADLS files can be indirectly queried through Azure SQL database. 
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8.2.3  Deliver 

Special dimensions (bit fields) 

Bit fields were brought up by couple customers in the interviews and those were mentioned 

as challenges in the downstream reporting applications. These require some additional work 

by the end user to decode the bit field presentation into meaningful data for reporting. Thus, 

it was requested that these could be already decoded in the RW so that the end user can be 

freed from this task. This is rather trivial issue, since the real text values can be formulated 

in the view creation query directly by doing a bitwise comparison and transforming the result 

accordingly based on what bits are present in the field. 

 

8.2.4  ETL Management Services 

Job scheduler 

Azure Synapse data pipelines allow for polling- and trigger-based pipeline runs regarding 

change data capture. Using a polling-based approach, changed rows can be queried at con-

figurable intervals for example, by using pipeline lookup-activities or using Azure Logic 

App that does the polling and then triggers the pipeline if changed rows are present. Using 

Logic Apps can bring down the overall costs since it is cheaper alternative for running the 

polling queries.  

Storage event-based triggers for Synapse pipelines can be currently achieved using Binary 

Large Object (BLOB) storage events i.e., a DML operation to a table in BLOB storage can 

directly trigger a data integration pipeline. Pipelines can also be triggered within Azure 

Functions or .NET applications by using the Azure Synapse Analytics client libraries (Mi-

crosoft, 2022d) or by using HTTP requests (Microsoft, 2020). Therefore, event-based func-

tionality can be achieved from non-storage viewpoints as well and for example, applications 

can trigger pipeline executions on application-based events.  
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Version control and migration systems 

ASA and ADF provide GIT integration for source control. This allows version management 

for the JSON-formatted data pipeline workflow entities. A CI/CD pipeline can be configured 

by a combination of Azure DevOps and GIT repository for managing version migrations of 

data integration workflows. 

 

Problem escalation system/Compliance manager 

The pipeline success and error events can also be forwarded for instance, to an application, 

using a webhook activity so that the status of the RW and its related data integration execu-

tions can be monitored from the application. This also allows handling schema change errors 

as the queries including, for example missing columns, start to produce errors so that the 

unviable data will not be loaded to the RW. Also, by provisioning a table for DDL operations 

in the production database, it is possible to implement a schema change notification system 

based on it as explained in section 8.2.2.  

 

Metadata repository 

Database field descriptions available from RW directly. In SQL server this can be achieved 

using extended properties. However, this approach can require quite complex queries that 

include querying system level tables.  

 

8.2.5  Summary and overall representation 

General representation of the aforementioned components and their interplay is illustrated 

in Figure 17. The central entity is the Azure data factory or Synapse data pipeline that can 

be set to trigger with various options. The code-free options are either polling or storage 

event based where database changes can be queried in configured time-intervals which will 

trigger the integration pipeline if changes are present. Alternatively, the pipeline can be trig-

gered on storage DML event directly but this is currently supported only on BLOB storages 

or ADLS in Azure. Pipeline triggers are also available through custom coded solutions 
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through applications or Azure functions from which the integration pipelines can be trig-

gered via REST APIs or using Azure SDK libraries.  

Change tracking functionality also contains multiple options as described in section 8.2.1, 

and the overall data integration pipeline implementation does not considerably vary regard-

less of the selected change tracking tool. There are at least two approaches to execute ETL 

processes regarding change data in Azure data factory or Synapse for the context of this 

thesis which are presented in section 8.2.1. 

 

Figure 17. Illustration of RW related components deployed on Azure platform 
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8.3  High-level data platform 

Aspects of the data platform related to real-time capabilities, ML applications, and produc-

tization require a higher point of view than that of the SET RW. Therefore, in this subchapter, 

an overview of alternative high-level data platform models that provide support for these 

functionalities are presented. It is notable that the SET RW should be thought of as one of 

the possible source systems in these models.  

In this chapter an overall data platform solution is presented in three viewpoints: virtualized, 

centralized, and hybrid platform. Difference between these propositions is basically the as-

sumption of where data is stored but there are interleaving aspects and therefore these can 

be merged into a hybrid solution. The virtual approach is based on existing databases and 

other storages, whereas the centralized solution is based on a central distributed storage that 

operates as the basis for data analytics and BI solutions. The platform propositions are based 

on the real-time and machine learning capabilities that were brought up in the customer in-

terviews as a highly potential future needs to incorporate in energy companies.  

Virtualization techniques for data analytics and BI solutions are prominent in current imple-

mentations as those provide data integration measures without the need to physically alter 

the current data storage deployments. By incorporating data virtualization layer on top of 

current data storages, current data storages can be queried and integrated from single inter-

face using same syntax.  

In this chapter the solutions provided by ASA along with the current database deployments 

will be presented in data virtualization viewpoint as well as in a centralized DW viewpoint 

where physical data migrations are required. The centralized DW solution is fully presented 

by referencing the current state-of-the-art presented in literature, which more or less is based 

on the lakehouse architecture, for which the major cloud service providers, such as Amazon, 

Google, Microsoft, and Snowflake are rapidly developing capabilities, as described in chap-

ter 3.5.3. 
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8.3.1  Extract 

Data streaming 

The common aspects for the propositions are the machine learning and real-time capabilities 

for which Azure ecosystem offers native solutions. Real-time event handling can be achieved 

in a lambda architecture by using Azure Event Hub (EH) coupled with Azure Stream Ana-

lytics (AStA). AStA functions as the hot path which allows for direct real-time reporting 

capabilities and the cold path can be implemented by using the “Capture”-option in EH to 

store stream data into BLOB storage or ADLS in specified time or size window. 

 

8.3.2  Deliver 

Machine learning 

For machine learning (ML), Azure ecosystem offers Azure Machine Learning PaaS solution 

for data preparation, model building and training, model validation and deployment, and 

model management and monitoring (Microsoft, 2022e). The data sources can originate from 

files or SQL queries so that seamless operation with different data sources can be achieved  

and ML models can be trained on top of data lake or SQL server or both. Model orchestration 

pipelines are also available to automate and streamline the production of ML models and 

these can be triggered for instance in Azure Synapse pipelines so that model training can be 

seamless upon receiving new batches of data. 

Trained models can be served as Azure web service by calling it with POST request includ-

ing the data as a payload. ML applications can then be developed in a SOA approach. There-

fore, ML models can be called from application via HTTP requests productized ML models 

can be offered as application modules. Access management can be implemented for example 

via Azure Active Directory (AAD) so that by simply altering the access rights, certain ML 

web service can be set on or off for particular customer.  
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Productization/SOA 

Modularity for data analytics and BI solutions can be achieved via APIs and access control 

management provided by AAD, so that the developed solutions can be licensed for particular 

users or user groups. Furthermore, this approach follows SOA so that the solutions can be 

deployed as decoupled from any other application but are accessible with web APIs. With 

this approach, unified solutions can be deployed across Solteq Utilities products. These can 

be software modules that fulfill some functionality or for example Azure ML models that 

are deployed as web services.  

These web services can then be utilized from the existing products and new functionality 

can be developed in existing products around the new web API modules. The ML apps can 

be deployed within same App Service plan so that infrastructure provisions can be shared 

among separate services.  

 

8.3.3  ETL Management Services 

Workflow monitoring 

Azure platform provides native GUI based resource monitoring and forecasting capabilities 

as well as APIs and SDKs to monitor workflows, jobs, and query executions. These can be 

utilized to forecast and monitor costs. 

Parallelizing and pipelining system 

Same ASA or ADF integration runtimes can be used by different data integration workflows. 

This enables different workflows to utilize the same provisioned infrastructure, whether it is 

serverless or managed.  

For querying, same thing applies but the implementation is dependent on the approach. The 

virtualization approach inherently uses existing infrastructure, and the centralized data lake 

approach can be configured to deploy serverless or dedicated query engine instance on top 

of data lake. 
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8.3.4  High-level data platform alternative models 

This subchapter presents the three propositions for high-level data platform implementations 

in Azure: 

1. Using data virtualization techniques  

2. Using centralized data lake  

3. Hybrid model 

 

Virtualized platform 

The data virtualization approach utilizes the virtualization technologies available in all SQL 

database versions, which allows for querying data across different physical databases. There-

fore, no heavy ETL processes are required to integrate data from different databases but 

rather the existing systems are leveraged by creating virtual tables that contain only metadata 

and references the physical tables.  

Virtual tables can be accessed similarly to their physical counterparts and in SQL server 

context those can queried with T-SQL statements. Data integration from different sources 

can then be done at query time by joining separate external tables referencing distinct 

sources. Therefore, applications can be built on top of the virtual tables without requiring 

the management of ETL processes and integration pipelines.  

Figure 18. represents the overall data platform capabilities that can be implemented in Azure 

to allow for building data analytics and BI applications on top of virtualization techniques 

provided by SQL server external tables. 
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Figure 18. Data platfrom in Azure using data virtualization technologies 

 

Lakehouse platform 

The major difference between the centralized and virtualized approach is that the centralized 

approach requires physical data storage and ETL processes for integration. By following the 

lakehouse architecture, the centralized storage should consist solely of a data lake that can 

contain any data in any format. The data is the accessible by some metadata layer, which in 

the case of Azure Synapse is a serverless or dedicated SQL pool. The SQL pools can create 

virtual tables of data lake files by using PolyBase, which can be queried using T-SQL.  

Therefore, this approach is based on centralized data lake which functions as the data inte-

gration target. This means that data in production, reporting, or any other data source will be 

replicated in the data lake. It is not necessary for the data to be clean and curated upon storing 

it in data lake as there is no rules overlaying the data formatting etc. The data validation can 

then be applied at query time similarly to the virtualized approach, so that the ETL processes 

can merely be concerned with the data originating from external source to be loaded in the 

central data lake. 

Dedicated SQL pools allow for physical data storage as well, and by provisioning dedicated 

SQL pools it is possible to store physical database tables in these. The serverless alternative 
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can only create metadata references to files in data lake and therefore consists of virtual 

tables solely. The lakehouse-approach is illustrated in Figure 19. 

 

Figure 19. Lakehouse architecture in Azure 

 

Hybrid platform 

Deploying a hybrid model containing parts of both aforementioned approaches is possible 

and would allow for the data storages to best correspond with the nature of different data 

sources. For example, in this context, the data from production and reporting databases 

may not be practical to store in a separate physical storage for the DA & BI solutions. Ra-

ther, it would be more appropriate for the DA & BI solutions to access these sources di-

rectly by using the virtualization technologies so that data from different sources can be in-

tegrated within the solutions at query time. Data in these sources should be already vali-

dated as those contain application data stored in a relational database and therefore it is 

possible to assume the completeness of the data in these sources. Therefore, these sources 

can be directly applied to additional solutions, and it would be redundant to store them in a 

separate physical storage.   
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Opposite example is the event data that corresponds to the near real-time needs, that it 

could be better to store it in a data lake. This is because validating and storing high volume 

data to a relational database can produce significant strain to the RDBMS of the target ta-

ble. Therefore, utilizing the distributed storage and processing of data lake will not affect 

the overall systems performance by the same degree. Also, the data does not have to be 

validated because it is not stored in a relational database but rather as a file in the data lake. 

The hybrid platform -approach is illustrated in Figure 20. 

 

Figure 20. Hybrid data platform in Azure  
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9  Discussion 

The current data platforms to provide more decoupled data utilization for BI & DA solutions. 

This agility is achieved through new data warehousing architectures such as lakehouse ar-

chitecture as well as data virtualization technologies that partially enables the lakehouse ar-

chitecture altogether. The service-oriented architecture of modern software applications can 

be good framework for business intelligence and data analytics solutions as well, since it 

provides loose coupling and therefore enables vast productization possibilities. Also, it is 

notable that the organizational structures surrounding data warehousing is also moving to-

wards more loosely coupled models as is shown by the popularity of the so called “Data 

mesh” socio-technological data management model. The data mesh philosophy of decentral-

izing ETL/ELT development so that data can be refined as a product for particular need 

works well with the notation of BI solutions as SOA because the data refinement can be 

implemented per product. The basis for this approach is the data virtualization layer that 

allows cross-storage queries so that the physical data storage management is non-existent 

and data duplicates are not mitigated.  

In this thesis, the focus was in designing data platform in Microsoft Azure specifically, 

which was selected because much of the Solteq Utilities infrastructure was already deployed 

in Azure platform. Azure ecosystem provides native tools for different SQL server versions 

that are deployed in the Solteq Utilities ecosystem as well as native component libraries for 

.NET framework applications. Also, the Azure Active Directory user identity management 

can be seamlessly used to manage e.g., data access rights on Azure ecosystem. Further down 

the line, the offerings of other cloud service providers might be worth researching, and it is 

also possible to implement cross-deployment of certain components if proven as superior. 

Therefore, the pay-per-use models do not require vendor lock-in and implementation of 

some components to another platform can be done with only configuration. 
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9.1  Limitations 

There are various limitations regarding this study, which is understandable considering how 

extensive data platforms as a subject are. Firstly, this study focuses only on the electricity 

retail point of view regarding the needs for BI & DA solutions. It is notable that energy 

companies can have a rich set of business units in addition to electricity retail, which can 

comprise of electricity distribution and production, water utilities, and heating. Therefore, 

the models presented in this thesis could be enhanced to suit energy companies needs more 

fully by incorporating other business units as well. 

Second limitation is that this thesis only examined the data platform models based on single 

cloud vendor - Microsoft Azure. Researching all of the major cloud service providers at the 

same granular level would have been out of the scope for this thesis but it is clear that similar 

components than what are presented in this thesis are available from other major cloud ser-

vice providers as well. 

This thesis does not provide answers on how some of the components of the models can be 

practically deployed and managed, but rather provides models that are theoretically imple-

mentable. This theoretical possibility is based on the connectors and interfaces that separate 

components of the models possesses and have access to, but for more robust and practical 

models, other factors such as, security and virtual networking, should be taken into consid-

eration as well. 

Also, the SET RW was examined in its current Azure SQL database context only, and it is 

worth mentioning that there are many other database providers on the market that could 

provide enhanced functionality. Even different versions of SQL server, such as the SQL 

server Managed Instance, provides added functionality such as CLR (Common Language 

Runtime) support that could be utilized for triggering integration pipeline for instance when 

a DDL operation is performed on specific table, using Azure APIs and C# programming 

language. 
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9.2  Future research 

This study does not consider the specifics of what kind of BI & DA solutions would be 

desirable by energy companies, but rather implements a first iteration design process on a 

broader set of requirements. Therefore, further research on the reporting and BI & DA needs 

of energy companies are required in the future to produce business cases for novel solutions 

that are built on top of similar cloud-based data platform implementation presented in this 

thesis. Therefore, in the future, it is essential to identify specific business opportunities and 

calculate relevant profitability metrics for the DA & BI products. 

Deeper research on data virtualization techniques to find more seamless solutions and reduce 

management overhead and connection configuration. There are third party tools and plat-

forms available as well, which could provide better solutions than presented in this study, 

such as the Denodo data virtualization platform (Denodo, 2022). Also, different cloud plat-

form components can be combined so that the whole platform deployment does not have to 

reside on a single vendor. To have a more complete view of potential options, other vendors 

solutions and the synergies provided by integrating distinct solutions should be examined in 

the future.  
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10  Conclusions 

Based on the results of this study, it can be stated that this thesis has met its objectives. The 

research questions are presented below with respective answers. 

 

RQ1. How Microsoft Azure based cloud data platform responds to stakeholder needs? 

Microsoft Azure provides rich variety of tools to fulfill a proper end-to-end data platform 

needs for Solteq Utilities internal use as well as for customer requirements. For SET RW 

needs, the requirements that appeared in this study with their corresponding Azure compo-

nents were the following:  

- Job scheduler/extract system: Azure Synapse Analytics and Azure Data Factory 
provides data integration workflows for managing end-to-end ETL processes. There 
are multiple options for triggering data integration pipelines such as scheduling, poll-

ing, and event based. 
- Change data capture: While also available on on-premises versions and therefore 

not specifically Azure based functionality, Azure SQL databases (as well as other 
versions of SQL server) provide multiple native tools to implement change tracking 
functionality for extracting changed rows. There are multiple approaches on imple-

menting the corresponding data integration workflows using ASA or ADF. 
- Schema change management: DDL audit dimension in database, coupled with 

ASA or ADF data pipelines can be used to perform a lookup for DDL operations 

performed on certain tables. This along with pipeline webhook activity can be uti-
lized to post schema change alert messages to applications directly which can auto-

matically notify the end users.  
- Version control: ASA and ADF are equipped with GIT integration 

- Version migration: ASA and ADF can be coupled with Azure DevOps to manage 

version migrations in test, release, and production environments. 
- Documentation: Not specifically Azure based functionality, but SQL server ver-

sions provide a tool called “external properties” that can be used to describe database 
contents. 

- Deduplicate shared datasets: Shared datasets can be accessed from distinct SQL 

server databases using “external table” virtualization technology. Alternatively, these 
datasets can be stored in some centralized repository such as a data lake. 

- Bit fields: Bit fields can be transformed to explicit formats during the ETL process. 

 

Similarly, the high-level data platform requirements are described:  

- Near real-time capabilities: Azure Event Hub coupled with Azure Stream Analytics 

provides hot and cold path for near real-time data ingestion and delivery.  
- Compatibility to other applications: All SQL database versions provide seamless 

connectivity with Power BI and Excel, which are heavily used by energy companies. 
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Azure Machine Learning applications contain seamless integration with data lakes 

and SQL databases. 
- Cost monitoring and forecasting: Azure platform provides GUI applications as 

well as APIs and SDKs for resource and cost monitoring.  
- Shared infrastructure: ASA and ADF integration runtimes can be provisioned for 

queuing data integration workflows. Similarly query engines can be deployed on top 

of data lakes in ASA so that data lake storage is queried on same infrastructure. Also, 
existing database provisions can be leveraged by using virtualization technologies. 

- Productization: BI & DA solutions can be developed over the data platform utiliz-
ing SOA, such as deploying web services that are accessible via REST APIs. Azure 
Machine Learning models can also be deployed as web services. 

With the above results, it can be stated that the Azure cloud ecosystem provides generally 

all the tools and functionality to meet stakeholders’ requirements. 

 

RQ2. What do different data platform approaches provide for different stakeholders? 

The virtualized, centralized, and hybrid data platform approaches provide essentially the 

same capabilities for building DA & BI solutions. However, there as some pros and cons 

between the approaches for internal and external stakeholders.  

Internally, the data virtualization approach allows for the utilization of current provisioned 

database infrastructure, which can incur savings. Virtualization also allows for on-demand 

integration of distinct datasets, meaning that scheduled ETL processes are not needed to 

integrate data into a structured database. However, deployment of novel BI & DA solutions 

can increase usage of these systems, which means that current infrastructure provisions 

might not be adequate in the future, leading to provisioning more resources and therefore the 

costs go up as well. The virtualized approach can also be slower for end users as the virtual-

ization technology requires more network usage for communication between the database 

instances, and virtual tables do not have indexing and caching capabilities. This approach 

does not enable cold path stream ingestions mechanics through Event Hub since that requires 

BLOB storage. 

The centralized “lakehouse” platform provides faster queries compared to the virtualization 

approach, in cases where the data is stored in dedicated ASA SQL pool, which allows for 

indexing, caching, and other optimization techniques. However, data lake queries using Pol-

yBase are using the external table technology, which does not have optimization capabilities. 

This approach however requires provisioning another dedicated database instance, which 
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incurs more costs and uses less shared infrastructure. This approach also enables the hot and 

cold path stream ingestions mechanics for near real-time capabilities. 

Third option is to deploy a hybrid of the aforementioned approaches by incorporating virtu-

alization for utilizing existing database systems as well as using ASA serverless SQL pool 

for data lake queries. This approach also enables the hot and cold path stream ingestions 

mechanics for near real-time capabilities. 
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Appendix 1: Interview structure 

Starting questions 

1. What is your role in the company? 

Technical environment and reporting activities 

1. What is the current level of reporting and data analytics used in business? 

2. What are the central challenges in reporting? 

3. How does regular and ”ad hoc” reporting needs alternate? 

4. What can be assumed of the technical skills of the end users? 

5. Has there been issues with the documentation? 

6. Is data visualization and dashboards relevant? 

7. What does the technical environment regarding reporting and BI & DA comprise of? 

a. What kind of different tools are in use in data integration? 

b. Is automation present? 

c. Are there any planned changes ahead? What kind of? 

Novel capabilities 

1. What benefits could real-time data produce? 

a. What data should be real-time?  

b. How about in the future? 

2. Have applications for machine learning and artificial intelligence been recognized? 

3. Are slowly changing dimensions required? 

4. Is versioning of database table schemas required? 

Ending questions 

1. Any other remarks?  

 


