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Multimodality non-contact human heart rate sensing is an emerging area of research that
aims to leverage the strengths of different modalities to improve the accuracy and relia-
bility of a heart rate monitoring system. However, it has been shown that the use of RGB
facial videos to estimate plethysmography signals is biased against dark skin tone. In this
study, two modalities, RGB facial videos and radio frequency signal measurements, were
explored to capture relevant information that can be used to estimate heart rate in a non-
contact manner. This work involves a series of experiments and analysis to evaluate the
performance of combining two modalities for heart rate sensing based on a deep learning
approach. The models are trained into two ways, including a self-supervised learning
utilizing a contrastive loss alone and a semi-supervised learning approach where an addi-
tional loss is considered, the negative Pearson loss. The results show that the contrastive
loss usefully guides the models to learn the joint representations between the RGB and
radar data that leads to a robust performance, but it poorly performs sometimes in single
situations. On the other hand, the negative Pearson loss encourages the model to make
predictions that are consistent with the ground truth, therefore it guaranties high overall
performance. In general, the finding of this thesis is that combining the two losses allows

the model to be robust and fair across all skin tones.
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1 INTRODUCTION

1.1 Background

Since accessing people health status plays a crucial role in predicting potential health
issues and maintaining overall well-being [1, 2], a growing need for detecting and con-
tinuously monitoring human vital signs is observed. Vital signs are measurements that
indicate the status of someone’s body essential functions. They include body temperature,
blood pressure, heart rate (also known as pulse rate), and respiration rate (also known as
breathing rate) as the four main monitored vital signs [1,3]. They can be assessed through

two means: contact sensors and non-contact sensors.

Contact sensors are wearable devices such as chest belts (see Figure 1a [4]), finger pulses
(see Figure 1b [5]) that are attached to the human body to collect data. For decades, these
devices are used to monitor patients, old people, infants, etc. These sensors have the
benefit of providing accurate measurements, however several limitations can be noticed.
Contact sensors appear to be not comfortable, inconvenience and undesirable for a con-
tinuous surveillance and in situations where contacts are prevent. For example, old people
might feel uncomfortable to wear devices for a long period, or people who lost the ability
to remember, known as people with dementia, may forget to wear the device, children
may be tempted to remove them or possibly lose them or even more use them as a toy,
in other cases a skin irritation or damage as shown in Figure 1c [6] can be developed by

infants, for instance due to a prolonged duration of being exposed to the device.

(b)

Figure 1. An illustration of contact sensors as well as their challenges. In (a), a chest belt [4] is
shown and in (b), a finger pulse [5]. From these illustrations it can be seen how uncomfortable it
might be to wear these devices for a long period. A skin irritation [6] as early discussed among
limitations is shown in (c).



Other limitations could be noticed in cases such that being in a direct contact with an
infected person like during COVID-19 pandemic [7] or when setting up the device on an

injured skin like patients in burn units.

To overcome these limitations, recent research are attracted by non-contact monitoring
as an alternative [8—10] that involves non-contact sensors. These non-wearable devices
are used to monitor human vital signs without being attached to the body, offering sev-
eral advantages over contact sensors, including safety, comfort, and they also reduce the
risk of any contagious transmission. A camera (see Figure 2 [11]) is one of the wearable
sensors used for vital signs monitoring. It is the commonly used for decades now. How-
ever, measurements with non-contact sensors in general can be inaccurately estimated due
to multiple factors or sources of noise mostly influenced or caused by either the sensor
(in this case the camera), or the environment and likely conditions during recordings (il-
lumination, skin tone, posture of the subject and motions). Camera-based methods for
vital signs monitoring are based on face video recordings and they rely on two concepts,
including color and motion. The color-based method, known as remote photoplesmog-
raphy (rPPG), measures the change in the reflection of blood which influences the color
variation of the face due to the blood circulation. On the other hand, the motion-based
method, known as remote ballistocardiography (rBCG), consists of measuring the subtle

movement of the head caused by heartbeats due cardiac activities [12].

Light source Camera

Specular
reflection

Diffuse RGB-signals
reflection

Figure 2. An illustration of a photoplethysmography setup. It requires a camera, light source that
are exposed to the human skin [11].



As mentioned previously, although contact sensors are reliable, they are not always appro-
priate. On the other hand, non-contact sensors are preferred, but unfortunately they do not
always provide accurate measurements due to errors caused by noises and other factors.
Therefore, in order to accurately perform measurements by using non-contact sensors, re-
lying on a single acquisition method does not guarantee a complete understanding of the
phenomenon, thus non-contact sensors might result in inaccurate measurements. They
then give much more interests to current research which involves multimodal data fu-
sion techniques. These techniques are processes that combine information from different
modalities (data collected from different sensors or sources) to gain over their comple-
mentary aspect or correlation. The purpose here is to extract important features or infor-
mation from different modalities, combine them to reduce any possible errors observed
during measurements and finally the combined features or inferences are used to improve
the overall performance. Multimodal data fusion is a useful approach for improving the
system performance when dealing with complex natural phenomena or when relevant
information can be obtained from different measurement techniques, or experimental se-
tups, or instruments. This can also be applied to vital sign sensing such as heart rate (HR)

estimation.

Previously, camera-based modality has been presented as well as a discussion about
sources of noise that affect their measurements. For instance, the skin tone variation
was mentioned as one of these sources. Basically, camera-based modality measures heart
rate and breathing rate by capturing the color change in the skin due to the blood circula-
tion. Alternatively, other devices such as radio frequency (RF) devices can also be used
to measure vital signs [13]. In contrast to video-based modality, RF devices (see Fig-
ure 3 [14]) use cardiac cycles that are captured by the variations in the chest movement in
order to estimate the frequency of the heartbeat signals. The chest movements are caused
by breathing and heart.

Figure 3. One type of the RF devices used for vital signs monitoring. It is a 77GHz mmWave
sensor evaluation board for the single-chip IWR1443 mmWave sensing device [14].
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In the study conducted by Alexander et al. [15], the issue related to the skin tone as a
source of noise when measuring HR in color-based approaches was addressed and the rel-
evance of combining different modalities to reduce bias against a particular skin tone was
highlighted utilizing a generative adversial network (GAN). Their method was demon-
strated by independently acquiring data from two different modalities, RGB videos and
radar signal measurements, after HR features were extracted from facial videos and radar
signals, and then these features were combined in a data fusion manner, i.e the combined

features were fed into a fusion model.

1.2 Objectives and delimitation

Inspired by the work of Alexander et al. [15], the aim of this project is to design a sys-
tem that can accurately monitor heart rate by fusing relevant features extracted from two
modalities, including RBG facial videos and radar signals, based on a deep learning ap-

proach.

The main tasks of this thesis are presented in Figure 4 and described as follows:

1. Implement two models to independently extract relevant features from the collected

data (facial videos and radar signals).

2. Design a feature level fusion model which is a single representation learning frame-
work. Features are combined lo learn the joint representations by utilizing the con-

trastive learning loss in the training process.

3. Use the fusion model framework to estimate heart rate by combining features ex-

tracted from the first step.

It 1s important to note several studies have reviewed rPPG technology, a video-based
modality, to estimate heart rate and several questions related to factors which influence
the performance of these systems have been addressed. In this work, the interest is about
leveraging the overall performance of a rPPG system by studying the use of radar tech-
nology to estimate heart rate and combine it to video-based modality to improve the per-

formance and fair across all skin tones.
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Figure 4. The first step of the experiment consists of data acquisition (face videos and radar
signals), followed by feature extraction from each modality. Extracted features are then combined
to estimate heart rate.

1.3 Structure of the thesis

Chapter 1 provides a background knowledge of HR monitoring technologies as well as
the core objectives of the thesis. Chapter 2 presents a review of a limited number of exist-
ing literature on heart rate estimation, including unimodality, multimodality approaches
for a rPPG system and data fusion techniques. Chapter 3 presents a detailed description of
the method implemented in this work. The study is based on combining two modalities to
estimate heart rate signals by employing a self-supervised and a semi-supervised learning
approaches which consist of training a deep learning model by using a contrastive loss
and a negative Pearson loss. Chapter 4 describes the data, presents the experiments and
results and provides a general overview about the evaluation criteria for a rPPG system.
Four experiments are considered, including feature concatenation and addition as well
as combining the contrastive loss with the negative Pearson loss. Chapter 5 discusses
the resulting findings of the thesis in the context of the existing literature. It also identi-
fies strengths and limitations, and suggests recommendations for future research. Finally,
Chapter 6 concludes the thesis by providing a summary of the main findings, contribu-
tions, and limitations of the study.
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2 MUTLIMODAL FUSION AND rPPG ESTIMATION

This chapter provides a clear understanding of various methods for heart rate estima-
tion by presenting a general overview. Specifically, it begins with a literature review
of existing methods for HR estimation which explores the following three approaches:
video-based and radar-based (both handcrafted and deep learning-based approaches), and
fusion method (only deep learning-based approach). This chapter also provides a brief

introduction to the concept of multimodal fusion.

2.1 Video-based method

Remote photoplethysmography, in short rPPG, is a non-contact method for measuring
vital signs such as heart rate, respiration rate and other physiological signs. This technique
measures the change in the skin’s color of the face caused by blood circulation [12].
There exists two main approaches for measuring heart rate from face videos: conventional
methods (motion-based and color-based) and data-driven methods (hybrid and end-to-end

deep learning-based) [16].

2.1.1 Handcrafted approach

Conventional or handcrafted methods for rPPG measurements are based on signal pro-
cessing techniques. Most of these techniques include the following three stages: pre-
processing, signal extraction and HR estimation [16—18]. The general framework of this

approach is given in Figure 5.

Video capture Image pre-processing Signal extraction HR estimation

Skin W\

Intensity
\
Signal NS

76 //ﬁ

Vital sign

parameter NG

Figure 5. Handcrafted methods for HR estimation based on rPPG technology follow this frame-
work: video frame -> face detection & region of interest selection -> signal extraction -> heart
rate estimation [18].
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The handcrafted approach starts with the pre-processing stage. This step consists of de-
tecting the face and tracking the region of interest (ROI). The face can be detected ei-
ther manually or automatically. There exists several algorithms for face detection such
as: Viola-Jones [19], Kanade-Lucas-Tomasi [20], multi-task cascaded convolutional net-
works [21] to list a few. The most used algorithm in the literature is Viola-Jones which
is a machine learning-based algorithm. After the face has been detected, the next step
is to track the region of interest. ROI is a set of pixels with the most significant photo-
plethysmography information. It is stated in [22] that the forehead and cheeks are com-
putationally efficient ROIs reason why they are the most utilized. Once the ROI’s pixels
are localized, their average are used to generate the plethysmography signal. Then, the

detected ROIs are separated into color channels to obtain the raw signal traces.

The second stage of the method is signal extraction which includes filtering and dimen-
sionality reduction. The filtering process consists of removing unwanted signals caused
by motion and illumination and the dimensionality reduction techniques are employed to
minimize the dimension from signal traces to provide accurate and robust signals. The
signal extraction methods are categorized into three: blind source separation [23] (for
example independent component analysis [24] and principal component analysis [25]),
model-based method (for example chrominance-based algorithm [26]), and design-based

method (for example spatial subspace rotation [27]).

Finally, the last stage is HR estimation which consists of measuring the heart rate by either
utilizing frequency analysis techniques (for example fast Fourier transform) [28] or peak
detection techniques [29]. The most commonly used method is Fast Fourier Transform
(FFT).

Signal processing approaches are computationally efficient. However, they may not be
suitable for complex and noisy signals. Several studies have been conducted utilizing
these approaches [18,22,24-27,30-32]. The paper by Verkruysse et al. [31] proposed a
method for rPPG using ambient light, which involves capturing videos of a people’s face
under ambient light conditions as the only source of illumination and analyzing the change
in the skin’s color. They demonstrated in their study that the green channel contains
the strongest signal compared to other channels (red and blue). Authors from the study
[32] proposed a monitoring system to estimate heart rate from facial videos in real time.
Their experiments were conducted by utilizing signal processing approach where they
applied two different algorithms on the same dataset, namely ICA and PCA. The method
was associated with FFT for HR estimation. They showed that the experiment with ICA

works better on their dataset and it could be used to remove the motion artifacts. On
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the other hand, the experiment with PCA provides the highest accuracy. Another study
by Poh et al. [30] also proposed a technique to extract cardiac pulse for rPPG. In this
study, a BSS (blind source separation) approach was employed to separate the raw signals
from other unwanted signals such as motion artifacts and ambient light variations. Their
method incorporates an automatic face tracking, overcomes issues related to motion and

is a capable to perform measurements on more than one participant simultaneously.

2.1.2 Deep learning approach

Data-driven methods for rPPG have recently been introduced [33-38] with the advance
and success of deep machine learning techniques. In contrast to conventional techniques,
data-driven approaches for rPPG are based on machine learning algorithms such as deep
neural networks. They are constructed in such away that they are able to automatically
learn the most relevant features and can adapt to any changes in rPPG signals due to

motion and illumination.

Some of these methods only make use of spatial information of video frames. For in-
stance, Chen et al. [33] designed DeepPhys, a deep learning framework for physiological
signal analysis. To be more specific, their system was implemented for heart rate and
breathing rate measurements. It is stated in [33] that DeepPhys is the first end-to-end
deep convolutional neural network for a visual modality of heart and breathing rate which
are recovered based on color and motion. The main idea behind their method was to use a
2D-convolutional neural network (2D-CNN) to automatically learn relevant features from
raw signals. Their system was evaluated on different RGB and infrared video datasets.
Authors claimed that their method outperforms many of the state-of-the art results. An-
other study by Spetlik ef al. in [34] proposed a two step CNN to measure heart rate from
facial videos. The framework comprises an extractor and an estimator architecture. The
extractor takes as inputs color difference signal and output a spatiotemporal (3D) feature
map. Then, the 3D feature map is processed within the estimator to predict the heart
rate signal. The authors of this paper also claimed that their method gives best results
on complex dataset i.e datasets containing realistic challenges such as people performing

physical exercises.

On the other hand, other methods take benefits from both spatial and temporal informa-
tion. The main reason is that the two information put together provides a comprehensive
representation of the physiological signals extracted from the video [35]. For instance,

the study by Yu et al. [36] proposed PhysNet, an end-to-end spatio-temporal network
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named that takes facial videos as the network inputs to measure rPPG signals. PhysNet
consists of a 3D-CNN that processes the video frames in the spatial and temporal dimen-
sions simultaneously. The model parameters were estimated with the negative Pearson
correlation loss function to match the ground truth to the predicted signals. Apart from
HR measurements, their framework also measures heart rate variability. Yu ef al. claimed
that their approach is able to reconstruct rPPG signal with accurate time location. Com-
paratively to the study in [34], a two step end-to-end 3D-CNN framework has been pro-
posed by Zitong Yu et al. [37]. The framework of this method has two stages, including a
video enhancement network for improving the quality of the videos and an attention net-
work for rPPG reconstruction. Authors claimed that their method works well for highly
compressed face videos. Additionally, it can also generalize well for compressed videos.
Przybylo proposed a deep learning framework based on a Long Short Term Memory
(LSTM) [38]. This framework is based on a recurrent neural network (RNN) that has
been designed to capture variations along the time dimension in facial videos. It was
claimed that this method works well and outperforms existing methods such as results
with ICA, in terms of robustness to variations (it works well for both color and gray-scale

images).

Some examples of RGB-based method for HR estimation have been discussed. The deep
learning approaches demonstrated better performance over handcrafted methods. Though
there are a lots of benefits gained from the deep learning models, it is important to note
that to some extend this approach is limited in certain circumstances. For example, when
large amounts of training data are not available for an efficient and a robust performance.
Additionally, deep learning based methods are computationally expensive and are suitable

for complex rPPG signal measurements [16].

2.2 Radar-based method

Various types of radio frequency sensors are used for vital sign detection. They in-
clude impulse radio ultra wide band (IR-UWB) [39,40], continuous wave Doppler (CW)
[41,42], and frequency modulated continuous wave (FMCW) [15,43]. In the early 1970’s,
radar was for the first time used for vital sign sensing. At that time, the utilization was
specifically for respiration or breathing rate detection [13]. However, radar research has
extended to heart rate and blood pressure detection [15]. Similarly to video-based meth-
ods, radar-based techniques can also process data and reconstruct HR signals in two ways:
either by a conventional approach i.e by applying signal processing algorithms [39,41,44]
or by a data-driven approach i.e by applying machine learning algorithms [42,45-47].
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2.2.1 Handcrafted approach

The common pipeline of radar-based approaches for plethysmography signal processing
is as follows: starts with signal acquisition-> clutter removal-> waveform combined into a
matrix-> last, the signal is converted from the time domain to the frequency domain [39].

Figure 6 roughly presents the handcrafted pipeline for a HR estimation based on a radar

technology.
| Breath
Receiving antenna Clutter removal
. . (extract HR signal & f
Signal acquisition alonie) d
D {  Heartbeats
[
D_. Spread L
spectrum p——
D processing ; .
| >_, | ] o
e 2l ! \f y e
Limit the measuring range Form the range é TN
(( D"— matrix :
Transmitting antenna HR model
Analyze HR signal
using a HR model

Figure 6. [llustration of a radar handcrafted pipeline (modified from [48]).

The radar handcrafted approach starts with acquiring data which is received by the radar
from the signal reflected through the chest movement. The reflected signals might contain
clutters which are unwanted signals caused by many factors during data collection, for in-
stance the clutter might be formed due to the environment. These signals also contain
additional information related to breathing and the heart caused by the movement of the
lungs and chest. So, once the signals are collected, the following step is to remove the
clutter signals (noise, motion artifacts, frequency harmonics) by utilizing filtering meth-
ods such as loop-back filter (or background subtraction filter), singular value decomposi-
tion (SVD), Kalman filter, averaging filter to list a few of them. After removing clutters,
the next step consists of finding the location of the chest in order to combine the wave-
form into a matrix. After the two previous steps, a frequency analysis technique such as a
Fourier transform is used to convert the vital signs from the time domain to the frequency

domain. The FFT is widely used, but some times wavelet transform is also used [39].
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In the study by Xu et al. [44], a signal processing approach was implemented to detect the
heart rate and the respiration rate. The signals were collected with a UWB radar sensor. In
their experiments, participants were lying on a bed and different scenarios were taken into
consideration, including the bed angle, the body position, either people in the room were
near or far away from the bed. Their method consists of detecting the high harmonics peak
in order to detect HR signals by first reducing the random noise (a clutter removal by a
background subtraction filter). After a maximum variance was applied to select the range
that forms the matrix and ICA was performed for dimensionality reduction. Thereafter
out of the band noise were eliminated by employing a low and high-pass filters. Finally,
a modified covariance is used to measure the spectrum before estimating the heart rate.
The results of their study were compared with the electrocardiogram sensor for the heart

rate and the respiration belt for the respiration rate.

Another study was carried out by Yuki ef al. in [41]. This study considered two experi-
mental conditions to evaluate the method. In the first experiment, participants were lying
on bed which subjected to small body movements. In the second experiment, partici-
pants were in a sitting posture which expose them to frequent body movements. Yuki et
al. investigated on handcrafted techniques such as bandpass filter, gamma filter, Fourier
transform, and frequency filter. They found out that these techniques are not able to
remove body motion in the signals compared to the matched filter. Therefore, they pro-
posed a technique based on SVD and matching filter in order to combine signals and
extract weak signals from the chest’s vibration. They claimed that their method detects

heart rate information with high accuracy.

2.2.2 Deep learning approach

New methods based on machine learning algorithms are introduced in the continuous
wave Doppler radar systems to measure heart rate signals [42]. And it is important to

note that there is no common pipeline when it comes to deal with data-driven approaches.

A study by Nebojsa et al. [42] implemented a method based on continuous wave Doppler
incorporated with an artificial neural network (ANN) to detect the heartbeats. Their ap-
proach was evaluated utilizing data of 21 healthy volunteers who were in a sitting posture.
The participants were also not allowed to not make excessive body movements which
make the scenario of the experiment not realistic. Authors of this study compared and
evaluated their results with respect to the ground truth signals measured with an electro-

cardiogram (ECG). They also claimed that their approach does not require heavy signal
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pre-processing.

Another study carried out by Justin et al. [45] proposed a supervised machine learning
algorithm for heart rate measurements. This approach based on gamma filter provides
a solution without the need of any calibration process to model heartbeat signals. Their
result shows that heartbeat is independent and can be separate from respiration rate. Wu
et al. also studied HR estimation technique [46]. Their approach is a person-specific es-
timation. Features were extracted from raw radar signals to train a CNN model. Their
study found that utilizing both respiration and heartbeats information actually enhance
the accuracy of the system, while in most of the studies respiration component interferes
with the heartbeat. Another paper by Thanh and Hoang [47] proposes a novel approach
for measuring heart rate using medical radar and Long-Short Term Memory (LSTM) neu-
ral network. The proposed system consists of two main components, including firstly a
medical radar which is used to capture heart rate signals. And based on a mathematical
model which describes the chest movement, the dataset is generated. Secondly, a neural
network is fed with the generated dataset and training using LSTM in order to estimate
heart rate. It is claimed that this study produces around 97% accuracy using root mean

square error (RMSE) as the evaluation metric.

Radar-based techniques for HR estimation have been presented. Results from machine
learning approach show promising benefits compared to handcrafted techniques in terms

of robustness in detecting heartbeats as well as sensibility to body motions [42].

2.3 Multimodal fusion method

Multimodal fusion methods are techniques that utilize data from different modalities for
a more reliable and robust system compared to unimodal methods. The aim is to consider
interaction effects between different data as well as to take benefits of each measurements
[12].

As mentioned in the introduction, camera-based methods rely on color and motion. rPPG
for color-based technique and rBCG for motion-based method. Lee et al. carried out
a study which focuses on a data fusion approach to take benefits on rPPG and rBCG
measurements [12]. Their work is actually based on the assumption that rPPG systems
are robust to illumination and vulnerable to motion artifacts. While rBCG systems are
sensitive to motion and robust to light conditions. Therefore, an investigation on a fu-

sion method to estimate heart rate by combining the two signal measurements was done.
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Firstly, the face was detected and tracked using single shot detector and Kanade-Lucas-
Tumasi algorithm respectively. Thereafter, signals were extracted based on blind source
separation methods, including ICA for photoplethysmography signals and PCA for ballis-
tocardiography signals. Then these signals were combined using ensemble averaging and
the heart rate signal is estimated by applying FFT. Results of this paper were compared
with unimodality methods, considering only rPPG or rBCG.

Matsumura et al. addressed the issue related to motion artifacts based on rPPG [49].
They considered in their study two different modalities, RGB videos and near-infrared
light reflectance data. Their experiments considered two scenarios, including motion and
without motion. It was shown in their paper that blue and green light coupled with the
infrared light is a good setting for HR measurements when the light is in reflectance mode.
Another paper by Negishi et al. [50] utilized a RGB camera and an infrared thermal
to measure heart rate, respiration, and body temperature. The RGB camera measures
the color variation observed in the facial vessels and the infrared thermal measures the
temperature change between the inhalation and the exhalation in the mouth or the nasal
area. Their approach consists of combining the two modalities for a high reliable ROI
tracking. Once the ROI is detected, they applied a tapered window which a algorithm
to reconstruct RGB signals and classify multiple signals. The experiments conducted in
this work were based on healthy people and patients with influenza and the system was
evaluated based on support vector machine (SVM) classification methods. Authors of
this paper claimed to achieve results similar to the ground truth. In [51], the issue related
to non-uniform illumination was addressed by combining facial videos using RGB and
multi scale retinex signals. The method includes a spatiotemporal map from combined

signals. A CNN model was trained to map features and estimate HR signals.

The recent paper by Alexander et al. [15] proposed an approach to measure heart rate. Due
to the fact that rPPG relies on the color variation observed in the skin either in transmitted
or reflected light through blood circulation, rPPG techniques seem to be less accurate
for darker skin tone people as one of the challenges of photoplethysmography system
which include skin melanin tone, illumination conditions, motion [16]. The proposed
approach aims to address the issue related to the unfairness against darker skin tones by
combining data from a Zed camera and a 77 GHz radar sensor. The camera was used to
capture changes in the skin color caused by blood circulation, while the radar measures the
movement of the chest caused by breathing as shown in Figure 7. Therefore, Alexander
and authors of this paper found that radar sensor appears to not be affected by the skin
color compared to the camera. In this study, they employed a two-stage deep learning

framework for plethysmograohy signal estimation. In the first stage, a RGB network and
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a radar network are independently trained to extract plethysmography features. These
features are then utilized as inputs to the fusion network in the second stage. However,
this approach may lead to fragmented learning in the second stage where the parameters
of the two models are frozen and it might result in an inaccurate feature extraction. Since
this paper is of great interest for this thesis, an end-to-end network will be designed by
incorporating contrastive learning to their framework. Authors also demonstrated that
strong signals are acquired from radar for all individuals independently from their skin
tones. On the other hand, differences are noticed from signals collected with the camera.
In the latter case, signals are weak for darker skin tones and strong for lighter skin tones

which shows the bias against the dark skin tone in rPPG system.

AR )

MNANN vy

) ‘[,“I" i [
Strong radar signal Strong radar signal

Figure 7. Illustration of bias in camera-based models and fairness of radar-based models with
regard to changes in the skin tone [15].

2.3.1 Data fusion modality

Data fusion is a technique which consists of analyzing different data that can interact,
correlate, inform, or complement each other to either improve the accuracy or robustness
of the analysis [52]. The idea behind data fusion is motivated by the purpose of extracting
knowledge from different modalities, obtaining a global view of a phenomenon, seeking
for improvement of prediction performance, trying to identify similarities or differences

across different modalities [52].

Multimodality data fusion is a technique or system which consists of combining data from
multiple sensors which provide separate representation of a common phenomenon [53].
As previously mentioned, the aim here is to extract relevant information from each modal-
ity, such that the extracted information is then mixed to solve a given task, expecting a

better representation and performance compare to each individual modality. This tech-
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nique is applied in several fields, including computer vision, natural language processing,

medicine, business, gaming to list a few of them [52, 54].

In terms of data fusion, multimodality data fusion techniques are distinguished in three
levels, including early fusion, intermediate fusion and late fusion. In early fusion, data
from each modality is combined into a single representation before being fed into a ma-
chine learning model. While in intermediate fusion, features from each modality are in-
dependently extracted and combined before being utilized into a machine learning model.
In contrast, in late fusion, models are trained separately on each individual modality and
their outputs are then combined at a higher level, also known as the decision level. The
choice of which modality fusion to utilize, it is mostly application dependent or research
study purposes, that might be whether it is multiple models required, or time consuming
modeling, or improve the performance of the system [55,56]. The three modalities are

discussed in details in the next sections.

2.3.2 Early fusion

Early fusion (also called feature level fusion, see the illustration of the architecture in
Figure 8) is a data fusion technique which involves the combination of the input repre-
sentative from several modalities (data from different sensors). Next, a single model A is
trained from the concatenated features to learn the correlation and interactions between

features from each modality [55, 56].

In general, let M denote the total number of modalities, v,, € R%" the input data of
each modality (it can be text, audio, video, image, signal), V. m = 1,2,--- , M where
d,, represents the dimension of the input data. This earlier fusion process can be defined
as [57]:

p:h([U17U2,"' y Umy * 0 7UM])7 (1)

where p is the output result, A is the single model trained to predict the result and v,,, rep-
resents input data vector from one modality (m = 1,2, --- | M) such that [vy, vg, - -+ , V]
is the concatenation of modalities seen as the joint feature representation. m identifies the

sensor and M is the total number of modality in the analysis.
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Sensor 1 Sensor 2 vee Sensor M

Data fusion

Model

Output

Figure 8. Architecture of early fusion modified from [56]

The early fusion is the simplest approach among the fusion techniques in terms of the
complexity of architecture used for the analysis since only one model is trained for all
modalities [53]. The main disadvantage for this technique is that a large amount of data
is required from each modality to make a common ground before fusing them. The other
disadvantage is that this approach is not well suited to be utilized if data from different
modalities are not collected at a common sampling rate [56]. Despite these disadvantages,
in this method it might not be convenient or easy to find relevant features from each
individual modality at a low level to form the joint representation [53] i.e the technique

suitable for some type data to be fused.

2.3.3 Late fusion

Late fusion (also known as decision level fusion or classifier fusion) is a data fusion
technique which independently processes each modality and combines the inferences or
decisions with a fusion model ' at a later stage to make final decisions [55, 56]. Let

consider h,, as the model used on modality v,, i.e each h,, takes input modality v,,, from



23

the sensor m (m = 1,2, -- , M), the final prediction is written as follows [57]:

b= F(hl(vl), hz(UQ), T 7hm(vm)7 T 7hM(UM))a ()

where F' represents the fusion mechanism or model which takes as input the inferences

or decisions of each modality v,,, independently processes by h,,.

Sensor 1 Sensor 2 Sensor M
Features Features Features
Model 1 Model 2 Model M

Data fusion

Output

Figure 9. Architecture of late fusion modified from [56]

This technique can be seen to be simpler than early fusion in terms of flexibility as it
can consider data collected at different sampling rate, such as imbalance in number of the
input dimensions for each modality [53], which overcomes one of the disadvantages of the
early fusion approach. It also provides good performance compared to early fusion since
the errors from each modality are not correlated due to the fact that sub-models h,, are
built differently which makes the errors to be dealt separately [56]. This approach is also

promising when modalities are less correlated. On the other hand, this technique might
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not be able to learn interactions between different features as it operates on inferences and
not on raw data [53,57].

2.3.4 Intermediate fusion

Intermediate fusion (also referred to as joint fusion, its process is illustrated in Figure 10)
is a data fusion technique which consists of combining multiple modality representations.

It combines both early and late fusion within its process [55,56].

Sensor 1 Sensor 2 Sensor M

Y

Features 1 Features 2 Features M

Features

Output

Figure 10. Architecture intermediate fusion modified from [56]

Intermediate fusion technique takes the advantages of the prior knowledge about what
modality a feature comes from compared to early fusion which totally ignores this as-
pect. Representations from this technique are learned to find out the correlation between
modalities before they are used for joint representations or predictions. It also handles

issues related to feature imbalance similarly to late fusion [53]. The architecture and pro-
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cessing might be complex and time consuming since this approach combines other fusion

techniques.

2.3.5 Additive combinations

Deep learning-based methods, specifically deep neural networks, have become popular in
multimodal learning tasks where neural networks can be used on different modalities to
generate joint representations. Basically, individual representations from each modality
are merged or aggregated. Then, another network architecture is used to make the final
predictions based on the combined representations capturing how different modalities in-
teract and learn complex relationships between the inputs and outputs. Two aggregation
methods, known as additive combinations, are commonly used, addition and concatena-

tion as described below [57]:

1. Feature addition

u= Z R (V) (3)

m

where h,,: R — R? (m = 1,2,---,M). u € R? is the joint representation
which represents the combined vector (or tensor) output with d the dimension of

the output vector.

Another network F' is trained to predict the final output p defined as p = F'(u)
where F': RY — R¥ with K the dimension of the final output.

2. Feature concatenation

u = [hy(v1), ha(v2), -+ B (V). “4)

In this case, features are concatenated. Hence, u € R> % where > d,y, is the sum
of all input vector’s dimensions. Similarly to feature addition, the concatenated

vector u is fed into F' to compute the final output.
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3 CONTRASTIVE LEARNING FUSION-BASED METHOD
FOR rPPG ESTIMATION

In this chapter, the implemented method is described and explained in details. It includes
the unimodality-based models (RGB-based model and radar-based model) and the fusion
model. It also contains a basic and brief introduction to contrastive learning along with

some contrastive loss functions.

3.1 The method framework

The goal of the method is to help the model to be able to capture patterns and relationships
between the RGB and radar data by taking advantages of their complementary effects and
correlation. The diagram in Figure 11 presents the main steps of the implemented method

for estimating rPPG signals utilizing RGB videos and radar signals.

The method presents two deep learning approaches, including a self-supervised and a
semi-supervised learning. The starting point is obviously data collection and the ending

point is HR prediction. It includes three steps:

» Step 1 Unimodal step: RGB and radar data are independently fed into two different

models to estimate the plethysmography signals.

» Step 2 Multimodal step: the plethysmography signals predicted from the first step
are used to generate the fusion data and thereafter fed into encoders to produce the

feature embedding.

 Step 3 Fusion step: the feature embedding are projected to ensure they are in the
same embedding space. Next, the projected features which are called contrastive
learning representation are fed into the fusion model to make them learn the patterns

and relationships and trained to estimate HR.

The self-supervised learning model is trained with a contrastive loss to learn the joint
representation, while the semi-supervised also incorporates the negative Pearson loss to
encourage the model to make consistent predictions with respect to the ground truth sig-

nals.
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RGB data RE data
3D CNN 1D CNN
RGB features RF features

\—N Generate fusion data «—1
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Contrastive learning
representation

Figure 11. A schematic diagram of the proposed method.

3.1.1 RGB-based model

To train the RGB-based model, RGB video data was utilized. The measurements take
values between 0 and 1 and are represented by tensors denoted by Xrgp. The Xgrap
tensors are of dimensions 7" x C' x H x W, where T and C respectively represent the
number of frames (64 frames were used) and the number of color channels (which is 3
for color images), and /' and W are the height and width of each frame (each frame was
cropped and then resized to 128 x 128) [15].

The unimodality RGB-based model, G, is a 3D convolutional neural network that takes in
videos with 64 frames of color images. It is a complex network that contains 10 convolu-
tional layers with batch normalization and ReLLU activation functions. It has 2 upsampling
layers and 3 max pooling layers, including one adaptive average pooling layer. This archi-
tecture is from the paper [36] and is designed for input videos of size [T,3,128,128]. This

network outputs a 1D tensor with T elements representing the estimated plethysmography
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signals 7; defined as follows [15]:

1 = G1(XreB), (5)

where y, is the signals predicted by the RGB model G; (a 3D CNN).

During the training process, the hyperparameters were tuned in such a way that the model
selects a batch size of 16. Adam optimizer was employed with a learning rate of 10~* and
a weight decay of 10, The model was trained for 30 epochs, with each epoch updating
the model parameters to minimize the negative Pearson loss function [15]. The negative
Pearson loss measures the difference between the predicted signals and the ground truth

signals. It is mathematically defined as [36]:

. NN v =S u SN G
Lgl(y7y1) =1- Z_l 22 = 2_1 ]
st ()| [yt ()]

(6)

where y represents the ground truth signals, while 7, represents the predicted signals from
the RGB model denoted as G; as mentioned in Equation 5. N represents the total number

of elements in y and ;.

The goal of the training process was to minimize the Pearson loss function by updating
the model parameters such that the predicted signals 7; become as close as possible to the

ground truth signals y.

3.1.2 Radar-based model

The radar signal measurements were utilized to measure vibrations caused by the chest
movement due to breathing. Let Xrr denote the radar data that represents part of the
radar signal selected from a range profile around the central bin. Data augmentation was

employed by considering rotation for complex components in the data [15].

The unimodality radar-based model, G-, is a series of 1D CNNs that map Xgp to the
estimated plethysmography signals, 7. The model consists of an encoder and a decoder.
The encoder is composed of blocks of convolutional layers, where each block consists of

a 1D convolutional layers, a batch normalization and a ReLu activation functions. The
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output of each block is then fed into a max-pooling layer. On the other hand, the decoder
applies the same structure as the encoder. However, it consists transpose convulotional
layers instead. The decoder produces a 1D tensor that represents the estimated signals -
defined as follows [15]:

U2 = Go(Xrr), (7N

where 75 is the signals predicted by the RF model G (a 1D CNN).

The model selects a batch size of 32 for each epoch, using Adam optimizer with a learning
rate of 10~* and a weight decay of 1072, The training process involved 200 epochs,
with each epoch updating the model parameters by minimizing the negative Pearson and

signal-to-noise ratio (SNR) loss functions described as [15]:

Lg,(y,92) = ALp(y,Y2) + Lsnr(Y, U2), (8)

where A = 0.01, y represents the ground truth signals, and g, represents the predicted
signals from the radar model G, as mentioned in Equation 7. L, is the negative Pearson
loss function, as in Equation 6, and Lgypg represents the SNR loss function. The SNR

loss function is defined as an integral [15]:

i POl df
Lsnr(Y:92) = —— = fO = C))
SR P A+ [ V(P df

where f, is the frequency for which Y (f) has its maximum value, Y (f) and Y (f) are the

Fourier transforms of y and 95 respectively, and w represents the window size.

3.1.3 Fusion model

The method implemented in this work is based on the idea of learning joint representations
from a set of images and radar signal measurements to estimate heart rate. Specifically,
features from the modalities denoted by X z¢p and Xgp, representing the RGB and radar
signal measurements respectively, are combined to estimate the heart rate signals ¢ [15]:
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y = F([Xren, XrF)), (10)

where F is the fusion model and [ X g, X gr| are the measurements.

The approach involves the use of two models independently trained, G; and G, as defined
in Equation 5 and Equation 7, to have the first estimate of the plethysmography signals,

Y1 and go.

The estimated signals [¢;, 7] are then utilized to generate the fusion data, which are sub-
sequently used as inputs to the fusion model. The fusion model includes an image encoder
and a RF encoder, their architectures are described in Figure 12. The two encoders are

jointly trained to predict the pairs of training samples formed with images and radar sig-

nals.

Layer

Number of Parameters

Layer

Number of Parameters

—Sequential: 1-1

—Sequential: 1-5

L—Conv1d: 2-1 384 L_Conv1d: 2-13 384
L—BatchNorm1d: 2-2 128 L_BatchNorm1d: 2-14 128
L_RelU: 2-3 = L—RelU: 2-15 =
—Sequential: 1-2 = —Sequential: 1-6 -
L_Conv1d: 2-4 41,088 L _Convid: 2-16 41,088
L_BatchNorm1d: 2-5 256 L_BatchNorm1d: 2-17 256
L_ReLU: 2-6 - L_ReLU: 2-18 -
—Sequential: 1-3 i —Sequential: 1-7 -
L_Conv1d: 2-7 82,048 L _convid: 2-19 82,048
L_BatchNorm1d: 2-8 256 L_BatchNorm1d: 2-20 256
L—ReLU: 2-9 = L_ReLU: 2-21 =
—Sequential: 1-4 - —Sequential: 1-8 =
L_Conv1d: 2-10 82,048 L—Conv1d: 2-22 82,048
L_BatchNorm1d: 2-11 256 L_BatchNorm1d: 2-23 256

L—RelU: 2-12

L_ReLU: 2-24

(b)

Figure 12. Network architecture for the encoders [15]: (a) RGB encoder; (b) RF encoder.

Let denote by 77, 72 the RGB and RF encoders respectively; and 1, x» the outputs after

71 and ¢ are passed through the encoders:

X1 = 7’1(?)1),
X2 = Ta(92)-

(1)
12)
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The kernel size for the encoder branches is 5 and the padding is 2, which preserves the
input size of the signals. The number of output for the first convolutional layer in each
branch is 64, and it is increased to 128 for the subsequent layers [15]. The pair [x1, X2
is then used in the fusion layer, which is a branch similar to the architecture shown in
Figure 12. The output of the last block is then passed through a final convolutional layer

that reduces the number of output, corresponding to the estimated signals.

To ensure that the correct pairs of a batch are in the same embedding space (i.e. the two
intermediates features of the fusion model are in the same feature dimension), a projection
head network h which consists of a linear projection layer, a GELU activation function
and a fully connected layer followed by a dropout layer (see Appendix 1) is employed to
each pair [x1, x2] [58]. The projected pairs (h(x1),h(x2)) are then concatenated into a
single tensor Y12 and it is considered as positive samples, and for each positive sample, a

negative pair sample is generated.

During training, the positive and negative samples are then utilized to learn joint represen-
tations based on a contrastive loss function. The NT-Xent loss function, see Equation (14),
was used to update the fusion model network using h(x1) and h(x2) in the experiment
considering self-supervised learning and NT-Xent loss and negative Pearson loss for the
case of semi-supervised learning. The fusion model was trained using Adam optimizer
with a learning rate of 0.01. The batch size was set to 1024 and the number of epochs to
100. The training process was performed on a GPU NVIDIA GeForce RTX 3080 Ti and
CPU Intel 19-12900H.

3.2 Constrastive loss functions

Contrastive learning is a machine learning technique used to train a model to learn repre-
sentations that capture the general features of the data by comparing and contrasting pairs
of samples in a given dataset in a self-supervised manner i.e the technique tries to teach
the model which of the data points look alike or are different without making use of their
labels.

The general idea behind contrastive learning is that the model is trained to be able to dis-
tinguish two different views of the same data (also known as positive pair) to be closer
together in the feature space than the two views of different data (also known negative
pair). After the data points are pushed far away to one another or closer, the contrastive

feature representations are generated and they can be utilized for tasks such as classifi-
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cation, object detection, or prediction. Lack of availability of large amounts of labeled
training data in certain domains has made contrastive learning technique more popular
in recent years due to its ability to learn useful feature representations from unlabeled

datasets, such as images and texts [58].

The goal of contrastive learning is to learn similarities between pairs of data points in such
a way that similar data points are mapped to similar representations and dissimilar data
points are mapped to different representations by optimizing a contrastive loss function
to encourage the representations to be either closer or far away in the embedding space.
Some of the contrastive loss fucntions are the triplet loss, the NT-Xent loss and the N'T-

Logistic loss. The functions differ in the way the similarity measure is defined [58].

3.2.1 Triplet loss

The triplet loss measures similarities between data points by minimizing the distance be-
tween the original data point (known as anchor) and the positive examples in the embed-
ding (feature) space, while maximizing its distance to the negative samples. The triplet
loss is defined as [58]:

L = —max(d(a,p) — d(a,n) + margin, 0), (13)

where a is the anchor example (i.e the original data point), p is the positive example (i.e
the sample with the same label as a. For instance, if @ is an image, p can be a rotated view
of a), n is the negative example (i.e the sample with different label), d(a, -) is the distance
metric between the anchor and either the positive examples, or the negative examples.
The margin is a hyperparameter that controls the smallest distance between the positive

and the negative samples.

3.2.2 Normalize temperature-scaled cross entropy (N'T-Xent) loss

The NT-Xent loss measures the similarities between data points by using the cross en-
tropy loss based on a cosine similarity measure. It compares similarities between two

augmented samples of the same input data. The NT-Xent loss is defined as [58]:
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2N;[l(k 2k) + 1(2k, 2k — 1], (14)
where (sim(z1,3)/7)
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Y i Lpsi exp(sim(z;, 25)/T)
sim(z;, 2j) = ——2—, (16)
7 Nzl ]l

and Iz € {0,1} is an indicator function, 7 denotes a hyperparameter known as a
temperature parameter and NV the size of the data sample. sim/(z;, z;) is the dot product

between z; and z; known as cosine similarity.
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4 EXPERIMENTS

This chapter presents the experiments of this work. It starts by describing the data, fol-
lowed by an outline of the experiments which were run based on different loss functions
to compare the implication of each function in improving the general performance of the
method. The evaluation criteria applied in this work are underlined and the results found

are presented with some visualization examples.

4.1 Data

To evaluate the experiments, the dataset named "EquiPleth dataset" provided by Alexan-
der et al. [15] was utilized. The dataset contains video sequences, radio frequency signal
measurements, and the ground truth heart rate signals for 91 volunteers. An unequal
distribution in terms of the three categories of skin tone (light, medium, dark) can be
observed as shown in Figure 13, composed of 28 samples (30.8%) for light skin tone,
49 samples (53.8%) for medium skin tone, and 14 samples (15.4%) for darker skin tone.
The dark skin tone category is the most underrepresented. The 91 volunteers are from a
college background with gender representation and skin tone diversity [15] as shown in

Figure 14.

Medium

Figure 13. Skin tone distribution of the EquiPleth dataset adapted from [15].
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(a) (b)

(d)

() (h) ®

Figure 14. The images of a diverse range of skin tones and genders representation within the
EquiPleth dataset (adapted from [15]).

For both modalities, RGB videos and radar signal measurements, data were collected six
times in 30 seconds for each participant at the same time. The data is grouped in three
categories and labeled according to the Fitzpatrick scale such that scale I and II (light), IIT
and IV (medium), and V and VI (dark). Over 550 recordings and 18 000 unique heartbeats
have been recorded and included to the dataset. The data collection setup included a "Zed
stereo camera" and a "AWR1443 RF" development board which can capture radar signals
at the distance of 0.5 to 1 meter. Additionally, the ground truth HR signals were acquired

with a clinical grade patient monitor device called "Intellivue MX800" [15].

In order to locate the face, a face cropping software named MTCNN wad used to crop

the face to 128 x 128 pixels and each frame was saved as an image within the volun-



36

teer’s folder as shown in Figure 15a. For each participant data, the video sequence was
segmented into 900 frames. On the other hand, the FMCW radar was used to collect RF
data. The radar emitted 120 signals per second with a certain rate of change in frequency,
starting at 77 GHz and covering a range of 3.720 GHz. The radar used a single transmitter
and receiver to capture the signals, and these signals were sampled at a rate of 5 MHz.
The range matrix created by processing the RF collected data in the area covering 25 cm
was identified and analyzed. Similarly to RGB data, the RF processed data was saved in

each volunteer’s folder [15] as shown in Figure 15b.

---rgb_files

--- rf files

---volunteer id 1 trial 1 (v_1_1)

--- frame 0 (rgbd_rgb_0.png)
--- frame 1 (rgbd_rgb_1.png)

----volunteer id 1 trial 1 (1_1)
I
|--- Radar data (rf.pkl)
|--- ground truth PPG (vital_dict.npy)

--- last frame (rgbd_rgb_899.png)

|
|
|
|
|
|
|
|--- ground truth PPG (rgbd_ppg.npy)

---volunteer id 1 trial 2 (1_2)

---volunteer id 1 trial 2 (v_1_2)

---volunteer id 2 trial 1 (2_1)
---volunteer id 2 trial 1 (v_2_1)

|
|
|
| |
: |
| |
| |
: |
' :
!

| |
| |
: |
| :
|

| |
| |

(a) (b)
Figure 15. Hierarchy of the EquiPleth dataset [15]: (a) RGB data folder; (b) RF data folder .

4.2 Description of experiments

In order to evaluate the proposed method, data from the study by Alexander et al. [15],
which has been described in detail in Section 4.1, was utilized. The network architectures
used for this work were inspired by some previous studies, specifically the unimodality
RGB model was inspired by the 3D CNN-based PhysNet architecture [36], while the
unimodality radar and fusion models were based on the architecture utilized in [15]. In

addition, a complementary architecture for the non-linear projection head component (see
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details in Appendix 1) was considered to project features to the same embedding space

and reduce the dimension [58].

To train and evaluate these models, Python and the PyTorch machine learning libraries
were utilized. Different parameters and loss functions were employed for each model to
optimize performance. Specifically, first the RGB model using the PhysNet architecture
to estimate heart rate by utilizing RGB data was trained. Next, a 1D CNN model using
radar signals was trained as well. Finally, the resulting signals from the two previous
models were utilized to train the fusion model. Through this process, the most effective
architecture and loss functions for each model were sought to achieve robust performance.

The results are presented and compared to other studies results (see Table 1).

4.2.1 Self-supervised concatenation fusion model with NT-Xent loss (SCN)

SCN is a self-supervised learning approach in which a concatenated tensor of RGB and
radar features were used as the positive pair example. This experiment involves the NT-
Xent constrastive loss function to train the model. The idea behind this experiment is to
take advantage of the complementary information provided by RGB and radar features
to ensure the model is able to learn useful joint representations. By using the NT-Xent
loss function, the model is encouraged to maximize similarities between positive pair
examples and minimize similarities between negative pair examples in a self-supervised

manner (no need of ground truth measurements in this experiments).

4.2.2 Semi-supervised concatenation fusion model with NT-Xent and NP loss (SCNN)

SCNN, a semi-supervised learning approach that uses both the NT-Xent loss and the neg-
ative Pearson loss functions to update the model parameters. In this experiment, features
were also concatenated to form the positive pair example. In addition to the features, the
ground truth and predicted signals were also required to measure the correlation between
them using the negative Pearson loss. The negative Pearson loss was used to incorporate
the ground truth measurements into the training process and to minimize the difference
between the predicted signals and the ground truth measurements. By including this loss
into the training process, the model was able to learn to make better use of the ground

truth signals and therefore improve the performance on the HR estimation.
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4.2.3 Self-supervised addition fusion model with NT-Xent loss (SAN)

SAN considers adding features by training the model with the NT-Xent loss function.
Since these features are complementary in nature, adding them could provide more addi-
tional information and hence, make the model to be able to learn useful representations.
Therefore, in this experiment, the effects of adding RGB and radar features have been

investigated instead of concatenating them as in the method SCN.

4.2.4 Semi-supervised addition fusion model with NT-Xent and NP loss (SANN)

SANN explores the same idea behind the method SAN by also including the negative

Pearson loss function as in the method SCNN.

The implementations of the NT-Xent loss [58] for both feature concatenation and feature

addition are presented in Appendix 2 and Appendix 3.

4.3 Evaluation criteria

A rPPG system can be evaluated based on a combination of different metrics, depending
on the goal of the study. This can be noticed from different studies [15,36,59]. Some of
these metrics are: signal quality, accuracy and robustness. The metrics, signal quality and

accuracy, are explored in the following sections.

4.3.1 Signal quality

Signal quality is a metric that measures the image quality. It is a factor that determines
how reliable measurements can be. Quality metrics such as signal-to-noise ratio (SNR)

and peak signal-to-noise ratio (PSNR) are defined as follows [59]:

* SNR is a measure used to compare the strength of the desired signals to the back-
ground noise. It indicates how well the system is able to extract the signals from
the video (or image) compared to the noise affected by the sensor and other factors.
The SNR can be defined as:
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Ac:
SNR = 20log,, ASZQ”‘”, (17)

Noise

where A is the root mean square amplitude.

* PSNR is a measure of the signal reconstruction. It determines the ratio between
the maximum signal amplitude and the mean square error between the predicted
and the ground truth signals. A higher PSNR indicates a better signal quality. It is

mathematically expressed as follows:

mazx(Signal)
PSNR = 20log,) ———, 18
€10 MSE (18)
where MISE is the mean square error defined as:
;N
MSE = — i — 0i)°. 19
N ;:1 (yi — i) (19)

4.3.2 Accuracy

Accuracy measures the degree to which the predicted signals are close to the ground
truth signals (it describes how well the model performs). It can be measured using mean
absolute error (MAE), root mean square error (RMSE) or Pearson correlation coefficient
as follows [15,36]:

* MAE is the average of the absolute difference between the predicted signals and
the ground truth signals. It quantifies the error in the predicted signals, i.e mea-
sures how far the predicted signals are from the ground truth. A lower MAE value

indicates higher accuracy. The mean absolute error is mathematically expressed as:

N
1
MAE = — Gl 20
Nglly Uil (20)

where N is the number of observations, y; is the ground truth of the ¢-th observation,

and ; is the estimated heart rate signal of the ¢-th observation.

* RMSE measures the square root of the mean of the squared differences between
the predicted signals and the ground truth. RMSE indicates the performance of the
model. Similarly to MAE, it shows how well the model is able to learn. A lower

RMSE indicates higher accuracy. It is defined as follows:
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» Pearson correlation coefficient, denoted by r, is used to determine the strength of
the relationship between the predicted signals and the ground truth signals. It is

defined as follows:

SN G — ) (i — ) 22)
SN @ — )2 N (s — pay)?

where y represents the ground truth and ¢ the predicted plethysmography signals,

T =

ty and pi; are their respective mean values.

Several metrics to access the performance of a rPPG system have been presented. They
include accessing the signal quality and the accuracy. In this study, the performance of the
method was evaluated by accessing the accuracy as in [15,36]. MAE, RMSE and Pearson
correlation coefficient were used and they are respectively defined in Equations 20, 21
and 22.

However, it is important to note that the interpretation of these metrics depends on whether
the evaluation concerns accessing the overall performance or it is about accessing the max
difference performance which is basically the difference between different skin tone’s
metrics. Specifically, small values of MAE and RMSE and high values of 7 in the general
performance results indicate good overall performance (high accuracy), while the contrary
indicates poor overall performance (low accuracy). On the other hand, the performance
metric in the max difference provides information about the fairness of the model’s per-
formance across different skin tones (it is based on the performance per skin tone). In
particular, small values of the max difference show that the model is performing fairly for
all skin tones, while high values reveal that the model is biased against a particular skin

tone.

4.4 Results

The study has evaluated the performance and fairness of the proposed model on the dataset
described previously. The evaluation was carried out on six different independent dataset
splits, where each split had 40 participants in the training set, 12 participants in the valida-

tion set, and 39 participants in the test set. To compare the model’s performance with the
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state-of-the-art methods, two baseline deep learning approaches for HR estimation were

used.

The performance metrics including MAE, RMSE, and Pearson correlation coefficient (1)
were calculated and are presented in Table 1. The average performance was measured for
each of the three different evaluation metrics: the general performance, which is the over-
all performance of the model, the max difference performance, which represents the max-
imum difference between the model’s evaluation metrics on the two different skin tones
(light and dark), and the performance per skin tone, which separately shows the perfor-
mance for each of the two skin tones. The results in Table 1 include performances for the
proposed method and two benchmark methods, PhysNet [36] and the fusion method op-
timized with GAN [15]. The table summarizes the results of the experiments, presenting
the average performance metrics for each of the four experiments evaluated. Specifically,
Experiments 1 and 2 correspond to the feature addition respectively "SAN" and "SANN".
While Experiments 3 and 4 correspond to the feature concatenation respectively "SCN"
and "SCNN".

Table 1. Performance of the compared methods.

Methods General Max Difference Performance /
Performance Performance Skin Tone
MAE RMSE r MAE RMSE r Light Dark
PhysNet [36] 1.78 546 091 | 222 405 -0.25 - -
Fusion + GAN [15] | 1.35 4.07 094 | 0.36 0.53 0.02 | 1.25 1.61
Experiment 1 1.81 541 0.89 | 0.27 0.77 0.03 | 1.69 1.81
Experiment 2 1.69 499 091 | 0.35 074 0.03 | 1.56 1.78
Experiment 3 1.35 4.02 094 | 044 042 002 | 1.21 1.66
Experiment 4 1.31 390 094 | 0.56 0.55 0.02 | 1.16 1.72

The evaluation of the two unimodality models, RGB-based model (3D CNN) and radar-
based model (1D CNN) described in chapter 3, for HR estimation with respect to dark
skin tone and light skin tone are visualized in Figure 16 and Figure 17. The left graphs
present the true plethysmography signal and the estimated signals from the RGB model,
indicating bias when handling dark skin tone. While the right side graphs highlight the
fairness of the radar model. Though the radar model is fair, when considering both skin

tones its overall performance is not that strong.
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Figure 16. Ground truth plethysmography signal vs the estimated signal from the RGB model and

radar model for one randomly selected dark skin participant.

1.0

0.8 1

0.6

Plethysmography signal

----- Light skin signal (RGB model)
—— Ground truth signal

T T T T T
200 400 600 800 1000
Frame index

Plethysmography signal

1.0 4

0.8 1

0.6 1

ﬂ

----- Light skin signal (RF model)

—— Ground truth signal

T
200

T T T
400 600 800
Frame index

T
1000

Figure 17. Ground truth plethysmography signal vs the estimated signal from the RGB model and

radar model for one randomly selected light skin participant.
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S DISCUSSION

Two approaches implemented in this work, self-supervised and semi-supervised learning,
resulting in four experiments described in the previous chapter have been explored. The
task about improving the model’s performance and reducing the bias against the dark skin
tone observed in video-based models when estimating heart rate. In this chapter, the main

findings, their implications, as well as the limitations of this work are discussed.

5.1 Current study

The proposed approaches are designed to take advantages of the complementary informa-
tion from the facial videos and radar signals to estimate heart rate accurately. By learning
joint representations from the two modalities, the models can be able to capture the pat-
terns and relationships within the two modalities, thereby improving their performance
and reducing bias. The use of a contrastive loss function has shown to be helpful in guid-
ing and ensuring that the model learns to distinguish between positive pair (data from the
same individual) and negative pair (data from different individuals), which is relevant for

their success in estimating heart rate.

It should be noted that the use of a contrastive loss function in all of the four experiments
makes these model’s performance to be sensitive to various factors, including the batch
size, the learning rate, the temperature scaling factor in the NT-Xent loss, and the dropout
layer value in the projection head. For instance, when using a smaller batch size, the
model does not have enough negative examples to learn from, which results in overfitting
or underfitting. Similarly, using a larger learning rate or a smaller one leads to an unstable
training process which prevents the model from converging to an optimal solution. In
addition, the temperature scaling factor used in the NT-Xent loss function also plays a
critical role in determining the quality of the learned representations. A high temperature
value could result in a flattering of the distribution of pairwise similarities, which in turn
could make it difficult for the model to create the contrast between positive and negative
pairs. Furthermore, the dropout layer in the projection head can also impact the perfor-
mance of the model by preventing overfitting. However, setting the dropout layer too
high can result in underfitting, while setting it too low can lead to overfitting. Therefore,
it is important to carefully tune these hyperparameters, though there is no general rule on
which values to choose. For the experiments presented in this work, the parameters were

chosen as the following: 1024 as batch size, 0.7 scaling factor, 0.7 for the dropout layer
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and 0.01 for the learning rate.

Experiment 3 and Experiment 4 involved the concatenation of RGB and radar features
with different loss functions. After running a couple of experiments, the results show that
the NT-Xent loss function used in Experiment 3 is effective in learning the joint repre-
sentations in the RGB and radar data that helps reduce the bias against dark skin tone.
However, it is worth to note that the performance enhancing fails for some sample in
this approach, i.e "SCNN" model performs well for both skin tones, this is noticed from
the values of the general performance indicating small values of the mean absolute error
and the root mean square error and high value of the Pearson correlation coefficient. For
the second case, the model poorly performs for both skin tones indicating high values of
the mean absolute error and the root mean square error and a small value of the Pear-
son correlation coefficient. Further investigations about this matter might be useful, for
instance some parts of the data might be noisy due to the data collection conditions and
environmental factors. The results of "SCN" indicate that the addition of the negative
Pearson loss leads to further improvement in the general performance, suggesting that the
NT-Xent loss alone is not sufficient when seeking to improve the performance and reduce

bias.

Experiment 1 and Experiment 2 investigated the effects of adding RGB and radar features
instead of concatenating them. These features are complementary in nature, therefore the
expectation was that they learn more diverse and complementary representations, which
could lead to an improvement in the learning process. The results of "SAN" show that
there is no significant improvement in the model compared to "SCN". The model is
somehow unstable for some samples and to some extend, it is similar to PhysNet in terms
of general performance. Moreover, similarly to "SCNN" method, Experiment 2 indicates
that incorporating labeled data into the learning process is beneficial. As the negative
Pearson loss function measures the correlation between the ground truth and predicted
signals, by minimizing this loss, the model is encouraged to make predictions that are

more consistent with the ground truth.

The outcomes of "SCN" and "SAN" show some similarities, specifically in terms of max
difference performance while "SCNN" and "SANN" exhibit comparable results. How-
ever, upon closer inspection, it appears that the model based on "SCNN" outperforms
other models in terms of its ability to make use of both labeled data and intermediate
feature concatenation to learn useful representations. Therefore, it can be concluded that
incorporating the negative Pearson loss in the training process, in addition to the NT-Xent

loss, can lead to improve the performance on the estimation task. It is also important to
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note that the results of Experiment "SANN" are some how close to the results in [15].
However, the model in [15] is too complex as it includes a GAN architecture to optimize

the fusion model.

5.2 Future work

While this work provides useful insights into the effectiveness of different self-supervised
learning and semi-supervised learning approaches in improving the performance and re-
ducing the bias when estimating heart rate, there are several limitations that should be
addressed in future research. First, a large batch size is required, which may limit the
generalization of the findings in some situations. Additionally, the model was just tested
on one dataset. Future studies could investigate the effectiveness of the proposed ap-
proaches on other datasets and maybe try also considering data augmentation techniques

to alleviate the issue related large batch size.

Second, the self-supervised contrastive learning approach was explored by utilizing the
NT-Xent loss function, adding the negative Pearson loss function, there might be other
techniques that could yield better results. The supervised contrastive learning approach
could be one of the techniques to explore in future research instead of combining the

NT-Xent loss and the Pearson loss.

Finally, this work only focused on improving the heart rate measurement by fusing RGB
videos and radar signals. Future research could investigate the effectiveness of the pro-

posed methods for other vital signs sensing, as well as hyperparameter tuning.
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6 CONCLUSION

The objectives of the study was to implement two models, using facial videos and radar
signals independently, to extract features that are later on combine to learn their joint
representations utilizing a contrastive loss. In order to extract the relevant features needed
to estimate heart rate, the two models were trained using a 3D CNN and a 1D CNN

respectively.

The results indicated that training the model with a contrastive loss alone could potentially
guide the model to learn useful information and therefore reduce bias, but unfortunately
for some samples the contrastive loss does not have any effect on improving the general
performance. However, incorporating the negative Pearson loss that measures the cor-
relation between the ground truth and the predicted signals was found to be beneficial
in improving the general performance of the model. The latter case makes the model

consistent, robust as well as fair.

Different metrics were employed to evaluate the model, and their implications were dis-
cussed. The use of the contrastive learning approach in this study required a large batch
size and suitable hyperparameters, which should be taken into consideration in future

research, especially when data are limited.

In conclusion, this thesis has contributed to the implementation of a multimodality non-
contact human heart rate sensing model. However, there are still research questions to be
addressed in future studies, such as exploring the possibility of addressing the limitation
of data availability and investigating on other approaches to further improve the model’s

performance.
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Appendix 1. Projection head architecture

The projection head used in this work is a neural network module that takes in an input
tensor of size of the dimension of feature embedding space and outputs a tensor of size of
the feature projection space (set to 1081 in this work). The network consists of three main
components: a linear projection layer which maps the input tensor to a lower-dimensional
space, reducing the its dimensionality from embedding dimension to projection dimen-
sion. A GELU activation function which introduces non-linearity to the network and helps
to improve its performance by allowing it to model complex relationships between the in-
puts and output tensors and a fully connected layer followed by a dropout layer which
further reduces the dimensionality of the projected tensor and helps prevent overfitting by

randomly dropping out some of the neurons during training.

class ProjectionHead (nn.Module) :

def _ _init_ (self, embedding_dim, projection_dim,dropout=0.7):

super () ._ _init_ ()

self.projection = nn.Linear (embedding_dim, projection_dim)
self.gelu = nn.GELU ()
self.fc = nn.Linear (projection_dim, projection_dim)

self.dropout = nn.Dropout (dropout)

def forward(self, x):

projected = self.projection (x)

x = self.gelu(projected)
x = self.fc(x)

x = self.dropout (x)

X = x + projected

return X



Appendix 2. NT-Xent Loss function (feature concatenation)

To implement the NT-Xent loss, first the feature tensors are normalized. After the tensors
are concatenated into a single tensor. Followed by calculating cosine similarity between
all pairs of samples. Then Exclude scores from the main diagonal and divide by the
scaling factor temperature. Finally, calculate the numerator and denominator of the NT-
Xent loss.

import torch

import torch.nn.functional as F

class NTXentLoss (torch.nn.Module) :

def _ init_ (self, temperature):
super (NTXentLoss, self)._ init_ ()
self.temperature = temperature

def forward(self, zis, zjs):
zis: Tensor of shape [batch_size, feature_dim]

zjs: Tensor of shape [batch_size, feature_dim]

zis = F.normalize (zis)

zJs F.normalize(zjs)

zis_zjs = torch.cat([zis, zjs], dim=0)
sim_matrix = torch.cosine_similarity(zis_zjs.unsqueeze(l),
sim_matrix = sim_matrix / self.temperature

mask = torch.eye(zis.size(0) x 2, dtype=torch.bool)

sim matrix = sim matrix[~mask].view(zis.size(0) * 2, -1)
numerator = torch.exp(sim_matrix)

denominator = torch.sum(numerator, dim=1, keepdim=True)
loss = torch.mean (-torch.log(numerator / denominator))

return loss



Appendix 3. NT-Xent Loss function (feature addition)

Similarly to the previous implementation, here the feature tensors are added and only N

negative samples are created.

import torch

import torch.nn.functional as F

class NTXentLoss2 (torch.nn.Module) :
def _ init_ (self, temperature):
super (NTXentLoss2, self).__init__ ()

self.temperature = temperature

def forward(self, zis, zjs):
zis: Tensor of shape [batch_size, feature_dim]

zjs: Tensor of shape [batch_size, feature_dim]

z1ls F.normalize (zis)

zJs F.normalize(zjs)

zis_zJjs = torch.add(zis, z3js)

sim_matrix = torch.cosine_similarity(zis_zjs.unsqueeze(l),
sim_matrix = sim_matrix / self.temperature
mask = torch.eye(zis.size(0) , dtype=torch.bool)

sim matrix = sim matrix[~mask].view(zis.size(0), -1)
numerator = torch.exp(sim_matrix)
denominator = torch.sum(numerator, dim=1, keepdim=True)

loss = torch.mean (-torch.log(numerator / denominator))

return loss
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