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Home automation is rising in popularity. This brings many benefits to both the users and the
wider society. However, this also brings many risks as well. Each intelligent device increases
the attack surface that an attacker could exploit. If appropriate security measures are applied
these risks are largely mitigated. The majority of successful hacking attempts are made
through well-known weaknesses in security devices and could be prevented if commonly
recommended security measures were applied.

There is already some previous research on the cybersecurity of home automation devices,
often focusing on what security measures device manufacturers should apply, and there have
been successful mass hackings made on home automation devices, such as the Mirai botnet.
This thesis provides further insight into the current state of security with home automation
devices by analysing currently commercially available devices for some common
vulnerabilities. In light of these findings, and through analysing the spread of malware in
recent history, the likely impacts of an I0oT botnet on the Finnish power grid are explored.

Vulnerabilities were found in most of the tested devices. Most of the vulnerabilities are not
critical to the system’s security, though some exceptions were found. Three possible impact
scenarios were identified. Either targeting the frequency or the voltage balance of the power
grid to cause a partial or complete blackout on the grid or targeting the electricity prices with
the aim of financial gain. Based on the found vulnerabilities and the historical spread of
malware, targeting the voltage balance or electricity prices were found to be more likely
scenarios, as the overall amount of controllable load needed to achieve either is significantly
lesser when compared to causing a sufficient frequency shift.
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Kotiautomaation suosio on kasvamassa. Tama tuo monia etuja seka laitteiden kayttajille seka
yhteiskunnalle laajemmin. Tama tuo myods riskejad. Jokainen d&lykés laite kasvattaa
mahdollista hyokkéysrajapintaa, jota hyokkadjat voisivat hyddyntdd. Riskeiltd suuresti
valtyttaisiin, jos sopivat turvallisuus ratkaisut otettaisiin kdyttoéon. Suurin o0sa
hakkerointiyrityksistd tapahtuu kéyttden hyvin tunnettuja heikkouksia laitteiden
turvallisuudessa, ja nailtd voitaisiin suojautua noudattamalla hyvin tunnettuja
kyberturvallisuusohjeita.

Kotiautomaatiolaitteiden turvallisuudesta on jo aiempia tutkimuksia, usein liittyen siihen
mitd kaytant6jad laitevalmistajien tulisi laitteissa noudattaa. Onnistuneita laajoja
hakkerointiyrityksié on tehty kotiautomaatio laitteisiin kuten Mirai bottinetti. Tama tyo lis&é
tietoa talla hetkelld kaupallisesti saatavilla olevien kotiautomaatiolaitteiden turvallisuudesta
tarkastelemalla néistd yleisid haavoittuvuuksia. Loyddsten perusteella, ja tarkastelemalla
viimeaikaisten haittaohjelmien levidmista, kotiautomaatio bottinettien vaikutuksia Suomen
séhkoverkkoon pohditaan.

Haavoittuvuuksia I6ydettiin monista testatuista laitteista. Suurin osa haavoittuvuuksista ei
ole systeemin turvallisuudelle kriittisi4, mutta muutama poikkeus I0ydettiin. Kolme
mahdollista vaikutusskenaariota tarkasteltiin. Joko verkon taajuuteen tai jannitteeseen
vaikuttaminen tarkoituksena aiheuttaa osittainen tai tdydellinen sahkokatkos tai sahkén
hintaan kohdistuva vaikuttaminen tavoitteena rahallinen hydtyminen. LOydettyjen
haavoittuvuuksien ja historiallisen haittaohjelmien levidmisen perusteella jannitteeseen tai
s&hkon hintaan tdhtddminen todettiin todennakoisemmaksi skenaarioksi, koska talloin
vaaditun kontrolloitavan kuorman maara on huomattavasti vahaisempi.
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1 Introduction

The increasing popularity of home automation and Internet of Things (10T) solutions allow
for both increased comfort and energy savings to the user, and it enables demand response
and other smart grid solutions on the power systems side. However, cybersecurity has
become an increasing concern with the addition of new technologies. The addition of
multiple internet devices to the home environment might open up many more possible access
points for a malicious actor, as well as opening up more options for them to cause harm to
the user as well as the power grid. That is with the integration of heating systems and other
high-load devices into the 10T network, this places the power grid at risk of destabilizing as
a result of a successful attack. Cybersecurity risks are further exacerbated by the sometimes-
limited computational capability and memory of IoT devices, thus limiting the pool of

possible countermeasures.

The security of home automation devices has been researched before both through a more
theoretical approach to possible threat scenarios and through case studies of commercially
available systems. Komninos et al. (2014) considered vulnerabilities arising from smart
homes to both the user and power grid. Both Lin & Bergmann (2016) and Batalla et al.
(2017) further explored the vulnerabilities arising from the limitations of loT hardware, the
lack of knowledge on the part of the users and the lacking security precautions provided by
device manufacturers. Hammi et al. (2022) provides a more recent look at the state of smart
home security. Heartfield et al. (2018) and Meneghello et al. (2019) provide a more practical
view of vulnerabilities arising from different communication protocols. Wurm et al. (2016),
Barcena & Wueest (2015), Gheorge (2016) and Ling et al. (2017) explore vulnerabilities
found in various commercially available devices. Vulnerabilities were found frequently.
Common vulnerabilities revolve around lacking encryption, authentication, access
restriction and physical security, among others. Lastly, Huang et al. (2019), Shekari et al.
(2022) and (2021) have explored the impacts that 10T botnets could have on the electricity
grid. Huang et al. (2019) and Shekari et al. (2022) consider different ways that an 10T botnet
could be used to cause a blackout on the grid. Shekari et al. (2021) considers the possibility

to impact electricity prices.
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This thesis will add to the previous body of research by exploring the security of selected
home automation devices available on the market, and in so doing, provide further insight
into the current state of security with available devices. The likelihood of lIoT botnets
spreading is considered by looking at the spread of previous botnets. The possible impacts
of 10T botnets on the electrical grid are explored. Using the results of device vulnerability
research and the statistical research into previous botnets, the likelihood of these impacts on
the Finnish electrical grid is explored. This study is limited by the testing equipment used to
discover vulnerabilities, the number of testable devices and the time available for doing the
testing. This means that vulnerabilities related to some communication protocols and
potentially many device-specific vulnerabilities remain untested. As such the discovered
vulnerabilities can only be considered to reflect a very vertical slice of the whole of the home
automation landscape. Limitations are also brought by the lack of data regarding specific
distribution and transmission network topology and used protective measures. The impact
analysis will only give a general picture of the likely impact possibilities on the Finnish grid

with a lot of uncertainty.

This thesis will start by providing some background on the topic of home automation and
how communication in home automation networks happens in general. In Chapter 3 common
cyber security threats and security guidelines are explained. In Chapter 4 the communication
protocols used by the devices examined in this research are explained. In Chapter 5 the
devices used in this research are introduced and the analysis of the vulnerabilities of the
devices is performed. In Chapter 6 the spread of malware in history is explored. In Chapter
7 the possible ways that 10T botnets could be used to influence the electricity grid are
explored and the results of Chapters 5 and 6 are used to consider the likelihood of influencing

the Finnish electricity grid. In Chapter 8 the conclusions are presented.
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2 Home automation

For the user smart homes are designed to increase the users’ comfort, feeling of safety, and
aid in managing energy usage, as well as allowing the user to participate in electricity
markets by using automatic demand response actions. This is done by including automation
in various devices and including sensor equipment to monitor, for example, indoor
temperature and whether a room is occupied. Devices that can be used for demand response
include HVAC and scheduling of powerful loads, such as washing machines, dishwashers
and dryers. Temperature of other devices, like saunas, could perhaps be reduced temporarily
without harming the user experience. Adjusting the power of lower-power devices, such as
lighting, could be used as well, though the power reduction gained by dimming lighting
would be very modest. Hot water and floor heating storages could be used as energy sinks,
and electric vehicles and battery storages could be used as both energy producers and sinks.
The automation is controlled by the user through, for example, wall-mounted control panels

or mobile phone applications (Batalla, et al. 2017, 2 —5).

From the power supplier perspective, home automation allows for better predictions over
consumer power consumption, through smart metering and possibly other user data. If the
power grid is allowed control over home automation, it also allows for greater control over
grid stability and load factor. In electricity markets Transmission system operators (TSO),
distribution system operators (DSO) and retailers each have their own interests regarding
end-customer demand response. TSOs are mainly interested in system-wide active power
management, DSOs are mainly interested in local reactive power management and retailers
are mainly interested in system-wide active energy management. These goals can be
somewhat contradictory as a particular device has only a limited capacity and the end-user
may be more interested in maximising their profit rather than in doing what is best for the
grid overall (Belonogova 2018, 38 - 40). Different devices are best suited for different
reserve markets. For example, while stored electric space heating is well suited for both
energy and power markets, refrigerators are only suited for short events, such as frequency

containment reserve market (FCR) (Belonogova 2018, 29).
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Smart homes have many application areas ranging from possibly lifesaving healthcare
applications to more convenient entertainment services. Smart home application areas could
be divided into (Batalla, et al. 2017, 4 - 5):

- Energy efficiency and management:

o Smart metering and other analytics describing users’ power consumption,
thus enabling users to become more aware of their consumption habits.
Demand response and other load-shifting systems, allow grids to become
more efficient. Controlling space heating and lighting based on room
occupancy. Possibly using electric vehicles or battery storage solutions as
energy sinks or producers. Using heat-based storages as electricity sinks, such
as hot water or floor heating storage.

- Renewable energy management:

o Controlling possible renewable energy sources, such as photovoltaic panels,
by the grid.

- Health care systems:

o Allow for easy remote access to healthcare services, monitor user health with
wearable sensors like smart watches, alert healthcare services in a medical
emergency and open the front door to medical personnel.

- Advanced multimedia services:

o Controlling entertainment systems more conveniently through a central user

interface, such as a mobile app.
- Surveillance and security systems.

o Centrally controlled security systems such as alarms, cameras and door locks.
Other mobile robots, such as robot vacuums, could also be used for
surveillance, even if they were not specifically designed for that purpose.

Managing the different services requires communication between the different devices and,
occasionally, computational capability that typically isn’t found on the original device.
When needed, the computation can be done on a cloud service, in a local smart home hub
or, in some cases, via edge computing (Yar et al. 2021, 2; Kim et al. 2022, 1). The
communication happens wirelessly or, sometimes, via power line communication (PLC).
Ethernet or other dedicated wired communication could be used as well, but due to the

spread-out nature of home automation devices implementing dedicated wired
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communication would be costly and difficult. On the other hand, power lines are already

connected to every device that uses mains power (Barker et al. 2017, 1349).

Mobile application

loT Device

Gateway

10T Device

loT Device

Cloud service

Ceniral Gateway

Gateway

Wall mounted

control panel

Gateway

loT Device

10T Device

10T Device

Figure 1: Example architecture of a cloud-operated home 10T network.

loT Device

The communication typically goes from end-user devices, such as thermostats, motion

sensors or smart ovens to a central gateway or hub either directly or through one or more

intermediary gateways. The central gateway then communicates to cloud services, which

then communicates to management applications, such as a smartphone application or a wall-

mounted panel. Of course, this structure doesn’t always apply. The central gateway could

communicate directly with in-house management applications without going to the cloud

first and, if more extensive computation is needed, utilize edge computing or a local hub to

manage without cloud computing. An example architecture of a home IoT network is

presented in Figure 1.
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Another important consideration with respect to loT architecture is how information about
the current state of an 10T device is passed to other applications. These could generally be
classified to (Schoutsen 2016):

Assumed state

o The device does not share information about its state with others.
Applications must assume the state of the device based on the commands that
it has been given.

- Cloud polling

o The current state of the device is available by polling the associated cloud
service. Meaning that for the device to be operational an active internet
connection is needed, and the cloud service provider needs to still support the
service.

- Cloud push
o The cloud tells other interested parties the current state of the device as soon
as there is an update. The same problems as with cloud polling apply.
- Local polling
o The device tells its current state directly when polled.
- Local push
o The device tells its current state to interested parties as soon as its state

changes.
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3 Cybersecurity goals and threats

Home automation devices collect a lot of data about the user that could be harmful if it were
captured by a malicious actor. With home automation, there is also the risk of physical
damage to the user, devices, or infrastructure. Properly securing home automation devices
is essential to ensure the safety of all parties and the functioning of the system. This chapter
will touch on the qualities that a system with good cybersecurity should maintain, common
attack types a malicious actor might use, common vulnerabilities and security improvement
recommendations highlighted in recent research, and touch on the concept and practical

implications of risk management.

There are a number of different guidelines on what qualities the devices should have to
ensure functioning from a security point of view. Home automation devices should ensure

the following qualities are maintained (Komninos et al. 2014):

Confidentiality:
o All data should only be available only to authorized parties.
- Integrity
o Data should not be altered in any way between the sender and the recipient.
- Authentication

o Communicating parties are whom they say they are, and messages are sent

by the entities that claim to have sent them
- Non-repudiation

o Such proof will exist that any claims made by any entity can be proven or

disproven
- Auvailability
o Network resources will always be available to authorized parties
- Authorization

o Every entity in the system has access rights necessary to fulfil their functions.
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In the above list parties, sender, recipient or entity can refer to devices within the network as

well as the users or grid operators.

3.1 Common attack types

Increased home automation introduces many more access points for adversaries to exploit
and cause harm to users and the power grid. There are many different hacking attack types,
many of them custom-made to target specific hardware or software vulnerabilities. Different
classifications are usually either based on the method used in the attack or on the intended
effect on the target. Some of the most common attack types are (Russel & Duren 2016, 39,
53 - 54; Komninos et al. 2014, 1937):

- Wired and wireless scanning and mapping attacks:

o Collect information about the network by, for example, querying the network
about what are the IP or MAC addresses of the network devices or whether
some specific ports are in use. Often the attacker needs to have a foothold in
the network to carry out this attack, though it is possible to, for example,

query some IP range for open ports.
- Side channel attacks

o Eavesdrop on some signal that is not the primary communication medium.
This could mean measuring the momentary power use of a device or whether

a device is transmitting something.
- Replay attack
o Repeating a captured authentic message sent by a device.
- Message modification attacks

o Modifying a captured authentic message or delaying or reordering a message

stream.

- Eavesdropping attacks
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o Listen to the communication through the communication medium to gain

more information
- Cryptographic algorithm and key management attacks

o Circumvent the encryption used in communication or disrupt the

cryptography key management systems
- Spoofing
o Pretend to be some authorized entity within the network
- Denial-of-service (DoS) and jamming

o Prevent device usage by jamming the communication medium, flooding a
node within the network with messages or utilizing a weakness in the
protocol. For example, spoofing deassociation messages and forcing a Wi-Fi
device and the connected access point to go through the

deassociation/reassociation cycle constantly.
- Physical security attacks
o Physically tamper with devices

Attack scenarios will often utilize multiple different attacks. For example, on a Philips Hue
device using the Zighee communication standard, a DoS attack was used to force a device
to disconnect from the network. This allowed the attacker to gain the encryption keys

through eavesdropping during the device reconnection phase (Meneghello et al. 2019, 8189).

3.2 Botnet

Due to their sometimes-lacking security implementations, a particularly dangerous prospect
for home automation is botnets (Kolias et al. 2017, 80). A botnet is a network of computers,
that spreads through malware and operates under the command of a botmaster. Botnets are
composed of a number of bots, command and control servers (C&C) and a botmaster. The
botmaster instructs the C&Cs on what the bots should do. Bots will periodically contact a
C&C to receive further instructions (Derakhshan & Ashrafnejad 2020, 84).
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Botnets are structured in either centralized or decentralized topology, which can be further
divided into distributed and random topology. In centralized topology, there are one or more
C&C servers each of which communicates with a group of bots. In distributed topology, bots
can communicate with each other, as can C&C servers. Bots can also communicate with
multiple C&C servers. This ensures that if one C&C server goes down, the bots can simply
connect to another server. In random topology, bots are not permanently connected to the
botmaster or to other bots. Instead, they wait for the master to send a communication signal.
The botmaster will periodically scan for existing bots and send commands to discovered
ones. The botnet can also be a hybrid version of the other topologies, which can offset some
of the disadvantages of each (Derakhshan & Ashrafnejad 2020, 89 - 91).

Botnets can be used for a number of applications, some of which are listed here (Derakhshan
& Ashrafnejad 2020, 93 - 94):

click fraud

o Attackers can increase the number of clicks on website ads
- distributed denial-of-service (DDoS) attacks

o A form of denial-of-service attack which uses multiple network devices.

Typically done with a botnet.
- information theft

o Abotmaster already has access to all the computers in their botnet. Thus, they
can access the users’ sensitive information, such as bank account information

or emails.
- spam emails
o Botnets are well suited to email spamming.
- Cryptocurrency mining

o Similarly, due to the extensive amount of computational power in a botnet,

they have been used for cryptocurrency mining.

- phishing attacks
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o Bots can be used to fake host websites, enabling phishing attacks using these

sites.

A botnet’s lifecycle can be divided into four phases. In the first phase, the attacker infects
the device through some vulnerability. Commonly these can be some of the above-
mentioned attack types or some form of social engineering. After gaining access to the
system, the attacker executes a program on the system to add it to the botnet. In the second
phase, the bot connects to the C&C server and receives any commands. In the third phase,
the commands are executed. These can be some of the above applications or spreading the
malware to another system. In the fourth phase, the bots’ binary codes are updated so that
they’ll stay hidden and prepare for new attacks and, if necessary, the bots find a new C&C
server (Derakhshan & Ashrafnejad 2020, 94 - 95).

One of the most effective botnets in recent history is the Mirai botnet. Mirai was and, to an
extent, is especially prevalent in 10T devices. At its peak, Mirai was estimated to have
remotely controlled nearly half a million bots and was capable of transmitting up to 1.1 Thps,
much more than you need to carry out a typical DDoS attack. Mirai propagates by randomly
scanning IP addresses for open ports 23 and 2323. Then a dictionary attack with 62 possible
username-password pairs is carried out. If it gains access to the new device, it is infected and
starts to further propagate the network. It is indicative of the state of the improvements
needed in 10T security that at the time such a simple attack vector was effective enough to
make Mirai so widespread (Kambourakis et al. 2017, 1; Kolias et al. 2017, 80).

3.3 Vulnerabilities and security recommendations in recent research

A fair bit of research has been done on the vulnerabilities of various home automation or
0T devices, and on developing recommendations on how the devices’ security should be
implemented. Research has focused on manufacturers, users and service providers. Some
common vulnerabilities found in home automation devices, in recent research, are (Hammi
etal. 2022, 19 - 21):

- default or weak passwords,

- plugins downloaded from unknown sources,
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- vulnerable applications on app stores,
- outdated software, plugins or firmware,
- default HTTP and HTTPS ports are used,
- SSL/TLS is deactivated, or certificate is not used,
- strong security protocols, such as WPAZ2, are not used,
- SSID name is not hidden,
- guests do not have a separate network,
- IP filtering is not used,
- subnet partitioning is not implemented,
- lacking physical protection,
- unsupervised physical access,
- lacking remote access protection,
- open remote access with root privileges,
- transmitted commands or critical traffic is not encrypted,
- overprivileged applications.
Some commonly recommended security improvement areas are (Hammi et al. 2022, 19):
- implementing elliptic curve cryptography,
- improving physical protection,
- implementing advanced/lightweight authentication,
- implementing network segmentation,
- changing factory settings.

As can be seen in the two lists above, many of the vulnerabilities are very well-known from
traditional cybersecurity surveys. For example, default or weak passwords or not updating
come up consistently in similar research year after year. Some vulnerabilities, like lacking

encryption or authentication, have to be solved on a device manufacturing level. On the other
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hand, some vulnerabilities, like not having a separate guest network or unsupervised physical
access, must be solved by the user. On these, manufacturers can only provide guidance

through recommendations on an installation manual or using a similar approach.

Another possible vulnerability is the so-called “harvest now, decrypt later” strategy. As the
name suggests, in this approach a large volume of encrypted data is collected and stored,
with the intention of using quantum computing to decrypt the data, once it becomes
commercially available. The implications this has on 10T devices depend on how often
safety-critical information, such as access keys, is changed. This is very problematic for
devices with hard-coded keys, such as with some pre-shared keys, where neither the user nor
the manufacturer may have a method for changing them without returning the device to the

manufacturer (Liu 2022).

3.4 Risk management

The goal of risk management is to balance cybersecurity risks with the cost of implementing
the security measures necessary to mitigate specific threat models. For this, the risks have to
be identified and quantified. Then an investment analysis has to be carried out. In the
identification phase potential cybersecurity threats, vulnerabilities and attacks have to be
identified. In the quantification phase, the severity and frequency of attacks are investigated.
This can then be mapped to a risk matrix that tells the expected cost per successful breach
and the frequency of attempted attacks over time. The matrix can then be used to estimate
the overall cost associated with different threat models. In investment analysis, the estimated
cost and effectiveness of different solutions are compared to the estimated damage resulting
from the attack. After this, a decision on which security measures should be implemented
can be made (Lee 2021, 661 - 665).

For example, suppose one wanted to secure a cloud-operated smart light against a DDoS
attack by the Mirai botnet at its peak. Given the volume of traffic generated by Mirai, this is
not likely to be financially viable through simply improving the hardware and software. A
much more cost-effective solution would be to install a manual light switch and an option to

disable cloud control.
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4 Communication standards

There are many different communication standards used in home automation systems. In
this chapter, the ones most relevant to the analysed devices are explored. These include
Bluetooth classic, Bluetooth low energy (BLE), Internet protocol (IP), Address resolution
protocol (ARP), Wi-Fi, Dynamic host configuration protocol (DHCP), transmission control
protocol (TCP), universal datagram protocol (UDP), network time protocol (NTP), domain
name system (DNS) and transport layer security (TLS). There are notable differences in what
areas of communication different communication standards cover. Wi-fi is mostly a physical
level specification that covers physical and link layers of the OSI model in a local network.
Internet protocol and either transmission control protocol or user datagram protocol is used
on top of Wi-Fi when transmission outside the local area network is wanted. When compared
to Bluetooth, Wi-Fi is roughly equivalent to the lower levels of Bluetooth. Upper levels of
Bluetooth offer application-specific communication features somewhat similar to what TCP
offers. Similar to Wi-Fi Bluetooth is used for local area networks. DHCP is used to allocated
IP addresses automatically. ARP is used to map IP addresses to local MAC addresses. NTP
is used synchronise the time on different devices. DNS is used to translate human-friendly

domain names to IP addresses. TLS is used to encrypt TCP connections.

4.1 Bluetooth classic

Bluetooth, or more accurately Bluetooth classic, is a personal area network (PAN) protocol
used for constrained devices. It offers communication distances of 10 to 100 meters, utilizes
frequency hopping with 79 RF channels and uses Gaussian Frequency Shift Keying (GFSK).
Bluetooth is a very versatile communication protocol as it can emulate many other protocols,
such as serial port, which makes implementing it to a variety of applications significantly
easier. Bluetooth utilizes master-slave star topology with up to 7 slaves and one master in
one piconet. Bluetooth communication must happen between a master and a slave node.
Communication between two master or slave nodes is not possible. A slave node can be
connected to multiple master nodes. A master node can be a slave node in another piconet
(Gupta 2016, 23 — 25, 37 - 38).
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Bluetooth protocol stack on a high level can be construed as upper layers (host), lower layers
(controllers) and profiles. Upper layers are responsible for translating application-level
messages to a format transmittable by Bluetooth, and vice versa. Upper layers also provide
more complex functionalities such as emulating serial port protocol at the interface between
application and upper layers. Lower layers are responsible for carrying out the actual
communication between two devices and other tasks necessary for supporting a Bluetooth
network. These tasks include but are not limited to discovering nearby devices, making
connections, exchanging data packets, and implementing security and low-power modes.
Profiles are a combination of upper and lower layers that fulfil a specific usage model. A
single device can have more than one profile for different applications or usage cases (Gupta
2016, 23 — 25). The high-level Bluetooth architecture is presented in Figure 2.

Upper Layers

————— HCI

Lower Layers

Figure 2: High-level Bluetooth architecture.

The upper and lower layers don’t have to run on the same processor. Commonly upper layers
are run on some host machine, such as a smartphone application processor or on a laptop.
Lower layers are run on some separate controller such as a separate dongle or separate
internal Bluetooth controller chip. In these cases, the host and controller are connected via a
Host Controller Interface (HCI), which could be a cable running universal asynchronous
receiver transmitter (UART), universal serial bus (USB) or some other connection protocol
between the two devices. In some embedded devices, such as a wireless mouse, the host and

controller may run on the same processor and so HCI is not needed (Gupta 2016, 25 — 28).
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4.1.1 Lower layers

Lower layers are composed of Bluetooth radio, Baseband Controller (or link controller) and
Link Manager Protocol (LMP). Both Bluetooth classic and low energy share the same lower

layers for the most part. Bluetooth architecture is presented in Figure 3

SDP RFCOMM OBEX AVCTP AVDTP

L2CAP

= HCI

Link Manager Protocol

Baseband Controller

Bluetooth Radio

Figure 3: Bluetooth architecture.

Bluetooth Radio uses 2.4 GHz ISM band for communication. Within this band, it uses 79
channels for frequency hopping to avoid interference. Transmission between devices is full
duplex using Time Division Duplex (TDD) transmission scheme. Bluetooth radio can use
either a basic rate of 1 Mbps or an enhanced data rate of 2 or 3 Mbps. Bluetooth devices can

change channels up to 1600 times per second (Gupta 2016, 35 — 37).
The baseband controller has the following functionalities (Gupta 2016, 37):
- Management of physical channels and links for single or multiple links.
- Selection of the next hopping frequency for transmitting and receiving packets.
- Formation of piconet and scatternet.
- Formation of packets and then giving them to the Bluetooth radio for transmission.
- Inquiry and Inquiry Scan.
- Connection and Page Scan.

- Security, including data encryption.
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- Power management, including low power modes.

Baseband controller uses logical transports and logical links to maintain and manage
connections. Logical transports are used to allocate time slots on the channel for different
processes. Logical transports define limitations on what each type of transport can carry.
Logical links carry data over a logical transport (Gupta 2016, 41 — 46).

A logical transport runs over a physical link and transfers control signals and user data. The
three most commonly used logical transports are Asynchronous Connection Oriented
(ACL), Synchronous Connection Oriented (SCO) and Extended Synchronous Connection
Oriented (eSCO). ACL carries control signals, user data and broadcast traffic. On ACL
transport data is sent as soon as it is ready, and a time slot is available. ACL supports
retransmissions, unlike SCO. Time slots are first allocated to SCO and eSCO transports and
what is left is allocated to ACL. Only a single ACL connection is created between master
and slave nodes. SCO typically carries voice data. It reserves time slots at the moment of
creation and does not support retransmissions. Master and slave can have up to three SCO
transports, or two if they are from different masters. eSCO supports both symmetric and
asymmetric communication. Time slots are reserved at the moment of creation. Limited
retransmissions are possible and eSCO supports higher data rates than SCO (Gupta 2016, 43
~ 45).

There are five possible logical links. Link control (LC) carries information like
acknowledgement and repeat requests, flow control and payload characteristics. This is not
a dedicated transport by itself, rather it is carried in the packet header of all of the other
logical transports. Control ACL (ACL-C) carries control information between link
managers. User ACL (ACL-U) carries user data. SCO-S and eSCO-S are carried over a
single SCO or eSCO transport (Gupta 2016, 46 — 47).

Link manager (LM) is responsible for performing the functions of link setup and control.
Link managers of two different devices communicate via link manager protocol. The link
manager carries messages over the ACL-C logical link. LMP carries out the following
functions (Gupta 2016, 58 — 59):

- Connection control

o Creation and removal of connections and controlling all aspects of a

connection.
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- Security
o Authentication, pairing and encryption procedures
- Informational requests

o Exchange features of a remote device, such as the version of the remote

device or list of supported features
- Role switch

o  Switch roles of the master and slave device. Commonly done for example
when a Bluetooth mouse is connected to a PC. The mouse initiates the
connection and thus becomes the master, however after the connection is

established the roles are switched.
- Modes of operation

o Invoking and managing the parameters of hold, sniff and park operation

modes
- Logical transports

o Creating, removing and managing the parameters of SCO and eSCO logical

transports.
- Test mode
o Certification and compliance testing of Bluetooth radio and baseband

In hold mode, the ACL transport between master and slave is set to halted and no further
packets are exchanged in this transport. SCO and eSCO can still exchange packets. Before
entering hold mode master and slave agree on how long will the slave be in hold mode. This
time can be used by the slave to go to low power mode, do other activities or participate in
another piconet. In sniff mode, the device reduces ACL activity though SCO and eSCO
operate normally. The device will be present on the ACL periodically. In the park state, the
device only participates in the piconet channel to synchronize with the master. ACL, SCO
and eSCO activity is stopped (Gupta 2016, 54 — 58).

Connection control manages many different aspects. Connection establishment establishes

a connection with a remote device. The initiator becomes the master of the connection. If
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security is needed it is established at this phase. Detaching a connection can be initiated by
either the master or the slave (Gupta 2016, 59 — 60).

Link supervision feature detects the loss of a physical link by polling the other device
periodically. This is done by both master and slave. Managing adaptive frequency hopping
(AFH) and updating the channel map is done by the master. AFH avoids lossy channels to
avoid retransmissions. Channel map keeps track of which channels have interference on
them, which the master relays to the slaves. Sometimes the receiver can request that the
sender increases or decreases the transmission power level to increase the signal-to-noise
ratio (SNR) or reduce unnecessary battery usage. Quality of service is used for allocating
bandwidth for ACL logical transport (Gupta 2016, 59 — 60).

Security includes pairing, secure simple pairing (SSP), authentication and encryption.
Pairing is done when two devices are connected for the first time. At this point, a passkey is
exchanged between the devices, usually by the user inputting it on the user interface. The
passkey along with the Bluetooth address of the device and a random number is used to
produce a link key, which is used for authentication. The link key is stored on the devices
for future use, negating the need for the user to enter the passkey again in the future. Newer
versions of Bluetooth use the more secure SSP for generating link keys, instead of this legacy
pairing system. Authentication is done by challenging the other device by sending it a
random number and it will respond with a value calculated from the link key, the random
number and its own Bluetooth address (Gupta 2016, 60 - 62).

SSP is a simplified pairing procedure from the user’s perspective. It uses strong 16-bit
alphanumeric link keys and Elliptic Curve Diffie Hellman (ECDH) public key cryptography.
SSP uses four association models for different input/output (1/O) capabilities: numeric
comparison, just works, out of band, and passkey entry. Numeric comparison displays the
same six-digit number on both devices and asks the user to verify on both that the same
number is displayed. Just works uses numeric comparison without showing the number to
the user or asking the user to verify. This is vulnerable to man-in-the-middle (MITM)
attacks. Out-of-band pairing works through an external communication method, such as
near-field communication (NFC), to securely identify the two devices. In passkey entry, the
user inputs a passkey that is shown on one device with display capability, from another
device with input capability. This could be used with, for example, wireless keyboards
(Gupta 2016, 62, 73 - 75).
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Encryption is an optional procedure. Older versions use EO stream cipher and derive the
encryption key from the link key and a random number (Bluetooth, 1662 - 1664). SSP uses
advanced encryption standard (AES) with CCM mode for authentication and encryption.
The functioning of CCM mode won’t be explored further as this is not particularly relevant
to the thesis. The encryption key is generated from the used link key (Gajbhiye et al. 2019,
174).

4.1.2 Upper layers

Upper layers are responsible for managing communication to applications and for translating
application communication to lower levels. Upper layers also manage Bluetooth features
used when communicating with other Bluetooth devices. Upper layers are composed of
logical link control and adaptation protocol (L2CAP) and various other higher-level

protocols and profiles.

L2CAP connects other upper-layer protocols to HCI and lower layers. L2ZCAP uses ACL-U
links to transfer packets. L2CAP separates data steams into connection-oriented and
connectionless channels. Connection-oriented channels transport point-to-point data
between two devices. These channels allow using specific properties for data transport, such
as quality of service (QoS) features. Setting up and disconnecting these channels incurs some
latency. Connectionless channels are used for broadcasting or unicasting data. These
channels do not need setup or disconnect procedures and thus have less latency. Channels
are identified by a channel identifier (CID). This is allocated locally by each device. Some
CIDs are reserved for various tasks and the rest are dynamically allocated as needed (Gupta
2016, 81 — 83).

L2CAP supports six modes of operation: basic L2CAP mode, flow control mode,
retransmission mode, enhanced retransmission mode, streaming mode, and LE credit-based
flow control mode. The operation mode for each channel is chosen independently. Basic
L2CAP mode is the default choice. The header contains only the channel ID and length of
the packet. Flow control mode does use retransmissions. Missing packets are reported as
lost. Retransmission mode uses retransmissions. Packets are retransmitted if they are not

acknowledged within a time limit. Enhanced retransmission mode adds some enhancements
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to retransmission mode. Streaming mode numbers packets so that the receiver knows the
correct packet order. The receiver does not acknowledge the received packets. LE credit-
based flow control mode adds a credit system to the flow control mode. The receiving device
tells the sender a credit value that corresponds to the number of packets that it can receive.
If the credits run out, the sender stops transmitting until the receiver gives more credits
(Gupta 2016, 84).

A number of higher protocols use L2CAP to transmit data to lower layers. Some of these
protocols are service discovery protocol (SDP), RFCOMM, object exchange protocol
(OBEX), audio/video control transport protocol (AVCTP) and audio/video distribution
transport protocol (AVDTP) (Gupta 2016, 89 — 102).

SDP allows devices to discover each other dynamically and decide to connect to each other.
This is used to form ad hoc connections. SDP provides a mechanism for a device to find out
what services the other device provides. These could include things such as audio output,
display output or input. The services are stored on an SDP server onboard the device. Each
device can have only one SDP server. Services are stored on the server in the form of service
records, which in turn contains a list of service attributes necessary for utilizing that service.
Services are instances of service classes, which provide a definition of which service records
this service could have. Service classes are identified using a universally unique identifier
(UUID) (Gupta 2016, 89 — 93).

RFCOMM emulates RS-232 serial port connection. RFCOMM is a multiplexer protocol that
allows transmitting data simultaneously from multiple sessions or ports. RFCOMM supports
up to 60 simultaneous connections. Each connection is identified by a data link connection
identifier (DLCI) (Gupta 2016, 96 — 98).

OBEX emulates the IrOBEX protocol. AVCTP provides mechanisms for controlling audio
and video devices. AVDTP provides mechanisms for establishing and managing audio/video
distribution connections and for streaming audio/video data media over Bluetooth (Gupta
2016, 98 — 102).

Profiles specify which parts of the Bluetooth protocol stack are required for a certain usage
model. This helps ensure the interoperability of Bluetooth devices. Generic access profile

(GAP) is mandatory for all Bluetooth devices. All other profiles can be implemented as
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needed. Profiles can depend on other profiles, for example, hands-free profile depends on
serial port profile (Gupta 2016, 102 — 103).

GAP defines the basic requirements for all Bluetooth devices. It includes implementing at
least Bluetooth radio, baseband, link manager, L2ZCAP and SDP. GAP also includes basic
Bluetooth procedures for device discovery, connection establishment, security,
authentication, and service discovery, as well as defining procedures for different Bluetooth
device types, parameter representation, operation modes and other basic functionality. Other
profiles include serial port profile (SPP), Headset profile, hands-free profile, generic object
exchange profile (GOEP), object push profile (OPP), file transfer profile (FTP), generic
audio/video distribution profile (GAVDP), advanced audio distribution profile (A2DP),
audio/video remote control profile (AVRCP) (Gupta 2016, 103 — 119).

4.2 BLE

Bluetooth low energy is intended to be used with resource-constrained devices that have
limited battery, processing, or memory capacity. BLE is similar to Bluetooth classic, though
a number of modifications have been made to improve power efficiency, with some parts
being completely redesigned. BLE protocol stack is presented in Figure 4.
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Figure 4: BLE protocol stack.

BLE uses the same 2.4 GHz band as classic along with frequency hopping and GFSK
modulation. The main difference from classic is that this time the band is divided into 40
channels, with three of them being dedicated to advertising. This makes connection
establishment a lot faster since only three channels need to be scanned, compared to classic’s
79 channels. Another key difference is that BLE allows for transmitter or receiver-only
devices (Gupta 2016, 147 — 148).

BLE link layer can be described as a state machine with five possible states: standby,
advertising, scanning, initiating and connection. Standby is the default state. No packets are
sent or received in this state. In the advertising state, the device transmits advertising packets

and listens for responses to them. In the scanning state, the device listens for advertising
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devices and can query those devices for additional information. In initiating state, the device
listens for advertising devices and can respond to them to initiate a connection. In the
connection state, the device is connected to another device. In BLE the master/slave roles

are decided during connection and cannot be changed later (Gupta 2016, 153 — 155).

BLE does not support SCO/eSCO functionality as the standard is intended to be used for
short infrequent data transmissions rather than transmitting a continuous stream of voice data
(Gupta 2016, 139).

Attribute protocol and security manager protocol have fixed L2CAP channel identifiers, and
the channels are multiplexed onto a single LE-U logical link (Gupta 2016, 219 - 220).
L2CAP signalling is used to manage L2CAP channels between the controller and higher
protocols. It is simplified into six commands: command reject, connection parameter update
request, connection parameter update response, LE credit-based connection request, LE
credit-based connection response and LE flow control credit. LE credits are used to limit the
number of frames that a peer device can send. Credit-based connections have dynamically
assigned CIDs (Gupta 2016, 220, 223 - 226).

Security manager defines procedures for painting, authentication, encryption and using
random Bluetooth addresses (Gupta 2016, 231). Random Bluetooth addresses can be static
or private. Private addresses can be either resolvable to the real address by peers with the
correct key or they can be non-resolvable (Gupta 2016, 156). BLE supports the same pairing
methods used by Bluetooth classics SSP. Encryption is done with AES-CMAC. The
functioning of this won’t be discussed further as the details of its operation are not

particularly relevant (Gupta 2016, 237, 241).

The attribute protocol is responsible for discovering, reading, and writing to the attributes of
a remote device. Attributes have four permissions, which dictate whether the remote device
is allowed to read or write to the attribute in question. Access permission dictates whether
the attribute is readable and/or writable. Encryption permission dictates whether encryption
is needed. Authentication permission determines whether the remote device needs to be
authenticated before access is granted. Authorization permission determines whether the
remote device needs to be authorized before accessing the attribute (Gupta 2016, 259 — 262).

Generic attribute profile (GATT) provides procedures for discovering services and

characteristics, which are values used in services. In addition, it provides mechanisms for
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reading, writing, notifying, and indicating characteristics. GATT provides similar
functionality to SDP in Bluetooth classic. Other profiles build on top of the procedures
provided by GATT (Gupta 2016, 285 — 286, 291 — 292, 330).

GAP in BLE provides mostly the same functionality as it does in Bluetooth Classic. GAP
defines modes of the device and generic procedures for device discovery, connecting and
security. GAP defines four roles for BLE devices. Broadcaster transmits data through
broadcasted advertising events. Often these devices have no receiving capability. Observer
receives data through advertising events. This role is optimized for receive-only devices.
Peripheral role is intended for the slaves in a piconet that are capable of both transmitting
and receiving. Central role is intended for the master device and requires that the device is

capable of transmitting and receiving (Gupta 2016, 331 - 333).

4.3 Wi-fi

Wi-fi or IEEE 802.11 is an umbrella term used for a number of different wireless physical
and link layer protocols. These are usually used with higher networking protocols like IP,
TCP or UDP. Wi-fi networks consist of basic service sets (BSS), extended service sets (ESS)
and distribution systems (DS). BSS contains all devices that are connected to the wireless
local area network (WLAN). These are divided into wireless access points (WAP), these
being routers and other intermediary devices, and clients or stations, these being the
endpoints such as smartphones or computers. BSS is a group of devices communicating
directly through the physical layer. BSS can either be an infrastructure BSS, devices
communicating through a WAP, or an independent BSS, devices communicating peer-to-
peer in an ad hoc network. ESS is a set of all connected BSSs. DS connects all WAPs in an
ESS. Each client in a BSS shares a common BSSID, which is also the MAC address of the
access point. Service set identifier (SSID) identifies the ESS. Wi-fi architecture is presented
in Figure 5 (Herrero 2021, 51 - 52).
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Figure 5: Wi-fi architecture.

The original IEEE 802.11 standard operated in the ISM 2.4 GHz band and supported data
transmission rates of one or two Mbps. Later versions of Wi-Fi have changed the physical
layer usage significantly through support for increased band usage, more efficient
modulation as well as many other features for high data transmission, 10T and other
applications (Herrero 2021, 53).

Wi-fi supports two methods of medium access control (MAC): distributed coordination
function (DCF) and point coordination function (PCF). DCF is a contention-based
mechanism where CSMA/CA algorithm is used to avoid collisions. PCF uses time slot
allocation to avoid contention. If PCF is used, the device that serves as the point coordinator

designates a contention-free period of time, during which the coordinator sequentially polls
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each station to check whether they have anything to transmit. Additions have been made to

the link layer usage as well in newer versions (Herrero 2021, 56 - 58).

Wi-fi uses three types of frames: management, control and data. Management frames are
used to establish communication between client and WAP and to preserve the connection.

Management frames are divided into the following subtypes (Kolias 2016, 185 - 186):
- authentication,
- deauthentication,
- association request,
- reassociation request,
- reassociation response,
- disassociation,
- beacon,
- probe request,
- probe response.

Control frames are used to coordinate access to the wireless medium. Control frames are

divided into the following subtypes:

request to send,

clear to send,

acknowledgement,

power save poll.

When a device activates its Wi-Fi interface, it scans for other devices in range that are ready
for association. Under passive scanning, a device periodically listens for beacon frames sent
by other devices. Beacon frames carry information related to synchronization, modulation
and other physical layer parameters. In active scanning, the device will send a probe frame
with the SSID of the BSS that it wants to associate with, or it can broadcast a probe to all
available devices. In the first case, WAP will respond with a probe response. In the latter,
WAPs will respond with response probes that are used by the devices (Herrero 2021, 58).



37

Authentication in Wi-fi is done before association. Devices must be associated for data
sharing to happen. Authentication is done through open authentication or a pre-shared key.
Open authentication allows anyone to associate. For privacy purposes, Wi-fi supports three
encryption mechanisms: wired equivalent privacy (WEP), wi-fi protected access (WPA) and
Wi-Fi protected access 1l (WPA2) (Herrero 2021, 58 - 59). In WEP authentication is
unidirectional, meaning that the station cannot authenticate the serving WAP. WEP only
encrypts data frames, not control or management frames, and it uses a 40- or 104-bit static
key for encryption. This key is used as a basis for generating session keys. WPA improves
on WPE by allowing mutual authentication, improving encryption security, providing a
secure rekeying function and other improvements. WPA uses stronger encryption
mechanisms, such as temporal key integrity protocol (TKIP) or AES. It uses a central server
for authentication, access control and management, though it also allows authentication via
a pre-shared key. WPAZ2 further improves on encryption by separating different functions to
different keys, limiting the possible damage, and providing better encryption options. Those
are an improved version of TKIP, an improved version of the CCM mode of AES called
chaining message authentication code protocol (CCMP) and wireless robust authenticated
protocol (WRAP), which is based on the OCB mode of AES (Kolias et al. 2016, 186 - 187).

4.4 |P and ARP

Transmitting packets from one device to another in an IP network requires knowing the
hardware or MAC address of the receiver, as well as the IP address. However, sometimes
this is not known by the sender, possibly due to the device just joining the network or the IP
address changing for some reason. If the MAC address of the receiver is not known, address
resolution protocol (ARP) is used to find out what the address is. Typical ARP
communication has two packets. ARP request where the sender asks via a broadcast that
whoever holds the IP address respond responds to the sender’s IP and MAC address with
their own MAC address. The receiver then responds with an ARP response containing their
MAC address using a unicast packet. Both devices then memorize what the MAC and IP
addresses of the other one are (Goralski 2017, 175, 179 - 181).

A malicious actor may utilize this by sending an unsolicited ARP response to the target
devices in the hope that the device may believe that the ARP response is legitimate. This
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kind of attack, called ARP poisoning, if successful can lead the attacker to a man-in-the-
middle position. Another option is for the attacker to respond to a legitimate ARP request

with a fake response faster than the legitimate device does.

4.5 DHCP

Dynamic host configuration protocol (DHCP) is used to give a device an IP address and the
ability to communicate over the external network. When a device joins a local area network,
it can request an IP address by transmitting a DHCP discover message as a broadcast. Any
DHCP server can respond to the message by offering an available IP address from its address
pool. The device can then accept any of the offered addresses by responding with a DHCP
request for the desired address. The server then finalizes the transaction by sending a DHCP
acknowledgement message, along with other necessary information like the IP address of
the default gateway, the LANSs subnet mask, and the lease time for the IP address. The device

needs to renew its lease before the time is up or lose the address (Goralski 2017, 570, 582).

4.6 TCP

TCP is a port-to-port connection-oriented protocol that ensures reliable communication over
the IP layer between two parties. It ensures that the recipient receives messages all messages
in order and utilizes flow control to improve efficiency. TCP uses various mechanisms to
achieve this. The recipient is aware of how much data they should receive thanks to the
sequence number and acknowledges all received bytes with the acknowledgement number.
The sequence number is incremented every time a message is sent, according to the size of
the message, and the acknowledgement number is incremented every time a message is
processed, to reflect the received data. As all bytes are numbered with the sequence number,
this also ensures that the data can be correctly ordered, even if the data does not arrive in the
correct order. All received data has to be acknowledged. If the receiver doesn’t increase their
acknowledgement number to reflect the sequence number, it means that they have not
received all of the data. If each transmitted bit of data is not acknowledged within a time
limit the data is retransmitted (Goralski 2017, 310 — 311, 315, 317 — 319, 321).
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Each party in a TCP communication has a receive window and informs the other party of
their current receive window size with each message. This way the other party knows how
much data can be sent without overflowing the receive window. The maximum packet size
that the current channel can support can also be kept track of to ensure that the packets arrive
intact (Goralski 2017, 316, 320 - 321).

Flags are used to indicate important contents within the message. These flags are urgent
(URG), acknowledgement (ACK), push (PSH), reset (RST), syn (SYN) and fin (FIN).
Urgent and push are used to increase the priority of a part of or all of the message.
Acknowledgement is used to indicate that a message has been received and the acknowledge
number has been increased. Syn is used to indicate a new connection request. Reset is used
to abort a connection. Fin means that the sender has finished sending data and the connection
can be closed. Various options can also be used if both parties support them (Goralski 2017,
312).

TCP communication always begins with a three-way handshake. This happens by one party
sending a syn packet. In response, a syn-ack package is sent back to indicate the successful
reception of the package and their agreement to form a connection. The initiating party
responds with an ack to confirm receiving the syn ack packet. Acknowledgements ensure
that both parties know that the connection has been formed. During the handshake, both
parties wait for a set period of time to receive a reply (Goralski 2017, 314 - 316). This eats
up memory, which can be abused by sending a syn flood attack with spoofed IP addresses.
It can result in the target being unable to form connections with legitimate parties or in a
complete denial of service if the connections are allowed to use up the device’s entire

memory.

TCP communication ends with a fin, fin-ack, ack packet sequence. The idea here is similar
to the connection-forming handshake. Fins tell each party that the other has nothing more to
send and that they agree to close the connection. Acks confirm that both parties have received
the fins. This method requires that a reconnection timer is used before the connection is fully
removed, which eats up memory. Another method is using a reset flag. This immediately

closes the connection and frees up memory faster (Goralski 2017, 319 - 320).
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4.7 UDP

User datagram protocol (UDP) is a connectionless alternative to TCP. Whereas TCP
guarantees the delivery of data, UDP focuses on fast delivery irrespective of reliability. UDP
Is often used with applications where either the data is time sensitive i.e. a movie stream,
where the amount of data transferred is so small that it makes no sense to use TCP, where
the application wants to implement reliability features itself and just needs a simple port-to-
port transport protocol or where the message needs to be transmitted to multiple receivers
since TCP is used strictly between two parties. UDP header only contains the source and
destination ports, datagram length and checksum. It doesn’t include any management flags,

receive window management or other quality-of-service features (Goralski 2017, 296 - 297).

4.8 NTP

Network Time Protocol (NTP) is a time-synchronization protocol widely used by network
devices to track the current time and date. The protocol uses a client and server model, where
the client requests the current UTC time and date from the desired NTP server. Each can be
simultaneously a client when it needs to synchronize its time and a server when other devices
need to synchronize with it. Thus, the protocol supports peer-to-peer synchronization.
Devices in home networks typically use either some publicly available NTP server or a
server hosted by the cloud service, through the normal IP network (Cisco 2018). Publicly
available servers run the network over UDP. While the protocol itself supports authorization
and encryption methods, publicly accessible servers do not use them as that would make
accessing them difficult. Thus, the NTP packets from publicly available servers are

transmitted as plaintext with no guarantees regarding the authenticity of the message.

The protocol classifies the different instances of the protocol into stratums. Stratums describe
the distance in the hierarchy from the authoritative source. The source typically uses a GPS
clock, atomic clock or another highly reliable clock to reference time. Each packet contains
the time stamp when the server last synchronized with its source. Multiple hops add more

delay from the source increasing the error margin of the time (Cisco 2018).
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4.9 DNS

Domain name system (DNS) is used to translate domain names to IP addresses. The protocol
uses a client and server model, with the client querying the server for what IP addresses are
associated with a specific domain name. In a home network, typically the devices within the
local area network point use the home router as their NDS server. The router typically uses
a DNS server provided by the ISP. Devices cache DNS responses to avoid having to
constantly query the desired IP address (Enisa). One domain name can have multiple IP
addresses. The protocol runs over UDP and typically does not use encryption or

authorization in home environments.

4.10 TLS

Transport layer security (TLS) provides encryption, authentication and integrity to network
traffic done over TCP. TLS connection forming is done in two parts. First asymmetric
encryption is used to authenticate the server, and optionally the client and it is then used to
securely transport the symmetric key. The symmetric key is then used to encrypt the

remainder of the connection (Goralski 2017, 697).

TLS connection is formed by the client sending a client hello packet to the server. The packet
contains the ciphers that the client supports. The server responds with the server hello, which
contains the cipher chosen by the server. The server then sends a certificate to the client if
the chosen cipher uses a certificate. If the chosen cipher uses a pre-shared key or does not
specify a key exchange method, certificates are not used. The certificate is used to
authenticate the server and to deliver the public key to the client. The agreed-upon key pair
is then used to transport the key components of the symmetric key or a pre-master secret. If
the chosen certificate does not specify a key exchange method, the key exchange is skipped.
After this, both parties advise the other to change the current cipher spec to the new cipher.
(Goralski 2017, 697).

TLS ciphers themselves are composed of four parts: authentication method, key exchange
method, symmetric encryption method and hashing or message digest method.
Authentication method is used to reliably ensure that the recipient is who they say they are.
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This is typically done via RSA, DH, ECDH or ECDSA algorithms or some variation of them.
National institution of standards and technology (NIST) considers a key lengths of 2048 bits
for RSA and 224 bits for elliptic curve to be secure until 2030 (BlueKrypt). Key exchange
IS used to transmit a symmetric key so that it can be used for encryption rather than using
computationally taxing asymmetric keys. This introduces the problem of forward secrecy: if
the private key is ever leaked, all past conversations using the same key can be decrypted.
Ephemeral keys solve this problem by forming a new private key for every key exchange.
Key exchange is typically done with the same algorithms as authentication or with some
ephemeral variants of them. The symmetric encryption method, or more commonly just the
encryption method, is used to encrypt the actual useful data exchange in a TLS conversation.
Some variant of advanced encryption standard is commonly used for encryption though
other options also exist. One of the most common vulnerabilities here is the use of CBC
mode in encryption as this has been shown to be vulnerable to a timing attack (AlFardan et
al. 2013). The purpose of hashing is to translate the message into a smaller message in such
a way that the original message cannot be recovered, and the resulting hash is unique to that
particular message. This smaller message can then be encrypted with the authentication
method, providing a digital signature, and transmitted to the receiver along with the original
message. The receiver then decrypts the signature into the hash, computes the hash from the
original message and compares the two. If the two are identical, the receiver knows that the
sender is who they say they are. Nowadays the commonly used SHAL hashing algorithm is

considered to be insecure.
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The security of a number of commercially available devices is analysed to gain an

understanding of the general vulnerability of home automation devices. These devices

demonstrate the spread of devices that could be found in a smart home. The model and

manufacturer of the devices will not be revealed. The devices and what they will be called

in the rest of the thesis are:

two Wi-Fi to Bluetooth gateways
o Bluetooth gateways 1 and 2

a Wi-Fi to Zigbee gateway for use with Zigbee lights
o Zigbee gateway

a Wi-Fi power strip
o Power strip

two Wi-Fi direct electric heaters

o Heaters1 and 2

an ethernet to 6LowPAN gateway for use with a 6LowPAN thermostat

o 6LowPAN gateway
a Wi-Fi thermostat
o Thermostat
a Wi-Fi speaker
o Speaker
a Wi-Fi central hub range extension node
o Extension node
a Wi-Fi coffee maker
o Coffee maker
two Wi-Fi light bulbs
o Lightbulbs 1 and 2
a Wi-Fi plug
o Smart plug
an ethernet to Wi-Fi central hub
o Smart home hub

an ethernet to Wi-Fi gateway with two range extension nodes
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o Wi-Fi AP

These devices are analysed for common vulnerabilities that a malicious actor could exploit.
First, the software used in this research will be explained. Then the various kinds of
vulnerabilities that are being searched for will be introduced. Thirdly the general overview

of findings will be presented and lastly, the findings per device will be explained in detail.

Four different software tools were used to carry out this research: Wireshark, Microsoft
network monitor 3.4, Ettercap and Scapy. Wireshark is a widely used network protocol
analyser. It allows live capture of network traffic and examination of individual transmitted
packets. It is used by a number of commercial and non-profit enterprises, government
agencies and research institutions (Wireshark). Microsoft network monitor is similar to
Wireshark in function. The main difference is that network monitor can capture some
packets that Wireshark does not with the used Windows 10 PC configuration. Mainly
capturing all Wi-Fi data frames, which Wireshark did not. Ettercap is used to do various
MITM attacks. Scapy is a programming framework tool for forming and sending packets
and sniffing and analysing the raw packet contents. Windows 10 PCs and Linux Kali

distribution in a virtual machine were used to carry out this part of the research.

This study considered various vulnerabilities in the devices. These consist of vulnerability

to:
- Man-in-the-middle attacks through ARP poisoning and DHCP spoofing.

o ARP poisoning means using ARP messages to tell the target device that the
attacker’s device has the default gateway’s IP address and telling the gateway

that the attacker’s device has the target device’s IP address.

o DHCP spoofing means that the attacker’s device pretends to be the DHCP
server on the LAN network, thus being able to dictate who is the default
gateway and DNS server. This is often accompanied by doing a DHCP

starvation on the legitimate DHCP server.
- Denial of service attacks mainly through TCP SYN flooding.

o TCP SYN flooding means sending the target devices TCP port SYN

messages so that the device becomes unresponsive.
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- Improperly implemented TLS. Misconfiguration could mean:

o Using or supporting ciphers with outdated encryption, message digest or

signature algorithms.
o Not verifying the certificate.
o Certificates with long validity periods or short keys.

o Not checking whether the certificate’s validity period has passed, by sending

the device a forged NTP response.
o Not using mutual authentication.
- Sending plaintext messages.
- Lacking authentication or authorization methods in plaintext messages.
- Having a vulnerable web interface.

The findings are, in some ways, surprisingly positive considering the previous research. TLS
is implemented on all devices with many of them communicating solely via TLS. Default
ports are often not used. Most of the devices are vulnerable to MITM attacks through ARP
poisoning or DHCP spoofing. Since these attacks are done from within the home network
being vulnerable to these is not particularly surprising. DoS attacks are also very effective

against most devices.

Improper TLS implementation is very common. Of the devices, only one uses mutual
authentication. Many devices use unnecessarily long validity periods with most having
certificates that are valid after the security afforded by their keys is no longer considered
sufficient by NIST. On the other hand, all of the devices use certificates with a key length of
at least 2048 bits if RSA is used or 512 for elliptic curve, which is considered sufficient until
2030. Most devices support weak TLS ciphers with three devices supporting insecure
ciphers, as classified by Rudolph & Grundmann (2023), a website that classifies ciphers
according to currently found vulnerabilities. Ciphers classified as weak are still considered
usable, but the support for them is recommended to be removed as soon as it can be done
conveniently. Ciphers classified as insecure are considered to be a major security risk and
support for them is recommended to be removed immediately. Two devices do not verify

the certificate, making false certificates a very simple option. Six devices support pre-shared
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keys, with four of them not supporting certificates at all. This can be a problem if there is no
way of changing the key without returning the device to the manufacturer, especially if
multiple devices use the same key. It may be possible to physically retrieve from the device’s
memory and then use the same key to access other devices remotely. Another problem is the
lack of true random number generation in some loT devices. If the key generation is not
random enough the device can be vulnerable to replay attacks as the lack of randomization
leads to a non-negligible chance of keys being reused. Three devices accepted certificates
after a forged NTP reply was used to give it a year outside the validity period of its
certificates, with one device refusing. Three devices did not give any indication that they

had accepted or refused the new date and continued to accept certificates as normal.

Eight devices sent unencrypted messages, with four of them containing possibly sensitive
information outside the home network. Three devices use plaintext messages within the
home network, for controlling the device remotely. Two of them do not contain any means
of authentication or authorization. This is assumed to be the case if the packet repeats exactly
upon repeating a command. Somewhat surprisingly, none of the tested devices uses a web
interface. Additionally, the two Wi-Fi access points are both vulnerable to DHCP starvation

by using DHCP requests. Neither of them requires a strong password to be used.

Next, the vulnerabilities of the various devices will be presented in detail. The vulnerabilities

are also collected in Tables 1 - 4.

Table 1: Device vulnerabilities related to MITM attacks, DoS and DHCP starvation. The
“-“ marking means that either the vulnerability is not applicable against that device or it was

not tested.
DHCP DHCP
Device ARP poisoning | spoofing starvation DoS
Bluetooth gateway 1 |Yes Yes - No
Bluetooth gateway 2  |Yes Yes - TCP SYN flood
Light bulb 1 Yes Yes - TCP SYN flood
Power strip Yes Yes - TCP SYN flood
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Zigbee gateway Yes Yes - -

Coffee maker Yes Yes - TCP SYN flood
Light bulb 2 Yes Yes - TCP SYN flood
Smart plug Yes Yes - TCP SYN flood
Heater 1 Yes Yes - No

Heater 2 Yes Yes - No
Thermostat Yes Yes - No

6LowPAN gateway - - - No

Speaker Yes Yes - No

Extension node Yes Yes - TCP SYN flood
Smart home hub Wi-Fi sideno |- Yes TCP SYN flood
Wi-Fi AP Wi-Fi side yes |- Yes No
Table 2: Vulnerabilities related to TLS.

TLS
Use authentication Supports weak | Supports insecure
Device TLS method cipher components |cipher components
PSK key exchange,
Bluetooth gateway CBC encryption,
1 Yes Pre-shared key | SHA-1 hashing No
PSK key exchange,
Bluetooth gateway CBC encryption,
2 Yes Pre-shared key | SHA-1 hashing No




Light bulb 1

Yes

Pre-shared key

PSK key exchange,
CBC encryption,

SHA-1 hashing
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No

Power strip

Yes

Pre-shared key

PSK key exchange,
CBC encryption

No

Zigbee gateway

Yes

Pre-shared key,

RSA certificate

PSK key exchange,
CBC encryption,

SHA-1 hashing

RC4 encryption,

MD5 hashing

Coffee maker

Yes

RSA certificate

RSA and ECDH key
exchange, CBC
encryption, SHA-1

hashing

No

Light bulb 2

Yes

RSA certificate

RSA key exchange,
CBC encryption,

SHA-1 hashing

No

Smart plug

Yes

RSA certificate

RSA key exchange,
CBC encryption,

SHA-1 hashing

No

Heater 1

Yes

RSA certificate

RSA, ECDH and PSK
key exchange, CBC
encryption, SHA-1

hashing

No

Heater 2

Yes

RSA certificate

RSA and ECDH key
exchange, CBC
encryption, SHA-1

hashing

No

Thermostat

Yes

RSA certificate

RSA and ECDH key

exchange, CBC

No




encryption, SHA-1

hashing
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6LowPAN gateway

Yes

EC certificate

No

No

Speaker

Yes

RSA certificate

RSA, ECDH and DH
key exchange, CBC
encryption, SHA-1

hashing

RC4 encryption

Extension node

Yes

RSA certificate

RSA key exchange,
CBC encryption,

SHA-1 hashing

No

Smart home hub

Yes

RSA and

certificate

EC

RSA key exchange,
CBC encryption,

SHA-1 hashing

No

Wi-Fi AP

Yes

RSA certificate

RSA key exchange,
CBC encryption,

SHA-1 hashing

No

Table 3: Vulnerabilities related to TLS continued. The “-“ marking means that either the

vulnerability is not applicable against that device or it was not tested.

gateway 1

Mutual
Certificate authentication
Accepts a|Checks validity years and certificate
false certificate | corresponding Mutual validity and key
Device certificate | validity key length authentication | length
Bluetooth
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Bluetooth
gateway 2 - - - - -
Light bulb 1 |- - - - -
Power strip |- - - - -
22 - 23, 2048-bit;
22 - 30, 2048-bit;
Zigbee 15 - 37, 2048-bit;
gateway - - 09 - 34, 2048-bit |No -
22 - 22, 2048-bit;
Coffee 21 - 24, 4096-bit; 19 - 34, 2048-
maker Yes No 20 - 25, 2048-bit | Yes bit
23 - 23, 2048-bit;
Light bulb 2 |No Unknown |20 - 25, 2048-bit | No -
21 - 36, 2048-bit;
20 - 68, 2048-bit;
Smart plug | No Unknown |18 - 68, 2048-bit | No -
Heater 1 Yes Unknown |21 - 31, 2048-bit |No -
2019 - 2119,
Heater 2 No - 2048-bit No -
23 - 23, 2048-bit;
22 - 31, 4096-bit;
22 - 25, 4096-bit;
23 - 24, 2048-bit;
Thermostat |No No 20 - 24, 4096-bit | No -
6LowPAN 22 - 23, 512-bit;
gateway No - 19 -29,512-bit [No -
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22 - 23, 2048-bit;
11 - 31, 2048-bit;
14 - 31, 2048-bit;
23 - 24, 2048-bit;
Speaker No Yes 20 - 24, 4096-bit |No -
Extension 18 - 38, 2048-bit;
node - - 19 - 41, 2048-bit |No -
23 - 23, 512-bit;
Smart home 20 - 20, 2048-bit;
hub No - 20 - 28, 4096-bit |No -
23 - 23, 2048-bit;
Wi-Fi AP No No 20 - 25, 2048-bit |No -

Table 4: Vulnerabilities related to unencrypted communication and BLE. The “-* marking

means that either the vulnerability is not applicable against that device or it was not tested.

Use
Leak authorization or
information Uses authentication in
Uses via unencrypted | plaintext Bluetooth
unencrypted | unencrypted | messages for | message supports
Device messages messages commands |commands encryption
Bluetooth
gateway 1 No - - - Yes
Bluetooth
gateway 2 No - - - Yes
Light bulb 1 |Yes No No No Yes
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Power strip | No - - - -

Zigbee

gateway No - - - -
Coffee

maker No - - - -
Light bulb 2 |Yes Yes Yes No Yes
Smart plug | Yes No Yes Yes Yes
Heater 1 Yes Yes No No Yes
Heater 2 Yes Yes Yes Yes Yes

Thermostat | No - - - -

6LowPAN
gateway No - - - -
Speaker No - - - -
Extension
node Yes No No No -

Smart home

hub Yes No No No -

Wi-Fi AP Yes Yes No No -

Three devices from the same manufacturer, Bluetooth gateways 1 and 2 and light bulb 1, use
BLE for initial pairing to the mobile phone and then connect to the desired Wi-Fi network.
BLE in all cases supports encryption and uses public device addresses. The devices connect
to the server using TLS with a pre-shared key authentication. None of the three devices uses
NTP protocol and, strangely, they do not expose the server’s name during TLS
communication. Light bulb 1 does not use DNS. It already has the necessary IP addresses in

memory. All communication is done through TLS-encrypted channels. All of the ciphers
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supported by the devices use pre-shared keys. The ciphers supported by the devices are
classified as weak with vulnerabilities being brought by the use of a pre-shared key (does
not provide perfect forward secrecy), the use of CBC encryption algorithm (which has been
demonstrated to be vulnerable to a timing-based attack) and use of SHA-1 hashing algorithm
(which has been proven insecure). The server’s chosen cipher uses 128-bit encryption and
SHA-256 hash. All of the devices are vulnerable to ARP poisoning and DHCP spoofing
attacks. The devices don’t have any unnecessary open ports. Light bulb 1 communicates
within the home network via unencrypted TCP, though what the contents of this are used for
is unclear. TCP SYN flood makes Bluetooth gateway 2 and light bulb 1 unresponsive, but
Bluetooth gateway 1 was only significantly slowed down. As such, vulnerabilities arise from
MITM attacks, ARP poisoning and DHCP spoofing, the cipher selection and, in the case of
Bluetooth gateway 2 and light bulb 1, vulnerability to DoS attacks. An attacker can achieve
MITM position with the devices. Supporting a weaker cipher than the servers chosen makes
the device vulnerable to a TLS downgrade attack, though in this case all the ciphers are still
considered usable. The use of PSK presents a possible issue as this may be vulnerable to

reuse through lacking randomization.

The power strip connects directly to the Wi-Fi network without using BLE for pairing. The
device uses the servers of the manufacturer of the previous devices, and similarly uses pre-
shared keys for authentication and key exchange, does not use NTP or expose server names
during TLS communication, though it does use DNS. It only supports one cipher, with 128-
bit CBC encryption and SHA-256 hash. It is also vulnerable to MITM attacks and DoS
through TCP SYN flooding. There are no unnecessary open ports, so apart from TLS

downgrading, it shares the same vulnerabilities as the above devices.

The Zigbee gateway is likewise connected directly to the Wi-Fi network. The device uses
pre-shared keys for all of the communication channels, though for one connection it allows
RSA certificate authentication and key exchange. The device does not use NTP. It supports
the same ciphers as devices Bluetooth gateway 2 and light bulb 1, as well as supporting one
with RC4 encryption with MD5 hash. RC4 and MD5 are considered to be insecure
encryption and hashing methods, making the device vulnerable to a TLS downgrade attack.
In this case, the vulnerability is noticeable as one of the ciphers is insecure. The validity
periods for the certificates are the years 2022 — 2023, 2022 — 2030, 2015 — 2037 and 2009 —
2034. All of the certificates have a key length of 2048 bits, which is not recommended by
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NIST beyond 2030. The device is vulnerable to MITM attacks and TLS downgrade attacks.
The certificates’ long validity periods could present a problem, as with a long validity period
comes the possibility that the certificate might be broken before it expires. With the advent
of quantum computing and the “harvest now, decrypt later” approach the recommendations
for certificate validity and keys might need to become more stringent. The device suffered a

permanent malfunction as a result of TCP SYN flooding making further testing impossible.

The coffee maker connects directly to Wi-Fi. The device uses TLS to communicate with the
server and uses certificates for authentication and key exchange. The device uses NTP and
DNS. Some of the ciphers supported by the device are classified as weak, due to using RSA
or ECDH key exchange, CBC encryption or SHA-1 hashing. The device does not verify the
certificate’s authenticity and so accepts a falsified certificate, making it possible to decrypt
the conversation if one is in the MITM position. The key lengths that certificates’ have and
the years they are valid for are 2022 — 2022, 2048 bits; 2021 — 2024, 4096 bits and 2020 —
2025, 2048 bits. The certificate itself is out of its validity period, as the testing was done in
2023. This device is also the only one that uses mutual authentication. The device’s mutual
authentication certificate is valid from 2019 — 2034, has a key length of 2048 bits and uses
SHA-256 hashing with RSA encryption. The device is vulnerable to DoS via TCP SYN
flooding. DHCP spoofing and ARP poisoning work against the device as well. NTP spoofing
works as well since it can be used to change the time displayed by the device, and the device
still accepts the certificates, even if the current year is changed to outside their validity

periods.

The light bulb 2 uses BLE for the initial pairing after which it converts to the chosen Wi-Fi
network. BLE supports encryption and uses a public device address. The device uses
certificates for authentication and key exchange and uses NTP and DNS. The certificates use
RSA authentication and key exchange and are valid for years 2023 — 2023 and 2020 — 2025,
both with 2048-bit keys. The device supports weak ciphers with RSA key exchange, CBC
encryption and SHA-1 hashing. The device is also vulnerable to MITM attacks. The device
will accept the certificates even if a forged NTP response is used to make the device believe
that the current year is outside the certificates’ validity period. After an initial TLS
communication with the server, the device starts communicating with the user’s mobile app
via plaintext UDP messages. These messages lack any form of authentication or

authorization and are used to control, among other things, the device’s brightness. Thus,
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controlling the device is possible as long as one is able to spoof the UDP message with no
need for being in the MITM position.

The smart plug does the initial pairing via BLE and then connects to the user’s Wi-Fi
network. BLE supports encryption and uses public device addresses. BLE transmits a
username and password though, as it supports encryption this is as big of an issue. The device
uses TLS for communication with certificate authentication outside the home network and
TCP within. The certificates are valid for years 2021 — 2036, 2020 — 2068 and 2018 — 2068
and they use RSA for authentication and key exchange with a key length of 2048 bits, which
is not recommended to be used beyond 2030 by NIST, and certificates are not recommended
to have validity periods that go as far as 2068. The device supports weak ciphers that use
RSA key exchange, CBC encryption and SHA-1 hashing. Part of the home network
communication is either encrypted or uses some authorization or authentication code, as a
part of the packet payload changes on repeat messages. The device uses NTP and DNS. The
device accepts the certificate even if a forged NTP response is used to change the current
year outside the certificates’ validity period. The device is vulnerable to MITM attacks and
DoS via TCP SYN flooding.

Heater 1 does the initial pairing through BLE, after which it joins the Wi-Fi network. BLE
uses encryption and a public device address. The device uses TLS for communication
outside the home network and does not exchange data within it. The device uses a certificate
with RSA authentication with a 2048-bit key and it is valid for the years 2021 — 2031, which
is not recommended. The device supports weak ciphers using RSA or ECDH key exchange,
using pre-shared keys, CBC encryption and SHA-1 hashing. The device does not verify the
authenticity of the certificate. As the device is a direct electric heater with a maximum power
draw of 1500 watts, this presents a notable compromised load on the power grid, particularly
since a smart home would likely have multiple heaters of the same model installed. It is
vulnerable to DHCP spoofing and ARP poisoning. TCP SYN flooding has no effect on the
device. The device does not reject a forged NTP message, but it does still accept the

certificate.

Heater 2 uses BLE for the initial pairing after which it connects to the Wi-Fi network. The
BLE supports encryption and uses a public device address. The device uses TLS outside the
home network, and it uses plaintext HTTP within. TLS uses a certificate with RSA
authentication with a 4096-bit key and it is valid for years 2019 — 2119, which is not
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recommended. The device supports weak ciphers with RSA or ECDH key exchange, CBC
encryption or SHA-1 hashing. The commands transmitted within the home network use
authorization codes, making simple spoofing attacks impossible without first cracking the
authorization algorithm. However, the contents of the messages can still be read. The
strength of the authorization algorithm is unknown. The device does not use NTP, though it
does use DNS. The device is vulnerable to MITM attacks. TCP SYN flooding has no effect

on the device.

The thermostat connects to the Wi-Fi network directly. The device does not communicate
with other devices within the home network and uses TLS for communicating outside. The
device uses certificates with RSA authentication. The validity periods and key lengths are
2023 — 2023, 2048 bits; 2022 — 2031, 4096 bits; 2022 — 2025, 4096 bits; 2023 — 2024, 2048
bits and 2020 — 2024, 4096 bits. The device supports weak ciphers with RSA or ECDH key
exchange, CBC encryption or SHA-1 hashing. The device uses NTP and DNS. NTP
spoofing was successful on the device, with the device accepting changing the current hour.
It does however accept the certificates even if the year given by the forged NTP message
exceeds the validity period. It is vulnerable to MITM attacks, but TCP SYN flooding has no
effect.

The 6LowPAN gateway connects via ethernet to the home router. The device communicates
only via TLS and uses ECDSA authentication. The certificates are valid for 2022 — 2023 and
2019 — 2029, both of which use a 512-bit key. The device only supports one cipher with no
weak or insecure components. It does not use NTP, though it does use DNS. It does not

accept a false certificate and does not react to TCP SYN flooding.

The speaker connects directly to the Wi-Fi network and uses a mix of TLS and plaintext
HTTP for outbound communication and TLS within the home network. The device uses
certificates with RSA authentication. Four of the certificates are valid for 2022 — 2023, 2011
— 2031, 2014 — 2031 and 2023 — 2024, all of which use a 2048-bit key. A fifth certificate
uses a 4096-bit key and has a validity period of 2020 — 2024. The device supports weak
ciphers with RSA, EDCH or DH key exchange, CBC or RC4 encryption, and SHA-1
hashing. The TLS connection to the mobile app uses RSA certificates, all with a key length
of 2048 bits, and validity periods of 2019 — 2036, 2018 — 2036 and 2016 — 2036, which is
not recommended given the key length. The device uses NTP and DNS. DHCP spoofing and
ARP poisoning work on the device. Forging NTP messages resulted in the device becoming
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unresponsive once the validity period of the certificates was exceeded. TCP SYN flooding

had no effect on the device.

The extension node connects directly with the Wi-Fi network. The device uses mostly TLS
outside the home network. It uses a key that is agreed upon beforehand and does not use a
certificate. Through unencrypted communication, it reveals the device type and the specific
browser version the device uses. When communicating with the home app it uses TLS with
RSA authentication, a key length of 2048 bits and the certificates’ are valid for years 2018
— 2038, 2019 — 2041, which is not recommended with the key length. In this connection, the
device functions as a server and does not request mutual authentication. The device supports
weak ciphers with RSA key exchange, CBC encryption and SHA-1 hashing. The device is
vulnerable to MITM attacks. TCP SYN flooding has resulted in the device becoming

unresponsive.

The smart home hub serves both as a central hub for compatible devices and as a Wi-Fi
access point. It communicates with the home router via ethernet. The device uses
communicates via TLS. It uses RSA and ECDSA authentication. The certificate validity
periods and key lengths are 2023 — 2023 with a 512-bit key for the EC certificate and 2020
— 2027, 2048-bit and 2020 — 2028, 4096-bit for the RSA certificates. The device supports
weak ciphers with RSA key exchange, CBC encryption and SHA-1 hashing. On the Wi-Fi
side, the device is not vulnerable to ARP poisoning. The device is vulnerable to DHCP
starvation. TCP SYN flooding on the Wi-Fi side makes the device unresponsive. While the
device requires the user to set a new Wi-Fi password during the initial setup, it accepts weak
passwords such as 12345678.

The Wi-Fi AP serves as a Wi-Fi access point and comes with some additional range
extension nodes. The device uses both TLS and unencrypted communication outside the
home network. The device uses RSA authentication and the certificates are valid for the
years 2023 — 2023 and 2020 — 2025. All of them have a key length of 2048 bits. The device
supports weak ciphers with RSA key exchange, CBC encryption and SHA-1 hashing.
Through unencrypted communication, the device reveals its model and version number as
well as any devices that connect to the device’s network. The device is vulnerable to ARP
poisoning on the Wi-Fi side. The device is vulnerable to DHCP starvation. TCP SYN
flooding on the Wi-Fi side has no effect on the device. Forging an NTP message changed
the time displayed on the associated mobile app but had no other reaction on the device. The
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device’s default password is weak containing only 8 digits with numerals and lowercase

letters.
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6 Spread of malware in history

From the power grid’s point of view, a single device being hacked is unlikely to influence
the operation of the grid as a single home automation device does not use enough power.
However, if a malicious actor could gain access to thousands of devices, these could
constitute a large enough load to influence the grid. This chapter considers what would be a
realistic penetration that a malicious actor could achieve and consequently how large of a
load would that constitute.

Recent malware attacks will be used to estimate what would be a reasonable penetration
percentage. In September 2016, the 10T botnet Mirai initially maintained steady-state
infections of 200 000 — 300 000 devices. In November 2016, Mirai managed to infect up to
600 000 devices worldwide. At the same time, Finland had over 10 000 infections according
to (Lintula 2017, 18) and according to (Tuohy et al. 2018, 60) Finland had over 20 000
infected devices. In February of 2017, worldwide infections collapsed to around 100 000
devices, likely as a result of exploits Mirai used being patched (Antonakis et al. 2017, 1098).
Another loT-oriented botnet Hajime managed to infect 40 000 devices. After more exploits
were added this number rose to 71 000 devices, and after more exploits were added, 96 000
devices (Herwing et al 2019, 5). In a 2020 study, there were found to be around 200 000 bots
in Mirai or its variant botnets. The largest ones were Miori with 75 000 bots, Mirai with
62 000 bots and Josho with 23 000 bots (Griffioen & Doerr 2020, 748).

There is a large discrepancy in how effectively a specific malware spreads, with large shifts
being apparent as new exploits are added or old ones are patched. Similar malware may also
compete with one another resulting in each individual botnet being smaller overall.
Nonetheless, some figures at different stages of the botnet’s lifetime can be used for
estimation. 600 000 bots seem like a reasonable representation of spread in an immature
market area. According to Statista, there were 5.542 billion IoT devices worldwide in 2016
(Statista_a, 5) which corresponds to an average penetration percentage of approximately
0.11 %.
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7 Likely impact of attacks via I0T botnets

The effects that an 10T botnet can have on the grid have been studied before in Huang et al.
(2019), Shekari et al. (2022) and Shekari et al. (2021). In these multiple types of attacks have
been identified. Huang et al. (2019) focuses on the possibility of causing a frequency change
through the use of an 10T botnet. Shekari et al. (2022) focuses on causing a voltage change
in a specific power grid bus. Shekari et al. (2021) focuses on the possibility of manipulating
electricity prices. It should be noted that the impact demand manipulation would have on
power grid operation is highly case specific and generalising the results of demand
manipulation on one grid to another, as will be done in this chapter, carries a lot of

uncertainty.

Attacks aimed at causing frequency imbalance can be done through a single sudden load
change, through two load changes by first increasing the load and then decreasing it once
power generation has been increased to deal with the increased demand or through multiple
load changes with the intent to deprive the system of balancing resources. Since frequency
reserve is the same across the whole grid, a lot of power is needed to cause load shedding or
a blackout. Huang et al. (2019) studied the effect of frequency attacks on a simulation of a
North American regional system with over 5000 buses. In the study, a 1 % increase in
demand did not cause any load shedding. A 10 % demand increase caused 5 % load shedding
but not a grid-wide blackout. First increasing the load by 10 % and then decreasing it by 18
% proved even more effective but was still unable to cause a blackout or cause generator
tripping. Repeating the load increase and decrease cycle can prove yet more effective, but as
load shedding means the controllable load is shed as well and the fact that 5 % load shedding
was enough to counteract a 10 % demand increase, this is unlikely to lead to a complete
blackout. A massive 30 % demand increase and decrease was also attempted. The increase
resulted in 25 % load shedding, but the grid stayed operational. The decrease resulted in 25

% of the system’s generation tripping.

Another option is to target the voltage balance of specific grid nodes. Since voltage balancing
needs to be done locally, less power is needed to cause load shedding or blackout. On the
other hand, the load also needs to be located locally or on nearby grid nodes. Shekari et al.
(2022) determined that, when targeting three neighbouring buses with the most unstable
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voltage, the attacker needs around 0.2 % of the real power within each bus to cause a
cascading failure in the bulk power system with a high rate of success. The test was done on

a standard simulated test power grid, New England power system, with 39 buses.

Attacks causing massive changes in electricity production or consumption would be very
noticeable and thus carry a high risk of discovery. Such approaches would be mostly of
interest to parties seeking to cause harm i.e. nation-state actors and terrorist groups, making
them relatively rare events. A more likely approach in the future is to use such an attack to
manipulate balancing market prices, rather than trying to cause an outage. For this option,
not that much power is needed to cause a price change, as a larger load will simply result in
a larger change in electricity price (Shekari et al. 2021, 1347 - 1349). The attack can be done
virtually unnoticeably if the load change is kept within the ISO’s load estimation error
margins (Shekari et al. 2021, 1346). This could correspond to a 1 — 2 % change in load,
which would still result in decent profits if the price were sensitive to load changes at the
time (Shekari et al. 2021, 1342). The price sensitivity can be estimated from current and
historical price data released by the ISO or other sources (Shekari et al. 2021, 1346). The
load increase could be timed to a time when there is an unexpected reduction in production
capacity, such as natural fluctuation in wind turbine production, while the attacker has a high
balancing bid placed on the balancing market. Timing such an attack using open-source data
would not be particularly difficult. Anyone who participates in the electricity balancing
markets or frequency containments reserve would have a profit motive to engage in this kind
of attack, and many participants have engaged in price manipulation through more mundane
means in the past (Shekari et al. 2021, 1340 - 1341).

A fourth option is simply to deny the use of demand response resources, rather than aiming
to gain full control of the devices. Making a device unresponsive is generally a fair bit easier
than controlling it, as all that is needed for this to happen is to block communication with it.
This could be done simply by doing a DDoS attack on the device or the household router, as
these routers or home appliances typically don’t have the same sort of resistance to these
kinds of attacks that corporations can have. Alternatively, MITM attacks like ARP poisoning
could be used to cut off communication to the device. On its own, this is unlikely to have
much impact, but if used on devices that could not be gained control of it would momentarily
reduce the balancing capacity of the grid. When done simultaneously with one of the attacks

mentioned above, the effect on the grid would be increased.
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Depending on how the devices react to the loss of connection, this could remain unnoticeable
for a while. If the device continues some previous schedule when offline, then the user is
unlikely to notice that something is wrong with loads that the user doesn’t interact with daily.
Loads like heating or EV charging would likely be set on some operating pattern and the
user won’t change that pattern on a daily or even weekly basis. On the other hand, attacking
the home router or devices that the user manages daily would be very noticeable to the users
and thus only be usable if one does not care about being noticed. If the loss of connection
resulted in the device ceasing to operate, this would be much more noticeable. Still, some
systems, such as floor heating with concrete floors, would remain undetected for a day or

two.

Assuming that each smart home would have four direct electric heaters, such as the tested
heater with a rated power draw of 1.5 kW, and an EV charger, with a rated power draw of
11 kW, this would constitute a load of 19 kW. This would mean that, based on the peak
power draw of the Finnish grid, that is 15 105 MW in the winter of 2016 (fingrid), to achieve
a 10 %, 2 % and 0.2 % load you would need to gain access to 79 474, 15 895 and 1 590
households respectively. It should be noted that how the grid responds to different loads is
highly dependent on the reserve capacity and protection mechanisms that the grid has as well
as the momentary operating conditions of the grid. Since none of the above studies was done
on the Finnish power grid the load percentages may not accurately reflect what is needed to
cause the desired outcome on the Finnish grid. The 0.2 % claim should especially be taken
with a grain of salt as this would heavily depend on the current operating conditions of the
grid. It should also be noted that this calculation ignores limitations imposed by the
protective measures of houses’ electrical systems, as a typical household would have a
maximum sustained power draw of 17 kW. 19 kW could be enough to disrupt the power

flow.

Given the penetration percentage of the largest malware so far as well as the number of
infections in Finland discussed in Chapter 6, and the results of the device vulnerability
research done in Chapter 5, it seems very unlikely that a powerful enough botnet could be
formed that it could be used to cause a blackout on the transmission grid through frequency
imbalance. Load shedding is possible but even there the power needed is notable on a grid
utilising modern protections and abiding by the N-1 principle, that is maintaining normal

grid operations in the event of any singular failure. More worrisome is the possibility of
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attacks toward voltage imbalances. Even assuming that the 0.2 % percentage of real power
requirement is too pessimistic, Mirai was able to spread to around 20 000 devices, which
would indicate that around 2 % of the load being infected seems very realistic, significantly
more than the 0.2 % needed by Shekari et al. (2022) to cause a voltage imbalance. In some
locations under fairly normal grid conditions, the local reserves may already be exhausted,
which would make the attack much more likely to succeed. If the balancing resources are
close to exhausted, load shedding through such an attack is almost certainly doable and even
a larger blackout may not be out of the question. Balancing market prices can likely be
influenced even in the very near future, as the load needed is fairly small. However, as the
demand requirements are based on analyses done on US and UK grids rather than with
Finnish network data, a similar impact analysis should be done with Finnish networks to
gain a more accurate understanding of the load change needed to achieve the intended

impact.
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8 Conclusions

The purpose of this thesis was to consider the vulnerability of the electrical grid against a
cyberattack aimed at home automation systems. The goal was achieved. This thesis has
looked at the operation of home automation systems. This was followed by considering the
different attack vectors that can be used against such devices. Then the security of home
automation systems in previous research was examined followed by examining the security
of currently available devices. The historical spread of malware was considered. The results
of the examination of the devices’ security and the historical spread of malware were used
to estimate the possible impacts that this kind off attack could have on the Finnish electrical

grid.

Previous research has found many vulnerabilities in home automation devices. These
vulnerabilities ranged from not using encrypted communications, using unprotected remote
access, and using default ports, among other vulnerabilities. Examination of currently
available devices found some positive surprises as well as some serious vulnerabilities. As
a positive all devices communicated outside the home area network mainly through TLS-
protected channels, with most devices communicating solely through TLS outside the home
network. Common vulnerabilities include man-in-the-middle attacks such as ARP poisoning
or DHCP spoofing, and denial of service via TCP SYN flooding. Improperly implemented
TLS is also common, particularly in supporting outdated ciphers. More serious
implementation flaws include not verifying the certificate at all or not checking the
certificate’s validity. Of the devices examined, five contain serious vulnerabilities: a direct
electric heater and a coffee maker do not verify the certificates, a light bulb is controllable
through plaintext messages without any form of authentication, and a speaker and a Zigbee

gateway support insecure ciphers.

Examination of previous malware spread statistics revealed an estimated penetration
percentage of one in one thousand devices as the maximum spread of the Mirai botnet. In
Finland, this figure rose to around 20 000 infected devices. Other notable malware had a

much more modest spread.

Three possible impact scenarios were identified:
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- attacks aimed at causing outages by targeting the grid frequency,
- attacks aimed at causing outages by targeting the voltage of a particular node and

- attacks aimed at causing a price change in the electricity market through

manipulating loads on the grid.

As the amount of load needed to drive the grid frequency unstable is quite large, when
considering the spread of malware and the vulnerability findings, this particular scenario
does not seem very likely. Causing an imbalance in the voltage seems a far more likely
scenario, though how much load is needed within the node to cause instability depends
greatly on the protection mechanisms, reserve capacity and operating grid conditions. The
option of using load manipulation to impact balancing electricity prices seems very likely as
there is no particular load requirement or operating grid requirements attached. More load
or better grid conditions simply result in a larger change in price. The likelihood of this attack
scenario being utilized is increased by the difficulty of detecting this kind of manipulation if
the attacker keeps the load changes within the expected error margins of grid load predictions

meaning around 1 — 2 %.

There is a lot of research left to do in this area. This thesis only considered a fairly narrow
set of devices for identifying vulnerabilities. Likewise, there were some protocols where
vulnerabilities were untested, due to a lack of appropriate testing equipment or time
limitations. A larger-scale review of 10T devices’ security would help shed more light on the
topic. Another aspect that warrants further study is the impact on the electrical grid through
case studies on simulations of real electrical grids. Currently, there is not much research on

how different grids would react to different attack scenarios.
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