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This thesis focuses on fine-grained image analysis, specifically plankton recognition, uti-
lizing attention-based methodologies. It explores principles of machine learning, Convo-
lutional Neural Network (CNN) architecture, optimization techniques, and strategies to
mitigate overfitting. The study investigates current methods in fine-grained image anal-
ysis, with a particular emphasis on plankton imaging. The main contribution of this
research is the application of an attention-based recognition model, known as the Fea-
ture Fusion Vision Transformer (FFVT), on a Plankton dataset. The FFVT combines the
strengths of feature fusion and vision transformers to capture intricate visual patterns and
attend to informative image regions, enabling accurate species classification. The results
achieved by the FFVT on the Plankton dataset are notably impressive, exhibiting a high
level of accuracy. Specifically, the model attained a weighted average accuracy of 97%
when evaluated on the entire dataset without any exclusion of fine-grained classes. The
thesis concludes with experimental validation of the model and a comprehensive discus-

sion on the findings, along with suggestions for potential future work.
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1 INTRODUCTION

1.1 Background

Plankton, which live in watery environments like oceans, rivers, and lakes, are diverse
creatures. In addition to bacteria and algae, they also include more prominent creatures
such as krill and jellyfish. The plankton plays a crucial role in the global ecosystem, as it
serves as a primary source of sustenance for a number of aquatic animals and contributes
to the biogeochemical cycle of carbon, nitrogen, and phosphorus [1]. All organisms that
float or drift within the water column of freshwater and saltwater habitats are called plank-
ton. The term encompasses both plant-like organisms (phytoplankton) and animal-like

organisms (zooplankton), but in this context, the focus is on phytoplankton (See Fig. 1).

Imaging-based technologies are increasingly used by experts to examine these animals in
their natural habitat. Images of such setups provide an exclusive opportunity to simulate
and understand plankton ecosystems. Consequently, they now have a better understanding
of the prevalence, quantity, and variety of these microscopic organisms in various water
habitats.

To track and comprehend these alterations at suitable time and space dimensions, as well
as to generate data for ecosystem modeling to predict future outcomes, sustained scrutiny
of phytoplankton diversity is necessary [2]. It is, however, difficult to distinguish between
various plankton types, since they are tiny, and their characteristics are indistinguishable

from one another.

Computer vision has been swiftly transformed by deep learning, with its methods achiev-
ing cutting-edge performance in several image classification tasks. The capability of deep
learning models to comprehend intricate representations and hierarchies of characteristics
has been a crucial factor in their success in fine-grained image classification, which is con-
cerned with distinguishing subordinate-level categories such as dog breeds or bird species.
Nonetheless, this task can be challenging due to the substantial intra-class dissimilarity
and low inter-class inconsistency in these datasets. By analyzing the most successful ar-
chitectures, methods, and strategies used to address this difficulty, this thesis examines
the state-of-the-art deep learning techniques for fine-grained image classification. Addi-
tionally, it will examine the limitations and challenges that remain and contemplate future

advancements.



The identi cation of plankton has been systematically automated through the use of com-
puter vision and machine learning techniques. There is, however, a problem with these
techniques because they are often limited in their ability to distinguish between species
that are closely related, referred to as ne-grained recognition. As a result of ne-grained
plankton recognition, it is possible to gain a better understanding of marine ecosystems
and how different plankton species interact with each other. Through the use of computer
vision and machine learning techniques, the purpose of this thesis is to investigate and
improve the ne-grained recognition of plankton using computer vision.

Figure 1. Example images of plankton.

1.2 Obijectives and delimitations

This Master's thesis project focuses on automatic plankton recognition, i.e. identifying
the species of the plankton in the image (see Fig. 1 for sample images). Certain plankton
species, especially those that are taxonomically close to each other, resemble each other
visually which renders the recognition task a ne-grained classi cation problem (see Fig.

2).

The objectives of the project are as follows:

» Review of existing methods for identifying plankton
A study of prevalent strategies for ne-grained recognition and classi cation

» Applying the proposed method to plankton image data and evaluating its perfor-
mance in comparison to the baseline model, which is a shallow CNN based archi-
tecture.
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As there are limited training data sets available for different classes, it is challenging
for the recognition model to learn subtle differences between classes. In addition, only
phytoplankton images collected from the Baltic Sea are considered in this thesis

Figure 2. Fine-grained differences between plankton species. 1a) Amylax triacantha. 1b) Peri-
diniella catenata. 2a) Chlorococcales. 2b) Oocystis. 3a) Cyclotella choctawhatcheeana. 3b)
Thalassiosira levanderi

1.3 Structure of the thesis

The thesis provides an overview of the topic, the importance of plankton recognition, its
applications, and current challenges in the eld. It will outline the speci ¢ objectives and
the scope of the study. In Chapter 2, the fundamentals of machine learning as well as the
architecture of CNNs, their training, optimization, and strategies for preventing over tting
and enhancing generalization have been covered. Chapter 3 is an overview of ne-grained
image analysis is provided in this chapter, along with a discussion of current methods
used in this eld. The various methodologies and challenges involved in the imaging
and recognition of plankton, as well as the speci c methods used in the research have
been discussed in Chapter 4. In Chapter 5, the proposed method for ne-grained plankton
recognition is presented. In Chapter 6, research design and methodology, including data
collection and preprocessing, model selection and training, and evaluation criteria have
been presented. The analyse of the study's ndings, and the interpretation of them in the
context of research questions and future research possibilities have been presented.



11

2 CONVOLUTIONAL NEURAL NETWORK

2.1 Machine learning

Machine Learning (ML) is a division of Arti cial Intelligence (Al) that empowers mecha-
nisms to learn and develop automatically from experience, without explicit programming.
Using ML, models and algorithms can be developed that recognize patterns and attributes
in data and use those insights to make predictions or arrive at decisions. Various types of
machine learning exist, each containing its own set of algorithms and procedures.

ML systems are trained on a set of labeled data, where every input is matched with a cor-
rect output or label in the initial type. As a result of this training data, the system can pre-
dict fresh and unseen data. Some models of supervised learning include linear regression,
logistic regression, and support vector machines [3]. It is not necessary to provide the sys-
tem with labeled information in the unsupervised learning approach. Instead, it must inde-
pendently explore the data to uncover patterns and con gurations. Unsupervised learning
methods include K-means clustering, Principal Component Analysis (PCA), and autoen-
coding. [4]. The Reinforcement Learning (RL) technique involves teaching the system by
interacting with the surrounding and obtaining feedback as rewards or penalties. A rein-
forcement learning algorithm is one that increases the total amount of rewards over time.
Q-learning, State—Action—Reward—State—Action (SARSA), and policy gradient methods
are some examples [5]. Among the most dynamic elds of study in computer science
and engineering, machine learning offers vast opportunities in elds like computer vi-
sion, speech recognition, natural language processing, as well as healthcare, nance, and
autonomous vehicles. [6]

2.2 CNN architecture

As part of the Deep Learning (DL) algorithm, CNN is used for computer vision tasks.
Convolutional networks can be de ned as neural networks that incorporate convolution
in lieu of general matrix multiplication within one or more of their layers [7]. The main
idea behind CNNs is to extract features from the input image by applying convolution and
pooling operations, and then classify the image based on these features [8] (see Fig. 3).
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Figure 3. A simple CNN based architecture for image classi cation. [8]

Convolutional layers

An image's local features can be extracted using the convolution operation:

X X
S(i;j)= (K 1)(i:j) = (i + m;j + n)K(m;n): (1)

K represents the kernel or Iter used for convolution, whileepresents the input image.
Although pooling layers, where it has been introduced later in this chapter, reduces the
spatial dimension of feature ma3((;j )), it assists in reducing computational complex-

ity and over tting. [9]

Activation functions

Activation functions are an important part of Arti cial Neural Networks (ANN) like
CNNs. They help the network create detailed boundaries between different classes or
categories, allowing it to understand complex relationships in the data. Activation func-
tions process the input signal of a neuron, convert it into a nonlinear space, and produce
the output signal, enabling the network to capture non-linear patterns and make more
accurate predictions. A number of activation functions are frequently used, including sig-
moid, tanh, Recti ed Linear Unit (ReLU) [10], Exponential Linear Unit (ELU) [11], and
softmax. Sigmoid is useful in binary classi cation problems as it maps input signal values
to values ranging frond to 1. Tanh has the capability of mapping input signals between
1and1[7]. The ELU activation function is a type of activation function that introduces
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a non-zero negative slope for negative inputs, allowing the network to learn more robust
representations and alleviate the vanishing gradient problem. As a result of its computa-
tional ef ciency, ReLU has become a top preference in recent years, as it leads to faster
training convergence due to its computational ef ciency. In contrast, Softmax is used to

generate probabilities for each class in multiclass classi cation tasks [12]. The equation
of presented activation functions are as follows (See Fig. 4):

sigmoidx) = 1 +1e - (2)
tank(x) = % 3)
ReLU(x) = max(0; x) 4)

( if 0
ELU(X) = X "X 5)

(e¢ 1) otherwise

Pooling layers

In a convolutional network, a layer typically consists of three steps (see Fig. 5 [7]). First,
it conducts multiple parallel convolutions in order to generate a set of linear activations.
The linear activations are then subjected to a nonlinear activation function, such as the
recti ed linear activation function, known as the detector stage. Thirdly, the layer's output
is further modi ed by utilizing a pooling function. As a result of the pooling function, the
output from a network at a particular location is replaced with the summary statistics of
the neighboring networks. By using the max pooling operation [13], the maximum output
within a rectangular region (Fig. 6 [14]) will be displayed. Several widely recognized
pooling techniques are available, including the mean value of rectangular surroundings,
the L2 norm of rectangular neighborhoods, or a weighted mean estimated by the proximity
to the central pixel. [7].
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Figure 4. Some of the activation functions.

Fully-connected layers

There are several main components in a CNN, including Fully Connected (FC) layers,
also known as dense layers. In these layers, every neuron is linked to every neuron in
the previous layer. Each neuron receives input from every neuron in the prior layer and
generates an output that is then passed on to every neuron in the next layer [8]. Inputs
from the convolutional and pooling layers are used as inputs to the fully connected layer,
which provides a set of class scores as an output. A fully connected layer has a propor-
tional number of neurons based on the number of categories in the classi cation problem.
Fully connected layers are commonly activated by the recti ed linear unit (ReLU) [10] or
sigmoid activation functions.

2.3 Training and optimization

A crucial component of CNN development is training and optimization. It is during this
stage that the network acquires knowledge about the interconnections between the inputs
and outputs and enables the model to forecast accurate outputs for new inputs. As a result
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Figure 5. Convolution Network Main Stage [7]

of optimization, the difference between predicted and actual outputs is minimized, which
is usually achieved by optimizing a loss function.

Various optimization algorithms are employed to minimize the loss function, including
Stochastic Gradient Descent (SGD) [15], Adaptive Moment Estimation (Adam) [16], and
Root Mean Square Propagation (RMSProp). These optimization algorithms vary in their
methods of ne-tuning the model weights and biases during the training process. Never-
theless, they all strive to achieve convergence, which occurs when the loss function ceases
to decrease, and the optimal parameters have been obtained. [17]

2.3.1 Loss functions

Loss function plays a key role in assessing the ability of an arti cial neural network to
model the desired output for a given input from the standpoint of an arti cial neural net-
work. Loss functions are used to determine the difference between the network’s output
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Figure 6. Max Pooling and Average Pooling [14]

Figure 7. Fully-conneted layers [8]

and its actual output, also referred to as ground truth. The loss function must be mini-
mized during the training process to maximize the network's performance, which results
in more accurate predictions. [18]

In the domain of deep learning, one can encounter several loss functions that are fre-
quently employed, such as binary cross-entropy loss, Cross-Entropy (CE) loss, and Mean
Squared Error (MSE). The selection of the appropriate loss function depends on the spe-
ci ¢ job requirement and the nature of the result. For example, the MSE loss function is
commonly implemented for regression tasks, whereas the cross-entropy loss function is
generally applied to classi cation tasks. In the upcoming mathematical expressions, CE
and MSE loss functions will be extensively utilized [8]. MSE de ned as follows:
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xXn
MSE= 1" (v ¥ ®)
=1

, Wheren is the total number of data points in the data¥eis actual value of the target
variable for they, data point,?i Is predicted value of the target variable for thedata
point.

Also, CE is: "
CE = Yilog (f (¥):) (7

i=1

, Wherec is total number of classes in the classi cation problérnis actual variable for
theiy, data point, represented as a one-hot encoded vectol an@redicted value of
the target variable.

2.3.2 Gradient descent and backpropagation

The majority of deep learning approaches entail an optimization process. Optimization,
in this context, involves the process of decreasing or increasing a speci ¢ furidtn

by altering the parametet. Conventionally, optimization problems are formulated as
minimizing f (x), but maximization can be achieved using a minimization algorithm by
minimizing f (x) [7]. As mentioned in Section 2.3.1, the function that aimed to be
minimized or maximized is referred to as thass function Lety = f (x) be a real-
valued function, where& andy are both real numbers. The derivative of the function is
denoted byf {x) or g—i The derivativef {x), is the slope of the functioh(x) at point

X. In other words, it speci es how to scale a small modi cation in the input to achieve a
corresponding modi cation in the output, thatfgx + ) f(x)+ f qx).

The derivative of a function can be used to minimize the function because it tells us how
to change the value of to make a slight improvement in the valueyof Speci cally,

for small enough, f (x  sign(f {x))) is less tharf (x). Consequently, The value of

f (x) can be decreased by movirgn small increments in the opposite direction of the
derivative. This technique is calleggadient descentThe algorithm for gradient descent

is given in (See Alg. 1), and further insight can be gained through the accompanying
visual illustration provided in (Fig. 8), which portrays an example scenario. [7]
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Algorithm 1 Gradient Descent
while epoché n_gpochsdo _
0= 0 %p . (h (X(f)) y(f)) _
1= 1 = in;l (h (X(I)) y(')):x(')
end while

Here are the parameters that have been used in the Gradient Descent (GD) algorithm:

* o; 1. These are the parameters of the model that is wanted to be optimized. In
linear regression, they represent the intercept and slope of the line respectively.

e : Thisis the learning rate. It determines the step size during each iteration while
moving towards the minimum. When the learning rate is excessively high, there is
a risk of surpassing the optimal solution. Conversely, if the learning rate is exces-
sively low, a larger number of iterations may be required to achieve convergence
and reach the optimal values.

* m: This is the number of training examples.
» epoch This is the current iteration index.
* n_epochs This is the total number of iterations.

o (h (xM) yy: This is the difference between our model's prediction and the
actual value for thé" training example.

« x andy®: These are the input (feature) and the output (label) foi'theaining
example respectively.

« h (xM): This is the predicted output for the

« i training example. In the case of linear regressioix¥) = o+ 1:x0).

Using backpropagation, neural networks are able to adjust the weights of connections
among neurons. In order to improve its prediction accuracy, the network must calculate
the gradients of the error with respect to the weights and propagate those gradients back-
ward through the network. This process allows the network to learn from its mistakes
and adjust its predictions accordingly. By applying backpropagation, the network is able
to determine how the weights contribute to the overall error, allowing it to update the
weights accordingly and improve its performance. [19]
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Figure 8. Visualization of GD algorithm. [20]

2.3.3 Vanishing and exploding gradients

The vanishing gradients and exploding gradients problems, commonly found in deep neu-
ral networks, occur when the gradients become very small or very large during the training
phase, resulting in dif culties in optimizing the network. The problem arises due to the
existence of multiple layers in deep neural networks and the use of non-linear activation
functions at each layer. In the case of vanishing gradients, the weight updates happen very
slowly due to the extremely small gradients, making it hard for the network to converge
or achieve the minimum error rate within a reasonable time frame. However, when the
gradients are extremely large, the weights are updated too quickly, leading to instability
in the network, causing the network to oscillate or converge to sub-optimal solutions, or
even failure in training [21].

To tackle the issues of vanishing and exploding gradients in deep neural networks, several
solutions have been proposed. These include using weight initialization methods such
as Glorot [21] or He [22] normal initialization, introducing skip connections, and uti-
lizing ReLU activation functions instead of sigmoid or tanh activations. Regularization
techniques such as dropoutlot/L 2 regularization can also be implemented to prevent
vanishing or exploding gradient issues [23].
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In conclusion, the challenges of vanishing and exploding gradients are signi cant in deep
learning, and a variety of techniques have been developed to mitigate these problems.
Therefore, it is crucial to be aware of these issues and to apply the appropriate techniques
to avoid them while training deep neural networks.

2.3.4 Famous CNN architectures

Several CNN architectures have achieved prominence and widespread adoption, includ-
ing LeNet-5 [24], AlexNet [6], VGGNet [25], ResNet [26], and Inception [27]. These
CNN architectures have demonstrated remarkable ef cacy across numerous benchmark
datasets and have made signi cant contributions towards advancing computer vision re-
search. This section aims to provide an overview of selected CNN architectures in order
to give an insight about them.

LeNet-5: LeNet-5 was introduced by Yann LeCun in 1998 and is considered one of
the rst deep learning models applied to image classi cation. The main innovation of
LeNet-5 is its use of multiple convolutional and sub-sampling layers, followed by fully
connected layers. This architecture showed state-of-the-art performance on the MNIST
dataset and paved the way for future CNN models.

AlexNet: AlexNet was introduced by Alex Krizhevsky et al. in 2012 [6] and won the
ImageNet Large Scale Visual Recognition Challenge (ILSVRC) that year. The main in-
novation of AlexNet is its use of ReLU activation functions, which showed better per-
formance compared to traditional activation functions such as sigmoid and tanh. Addi-
tionally, AlexNet introduced the use of dropout regularization, which helps to prevent
over tting in the model.

VGGNet: VGGNetwas introduced by Simonyan and Zisserman in 2014 [25] and showed
remarkable performance on various image classi cation tasks. The main innovation of
VGGNet is its use of very small convolutional Iter8( 3) in multiple consecutive lay-

ers, which helps to capture ne details in the images.

ResNet: ResNetwas introduced by Kaiming He et al. in 2015 [26] and won the ILSVRC
2015 challenge. The main innovation of ResNet is its use of residual connections, which
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allows the model to learn residual functions and enables the model to be much deeper (up
to 152layers) compared to previous models without suffering from the vanishing gradient
problem.

Inception: Inception was introduced by Szegedy et al. in 2014 [27] and is known for its
ef cient use of computational resources while maintaining good performance. The main
innovation of Inception is its use of multiple Iters of different sizes in parallel, allowing
the model to capture information from various scales and perspectives.

These architectures have been widely used and have signi cantly advanced the eld of
computer vision and image classi cation. They have set new benchmarks and inspired
many new models and techniques.

2.4 Preventing over tting and generalization

In the domain of machine learning, the fundamental objectives of utmost signi cance
are to avoid over tting and enhance the generalization performance. Over tting occurs
when the model becomes overly intricate, and it comprehensively ts the training data,
ultimately leading to poor performance on the test data that has not been seen before.
Conversely, generalization pertains to the model's ability to make precise predictions on
new, unprecedented data. To curb over tting, researchers have developed methods such
as adding a penalty term to the loss function, restraining the model size, or halting the
training procedure before completion. Pro ciency in comprehending and implementing
these methods is imperative to create sturdy and precise machine learning models.

2.4.1 Dropout

Dropout [23] is a technique used for regularization in deep neural networks that effectively
reduces over tting and enhances generalization capabilities. This approach involves ran-
domly dropping out or deactivating neurons during the training process. This causes the
network to learn and function using only a subset of its neurons, discouraging it from
relying heavily on any particular neuron. Moreover, dropout makes the network more
robust and less prone to over tting when random noise is added to it.

The implementation of dropout is simple and can be applied to any neural network ar-
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chitecture. During training, a certain fraction of neurons is set to 0, or "dropped out",
with a speci ed probability. During the testing, all neurons are active and the nal output
is obtained by averaging the predictions made by multiple forward passes with different
dropout masks. Dropout has been extensively studied and utilized in the deep learn-
ing community and has demonstrated its effectiveness in improving the performance of
neural networks in various tasks. For example, in VGGNet [25], dropout was found to
enhance the performance of very deep convolutional networks used in image classi ca-
tion. In conclusion, dropout is a simple yet effective regularization technique used in
deep neural networks to reduce over tting and improve generalization. Its straightfor-
ward implementation and positive outcomes have made it popular in the deep learning
community.

2.4.2 Few-shot learning

Few-shot learning is a machine learning task that involves training a model to recognize
new objects with very little training data. In traditional machine learning algorithms,
large amounts of data are required for the model to learn and make accurate predictions.
However, in real-world scenarios, collecting vast amounts of data is not always feasible,
especially for rare or uncommon objects. Here, few-shot learning comes in handy, as it
allows a model to learn from a small number of examples and to make accurate predictions
on new objects. One of the key challenges in few-shot learning is how to generalize the
model's knowledge from the few training examples to new examples with similar features.
To overcome this challenge, researchers have proposed different approaches, including
meta-learning, transfer learning, and memory-augmented neural networks. [28]

Meta-learning algorithms are designed to learn a model that can quickly adapt to new
tasks by training on a variety of tasks. These algorithms aim to learn a general feature
representation that can be ne-tuned for different tasks. Transfer learning, on the other
hand, leverages pre-trained models on large datasets to reduce the amount of data needed
for new tasks. The pre-trained model is ne-tuned on a small number of examples for the
new task, allowing the model to generalize to new examples quickly. Memory-augmented
neural networks [29] are another popular approach in few-shot learning. These models use
an external memory bank to store training examples and retrieve the relevant information
when making predictions on new examples. This allows the model to learn from the few
examples and make accurate predictions without over tting.

In conclusion, few-shot learning is an important area of machine learning that has received
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much attention in recent years. By allowing models to learn from a small number of
examples, few-shot learning opens up new opportunities in scenarios where collecting
large amounts of data is challenging. With the continued advancement of techniques such
as meta-learning, transfer learning, and memory-augmented neural networks, the eld of
few-shot learning is likely to see signi cant progress in the coming years. [28]

2.4.3 Transfer learning

The concept of transfer learning is an essential technique in the eld of machine learning,
where a pre-trained model on a speci ¢ task can be adapted and re ned for another related
task. This approach relies on the fact that a model trained on a massive dataset can serve
as a solid foundation for a correlated problem with a smaller dataset. The application
of transfer learning comes in handy when obtaining a large labeled dataset for a new
task proves to be challenging or expensive. Instead, pre-trained models that have already
undergone training on similar massive datasets can be utilized for the related problem at
hand. [30]

The process of transfer learning can be broken down into two main steps: (1) pre-training
the model on a large dataset for a related problem, and (2) ne-tuning the model on the
new task using a smaller labeled dataset. In the rst step, the model is trained on a large
labeled dataset for a related problem, typically using supervised learning algorithms such
as deep neural networks. This step is critical to ensure that the model learns meaningful
and general representations of the data [30]. The second step involves ne-tuning a pre-
trained model for a new task by using a smaller labeled dataset. During ne-tuning, the
model's nal layer or a portion of it is typically retrained while keeping the remaining
model parameters xed. This enables the model to adjust to the new task while retaining
the knowledge it gained from the pre-training phase. In the nal step, the performance
of the ne-tuned model is evaluated on a validation set to determine whether it is gen-
eralizable to the new task. If the performance is unsatisfactory, additional ne-tuning or
alternative models may be used. [30]

One of the key bene ts of transfer learning is that it can signi cantly reduce the amount
of labeled data required to train a high-performing model for a new task. This is be-
cause the model is already initialized with knowledge learned from a related problem,
and ne-tuning on the new task allows it to quickly learn the task-speci c representa-
tions. Additionally, transfer learning can reduce the amount of computational resources
required to train a model from scratch, as pre-training on a related problem requires much
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less computational power than training a model from scratch on a large dataset.

In conclusion, transfer learning is a powerful technique for training machine learning
models on a new task when labeled data is scarce or expensive to obtain. By leveraging
pretrained models and ne-tuning on a smaller labeled dataset, transfer learning can sig-
ni cantly reduce the amount of labeled data and computational resources required to train
high-performing models for new tasks.
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3 FINE-GRAINED IMAGE ANALYSIS

3.1 Introduction to ne-grained image analysis

The human eye has the natural ability to scrutinize images in detail - humans can differ-
entiate between a dog and a bird, or even identify the speci c breed of a dog, such as a
Siberian Husky or an Alaskan Malamute (refer to Fig. 9). The concept of emerged to
instill the same level of re ned perception into machines. Fine-Grained Image Analysis
(FGIA) methods are employed across multiple domains in both academia and the indus-
try, such as smart retail [31], [32], [33], intelligent transportation [34], [20], automatic
biodiversity monitoring [35], [36], [37], conservation [38], and trade [39]. These have
had a positive impact on various domains.

Figure 9. Fine-Grained vs. Generic Image Analysis [20]

FGIA is a speci ¢ area within the eld of computer vision that emphasizes detecting
minute variations among subcategories within a certain object class. Unlike general ob-
ject identi cation, which mainly deals with recognizing object categories such as cars,
buildings, or dogs, ne-grained recognition is more speci ¢ and aims to identify subcate-
gories like models of cars, breeds of dogs, or different types of buildings [40].

In ne-grained image analysis, the differences between subcategories are often subtle and
can be challenging to detect using traditional computer vision techniques. Therefore, it
requires specialized algorithms and techniques that can accurately distinguish between
subcategories based on subtle visual differences, such as the arrangement of feathers in
different species of birds or the texture and pattern of different types of owers [41].

In ne-grained image analysis, the distinctions among subcategories are frequently intri-
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cate and demand specialized algorithms and techniques that can competently differentiate
among subcategories based on the minuscule visual variations, such as the alignment of
feathers in diverse bird species or the texture and design of various ower types [41].
Conventional computer vision techniques are often inadequate in such scenarios.

The process of FGIA poses a signi cant challenge to computer vision due to its intricate
nature. It necessitates the capability to differentiate between items that share a comparable
outlook with utmost exactitude. One of the primary hurdles that arise during the FGIA

is the high intra-class dissimilarity and low inter-class similarity. The objects belonging

to the same group may vary signi cantly in their shape, size, color, and texture. This
aspect makes it tough for the traditional image recognition approaches to differentiate
between them accurately [42]. Another challenge in ne-grained image analysis is the
limited amount of annotated data. Unlike large-scale image recognition, ne-grained
image analysis usually deals with a small number of classes, each of which contains only
a few hundred to a few thousand images. This makes it dif cult to train deep learning
models effectively, as they require a large amount of training data to avoid over tting. To
address this issue, data augmentation and transfer learning techniques are commonly used
in ne-grained image analysis. [42]

Finally, ne-grained image analysis also requires a high level of attention to detail, as
small differences in shape, texture, and color can signi cantly impact the accuracy of
the recognition system (see Fig. 10 [43]). This makes it important to choose the right
features and use appropriate architectures, such as convolutional neural networks, which
have shown great success in ne-grained image analysis tasks. [42]

3.2 Current methods in ne-grained image analysis

In recent years, there has been growing interest in developing computational methods to
address the challenges of ne-grained image analysis. Zhao et al. [42] have categorized
the techniques as presented hereunder.

3.2.1 Classic image processing

These methods aim to extract ne-grained features from images using algorithms such as
Scale-Invariant Feature Transform (SIFT) [44] and Speeded Up Robust Features (SURF)
[45]. SIFT and SURF are algorithms that identify and describe local features in an image,
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Figure 10. lllustration of the dif culty of ne-grained classi cation: large intra-class variance and
small inter-class variance. [43]

such as corners and edges, in a way that is invariant to changes in scale, orientation, and
illumination. When these features are extracted, classic image processing methods can be
used for tasks such as object recognition and image retrieval.

3.2.2 Part detection and alignment based approaches

The identi cation of speci c parts in Semantic part localization can improve the detailed
categorization by separating minor differences in appearance that are speci c to certain
parts of an object. This is vital for setting a match between different object instances while
not considering changes in the object pose or variations in the camera viewpoint. A lot of
classical methods follow a step-by-step process as shown in Fig. 11. It begins with nding
speci ¢ parts of the object, like the head or torso when classifying types of birds, then
aligning these parts, and lastly, categorizing based on the features taken from these aligned
parts. Part-Based One-vs.-One Features (POOF) [46] uses techniques from data mining to
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learn a group of intermediate features. Each of these features specializes in differentiating
two speci c classes based on the appearance of a certain part. To accurately locate areas
such as faces or eyes of dogs, Liu et al. [47] created models based on examples that
represent both geometric and visual aspects of different dog breeds and their respective
facial parts. A template model was suggested by Yang et al. [48] to recognhize common
geometric patterns in object parts and the co-occurrence statistics of these patterns, and
then pull out features within the aligned co-occurring patterns for detailed recognition.
Both Gavves et al. [49] and Chai et al. [50] segment pictures and align these segments in
an unsupervised way. They use these alignments to move part annotations from training
images to testing images and then draw out features for classifying. In this subsection, we
will discuss detection methods of parts that are based on deep learning.

Figure 11. Framework for parts detection and alignment-based approaches [42]

Part-based Regional Convolutional Neural Network

Recent advancements in deep convolutional features have led to a signi cant improve-
ment in part detectors' ef ciency, which is widely applied in various methods. One such
method is the part-based Regional Convolutional Neural Network (R-CNN) [51], which
builds upon the R-CNN [52] and utilizes bottom-up region proposals to train part detec-
tors through deep convolutional features, as illustrated in Fig. 12. The method aims to
identify objects and their respective parts, along with localizing them based on geometric
priors. Training starts with using a number of region proposals from selective search [53],
and both the detectors for object and part are trained based on deep convolutional fea-
tures. During the time of testing, all suggestions are scored by every detector, and geo-
metric constraints that are non-parametric are used to score the proposals again, picking
the most accurate detections of object and parts. Features of the detected semantic parts
are extracted for performing ne-grained recognition, which leads to a pose-normalized
representation creation, and a classi er is trained for the nal categorization process. [42]

The training phase is carried out using both full object bounding box annotations and pre-
de ned annotations of semantic parts for training several detectors. In the beginning, each
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