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Making quality film-faced plywood is a vital issue for the manufacturer as it decides the
quality of the end product made from this film-faced plywood. Detecting defects on the
applied glue which is used to stick the films to the plywood helps in the quality control
of the final products. Automation of this process decreases the time for plywood board
inspection and hence helps in maintaining the quality of the product. The goal of this
research was to provide a reliable and efficient technique of recognition of the glue-layer
defects on the plywood. State-of-the-art convolutional neural networks and transformer-
based neural networks were chosen as a method for classifying several types of glue-layer
defects on plywood. In this study, four existing convolutional neural network architec-
tures, namely VGG-19, DenseNet, EfficientNet, and ResNet-50, and two transformer-
based architectures namely Swin transformer and Vision Transformer were tested for
glue-layer defect identification. The Swin Transformer model achieved the highest accu-
racy of 88.70% followed by the Vision Transformer model, which achieved an accuracy of
88.17%. The Swin Transformer and Vision transformer models also achieved the lowest

inference time of about 21 and 13 milliseconds respectively.
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1 INTRODUCTION

1.1 Background

The use of glue is required in the manufacturing of film-faced plywood. The film adheres
properly to the plywood, which is ensured by the glue, which also acts as a bonding
agent between them. The strength and durability of plywood are also ensured by the
glue. Plywood properties such as durability, moisture resistance, and appearance can
be improved by applying films to it. Applying films to plywood helps in protecting the
surface from damage, scratches, and stains. They also provide other advantages such
as improving the plywood’s strength, stiffness, and impact resistance. [1] If the glue is
applied incorrectly to the plywood there may be defects in the final product that uses this
plywood. [2] Traditionally, a human expert is used to identify flaws in the application
of glue, making the process difficult and time-consuming. Therefore, there is a need for
an automated screening system. Especially, with the developments of computer vision,

numerous techniques [3—11] have shown promising performances in recognition tasks.

This research aims to develop a computer vision system that can spot glue-free patches
as well as defects on plywood surfaces. Figure 1 [12] provides an illustration of the
input image and the plywood surface’s glue-free portion. The images in Figure 1 were
captured by a computer vision system installed in a sawmill. [12] Other forms of defects
are possible as a result of various circumstances on the production line. For instance, the
veneer’s surface can be dented or cracked, or the glue roller applying the glue might run
out of glue. It is necessary to provide particular classes for various types of defects so
that the Neural Network can classify them. The fastest and most economical technique of

automating product quality verification is believed to be computer vision.

Convolutional neural networks have long dominated computer vision modeling and Con-
volutional Neural Network (CNN) is a popular image classification and object detec-
tion technique. [13] Several innovative backbones for neural networks such as Efficient-
Net [14], Vision Transformer (ViT) [15], and Swin Transformer [16], have shown promis-
ing results in various computer vision tasks. Swin transformer and ViT belong to a wider

category of models known as Transformer-based architectures.

Swin transformer, a recently proposed deep neural network architecture for computer
vision challenges, could replace CNN architectures because it has shown cutting-edge

performance on different benchmarks for computer vision including ImageNet [17] and



COCO [18] surpassing some of the best CNNs such as ResNet-50 [19]. [16]. Due to the
above reasons, Swin Transformer, Vision Transformer, and EfficientNet have the poten-

tial to be used as an alternative to older architectures of CNN.

Figure 1. An example of a gray-scale image of a plywood with a glue-less area. The glue-less
area is highlighted with a green bounding box. [12]

1.2 Objectives and delimitations

The primary goal of this master’s thesis project is to research, test, develop, and com-
pare a neural network with different backbones such as Swin Transformer [16], Vision
Transformer [15], EfficientNet [14], DenseNet [20], and ResNet [19] for use in the im-
plementation of a computer vision system capable of identifying the type of glue-layer
defect. The identification should be performed among the following classes: Crack, Eye,
Low glue, Ok, Ok patch, Pit, Rip, Run out, Scratch detach, Stopped, and Sweep. The
neural network should be robust to overcome challenges regarding intra-class variation
arising due to intra-class variability. Defects from the same class may exhibit significant
variations in appearance. Defects can be of different sizes and shapes within the same
class. The glue layer defects can also be similar in nature or have overlapping character-
istics which can lead to intraclass-ambiguity. An example of each of the classes is shown
in Figure 2. [12]

The objectives of this master’s thesis are as follows:

1. To create an annotated dataset for training and testing computer vision methods for

the glue-less area detection of the wooden plank.

2. To construct and train a neural network with different backbones to detect glue-less

areas of the plywood.

3. To assess the accuracy of various neural network architectures.



Figure 2. Classes of defects: (a) Crack; (b) Eye; (c) Low glue; (d) Ok; (e) Ok patch; (f) Pit; (g)
Rip; (h) Run out; (i) Scracth detach; (j) Stopped; (k) Sweep; [12]

4. To test and optimize the neural network to be fast.

1.3 Structure of the thesis

The remainder of the thesis is structured as follows: The Chapter 2 discusses on the
existing methods for wood defect detection and the advantages of using newer backbone
architectures of the neural networks. Chapter 3 focuses on the chosen CNN models for
Glueless area defection detection. Chapter 4 discusses in detail the transformer-based
neural networks and the difference between chosen transformer-based neural network
architecture. The method’s result analysis can be found in Chapter 5. Chapter 6 discusses
the realized accomplishments as well as potential future challenges. Finally, in Chapter 7,

the conclusions are drawn.



2 COMPUTER VISION FOR DEFECT DETECTION

2.1 Benefits of identifying glue-layer area defects

When manufacturing film-faced plywood, it is critical to identify the glueless area on

plywood for numerous reasons:

1. Quality Control: The existence of glueless patches makes the covering film very fragile
and can have an impact on the final product’s quality. The film should protect the plywood
for example from moisture and wearing. Glue is used to adhere many layers of wood
together in the manufacturing of plywood. If the wood plank contains glueless patches,

the plywood may be less robust or durable, lowering its overall quality. [2]

2. Production efficiency: Identifying glueless areas and understanding the reason for the
glueless patches can aid in the optimization of the manufacturing process. If glueless areas
are found early in the manufacturing process, the problematic boards can be removed
or fixed before producing the final product. Based on the collected data, the mill can
correct the process to decrease the defects. This can also aid in waste reduction and

manufacturing efficiency. [12]

3. Cost Savings: Glue is an expensive material, and using more than is required might
raise production costs. The amount of glue used can be reduced by identifying the areas

where the amount of glue applied is more. [12]

An automated computer vision system can be designed that can efficiently categorize
glueless area defects and thus help in improving production efficiency, quality control,

and saving costs.

2.2 Existing solutions for defect detection

After the innovation of optical systems, automated systems are heavily employed for iden-
tifying faults in wood products. Several papers have put forward automatic recognition
systems in the sawmill industry that employ computer vision. These systems propose
solutions that are utilized for defect detection and classification. Features are gathered
through various technologies such as magnetic resonance systems, X-rays, ultrasound,

spectroscopes, etc. [21] There are various evaluations of existing systems to compare
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their performance based on the approaches employed for defect classification. [22] [23]

Hashim et al. [23] proposed a system that uses computer vision to detect and classify sur-
face issues of timber boards by analyzing the images. Different types of defects, such as
knots, resin pockets, and cracks are identified using a method that utilizes a combination
of color, texture, and shape features. The patterns of texture are captured by creating tex-
ture features that include local binary patterns. The shape and roundness of the defects are
captured by the shape features which include Fourier descriptors and circularity. Further,
a support vector machine classifier is trained using the feature-based approach to identify
the various types of defects. To reduce the dimensionality of the feature space and to im-
prove the efficiency of the system the authors carried out feature selection to recognize the
most important features for classification. Afterward, the authors tested the performance
of the system on a dataset of defective timber board images and evaluated the accuracy.
The results reveal that the suggested system can detect and categorize surface flaws with
a 93.3% overall accuracy. The system is also demonstrated to be resistant to changes in

illumination and image quality.

Ren et al. [22] introduced a generic deep learning-based approach for detecting surface
faults. To learn the related features and be able to classify them, a deep convolutional
neural network (CNN) was done. Defect classification and segmentation were the goals
of this research. This approach can be used for a variety of industrial items for surface

inspecion. [22]

He et al. [24] presented a mixed, fully convolutional neural network Mixed Fully Convolu-
tional Neural Network (Mix-FCN) for automatically detecting the location of wood flaws
and classifying the types of defects from wood surface images. Two types of datasets
(dataset] and dataset2) were used to maximize the limited amount of data obtained and
allow the Mix-FCN to converge quickly during training. During training, the weights
of the filters in front of the Mix-FCN were initialized using the trained VGG16 model.
Dataset 1 was used to learn the weights of the VGG16 net. Dataset 2 was used to train,
validate, and test our model. The network’s performance was good based on the seven as-
sessment metrics of Overall Classification Accuracy (OCA), Pixel Accuracy (PA), mean
intersection over union, detection rate, missing alarm, false alarm rate, and precision. The
model achieved 99.14% OCA and 91.31% PA, while a batch of 50 images took only 0.368

seconds to detect.

Manual feature engineering demands subject knowledge and experience to be able to draw

out required features from data. Because there is a need for instinct and prior knowledge
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required for manual feature engineering, the process can take a long time and is suscepti-
ble to human error. If the data is high dimensional or unstructured then adopting manual
feature engineering will result in poor extraction of features because of the complicated
patterns and relationships in the data. Machine learning algorithms depend on fabricated
features, which may not generalize well to new data. Thus poor quality of features and
diversity of data can hinder the performance of these algorithms. In the case of advanced
feature representations, the performance of machine learning algorithms may also suf-
fer. [25]

2.3 CNN and Transformer Neural Networks

In spite of the fact that convolutional neural networks (CNNs) with backbones such as
DenseNet [20], ResNet [19], and VGG16 [26] are popular in image classification, they
also have some drawbacks. Having a huge number of parameters make them computation-
ally expensive and memory exhaustive. [14] Due to these reasons, training and inference
become challenging and time-consuming for these models. [14] Also, these models are
susceptible to overfitting owing to their complexity, which happens when the model fits
almost perfectly to the training data and cannot generalize on the new data. [14] Although
there exist approaches such as data augmentation and regularization to handle overfitting,
however, it continues to be a subject of concern. Architecture employed by DenseNet can

lead to high memory utilization which may create problems for some applications.

The Swin Transformer’s architecture [16] involves convolution layers along with self-
attention mechanisms that make the architecture innovative. It can capture both local
and global contextual information because of its hierarchical nature. Swin Tranformer’s
architecture consists of two levels, a "Patch merging" stage, and a "transformer backbone"
stage. This technique enables it to quickly process high-resolution images by capturing
local and global contexts. The input images are divided into fixed-size patches in the patch
merging stage, which act as building blocks for further processing. A lower-resolution
representation is produced by a convolution layer which is used by Swin Tranformer. This
is achieved by having a big stride for the convolutional layer. A more effective merging of
the patches is achieved because the model lowers the spatial dimensionality. The output of
the patch merging stage is the input to a transformer backbone. Contrary to conventional
CNNs, Swin Transformer replaces the conventional convolution convolutional layers with
a stack of transformer blocks. These blocks are feed-forward neural networks consisting
of multiple self-attention layers that enable the model to capture both local and global

dependencies successfully. [16] An overview of the Swin Transformer’s architecture is
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represented in Figure 3 [16] .
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Figure 3. The architecture of Swin Transformer (Swin-T). [16]

Long-range dependencies identification is one of the important aspects of Swin Trans-
former’s self-attention mechanism. Since the model is able to pay attention to other
patches within the image, it is able to gather contextual information over a wide range

of spatial distances. [16]

Vision Transformer [15] architecture is based on traditional CNNs except that the con-
volutional layers are replaced with a series of transformer blocks. Transformers were
originally used for natural language processing tasks. Transformers are comprised of
self-attention and feed-forward layers. Global context and long-range dependencies are

captured by applying these transformers to images.

First, the input image is divided into fixed-size patches followed by linear embedding
into a lower-dimensional vector representation. This is referred to as "patch embedding".
Identical to natural language processing models, ViT treats images as a sequence of to-
kens, where fixed-sized patches are the tokens. The information about the spatial layout
of the image is provided by the positional encodings. The positional encodings encode
the relative or absolute position of each token. The transformer backbone is formed by
feeding the patch embeddings along with the positional encodings into a stack of trans-
former blocks. Every transformer block comprises multi-head self-attention layers and
feed-forward neural networks. Modeling of long-range dependencies is possible because
of the ability of the self-attention mechanism which allows the model to catch contextual
relationships among different patches. At the end of the transformer’s backbone, the class
probabilities are mapped from the output’s representation by a classification head. This

head if used for classification tasks, can be a simple linear layer followed by a softmax



13

activation function. The head can also be adapted for other tasks such as object segmen-

tation or image segmentation. [15] An overview of the model is represented in Figure 4.

Vision Transformer (ViT) Transformer Encoder

Transformer Encoder
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Figure 4. The architecture of Vision Transformer. [15]

EfficientNet [14] model architecture maintains a compact size and demonstrates impres-
sive efficiency as well as accuracy. EfficientNet scales uniformly the depth, width, and
resolution of the network with a compound scaling approach. The architecture comprises
three components namely, the base network, compound scaling, and a combination of

depthwise separable convolutions and inverted residuals. [14]

The base networks provide a foundation for scaling and optimization and also a starting
point for the model. It is built upon convolutional neural network architecture such as
ResNet. [19] A compound scaling technique is employed by EfficientNet to uniformly
scale the depth, width, and resolution of the network. A compound coefficient is used
that uniformly scales the number of layers, image resolution, and channel dimensions.
The balance between the components of the network is maintained by the compound
scaling approach. This enables EfficientNet to accomplish optimal use of resources while
maximizing performance. Figure 5 demonstrates the difference between the compound
scaling method and conventional methods. Width scaling, depth scaling, and resolution

scaling only increase one dimension of the network width, depth, and resolution. [14]

For achieving additional efficiency, EfficientNet makes use of depthwise separable con-
volutions and inverted residuals. One way to reduce computational complexity is by re-

ducing the number of parameters and operations needed. The complex dependencies and
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Figure 5. Model Scaling: (a) baseline; (b) width scaling; (c) depth scaling; (d) resolution scaling;
(e) compound scaling. [14]

patterns in the data are preserved by EfficientNet while lowering the computing cost of

the model with the use of depthwise separable convolutions and inverted residuals. [14]

These pre-trained neural networks combined with the most recent backbone designs, such
as Swin Transformer and Vision Transformer, can be used as an alternative way for cat-
egorizing glue layer defects on plywood. Because the pre-trained neural networks are
trained on large-scale datasets, they are able to capture complicated features and patterns

that handcrafted features might not be able to convey reproduce. [14] [15] [16]

Using pre-trained CNNs can reduce the need for manual feature engineering and selec-
tion, saving time and improving system efficiency. Pre-trained models can also be fine-
tuned on a smaller dataset of wood defect images to match the specific aim of defect iden-
tification and classification, further boosting performance. [14] [15] [16]. New backbone
architectures, such as Swin Transformer, Vision Transformer, and EfficientNet, have been

demonstrated to outperform previous models in terms of accuracy and efficiency, making
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them promising candidates for wood defect detection and classification. [14] [15] [16]

The fundamental distinctions between Swin Transformer [16] , Vision Transformer [15],
EfficientNet [14], and some of the older backbones of CNN such as DenseNet [20],
ResNet [19], and VGG16 [26] are discussed below:

Swin Transformer and Vision Transformer use self-attention techniques to discover global
dependencies in input data. These models successfully represent long-term interdepen-
dence by giving various data components distinct weights. For larger image sizes, the
computationally effective self-attention method can be applied by segmenting the data
into smaller pieces. [15] [16] EfficientNet’s compound scaling technique aids in main-
taining a balance between the network’s depth, width, and resolution for effective perfor-
mance on huge datasets. [14] Additionally, Swin Transformer and Vision Transformer’s
self-attention approaches effectively capture global dependencies, which is crucial when
dealing with large and highly complex data. [15] [16] Efficientnet balances the network
for the highest accuracy and computing efficiency by gradually increasing the depth, reso-
lution, and breadth. The depth, resolution, and breadth of the network are increased using
scaling factors. As a result, the model is able to attain more accuracy while using the same
number of parameters and processing resources. [14] The Swin Transformer and Vision
Transformer outperform earlier state-of-the-art models in terms of performance. [16] [15]
EfficientNet has also achieved comparable performance on a number of applications, such
as object identification and classification, thanks to the efficient scaling method and bal-

anced architecture. [14]

Thus, modern backbone architectures like Swin Transformer, Vision Transformer, and
EfficientNet may be able to shorten prediction times while also increasing model preci-
sion. [16] [15] [14] These pre-trained neural networks can be used to detect and classify

glue defects, hence eliminating the requirement for manual feature extraction.



16

3 DEFECT CLASSIFICATION WITH CONVOLUTIONAL
NEURAL NETWORKS

Convolutional neural networks are artificial neural networks that mimic visual cortex
properties in the brain. They are made up of numerous multidimensional layers and are
intended to recognize various kinds of images. Because of the vast amount of weights that
must be taught, a normal fully-connected neural network is insufficient for working with
images as input. [27] Figure 6 depicts a typical CNN architecture composed of convolu-
tional, pooling, and fully linked layers. [28] A CNN is often composed of convolutional
layers, a few fully linked layers, and a mix of pooling layers. Each convolutional layer
uses an array of weighted moveable windows known as kernels or filters to execute a
convolution process. Because nonlinear activation functions are applied to neuron output,

multilayer networks can be used as a universal function approximator. [27]

pooled Fully-connected 1

feature maps pooled  featuremaps  featyre maps
feature maps o
I r i E g
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0000000
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Input

Convolutional Pooling 1 Convolutional
layer 1 layer 2

Pooling 2 ’

Figure 6. The architecture of a CNN. [28]

A CNN’s input layer typically expects a multidimensional input image. The input data
is represented as a three-dimensional matrix with dimensions that include width, height,
and depth (channels). The input layer is usually followed by convolutional layers. Convo-
lution layers are critical in a CNN’s ability to extract meaningful features from incoming
data, for tasks like object detection and image categorization. These layers employ a col-
lection of learnable filters. These filters are square-shaped and operate in a sliding window
method on the input data. The values of the filters are learned during the training phase
so that the convolutional layers can automatically detect different sorts of features such
as forms, edges, and textures from the input data. In CNNs, a subsampling layer also
referred to as the pooling layer, is used after a convolutional layer. In order to achieve

dimensionality reduction, pooling layers are used. They use a sliding window or pooling
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operation to minimize the spatial dimensionality of the input feature maps. The top layers
of a CNN are one or more fully connected layers. Also known as dense layers, these lay-
ers are characterized by every neuron in the layer being connected to every neuron in the
previous layer. These dense layers purpose is to discover relationships from the features

retrieved by preceding layers. [29]

3.1 Transfer learning

CNNs have a lot of layers and parameters, because of the vast amount of layers and pa-
rameters, it takes longer time to train even with the help of graphical processing units.
With the help of Transfer learning the performance of the model is enhanced. Retraining
the model for new tasks while keeping the information learned from the previous train-
ing set is the general notion behind the approach. In classifiers, the classification layer is

changed, and the model is retrained to categorize new classes. [30]

Quite often the idea of transfer learning is most frequently applied to tasks where it is
challenging to gather a large representative set, adequate to train the network with a sig-
nificant number of parameters. When compared to starting from scratch on a large dataset,
this method greatly improves training speed as well as results in faster convergence and

better performance of the model. [30]

3.2 Architectures of convolutional neural networks

In the following subsections, the most recent and cutting-edge CNN designs are discussed.
These architectures improve the accuracy, the training time as well as the inference time

in convolutional neural networks.

3.2.1 Deep Residual Networks

ResNet, a deep residual network design, tackles training issues with deep convolutional
neural networks. One issue with deep convolutional neural networks is the presence of
vanishing or expanding gradients. There are dozens or hundreds of layers in an extremely
deep convolutional network. In a highly deep convolutional network, the gradients prop-

agated back during training can range in size from exceedingly tiny to extremely large,
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which has dozens or hundreds of layers. This could make it more difficult for the neural
network to detect meaningful information. Another issue with deep neural networks is
the degradation problem, which happens as more layers are added to the network. As
network depth increases, training accuracy reaches a plateau and then rapidly degrades.
ResNet addresses these issues with the help of residual learning. [19]

The ResNet authors devised a residual learning technique in which a residual function
which is the difference between the input and predicted output is learned. The difference
between the input and intended output is determined by creating "shortcut connections"
that connect earlier layers to newer layers, shown in Figure 7. [19] The authors demon-
strated that a deeper ResNet architecture, with up to 152 layers, produces cutting-edge
results on a range of picture identification tasks, including the ImageNet [17] dataset.

Figure 8 [19] presents a residual network architecture with 34 parameter layers. [19]

identity

Figure 7. Shortcut connection. [28]

3.2.2 Densely connected convolutional networks

DenseNet’s authors provide a revolutionary deep neural network architecture that tackles
gradient propagation and information flow limitations in deep neural networks. The au-
thors created dense connections, which allow information to travel between layers while
still ensuring gradient propagation. Each layer is connected to every other layer in a feed-
forward fashion, thus feature maps from previous layers are concatenated as inputs to sub-
sequent layers. This enables the network to make use of the collective knowledge of the
previous layers. DenseNet achieves state-of-the-art performance on tasks such as image
classification by using strong feature reuse, enhanced information flow, and compact rep-
resentations compared to other network architectures such as ResNet [19]. Figure 9 [20]

demonstrates dense connections layout. [20]
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Figure 9. Dense connections in DenseNet. [20]

3.2.3 Visual geometry group network (VGG-16 and VGG-19)

A localized and enhanced feature representation was obtained by the authors of VGG-
19 [31] by employing small 3 x 3 receptive filters. A deep convolutional neural network
with many convolutional layers and uniform topology was used by authors to solve the
problem of large-scale image recognition. The authors of VGG-19 [31] extended the ar-
chitecture of VGG16 [26] by increasing the depth to extract more intricate and abstract
features from input data. Through numerous experiments, the authors achieved state-
of.the-art results on image classification tasks by using the VGG-19 [31] model. The
authors illustrated on how to comprehend the concepts of network design and the impor-

tance of deep convolutional networks for image recognition. [31]
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4 DEFECT CLASSIFICATION WITH TRANSFORM-
ERS

The glue patterns and the defects in the plywood images are such that the global and the
local context should be recognized to be able to identify these kinds of defects. This
can be efficiently done by transformer-based neural network models such as Swin-T and
ViT. This chapter discusses the difference between the Swin-T and ViT in terms of the

self-attention method and the architecture of the two models.

4.1 Transformer neural network architecture

Models such as Vision Transformer [15] and Swin Transformer [16] are inspired by the
transformer neural network architecture [32] originally developed in the context of natural
language processing. The distinctiveness of these models is in the self-attention mecha-

nism, patch-based processing, positional encoding, and parallel processing.

The Vision Transformer [15] and Swin Transformer [16] models capture the global con-
text of the image by modeling the relationships between individual pixels or patches
throughout the entire image by self-attention. [15] [16] By breaking the images into
patches and treating them as a sequence of tokens or inputs, these transformer-based
models may scale to bigger sizes efficiently while utilizing the self-attention mecha-
nism. [15] [16] These models make use of positional encoding to aid in distinguish-
ing between various patches and to reason about the spatial relationship within the im-
age. [15] [16] Training is made efficient on modern hardware accelerators such as Graphi-
cal Processing Unit (GPU) and Tensor Processing Unit (TPU) by parallel processing of the

images, where the images are divided into small patches and parallelly processed. [15] [16]

The innovations made and the distinctions between these two models are described in the

following subsections.

4.2 Difference in Vision Transformer and Swin Transformer

Although Swin-T and ViT are both variations of Transformer architecture, there are no-

ticeable differences between them which are discussed below:
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4.2.1 Patch Embedding

Swin Transformer divides the images into non-overlapping patches at various scales us-
ing a hierarchical method, allowing the model to gather data at various granularities. [16]
Whereas the Vision transformer divided the image into fixed-sized patches that are lin-
early projected into a lower-dimensional representation. [15] Figure 10 [16] shows the

difference between the patch embedding process of Swin-T and ViT respectively.
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Figure 10. Patch embedding process. [16]

4.2.2 Self-attention in Vision Transformer

The global self-attention method is used in both the standard transformer architecture [32]
and ViT. [15] The mapping of a query and a set of key-value pairs to an output, where
the query, keys, values, and output are all vectors, is what is referred to by an attention
function. Query (q) represents the current element for which attention is computed, key
(k) represents the element to which attention is being computed and value represents the
values (v) associated with the key elements. Consider an input sequence z € RV*P, the
weighted total of all v values in the sequence is calculated. The attention weights A;; are
determined by the pairwise similarity of two sequence elements as well as their query ¢°
and key k’ representations.(Eq 3) [15]
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[(L k‘,U] = Zquv quv € RDXSDha (1)

T

qk
A = softmax <
Vv Dy

SA(z) = Av 3)

> A e RV (2)

ViT uses the multihead self-attention (MSA) method which is an extension to the self-
attention method, in which k self-attention operations (also known as "heads") are run si-
multaneously and thereafter concatenated results are projected.(Eq 4 [15]) The difference
between attention and self-attention is that the attention mechanism focuses on specific
parts of the input sequence when making predictions whereas multihead self-attention is

applied within the same sequence of elements. [15]
MSA(2) = [SA1(2); SA3(2); ...; SAR(2)]Umsa Unmsa € RFPR*P )

4.2.3 Shifted window-based self-attention in Swin Transformer

Global self-attention, a technique commonly employed in Transformer architecture [32]
and its image classification adaptation ViT [15], determines the relationships between a
token and all other tokens. The global computation’s quadratic complexity in relation
to the number of tokens makes it inadequate for many vision challenges which require
a large number of tokens for dense prediction or to represent a high-resolution image.

Swin-T uses a shifted window-based Self-attention method. [16]

The self-attention is computed within local windows where the windows are arranged
to evenly partition the image in a non-overlapping manner. [16] Assuming that each win-
dow includes M x M patches, the computing complexity of a global MSA module versus

a window-based one on an image consisting of h x w patches are:
Q(MSA) = 4hwC? + 2(hw)*C, 5)

Q(MSA) = 4hwC? + 2M*hwC, (6)

where Eq 5 [16] is quadratic to patch number hw and Eq 6 [16] is linear when M is
fixed. Global self-attention computing is often extensive for huge amounts of hw, whereas
window-based self-attention is scalable. The window-based self-attention module lacks

cross-window connections, limiting its modeling power. Therefore a shifted window par-
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titioning strategy is employed that alternates between two partitioning configurations in
consecutive Swin Transformer block to introduce cross-window connections while pre-
serving fast computation of non-overlapping windows. Figure 11 [16] illustrates two

consecutive swin transformer blocks. [16]
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Figure 11. Two consecutive Swin Transformer Blocks. [16]

As demonstrated in Figure 12 [16], the first module employs a standard window parti-
tioning approach that begins at the top-left pixel, and the 8 x 8 feature map is evenly
partitioned into 2 x 2 windows of size 4 X 4, where M is 4. The following module then
uses a windowing configuration that differs from that of the preceding layer, by shifting
the windows from the regularly partitioned windows by ([ %], % ]) pixels. The shifted
window partitioning strategy is successful in image classification, object detection, and
semantic segmentation because it introduces links between surrounding non-overlapping

windows in the previous layer. [16]

The shifted window partitioning approach results in more windows and some of the win-
dows will be smaller than size M x M. The authors of Swin-T used a more efficient batch
calculation method based on cyclic-shifting toward the top-left direction demonstrated in
Figure 13 [16]. The cyclic-shift maintains the same amount of batched windows as tradi-

tional window partitioning, making it efficient. [16]
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Figure 12. Shifted window approach. [16]
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Figure 13. Efficient batch computing approach. [16]

Self-attention in Swin-T is computed by including a relative position bias B € RM Rl
to each head in computing similarity:
. QK™
Attention(Q, K, V) = Softmax Nz +B)YV, (7

where ), K,V € RM*xd gre the query, key and value matrices; d is the query/key

dimension and M? is the number of patches in a window. [16]

4.2.4 Architecture

ViT typically consists of a single Transformer encoder which does not explicitly take into
account hierarchical structures when processing patch embeddings, as supposed to the
Swin transformer which employs a hierarchical structure composed of multiple stages. In
Swin-T as the network goes deeper, patch merging layers reduces the number of tokens

to create a hierarchical representation. [16] [15]
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5 EXPERIMENTS AND RESULTS

This chapter’s outline is as follows. The data is described. The number of classes and
the number of samples per class is mentioned. The evaluation criteria are described to
measure and compare the performance of the different models. The description of the
experiments is stated where the models are described and results are discussed on the
experiments which are carried out. The results are compared to select the best model in

terms of performance.

5.1 Data

The dataset contains possible defect images detected by the computer vision system.
There are a total of 11 classes of defects. The names of the classes and their corresponding

count of images per class are shown in Table 1.

Table 1. Classes and number of samples per class

Class Samples
Crack 30
Eye 398
Low glue 726
Ok 695
Ok Patch 519
Pit 243
Rip 40
Runout 731
Scratch detach 749
Stopped 210
Sweep 341

5.2 Evaluation Criteria

To compare and evaluate the performance of the different neural networks the following

metrics were used:
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* Accuracy
The basic metric for determining classification correctness is accuracy. It is defined

as

T

where N is the total number of samples, and T is the number of successfully identi-

fied samples.

* Confusion Matrix
A confusion matrix compares the number of correct and wrong predictions per class

generated by the classification model to the actual values in the data.

* The number of parameters of the Neural network
Niotar denotes the total number of parameters in a given model. This is an important

parameter since it affects computation speed.

* The number of trainable parameters of the Neural network
Nirainavie denotes the total number of learnable parameters in a model. This is an

important parameter since it affects the speed of inference.

* The training time of the Neural network
The training time 7; is the entire amount of time spent on model training (in min-

utes).

* The inference or prediction time

The inference time 7 is the time spent in seconds classifying one test sample.

5.3 Description of experiments

The convolutional neural network models namely VGG19, ResNet-50, EfficientNet, and
DenseNet pre-trained on the ImageNet [17] dataset were used, further, they were fine-
tuned to improve the overall accuracy of the models. 20% of the data was used as a test
set, 20% was used as a validation set and 60% of the data was used as a training set. The

CNNs were finetuned by following the below steps:

* The base model was instantiated and pre-trained weights were loaded into it.
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The base model layers were frozen.

A classification head was added which consisted of one global average pooling
layer followed by three dense layers, and three dropout layers following each of
the dense layers. These dense layers are followed by a final prediction layer(dense

layer) with the activation function as softmax. The dropout rate was set to 0.5.

Initially, the model is trained with the base layers frozen for a total of 30 epochs

with a learning rate of 0.0001.

After the initial 30 epochs, when the model has converged on the new data, some
of the top layers from the base model are unfrozen and the entire model is trained

end-to-end with a lower learning rate of 0.00001.

As the depth of each CNN model is different, the number of base layers frozen for the
initial 30 epochs was 10, 50, 100, and 100 for VGG19, ResNet-50, DenseNet, and Effi-

cientNet respectively. In the case of the Vision Transformer and Swin Transformer, the

base model was frozen and only the fully connected layers were trained. Both of the mod-

els were pre-trained on the ImageNet [17] dataset. The Vision transformer used a patch

size of 16 x 16 and for the Swin Transformer, a patch size of 4 x 4 was used. All of the

models employed an augmentation layer which consisted of affine image transformation

such as horizontal flip, vertical flip, shear, and rotation. [33]

The following modifications of this experiment were carried out:

The CNNs were trained without employing any data augmentation layer.
The CNNs were pre-trained with a batch size of 64 instead of 32.

The CNNs were pre-trained without unfreezing any top layers of the pre-trained
model.

The CNNs were pre-trained by not using any dropout layers instead of three dropout

layers in the network.
The learning rate of 1e~3 was used instead of 1e~* for training.

The models were pre-trained with a validation set consisting of 30% of the training

set instead of 20% of the training set.

The CNNs were fine-tuned with the first 15 layers frozen instead of the top 10 layers
unfrozen for the VGGI19 model. Similarly, the first 120 layers were frozen in the
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case of the DenseNet model, and the first 60 layers were frozen for the ResNet-50

model.

* The CNNs were fine-tuned with the first 5 layers frozen instead of the top 10 layers
unfrozen for the VGG19 model. Similarly, the first 90 layers were frozen in the
case of the DenseNet model, and the first 40 layers were frozen for the ResNet-50

model.

* The patch size of 32 x 32 was used for the Vision Transformer instead of 16 x 16.

After removing the augmentation layer, the accuracy of all the models decreased except
EfficientNet. The accuracy was decreased mainly because the glue layer has specific
patterns and those patterns have the same orientation and they do not change. Table 2

compares the accuracy of the CNN models with and without the augmentation layer.

Table 2. Accuracy of the models with and without the augmentation layer.

Model Augmentation layer | Without Augmentation layer
VGG19 87.31% 86.46%
DenseNet 86.67% 85.29%
EfficientNet 21.86% 22.17%
ResNet-50 76.55% 45.63%
Swin-T 88.70% 85.66%
ViT 88.17% 87.85%

The batch size of all the CNN models was changed from 32 to 64. To reduce computa-
tional expenses, the batch size was increased. Increasing the batch size means increasing
the number of samples to work through before changing the model parameters during
each epoch. This also helps to improve the training speed of the networks. It was ob-
served that the performance of the CNN models decreased with batch size 64 except for
the EfficientNet model. The training time had no significant difference for all the models.
Table 3 shows the accuracy of the models with batch sizes 32 and 64 respectively. Table 4

shows the training time of the models with batch sizes 32 and 64 respectively.

The base model was frozen and only the classification head consisting of one average
pooling layer, four dense layers, and three dropout layers were trained. By freezing the
base model the number of trainable parameters was reduced significantly. The results

show that the test accuracy of these models decreased substantially when the base model
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Table 3. Accuracy of the models with batch sizes 32 and 64 respectively.

Model Batch size = 32 | Batch size = 64
VGGI19 87.31% 86.14%
DenseNet 86.67% 86.14%
EfficientNet 21.86% 22.07%
ResNet-50 76.55% 49.57%

Table 4. Training time of the models with batch sizes 32 and 64 respectively.

Model Training Time (Batch size = 32) | Training time (Batch size = 64)
VGGI19 10.72 10.34
DenseNet 11.57 11.47
EfficientNet 11.27 11.12
ResNet-50 10.67 9.12

was frozen. These models were not able to produce better training and test accuracy as
compared to the models trained with some of the layers unfrozen from the base model.
Table 5 below shows the accuracy of the models VGG19, ResNet-50, EfficientNet, and
DenseNet with the first 10, 50, 100, and 100 top layers of the base model frozen respec-

tively, and the accuracy of the models with the base layer frozen.

Table 5. Accuracy of the models with and without freezing the base model layers.

Model Unfreezing some layers from the base model | Freezing the base model
VGG19 87.31% 79.74%
DenseNet 86.67% 84.97%
EfficientNet 21.86% 15.99%
ResNet-50 76.55% 27.28%

The models were trained without any dropout layers implemented in the fully connected
layers. The DenseNet model accuracy stayed the same while the VGG19 and ResNet-50
model accuracy was degraded after the removal of the dropout layers. For the EfficientNet
model, the accuracy increased. Table 6 shows the accuracy of the CNN models with
dropout layers and without any dropout layers implemented in the fully connected layers

in the models.

The learning rate was increased to improve the validation loss of the CNN models. A
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Table 6. Accuracy of the models with and without dropout layers implemented in fully connected

layers.
Model With dropout layers | Without dropout layers
VGG19 87.31% 85.71%
DenseNet 86.67% 86.67%
EfficientNet 21.86% 23.56%
ResNet-50 76.55% 42.22%

4

The accuracy of the DenseNet

higher learning rate was used of le™® instead of le™?.
and EfficientNet models improved significantly after increasing the learning rate whereas
the accuracy was degraded in the case of VGG19, Resnet-50, Swin-T and ViT models.
Table 7 shows the accuracy of the CNN models with learning rate le~* and 1e~2 used in

the training process.

Table 7. Accuracy comparison of the CNN models with learning rate 1le=* and le 2 used in
training.

Model Accuracy with Learning rate = 1le=* | Accuracy with Learning rate = le™3
VGG19 87.31% 86.89%
DenseNet 86.67% 87.63%
EfficientNet 21.86% 29.42%
ResNet-50 76.55% 66.10%
Swin-T 88.70% 47.97%
ViT 88.17% 78.68%

All of the models were trained with a higher percentage of the validation set used from
the training set of images. The validation set used was 30% instead of 20% of the dataset.
Increasing the percentage of the validation dataset resulted in decreased accuracy for all
of the models except the EfficientNet model. Table 8 shows the accuracy of the CNN
models with the validation set as 20% and 30% of the dataset.

The CNNs were fine-tuned with the first 15 layers frozen instead of the first 10 layers
frozen for the VGG19 base model. Similarly, the first 120 layers were frozen in the case
of the DenseNet base model, the first 140 layers were frozen for the EfficientNet base
model and the first 60 layers were frozen for the ResNet-50 base model. After increasing
the number of frozen layers in each model, the accuracy of the DenseNet and EfficientNet

models improved while the accuracy of the VGG19 and ResNet-50 models decreased.
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Table 8. Accuracy comparison of the CNN models with the validation set as 20% and 30% of the
dataset.

Model Accuracy with Validation set = 20% | Accuracy with Validation set = 30%
VGG19 87.31% 85.39%
DenseNet 86.67% 85.82%
EfficientNet 21.86% 22.17%
ResNet-50 76.55% 43.50%
Swin-T 88.70% 88.17%
ViT 88.17% 87.31%

Further tests were carried out to investigate the effects on the accuracy of the models
by increasing the number of frozen base layers. The DenseNet model performed best
when the first 120 layers were kept frozen and EfficientNet achieved the best accuracy
with the first 140 layers frozen. Table 9 shows the comparison of the accuracy with the

modifications stated earlier.

Table 9. Accuracy comparison of the CNN models with an increased number of frozen base
layers.

Model Original | Number of frozen base layers increased
VGGI19 87.31% 84.75%
DenseNet | 86.67% 87.53%
EfficientNet | 21.86% 27.19%
ResNet-50 | 76.55% 46.70%

The CNNs were fine-tuned with the first 5 layers frozen instead of the first 10 layers frozen
for the VGG19 base model. Similarly, the first 90 layers were frozen in the case of the
DenseNet base model, the first 80 layers were frozen in the case of the EfficientNet base
model, and the first 40 layers were frozen for the ResNet-50 base model. The accuracy of
the model improved after making the modifications. Further investigation was carried out
by reducing the number of frozen layers for each of the models, and the model VGG19
showed to have the best accuracy when the first five layers were kept frozen, for the
DenseNet model first 90 layers were frozen, for the EfficientNet model first 80 layers
were frozen, and the first 40 layers for ResNet-50 model produced the best accuracy.

Table 10 shows the comparison of the accuracy with the modifications stated earlier.

The patch size of the Vision Transformer was increased to 32 x 32 to see the effect on the
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Table 10. Accuracy comparison of the CNN models with a decreased number of frozen base
layers.

Model Original | Number of frozen base layers decreased
VGG19 84.43% 88.17%
DenseNet | 86.14% 86.99%
EfficientNet | 21.86% 27.08%
ResNet-50 | 76.55% 81.98%

accuracy of the model. The accuracy of the model decreased to 87.42% from 88.17% after
increasing the patch size. The aforementioned ablation study showed that the VGG19
model can achieve higher accuracy by keeping the first 5 layers frozen for the initial 30
epochs. For the DenseNet model by setting the learning rate set to 1e~ and keeping the
first 120 layers frozen for the initial 30 epochs, the model accuracy was improved. For the
EfficientNet model removing the augmentation layer, keeping batch size 64, keeping the
learning rate 1e~3, keeping the validation set to be 30%, and keeping the first 140 layers
frozen of the base model improved the accuracy. For the ResNet-50 model, improvement
in accuracy is achieved by keeping the first 40 layers frozen for the initial 30 epochs. Thus,
the number of layers frozen greatly affects the accuracy of all of the CNN models. In the
case of transformer-based models having an augmentation layer, keeping the validation
set to be 20% of the training set, with a learning rate set to 1e~* produced the best accuracy

from the ablation study performed.

All datasets including annotations were generated with Python 3.9 [34] programming
language. The CNN architectures were trained with the Tensorflow [35] machine learn-
ing platform. The transformer-based neural networks were trained using Pytorch [36],
a machine-learning-based framework. All experiments were performed with the follow-
ing two computational resources: NVIDIA GeForce RTX 3070 GPU with 8 gigabytes of
memory, AMD Ryzen 7 5800H, and 16 gigabytes of random access memory.

5.4 Results

The best-achieved accuracy, inference time, and training time of the models are presented
in Table 11. In a ratio of 60/20/20, the dataset was divided into training, validation, and
test sets. For the Efficient model, with the ratio of 50/30/20, the dataset was divided into
training, validation, and test sets. The learning rate for all of the models was set to 1e ™%

except for the DenseNet and EfficientNet models which had a learning rate of 1e~3. The
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dropout rate in the dropout layers of CNN models was 0.5. For the ResNet-50 model, the
first 40 layers were frozen for the initial 30 epochs. Similarly, for the DenseNet model,
the first 120, for the EfficientNet model, the first 140, and for the VGG19 model the
first 5 layers were frozen for initial 30 epochs. In terms of accuracy, Swin Transformer
achieved the highest accuracy of 88.70% followed by Vision Transformer which achieved
the highest accuracy of 88.17% accuracy respectively. Also, the inference speed of the
transformer-based models was the lowest among all of the models. All of the CNN mod-
els had quite similar inference times of about 66 to 76 milliseconds whereas the Vision
transformer model had the lowest inference time of about 13 milliseconds and the Swin
transformer model had an inference time of about 21 milliseconds. The training time of
CNN models was lower as compared to transform-based models. The CNN models had a
training time ranging from 10 to 12 minutes whereas the transformer-based models had a

training time of about 19 to 21 minutes.

Table 11. Performance comparison of different models.

Model Accuracy | Inference time (7;) | Training Time (7})
VGG19 85.82% 0.0669 10.72
DenseNet | 88.59% 0.0774 11.57
EfficientNet | 38.91% 0.0778 18.72
ResNet-50 | 80.49% 0.0754 10.67
Swin-T 88.70% 0.0214 20.43
ViT 88.17% 0.0135 19.32

The per-class accuracy of the DenseNet, VGG19, Vision Transformer, and Swin Trans-
former is quite similar. The per-class accuracy of different models is shown in Table 12.

The number of trainable parameters of different models is shown in Table 13.

Comparing the confusion matrices of all the models, the Lowglue, Ok, and Runout classes
are problematic in the VGG19 and DenseNet model predictions. The Lowglue, Ok,
and Runout samples are misclassified by these models. However, the Swin Transformer
and Vision Transformer make fewer misclassifications of the Lowglue, Ok, and Runout
classes. The Ok, Lowglue, and Runout classes have a closer relationship, hence the mis-
classifications can be better understood. The confusion matrices of all six models are

shown in Figures 14-19.



Table 12. Per-class accuracy comparison of different models.

Class VGGI19 | DenseNet | EfficientNet | ResNet-50 | Swin-T | ViT
Crack 100.00 100.00 66.66 0 83.33 | 83.33
Eye 95 92.50 70 97.50 92.50 | 92.50
Low glue 86.20 86.89 39.31 80.68 87.58 | 93.10
Ok 71.01 86.95 0 80.43 86.95 | 86.95
Ok Patch 96.19 95.23 1.90 87.61 95.23 | 91.14
Pit 79.59 81.63 46.93 77.55 79.59 | 79.59
Rip 100 100 62.5 0 87.50 | 87.50
Runout 83.56 88.35 82.87 78.08 91.09 | 88.35
Scratch detach | 89.33 88.66 63.33 84.66 93.33 | 88.66
Stopped 69.04 73.80 0 76.19 69.04 | 66.66
Sweep 97.10 92.75 2.89 66.66 84.05 | 88.40
Table 13. Total and trainable parameters of different models.
Class Total parameters (N;y;) | Trainable parameters (Ny-qinabie)
VGGI19 24,755,275 20,394,251
DenseNet 9,667,147 7,210,059
EfficientNet 6,941,358 6,732,135
Resnet 27,265,931 26,953,099
Swin-T 27,527,813 8459
ViT 21,669,899 4235
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Figure 14. Confusion matrix of Vision Transformer.
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Figure 16. Confusion matrix of VGG19.

120

100

80

60

40

20

38



True label

Confusion matrix

crack 4 6 0 0 [ 0 0 [ 0 0 4
Eye g o o 1 0 0
Lowglue - g 0 o 9 2 0
ok 4 0 2 [ 3 0 4
Ok patch - g 0 0 0 0 0
pit 4 1 2 ¢} 2 2 40 2 0 o 0
Rip o o 0 0 [ 0 0 8 0 0 0
Run out - o 0 9 3 2 0 0 0 o
Scratch detach o 9 1 1 2 1 2 0 4 5
Stopped o 0 0 2 2 0 2 0 0 5 31
sweep - g 2 o 1 1 0 0 1 0 0
s
<& < 5 & & & & 5 &
[} < & & &
& v <& &
P
&
P

Predicted label

Figure 17. Confusion matrix of DenseNet.
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Figure 18. Confusion matrix of EfficientNet.
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Figure 19. Confusion matrix of ResNet-50.
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6 DISCUSSION

6.1 Current study

Most of the available solutions in plywood surface defect inspection have tried the ap-
proach of using convolutional neural networks or manual feature engineering combined
with machine learning methods. According to the research review, although there are con-
volutional neural network-based classification approaches for identifying wood defects,

there have been no studies about using these transformer-based neural networks.

The input dataset was used for training a total of six models: VGG19, DenseNet, Ef-
ficientNet, ResNet-50, Swin Transformer, and Vision Transformer. Table 11 shows the
prediction accuracy of the five models. The proposed transformer-based neural networks
and CNN models achieved similar accuracy except for the ResNet-50 and Efficient model.
The Swin Transformer model achieved the highest accuracy of 88.70% among all of the
models. The Vision Transformer achieved an accuracy of 88.17%. The worst classifica-
tion accuracy was achieved by EfficientNet of 38.91%. One of the reasons the proposed
transformer-based neural networks have a higher accuracy is by using a small patch size
of 4 x 4 in the Swin Transformer network and a 16 x 16 patch size in the Vision Trans-
former network. The higher accuracies imply that the global and local context of the
images is captured well and that helps in making correct classifications. The inference
time or the prediction time is also the lowest for the transformer-based models. The Vi-
sion Transformer model has the lowest inference time of 13.5 milliseconds and the Swin
Transformer model has an inference time of 21.4 milliseconds. All of the CNN models
have inference time in the range of 66 to 75 milliseconds. Table 12 shows the per-class
accuracy of the models, and it can be observed that the DenseNet, Vision Transformer,
and Swin Transformer have similar per-class accuracy. The lowest per-class accuracy is
of the EfficientNet model which is evident from the fact that it has the lowest overall ac-

curacy.

Table 13 shows the total number of parameters of all six models, EfficientNet has the
lowest number of parameters while Swin Transformer has the highest number of param-
eters. However, the transformer-based models have the lowest number of trainable or
learnable parameters. Based on the accuracy as well as inference time, the transformer-
based neural networks achieved the highest accuracy and lowest inference time compared
to all of the other models. By comparing the confusion matrices from Chapter 5 it can be

observed that the problematic classes like Runout and Lowglue are misclassified less by
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the Vision Transformer as well as Swin Transformer.

6.2 Future work

The primary potential goals for future work include increasing accuracy. Accuracy can
be improved by using a larger labeled dataset. The great range of defect sizes and pat-
terns should be considered. The quality of the raw images of plywood is also an im-
portant element. It should be examined how the resolution of the images impacts the
accuracy of identification. The fine-tuning approach for CNNs can similarly be employed
for transformer-based neural networks to improve the accuracy of the model. Finally, a
combined automated surface inspection system capable of detecting and distinguishing
glue-layer defects can be built. These results can reveal which camera parameters and

lighting conditions are best for identifying glue-layer defects accurately.
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7 CONCLUSION

The objectives of the thesis were to create an annotated dataset for training and testing
of the neural network models, to construct and train neural network models, to test the
accuracy of these models, and to optimize the neural networks to be fast. There were two
data-related issues: a small dataset size and a huge discrepancy in the number of samples
per class. In the training of convolutional-based neural networks as well as transformer-
based neural networks, the small dataset problem was tried to solve by employing an
augmentation layer in the network. The huge discrepancy in the number of samples per
class was tried to solve by increasing the number of samples in the dataset by augmenta-
tion techniques, but it degraded the performance of the models. Hence, this approach was

not employed.

Transfer learning and fine-tuning approach were used for the CNN models to decrease
training time while improving classification accuracy. The experimental portion of the
project included a performance comparison of six neural network models: VGG19, Dense-
Net, EfficientNet, ResNet-50, Swin Transformer, and Vision Transformer. The Swin
Transformer model achieved the best accuracy of 88.70%. The Swin Transformer and
Vision Transformer models manage to achieve accuracy with the lowest number of train-
able parameters. The transformer-based models also had the lowest inference time among
all of the models. The CNN models required more effort in tuning the hyperparameters

than the transformer-based models from the ablation study conducted in Chapter 5.
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