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The demand for multi-camera setups has been steadily growing for modern computer vi-
sion applications. This necessitates the need for precise multi-camera calibration, whether
it is for autonomous vehicles, immersive virtual environments, or surveillance networks.
Feature matching plays a crucial role in determining the accuracy of multi-camera cal-
ibration. Feature-based methods, such as SIFT (Scale-Invariant Transform) and SURF
(Speeded-Up Robust Features), are commonly employed to identify and match distinctive
visual features across multiple camera views. These feature-matched correspondences are
useful for establishing the relation between the respective cameras and finding their rela-
tive pose. While such feature-based methods are effective, they fail under certain circum-
stances - large viewpoints or inconsistent scale. This paper attempts to address this chal-
lenge by using semantic segmentation as a pre-processing step. The experiments showed
that using semantic-masked images for the feature-matching process resulted in greater
relevant matches in the same semantic class and reduced erroneous matches between dis-
similar semantic regions. The results demonstrated significant performance improvement

using this approach without compromising on the overall average accuracy.
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1 INTRODUCTION

1.1 Background

Vision sensors, such as cameras, play a critical role in modern robotics. These sensors
allow robots to perceive and understand their environment, enabling them to perform
many tasks such as navigation, object detection, and obstacle avoidance. A wide variety
of robotic systems and applications use cameras as an essential component since they are
affordable and widespread, providing a cost-effective solution for robot perception [1].

As a result of their high resolution and dynamic range, vision sensors can detect small
details and react appropriately to bright and dark environments.

There is an increasing need for the simultaneous employment of multiple vision sen-
sors in applications such as stereo-vision, multi-view reconstruction and autonomous sys-
tems [2]. In comparison with monocular systems, multi-camera systems provide many
advantages, including a larger eld-of-view (FOV), improved accuracy, and robustness,
as well as the ability to capture information from multiple angles. Designing and im-
plementing multi-camera systems is, however, more challenging and complex owing to
the fact that accurate results are achieved only when the cameras are calibrated to work
together.

Camera calibration is an important preliminary task during the deployment of any vision-
based solution [3]. In its absence, the captured images may contain geometric distortion
and colour inaccuracies. Calibration helps determine the camera'’s intrinsic and extrinsic
parameters, which describe the internal properties, and its position and orientation relative
to the world, respectively. In addition to using this data to correct lens distortion and
project image coordinates onto the camera's image plane, it is also used to estimate 3D
locations of objects in the world from their 2D image coordinates. The calibration of
multi-camera calibration involves several steps [4]: intrinsic calibration of each camera,
extrinsic calibration of each camera to a common coordinate system, and synchronizing
the cameras for accurate time-stamping of the captured data.

For instance, the typical calibration of a stereo-camera [5] setup brie y requires:

 Detection of distinct features in the image captured by the rst camera and its sub-
sequent localization in the image captured by the second camera

« Computing pixel difference of detected features in both images to discover the in-



trinsic and extrinsic parameters of the stereo setup.

To solve visual correspondences between feature points in multiple frames, a number

of schemes have been proposed over the years, including the traditional Lucas-Kanade
scheme [6], which focuses on the correspondence of sequential frames, as well as Scale-
Invariant Feature Transform (SIFT), Speeded Up Robust Features (SURF), Features From
Accelerated Segment Test (FAST), Binary Robust Independent Elementary Features (BRIEF]
Oriented FAST and rotated BRIEF (ORB), etc. [7—11] in an attempt to represent local im-

age features surrounding an object of interest. Fig. 1 shows an example of image feature
extraction and matching using some popular feature extractors [12].

According to [13], the naive approach of image-to-image comparison that requires match-
ing each feature of the rstimage to every feature in the second image exhibits quadratic
complexity. This problem can be handled either by optimizing the feature search tech-
niques using KD trees [14] or vocabulary trees [15] or, by reducing the number of key
features considered by elimination of outliers and other uninformative features.

Semantic image segmentation uses the latter approach by introducing an understanding of
the scene that can better determine the good candidate features. Fig. 2 shows an example
comparing the two feature spaces viz., with and without semantic context.

The proposed scheme extends the same approach to multi-camera calibration. Combining
the traditional procedure of feature point extraction and semantic segmentation reduces
the false positive rate (FPR) caused by noise and outliers. This results in a smaller feature
search space which in turn helps compute the extrinsic parameters with greater accuracy.



1.2 Objectives and delimitations

This study explores the feasibility of using semantic features for multi-camera calibration
with limited overlapping FOV. Contrary to the traditional target-based calibration methods
using chessboard [16] or ducial markers [17] for calibration, the proposed approach
relies on the naturally occurring features in its surroundings.

The objectives are as follows:

1. To develop a method for performing targetless multi-camera calibration

2. To compare the accuracy and performance of the relative pose estimation when
semantic segmentation is used as a preliminary step

The proposed scheme assumes that the intrinsic parameters of each camera ar@ known
priori using some well-established technique [18]. Though the project concerns calibra-
tion, it strictly deals with geometric calibration and color calibration is outside the scope
of this work.

1.3 Structure of the thesis

This thesis adheres to a systematic framework that covers the investigation of feature
matching and multi-camera calibration. Chapters 2 and 3 provide an introduction to
single- and multi-camera calibration, semantic segmentation, and the utilization of se-
mantic segmentation in camera calibration. These chapters delve into the fundamentals
of these topics, exploring existing research and limitations, which are crucial for compre-
hending the proposed methodology outlined in Chapter 5. Chapter 6 showcases the im-
plementation of the methodology, discussing the software implementation, dataset char-
acteristics, evaluation metrics, and the analysis of calibration results. The subsequent
chapter critically examines the ndings, emphasizing the strengths and limitations of the
proposed approach. The thesis concludes by summarizing the research contributions and
suggesting future directions for further research.



Figure 1. Feature extraction and matching using SIFT, SURF, and ORB applied to two
frames. [12]
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Figure 2. In the upper image, the initial image features are visible, whereas, in the lower image,
only the features that are predicted to have been matched correctly are shown. Predictions are
omitted from unreliable objects (pedestrians, cars, vegetation), but retained from buildings. [12]
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2 CAMERA CALIBRATION

This section introduces a camera model and provides background on the calibration prob-
lem. Additionally, the distinction between single- and multi-camera setups is shown.

2.1 Pinhole camera Model

Traditional camera models commonly rely on the pinhole model, which features a straight-
forward camera design without a lens. Instead, it includes a small aperture or pinhole,
through which light rays enter and form an inverted representation of the scene, as illus-
trated in Figure 3.

Figure 3. A simple pinhole camera. [19]

As per the pinhole camera model [20], there exists a geometric relationship between the
2D image plane and the 3D Ground Coordinate System (GCS), which is a stationary
coordinate system established through real-world measurements. In this context, the UV-
plane denotes the image plane, while the (XYZ) space represents the GCS. The following
equation establishes a connection between the pixel positiaf) and its corresponding

GCS coordinateéx; y; z):
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wheref, andf, are the focal lengths alongandy axes of the camera, respectively, and
c« andc, represent the image centers of the camera.
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R andT represent the rotation and translation matrices of the camera, respectively.

2.2 Camera calibration problem

Equation 1 can be rewritten using matrix notation as follows [20]:

P = C[RjT]pw (4)

where,p. andp,, denote the camera and world point coordinates, respectively. The task
of camera calibration involves the estimation®@f R, andT. The camera matri is
solely determined by the internal characteristics of the camera, wier@edT de ne its
position and orientation. Therefor€, represents the intrinsic camera parameters, while
R andT are known as the camera’s extrinsic parameters.

Classical methods use known points in objects or calibration patterns to infer these cam-
era parameters. Direct Linear Transformation (DLT) by Abdel-Aziz [21] is perhaps one
of the rst methods that used a set of control points with known coordinates and xed to a
rigid frame. Tsai's proposal [22] of using a calibration pattern to establish the relationship
between the pixel coordinates in an image and the point coordinates in the world is widely
used. It also helps recover the distortion coef cients as part of the intrinsic parameters.
Tsai's method runs linear least-squares minimization over the correspondence points ob-
tained between the calibration target (a chessboard, for example) and the image points.
The resultant parameter estimates are used for the nal non-linear optimization.
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2.3 Lens distortion

The pinhole camera model offers a good foundation for the calibration principle but it
suffers some drawbacks: An inappropriately sized (too large/ too small) pinhole can blur
the images; time-consuming as only a small amount of light from a particular scene hits
the image plane per unit time [23]. The usage of a lens conveniently overcomes the above
drawbacks. A simpli ed pinhole model using a lens is shown in Fig. 4.

Figure 4. A simpli ed pinhole model using a lens.

While lenses capture more light and try to mimic the ideal pinhole camera as much as
possible, they do suffer from the problem of distortion [24]. This is observed when the
straight lines appear as curves in the image. The most common distortions are barrel and
pincushion, as shown in Fig. 5.

Figure 5. The most common lens distortion. Left: Barrel distortion. Right: Pincushion distor-
tion [25]
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2.4 Multi-camera calibration

Multi-camera systems have gained widespread popularity and are thoroughly utilized in
various applications such as surveillance systems [26] [27], sports entertainment [28],
education [29] and consumer technology such as mobile phones [30]. Calibration of
cameras involves determining the relative positions and orientations of multiple cameras
that are arranged in a network or an array. The camera arrangement and FOV play a key
role in multi-camera calibration.

Equation 4 in Section 2.2 represents the camera calibration problem involving the 3D-2D
correspondences, and solving this problem typically produces the result with 6 Degrees of
Freedom (DOF). These consist of 3 orientation (roll, pitch, and yaw) and 3 translation (X,
Y, Z) DOF. On the contrary, multi-camera calibration deals with 2D-2D correspondence
problems which involve nding the transformation between two 2D image coordinates
without considering the 3D world coordinates. Such calibration problem can be solved
by essential matrix estimation [31]. In the absence of any 3D information about the
scene, as in the case of the proposed approach, the multi-camera calibration provides
only 3 orientation DOF. The epipolar geometry used for estimating this essential matrix
is described by the following equation:

p2 inv(K)® E inv(K) pl=0 (5)

Here, pl and p2 are the homogeneous coordinates of the corresponding points in the two
images, K is the camera matrix, and E is the essential matrix.

The multi-camera calibration technique can be broadly classi ed into two categories:
Multi-camera calibration with overlapping FOV [32], and Multi-camera calibration with-
out an overlapping FOV [33]. Each class comprises many creative solutions proposed
over the years which are brie y described below.

Multi-camera calibration with overlapping FOV

Agarwal and Davis [34] utilize the information from occluding contours of spheres to
solve for the intrinsic parameters and location of the spheres. The approach captures
images of the sphere from three or more locations and uses semi-de nite programming.
The algorithm strongly relies on the detection of an ellipse which can be a limiting factor
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when the sphere is near the image centre, assuming an aspect ratio equal to 1. Sturm
and Maybank's approach [35] relies on a speci cally-designed (2D) planar pattern for
calibration.

Multi-camera calibration without an overlapping FOV

Figure 6. Experiment setup used in [36]. Top: indirect view; Bottom: Direct view.

Common multi-camera systems employ overlapping elds of view to record the same
image from numerous angles, allowing for a variety of applications. However, there are
instances in which cameras are positioned so that their elds of vision do not overlap or
collide. In this case, the calibration procedure entails estimating the intrinsic and extrin-
sic parameters of each camera with respect to a common coordinate system. There are
no common characteristics or points visible in all camera perspectives, which makes it
dif cult to determine correspondences between picture points from multiple cameras due
to the lack of overlapping regions.

Lu's approach [37] employs a theodolite coordinate measurement system (TCMS), which
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utilizes a pair of theodolites to achieve global calibration of a grand-scale multi-sensor
vision-based measurement system. The method involves determining the 3D coordinates
of points on a calibration target. Subsequently, the cameras are globally calibrated with
respect to the position of the calibration target, utilizing the transformation matrix be-
tween TCMS and the cameras. The calibration strategy illustrated in Figure 6, proposed
by Lébraly et al. [36], involves using visual markers af xed to the mirror surface, but it
does not involve determining the scene's geometry.

Zhao et al. proposed a calibration method. [38] for non-overlapping cameras using mark-
ers as depicted in Fig. 7, The authors use marker analysis to determine the transformation
between multiple cameras. To do so, markers are positioned on each camera to be cali-
brated (known as target cameras). Images of these target cameras are then taken by other
cameras (known as support cameras) in a way that allows all markers from the target cam-
eras to be seen in the support cameras' eld of view. This method is effective in achieving
accurate camera calibration. A well-spaced camera network offering large resolution can
limit the effectiveness of this method.

Figure 7. Con guration overview. Top: indirect view; Bottom: Direct view. [38]

The CamOdoCal approach [39] introduces an automated method for intrinsic calibration
of generic cameras, as well as extrinsic calibration of a multi-camera rig and odometry.

The camera’s intrinsic parameters are rst estimated with checkerboard patterns, followed
by the unsupervised extrinsic calibration that needs the robot to be driven about momen-
tarily. A later bundle adjustment step optimizes the intrinsic parameters. The algorithm

fails in the event with few 2D-3D correspondences.
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3 SEMANTIC SEGMENTATION

Semantic image segmentation, also known as pixel-level classi cation, involves assign-
ing each pixel to a predetermined category label [40]. The primary objective of seman-
tic segmentation is to re ect the overall scene structure and distribution of different ob-
ject categories within the image. It is a dense prediction in which pixels from the same
classes—regardless of whether they come from various instances of that class—are clus-
tered together. For instance, regardless of their speci c identity or location, all pixels
belonging to a car will be assigned the same label. Semantic segmentation is popularly
used in medical imaging, autonomous driving, and industrial inspection. Another closely
related segmentation technique is instance segmentation or semantic instance segmenta-
tion [40]. It takes semantic segmentation a step further and identi es individual object
instances within an image. It involves not only classifying pixels but also distinguishing
between different instances of the same class. For example, an image with two cars will
be identi ed as cars but they shall be assigned unique labels for individual object-level
analysis.

3.1 Convolutional Neural Networks (CNNSs)

Semantic image segmentation has been studied for two decades prior to deep learn-
ing [41]. Nevertheless, the advent of deep learning models has introduced a new era
of image segmentation, characterized by signi cant enhancements in performance. Fig. 8

shows an example of semantic segmentation using DeepLabV3 [42], a well-known deep

learning model.

Within the deep learning community, convolutional neural networks (CNNs) maintain the
reputation of being the most successful and widely used architectures [42]. CNNs are a
subset of deep neural networks that were developed primarily for the analysis of visual
input, such as images and videos. They achieved state-of-the-art performance in tasks
such as image classi cation, object identi cation, semantic segmentation, etc. Convolu-
tional Neural Networks (CNNs) consist of several key building blocks that contribute to
their effectiveness in analyzing visual data [43]. The core component is the convolutional
layer, which applies learnable Iters or kernels to input data. Through convolution opera-
tions, these lIters slide over the input, computing dot products to capture spatial patterns.
Another essential element is the activation function, typically a non-linear function like
ReLU, which introduces non-linearity and enables the network to model complex rela-
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Figure 8. An example of semantic segmentation. [42]

tionships in the data. Pooling layers are employed to down-sample the spatial dimensions
of feature maps, reducing computational complexity and extracting the most salient fea-
tures. Common pooling operations include average pooling and max pooling. Lastly, fully
connected layers are positioned towards the end of the CNN architecture. They transform
high-level features into a format suitable for classi cation or regression tasks, connecting
each neuron in the previous layer to the neurons in the subsequent layer. Together, these
building blocks empower CNNs to effectively extract and interpret visual information.

Various CNN architectures have been developed, each with its unique characteristics and
contributions to computer vision tasks. LeNet-5 [44], created by Yann LeCun, stands
as one of the earliest CNN architectures. It was speci cally designed for handwritten
digit recognition and includes convolutional layers, pooling layers, and fully connected
layers. Another notable architecture, AlexNet [45], was introduced by Alex Krizhevsky
and gained recognition by winning the ImageNet Large Scale Visual Recognition Chal-
lenge in 2012. AlexNet deepened the network architecture by incorporating more layers
and introducing concepts such as dropout and ReLU activation. VGGNet [46], on the
other hand, achieved high accuracy by utilizing small convolutional Iters (3x3) stacked
together, resulting in a deeper network with either 16 or 19 layers. Lastly, ResNet (Resid-
ual Network) [47]addressed the challenge of training very deep networks by introducing
residual connections. These connections enable the direct ow of gradients, alleviating
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the vanishing gradient problem commonly encountered in deep networks. These diverse
CNN architectures along with many more such as GoogleNet [48] and MobileNet [49]
have greatly contributed to the advancements in computer vision tasks.

Long et al. introduced a fully convolutional neural network (FCN), depicted in Figure 9,
by substituting the fully-connected layers in established CNN architectures like VGG16
and GoogleNet with fully convolutional layers [50]. By incorporating this modi cation,

the model became capable of producing a spatial segmentation map irrespective of the
input size, rather than performing image classi cation. Despite its popularity, FCN was
incompatible with 3D images, failed to consider semantic context, and did not offer real-
time performance.

Figure 9. FCN Segmentation network. [50]

To address the lack of context awareness in FCN, several approaches were introduced
incorporating the Markov Random Fields (MRFs) [51] and Conditional Random Fields
(CRFs). The contextual deep CRFs proposed by Lin et al. [52] explore the "patch-patch”
context between image regions and "patch-background"” to enhance the contextual infor-
mation.

To map data points from an input domain to an output domain, encoder-decoder models
employ a two-stage network. In this network, an encoder function denotedal(x)

wraps the input data into a latent representation, capturing semantic information. Subse-
quently, a decoder function denotedyas g(z) utilizes the latent-space representation

to predict the output [53]. Widely embraced in the medical eld, the U-Net model [54]
consists of two main components: a contracting path that learns contextual information
and a complementary expanding path that enables accurate localization. Predominantly
applied in medical applications, the U-Net model leverages data augmentation techniques
and can effectively operate with limited training data.
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Dilated convolutions (a.k.a. “atrous” convolutions) have gained popularity in recent years
due to their successful real-time segmentation. It is a technique that expands the ker-
nel by adding holes between its consecutive elements. The DeepLab family [55] is a
popular example of this architecture. Fig. 10 illustrates the owchart for DeepLabvl.
DeepLabv?2 [56] improved the performance of vl and addressed the challenge of repre-
senting objects in multiple scales using Atrous Spatial Pyramid Pooling (ASPP).

Figure 10. Deeplabvl owchart. [55]

In recent years, there has been continuous exploration of General Adversarial Networks
(GANSs), which have also found applications in image segmentation. Figure 11 illustrates
an adversarial training approach introduced by Luc et al. [57]. This method includes
creating an adversarial network that can differentiate between the actual segmentation
maps and the ones produced by the convolutional semantic segmentation network. The
outcome is improved accuracy in the segmentation process [58].

3.2 Camera calibration using semantic segmentation

The recent work by Alexander Tsaregorodtsev, et al [59] was found closest to the pro-
posed methodology in this thesis. The approach as shown in Fig. 12 [59] also uses se-
mantic features for extrinsic parameter estimation. It uses an optimization step to match
the visual appearance of the segmented image and LiDAR point-cloud data. Semantic un-
derstanding plays a crucial role in autonomous systems and many similar methods have
been proposed involving the fusion of LIDAR and camera data [60—63]. The work pro-
posed in this thesis fundamentally differentiates itself on the following accounts: multiple
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