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This research examines the barrier to entry and value of using a line-level, deep learning

based software defect prediction tool as part of new application development. It also aims to

increase its value by providing a novel prototype IDE plugin that builds on top of the existing

model by visualizing the model’s predictions in code. As part of the objective to examine the

value of the tool, the potential of combining multiple source projects into a single training set

to improve the performance of the model is tested. The model was found to perform better in

line-level defect prediction in at least one case where two labeled software projects were used

as combined training data, when compared to the models trained on the projects individually

and also to the mean of all single-project-trained models. It was concluded that the tool in

its entirety can be adopted with relatively little effort, and the value that it generates in the

code review task can pay off the initial investment based on the used metrics. Additionally,

finding a sufficiently optimal dataset combination becomesmore valuable the larger the target

codebase.
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Tämä tutkimus tarkastelee rivitasolla ohjelmistovikoja ennustavan syväoppimismallin käyt-

töönoton kynnystä ja sen hyötyä uuden ohjelmiston kehityksessä. Tutkimus pyrkii myös

lisäämään menetelmään hyötyä kehittämällä prototyyppilisäosan ohjelmointiympäristöön,

joka visualisoi mallin ennustuksia koodin yhteydessä. Osana työkalun hyödyn tarkastelua,

usean lähdeprojektin yhdistäminenmallin koulutusdataksi suorituskyvyn parantamiseksi tutk-

itaan. Testin tuloksenamallin suorituskyky rivitason ennustamisessa parani vähintään yhdessä

tapauksessa, jossa kaksi lähdeprojektia yhdistettiin koulutusdataksi, verraten malleihin, jotka

koulutettiin erikseen kyseisillä projekteilla, sekä yksittäisten projektien mallien keskiarvoon.

Lopputuloksena, työkalun pystyi kokonaisuudessaan suhteellisen pienellä työllä ottaa käyt-

töön, ja mittareiden perusteella sen tuottama arvo oli suurempi kuin käyttöönoton vaatima

työ. Lisäksi havaittiin, että riittävän optimaalisen projektiyhdistelmän löytämisen tuottama

hyöty kasvaisi maaliprojektin koodimäärä kasvun myötä.
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SYMBOLS AND ABBREVIATIONS

AUC Area Under Curve

CPDP Cross-Project Defect Prediction

DL Deep Learning
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1 INTRODUCTION

The trend in software quality assurance towards a flexible and lightweight code review where

tool assistance plays a big role has provided developers with another opportunity to enhance

productivity using AI. Current non-AI, static analysis tools such as SonarQube and ESLint

integrate into the continuous and collaborative quality inspection process through e.g., ver-

sion control system integration and Integrated Development Environment (IDE) extensions.

Bridging the gap between the research done on AI line-level defect prediction models and

such front-end implementations could be beneficial for practitioners. Therefore, this thesis

presents a prototype IDE extension for this purpose. Factors such as dataset selection and

the ease with which the model-extension package can be applied to a project are challenges

which this paper focuses on.

During the development of a new software project the adoption of Cross-Project Defect Pre-

diction (CPDP) is logical, as historical data for training a model does not yet exist within

the project. The use of Deep Learning (DL) not only facilitates effective CPDP, as a large

amount of data from different projects can be used to train the model, but DL models allow

feature generation to be automated, lowering the amount of work required to prepare the tar-

get code for prediction. The current state of the art is so called line-level defect prediction,

where a risk score is generated for each individual line of code. The study by Pornprasit and

Tantithamthavorn 2023 provided such a model along with the necessary utilities to replicate

their study, which this thesis uses for examining the process of implementation and as the

starting point for the IDE extension.

An important factor in advancing research in DL is sharing the practical implementation and

datasets used so that future researchers are truly able to stand on the shoulders of proverbial

giants and continue from where others left off (Giray et al. 2023). Practically examining

the implementation process of an existing model while generating any necessary utilities

that may not have been previously included - but are indeed required - help the spread of

information regarding how much work is required before benefits may be reaped in a real

world quality assurance task. Since the performance of an arbitrary DL model in Software
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Defect Prediction (SDP) is greatly dataset dependent, and each unique application of the

approach in the real world requires optimization, this factor is also important to discuss on a

practical level (Pachouly et al. 2022).

The thesis aims to explore whether it is currently feasible and productive to use a deep learn-

ing model for predicting defects in new application code. The steps to prepare the model by

means of training and dataset size optimization, and target software by pre-processing are

documented as part of that objective. As the focus of the thesis is on the practical aspects

of using a model in a real setting, it does not comment at length on its inner workings, but

considers the model largely as a black box. The model’s predictions are analysed to mea-

sure the effectiveness of the model. Together, these two aspects serve to answer the research

questions:

• (RQ1) Can a deep learning model be effectively applied for SDP in new software de-

velopment?

• (RQ2) How effective is the model for CPDP when the training set combination is op-

timized?

As for the artifacts generated in the thesis, to enable others to utilize the scripts and plugin

code, they are available at https://github.com/nibsuoogee/thesis-artifacts.

The literature review chapter goes through relevant advancements in DL on a more general

level and quickly hones in on the particular theory and application in SDP. The thesis chapter

documents the practical application of a model and the functionality and use of the prototype

IDE extension. The results chapter evaluates the performance of the model and the process of

using the model along with the IDE extension in practice. The discussion chapter elaborates

on the results to answer the research questions.
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2 LITERATURE REVIEW

2.1 MACHINE LEARNING IN DEFECT PREDICTION

In the last ten years, research on Machine Learning (ML) techniques for SDP has gained

considerable popularity, and its subset DL has shown even more promise in recent years

(Pachouly et al. 2022). Traditional ML methods have relied on feature and metric extraction

from source code to generate datasets for a classification model. Commonly selected features

are e.g, McCabe and Halstead complexity metrics, which date all the way back to the 1970s

(Cetiner and Sahingoz 2020). Manually extracting such features from source code necessi-

tates an extra step in the process of dataset generation, adds to the number of variables to

choose from and optimize, and DL models cannot even utilize software metrics to their full

extent as an input (Giray et al. 2023). Luckily, the virtue of DL models is that they are able to

automatically generate features from source code, as long as the code is first converted into a

suitable format, such as an abstract syntax tree. A study (Hoang et al. 2019) found that based

on AUC score - the very common evaluation metric in DL - the predictive performance of

DL techniques was just under 14% better than traditional ML ones.

SDP is a highly researched field, and two main branches - Release SDP and Just-in-time-

SDP - have unique use cases for assessing the risk of software defects (Zhao et al. 2023).

JIT-SDP predicts defects in software changes - commits generally - by leveraging a stream of

validation labels (defective or not defective) on prior changes for updating the base of training

data used by the model. On the other hand, Release SDP takes a more holistic approach, by

assessing labeled software artifacts - files and sub-systems - using either prior releases or

releases from entirely different projects as training data. Therefore, during the development

of new software applications Release SDP can theoretically be utilized with less friction, as

the entirety of training data can be external, and activities such as labeling are not necessary

for predictions to be made. However, choosing Release SDP does come with the drawback

of coarser granularity of input, as a far greater portion of the software must be ready before

predictions can be made.
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So called Within-Project Defect Prediction (WPDP) - where training data is generally com-

posed of earlier releases of the same software - still performs far better than its counterpart

CPDP, as the training and testing data in the former are inherently homogeneous (Giray et al.

2023). However, the appeal of CPDP lies in the possibility that far more data may be used

when using external projects, playing to the strength of DL, which demands a very large

training dataset.

Though the results of research and experimentation with DL techniques on the problem of

SDP have displayed their effectiveness on open source datasets, there is still little proof of

efficacy in a commercial setting (Giray et al. 2023). Reasons for this may range from issues

with using commercial data, security, complexity of using DL models and so on. Addition-

ally, a prevalent obstacle for adoption in general is the lack of integration of such models into

development and code review environments.

2.2 LINE-LEVEL DEFECT PREDICTION

2.2.1 Introduction

The value in defect prediction techniques is that practitioners can gain insights into how the

risk of defects is distributed within source code, cutting down time spent on quality assurance

(Pornprasit and Tantithamthavorn 2023). Naturally, the granularity of prediction information

is connected to the impact of the technique, as finer detail leads to fewer lines of code to

inspect. The current state of the art is so called line-level defect prediction, where a risk

score is generated for each individual line of code.

The number of techniques that facilitate line-level defect prediction currently is very limited,

but a study (Pornprasit and Tantithamthavorn 2023) has developed a freely available, exper-

imentational model along with instructions on how to replicate their study. The model uses

a supervised approach, so the datasets used must be labeled before training can occur.

The datasets are each composed of a file-level and line-level dataset (Pornprasit and Tan-

tithamthavorn 2023). In the file-level data, each row is comprised of a path to a file, a true-

false label indicating whether the file has been recognized as defective, and the actual source

code in the file. The line-level data is in turn composed of the subset of the source code lines
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that have been modified after identification as defective, their line numbers, and file path. To-

gether, the two inputs form a single project release, that can be used to train the DeepLineDP

model for either WPDP or CPDP.

2.2.2 Optimization

As discussed earlier, a potential path to improving a CPDP approach is the possibility of using

a large dataset to play to the strength of DL. Due to what is called the bias-variance tradeoff,

fitting a complex model to a small dataset will cause the noise in the data to have a greater

impact on the model, leading to high variance (Mehta et al. 2019). High variance means that

the model will perform significantly worse on unseen data compared to the training data i.e.,

the model is overfit. On a theoretical level, to address the issue of overfitting the model there

two options: choosing a model with fewer parameters, or increasing the amount of training

data. Since this thesis uses the DeepLineDP model with effectively the same parameters and

settings as in the original paper, the complexity of the model is considered constant, so the

only option left to choose is varying the amount of training data used.

less moreless

more

Eout

Ein

Variance

Bias

Data points

Er
ro
r

Figure 1: In-sample (in-training set) and out-of-sample error converging asymptotically on
the model’s bias as the number of data points in the training set increases.

When the model complexity is fixed, increasing the number of data points asymptotically

reduces the difference between the error that themodelmakes on in-sample and out-of-sample
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data, converging on the model’s bias. This means that theoretically a model trained with a

larger training set will yield better predictions on new data (less variance). Figure 1 visualizes

the relationship between in- and out-of-sample error as a function of training set data points.

In practice, a large dataset can be gathered by selecting an arbitrary project whose single

release is composed of a large amount of source code, or by combining multiple releases

from multiple unrelated projects into one dataset.

2.2.3 Applying prediction data

In most software development projects the code review is an integral process for achieving

high software quality and spreading information (Nehéz and Alnor Adam Khleel 2020). Tra-

ditionally, within the code review both manual and automated approaches are widely used,

but AI has provided new options to aid in the task. The manual review approach, where a de-

veloper scans through each line of code has a low initial cost, takes no extra setup time, does

not require historical defect data, and is mostly accurate (Pachouly et al. 2022). However,

the scope of finding defects is limited, and manually inspecting code lines is time consum-

ing. Automated approaches such as static analysis tools which work by rule-based execution

require extra setup time, but take less time to perform the actual analysis task. AI prediction

approaches are not only different in that they predict instead of detecting: their initial cost is

high and they require historical data to function, but can provide a wide diversity of predic-

tions which are also mostly accurate, depending of the qualities of the training data and the

model’s particular implementation.

Adding to the potential value of AI prediction tools in the code review process, a trend to-

wards a more flexible, lightweight, and tool oriented process called modern code review has

emerged (Nehéz and Alnor Adam Khleel 2020). One of the key ideas of the modern code re-

view process involves inspecting smaller snippets of new code as opposed to entire releases,

so the use of JIT-SDP makes more intuitive sense. However, due to the complexity and

scale of real software projects the use of release SDP to evaluate the artifacts continuously

as they are being constructed is useful for conserving software quality assurance resources,

too (Pornprasit and Tantithamthavorn 2023).
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Automation tools such as SonarQube provide integration to GitHub and various version con-

trol systems, and has an IDE extension similarly to ESLint. However, as discussed, the supply

of AI quality assurance tools with IDE and version control systems support is still minimal.

The study whose product was the DeepLineDP experiment surveyed practitioners and found

that the overwhelming majority of practitioners (80.6%) surveyed in the DeepLineDP ex-

periment mentioned inspecting code in a code review in a top-down order that 64% would

consider utilizing a line-level SDP tool if it were publicly available, indicating the demand

for such a solution (Pornprasit and Tantithamthavorn 2023). As part of the survey, partici-

pants were shown an example visualization of defective lines being highlighted in red within

a generic code editor, displaying a proposed use case for the model. Though the idea for

such an interface is proposed, the final form of data that the experiment provides is a csv file

containing attention scores for each line of code in each file of the target release artifact, and

charts and tables that measure the performance of the model against other baseline state of

the art file-level SDP techniques. Thus, the final step towards a line-level SDP tool would

be to develop the front-end in the form of e.g., an IDE extension that takes such csv files as

an input, and highlights high risk lines of code.

9



3 THESIS

This section documents how the DeepLineDP experiment is carried out on a technical level

for the purpose of new application development. It also describes the functionality of the

novel line-level risk visualization IDE plugin developed as part of this thesis. The metrics

used to evaluate the performance of the model to optimize which dataset should be used are

presented as the foundation of the quantitative test. The plugin works as a visualization utility

for the data generated by the DeepLineDP model, so that practitioners may make better use

of the model for code review processes.

3.1 SETTING UP DEEPLINEDP

The DeepLineDPmodel requires a Conda environment with the libraries listed in the yml file

in the project’s GitHub repository. Some of the libraries are only compatible with Linux, so

Windows users may use e.g., WSL 2 with Ubuntu App as a base for the Conda environment.

The experimentation for this thesis is carried out using this approach.

As mentioned previously, the DeepLineDP takes file-level and line-level files for a given

release as input. However, the DeepLineDP experiment files do not provide a script for

generating such files, so a novel solution is provided in the GitHub repository for this thesis

named source_dir_convert.py. The script recursively traverses directories starting with

the same path as the script itself, and generates the file-level and empty line-level csv files.

However, neither of thesewill contain any labeling, so the line-level file, whichwould contain

fixed buggy lines, is empty. The unlabeled nature of the generated input files means that they

are not suitable for use as a training dataset, nor can the eventual prediction be verified solely

with the output data.

The next step is to generate so called preprocessed data files using preprocess_data.py,

which combines the file- and line-level inputs for each release. This must be done for both

the target and training releases.
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Combining datasets is not a feature within theDeepLineDPmodel’s utilities so a python script

for that purpose is provided in the thesis’ repository. Placing individual projects’ datasets in

the same directory as combine_preprocessed_datasets.py and running the python script

generates a new csv file containing the data from all present datasets. The script should be

run three times in separate directories, to generate training, validation and test sets. Once the

three sets are ready, they should be placed in the folder named preprocessed_data, which is

where the model will look for them. To help keep track of different combinations, the training

set file of the combination ’ActiveMQ’ and ’Camel’ could be named ’activemq-camel-train’

or ’actimel-train’ for short.

So that the model recognizes the new datasets, a few variables in the my_util.py script

must be modified. The dictionary all_train_releases should contain the training set,

all_eval_releases should contain the validation and test sets, and all_releases should

contain all three sets. Likewise, a modification must be done to the generate_prediction-

_cross_projects script, where the name of the new dataset as the key and target datasets

as value should be added to the all_eval_rels_cross_projects dictionary.

Next, the Word2Vec model script with the training release as input is used to generate a

unique vocabulary of tokens represented as vectors for the prediction model to use. Before

predictions can be made, the model must be trained. The training script uses the prepro-

cessed training dataset and vector vocabulary to train the DeepLineDP model. Training is

the most time consuming part of the process, averaging 10 minutes on an Intel i5-6600K

CPU @3.50GHz with 16GB of RAM and NVIDIA GTX 1070 with 8GB of VRAM. If the

training process halts due to lack of available memory, taking a trial and error approach in

reducing the ’batch size’ parameter within the train_model.py script until model trains

successfully is likely to fix the issue.

3.2 GENERATING METRICS

To facilitate comparison with the data produced by Pornprasit and Tantithamthavorn 2023 in

the DeepLineDP paper, the metrics used in this paper to evaluate the models are common.

AUC, Balanced Accuracy and MCC focus on the file-level classification task, while Recall,

Effort and IFAmeasure themodel’s ability to rank individual lines of code correctly. The line-
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level metrics are effort aware in that they consider the work that a practitioner performing

code review must do to find actual defective code lines.

To generate the metrics that can be used to evaluate the performance of a given dataset or

dataset combination against a set of target data, the script get_cross-project_metrics.R

is also provided in the thesis repository. The script is essentially a trimmed version of the

DeepLineDP experiment’s results generation R script from their artifact repository, that re-

quires only for the cross-project prediction files to be present in the DeepLineDP directory

structure.

In the optimization section of the literature review chapter the theory that a larger training set

should yield better prediction results is discussed. To test the hypothesis that the theory ap-

plies for combining dataset from different projects into the DeepLineDP model, an empirical

experiment based on the metrics that can be extracted using the metric script.

The results of the experiment should be interpreted as showing whether it is possible to gain

increased performance with any of the non-baseline models not necessarily whether or not

the model trained with the largest dataset is the best. If a hypothetical practitioner is trying

to find the best combination using metrics - which can only be generated if the target set is

labeled - then they will be able to hand pick the best one. Essentially, because the function

to optimize is so complex, finding methods that facilitate the generation of many iterations

that have different characteristics is a more simple and thus practical approach than finding

a rule that definitely leads to a better outcome.

3.2.1 Evaluation metrics

The DeepLineDP model outputs two types of data; it classifies the files of a release as de-

fective or clean and individual code lines are ranked with attention scores from 0 to 1. To

obtain meaningful analysis of the two data types, different measures are used for each. The

binary classification task is evaluated based on a confusion matrix consisting of four possible

results: True Positive, False Positive, False Negative, and True Negative. On the other hand,

the evaluation of code line risk ranking uses a heuristic approach that tries to measure how

much effort a developer must exert to find defective lines. Three measures are used for both

tasks for a combined total of six, to strike a balance between different assessment features.
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The Area Under Curve (AUC) is a commonly used summary indicator for assessing classi-

fication model performance in ML (Bekkar et al. 2013). The curve used to find the AUC is

called the ROC curve, which plots the true positive rate (sensitivity or recall) on the y-axis

and false positive rate on the x-axis at every decision threshold between 0 and 1. One general

interpretation of AUC values suggests that values between 0.5 - 0.6 are poor and 0.9 - 1.0

are excellent. Figure 2 visualizes the AUC curve of a reasonably well performing model.

Summarizing a model’s classification ability with a single indicator that measures overall

performance provides a simple way of comparing different models. The most common way

to calculate the AUC is using the trapezoidal method of geometric linear interpolation, which

the DeepLineDP evaluation script uses too.
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Figure 2: Area Under Curve

TheBalancedAccuracy value of a classificationmodelmeasures the average accuracy of both

positive and negative samples (Bekkar et al. 2013). This means that compared to traditional

accuracy, the metric gives meaningful results on imbalanced data, where the positive group

may be larger than the negative group or vice versa.

BalancedAccuracy =
1

2
(sensitivity + specificity) =

1

2
(

TP

TP + FN
+

TN

TN + FP
)
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The Matthews Correlation Coefficient (MCC) considers all values in the confusion matrix,

and ranges from -1 for the worst prediction and 1 for the best (Bekkar et al. 2013). MCC

values near 0 indicate that the model is equivalent to a random classifier. Due in part to its

ability to mitigate the effects of an imbalanced test set, the MCC is considered as one of the

best metrics by some.

MCC =
FP × TN − FP × FN√

(TP + FP )(TP + FN)(TN + FP )(TN + FN)

The three effort measuring metrics used in DeepLineDP study are Recall@Top20%LOC,

Effort@20%Recall and Initial False Alarms. The recall metric measures accuracy by the

proportion of the truly defective that the model places amongst the 20% highest risk lines

(Pornprasit and Tantithamthavorn 2023). The effort metric measures how many Lines Of

Code (LOC) must be inspected to find 20% of the truly defective lines in the whole project.

Initial False Alarms measures the number of clean LOC that are ranked higher in risk than

the highest ranked truly defective line.

3.3 LINE RISK HIGHLIGHTING IDE PLUGIN

3.3.1 Functionality

Due to the complexity of the utilization process of the DeepLineDP model, reaching a stage

where an IDE plugin can encompass the entire model and provide a relatively concise in-

terface is not considered in this thesis. Instead, an approach that essentially pipes a given

prediction file from the DeepLineDP model into the IDE extension is taken. In spite of this,

the desired result - highlighting high risk code lines in the IDE editor - is still achieved.

The main use case for the IDE plugin is showcased in figures 3 through 5. Before the action

’Choose Prediction File’ can be selected, a prediction file for the currently open target project

should have been generated. To be clear, the root directory of the project that is currently open

in the IDE editor should be the same as the one originally fed into source_dir_convert.py.

Only the file which is currently open in the editor will be temporarily affected by the plugin’s

highlighting feature.
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Figure 3: Extension drop-down menu

If predictions exist, proceeding will open a file selection pop-up, allowing the user to select

a specific prediction for the target project, as seen in figure 4. If different datasets have

been used to train the model, the ’cross-project’ directory will contain the different models,

and each model’s directory will contain predictions for the different target projects, as seen

in figure 4. In the figure, predictions made by the model trained on the 5.0.0 release of

ActiveMQ for six different target releases are displayed. The prompt essentially allows the

user to quickly switch between the predictions of differently trained models.
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Figure 4: Prediction file selection prompt

Figure 5 showcases the plugin’s effect of highlighting the higher risk lines of code rather

accurately. In the figure, the model is trained with the ActiveMQ dataset and the target file

is ResponseConverter.java from the 0.95.2 release of HBase. The ground truth defective

lines are 80-90, 102-103, and 108-109.

16



Figure 5: High risk code lines highlighted

In a given prediction file the attention scores for each code line range from 0 (low risk)

to 1 (high risk) and, in the example, the plugin maps the attention scores linearly to the

transparency of the red highlights for the entire project. However, deciding the rule that is

used to highlight lines with a higher risk score is not trivial, and should be based on the

objective of the reviewer, due to the fact that the model is not perfectly accurate.

3.3.2 Challenges

The line-level metrics used to test the model are calculated by first ordering the lines of code

by the model’s ranking, so that the model’s ability to present truly defective lines sooner to
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a hypothetical code reviewer can be measured. Reviewers in the real world tend to inspect

related method calls and surrounding lines once the defective ones are identified (Pornprasit

and Tantithamthavorn 2023), so the information must be presented along with the original

structure of the code. However, the translation of that information into the unordered, original

structure of code that is seen within the IDE together with the method of line inspection can

either boost or hinder the impact of the entire technique. Thus, the cutoff for highlighting

code lines should be selected so that the amount of effort a reviewer is willing to expend is

taken into account. The impacts of this challenge are explored further in the results chapter

using the test data.

Once the risk level of different lines in a given release have been determined by the model,

and the reviewer has used the plugin to highlight those lines, interacting with the code may

prove difficult. The plugin has access only to themost recent prediction file, so direct changes

to code line order within the IDE after highlighting are not taken into consideration and there-

fore destructively affect the visual representation of the tool, if the highlighting is refreshed.

Figure 6 shows how the plugin highlights the lines that the model has deemed very high-

risk in the MetricQuantile.java file. To illustrate the issue, suppose that a code reviewer

has inspected the surrounding lines and the related method calls and decided to insert two

new lines at the beginning of the ’equals’ method. Refreshing the plugin by closing the file,

reopening it and using the highlight function again causes the wrong lines to show up as

high-risk, as in figure 8. The effect becomes more pronounced as more changes are made at

earlier code lines in a larger file, leading to a larger discrepancy. Importantly, the larger a file

is, the more likely the reviewer is to split reviewing the file into different sessions, causing

inevitable refreshing of the highlights.
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Figure 6: High-risk highlights in their original positions

Figure 7: High-risk highlights shifted correctly following line insertion

Figure 8: High-risk highlights shifted erroneously after plugin refresh
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Fixing the issue of updating the data for which lines to highlight is more involved than it

seems at face value.

Re-computing the predictions after making changes by feeding the partly fixed code through

DeepLineDP again may seem like an option to combat the issue, as it would allow the high-

lights to settle on the dangerous lines again. However, the initial state of line risk ranking

is important to keep constant, so that the reviewer systematically inspects the most danger-

ous lines. Re-computing predictions would cause the reviewer to backtrack, as the ranking

of dangerous lines would change, resulting in slight differences in highlights between each

iteration. If the reviewer had decided to expend a fixed effort of inspecting the top-20%

highest risk lines, this backtracking would obviously increase the effort required to complete

the inspection task. Theoretically, the backtracking loop could repeat indefinitely, unless the

reviewer kept track of previously reviewed lines.

A mechanical, code-based approach could involve using the tokens on each line to identify

each line, instead of the original line number. This way, inserting unique lines between orig-

inal ones would not be highlighted. This approach, however, introduces issues when original

lines are modified, so that they no longer contain all their original tokens, or if newly in-

serted lines contain the same tokens as original ones. In the first situation, the updated line

will not be highlighted, which is somewhat useful, as the code reviewer has processed the

dangerous line. In the second, however, inaccurate duplicated highlighting will occur, which

is problematic, because the same code tokens will have differing risk levels depending on

their locations in code (Pornprasit and Tantithamthavorn 2023).

A potential fix, that stays as true to the functionality that is seen in figure 7 as possible,

but across file refreshes, would be to store the new line numbers of lines that were bumped

by new insertions separately from the project. For example, when the reviewer is ready

to close the file, the relatively high risk score of line 39 in figure 6 would be assigned to

line 41, and all the new pairs would be saved into some format as a separate file. When

MetricQuantile.java is opened in the future, selecting a different option within the plugin

that uses the checkpoint file would allow the reviewer to continue from where they left off.

This method is not implemented and tested in the prototype, but is functional on a theoretical

level, and could be investigated further by future researchers.
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4 RESULTS

The Thesis chapter presented the technical setup of the defect prediction model and line

highlighting plugin, and the methodology behind assessing and optimizing the model based

on specific metrics. This chapter goes into the test that is performed to assess the potential of

combining training datasets to enhance performance in CPDP and the implications of those

results. The usefulness and feasibility of using the tool for the task of code review is explored,

while being supplemented by the empirical data gained from the experiment.

4.1 COMBINING PROJECT DATASETS

4.1.1 Datasets

The defect datasets used in the test are publicly-available line-level datasets that are common

with the DeepLineDP paper, and are provided by Wattanakriengkrai et al. 2022. They are

originally from the open collection of defect prediction datasets from Yatish et al. 2019. 9

software systems from Apache, totalling 32 version releases make up the artifact. In the

experiment, four software projects are used as the training group (ActiveMQ, Camel, Derby

and Groovy) and four are used as the test group (Hbase, JRuby, Lucene andWicket), meaning

one of the original software systems is omitted. The line-level aspect of the datasets stems

from the fact that each LOC is given a ground truth label of true or false, depending on if it

was involved in a bug-fixing commit after the version’s release date.

Different subsets of software systems from the first group are used to train the model multiple

times, and prediction metrics are recorded on each system in the second group. As a baseline

for the analysis, one of the software systems in the first group (ActiveMQ) is used as the

training set. As such, the baseline training set is an uncombined dataset. Ultimately, the

whole first group is used as a combined training set.
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4.1.2 Test results

Table 1 displays the cross-project test results with different training set combinations. By

combining datasets, improvements over the baseline test in both file-level and line-level de-

fect prediction metrics are achieved with certain samples, when taking the average results on

all target projects. Other combinations yield worse performance than the baseline test. The

theory that increasing training set size causes the error of predictions on new data to decrease

asymptotically - as displayed in figure 1 - does not seem to appear definitively in the test.

Almost all file-level metrics in all tests with a combined dataset of two or more individual

projects show an improvement over the baseline. Overall, as small positive trend is present

across the different file-level metrics as the dataset size increases. The line-level metrics are

only superior in one combination of two projects. Combinations with more projects seem to

show similar results that fall below the performance of the baseline test. This indicates that

using multiple projects in the training set may benefit the model’s file-level classification

performance more than that of the line-level ranking task.

Compared to the baseline activemq model, the activemq + groovy model is able to perform

better in two of the three file-level metrics and all three line-level metrics. In terms of file-

level metrics, among target projects the average AUC is 10% greater, MCC is 14% greater,

while Balanced Accuracy remains the same. Out of line-level metrics Recall@Top20%LOC

is 19% greater, Effort@20%Recall is 11% smaller, and Initial False Alarms is 11% smaller.

The level of improvement is similar in comparison to the performance of the groovy-only

model. This means that the combined model shows improvement over the models trained

with each project individually.
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Table 1: (RQ2) The performance of the DeepLineDP model for Cross-Project Defect Predic-
tion with different training set combinations

Training set : activemq (baseline)

Target project

Metric hbase jruby lucene wicket avg.

AUC(↗) 0.63 0.76 0.60 0.72 0.68

Balanced Accuracy(↗) 0.54 0.67 0.54 0.53 0.57

MCC(↗) 0.08 0.11 0.05 0.05 0.07

Recall@20%LOC(↗) 0.29 0.45 0.41 0.55 0.43

Effort@20%Recall(↘) 0.21 0.19 0.20 0.16 0.19

Initial False Alarms(↘) 75 158 42 45 80

Training set : activemq + groovy

Target project

Metric hbase jruby lucene wicket avg.

AUC(↗) 0.67 0.85 0.66 0.82 0.75

Balanced Accuracy(↗) 0.56 0.53 0.55 0.64 0.57

MCC(↗) 0.11 0.04 0.06 0.11 0.08

Recall@20%LOC(↗) 0.57 0.40 0.42 0.64 0.51

Effort@20%Recall(↘) 0.14 0.22 0.19 0.12 0.17

Initial False Alarms(↘) 83 117 50 32 71
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Table 1: (Continued)

Training set : activemq + derby + groovy

Target project

Metric hbase jruby lucene wicket avg.

AUC(↗) 0.59 0.80 0.55 0.65 0.65

Balanced Accuracy(↗) 0.53 0.75 0.54 0.59 0.60

MCC(↗) 0.05 0.17 0.04 0.07 0.08

Recall@20%LOC(↗) 0.24 0.39 0.21 0.59 0.36

Effort@20%Recall(↘) 0.27 0.22 0.25 0.14 0.22

Initial False Alarms(↘) 110 181 63 39 98

Training set : activemq + camel + derby + groovy

Target project

Metric hbase jruby lucene wicket avg.

AUC(↗) 0.65 0.75 0.64 0.77 0.70

Balanced Accuracy(↗) 0.55 0.65 0.55 0.59 0.59

MCC(↗) 0.07 0.10 0.05 0.08 0.08

Recall@20%LOC(↗) 0.32 0.33 0.42 0.54 0.40

Effort@20%Recall(↘) 0.23 0.27 0.18 0.15 0.21

Initial False Alarms(↘) 123 174 42 44 96

Training set : groovy

Target project

Metric hbase jruby lucene wicket avg.

AUC(↗) 0.58 0.72 0.67 0.78 0.69

Balanced Accuracy(↗) 0.50 0.54 0.55 0.56 0.54

MCC(↗) -0.01 0.05 0.06 0.06 0.04

Recall@20%LOC(↗) 0.37 0.42 0.42 0.68 0.47

Effort@20%Recall(↘) 0.21 0.22 0.16 0.12 0.18

Initial False Alarms(↘) 97 172 41 41 88
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Table 1: (Continued)

Training set : activemq + camel

Target project

Metric hbase jruby lucene wicket avg.

AUC(↗) 0.74 0.60 0.61 0.79 0.69

Balanced Accuracy(↗) 0.64 0.49 0.53 0.55 0.55

MCC(↗) 0.24 -0.01 0.05 0.09 0.09

Recall@20%LOC(↗) 0.15 0.13 0.27 0.43 0.25

Effort@20%Recall(↘) 0.29 0.39 0.27 0.17 0.28

Initial False Alarms(↘) 188 326 133 136 196

Training set : activemq + derby

Target project

Metric hbase jruby lucene wicket avg.

AUC(↗) 0.67 0.80 0.71 0.75 0.73

Balanced Accuracy(↗) 0.64 0.71 0.69 0.71 0.69

MCC(↗) 0.16 0.14 0.14 0.15 0.15

Recall@20%LOC(↗) 0.33 0.28 0.33 0.33 0.32

Effort@20%Recall(↘) 0.21 0.26 0.18 0.23 0.22

Initial False Alarms(↘) 116 181 42 74 103

(↗) = Higher values are better. (↘) = Lower values are better.

Better average than baseline

Best average of all

Compared to the findings of the study by Pornprasit and Tantithamthavorn 2023, the best

combination (activemq + Groovy) performs better than the average of single-project-trained

examples in almost all of the metrics, as seen in table 2. In the study, nine projects were used

in total. For each target project the average performance of DeepLineDP’s cross-project

prediction mode, when trained individually on the remaining eight, was included in the aver-

age. The performance data cannot represent an exact comparison, as the averages on target

projects are made up of cases where the model is trained on both the first four projects (train-
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ing subgroup in this thesis) and last five (four of which make up the target subgroup in this

thesis).

Table 2: (RQ2)Mean of single-project trained models and best combined model performance
comparison

Training sets : MoS = Mean of single-project-trained models’ performances, excluding

self (e.g., HBase in first column). Data from Pornprasit and Tantithamthavorn 2023.

A+G = Performance of best combined model (ActiveMQ + Groovy)

Target project

hbase jruby lucene wicket

Metric MoS A+G MoS A+G MoS A+G MoS A+G

AUC(↗) 0.63 0.67 0.68 0.85 0.63 0.66 0.78 0.82

Balanced Accuracy(↗) 0.56 0.56 0.57 0.53 0.54 0.55 0.58 0.64

MCC(↗) 0.08 0.11 0.05 0.04 0.04 0.06 0.08 0.11

Recall@20%LOC(↗) 0.34 0.57 0.36 0.40 0.39 0.42 0.69 0.64

Effort@20%Recall(↘) 0.22 0.14 0.24 0.22 0.19 0.19 0.12 0.12

Initial False Alarms(↘) 136 83 205 117 55 50 42 32

A+G better than AoS

A+G worse than AoS

The table shows that on each of the four target projects, the ActiveMQ + Groovy training

set model performs better in four or more respective metrics, as compared to the mean per-

formance of all single training set models. Two of the single training set models, whose

performances make up part of MoS - ActiveMQ and Groovy - are already broken down in

table 1. The best combined model performed better than both of these to a similar degree.

The comparison to the mean of all single project models serves to provide a more comprehen-

sive picture of the difference in performance that can be gained through combining different

projects and selecting the best. The performance of the best single-project model is not de-

fined, and by extension cannot be compared to, as the DeepLineDP paper does not provide the

26



data of individual models, nor does this thesis exhaustively test single project performances

to find it, or higher order training sets for that matter.

4.2 IMPLICATIONS

4.2.1 Feasibility of using DeepLineDP

During new application development a practitioner wishing to use DeepLineDP and the com-

plementary IDE plugin for highlighting high risk lines of code would be able to make use of

the tools with relatively small effort, considering how successfully the model manages find

truly defective lines, reducing the effort required during code review. The process of setting

up the model’s environment, running scripts to transform the target project into the correct

format, and training the model are straightforward and not excessively time consuming steps.

A factor that complicates the equation is that, similarly to how the use of DeepLineDP in gen-

eral is a tradeoff between setup time spent and code review time saved, optimizing to find

the best dataset combination adds to the setup time and cuts down code review time further.

The important factor is the ratio that can be achieved between these two variables.

For a practitioner wishing to expend the least possible effort inspecting clean lines of code

that have been wrongly ranked as high risk by the model, it is in their best interest to use the

most optimal model. However, the process of finding the optimal dataset combination to use

in the final model will require multiple iterations before a sufficiently meaningful improve-

ment can be seen. The time spent training multiple iterations of the model using different

training set combinations to find the best one can be seen as an investment. Dividends from

the investment are payed during the code review process, where more accurate risk ranking

reduces the time to find the truly defective lines in the target project. The ratio between the

time spent on optimizing the model and the effort saved by accurate ranking of defective

lines multiplied by the average time to inspect a given line could be used to measure the

exact impact of such optimizing.

Based on the test, it is clear that using multiple projects as training data can improve per-

formance in certain cases. The best case in the test shows an improvement of over 10% in

all line-level metrics. For example, the increase in Recall@20%LOC from 0.43 (activemq)

to 0.51 (activemq + groovy) means that 8% more of all the truly defective lines are ranked
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within the top-20% riskiest lines. This means that 8% more of the truly defective lines will

be found given the fixed effort of inspecting the top-20% LOC of the whole project. On the

other hand, the decrease in Effort@20%Recall from 0.19 to 0.17 means that 2% fewer code

lines of the whole project must be inspected before 20% of the truly defective lines are found.

Depending on the number of LOC within the target release, a difference of a few percentage

points of Effort@20%Recall may work out to be a significant amount of work. In a release

of 5k total LOC, a reduction of 2% means saving an effort of 100 LOC. On the other hand,

in a release of 50k a saving of 1k LOC would be made. As the size of the target project’s

codebase grows, the benefit in spending time optimizing the model follows suit as the ratio

becomes more favourable. In reality, one of the many factors that complicate this simple

equation is that code lines may have differing complexity levels, so LOC does not represent

the effort a reviewer expends comprehensively (Pornprasit and Tantithamthavorn 2023).

4.2.2 Practicality of visualizing predictions in code

The IDE plugin provides the user with visual prediction information, where more risky lines

aremore intensely coloured. The visual information helps to direct the practitioner’s attention

towards potentially more hazardous sections of code. As was discussed in the thesis chapter,

how the line-level metrics that are used during the optimization of the model translate into the

use cases provided by the plugin is important for identifying how the code reviewer should

go about using the tool.

Using the line highlighting IDE plugin, if a code reviewer wishes to expend a fixed effort

of e.g., 20% LOC inspection for the whole release, yielding the truly defective lines within

the top-20% predictions (51% of all truly defective lines on average with the activemq +

groovy model), a basic approach would be to highlight all the lines within the top-20% with

the same intensity, as shown in figure 9. This way the reviewer would inspect all of the

highlighted lines and mostly disregard unhighlighted parts of code. The reviewer could then

focus on related method calls and surrounding lines of the code from the ones that are iden-

tified as defective, which is what the majority of respondents to the survey by Pornprasit and

Tantithamthavorn 2023 mentioned doing during code review.
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Figure 9: All lines within the top-20% highest risk highlighted with max intensity

If a code reviewer wishes not to define a fixed amount of effort, but instead to just begin

reviewing from the most dangerous lines, they may use the tool to highlight the lines with

a gradient of colour intensity based on their position in the ranking. Figure 10 illustrates

the effect. This, however, introduces a tradeoff. If a code reviewer is to spend more time

scanning through the files specifically to find the more intensely highlighted lines, the benefit

of dynamic highlighting intensity within the subgroup should yield an equal or greater saving

of time, but that cannot be empirically ensured with the current metrics. The three line-level

metrics used capture the distribution of truly defective lines in the prediction ranking on a

rather general level. For example, Recall@Top20%LOC captures how many truly defective

lines are found within the top-20% but does not comment on how they are distributed inside

that group. Initial False Alarms works on a slightly more granular level, capturing how many

clean lines are found in each file before a truly defective one is shown.
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Figure 10: Lines highlighted with a gradient based on risk level

By interpolation, since the model is able to place truly defective lines into the top-20% with

reasonable accuracy, it fits that it would do a reasonably good job at ordering lines within

that subgroup too. Following that hypothesis it would be fair to highlight e.g., the top-20%

lines in a code review session with intensities of colour based on their ranking within the

subgroup. However, since there is no metric responsible for measuring the distribution, it

may be counter-productive to do so.
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5 DISCUSSION

This chapter ties the findings of the Results chapter into the research questions, discusses

other questions that arose during research, addresses threats to validity, and projects future

objectives and research direction.

The aim of the thesis was to determine whether using an existing deep learning model for

predicting code defects is beneficial as part of the code review process in new application

development. The time spent setting up the model and optimizing the datasets used, and the

time saved during the code review process through code line highlighting in the IDE were

both examined to measure the net benefit. The aims were condensed into the two research

questions:

• (RQ1) Can a deep learning model be effectively applied for SDP in new software de-

velopment?

• (RQ2) How effective is the model for CPDP when the training set combination is op-

timized?

Answering the first question, the results of the model’s performance test combined with the

documented setup process and IDE plugin usage show that such a technique can be applied

during new application development with a reasonable amount of effort to achieve a good

return in the code review task. The novel IDE plugin which highlights code lines based

on the model’s predictions provides the intended value and serves as a functional prototype

for the front-end of DeepLineDP. The plugin plays an important role in translating the data

provided by DeepLineDP into visual information, that can be intuitively incorporated into a

code review task. The proprietary nature of the model and plugin, being centered around the

Java language and IntelliJ IDEA, mean that the exact implementation used to represent the

contents of the thesis are not directly applicable to many real world applications. Yet, the

implications and potential of the contents remain.
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Based on the results of the test, the answer to the second research question is that it is possible

to combine multiple different projects into a single training set to achieve better performance

than the model does when trained with any of the individual projects in certain cases. The

increase in the number of defects that can be foundwith a fixed amount of effort from the code

reviewer, or conversely, the effort that can be saved by choosing to spend time optimizing

the training set combination becomes an increasingly profitable investment as the size of

the target codebase increases. Despite the fact that the experiment does not conclusively

correlate with the theory that prediction error on out-of-sample data decreases, converging

asymptotically on the bias of the model as the training set size increases, it is useful that

some samples did in fact beat the baseline. This means that performance benefits in CPDP

can be achieved by combining labeled source code from different projects, to train a model

that generalizes more effectively on unseen target code.

As for possible threats to the validity of the thesis, the scale of testing does inherently af-

fect the impactfulness of the research. As with machine learning models, usage of little data

means that inferred patterns may merely represent the noise of the particular samples. The

experiment that is carried out to measure the CPDP performance of the model features a rel-

atively small group of training and target projects. Additionally, the possible subsets of the

training group are not tested exhaustively, leaving a gap in the data. Together, these two

factors may have an impact of the conclusions made relating to correlations between e.g.,

dataset size and performance across the selected metrics. Considering the fact that the un-

derlying model in DeepLineDP is a Hierarchical Attention Network (HAN), the finding that

combining two software systems, whose source code structure hierarchies are independent,

can improve performance to begin with is surprising. Investigating why this occurs more

deeply would enhance the value of the research.

A challenge that could be addressed by future researchers is the selection of target projects

to optimize the model on in a more educated fashion. Selecting a more optimal combination

of project releases to form the compound training set is possible when the target project is

labeled, as performance can be compared with file-level and line-level metrics. In the case of

a new software release the newly written code is unlabeled, so a heuristic approach must be

taken. Taking the average scores on multiple labeled target projects from different domains,

as is done in the test, is a straightforward option that yields a good model in the average
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case, but may not lead to the best result for a specific target project. One approach to address

the issue could be to select existing labeled project releases that are similar in domain and

code style. The analogous datasets could then be used as the target projects when finding an

optimal combination of training datasets. This aspect is not further explored in the thesis, but

could be a fruitful direction for future researchers to advance towards.

On a more general level, the thesis attempts to shines a light on the possible implications

of DL for the practical part of software development, now and in the future. Based on the

results it is clear that DL can be adapted to specific programming tasks such as defect predic-

tion in new software development, and achieving a meaningful result with relatively small

resources - as in this thesis - in such a task is possible. Thus, the potential impacts of similar

techniques are impressive if harnessed by larger teams that are willing to spend the resources

e.g., optimizing the underlying models to find those global maxima and further improve the

interface that the end developer will use to interact with the model. As an example, in another

area of software development - code generation - AI techniques have been funded massively,

and implementations such as GitHub Copilot have shown great success and promise in their

respective tasks. The study by Peng et al. 2023 found that a group equipped with GitHub

Copilot were able to implement an HTTP server using JavaScript over 55% faster than a

control group without access. The study also found that less experienced programmers ben-

efited more from using the generative AI tool, indicating the potential of such tools for not

only lowering the barrier of entry within software development careers, but empowering all

developers and therefore enhancing the capability of the industry as a whole.
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6 SUMMARY

Due to their recent success, AI approaches for software development have become greatly

sought after, and some tasks such as code generation have received more attention when

compared to other important tasks such as defect prediction. Within defect prediction, the

supply of tools that integrate into the developer experience as successfully as current non-AI

tools, or AI code generation tools for that matter, is very limited, so steps should be taken

towards solutions which provide value during the SDLC, and have an interface that facilitates

this objective. DeepLineDP was chosen as the particular DL model to inspect, as it provided

the required use case within application development for the research questions while making

use of AI, was open to use for researchers, and the creators had provided good documentation

and the necessary artifacts. The aim was to measure the practical value that a modern AI

technique can bring in a task within software development where it is underutilized.

In the case of DeepLineDP and the prototype IDE extension for highlighting high risk lines

of code, the research found that generating value using the tool in new software development

could be done with a relatively small amount of effort. To further explore the impact of the

DL technique, the use of multiple software projects as combined training data was tested.

Based on the theory that more data points should yield better generalization in the DL model,

the model was trained with different combinations of 1-4 different labeled software projects

and performance was measured. The sample size in the experiment was small, and a clear

trend that would match the theory was not detected. However, one model that was trained on

two software projects outperformed both the models trained with the projects individually,

as well as the mean of single project models.

The research suggests that arbitrary code development tasks can be shaped to accommodate

an AI approach, such that an improvement is seen over traditional processes. To that end,

not only is the accuracy of the model important, but the interface that developers interact

with can be as detrimental. On a more general scale, the research reinforces the notion that

the accessibility of software development careers and the abilities of the industry are being

enhanced by AI, and will do so even more in the future.
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