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Measuring recommender system performance has focused on accuracy for decades.
Recently, recommendation diversity has appeared as an interesting research topic alongside
accuracy. The purpose of this thesis is to compare the diversity and accuracy-diversity
trade-off of different model-based collaborative filtering recommender algorithms from the

perspective of movie recommender systems.

SVD, NMF and co-clustering algorithms were evaluated and compared with different
accuracy and diversity metrics. A recently proposed accuracy-diversity trade-off metric is
used to further analyse the balance between accuracy and diversity. SVD algorithm
emerged as the leading algorithm in multiple metrics, including the trade-off metric. While
the other two algorithms might provide better diversity, the increased diversity was not

enough to justify the decreased accuracy.
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Suosittelujéarjestelmien suorituskyvyn mittaamisessa on vuosikymmenid keskitytty tark-
kuuteen. Viime aikoina suositusten monimuotoisuus on noussut mielenkiintoiseksi
tutkimusaiheeksi tarkkuuden rinnalle. Tdméin maisterintutkielman tarkoituksena on vertail-
la eri mallipohjaisten yhteistoiminnalisten suosittelualgoritmien monimuotoisuutta seka
tarkkuuden ja monimuotoisuuden vilistdi kompromissia elokuvasuosittelujirjestelmien

nikokulmasta.

SVD-, NMF- ja yhteisklusteroimis-algoritmeja arvioitiin eri tarkkuus- ja monimuotoisuus-
mittareilla. Hiljattain ehdotettua tarkkuuden ja monimuotoisuuden kompromissimittaria
kédytetddn tarkkuuden ja monimuotoisuuden vélisen tasapainon tarkempaan analysointiin.
SVD-algoritmi osottautui parhaaksi algoritmiksi useilla mittareilla, mukaan lukien komp-
romissimittarilla. Vaikka kaksi muuta algoritmia saattavat tarjota paremman moni-

muotoisuuden, kasvanut monimuotoisuus ei riittdnyt perustelemaan laskenutta tarkkuutta.



SYMBOLS AND ABBREVIATIONS

Latin characters

U set of users

1 set of items

i item

u user

f dimensionality of latent factor space
p user matrix in latent factor space

q item matrix in latent factor space

r rating

b bias

e error term

d distance

C cluster

R set of ratings

N number of items in recommendation list
k number of items used from N

m number of users

n number of items

Greek characters

K set of user item pairs for which the real rating is known
A regularisation term

U average

7 learning rate

p user clustering

7a item clustering



Abbreviations

SVD Singular Value Decomposition
NMF Non-negative Matrix Factorisation
RMSE Root Mean Squared Error

MAE Mean Absolute Error

ILD Intra-List Diversity
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1. Introduction

Online services and businesses across industries rely heavily on personalised
recommendation systems to improve user experiences and to increase engagement. These
systems play a crucial role in helping people discover relevant and fascinating items,
including movies, books, music, and other products. Among these, movie recommender
systems have gained immense popularity as they help users discover movies and shows

matching their interests.

The introduction chapter of this master’s thesis presents the reader the background and
motives of the study in Section 1.1., before the actual research questions are laid out in
Section 1.2. This chapter will also introduce significance, limitations and structure of the

study.

1.1. Background

At the heart of movie recommendation systems are sophisticated recommendation
algorithms that utilises user data and sometimes item attributes to generate personalised
suggestions. Traditionally, the primary focus has been on the accuracy of these algorithms
to ensure that the recommended items match users' preferences. However, recent research
have revealed the importance of diverse recommendations as a crucial factor in providing a

satisfying user experience (Raza and Ding, 2021).

While meaning of the term diversity, in the context of recommendation systems, is not
fully agreed on, it usually refers to the ability to provide recommendations that cover a
wider range of topics or genres beyond users usual preferences. It is relatively new
research topic discussed by a large number of researchers (Kunaver and Pozrl, 2017).
While accuracy remains crucial, some argue that recommendation can often be excessively
similar to one another (Zhang and Hurley, 2008). Often, users might already be aware of

popular items related to their interests and recommending items that they would not readily



discover themself could bring more value (Herlocker et al., 2004). Therefore, it is essential
to find a balance between diversity and accuracy to cater to different user needs and

preferences.

For companies operating in the movie industry and streaming platforms, it is important to
choose an appropriate recommendation algorithm that prioritises diversity and accuracy.
By increasing the accuracy and variety of movie recommendations, these companies can
significantly impact user satisfaction and engagement. A diverse recommendation system
can introduce users to a wider selection of movies, allowing them to discover hidden gems,
and explore different genres. Ultimately, this can lead to increased user engagement,
improved customer loyalty, and potentially higher revenue as users find more movies that

they are willing to spent time on.

Recommender systems are commonly divided into three categories depending on how the
recommended items are found. These categories are content-based filtering, collaborative
filtering and a hybrid approach of the previous two. While content-based algorithms are
known to provide non-diverse recommendations due to them recommending similar items
to items that a particular user is presently interested (Bradley and Smyth, 2001),
collaborative filtering algorithms depend on recommending items that similar users has

shown interest to, leading to higher potential diversity (Su and Khoshgoftaar, 2009).

While recommender systems are usually divided into the three different categories
mentioned earlier, collaborative filtering methods are divided into two sub-categories:
memory-based algorithms and model-based algorithms. To make a recommendation,
memory-based algorithms uses all of the available data for recommendations, usually
depending on nearest neighbour search. Model-based algorithms creates a statistical model
from the data and then uses only the model for the recommendation. This leads to model-
based algorithms being usually preferred in real world recommendation systems due to

their lower computational cost. (Behera and Nain, 2022)
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1.2. Research questions

Problem addressed in this master's thesis is the selection of a model-based collaborative
filtering recommendation algorithm for a movie recommender system that can output

diverse recommendations for users.

The goal of this master's thesis is to investigate and compare various model-based
collaborative filtering recommender algorithms in terms of accuracy and diversity and in
the context of a movie recommender system. By analysing and evaluating the performance
of different algorithms, this study intent to give insights into the strengths and weaknesses
of different approaches, enabling the selection of a diverse model-based collaborative
filtering algorithm that can enhance the user experience in movie recommendation. Dataset
used in this study is a popular MovieLens 25M dataset (Konstan and Harper, 2015). The

dataset is introduced more throughly in Chapter 4.

To achieve the research objective, three research questions will be addressed:

1. How different model-based collaborative filtering recommendation algorithms

perform in terms of accuracy and diversity using the MovieLens 25M dataset?

2. How can the trade-off between accuracy and diversity be measured in a movie

recommender system?

3. How different model-based collaborative filtering recommendation algorithms

balance accuracy and diversity in the movie recommendations they provide?

To achieve answers to these research questions, a comprehensive literature review will be
conducted in addition to a quantitative research of the performance of different

recommendation algorithms.
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1.3. Significance of the study

This thesis contributes to the research area of recommendation systems by focusing on
selection of a diverse model-based collaborative filtering recommendation algorithm for a
movie recommendation system. Findings of this study can benefit researchers in the field
of recommender systems, helping them understand the trade-offs between diversity and
accuracy and providing guidance for choosing a suitable algorithm for a movie

recommendation system.

Furthermore, the outcomes of this research can directly impact the movie industry,
streaming platforms, and online movie recommendation services. By enhancing the
diversity of movie recommendations, these platforms can potentially improve user
satisfaction, increase user engagement, and lead to increased revenue through better

matching of users with movies and shows they are likely to enjoy.

1.4. Limitations

While this study provides valuable insights into diverse movie recommender algorithms, it
is essential to recognise a few limitations that may have an impact on generalisability and

scope of the results.

One limitation of this master’s thesis lies in its reliance on the static MovieLens 25M
dataset. The use of an offline study, where the dataset is fixed and does not evolve over
time, may not capture the lively nature of users preferences and evolving landscape of
movie content. Consequently, the recommendations generated may not reflect current real-

time trends and user behaviours.

Cold-start problem, a regular problem in recommendation systems in which new users
have not yet generated data points, is considered out of scope in this master’s thesis. The

focus on existing user interactions within the dataset may lead to limitations in handling
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scenarios where there is limited or no data for new users and items. Part of the reason for
the limitation is that the MovieLens 25M dataset is limited to users who have rated 20
movies or more (Konstan and Harper, 2015) and the cold-start problem already being the
main focus on other studies, such as in Schein et al. (2002). Cold-start problem is also
commonly mitigated by using a different recommendation algorithm for new items and

users than for the already rated items and users (Cella et al., 2017).

This study concentrates exclusively on model-based collaborative filtering algorithms.
While these algorithms have demonstrated effectiveness in recommendation tasks (Cella et
al., 2017), excluding other recommendation approaches, such as content-based methods or

hybrid models, may limit the overall comprehensiveness of the research.

The scope of this master's thesis is primarily centred around movie recommender systems.
While this focus allows for in-depth analysis within a specific domain, findings may not be
precisely movable to other recommendation domains. The characteristics and dynamics of
movie preferences may differ significantly from those of other content types, potentially

limiting the generalisability of the proposed algorithms.

The datasets used in this study contain information up to the year 2019 (Konstan and
Harper, 2015). Given the evolving nature of user preferences, movie content, and
technological advancements, the relevance of the findings may be constrained by the
temporal limitations of the dataset. The absence of more recent data may limit the

applicability of the proposed algorithms to current user behaviours and preferences.

1.5. Structure

The structure of this thesis will follow a logical sequence. This Chapter 1 is followed by a
literature review. The literature review will first present a general introduction to
recommender systems and collaborative filtering before digging deeper to the selected

model-based collaborative filtering systems in Chapter 2. The literature review also



13

introduces the current consensus of diversity in recommender systems by referencing
earlier work on the topic in Chapter 3. Chapter 4 introduces the dataset used in this study
more thoroughly via an exploratory data analysis. Mathematics of the selected
recommendation algorithms are presented in Chapter 5. Accuracy, diversity and trade-off
evaluation metrics can be found from Chapter 6. Chapter 7 will then present the findings of
the research, including any relevant statistics and data. Analysis of the results and
comparison to earlier studies is presented in Chapter 8. Finally, Chapter 9 will provide a
summary and conclusion of the study, highlighting the most important findings and their

implications for future research.



14

2. Recommender systems

The first part of the literature review gives an explanation of recommender systems,
including their purpose, the challenges they address, the various types of recommender
systems available, in addition to their strengths and limitations. After discussing
recommender systems in general, the focus will be on exploring research related to model-
based collaborative filtering recommender systems. The selected model-based

collaborative filtering algorithms are presented in Sections 2.2.1., 2.2.2. and 2.2.3.

2.1. Recommender systems in general

Recommender system research emerged in the early 1990’s. However, the foundation lies
on the earlier groundwork in related research fields, for example, information retrieval,
cognitive science, and approximation theory. (Adomavicius and Tuzhilin, 2005; Sanderson

and Croft, 2012)

While in Chapter 1. the basic idea behind recommendation systems is discussed,
Adomavicius and Tuzhilin (2005) defined these systems more formally. They laid out an
example, which has been modified to be more relevant to movie recommender systems,
where a company provides a movie streaming platform in which users can explicitly rate
movies within a certain scale. We can designate the whole set of users as U, and the set of
items, or movies, the platform hosts, as /. As not all users have seen every movie in the
platform, this setting is often visualised as a sparse matrix, where users are rows and
movies are columns. This can be seen from Table 1. Ultimate objective of the
recommendation system is to recommend a movie i to an user u where the user’s utility is
maximised. In a movie recommender system, user's utility denotes how much he or she
enjoys a movie. The utility in this example is characterised by a rating in a scale 1-10,

where 1 is the lowest utility and 10 is the highest utility. (Adomavicius and Tuzhilin, 2005)
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As user-item matrix is sparse, i.e., users have not rated all available movies that the movie
streaming platform contains, the recommendations have to be extrapolated to the not yet
rated combinations of users and items. After the unknown ratings have been extrapolated
from known ratings using a recommendation algorithm, the recommendation can be made
by recommending a single highest-rated item or a selection of the top N highest-rated

items. (Adomavicius and Tuzhilin, 2005)

Table 1. Sparse item-user matrix.

[ iy I3 Iy Is Iy
u; 7 5
U, 4 10
Us 6 4 9
Uy 5 8
Us 8
u, 7

As mentioned in Chapter 1, recommendation algorithms are commonly divided into three
categories depending on how recommendations are generated. These categories are

content-based filtering, collaborative filtering and a hybrid approach of the previous two.

Content-based recommender systems are type of recommender systems which provides
personalised recommendations depending on the content of the items users have rated or
consumed previously. This approach is based on the idea that items which are similar in
content are probably interesting to users with similar preferences. Content-based filtering is
usually depending on the user and item profiles. Item profiles rely on the extraction of
features from the objects, or on experts who categorises the objects to relevant categories.
User profiles represent the user’s likes and dislikes depending on their past interactions
with items in the service, or information they have explicitly told to the system.

(Balabanovic and Shoham, 1997)
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Content-based recommendation systems rely on the extraction of features from the objects
or items. Items can contain countless different features, such as descriptions, keywords,
metadata or genre. The groundwork for content-based recommendation systems lies on that
kind of extraction of features, or information retrieval (Sanderson and Croft, 2012).
Feature extraction process in content-based recommendation systems can be done using
various techniques. Examples of these techniques are natural language processing,
information retrieval, and machine learning. Natural language processing techniques, for
instance, stemming, stop-word removal, and tokenisation, can be used to pre-process
textual data and extract relevant features (Kanwal et al., 2021). Information retrieval
techniques, including TDIF, can be used to represent the importance of each term in a
document or item description (Luhn, 1957; Jones, 1972). Classification, clustering and
other machine learning techniques can assist in the feature extraction process, to illustrate,
Cayir, Yenidogan and Dag (2018) used convolutional neural networks and random forest

techniques in their study related to computer vision.

Another important part of content-based recommendation systems is how the model learns
the users preferences. This is usually done by getting feedback from the user. Simplest way
of getting feedback is using a binary like or dislike button. Another way to classify
feedback is to divide it in to explicit and implicit (Lops, de Gemmis and Semeraro, 2011).
In explicit feedback user tells his or hers preference by action such as pressing a like

button. Active engagement from the user is not needed in implicit feedback.

However, content-based recommender systems also have some limitations. One of the key
challenges is the feature extraction process, where selecting and extracting relevant
characteristics from the item content can be difficult and time-consuming. An effective
system that extracts features and provides accurate recommendations efficiently is
important when using content-based algorithms (Bhatti et al., 2019). Another challenge
with content-based filtering is the diversity problem, where the algorithm may recommend
overly homogeneous items to users, leading to a lack of novelty in the recommendations
(Bradley and Smyth, 2001). This is particularly significant in the context of the thesis

subject.



17

Content-based filtering has shown great performance when new items are introduced to the
recommender system (Cella et al., 2017). However, content-based filtering usually
underperforms compared to collaborative filtering in multiple scenarios, including in
accuracy and diversity (Bradley and Smyth, 2001; Cella et al., 2017). Collaborative
filtering methods are seen as more popular and widely used methods compared to content-

based recommender systems (Behera and Nain, 2022).

While content-based filtering leans only on the users past ratings, collaborative filtering
capitalises on similar users and their historical interactions with items. This technique
operates under the presumption that users with comparable past interests are inclined to
have comparable interest in the future. Collaborative filtering algorithms does not
necessarily need user or item features to make recommendations. (Billsus and Pazzani,
1998) This master’s thesis is focused on collaborative filtering methods, which are

explored further in Section 2.2.

Hybrid approaches are commonly used to mitigate the cold-start problem that
recommendation systems often face. Commonly used hybrid approach is one where new,
or in other words cold, items are handled with content-based filtering methods, and older,
already rated, items are handled with collaborative filtering methods. In this way, strengths
from both methods can be utilised. As stated in Section 1.4., cold-start problem is
considered out of scope in this master’s thesis, thus only collaborative filtering methods are
considered as they have shown to perform better than content-based methods when cold-

start problem is ignored. (Cella et al., 2017)

2.2. Collaborative filtering

Earliest research on collaborative filtering were done in the 1990°s. The internet was just
starting to become widely accessible, and researchers were looking for ways to help users
navigate the rapidly growing amount of online information. Collaborative filtering and

recommender systems were seen as a method to assist users in locating relevant



18

information and items in the face of information overload. (Goldberg et al., 1992; Resnick

et al., 1994).

Collaborative filtering is often split to two categories: memory-based and model-based
filtering. Memory-based collaborative filtering systems use the entire rating matrix to
compute similarity between users and/or items. This is usually done with different
neighbourhood algorithms, such as k-nearest neighbours algorithm. The similarity is then
used to estimate the unknown ratings for a particular user and item combination. Model-
based techniques use machine learning algorithms and statistical methods to create a model
of the user-item rating matrix and use the model to make predictions. (Behera and Nain,

2022)

One of the most frequently employed memory-based collaborative filtering methods is the
user-based k-nearest neighbour algorithm. This algorithm calculates similarity among users
according to their rating patterns and suggests items that have received high ratings from
neighbouring users. However, k-nearest neighbour algorithm, such as other memory-based
algorithms, suffers from performance issues as the quantity of users and items increases.

(Behera and Nain, 2022)

One of the key challenges of memory-based collaborative filtering recommendation
systems is the sparsity problem, where the user-item rating matrix is mostly empty. This
can lead to inaccurate predictions and poor recommendation quality. To address this
challenge, researchers have proposed several techniques, such as matrix completion, side
information, and context-aware recommendation. Matrix completion techniques use low-
rank matrix factorisation algorithms to complete missing values in user-item rating matrix.
Side information techniques incorporate additional item or user information, including
demographic data or textual descriptions. Context-aware recommendation techniques use
contextual information, for instance, time of the day, address, or social network, to refine
the accuracy of recommendations. (Adomavicius and Tuzhilin, 2015; Chen and Wang,

2022)
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Model-based collaborative filtering algorithms include, for example, matrix factorisation
and Bayesian personalised ranking methods. Matrix factorisation techniques decompose
the rating matrix into lower-dimensional matrices, usually one representing the user tastes
and the other representing the item features. This allows the system to make predictions for
unknown ratings by multiplying the corresponding user and item feature vectors. Bayesian
personalised ranking, on the other hand, uses a pairwise ranking approach to optimise the
ranking of items for each user. Examples of popular matrix factorisation algorithms are
singular value decomposition, or SVD, and non-negative matrix factorisation, or NMF.

(Koren, Bell and Volinsky, 2009; Luo et al., 2014; Behera and Nain, 2022)

Computational efficiency of model-based collaborative filtering methods has been proven
to be better than the computational efficiency of memory-based collaborative filtering
algorithms. Model-based methods relies on dimensionality reduction strategies which
overcomes some of the scalability and sparsity problems memory-based methods face. As
a result, real world recommender systems can have a meaningful performance boost when
using model-based approach instead of a memory-based approach. (Behera and Nain,
2022) This master’s thesis focuses on these model-based approaches as mentioned in

Chapter 1.

This study is implemented by using three model-based collaborative filtering
recommendation methods. These methods are SVD, NMF, and co-clustering. Selection of
these methods is based on the reasons mentioned in the literature review; accuracy,
potential for diversity, and scalability. The first two methods share some common
methodology as both are matrix factorisation methods based on latent factor space. The
third model is based on clustering as the name suggests. The summary of these three
models can be seen from Table 2. (Koren et al., 2009; Luo et al., 2014; George and
Merugu, 2005)
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Table 2. Selected model-based collaborative filtering recommendation algorithms.

Method Category Implementation by
SVD Latent factor Koren et al. (2009)
NMF Latent factor Luo et al. (2014)

Co-clustering Clustering George and Merugu (2005)

2.2.1. Singular value decomposition

SVD is a popular dimensionality reduction technique, used in information retrieval before
Billsus and Pazzani (1998) used it in the field of recommendation systems (Vozalis and
Margaritis, 2007). SVD, and different kind of modifications of SVD, has been since used
by many researchers in recommender system research, for instance, in Barragdns-Martinez
et al. (2010), Zhou et al. (2015), and Nilashi, Ibrahim and Bagherifard (2018). It gained
immense popularity during the famous Netflix Prize recommender system contest (Koren

et al., 2009).

SVD is a model-based collaborative filtering matrix factorisation method. Matrix
factorisation methods are not only popular in the research community, but also attractive in
real world recommender systems due to their accuracy and efficiency compared to
memory-based recommendation algorithms (Johnson, 2014). Koren et al. (2009) also argue
that SVD ranks as one of the most effective latent factor models. Koren et al. (2009)
reached an RMSE of 0.8614 with their singular value decomposition based approach in the
Netflix Prize contest, while keeping the top spot in the contest. RMSE is a widely utilised

accuracy measure for recommender systems. More on the RMSE metric in Section 6.1.1.

Behera and Nain (2022) compared the accuracy of different memory and model-based
algorithms with MovieLens 1M and MovieLens 100k datasets. Their results includes a

RMSE of 0.8860 for singular value decomposition based algorithm and a RMSE of 0.9200
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for non-negative matrix factorisation based algorithm. They also compared the results to a

memory-based algorithm as can be found from Table 3.

Table 3. RMSE of different algorithms (Behera and Nain, 2022).

Singular value Non-negative matrix Memory-based
Dataset
decomposition factorisation (item)
MovieLens 1M 0.8860 0.9200 0.9307
MovieLens 100k 0.9432 0.9748 0.9944

Mathematical explanation of the SVD implementation used in this thesis is presented in
Section 5.1.1. The implementation follows the steps by Koren et al. (2009) as shown in

Table 2.

2.2.2. Non-negative matrix factorisation

NMF is an another technique utilised in collaborative filtering for recommendation
systems. It is similar algorithm to singular value decomposition algorithm introduced in the
previous chapter. Both algorithms are matrix factorisation algorithms which takes
advantage of latent factor space. Unlike SVD algorithm, NMF imposes the constraint that
both the user and item matrices contain only non-negative values, as the name suggests.
This constraint is particularly useful when dealing with data that naturally involves non-

negative quantities, such as user ratings in a movie recommender system. (Luo et al., 2014)

NMF was first introduced by Paatero and Tapper (1994) while it raised in popularity by
Lee and Seung (1999) and Lee and Seung (2000). Non-negative matrix factorisation has
been proven to be computationally efficient and highly accurate recommendation

algorithm (Luo et al., 2014)
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While NMF, and modifications of NMF has been used widely in research, including in
Kirell et al. (2016) and Zafran et al. (2020), this thesis follows the implementation by Luo
et al. (2014) as shown in Table 2. Mathematical explanation of the NMF methodology

utilised in this thesis is presented in Section 5.1.2.

2.2.3. Co-clustering

Co-clustering is a technique where rows and columns of a matrix are given clusters
simultaneously. Co-clustering has been utilised across diverse fields, such as natural

language processing and speech analysis. (Banerjee et al., 2007)

Co-clustering is used as a model-based collaborative filtering recommendation algorithm
where items and users are allocated certain clusters and co-clusters. The general idea is to
calculate a predicted rating for a certain item and user combination by taking the average
rating of the co-cluster while adding individual biases of the item and user. (George and

Merugu, 2005)

George and Merugu (2005) compared the accuracy and computational performance of their
co-clustering approach to SVD and NMF algorithms. Their chosen accuracy measure was
mean absolute error, MAE. Lower values are better in MAE. MAE values for different
recommendation methods and datasets are shown in Table 4 for three datasets. George and
Merugu (2005) used three subsets of the smaller MovieLens dataset. This smaller dataset
contains 100 000 ratings from over 900 users on over 1 600 movies. Based on their
research, co-clustering performs similarly in terms of accuracy to the other two

recommendation algorithms used in this master’s thesis. (George and Merugu, 2005)



Table 4. Mean absolute error in George and Merugu (2005).
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Dataset SVD NMF Co-clustering
1 0.83 +£0.06 0.82 £0.04 0.84 +0.06
2 0.83+0.03 0.85+0.03 0.82+0.03
3 0.82 +0.03 0.83+0.03 0.81 +£0.03

Mathematical explanation of the co-clustering algorithm used in this thesis is presented in

Section 5.2. The algorithm follows the steps by George and Merugu (2005) as shown in

Table 2.
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3. Diversity

The second part of the literature review explores the current academic consensus about
what is diversity and why it is significant in the area of recommendation systems starting
from early research made by Bradley and Smyth (2001). On top of the importance of
diversity, the Section 3.2. discusses why non-diverse recommendations can be problematic
because of the over-specialisation problem. The Section 3.3. will also explore topics that
are closely connected to diversity in recommendation systems, including echo chambers,
filter bubbles and preference amplification, and the problems that might emerge from these
kind of situations. These topics will give a broader understanding why diversity is crucial
in recommendations that different recommender systems will provide, not only in relation

to movie recommender systems, but in other areas as well.

3.1. Defining diversity

Defining diversity is a complex problem and needs more human involvement than many
other problems related to recommendation systems, argued by Kunaver and Pozrl (2017).
They also argue that different recommendation system users can perceive diversity
completely differently than others. Some recommender system users might think that
Harry Potter and Lord of the Rings are different kind of novels, while other users might
think that they are both very similar fantasy novels. The survey by Kunaver and Pozrl
(2017) also found out that while it is commonly agreed in academic research that diversity
is an important research subject in recommendation system research, defining and
measuring diversity is not that well agreed on. Kunaver and Pozrl (2017) believe that
definition of diversity could be studied by researchers who expertise in psychology, and
that future research should focus on finding a metric that could capture the average user's

perception of diversity.
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3.1.1. Intra-list diversity

Bradley and Smith (2001) defined diversity as the average dissimilarity among items
within a recommendation list, in other words, the opposite of similarity. Intra-list diversity
has since been used in multiple studies, such as in Zhang and Hurley (2008), and Raza and
Ding (2020). While research community has not accepted one diversity measure as a
standard evaluation metric, intra-list diversity is one the most used definitions currently
available (Kunaver and Pozrl, 2017). This master’s thesis is interested specifically in intra-
list diversity and uses the average dissimilarity of items in an users recommendation list as

an intra-list diversity metric. This metric is introduced more thoroughly in Section 6.2.1.

3.1.2. Novelty

While intra-list diversity has gained popularity in recent research exploring metrics beyond
accuracy, another concept that has gained traction is novelty. Novelty refers to the
unfamiliarity of recommended items to the user. Various approaches has been employed in
research to evaluate novelty, but consensus on an universally accepted metric has yet to be
decided. One approach, self-information-based novelty, assesses the balance of popular
and unpopular items within an users recommendation list. This form of novelty operates
under the assumption that widely popular items cater less novelty. (Vargas and Castells,
2011; Javari and Jalili, 2015) Self-information-based novelty is another diversity metric
that is used in this master's thesis. Mathematical explanation of the metric is presented in

Section 6.2.2.

3.1.3. Other definitions of diversity

Intra-list diversity and novelty are not the only kind of diversity studied in the research
community. Another topic that have gained interest is temporal diversity. Temporal
diversity measures diversity of recommendations over time for an individual user. (Lathia

et al., 2010) Other kind of diversity metric is inter-list diversity. Inter-list diversity
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measures how different the recommendation lists are between users (Javari and Jahali,
2015). Although temporal diversity and inter-list diversity can be important, it is

considered out of scope in this master’s thesis.

3.2. Importance of diversity

While accuracy has been an important metric since the start of recommender systems
research, understanding of recommender system performance beyond accuracy has become
a significant research topic. Researchers have argued that non-diverse recommendations
can give users unsatisfying and ineffective results (Herlocker et al., 2004). Others argue
that there are more measures beyond accuracy that effect the user satisfaction (McNee,
Riedl and Konstan, 2006). Some finding go even further and argue that increasing diversity
can also increase accuracy in recommender systems (Kunaver and Pozrl, 2017). Ge,
Gedikli and Jannach (2010) studied movie recommender diversity by placing a high-
diversity item into a non-diverse recommendation list. They found out that, while it may
hurt the accuracy of the recommendation lists, users were showing more interest to the
recommendations than without the high-diversity item. They used genre as the differing
attribute in items. On top of diversity metrics this master's thesis evaluates performance of
different recommendation algorithms with a accuracy-diversity trade-off metric. This, and

other, evaluation metrics are introduced and discussed further in Section 6.2.

Over-specialisation, or over-fitting, is an effect that happens when a recommender systems
learns users preferences from only a narrow set of interests. This often leads to a situation
where the recommendations are highly relevant, or accurate, compared to the feedback that
the system learned from, but the recommendations often lack novelty, decreasing the user
satisfaction (Abbassi et al., 2009; Kunaver and Pozrl, 2017). Diversification of the
recommendations are often seen as a tool to mitigate the over-specialisation problem

(Kunaver and Pozrl, 2017).
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3.3. Preference amplification and similar problems

As many online services and recommender systems have evolved over the years, many
users consume movies, and other content through suggestions made by recommender
systems. These systems have developed rapidly to give increasingly accurate
recommendations. While the recommendations become more accurate, the users interests
can bias towards the recommended content. Kalimeris et al. (2021) calls this phenomenon
as preference amplification. Preference amplification is a feedback loop related to
recommender systems which amplifies as the iterative process of recommendations fine-
tunes the new recommendations as a result of user feedback and consequently affects users
preferences (Kalimeris et al., 2021). Aridor, Gongalves and Sikdar (2020) argue that users
will continue to consume similar content in the future even after they have stopped using
online services with recommender systems, implying that recommender systems can have
a lasting impact on users preferences. While preference amplification might not be a large
issue when users gets recommendations about unharmful or factual content, Kalimeris et
al. (2021) were concerned about situations where users with tendencies towards
problematic content get more recommendations concerning the same harmful content when

using recommender systems.

Echo chamber is a similar phenomena as preference amplification, but it is a more widely
discussed effect. On a wider societal level, it is even used to describe how people become
extremists (Sunstein, 2009). Sunstein (2009) discusses in his book how like-minded people
who have similar beliefs start to become more alarmed of a common issue when they
group together compared to when they would consider these issues alone. However, in the
context of recommender systems, echo chamber is a term used to describe how
recommendations made by these systems have a tendency to become increasingly focused
on narrow topics that an user has already expressed interest in (Jiang et al., 2019). Cinus et
al. (2021) researched in their article how they can assess recommender systems effect on
polarisation and echo chambers. They mention that social media and recommender systems

“are suspected of contributing to the polarisation of opinions by means of so-called echo-
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chamber effect”. Filter bubble is a closely related phenomenon to echo chambers. In a filter
bubble, an user is exposed to a narrowly filtered set of items. Filter bubbles can isolate
users into an echo chamber as choosing from the narrowly filtered set of items leads to
future recommendations that have been reinforced by the previous iteration of

recommendations (Ge et al., 2020; Allen et al., 2016).

While preference amplification, echo chambers and filter bubbles can have a wider
implications on a societal level, some problems are not as dramatic. As Raza and Ding
(2021) mentioned, a goal of recommendation systems is to offer users with an improved
user experience. Castagnos, Brun and Boyer (2013) also found that while diversification
might hurt the overall accuracy of the recommendations, it increased the user’s satisfaction
while using the recommendation system. Some also argue that giving users multiple
extremely similar options to choose from is not as beneficial as giving them distinctly
different options, at least in some domains (Bradley and Smyth, 2001). Most of the studies
focused on preference amplification, and echo chambers are researching diversity in the
context of social media platforms, such as in Kalimeris et al. (2021), and Cinus et al.
(2021). In the context of movie recommendation systems, focus is often on solving the
over-specialisation problem or increasing the satisfaction perceived by the user, such as in

Ge et al. (2010).
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4. Dataset

This thesis takes advantage of a public dataset which is known as the MovieLens 25M
dataset. The MovieLens 25M dataset is a collection of files including movies and their
metadata, and ratings given by users. It is published by GroupLens Research. While
GroupLens Research has made multiple movie recommender system datasets available, the
MovieLens 25M dataset is the one that is recommended for new research. The MovieLens
25M dataset has been extensively used in the research community to develop and test

recommendation systems and recommendation algorithms. (Konstan and Harper, 2015)

Section 4.1. gives a short introduction to the dataset utilised in this thesis. Section 4.2.
explores deeper into the characteristics of the datasets, and Section 4.3. explains

preprocessing steps of the data.

4.1. Dataset introduction

This master’s thesis takes advantage of two csv files included in the MovieLens 25M
dataset: ratings and movies. The versions used in this thesis are released in November 2019

and they contain data from January 9th 1995 to November 21st 2019.

The ratings dataset contains randomly selected users which have rated a minimum of 20
movies. Each user is anonymised and only an id is provided. The ratings dataset consists of
over 25 million ratings of over 62 000 movies, provided by over 162 000 users of the
MovieLens website. The ratings dataset also includes a timestamp, but it is not utilised in

this thesis. Ratings are given in a scale from 0.5 to 5.0 with 0.5 increments.

The movies dataset contains metadata of each movies included in the ratings dataset. The
movies dataset links the movie id in the ratings dataset to a movie title, release year, and
genres. Each movie may contain multiple genres in the movies dataset, however, some

movies does not have any genre information in the dataset.



30

4.2. Exploratory data analysis

The first part of the exploratory data analysis goes through the finer details, and key
statistical insights of the ratings dataset. Subsequently, in the second part, the same
systematic approach is applied to the movies dataset. The goal is to give the reader

distinctive characteristics of the dataset used in this master's thesis.

4.2.1. Ratings dataset

The ratings dataset is the core dataset in this master's thesis as the user-item matrix, which
is used by the recommendation algorithms, is constructed from it. The ratings dataset
contains columns User ID, Movie ID and Rating as presented in Table 5. The original
dataset also includes a time column for each row, but it is not utilised in this thesis. Each
User ID and Movie ID combination is unique in the dataset, in other words, each user can

have rated the same movie only once.

Table 5. Ratings dataset (Konstan and Harper, 2015).

User ID Movie ID Rating
1 296 5.0
1 306 3.5
1 307 5.0
1 665 5.0
1 889 3.5
162541 63876 5.0

The over 25 million ratings in the ratings dataset are given in a scale from 0.5 to 5.0 with

0.5 increments. Median rating is 3.5 while average rating is close to that with 3.53.
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Variance of the ratings is 1.13. Standard deviation is implying that the ratings deviate on

average 1.06 points from the mean. These summary statistics are displayed in Table 6.

Table 6. Summary statistics of the ratings dataset.

Count 25 000 095
Min 0.5
Max 5.0
Average 3.53
Median 3.5
Variance 1.13
Standard deviation 1.06

Recommender system problems and recommended ratings are usually visualised as an
user-item matrix (Adomavicius and Tuzhilin, 2005). Converting the data to an user-item
matrix is usually also a preprocessing step before the unknown ratings are predicted with a
recommendation algorithm. This is also the procedure used in this master's thesis.
Preprocessing steps are presented more thoroughly in Section 4.3. The preprocessing steps

and other processing of the data is completed using Python programming language.

User-item matrix of the ratings dataset can be seen from Table 7. For example, user 2 has
given movie 1 a rating of 3.5. As Table 7 suggests, sparsity is high for the MovieLens 25M
ratings dataset. Sparsity is a well recognised issue in recommendation systems research.
Sparsity problem relates to the challenge of having missing data in user-item matrix
(Huang, Chen and Zeng, 2004). Sparsity of the whole user-item matrix of the MovieLens
25M dataset is 99.74 %, meaning that on average each user has rated only 0.26 % of the
movies. While 0.26 % of all movies can sound low, this indicates that, typically, every user

has rated 153.8 movies on average.
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Table 7. User-item matrix.

gl L I3 ly l5 1209171
i
Uy 3.5
U 4.0
Uy 3.0
Us 4.0
U162541

Figure 1 visualises how popular items have received ratings from high number of users,
and how most of the movies have only a small fraction of the ratings. This is referred to as
the long tail problem of recommendation systems (Park and Tuzhilin, 2008). The clash of
popular versus non-popular items is particularly interesting when considering the novelty

of recommendations. More on the novelty of recommendations in Section 6.2.2.
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Figure 1. Number of ratings per movie.
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4.2.2. Movies dataset

The movies dataset contains one row for each movie present in the ratings dataset. As
mentioned in dataset introduction, the movie dataset contains the movie title and genres for
each movie. The title of a movie also contains the release year as can be seen from Table 8.
Number of genres each movie has is not restricted in any way. If a movie has multiple
genres, they are separated with a pipe character. If a movie has no genres listed, the Genres

column has a value "(no genres listed)".

The movies dataset is used to compute the similarity of movies while evaluating the
diversity of the top N recommendation lists. This is done using the genre information
provided in the dataset. Genre information is a popular metadata attribute used in research
when evaluating diversity in recommender systems. One of the findings by Ge et al. (2010)
was that placing an item from different genre to a list of movies can drop the accuracy of
recommendations but at the same time it can increase the users' interest towards the
recommendation. More on the evaluation procedure used in this master's thesis is presented

in Chapter 6.

Table 8. Movies dataset (Konstan and Harper, 2015).

Movie ID Title Genres
1 Toy Story (1995) Adventure|Animation|Child...
2 Jumanji (1995) Adventure|Children|Fantasy
3 Grumpier Old Men (1995) Comedy|Romance
4 Waiting to Exhale (1995) Comedy|DramalRomance
5 Father of the Bride Part II (1995) Comedy
209171  Women of Devil's Island (1962) Action|Adventure|Drama

The movies dataset contains 19 unique genres. On top of that, there are 5 062 movies with

no genres listed. Drama is the most common genre listed in the MovieLens data with 25
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606 movies, while IMAX is the least popular genre with 195 movies. Count of other

genres is shown in Figure 2. On average, each movie is tagged with 1.80 genres.
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Figure 2. Count of genres in the movies dataset.

4.3. Preprocessing

The ratings dataset is preprocessed in two ways. First, users are limited so that users who
have rated under 40 movies are excluded from the dataset. This ensures that the sparsity of
the dataset is reduced slightly to make the evaluation of the performance easier. As cold-
start problem is considered out of scope in this thesis, this approach is appropriate. After
this preprocessing step, ratings dataset includes 23 700 163 ratings for 58 930 movies from
115 891 users. The sparsity is then 99.65 %.

After imposing the limit on minimum count of ratings per user, the dataset is divided into

four splits. Each split is hold out for testing purposes in turn, while the other three splits are
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used for training. In other words, this thesis takes advantage of four-fold cross-validation.
Cross validation is used to get a more comprehensive assessment of the results. A simple
train-test split might not five the whole picture when evaluating the recommender system
performance and can lead to overfitting. Four-fold cross-validation was selected as

Amatrian et al. (2011) recommends using at least two thirds of the dataset as a training set.

The movies dataset is pre-processed in a way that each unique genre is converted into a
dummy column where a movie, or a row, has a value of 1 when the genre is included in the
original Genres column and 0 when it is not present in the original column. The dummy
columns are used when intra-list diversity based on genres is calculated using cosine

similarity. More on the intra-list diversity and cosine similarity in Chapter 6.
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5. Recommendation algorithms

Three model-based collaborative filtering recommendation algorithms were chosen for this
master’s thesis. While the literature review in Chapter 2 introduced these algorithms, this

chapter goes them through on a more deeper, mathematical level.

First, two latent factor models, SVD and NMF, are introduced. After the two latent factor
models, collaborative filtering algorithm centred on co-clustering is introduced. The latent
factor algorithms are based on implementations by Koren et al. (2009) and Luo et al.
(2014), while the co-clustering method follows the implementation by George and Merugu
(2005).

The three different recommendation tasks in this master’s thesis are completed using
Python programming language and a free and open source recommender system library
called Surprise (Hug, 2020). Each algorithm is used to estimate the missing ratings in the
sparse user-item matrix. Then, top 10 originally non-rated items are used for the
recommendation, meaning that this thesis is focused on a top N recommendation problem.
25 % of the original user-item matrix is hold out for evaluation purposes with each of the

four folds. Evaluation is done using metrics introduced in Chapter 6.

5.1. Latent factor models

Common for all latent factor models is that they attempt to align both items and users to a
common latent factor space where each user and item are represented with vectors. If the
latent factor space has dimensionality of f, each user, u, is portrayed with vector p, € R/,
and each item, i, is portrayed with vector ¢; € R/, where f is the number of latent factors.
The item vector g; represents how much a particular item i corresponds to different latent

factors. On the user side, the user vector p, tells how much interest does an user u has to
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these different latent factor vectors. User u’s rating of item i in a latent factor model can

then be defined to be as shown in Equation (1). (Koren et al., 2009)

i = a4 Py (1)

where 7,; is the predicted rating, ql.T is transpose of the item vector, and p, is the user

vector.

Since certain users tend to rate all items systematically higher than other users, biases are
added to the Equation (1). The same goes for items; some have a tendency to get
consistently higher ratings than others as some items are widely agreed to be better or

worse than others. Bias for user # and item i is shown in Equation (2). (Koren et al., 2009)

bui=ﬂ+bi+bu’ (2)

where y is the global average rating for all users and items, b; is the bias for item i, and b,

is the bias for user u.

The equation for predicted rating with biases in latent factor models is then shown in

Equation (3). (Koren et al., 2009)

fui = bui + qiTpu (3)

5.1.1. Singular value decomposition

While Equation (3) showed the commonalities between all latent factor models, Equation
(4) shows the objective function of the singular value decomposition model. The objective

in these models is to minimise the regularised squared error between the observed ratings
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and the predicted ratings. The minimisation is often done using an optimisation technique

such as stochastic gradient descent. (Koren et al., 2009)

2 = £+ 24l + lpI1P) @

u,i€Ex

where « is the set of user u and item i pairs for which the real observed rating is known in
the training set, r,; is the real observed rating for user u and item i, 7,; is the predicted
rating for user u and item i, A is the regularisation term, g; is the item vector, and p, is the

user vector.

The full objective function of singular value decomposition follows Equation (5) when

biases are added (Koren et al., 2009).

D (ri—p=b,—b;=plg)* + Allgl* + llp,II* + b2 + b?) )

u,i€x

In this thesis, Equation (5) is minimised using similar stochastic gradient descent as
implemented by Koren et al. (2009). In stochastic gradient descent prediction error is
calculated for each prediction in the training set. Prediction error is the difference between
the real observed rating and the predicted rating. Prediction error is shown in Equation (6).

(Koren et al., 2009)
e.=r,—r,. (6)

After calculating the prediction error, the parameters are modified by a magnitude
proportionate to the learning rate in the direction opposite to the gradient. This process is
shown in Equations (7)-(10) for different parameters. The learning rate in these functions is

denoted with y,. (Koren et al., 2009)
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b, < b, +v(e,; — Ab,) (7
b; < b; +y(e,; = Ab)) ®)
Pu < Pyt 11(euiq; = Apy) )
q; < 4; + vi(e Py — A4;) (10)

In this master’s thesis, learning rate y; is set to 0.005. The learning rate of 0.005 is the
default learning rate in Surprise recommendation system library (Hug, 2020). Exploring
different learning rates could potentially improve performance, but decision was made to
rely on the library's developers expertise. In addition to that, the primary focus of this
thesis is evaluating the effectiveness of singular value decomposition and other algorithms
in terms of accuracy and diversity, rather than solely optimising hyperparameters such as

learning rate.

Regularisation term 4 is set to 0.02 in Equations (7)-(10). Same reasoning for the selection

of regularisation term A is used as for the learning rate y,.

5.1.2. Non-negative matrix factorisation

As mentioned in the literature review, non-negative matrix factorisation adds a constraint
that both the user and item matrices contains non-negative values. This constraint is useful
in movie recommender systems where ratings are positive. The implementation of non-
negative matrix factorisation used in this thesis is from Luo et al. (2014). This
implementation is very similar to the singular value decomposition algorithm. (Luo et al.,

2014)
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In non-negative matrix factorisation, item and user matrices are updated in an iterative
manner using stochastic gradient descent training process which is shown in Equation (11),

and Equation (12). (Luo et al., 2014)

ZiEIu qifrui
el, qiff‘ui + ﬂullu Ipuf ,

where p,, is the value for user u and factor f in the user matrix p, I, is the set of items that
the user u has rated, g,/ is the value for item 7 and factor f in the item matrix g, and 4, is the

regularisation term. Regularisation term A, is set to 0.06 as it is the default value in

Surprise library (Hug, 2020).

ZMEUl' pufrui
ueU; puffui + /11| Ui | qif ’

dir < 4dir D (12)

where U is the set of users that has rated the item i, A,

: ; 1s the regularisation term.

Regularisation term 4, is set to the same value as regularisation term 4,,.

5.2. Co-clustering

The co-clustering algorithm used in this thesis follows the implementation by George and
Merugu (2005). The predicted rating of user u for item i, 7,;, of a co-clustering model is

calculated with Equation (13).

rm=C_m+(,uu—?u)+(/,ti—C), (13)
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where C,; is the average rating of co-cluster C,;, j1, is the average rating for user u, C, is
the average rating of user u’s cluster, y; is the average rating for item i, and C; is the

average rating of item i’s cluster.

In Equation (13), the term (u, — C,) corresponds to the bias of an individual user, and the

term (u; — C;) corresponds to the bias of an individual item. (George and Merugu, 2005)

Banerjee et al. (2007) proves that the predicted rating matrix, 7, in Equation (13) is the
least squares solution that preserves the cluster averages. The objective is then to minimise

the prediction error in the training set with Equation (14).

m n
min D) Wil — R (14)
P12 =1 =1

where p is the user clustering, y, is the item clustering, m is the number of users, n is the
number of items, and W,; is 1 when the rating is known for user u and item i and otherwise

0.
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6. Evaluation metrics

The effectiveness of the three different methods are evaluated using five different metrics.
First, two metrics are used to calculate the accuracy of the algorithms. These metrics are
RMSE and Fi@k score. Second, two diversity metrics are used to calculate the intra-list
diversity of the top 10 recommendation list, and the novelty of recommendations. The last
evaluation metric is a trade-off metric that tries to balance the accuracy and diversity in a
single value. On top of the previously mentioned evaluation metrics, computational

performance of each algorithms is accessed by comparing execution times.

6.1. Accuracy

As accuracy has been an important metric since the start of recommender systems research,
the recommendation performance are evaluated using two common accuracy metrics. The
first metric is RMSE which is used extensively in research, such as in Behera and Nain
(2022), and in the famous Netflix Prize contest (Koren et al., 2009). The second metric, F;

score, is also a very popular metric used for example in Raza and Ding (2020).

6.1.1. Root mean squared error

Root mean squared error, or RMSE, is a straightforward accuracy metric. RMSE is the
square root of the mean squared error. Error is the difference between the real rating and
the predicted rating. RMSE is shown in Equation (15). RMSE is a metric where lower

values are better.

RMSE = 2 =)’ (15)
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where R is the set of predicted ratings.

6.1.2. Fi@k score

Fi score is the harmonic mean of precision and recall of the predictions. When it comes to
top N recommendation problem, a slight variation of Fi score is commonly used. The
variation is called Fi@k (Raza and Ding, 2020). While the symbol N is used to denote
overall goal of recommending N number of items, Fi(@k can be measured at different level
of k with the limitation that k has to be equal or less than N. In this masters thesis both N
and k are set to 10. While there are studies that test multiple k£ values, some as high as 50
(Raza and Ding, 2020; Raza and Ding, 2021), and some as low as 1 (Behera and Nain,

2022), 10 is a value that is found on all three studies and it is yielding acceptable results.

To calculate precision and recall when ratings are in the scale from 0.5 to 5, these ratings
have to be converted to binary values. When the rating is higher than 3, it is thought as
relevant to the user. If the rating is 3 or less than 3, it is considered not relevant to the user.
This kind of conversion is used in Chen et al. (2013). Precision@k is shown in Equation

(16) and recall@k in Equation (17).

relevant items in k

precision@k = (16)

relevant items in k + not relevant items in k'

where relevant items in k are recommended movies with rating over 3, and not relevant

items in k are movies that were recommended, but the rating is 3 or less than 3.

relevant items in k

recall@k = (17)

relevant items in k + relevant items not in'k

where relevant items not in k are movies with a rating over 3 that were not recommended.



44

The Fi@k is then calculated from precision@k and recall@k. This is shown in Equation
(18).

precision@k - recall@k

Fi@k=2-
1@ precision@k + recall@k (18)

Fi@k score is also used as a part of Equation (22), which calculates the trade-off between

accuracy and diversity.

6.2. Diversity

Two diversity metrics are used to evaluate the performance of the three selected
recommendation algorithms. The first metric focuses on intra-list diversity, and the second

metric on novelty.

6.2.1. Intra-list diversity

Intra-list diversity metric measures the diversity within the recommendation list itself.
Average dissimilarity of items is calculated for each individual users recommendation list
and is then aggregated for all users in the recommender system. Cosine similarity is used
as the similarity function. The diversity metric used in this thesis is not rank aware, in other
words, order of items in the recommendation list has no impact on the value of intra-list
diversity. The formula for intra-list diversity is shown in Equation (19) and it follows the

framework by Bradley and Smyth (2001).

N N P
. R szl Zy>x (1 = similarity(i,, i)
intra-list diversity = B : (19)

2
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where N is the number of items in the recommendation list, i, is the xth item in the

recommendation list, and i is the yth item in the recommendation list.

Different similarity functions can be used to calculate the similarity in intra-list diversity
function. In this thesis, cosine similarity based on the item genres is used to calculate the

similarity of items i, and i, in Equation (19). Genre is used as a differing feature in other

studies, such as in Ge et al. (2010). Cosine similarity is shown in Equation (20).

I - iy
cosine similarity(iy, i,) = ———— (20)

el 112yl

6.2.2. Novelty

The novelty metric shown in Equation (21) is used to quantify how well the user knows the
recommended items in his or hers recommendation list. It assumes that popular items are
less novel to users. The novelty measure is aggregated for all test set users. This type of
novelty is called self-information-based novelty (Javari and Jalili, 2015). The notation in

Equation (21) follows the one used by Raza and Ding (2020).
novelty = — Z logz(—.), 2n

where |UR; | is the number of users which recommendation list contains item i, and

| UL, |is the number of users who have rated the item i,.

Both intra-list diversity and novelty metrics are used to calculate the trade-off between
accuracy and diversity as suggested in Raza and Ding (2020). Trade-off evaluation metric

is introduces in the next section.
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6.3. Trade-off

Trade-off between accuracy and diversity is calculated following the metrics introduces by
Raza and Ding (2020). The equation for trade-off is shown in Equation (22). The accuracy
part of the trade-off function uses Fi@k score, while diversity part uses the average of
intra-list diversity and novelty. Both accuracy and diversity are weighted equally in this
thesis. As the values for Fi@k score, intra-list diversity, and novelty are all in different

scales, min-max normalisation is performed before calculating the trade-off.

intra-list diversity + novelty
trade-off = wiF\@k + w, > ) (22)

where w; is the weight of the accuracy metric and w, is the weight of diversity metric.

Trade-off is calculated with three weights, as is the case in Raza and Ding (2020).
Evaluation is started by giving equal weight, 50 %, to accuracy and diversity. Next, focus
is shifted towards accuracy by giving it a higher weight, 70 %, and diversity a lower
weight, 30 %. Then, more weight is given to diversity by weighting it with 70 % and

accuracy by 30 %.
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7. Results

The outcomes of the evaluation measures for accuracy, diversity, and their trade-off, as
introduced in Chapter 6, are presented quantitatively in this chapter. On top of these
evaluation metrics, execution times are introduced in Section 7.4. While a detailed
discussion and interpretation of these findings are reserved for Chapter 8, this chapter

offers clear and concise overview of the numerical outcomes.

7.1. Accuracy

The first accuracy metric, RMSE, gives an idea of how much the predicted ratings deviate
from the actual ratings on average. The results of RMSE can be seen from Table 9. It
should be kept in mind that RMSE is the only metric used in this master's thesis where
lower values are better. Singular value decomposition (SVD) is a clear winner in terms of
RMSE with average RMSE of 0.7715 between the four folds. Co-clustering and non-
negative matrix factorisation (NMF) algorithms performed very similarly to each other
with average RMSE of 0.8772 and 0.8874 respectively. There is a slight variation between

the folds as NMF performed better compared to co-clustering in fold 2.

Table 9. RMSE of different folds and average RMSE.

SVD NMF Co-clustering
Fold 1 0.7762 0.8798 0.8777
Fold 2 0.7710 0.8756 0.8765
Fold 3 0.7713 0.9060 0.8776
Fold 4 0.7712 0.8889 0.8770
Average 0.7715 0.8874 0.8772

The results of Fi@k score, are shown in Table 10. Fi@k score is the harmonic mean of

precision@k and recall@k. Precision@k evaluates the ratio of relevant recommended
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items out of all recommended items. Recall@k measures the ratio of relevant
recommended items out of all relevant items. The value of k is set to 10 in this thesis.
Fi@k follows similar pattern as RMSE metric. SVD outperforms the other two algorithms
by somewhat clear margin. NMF and co-clustering are again extremely close to each other
but co-clustering has a slight edge with average Fi@k score of 0.3782 across the four folds
compared to 0.3729 of the NMF algorithm. Results of precision@k and recall@k are

presented in Appendix 1 and Appendix 2 respectively.

Table 10. F1@k score of different folds and average F1@k score.

SVD NMF Co-clustering
Fold 1 0.3926 0.3694 0.3743
Fold 2 0.3982 0.3740 0.3795
Fold 3 0.3983 0.3726 0.3795
Fold 4 0.3981 0.3755 0.3793
Average 0.3968 0.3729 0.3782

Both accuracy metrics indicate that the SVD is the most accurate of the three model-based
collaborative filtering algorithms with MovieLens 25M dataset. While NMF and co-
clustering are extremely close to each other in terms of accuracy, co-clustering has a slight

edge with average RMSE of 0.8772 and average Fi@k of 0.3782.

7.2. Diversity

Intra-list diversity measures how diverse recommendations are on each users top 10
recommendation list. Co-clustering algorithm is the most diverse algorithm when
considering intra-list diversity and the three selected algorithms. While differences
between the three algorithms are minor, the order is distinctive with all four folds. Co-

clustering has an average intra-list diversity of 0.6963, followed by NMF with 0.6851.
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SVD performed the worst with 0.6706. Intra-list diversity of different folds and algorithms,

and the average intra-list diversity is shown in Table 11.

Table 11. Intra-list diversity of different folds and average intra-list diversity.

SVD NMF Co-clustering
Fold 1 0.6695 0.6823 0.6947
Fold 2 0.6710 0.6813 0.6964
Fold 3 0.6709 0.6914 0.6975
Fold 4 0.6708 0.6855 0.6967
Average 0.6706 0.6851 0.6963

Novelty is evaluated with a metric that measures how popular items are recommended to

users. According to results in Table 12, SVD provides the most novel recommendations of

the three algorithms with average novelty of 33.30. This is followed by NMF with 29.74,

and co-clustering with 29.14.

Table 12. Novelty of different folds and average novelty.

SVD NMF Co-clustering
Fold 1 32.77 28.98 28.45
Fold 2 33.51 30.68 29.42
Fold 3 33.44 29.43 29.30
Fold 4 33.47 29.88 29.39
Average 33.30 29.74 29.14

The two diversity metrics gives us a different view of the diversity of the algorithms.

While intra-list diversity is the best with co-clustering followed by NMF, novelty is the

best with the SVD algorithm.
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7.3. Trade-off

Trade-off metric tries to capture accuracy and diversity in a single value. The trade-off
metric is based on normalised values of three metrics: Fi@k, intra-list diversity and
novelty as introduced by Raza and Ding (2020). Min-max normalisation is used so that
Fi@k, intra-list diversity and novelty are all on scale from 0 to 1. Trade-off is calculated
with three weights. First, both accuracy and diversity is weighted equally. Next accuracy is

emphasised with weight of 70 %. Last, focus is on diversity with its weight set to 70 %.

Average trade-off of different folds are presented in Table 13 for all three weights. More
precise results of each fold can be found from Appendices 3-5. The best balance between
accuracy and diversity is provided with SVD algorithm regardless of the used weights. Co-
clustering is the second best option of the three algorithms, while NMF comes as the last
option. The differences between each algorithm is decreasing when diversity is weighted
more, but the order stays the same with each weight. While interpreting the results, it
should be kept in mind that the underlying metrics, Fi@k, intra-list diversity and novelty,
are normalised. In Chapter 8, balance between accuracy and diversity is evaluated by

comparing values of different metrics both quantitatively and graphically.

Table 13. Average of trade-off of different folds.

SVD NMF Co-clustering
50:50 0.7229 0.2635 0.4250
70:30 0.8130 0.2062 0.3761
30:70 0.6329 0.3208 0.4739

7.4. Execution times

All executions of the recommendation algorithms are run on a Apple M1 ARM-based CPU

with 16 GB of unified memory. Execution times of all four folds and average execution
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time are presented in Table 14. SVD has the fastest execution time of the three algorithms
in this thesis with average execution time of 1 minutes and 57 seconds. Second best
algorithm in this thesis in terms of execution time is NMF with average execution time of 2
minutes and 6 seconds, while co-clustering performed the worst with average execution

time of 2 minutes and 55 seconds.

Table 14. Execution times of different folds and average execution time.

SVD NMF Co-clustering
Fold 1 00:02:00 00:01:58 00:02:43
Fold 2 00:01:51 00:02:03 00:02:53
Fold 3 00:01:59 00:02:13 00:03:03
Fold 4 00:01:56 00:02:10 00:03:00
Average 00:01:57 00:02:06 00:02:55




52

8. Discussion and analysis

This chapter provides the analysis of the results introduced in the previous chapter and

comparison to earlier studies.

It is important to keep in mind that while the recommendation algorithms is instrumental
in determining the value of accuracy and diversity metrics, the dataset used in a particular
study can have a significant influence as well. Direct comparison of RMSE values, or
values of other evaluation metrics, across studies even when using the same algorithms,

can potentially be misleading.

However, this does not prevent comparing valuable insights across studies. While the
absolute results of the evaluation metrics might not be directly comparable across studies,
the relative performance order can often remain relatively consistent and give meaningful

perspectives even across datasets.

8.1. Comparing recommendation accuracy

The results of SVD and NMF align with those reported by Behera and Nain (2020) in their
study using the MovieLens 1M dataset. Their RMSE values were 0.8860 for SVD and
0.9200 for NMF. While the results of this master's thesis indicates similar trend using a

preprocessed MovieLens 25M dataset, the gap in performance between the algorithms

appears to be slightly larger at 0.7715 for SVD and 0.8874 for NMF.

While RMSE and MAE measure prediction error differently, directly comparing them
might not be ideal due to their distinct characteristics. However, both of them are accuracy
measures focusing on prediction error, and analysing their relative trends can be insightful.
George and Merugu (2005) reported very similar MAE values between the same three
recommendation algorithms used in this thesis. While the results of this thesis found out

that NMF and co-clustering has similar RMSE values, SVD outperformed both with
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somewhat clear margin. The differences between the study by George and Merugu (2005)
and this master's thesis might be due to the fact that RMSE and MAE are not identical

measures, or because of the differences in datasets.

The choice of k can impact Fi@k score compared to RMSE. However, both metrics exhibit
similar trends. SVD consistently outperforms NMF and co-clustering in terms of Fi@k
score. The average Fi@k across four folds for SVD, NMF and co-clustering was 0.3968,
0.3729 and 0.3782, respectively.

Based on the two accuracy metrics, a movie recommender systems looking for an accurate
model-based collaborative filtering algorithm should start their journey with SVD. This is
not new information. While accuracy metrics with the three selected algorithms have been
close to each other across studies, SVD has an edge over the others in this thesis. SVD has
been outperforming the other two model-based collaborative filtering algorithms in terms

of accuracy in other studies as well (Behera and Nain, 2020).

8.2. Providing diverse recommendations

The focus of this master's thesis is on diverse recommendations. While diversity is agreed
to be important, it is not that well agreed on academic literature on how to measure it
(Kunaver and Pozrl. 2017). Two different diversity measures are implemented in an effort

to capture the performance of different definitions of diversity.

Co-clustering algorithm emerges as the leader in terms of intra-list diversity, followed by
NMF and lastly, SVD. This indicates co-clustering algorithms ability to recommend items

with diverse genres within different users recommendation lists.

However, the novelty metric, which measures how popular and less popular items are
recommended compared to each other, indicates that SVD provides more novel

recommendations compared to the other two algorithms.
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These findings gives an opposite view of the recommendation diversity these algorithms
can provide. As mentioned in the survey by Kunaver and Pozrl (2017); defining and
accepting general diversity measures could make it clearer for future research to compare
results. It could also be beneficial to measure how users of the recommendation systems

perceives diversity on top of the quantitative measures.

8.3. Finding balance

Raza and Ding (2020) highlighted in their study on news recommender systems that
accuracy and diversity are usually not best at the same time with same algorithms. That is
one reason why a trade-off metric between accuracy and diversity should be considered
while choosing a recommendation algorithm. The results of this thesis indicates similar
findings: SVD dominates the accuracy metrics yet it comes last when comparing intra-list

diversity.

The accuracy-diversity trade-off metric, which measures the trade-off between Fi@k score
and diversity where diversity is the harmonic mean of intra-list diversity and novelty,
suggests that SVD is the best metric if someone is looking for a model-based collaborative
filtering algorithm which can provide accurate, but at the same time diverse,
recommendations. The second best option for a balanced algorithms is co-clustering based
on the trade-off metric. NMF yielded the worst results. These results are true regardless of
the weights given for accuracy and diversity in this thesis. While differences between
algorithms are decreasing when diversity is weighted more than accuracy, co-clustering

and NMF does not provide enough diversity to justify using them instead of SVD.

When results of the both accuracy metrics and both diversity metrics are examined
simultaneously, SVD can be confirmed to be the best algorithm of the three in terms of the
balance between accuracy and diversity. SVD performed the best with both accuracy
metrics, and with one of the two diversity metrics. Table 15 presents the results of the

trade-off metric with different weights. The first four metrics were reported and analysed in
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earlier sections, but also included in the Table 15 for an easy overview of the results. On
top of these metrics, execution times are presented in Table 15. In Table 15 the best
algorithm is highlighted with bold and the second best algorithm is highlighted with

underlining for each metric.

Table 15. Average of different folds for all metrics.

SVD NMF Co-clustering
RMSE 0.7715 0.8874 0.8772
Fi@k 0.3968 0.3729 0.3782
Intra-list diversity 0.6706 0.6851 0.6963
Novelty 33.30 29.74 29.14
Trade-off (50:50) 0.7229 0.2635 0.4250
Trade-off (70:30) 0.8130 0.2062 0.3761
Trade-off (30:70) 0.6329 0.3208 0.4739
Execution time 00:01:57 00:02:06 0:02:55

To the best of my knowledge, the trade-off of accuracy and diversity with model-based
collaborative filtering algorithms has not been studied using the trade-oft metric introduced
by Raza and Ding (2020) in a movie recommender setting. Individual measures and model-
based collaborative filtering algorithms, for example, intra-list diversity, has been a topic
of research, however, there appears to be a gap in the literature regarding the comparative
analysis of the three well-established algorithms using diversity and accuracy-diversity
trade-off metrics. Studies have been focusing on a single algorithm, for example, Shah,
Raisinghani and Gandhi (2022), who analysed intra-list diversity of the SVD algorithm
within their hybrid recommender system. However their work did not compare these

results to those of other model-based collaborative filtering algorithms.

In addition to quantitative assessments of the results, the evaluation of the accuracy-
diversity trade-off comparison is also done visually. Figure 3 provides a graphical

representation of the performance of the selected algorithms concerning both RMSE and
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intra-list diversity. Notably, SVD has a distinctive advantage in terms of RMSE, indicating
it has the best accuracy of the three algorithms. However, its performance in intra-list
diversity, while slightly worse than the other two algorithms, remains especially
competitive. RMSE is not part of the trade-off metric, but comparing it with a diversity
metric leads to similar conclusions as the trade-off metric, which accuracy part is based on
the Fi@k score. The visual analysis underscores the desired balance between accuracy and

diversity that the SVD algorithm can provide for movie recommender systems.
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Figure 3. RMSE compared to intra-list diversity.

Intra-list diversity and self-information-based novelty are also visualised graphically
against each other. This is done in Figure 4 where self-information-based novelty is on the
x-axis and intra-list diversity on the y-axis. This visualisation allows for a quick
comparison of the algorithms' performance on these two important metrics. Notably, the

figure highlights the fact that although the SVD algorithm showed the lowest performance
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in intra-list diversity among the three algorithms assessed, the margin of difference
compared to the others is relatively modest. However, the improvement in self-
information-based novelty is much greater than the performance decline in intra-list
diversity. With these findings in mind, it is not surprising that SVD is the best performing

model-based collaborative filtering algorithm in the accuracy-diversity trade-off metric.
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Figure 4. Novelty compared to intra-list diversity.

While keeping all of the previous findings in mind, SVD has shown to have the best
balance between accuracy and diversity among the three model-based collaborative
filtering recommendation algorithms evaluated in this thesis in the context of a movie

recommendation system using the popular MovieLens 25M dataset.

Therefore, companies looking for an accurate yet diverse model-based collaborative

filtering algorithm for their movie recommender system can leverage the strengths of SVD
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algorithm. By doing so, they can provide users with a wider range of personalised movie
recommendations while maintaining a high level of accuracy. Execution times show that
the SVD algorithm is also extremely competitive in cases when limited computational
resources are available as it was the fastest algorithm of the three in this thesis. However, it
is crucial to remember the limitations introduced in Chapter 1, such as the cold start

problem.
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9. Summary and conclusion

The objective of this thesis is to evaluate accuracy, diversity and accuracy-diversity trade-
off of model-based collaborative filtering recommendation algorithms in a movie
recommender system using MovieLens 25M dataset. While model-based collaborative
filtering algorithms have been around for decades, diversity is relatively newer and less

studied subject (Kunaver and Pozrl, 2017).

The subject is important as previous research has suggested that diverse recommendations
can lead to increased user satisfaction, even when they might be sacrificing accuracy of the
recommendations (Herlocker et al., 2004). Diversification might also lead to consumption

of less harmful content (Kalimeris et al., 2021).

This master's thesis compared three model-based collaborative filtering algorithms:
singular value decomposition, non-negative matrix factorisation, and co-clustering. The
algorithms were evaluated with five metrics: root mean squared error, Fi@k score, intra-
list diversity, novelty, and an accuracy-diversity trade-off metric introduced by Raza and
Ding (2020). On top of the these metrics, model execution times were recorded and

compared.

Three research questions were laid out in Chapter 1. The first research question was:

1. How different model-based collaborative filtering recommendation algorithms

perform in terms of accuracy and diversity using the MovieLens 25M dataset?

The results of this thesis indicates that singular value decomposition is the best of the three
algorithms when focusing solely on accuracy. However, comparing diversity was not as
straightforward as comparing accuracy. Kunaver and Pozrl (2017) mentioned earlier that
definition of diversity is not that well agreed on in terms of recommender systems. The two

diversity metrics used in this thesis also gives mixed results. Intra-list diversity measures
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how diverse the recommendations are on each users recommendation lists. Novelty, more
precisely self-information-based novelty, measures how popular items are recommended
compared to non-popular items. Singular value decomposition provides the most novel
recommendations but lacks in terms of intra-list diversity. Intra-list diversity performed the

best with the co-clustering algorithm.

The second research question was:

2. How can the trade-off between accuracy and diversity be measured in a movie

recommender system?

The second research question is answered through a literature review. While there are
multiple different definition of diversity, accuracy-diversity trade-off is measured in this
thesis using a trade-off metric introduced by Raza and Ding (2020). Their work was related

to news recommendation systems.

The third research question was:

3. How different model-based collaborative filtering recommendation algorithms

balance accuracy and diversity in the movie recommendations they provide?

It can be concluded that singular value decomposition is the best starting point for a
company looking for a accurate yet diverse model-based collaborative filtering algorithm
for a movie recommender system. While the differences between singular value
decomposition, non-negative matrix factorisation, and co-clustering algorithms were
relatively minor, singular value decomposition provided distinctively the most accurate and
novel recommendations, while still supplying relatively diverse recommendations inside
users recommendation lists. This is also highlighted with the accuracy-diversity trade-off
metric which indicates that singular value decomposition has the best balance between

accuracy and diversity regardless of the weights used in the trade-off metric. While non-
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negative matrix factorisation and co-clustering started to look more desirable algorithms
when diversity was weighted more in the trade-off metric, the diversity these two
algorithms provided still did not justify the lower accuracy. Singular value decomposition
was also the fastest algorithm in this thesis of the three, indicating that it is a compelling

choice when limited computational resources are available.

This thesis contributes to the field of movie recommendation systems by investigating the
accuracy-diversity trade-off of model-based collaborative filtering algorithms for movie
recommendation systems. While previous research has explored accuracy and diversity of
recommender systems, this thesis examines them concurrently to identify a model-based
collaborative filtering algorithm that achieves a desirable balance between the two in a
movie recommender system context. To the best of my knowledge, recently proposed
metric by Raza and Ding (2020) has not been used to measure accuracy-diversity trade-off
in a movie recommender system setting with model-based collaborative filtering
algorithms. This thesis can help companies in the movie or streaming industry by raising

awareness of diversity and by improving recommendation diversity.

As this master's thesis is conducted as an offline study with static data, future research
could extend this work adding and analysing data from user feedback. Getting information
from users on how they perceive diversity in their recommendation lists could add valuable
insights to the topic. Also, as the cold-start problem is considered out-of-scope in this
master's thesis, there is a need for an algorithm that could provide diverse

recommendations for new users as well.
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Appendices

Appendix 1. Precision@k of different folds and average precision@k.

SVD NMF Co-clustering
Fold 1 0.8366 0.7872 0.7975
Fold 2 0.8289 0.7785 0.7898
Fold 3 0.8287 0.7752 0.7895
Fold 4 0.8287 0.7752 0.7895
Average 0.8307 0.7790 0.7916

Appendix 2. Recall@k of different folds and average recall@k.

SVD NMF Co-clustering
Fold 1 0.2565 0.2414 0.2445
Fold 2 0.2621 0.2461 0.2497
Fold 3 0.2621 0.2452 0.2497
Fold 4 0.2620 0.2471 0.2496
Average 0.2607 0.2450 0.2484

Appendix 3. Trade-off of different folds and average trade-off with 50:50 weights.

SVD NMF Co-clustering
Fold 1 0.6148 0.1405 0.3098
Fold 2 0.7617 0.2951 0.4628
Fold 3 0.7590 0.2993 0.4667
Fold 4 0.7562 0.3190 0.4606
Average 0.7229 0.2635 0.4250




Appendix 4. Trade-off of different folds and average trade-off with 70:30 weights.

71

SVD NMF Co-clustering
Fold 1 0.6900 0.0843 0.2537
Fold 2 0.8556 0.2407 0.4175
Fold 3 0.8554 0.2239 0.4198
Fold 4 0.8509 0.2759 0.4134
Average 0.8130 0.2062 0.3761

Appendix 5. Trade-off of different folds and average trade-off with 30:70 weights.

SVD NMF Co-clustering
Fold 1 0.5396 0.1967 0.3659
Fold 2 0.6677 0.3495 0.5082
Fold 3 0.6627 0.3748 0.5136
Fold 4 0.6614 0.3622 0.5078
Average 0.6329 0.3208 0.4739
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