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This master’s thesis explores the different activities and contributing efforts that happen in
open source GitHub repositories by conducting a data mining process on both repositories
and developers. While previous research has conducted similar studies it is important to
examine the current state of open-source activities as the open source software model keeps
gaining more attraction. The research in this study utilizes GitHub’s REST API to acquire
developer generated events from the open source repositories. Using these events can the
activities and contributing efforts be analysed and understood.

The results highlight a distribution between coding and collaborative activities, where the
majority of events lean more towards coding related activities. Open source repositories also
include varying developers which are distinguishable by their specific development
activities. These findings contribute to the ongoing research on open source software
development by validating previous findings while also offering new insights. While the
research may only represent a small sample of activities due to time constraints and the
functionality of the API, future works can focus on enhancing the results by analysing a
greater set of data.
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Tama diplomity6 tutkii avoimen ldhdekoodin aktiviteetteja GitHub-repositorioissa
suorittamalla tiedon louhinta menetelmaa seka repositorioille ettd niissa oleville kehittgjille.
Vaikka aiemmat tyot ovat tehneet samankaltaisia tutkimuksia, on térked& tarkastella
avoimen lahdekoodin toimintojen nykytilaa, koska avoimen lahdekoodin ohjelmistomalli on
jatkuvassa kasvussa. Tdéman diplomitydn tutkimuksessa hyddynnetddn GitHubin REST
APl:a, jotta tietoa voidaan hankkia avoimen lahdekoodin repositorioista. Hyddyntamélla
keréttya tietoa voidaan avoimen lahdekoodin erilaisia aktiviteettejd ja toimintoja analysoida
ja ymmartaa paremmin.

Tutkimuksen tulokset esittdvat koodaamisen ja yhteistyd aktiviteettien valilla olevaa
jakaumaa, missa suurin osa tapahtumista kallistuu enemmén koodaamiseen liittyviin
toimintoihin. Avoimen lahdekoodin repositoriot siséltavat myos erilaisia kehittdjia, jotka
erottuvat toisistaan tietynlaisten aktiviteettien perusteella. Nama I6ydokset edistavat
avoimen l&hdekoodin tutkimusaluetta vahvistaen aiempia tuloksia ja tarjoten uusia
oivalluksia. Vaikka tutkimus saattaa edustaa vain tiettyd naytettda aktiviteeteista
aikarajoitteiden ja API:n toiminnallisuuden vuoksi, tulevaisuuden ty6t voivat keskittyd
tulosten parantamiseen analysoimalla suurempaa aineistoa.
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1 Introduction

Open-source software (OSS) which refers to software projects that have their source code
publicly available to anyone, allows developers and software users to freely use, distribute,
and modify the existing software (Vetter, 2021). The OSS model has allowed for a new way
of conducting software development, where the used methodologies in development have
moved more towards a community-driven process which facilitates collaborative activities
more often. Development teams comprise of a small number of core developers with
additional volunteering collaborators. (Krishnamurthy et al. 2016; Madey, Freeh, and Tynan,
2002) Due to these characteristics OSS is much more flexible when compared to the
development of proprietary software (Osterloh and Rota, 2007). Crucial to the collaborative
nature of OSS model are distributed version control tools such as GitHub. GitHub offers a
number of useful features for open-source software development (OSSD), these features are
for instance forking, pull requests and issue tracking capabilities, which enhance the
collaborative development process that OSSD is based on. (Tsitoara, 2020; Wessel et al.
2023)

As open-source projects often include a great number of contributors, comprised of core
developers and volunteers, the repositories include a wealth of data relating to collaborative
software development activities. However, effectively gathering and utilizing this data into
meaningful insights does involve its own challenges because the data needs to be extracted
and thoroughly analysed for underlying patterns and trends. As a result, there is a need to
conduct a thorough research on the activities of open-source repositories which can provide
insightful information on how contributing occurs and what type of activities are most
commonly used in open-source projects. While previous studies have been performed

relating to the subject there is a need to examine the current state of open-source activities.

Previous research has explored and produced valuable insights into the different aspects of
open-source software development. Gousios, Storey, and Bachelli (2016) for instance
provide context on the work practices and challenges that occur in pull-based development
through surveys. Others such as Robinson, Deng and Qi (2016) have explored the developer

behaviours and sentiments through data mining open-source repositories. These studies such



as many other studies relating to open source provide insights into the different
characteristics of OSSD.

Exploring open-source community activities can be performed through multiple
perspectives, with each of them having their own advantages. This master’s thesis proposes
a data mining process for acquiring insightful data on the activities that occur in open-source
repositories through GitHub’s REST API. The process heavily relies on existing datasets
that are analysed through automated scripts for further use. Purely conducting repository
mining allows the study to fully concentrate on already existing data that is out there to be
utilized.

Essentially, the aim of this master’s thesis is to conduct research on open-source GitHub
repositories, with a specific focus on uncovering the common activities between developers
and how contributing happens in open-source projects through quantitative analysis. The
primary goal is to provide a thorough analysis beginning with a data mining process which
leads to the analysation of the acquired results for them to be used for further use cases such
as future works or personal use. To specify the scope of the thesis, three research questions
have been proposed, serving as guidance for this study. The research questions are as

follows:

¢ RQ1: What activities are most commonly used in open-source software repositories?
e RQ2: How do developers contribute to the development of open-source projects?
e RQ3: What type of contributing activities do core developers and active volunteers

perform?

The structure of the thesis begins with a brief review of the background concepts and related
work to provide context to the overarching study, presenting open-source, version control
and software repository mining. The thesis then expands towards the research where open-
source repositories are data mined for insightful patterns and trends beginning with
presenting the research and data collection methodologies. Leading to the analysis of the
results with a closing discussion on the study’s findings and the underlying factors that

affected the overall research such as limitations.
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2 Background and related work

This chapter conducts a background review on the relevant topics presented and discussed
in the thesis. Similarly, as Verner et al. (2009) recommended, the review section forms the
foundation for the thesis by exploring the different aspects that are going to be discussed and
utilized in the research. Previous research relating with the topic will be presented that
contribute valuable insights and context to the overarching research.

Beginning with an exploration on software sharing and how it has evolved through the years
to the present day. The discussion then delves into the intricacies of open-source project
networks especially on what open source represents, its defining characteristics and how it
distinguishes itself from its industrial counterparts. Following with the development process

of open-source projects.

The scope of the review then extends towards version control systems which are at the centre
of open source. A particular emphasis is placed on GitHub due to its popularity and its
various aspects such as the role they play in open-source software development, how it
utilizes the distributed version control system Git, different features it includes and how it
can be used as tool in the software development ecosystem. The main objective of this
background review is to provide a solid foundation of the existing knowledge surrounding
GitHub and open-source development for the upcoming study.

2.1 Software sharing

Software sharing has been a collaborative practise rooting to the early days of computing
among early programmers. The founder of the Free Software Foundation (FSF) Richard
Stallman is one of the biggest contributors to the idea of sharing software. The vision of
Stallman was to have software freedom, advocating for the sharing of software source code
by giving everyone the right to access, distribute and modify software. (Deek and McHugh,
2007) In Stallman’s article “The GNU Project” he describes how he became a member of a
software-sharing community within the Massachusetts Institute of Technology (MIT)

Acrtificial Intelligence (Al) Lab. During this period the concept of free software had not yet
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emerged. However, the Incompatible Timesharing System (ITS) by the Al Lab was
distributed to anyone who sought to access it. This early manifestation of software sharing
laid the seeds that later led to the concept of free software. (Bretthauer, 2001; Deek and
McHugh, 2007; Stallman)

The term free software which can be easily misunderstood, is about the freedom of the
software, and has nothing to do with its pricing. A software program is regarded as free
software when it fulfils the criteria of being able to be used and run by anyone, for any
purpose. The program can be modified, signifying that the source code of the program is
public and accessible to everyone. Lastly, the program can be redistributed with made
modifications, ensuring that everyone can benefit from the implemented changes.
(Bretthauer, 2001; Stallman) This encapsulates how the FSF defines free software, a concept
that eventually led to the shaping of the Open-Source Initiative (OSI) established in 1998.
The principles advocated by the OSI solidified the foundation for open source, which is now
a widely used term in the current software development industry. (Fitzgerald, 2006; Tu,
2000)

When it comes to the terms “free software” and “open-source software”, they are often
perceived as one and the same due to their shared domain, however they carry their own
distinct definitions. Most open-source software (OSS) is regarded as free software but
overall, their viewpoints are based on inherently different values. Free software is regarded
as a social movement whereas open source is more of a development methodology. The
differences between them can also be seen in their licensing requirements. Software to be
considered as OSS has to abide by the licencing requirements that have been set by the OSI.
These licenses have much looser terms when compared to the licensing requirements that
FSF uses to define free software. Essentially, FSF licenses grant more freedoms for users
and developers but pose more constraints against businesses that want proprietary software.
(Stallman, 2009; Vetter, 2021)
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2.1.1 Open-source characteristics

Open-source software at its core refers to software projects that have made their source code
publicly available. The term “open source” emphasises for the freedom to use, modify, and
share the software. Typically, OSS is developed in a collaborative and community-driven
manner in which individuals or small sized groups contribute to the continuous improvement
of the software. (Vetter, 2021) Many studies have done research on why developers
participate in open-source software development. Lee & Kim (2013) and Vetter (2021) argue
that developers tend to contribute to OSS for intrinsic rewards such as for the enjoyment,
experience, and fun of solving technical problems. But there are also occasions where
developers contribute for extrinsic rewards such as monetary compensation. Open-source
developers can also transition from being a user of an OSS project to active contributors,
motivated by the desire to enhance functionality or add additional features which might be

missing.

What has enormously increased the success of OSSD are the current version control systems
(VCS), that enable ease for accessing and sharing the source code of a project. These
platforms not only provide a structured environment for version control but also serve as
collaborative hubs in which developers can contribute to open-source projects in an easy
way. According to Tsitoara (2020) GitHub has emerged as the most used version control
platform for open-source collaboration and having the largest open-source community out
there. GitHub offers features such as issue tracking, pull requests (PR) and project
management tools that enhance the open-source development model (Vetter, 2021). The
widespread of these version control systems have scaled the global reach of open-source

projects and have made software sharing significantly easier.

There have been various studies that have conducted research on open-source projects that
use GitHub as a VCS. For instance, Gousios et al. (2016) conducted research on PR based
development practices and challenges. In which they conducted an online survey approach
for acquiring data from active GitHub users that contribute to OSS projects. Another study
related on the topic by Peterson (2013) conducted a data collection analysis on the process
of using GitHub in OSSD. The study focused on gathering data from GitHub’s
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Representational State Transfer (REST) Application Programming Interface (API) to better
understand about the activities that occur with GitHub in OSSD.

At the centre of open source is community collaboration. Unlike closed software models,
open-source development model encourages developers from varying backgrounds to
contribute to an open-source project’s codebase. Developers around the world can converge
to collaborate on a project, bringing diverse range of expertise and perspectives to public
projects. (Xu et al. 2005) Open-source development tends to adopt an iterative development
style that pushes out frequent releases and updates on a software. Which allows for
continuously improving a product, with its community actively participating in identifying
issues, implementing changes, and proposing new enhancements that could increase the
products value. (Vetter, 2021)

An important open-source characteristic that needs to be satisfied is that every OSS needs to
follow a set of guidelines that have been mandated by different licensing requirements.
These licences ensure that open-source software projects adhere to the principles that
promote source code distribution. When it comes to open-source related licences, whether
the GNU General Public License (GPL), MIT License, the Berkeley Software Distribution
License (BSDL), or the Apache Software License (ASL), they ensure freedom for users to
use and distribute software. (Almeida et al. 2017; Von Krogh and Spaeth, 2007)

2.1.2 Open-source development

OSSD contributors often comprise of volunteers that work for the enjoyment and pride of
being part of a software development project (Madey et al., 2002). At the centre of an open-
source project’s community lies the core group that are responsible for the project. Outside
of this core group are developers who intermittently contribute to the project, known as the
peripheral developers. (Krishnamurthy et al. 2016) The development communities that have
an impact on the development process of an open-source project are active users, developers,
and project leaders (Cheng et al. 2002; Xu et al. 2005). Each of these roles have some sort
of association with social activities on GitHub. Some studies such as Nakakoji et al. (2002)
have suggested that all OSS participants can be categorized into eight different roles. But



14

this section of the background and related work review will only focus on the roles that

impact the development process.

OSSD most of the times starts of by having only one developer building the project (Franco-
Bedoya et al. 2017). However, an open-source project can have more than one project leader,
who is responsible for the policy making in the project. Especially nowadays since more and
more firms take action participating in OSSD. The project leader who initiates the project
on a version control platform such as GitHub is in charge of controlling the direction of the
project’s overall evolution. (Vetter, 2021) The success of an open-source project and its
community relies on the leadership and management side of the project. Which is what
Cheng et al. (2017) for instance argued that the success of an open-source project’s

community is dependent on the leadership and management side.

In OSSD the developer roles don’t usually stay the same and each developer may end up
having multiple roles of responsibilities when it comes to programming. This is due to the
fact that the OSSD hierarchy leans towards a higher degree of agility when compared to
other industrial counterparts. The ecosystem of developer roles evolves fast which leads to
developers acting in different roles. (Cheng et al. 2017; Vetter, 2021) For instance, Wang
and Perry (2015) and Jensen and Scacchi (2007) performed research on the role
transformations that happen in open-source project teams. In which they state that there are

deviations with the developer roles in open source projects.

A developer may make contributions to a project in regards of handling issues, committing
new features, or refactoring existing code. Most of the time in open-source projects the
development tasks are accomplished by a small group of developers who are actively
participating in the development of a project. For instance, Cheng et al. (2017) and Xu et al.
(2005) defined developers into groups of core developers and collaborative developers. Core
developers are the ones whose cumulative contributions equal to around 80% of the whole
project work. Whereas collaborative developers are members who handle the cooperation
network between developers in a project.

Active users in an OSSD community are categorized to users who contribute to the

development of an open-source project in one way or another. They are not responsible for
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modifying the source code of an open-source project. Rather these users tend to discover and
report bugs relating to a project, suggest new features and also exchange relevant
information by communicating to the developers and project administrators through mailing
listings or forums. (Xu et al. 2005) Having active users on an open-source project is valuable

because they drive the development of a project forward.

2.2 Version control

Most of us at one point in time have had to have managed and controlled a version of a code
base or even a basic text file. While it is manageable to maintain multiple versions of a file,
it has the potential to get out of our control very quickly which is why there needs to be a
solution for controlling the versions of a file. (Keisaris, 2023) This is where version control
systems (VCS) come in. Being able to track what has been changed, who changed it, and
why was a particular thing changed is very tedious with a traditional approach. However,
VCSs address these problems by automating the management of different project versions,

which decreases the need for manual labour and enhances the entire process. (Tsitoara, 2020)

Especially in collaborative software development, where multiple team members are
actively contributing to the development of a software’s code base to create and maintain
functionalities. Since this is the industry standard it is important for a software development
team to have the ability to maintain the integrity of a software project. This preservation
ensures that each team member can obtain any version of the software and run it in their
local environment. This procedure is facilitated by version control platforms such as GitHub
which handle the management of any project’s different versions. Each alteration made to
the project files are tracked, providing not only a record of committed changes but also the
capability to revert any undesired changes. (Tsitoara, 2020; Chandrasekara and Herath,
2021)

According to Tsitoara (2020) version control systems are categorized into local, centralized,
and distributed models with each of them having their own advantages and weaknesses. With
a local VCS every change made to a project are tracked on an individual developer’s
machine. Meaning that every change is kept in a single database that is store locally and if

problems would occur at any time, all of the work would be either unusable or in the worst
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case completely lost. Since local VCSs store everything on a users’ machine, it makes them
unusable for software projects that require constant collaboration and are built by multiple

contributing developers.

Centralized VCSs on the other hand introduce centralized repositories that can store an entire
project’s version history on a remote server. Allowing developers to connect into the server
that preserves all the files of a project. It offers a way for a team to collaboratively work on
a project and monitor its general pace and direction. Although, the process heavily relies on
a stable connection with a server that hosts the repository. Additionally, a significant
problem with this version control approach is that once a file is being used somewhere it
can’t be accessed by anyone else due to it getting locked. This leads to a very tedious way
of coordinating development when more than one developer needs to modify the same file.
(Tsitoara, 2020)

Distributed VCS offers a more flexible and sustainable approach for handling files. In a
distributed version control system, instead of having a main server that contains the entire
project history each developer maintains a complete copy of a project, including its previous
history. This lowers the chances of losing any version of a project since each client has their
own copy of the repository. Since the system works locally it doesn’t require a network
access to a remote server which makes it more reliable and generally a faster model when

compared to a centralized approach. (Tsitoara, 2020)

As multiple developers contribute to a project, it becomes crucial to manage changes
happening concurrently with one another. By preventing any possible conflicts and having
a stable code base makes the development process more efficient. Essentially, version
control systems act a foundation which allow for a smooth collaboration by offering the
ability to organize, coordinate and track any file modifications made to a project. (Vuorre
and Curley, 2018)
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2.2.1 Git

Git at its core stands as a distributed VCS that allows developers to maintain a complete
local copy of a project, allowing for parallel collaboration while also minimizing possible
conflicts (Spinellis, 2012). Git activity always runs in the context of a repository. Repository
Is a storage where the history of a project resides, including its files, made changes and other
relevant information. In essence, it serves as a central database that tracks the evolutionary

changes of a project over time. (Abildskov, 2020)

How Git functions as a collaborative system, is due to its branching and merging capabilities.
These features allow developers to work independently on various features in their dedicated
branches, before safely consolidating each addition together. (Preissel et al. 2014) Branching
is a term used for the creation of an isolated environment that is sectioned away from the
main project environment, where developers can make changes without affecting the
functionality and stability of the main project. This ensures data integrity throughout the

development process. (Abildskov, 2020)

To integrate modifications made in different branches back into the main branch is called
merging. The merging process is designed to be a seamless action, allowing developers to
combine their own contributions cohesively. However, merging is not always as seamless as
it is meant to be, as collaborative software development can introduce challenges such as
conflicting branches. These types of conflicts are called merge conflicts that occur when
changes from different branches conflict with one another. Consider a scenario where a line
of code goes through modifications in two distinct branches causing a merge conflict when
merging these branches. In the event, Git imposes a safeguarding measure by preventing the
merging of the distinct branches until the occurred conflicts have been addressed.
(Abildskov, 2020; Tsitoara, 2020)

Additionally, Git provides the ability to incorporate Continuous Integration and Continuous
Deployment (CI/CD) practices into a project. Which is especially integral part of modern
software development. (Chandrasekara and Herath, 2021) Git integration with CI/CD
pipelines emphasizes automation in the testing, building and deployment phases of a

software project. With CI/CD pipelines when a new change is introduced to a repository it
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triggers an automated process, ensuring that the newly added code is tested and working
without hindering the functionality of the software. (Dingare, 2022; Wessel et al. 2023)
Essentially, Git is a powerful VVCS for tracking changes, ensuring project structure stability,

and facilitating empowering automative practices.

2.2.2 Git workflow

When working with Git as a VCS, the files in each project have three different states they
can be categorized into. These file states are modified, staged, and committed (Tsitoara,
2020). Additionally, the file management occurs in three distinct stages, with each having
their own responsibilities in the version control process. These stages can be categorized into
the working directory, staging area and the Git directory also known as a repository, the
process between these stages is depicted in Figure 1. (Keisaris, 2023; Vuorre and Curley,
2018) The working directory is an environment where developers can introduce
modifications or completely new code to a project. Any changes made in the working
directory remain untracked by Git. (Tsitoara, 2020)

WORKING STAGING GIT
DIRECTORY AREA DIRECTORY

~ [
| &

2 3

; , , IFile Al , ,
File A| Stage modified file version to Staging area > iy Commit Staged Files
€ '

File A
Copy

E B B
[]
=

Figure 1. Git file management. (Sofela, 2020)

As developers create or modify the structure of a project’s files, the staging area comes as
the next relevant stage. A developer needs to add each file from the working directory that
have been modified to the staging area. This is done with a command git add which can be
used for singular or multiple files. The staging area keeps track of all the changes that have
been made to the current set of files. (Tsitoara, 2020; Vuorre and Curley, 2018) The staging
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area ensures that each modification made to the Git repository has been purposefully added

with reasonable alterations.

Lastly, the final stage, which is the Git directory, also referred to as the HEAD encapsulates
the essence of the project. Files are elevated from the staging area to the Git directory with
a commit command. (Tsitoara, 2020) The commit command is only available for repository
contributors that have been given the write access by the owner or admins of a project. This
systematic flow through these distinct stages in the version control procedure exemplifies

precision and clarity. Providing developers with foundation to manage file changes.

To effectively use Git, developers need to get accustomed with various Git commands that
allow for handling the varying processes of version control. Understanding and effectively
utilizing the most commonly used Git commands is essential in order to manage the
previously mentioned file management stages of Git. Git commands facilitate a variety of
actions relating to repositories, branches, making changes and collaboration with others.
Table 1, which can be depicted below has a listing of the most commonly used Git

commands by developers with their respective descriptions.

Table 1. The 10 most commonly used Git commands by developers with their respective
descriptions. (Draniceanu, 2021; Eygi, 2020; Gayathri, 2023; Kappagantula, 2023;
Krukowski, 2021; Sharma, 2024)

Command Description
init Initializes a new Git repository, transforming a directory into a Git repository.
add Adds changes in the working directory to the staging area. Used to prepare

modifications for the next commit.

commit Commits the staged changes to the repository, commits are accompanied by

commit messages that provide context.

status Provides information about the current state of the working directory, including

changes that are staged, unstaged, and untracked.

clone Clones an existing repository, creating a local copy of a Git project on a users’

machine

pull Fetches changes from a remote repository and merges them into the current branch.
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push Pushes committed changes to a remote repository. Is used to update the repository
after any changes have been committed.
branch Lists, creates, or deletes branches within a repository.
Merge Integrates changes from one branch into another.
checkout Allows for navigating between existing branches, can also be used for creating new
branches.
2.2.3 GitHub

GitHub is a third-party platform that allows people to delegate all version control related
tasks in with a web-based graphical user interface (GUI). It encourages developers to host,
share, view, collaborate and manage Git repositories and is there to help developers and
businesses to build and release projects. (Spinellis, 2012) GitHub incorporates the ability to
create public and private repositories and the owner of a repository has the ability to
explicitly grant access for contributors to modify the contents of a repository (Perez-Riverol
et al. 2016).

Software engineering research frequently incorporates GitHub as a resource that is utilized
for exploring varying datasets. GitHub’s services and the wealth of data it offers makes it an
attractive platform for researchers aiming to conduct studies relating to especially open-
source development. For instance, Wang et al (2020) explored the activities of elite
developer which utilizes GitHub based repositories and GitHub’s API services. GitHub
actions have also been studied by Decan et al. (2022) to distinguish the events that happen
in GitHub repositories. Additionally, there are also studies conducted purely on GitHub,
which is what Mergel (2015) did with his study by investigating the social coding and open

collaboration aspects of the platform.

As a VCS GitHub has introduced additional features that enhance the collaborative
development process, particularly in the context of open-source projects. One such feature
is forking, a process that allows programmers to obtain a personal copy of any available

public repository and safely work on it without harming the code of the original project. In
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other words, programmers can continue to develop an application without disrupting any
other ongoing work that is being done in the main project. (Dabbish et al. 2012; Peterson,
2013) In addition to forking GitHub also allows repository cloning but having a clone of a

repository doesn’t allow developers to integrate any new changes to the cloned repository.

Essentially, if a developer wanted to integrate any changes to a public repository in which
they only have read access in. They would first have to fork the repository and create a Pull
Request (PR). The process of a PR involves requesting the made changes to be pulled and
merged into the main project. It is an efficient and collaborative way of suggesting
improvements or slight modifications that could be made to a project. (Tsitoara, 2020;
Zagalsky et al. 2015)

Whenever a PR is submitted it needs to be accepted through a review process before the
changes can be applied to a project. The review process involves other contributors who
review the changes that are suggested with a PR and decide whether or not to integrate the
changes. These contributors who can accept a PR need to have specific access rights in the
repository that can be distributed by the repository admins. In the review process if all parties
are pleased with the requested PR, the changes are merged into the project. (Dabbish et al.
2012; Mergel, 2015) There have been multiple research studies that explore the different
point of views relating to pull requests that contribute to the improvement of developer
workflows in OSSD. Gousios et al. (2016) for instance, researched the work practices and
challenges that occur during a pull based development, Zhang et al. (2022) explored the
factors that influence pull request decisions and Kononenko et al. (2018) studied the merging

side of pull requests.

Additionally, to only functioning as a programming based platform, GitHub does also offer
features related to managing projects which enhance the overall environment for software
development (Tsitoara, 2020). However, GitHub is not a replacement for good project
management rather it is an extension that can be useful when incorporated correctly. GitHub
includes an issue management feature which offers a structured way for reporting and
tracking various aspects within a project. This includes bug reports, proposals for new
features, and the management of tracking tasks. This structured approach of tracking issues

guarantees an effective process for managing project-related discussions, thereby reinforcing
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GitHub's position as an inclusive platform for collaborative software development. (Nevogt,
2021; Perez-Riverol et al. 2016)

2.3 Software repository mining

Repository mining which is often referred to as mining software repositories (MSR) is a term
used for the examination of software repository activities. This process is used to extract
insightful data on the different software development activities that occur during
development. (Peters and Zaidman, 2012) Especially nowadays with VCS such as Git and
platforms like GitHub that store all repository activities, the research field has increased
substantially relating to process mining either software repositories or developers. (Robinson
etal., 2016)

At its core, the process of MSR begins with the extraction of data from a repository. The
data is acquired as an event log that captures the activity events performed by developers in
a repository. The extracted event data serves as a foundation for further process discovering.
(Poncin, Serebrenik and van den Brand, 2011) As the event logs tend to include a large
dataset with varying data instances, in most cases algorithms are used for analysing these
event streams to make the data analysation process easier and efficient. By conducting

process mining, it can reveal a lot of data relating to the development of software projects.

Accessing event logs from a repository, is often facilitated by a tool or an API which allows
for gathering and organizing data effectively. GitHub for instance offers its own APl which
allows for MSR activities by enabling access to the event logs from any public Git repository.
This however is not the only way to conduct repository mining for instance Christley and
Madey (2007) and Xu et al. (2005) utilized SourceForge.net to process mine repositories and
developers. Additionally, a common research field with MSR is where researchers create
their own frameworks for mining software repository data, which is what Spadini, Anice and

Bacchelli (2018) have done with their Pydriller Python framework.

Open-source repositories are especially subjected to process mining because of their public
availability. They include a wealth of information ranging from source code data to

developer’s daily activities. MSR allows for the analysation of open-source repository data
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which in return can unravel varying trends and patterns that happen in open-source software
development. For instance, there are numerous studies conducted on studying the varying
characteristics of open-source repositories. Onoue, Hata and Matsumoto’s (2013) conducted
research that focuses on the analysis of developer activities in Git repositories. In which they
conduct the basic principles of MSR by analysing the event logs of developers during a
specific period of time. Another research by Robinson et al. (2016) had the same process of

acquiring data but their objective was to study developer behaviours and sentiments.
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3 Research Design and Methodology

With the background theory and related work introduced, the study’s focus can now move
towards conducting the proposed research, which seeks to address the research questions
that were introduced in the introduction. The primary objective of the research is to explore
the activity events of open-source software development through GitHub, by conducting
software repository mining. This exploration is motivated by identifying and analysing the
practices and developer contributions in open-source software development. The potential
insights will likely hold value for both open-source contributors as well as traditional

software development teams.

With current version control systems, OSSD interactions are saved and recorded as specified
events in the history of a VCS. For instance, every change made to the source code of a
repository is saved and maintained by these VCS such as Git. Whenever a change to the
source code of a project is committed the newly written code and the commit message are
logged as change events in the VCS. Any sort of event is saved and logged ranging from
messages to issues to even pull requests. (Robinson, Deng and Qi, 2016) Because of these
logged events it allows for conducting research and analysis on the events that occur in a
repository during open-source software development. Which opens the door for
understanding the intricacies and practices of OSSD.

3.1 Research methodology

In this study a multi-method approach is utilized to gain an understanding of OSSD practices
through GitHub. The methodology for the research includes both quantitative and qualitative
analysis approaches. The quantitative analysis works as the primary approach for the
research, employing a data mining process to identify and analyse patterns and themes within
the gathered quantitative data. Data mining is an approach for extracting information from
existing datasets which are then transformed into an easier form for interpreting their

structure for further use cases (Capri, 2015).
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In addition to quantitative analysis the study adopts a qualitative analysis approach as well
to complement and add to the quantitative findings. The qualitative analysis especially
focuses on examining the visual representations of graphs that are gathered through
GitHub’s open-source repositories as well as the graphs that are derived from the conducted
data mining. By integrating both qualitative and quantitative analysis, the research aims to
provide a well-rounded perspective the activities occurring within the open-source software

community.

To ensure the robustness of the findings the gathered quantitative and qualitative data is
compared and analysed in relation to existing literature that has conducted similar research
on the topic. This comparative analysis serves as a validation technique to strengthen the
overall credibility of the findings. Which in return enhances the reliability and validity of the
results that are acquired from the proposed research. Comparing the results to previous
studies can also provide insightful outcomes that may have not been researched and

discussed yet.

3.2 Data collection

To collect the relevant research data various open-source Git repositories were analysed with
their respective websites through github.com. This process involved utilizing GitHub’s
REST API to gather insights into the activities occurring in these repositories. GitHub’s API
facilitates the extraction of repository events from any public repository, enabling for an easy
data collection process. The event activities that are used in this study are generated by

developers who are actively using Git and GitHub as their tools.

Going from data acquisition to analysing the data, the collection methodology is structured
into three distinct phases. These phases are repository and developer acquisition, data
extraction, and lastly data preparation for further analysis. The proposed structure follows a
progression where the completion of one phase lays the foundation for the next. This type of

approach ensures for a well-organized flow of work from data acquisition to analysis.

The data collection begins with acquiring the studied repositories and developers. This initial

step determines the final size of the proposed research and has a huge role in establishing
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the scope of the research. The selection of repositories and developers follows specific
requirements which are used as filtering tools in order to acquire the data in an unbiased
manner. By selecting the candidates that are going to be investigated in this study allows for

the next phase of the research to begin.

As the repositories and developers have been successfully selected, the research moves on
to the next step which includes extracting data from the selected candidates. The extraction
process in this research utilizes a React web application that includes a script which queries
GitHub’s REST API. On a successful fetch request to the APl an event log is given back to
the client which can then be downloaded as a JSON file. This phase of the research is crucial
as it allows for acquiring the data that will be used in uncovering the results relevant to the

proposed research questions.

Before any results can be acquired the data needs to be prepared into a proper format which
allows for analysing the results in an easy manner. As the extracted data is represented in
JSON format it is not in an easily interpretable format due to the JSON dataset including lots
of unnecessary data relating to the research. This creates the need to prepare the data into a
more comprehensible format. As such three different Python scripts are used to make sense
of the acquired event data. Each of the presented phases play a significant role in the research
portion of this thesis allowing for a structured analysis of activities that occur in open-source

software development.

3.2.1 Repository and developer acquisition

For selecting each repository, the selection criteria followed a step-by-step approach for
validating the repositories which can be seen in Figure 2. Firstly, the repositories that were
utilized in the research were selected from a list of 562 public repositories that matched to
the topic civic-tech. In order to set a reasonable limit for the research, seven different GitHub
based repositories were selected for the study which can be viewed from Table 2. The scope
was limited to seven different repositories because the number of events that were to be
analysed for the first part of the research was planned to be around 2000. To decide which
repositories were to be analysed and used in the forthcoming research, a basic filtering

process was implemented to identify the final repositories.
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Process View Model: Repository Selection Criteria
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Figure 2. Repository selection criteria.

The filtering took into account the frequency of updates that were occurring in each
repository. Even before starting the research, it was decided to focus on open-source
repositories that are actively making changes and have occurring events. This decision was
made because the objective in the thesis was to conduct research on repositories that have
change events happening daily. This allows for analysing the current practices in open-
source development instead of focusing how open-source software development used to be
done. Additionally, the selected repositories were scoped through on how many contributors
each project had. This was done because some possible candidate repositories had a very
low number of contributors which in most cases would mean that the project has not been

open sourced for very long and could harm the final findings of the study.

GitHub star ratings were also used as a filtering requirement for selecting the repository
candidates. The star ratings were used because more often than not they increased the
likelihood of the repository being more active and having a longer development lifecycle
which allows for better data collection and analysis. However, the star ratings only acted as
a guideline and not a mandatory requirement that a repository had to have a specific amount

to be selected. As can be seen from Table 2, the repository called amplify only has 55 stars
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and still got selected because it was regarded as one of the most optimal candidates for the

study.

Additionally, the number of commits was considered when choosing the repositories. Each
repository had to have around two thousand commits to be selected. This requirement was
put in place in order for the results to have meaning and overall substance behind them. An
assumption was made that if a repository lacked commits the development had not been
going on for very long and that the event activities fetched from the REST API would not

suffice in terms of sheer amount in numbers.

Before finalizing the repository selection, the commit activity was checked for any bot
activities. This final requirement had a substantial role in the final repository selection
process. If a repository had substantial bot activities in them, they were instantly discarded
out of the possible repository candidates. This was due to the fact that if a repository had
automated event activities in them the final outcome of the study’s results would be affected.
This was a strict requirement for the repository acquisition process since the overall objective

of the study was to analyse developer activities instead of automated activities made by bots.

Table 2. The repositories that were used in the research study.

Owner Repository Stars Commits
decidim decidim 1400 6251
18F |dentity-idp 496 10686
mysociety fixmystreet 491 14028
CMSgov design-system 285 2165
GSA digitalgov.gov 200 23482
Department-of- vets-api 183 14558
veterans-affairs

OpenSourceFellows | amplify 55 1833

In addition to acquiring the studied repositories, this thesis also conducts research on
developer activities. As such, before the data extraction process can be begun a number of
developers in the repositories illustrated in Table 2 had to be selected. As each GitHub
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repository has a list of contributors with their name and the amount of commit activities they
have performed with a visual area graph, it allowed for easily identifying and acquiring the

developer candidates.

For this portion of the study a requirement was set that a contributing developer had to have
at least 200 event activities in the past 90 days because the study wants to investigate active
developers. The number of developers that were used for this research was defined to 6
distinct developers. The scope was limited to conduct research on around 1500 event
activities for the developer research portion which is why only 6 developers were studied.
In totality the 6 developers had a combination of 1579 event activities which was deemed

enough for conducting purposeful and accurate research.

Prior to initiating the research, it was determined that the event activities should be explored
from two different perspectives. As such the developers were divided into groupings of three.
These groups were the core developers and active volunteers. The core developers were
defined by their commit contributions on who had significantly more commit events
happening when compared to the other contributors and their activity ranged for a long
period of time in a project. The active volunteers were defined as developers who were
actively involved with commit activities but only had around 200 commits, with a much
lesser activity in their GitHub charts. Essentially 6 developers were studied, 3 core
developers and 3 active contributors, however their developer usernames are not disclosed
in this research because of privacy reasons but they are all acquired from the repositories
listed in Table 2.

The developer related research only focuses on studying the two contributing groups because
it was assumed that occasional volunteers and one-time contributors in open-source projects
would have same sorts of activity events with the active volunteers since they have the same
access right to the repositories. Essentially these other two groups would have the same type
of activities but with less acquirable activity data through the API. Core developers were
selected as the secondary study group because of their different access rights and how it
could affect the way they conduct event activities in these open-source repositories when

compared to active volunteers.
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3.2.2 Data extraction

After the initial repository and developer candidates were selected, the attention in the
research shifts into the next phase of the data collection process. To gather all the necessary
data for this research, a data extraction process was developed to efficiently access each
repository and developer-related events from GitHub’s REST API. A data extraction process
refers to a methodology that is used to retrieve varying data from a source. The process first
involves identifying the applicable data, followed by accessing the source of the data, and
finally extracting the data in a structured format so that it can be used for further analysis

and research.

The data extraction process in this thesis follows a simplistic procedure which can be seen
in Figure 3. In order for the extraction script to work the fetch request requires a personal
GitHub access token with specific READ permissions. This token can be easily generated
by any signed-in GitHub user through the platform's GUI, which allows for the
implementation of the proposed data extraction process. Other studies have conducted
similar data extraction processes such Onoue et al (2013) Peterson (2013) and Wang et al
(2020), while still having their own way of extracting the data. For instance, the proposed
data extraction process used in this research differs from the other research studies. There
have also been studies that conduct the data extraction very differently for instance, Xu et al

(2005) collected and extracted their research data by mining a SourceForge data dump.
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Process View Model: Data Extraction
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Figure 3. Data extraction process view model.

The extraction process in this thesis begins with a React web application which works as a
foundation for the data retrieval process. The application includes a script which retrieves
the data by sending a GET request to GitHub’s REST API (Code provided in Appendix 1),
which in return triggers a response. Upon receiving a successful request, the API responds
with the fetched event logs, presented to the client in the format of an array of JSON objects.
The event logs are then downloaded and archived from the web application’s interface into
their own JSON files. These files include the fetched JSON data that are used for further

analysis which is discussed in the data preparation section.

To acquire the specific and relevant event activities from each repository and developer the
GET request is dependent on its given parameters. These parameters specify the final
outcome of the data, essentially ensuring that the extraction script fetches the correct data
from the API. The changing factors for the fetch request are the url, owner and repo
parameters. By changing these parameters, the fetch call will retrieve varying datasets. The
owner and repo parameters only affect the repository that is being examined whereas the url
parameter defines the dataset that is ultimately being fetched from the API. The url endpoint

does change depending on what repository or user data is wanted.
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For instance, if someone would want to acquire a specific user’s public events, the endpoint
code in Appendix 4 would be the appropriate one. Whereas for acquiring repository events
the code would need to look like the example in Appendix 2. Lastly, in order to acquire all
each repository’s commit events the url parameter would need to be modified to

Irepos/{owner}/{repo}/commits as can be seen in Appendix 3.

3.2.3 Data preparation

After the required research data has successfully been extracted and archived, the data
preparation process is begun. This phase categorizes the previously acquired event logs into
their own sub-sections, that are used to answer the proposed research questions. These data
categories are essentially clusters that reflect the trends and patters that occur in open-source
Git repositories. This type of categorization allows for a thorough examination of the
complexities regarding the subject matter. Without having a proper data preparation step in
the research, the acquired data would be very difficult to comprehend as the event logs

include a lot of information that is not relevant to the research itself.

The data preparation process, as illustrated in Figure 4, begins with the handling of the
archived event data which is used for the upcoming analysis. The archived data are in the
format of JSON files. Each file represents its own data from either repository events,
repository commits or developer event activities. Each JSON file is read by a data extraction
Python script (Code provided in Appendix 5-7) depending on which data it includes.
Appendix 5 is utilized for extracting repository events, Appendix 6 on the other hand is used
for extracting repository committer information and lastly Appendix 7 is used to extract

specific developer event activities.
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Process View Model: Data Preparation
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Figure 4. Data preparation process view model.

To answer each research question, multiple python scripts had to be created for handling the
different datasets. For instance, to prepare the data required for research question one, the
dataset involves various activity events that happen in open-source repositories, these events
can be viewed from Table 3. Whereas to answer research question two the dataset only
includes commit events and regarding research question three the archived data only
includes developer events. Due to these differing datasets multiple extraction scripts had to

be created in order to prepare the data to an analysable format.

The functionality behind each of the Python scripts is to organize the event logs into a format
that is understandable which can be used for further analysis. As each dataset is extracted
into their own subthemes the acquired data undergoes documentation and sanitization
process through Microsoft’s Excel software, ensuring the data is ready for further use and
visual interpretation. Following the documentation and sanitisation process, the data is then

prepared for discussion and reporting in the upcoming results section.
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4 Results

The following section presents the findings of this master’s thesis’ research. With an
objective of addressing the three research questions that were proposed earlier in this study.
This section offers insights into the occurring activities that are used in open-source software
development. With not only analysing the activities in an open source repository but also
focusing on different contributors and specific developer activities. By examining the gained
results, the thesis aims to uncover the varying characteristics in collaborative OSSD by
studying the event logs of repositories and developers. Each research question is handled
with their own dataset and the structure of the chapter follows a logical progression from

one result to another.

In total the results chapter includes three of its own sub-sections, with each of them
answering to one research question at a time. Starting from the first research question and
ending with the last one. For acquiring the results, the event stream of seven different open-
source repositories and six distinct developers were fetched through GitHub’s REST API.
Each sub-section attempts to answer to the research questions with precision and care

without any outside factors or biases.

4.1 Open-source repository activities (RQ1)

This sub-section addresses the first research question “What activities are most commonly
used in open-source software repositories?”. Due to the limitations introduced by GitHub’s
REST API, each repository can only yield a maximum of 300 events. In the most ideal case,
the acquired events for this section would equal precisely 2100. However, given the
constraints set for the API, the total count of events utilized for answering RQ1 is a total of
1872. These events from the seven repositories were categorized into 10 distinct events,

detailed in Table 3 alongside with their descriptions.
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Table 3. The occurred events that were acquired from the seven open-source Git repositories
with each event’s description. (GitHub, Inc. 2024)

Event

Description

CreateEvent

A user creates a Git branch or a tag.

DeleteEvent

A user deletes a Git branch or a tag.

ForkEvent A user forks a Git repository.

IssuesEvent An activity related to an issue. The activity type is specified in
the action property of the fetched object.

IssueCommentEvent Activity related to either an issue or pull request comment. The

activity type is specified in the action property of the fetched

object.

PullRequestEvent

Activity related to a pull request. The activity type is specified
in the action property of the fetched object.

PullRequestReviewEvent

Activity relating to a review of a pull request. The activity type

is specified in the action property of the fetched object.

PullRequestReviewCommentEvent

Activity related to a pull request review comment. The activity

type is specified in the action property of the fetched object.

PushEvent A commit or multiple commits that are pushed to a Git branch
or a tag.
WatchEvent Activity when a user stars a Git repository.

The analysis of events that were extracted from the API’s event stream showcases the

different activities that occur in open-source software development. Although the 10 events

acquired from the event stream are not all of the possible events that can occur in a Git

repository, based on the research they can be categorized into the most prevalently used

events that occur in open-source repositories. Between the 10 events they can be broadly

categorized into two main groups: events related to coding and social activities.

From the 10 events the ones that can be included into the coding related group are Create,

Delete, Fork, PullRequest and Push events. These events represent core development

activities during OSSD such as code creation, Git repository branch managing and version

control management. These specific events have a large role in the development process of

an open-source project. The

remaining events such as Issues, IssueComment,
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PullRequestReview, PullRequestReviewComment and Watch can be categorized into the
social activity group. These events on the other hand represent a group of collaborative
activities that relate to community engagement within open-source repositories. These
events involve active discussions, feedback exchanges and collaborative reviews which

highlight the social activity side of OSSD practices.

Analysing the occurrence rate of these open-source related events provides further insights
into their usage within OSSD. Figure 5 illustrates the occurrence rate between the acquired
1872 events. The majority of the events constitute from the coding related activities,
acquiring the total of 59 % of the events that occur in open-source repositories. This majority
emphasizes the role that coding activities have in open-source projects. However, it is also
essential to notice that the social activities that consist of reviewing and commenting
activities, account for a significant portion as well by comprising a total of 41 % of the
occurring events. This emphasizes the importance of collaboration, feedback exchanging,

and community management in open-source projects.

Moreover, Figure 5 illustrates the core aspect of the open-source development model, with
its reliance on pull request related activities by acquiring the majority of the percentage
between the activities. A PR workflow typically starts off with the creation of an issue, which
encompasses either a new feature or a bug fix. A developer is then either assigned to a PR
by a project administrator or by themselves. This process then includes the collaborative
activities of open-source development, where newly created code undergoes peer reviews

before the final integration of the PR is added to the project repository by a push event.
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Figure 5. The occurrence rate of each repository event between the acquired 1872 events.

4.2 Contributing in open source (RQ2)

This section explores how developers contribute to the development of open-source projects
by investigating the contributing patterns across the seven repositories listed in Table 2. The
data retrieval process, detailed in Appendix 1 and 3, acquired 73,003 commits from these
repositories. However, after a filtering process that excluded commits that were made by
bots and those without an author parameter, a total of 65,383 commits remained that were
used for the analysis. By cleaning up the dataset can the results be interpreted as accurately
as possible. The Python script used to analyse the contributions of each developer is
illustrated in Appendix 6. The objective of this section is to answer to the following research

question: “How do developers contribute to the development of open-source projects?”.

To meaningfully gather relevant data on how contribution happens in the development of
open-source projects, the contributors were divided into four distinct groups which can be

seen in Table 4. These groups are core developers, active volunteers, occasional volunteers,
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and one-time contributors. The contributors were stationed to their groups with care by

utilizing the extracted data and GitHub’s activity charts.

Table 4. The development groups in open-source projects.

Developer group

Description

Core developers

The contributors who had significantly more commit
events happening when compared to the other contributing
groups and their activity ranged for a long period of time

in a project.

Active volunteers

Contributors who didn’t have as much commit activities as
core developers but stood out of the crowd. Commit events
ranged mostly between 140 — 300. However, this number

does depend on the overall commits of a project.

Occasional volunteers

Contributors who had commits ranging between 20 — 140

in a repository.

One-time contributors

Contributors who had below 20 commits overall in a

repository

In examining the contributions that occur in the selected open-source repositories, as

presented in Table 2, the number of contributors per repository varied significantly, ranging

from 38 to 436 contributors across the assessed repositories. The total number of contributors

examined for this research was 912 individuals. In order to gather insightful results from this

data an illustration of the contributor composition of open-source repositories is depicted in

Figure 6. This visualization offers a comprehensive view of how much each contributing

group takes part of the individuals that contribute to open-source projects.
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Figure 6. The contributing composition of open-source projects.

Figure 6 provides valuable insights into the dynamics of open-source project contributors.
Revealing that majority of contributors in open-source projects are individuals who only
contribute for a very short period of time by making relatively small number of commit
events. In fact, this group consists of 68% of all contributors in open-source repositories.
Following this, the second largest group is comprised of the occasional participants
consisting of 22% of the overall contributing individuals. These are individuals who are most
likely volunteers that occasionally contribute to a project by making moderate contributions.
Active contributors represent a smaller group by taking only 7% of the overall population of
open-source repositories. They consistently contribute to a repository with a higher volume
when compared to the occasional participants. Lastly the final 3% of each repository
contributors are the core developers who are most active in terms of development and driving
a project forward. This breakdown gives insights into the composition of open-source

repository contributors.

When analysing the commit amounts between each contributing group a consistent trend
reveals that most of the repository activities happen between a small set of developers.
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Between the seven repositories a common characteristic emerges where a core development
team drives a project’s development. These small groups of developers called core
developers comprised of approximately 2 to 6 members that are actively making changes in
an open-source project. The composition of this core development team varies on the scale
of the project, with larger projects accommodating a greater number of core developers
compared to smaller projects. It is within this core development group that steers the open-

source projects progression forward.

A visible theme across each of the studied open-source repositories is where the core
development team’s composition tends to change over time, having an influx and departure
of developers throughout the project. Many of these contributors engage in participating for
a finite amount of time in specific phases of a project’s evolution. However, in the studied
repositories there are also developers which activities span throughout the entire or most of

a project’s lifespan.

Beyond the core development team each repository had a diverse set of developers from
occasional to active contributors. Unlike the core developers who are essential for steering
the project forward, these contributors act as volunteers who are keen on contributing to
open-source software development. These contributing groups are essentially what open-
source software development revolves around, where volunteers participate in the

development process through the activity events that can be seen in Table 3.

As these contributors are not regarded as core developers their activity is not as consistent.
These contributing developer’s involvement in an open-source project spans through a
relatively shorter period of time, typically ranging from a few months to a year. Their
activities revolve around the fundamental development process of open source by making
pull requests that address specific issues in a project because of their repository permissions

being read-only.

Lastly the contributors who take the biggest portion of each open-source repository, the one-
time contributors have under twenty commits in a project. Their activities in terms of open-

source contributions happen in a very small-time window with around a maximum of a
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month of contributing. While they do also assist with the overall development of open-source

projects, they are not as valuable as the occasional and active volunteers.

4.3 Developer activities (RQ3)

Building on the insights from RQ1 and RQ?2, this sub-section transitions to the examination
of developer contributions by addressing the final research question: “What type of
contributing activities do core developers and active volunteers perform?”. To answer this
RQ the events of six distinct developers were studied. These developers were divided into
two groups, the core developers, and active volunteers. The core developers represented
contributors in the open-source repositories who had the most commit events with a large
margin when compared to the rest. Contributors who were regarded as active volunteers also
had a good amount of commit events in a repository but significantly less than the core
developers. Between the six developers the total number of event activities were 1579 and
the Python script used to categorise and prepare the data can be seen in Appendix 7. These
final results provide a detailed look at individual and collective efforts that drive open-source

projects.

Both core developers and active volunteers engage in distinct yet complementary activities
in open-source repositories, as illustrated in Figure 7. The activities and their occurrence
rates reflect on the contributors’ roles and responsibilities by shedding light on their
differences and similarities. For instance, the core developers who are typically more
involved in the development of an open-source project, had more engagement with activities
relating to pushing code to a repository, suggesting that they actively contribute to the
changes happening in a repository’s codebase. As it is illustrated in Figure 7 the PushEvent
activities take a substantial proportion of the pie chart, gathering a total of 42 % of all the
activities that core developers do. In addition, core developers frequently handle
PullRequestEvents with a total of 22 % between all of the activities, indicating that their role

includes integrating changes from volunteering contributors into the project.
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Figure 7. Occurrence rate of event activities by core developers and active volunteers.

Active volunteers on the other hand are more involved with event activities that are related
to pull requests which is not a surprising result as volunteering contributors don’t have the
access rights to push code changes to repository without a pull request process. The event
chart of the active volunteers illustrates the prominent usage of PullRequestReviewEvent
acquiring 32% of the total percentage and PullRequestReviewCommentEvent taking 21 %.
Implying their activities are more focused on collaborative actions, requesting, and
answering to code reviews and providing suggestions to a project with a pull request. Active
volunteers also include PushEvent and PullRequestEvent activities although having much
lesser degree when compared to core developers. This showcases that active volunteers do
also contribute to code changes in open-source projects but on a smaller scale.

Both of these contributing groups have CreateEvent and DeleteEvent activities, which
essentially involves initiating and removing branches or tags within a repository. However
noticeably core developers do these actions more frequently, reflecting on their pace of
contributing in an open-source repository. With higher number of create and delete events it
showcases that core developers add new code or make refactors more regularly. Whereas
active volunteers take more time between making actual contributions to an open-source
project. This is most likely due to the fact that active volunteers use pull requests to
contribute to a project which takes its own time because pull requests require back and forth

reviews and communication.
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Additionally, the results depict that core developers include a broader range of activities with
having ReleaseEvent and GollumEvent activities in the mix. While their occurrence rate is
low it showcases that core developers also tend to engage in release management and
documentation events as part of their activities during development. This emphasizes the
dispersion of event activities between the contributing groups. Active volunteers have most
of their events revolving around pull requests while core developers have more push oriented

events.

In summary, when comparing the developer activities between core developers and active
volunteers, the core developers act as the primary development force that drives a project’s
evolution forward. They are more in charge of contributing to the codebase and managing
the repositories. While active volunteers second these efforts they have a stronger emphasis
on pull request related event activities. Their development workflows often include a lot of
collaborative and review based processes with occasional events that contribute to the

ongoing development of an open-source project.
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5 Discussion

This chapter expands upon the journey this master’s thesis has gone through by reflecting
on the research findings in order to guarantee a proper understanding and final analysis of
the study’s outcomes. In addition to the presentation of the findings and their implications
the discussion includes comparing the conducted research to other similar studies that have
presented similar endeavours. An additive perspective is also taken into account in the
discussion such as the factors that affected the final outcomes of the research study. This
includes discussing the limitations of the study and evaluating the reliability and validity of
the results. By performing this type of reflective discussion, the findings can be
contextualised better and the factors affecting the research can be understood. By laying out
the key findings and limiting factors can future research studies learn from them and improve

their own studies by understanding these intricacies.

5.1 Findings and their usage

As the scope of the thesis’ research is defined by the three research questions, the study
offers a lot of useful information regarding to the activities in OSSD. The findings revealed
that majority of events in open-source repositories are coding-related tasks taking 59 % of
the overall events. Since the majority of events are coding related, it showcases these tasks
importance in open-source software development. The rest 41 % of events were distributed
between social related activities such as review and comment events. While this number is
not as high as with the coding related tasks it does highlight the fact that collaborative
activities are actively being used in open source development. Most notably, the majority of
activities revolved around pull request related, reflecting on how OSSD essentially revolves

around collaborative code review and communication processes.

Additionally, the majority of contributors in the studied repositories were one-time
contributors taking 68 % of the total count. Whereas only 3 % were regarded as core
developers who were highly active contributors in the development of an open-source

project. The rest were divided into active and occasional volunteers taking the leftover
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percentage amounts. The distinct activities between core developers and volunteers were
revealed with core developers having more frequency with coding tasks whereas the
volunteers’ activities had a bigger emphasis on the collaborative activities. Suggesting that
OSSD is driven forwards by a small number of core developers but is also supported by a
multitude of volunteers. While the volunteering contributor’s efforts do not equal to the core
developers, they provide valuable input to the collective development efforts in a project

even though if it is only one-time contributing.

Due to the range of these results, they can be utilized for multiple purposes. For instance, as
the overarching objective of this study was to conduct research on the activities in open-
source repositories, the results can be used for educational purposed. Understanding the
findings gives the basic knowledge how the contribution workflows occur in open source
projects, what type of activities are expected from different types of contributors which gives
context for a developer keen on contributing in open-source software. These types of
findings are especially helpful for new developers who want to experiment and perform

development work in open-source software projects.

Additionally, the findings can provide insights for groups that are interested in OSSD
especially in terms of gaining an advantage from them. Organizations for instance could be
possible candidates that are seeking to transition towards open-source or maybe adopting
some valuable characteristics from OSSD. The findings could also be utilized as guidelines
for developers, especially on how collaborative activities happen in open-source
repositories. Additionally, the findings can be used just as general information on the
characteristics of open-source projects. For instance, they highlight the different group
compositions that are common in open-source projects such as a team of core developers

and the volunteers who can also participate in development work.

As the research explored contributing roles and activities in open-source repositories, the
breakdown between the roles and how activities are used could also be used as a resource.
For instance, existing open-source developers could acquire insights from these findings in
terms of the common practices within OSSD. Open-source developers could assess their
own involvement and identify aspects where they could improve on their activities allowing

for personal growth. Lastly, the results are also applicable for further studies that can either
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take inspiration from this study’s perspective or expand upon the already existing results and

conduct further research on the subject.

5.2 Comparison to previous studies

As this thesis’ findings and their implications have been explored can the discussion move
towards the analysis of the results and the utilized research methodologies against already
existing research studies. Comparing the results to previous studies highlights the differences
and similarities that similar research studies have between one another. This type of
comparison allows for the validation of the results. Additionally, by comparing the used
methodologies it can showcase the flaws that this research had and how it could be improved
upon. By having this comparative discussion, the aim is to validate the whole process of this

research.

Open-source activities have been researched in previous studies for instance Onoue et al.
(2013) studied the characteristics of developer activities in open source GitHub repositories.
In the study they summarized three distinct developers from one repository and visualized
their activities in a graph, showcasing that the most frequent event occurring in the repository
is a PushEvent. Moreover, the middle ground of events revolved around pull request and
issue related events, while also having a small percentage of create and delete events. These
results resemble very closely to what this thesis’ research found out for RQ1. The biggest
distinguishing factor was the difference between the occurrence rate between the pull request
related events against issue events. This study’s findings resulted the repository activities
revolving more around pull requests where the Onoue et al. (2013) study’s activities were
more around issue events. However, a research study conducted by Decan et al. (2022)
showcased that the most common activities in repositories are push and pull request related

events.

In this thesis the commit contributions of open-source repositories were examined, the
findings showcased that the majority of contributors in open-source repositories were one-
time contributors and that most of the commit activities were done by core developers.
Peterson (2013) acquired similar results as he studied the commit activities in open-source

GitHub repositories. For instance, he stated that a small percentage of developers contributed
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around 95 — 100 % of the whole commit activities in repository while the largest portion of
contributors only committed around 0 — 5 %. Additionally, Xu et al. (2005) examined the
distribution of the developers in open-source repositories and found out that in large projects
core developers and project leaders consist of only 3.6 % while the rest is distributed between
active users 40.6 % and co-developers 55.8 %. The percentage amount of core developers
that Xu et al. (2005) found in their research resembles very closely to what was discovered
in this thesis when studying the composition of open-source development groups. Which
was that each studied open-source repository had around 3 % of contributors who were

regarded as core developers.

Additionally, Onoue et al (2013) illustrate the activities between four different developers
with 2 out of 4 of them using push events most frequently. Developer *au* had most
activities with PullRequestComment, IssueComment and CommitComment events.
Whereas developer *me* had most activities related to issue events. When compared to this
study’s findings there are some trends that showcase that the results have similarities but
also differences. A big factor for the differences between the studies is that the studied
repositories and developers are not the same which of course causes differing results.
Additionally, a notable difference in the distribution of events is that this study did not

perceive any CommitComment events.

By comparing the results of this thesis to previously done studies, it offers insights into the
validity and success of the research. The results relating to RQ1 and RQ2 have especially
been validated as some studies have acquired similar results. Additionally, the comparison
has showcased slight differing results between similar studies. However, the discrepancy
between this study’s results to previous ones do not harm the overall outcomes as there are
factors that affect the acquired results such as the targeted research group. Especially in
open-source repositories, there can be factors such as the state of development or the overall
hierarchy how contributing works in an open-source repository, which affect the activity

events happening in a repository.

In terms of acquiring open-source related data most studies that have done similar research
such as Chatziasimidis and Stamelos (2015), Gousios et al. (2016), Onoue et al. (2013),
Peterson (2013) and Wang et al. (2020) have all utilized same style of methodologies as this
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study has. Each one of the previous studies employed a data mining process, in which an
APl is polled with a script which in return gives back data. However, there has also been a
study that strays away from the data mining process and instead focuses on utilizing surveys,
which is what Robinson et al (2016) has done with their research. Notably, though the data
mining process is much more used in studying open source. This is due to the fact that

GitHub’s API provides a lot of information through a simple process.

From the previously mentioned five studies that conducted similar research, the one that
mostly resembles this thesis’ methodologies is Chatziasimidis and Stamelos (2015) study. It
has a very similar way of extracting data from GitHub’s REST API with an application
which gives out CSV files. The extraction process is very similar with also having a data
preparation process as well. However, where it starts to differ is with the analysis portion as
the area that is being researched is different. An improvement that Chatsziasimidis and
Stamelos (2015) and Peterson (2013) studies do compared to this thesis is that they have a
more robust way of archiving data. Instead of just saving the research data in their own files,
they use MySQL and PostgresSQL databases to archive their data. This ensures that all the
extracted data is saved and in the same place, this in particular would have been an important
thing to add to this thesis if more data were used.

5.3 Limitations

With research studies limitations are something that affect the outcomes of the results.
During this thesis the two primary limitations that influenced the research portion were time
constraints and the functionality side of GitHub’s REST API. Both of these limiting factors
had an effect on the study especially on the scale of the data samples which influences the
outcomes as well. While these limitations were present during the research they did not
compromise or harm the final outcome of the research but acted more as slight roadblocks

that limited the amount of data that was utilized in the study itself.

As this thesis was conducted in a relatively small amount of time it particularly affected the
depth of the overall data analysis. If the research portion in this study was performed on a
larger timetable, the acquired datasets could have been expanded upon by allocating more

time for the data acquisition and extraction process. Especially using more repositories and
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developers would have been advantageous in terms of acquiring a broader range of results.
These expansions to the thesis could first of all enrich the study’s findings but also create a

more reliable source of information due to the analysis of bigger datasets.

As mentioned previously the functionality aspects of GitHub’s REST API introduced some
constraints that ultimately affected the research. While the API does provide loads of data
regarding public repositories and their events, it has its own restrictions on some endpoints
for the volume of data that can be extracted. For instance, the API limits the amount of event
activities a script can extract out of repository to the most recent 300 events. For a research
study 300 event dataset is not a very large set, which is why this study conducted research
on multiple repositories to access more events. Because of the limitations on the data
extraction, only a short-time window could be analysed, potentially excluding other relevant

event activities outside the scope of the extracted data.

The API limitation has been very prevalent in other research studies that utilized GitHub’s
REST API in their data collection process. Many other researchers such as Onoue et al.
(2013), Peterson (2013) and Wang et al. (2020) mentioned the same limitation that they
faced during their own research. As Wang et al (2020) seemed to have a larger timeline when
conducting their study, the API limitation was not as big of a factor when compared to this
research. In their study they employed a Google BigQuery process for extracting monthly
event logs from repositories between January 2015 to October 2018, which allowed them a
much greater number of data to utilize in their study.

As research studies often include some limitations each and every study’s results should be
interpreted on the basis that they might not represent all of the results that could be possible
to attain in the most optimal case. Meaning that the context in this and any other study should
be interpreted by taking into account the limitations that have affected the research. For
instance, while this thesis offers valuable insights into the event activities that occur in open-
source repositories and the contributions of developers, it is worth noting that these findings
may only represent a partial section of the real results that could be attained with more
enhanced research. As such future studies could try and address these limitations by
conducting their own research on a larger timetable or by coming up with an enhanced

solution for acquiring the data such as Wang et al (2020) did. Addressing the limitations
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allows for more data to be extracted which could lead to a more reliable analysis of OSSD

activities.

5.4 Reliability and validity

With the limitations of this thesis presented and discussed, it creates the need to also evaluate
the reliability and validity of the research findings. In this research the reliability is assessed
through the repeatability and consistency viewpoints, especially concerning the utilized
methodologies for the data acquisition. Given that this thesis performed a very
straightforward approach of software repository mining from GitHub’s REST API, the
extracted data, and the overall insights can be deemed reliable. For instance, as the research
findings are gathered from predefined datasets, the research approach minimizes any
external influences such as subjective biases from affecting the findings. Because of this, the
utilized research approach ensures that the conclusions are directly gained from the extracted
data which ensures the findings can be considered reliable.

Additionally, the research portion of this thesis was designed in regards that the study could
be replicated in any other environment allowing for the acquisition of results in similar
conditions. The design of the research and the utilized methodologies were documented
which allows for future works to either replicate or expand upon the study. Documenting the
research in a step by step manner guarantees that future researchers get the same results even
though their research is completed in their own setting. This will increase the credibility of
the subject and the findings as it guarantees that the final outcomes aren't fabricated.

In terms of the of the results there are some threats to the validity of the drawn conclusions,
especially due to the limiting factors which affected the overall size of the conducted
research. The findings regarding RQ1 and RQ3 are mostly affected by the limitation of
available event data. As such the final findings of these research questions may only define
the activities of repository and developer events in a short-time window as mentioned earlier.
In future works more data should be used during the research and analysis phase to confirm
that the final conclusions are more accurate which would guarantee for a better

understanding and validity of the data. While the results give a good baseline of the activities
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in open-source development, they could only represent a small sample of activities what

really occurs in OSSD.

Regarding RQ?2 there are also some minor threats to the accuracy of the results. Due to the
limitations of the API and time constraints of the thesis’ timeline it requires a lot more
research to actually pinpoint each contributing developer’s role in an open-source project.
Although the API does provide an endpoint to acquire a repository collaborator’s permission
rights, during this study however the access rights to this endpoint were restricted which

limited the total accuracy of what the study could achieve in the most optimal case.

Additionally, as the contributor groups were decided by commit amount and the illustration
of GitHub’s graphs there can be misinterpretations in terms of which group a developer
really belongs to. It is especially tough to determine new developers who might have around
200 commits in a repository. While in this research they would be regarded as active
contributors they might actually be new core developers. Essentially, there is definitely a
threat to the overall accuracy of RQ2 in terms of differentiating core developers from active
volunteers. However, the results do pose an accurate overview of an open-source projects
contributor groups and their compositions. For instance, when compared to previous
research conducted by Xu et al. (2005) they also deemed that only 5 % of contributors in

open-source repositories are regarded as core developers.

Conducting the research on a wider range of repositories and developers should in theory
improve the validity of the study’s findings because utilizing more data often tends to
generalize findings. For instance, performing the research on an extended timeline would
achieve a greater validity due to there being more data to be analysed and draw conclusions
from. Having more time for the research enables a much better data extraction process,
producing a larger data sample. Given the API limitation of only being able to access the
most recent 300 events, a phased extraction process would be beneficial. Involving multiple
phases of data retrieval, in which the initial extraction acquires the most recent 300 events,
followed by another extraction phase whenever the new 300 events become available. This
type of approach guarantees the event data to be richer in quality, which should have an
impact on the total validity side of the research because the research portion of the study

would be performed on a larger scale.
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5.5 Future work

As research studies are conducted and concluded it opens the possibility for further works
which can either expand upon an existing study or explore new possibilities relating to the
subject with distinct methodologies. As this study’s research part solely focuses on data
mining open-source software repositories it leaves a lot of room for other studies to conduct
research on the same subject with similar or differing methods. For instance, a reasonable
future work that relates to this thesis would be something that extends the scope of data that
is used in the research. For example, increasing the number of utilized repositories and
developers could provide more information into the proposed research questions. Utilizing
a larger dataset could explore the research question more in depth which in return could
bring more valuable insights with better accuracy on the activities in open-source
repositories. Additionally, by including repositories outside of GitHub could also enhance
the range of results.

Due to GitHub’s REST API providing multiple endpoints that include loads of different
datasets, the future works could utilize the same research methodology that was used in this
thesis. Newer studies could focus their process mining research on a more specific activity
for instance PR or issue related events. As the API also provides the acquisition of repository
workflows, future studies could research these which could provide useful information on
the utilized repository related workflows in OSSD. Additionally, studying the codebase of
open-source repositories could also offer insights into specific characteristics that might take
place only in OSSD.

Furthermore, the use of other research methodologies could also be an interesting way of
conducting future research on open-source repository activities. For instance, performing
interviews or surveys on open-source developers could provide a far better understanding of
what developers go through in their day-to-day lives and what activities they use most
frequently. With an interview the research perspective can study multiple factors, which
might not be possible with the process mining methodology that was utilized in this thesis.

Such as researching personal experiences and motivations behind open-source participation.
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6 Conclusions

This thesis examined the open-source software development model with a specific focus on
the most prevalent activities and how contributing occurs in GitHub based repositories. The
explored activities ranged from coding related activities like push, create and delete events
to collaborative actions such as reviews and comments. The thesis stands as a distinct piece
of research which utilizes its own methodologies from data collection to analysis. Not only
does the proposed research offer new findings for open source but it also validates the

findings of previously conducted studies.

For the research in this thesis three research questions were proposed relating to repository
and developer activities and how developers contribute to open-source projects. In order to
uncover the results regarding each research question an empirical study was performed
where GitHub’s REST API was queried by a data mining process. In order to make the data
mining process efficient a querying script was built which allowed for accessing different
API endpoints that returned data relating to open-source repositories. The utilized data was
acquired from seven distinct open source repositories that related to the topic civic-tech. As
GitHub’s API provided its data in JSON format, the research process required an additional
data preparation phase to transform the data into an easily interpretable format which
included the utilization of automated Python scripts.

The distribution of activities in open-source repositories leans more towards coding related
events, yet there is still a substantial volume of collaborative events, which are essential in
OSSD. The main contributor group in open-source repositories are core developers that are
comprised of a small number of developers in each repository. These developers are the ones
that steer an open-source project forward while also leaving room for volunteering
contributors to participate in the development process. The volunteering contributors mostly
partake in collaborative activities whereas core developers are more involved with coding-

related tasks such as pushing changes to a repository.

In terms of the managerial implications of these results, they offer insights into several

sections regarding OSSD. Understanding the findings gives the basic knowledge how the
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contribution workflows occur in open source projects, what type of activities are expected
from different types of contributors. Additionally, the findings can provide insights for
groups that are interested in OSSD especially in terms of gaining an advantage from them.
Such candidates could be organizations who are seeking to transition towards more of an
open source based model or wanting to adopt some specific characteristics from OSSD.
Furthermore, the results are also applicable for further studies that can either take inspiration
from this study’s perspective or expand upon the already existing results and conduct further

research on the subject.

The examination of open-source software repositories with a data mining process provides
a foundation for future works, which could either expand upon this research or focus on a
narrower point of view. The use of GitHub’s REST API could be utilized even further to
study specific characteristics of open source such as pull requests, issues, and workflows or
the studies could venture more towards qualitative methods such as performing interviews
and surveys. Interviews and surveys could focus more on the developers which could
provide better understanding of developer activities and motivations in open-source
development. While this thesis provides valuable insights into the activities in OSSD it

leaves room for further studies to research the different characteristics of open source.
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Appendices

Appendix 1. React code for acquiring and archiving research data.

export default App;

import {useState} from 'react’;
import './App.css';
import {Octokit} from 'octokit';

function App() {
const [gitHubEvents, setGitHubEvents] = useState();
const [loading, setlLoading] = useState(false);

const octokit = new Octokit({
auth: [gitHubToken],

3
const handleClick = async () => {
try {
setLoading(true);

// Fetch event data
const data = await octokit.paginate({
method: 'GET',
url: '/repos/{owner}/{repo}/events',
owner: 'ownerOfRepo',
repo: ‘repoName',
headers: {
'X-GitHub-Api-Version': '2022-11-28',
¥
1)

setGitHubEvents(data);

console.log(data);
} catch (error) {

console.error('Error fetching data:', error);
} finally {

setLoading(false);

};

const downloadDataAsJSONFile = () => {
if (gitHubEvents) {



// Convert JSON data to string
const jsonDataString = JSON.stringify(gitHubEvents, null, 2);

// Create a Blob containing the data
const blob = new Blob([jsonDataString], {type:
'application/json'});

// Create a download Link

const url = window.URL.createObjectURL(blob);
const a = document.createElement('a");

a.href = url;

a.download = 'github_events.json';
document.body.appendChild(a);

a.click();

window.URL.revokeObjectURL(url);
document.body.removeChild(a);

}
¥
return (
<>
<section>
<hl>Fetch open source activity data</hil>
<button onClick={handleClick}>Fetch</button>
{loading && <p>Loading...</p>}
</section>
{gitHubEvents && (
<section>
<h1>Show data!</h1>
<button onClick={downloadDataAsJSONFile}>Download
Data</button>
</section>
)}
</>
)

export default App;
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Appendix 2. Fetch request to acquire repository events.

const data = await octokit.paginate({
method: 'GET',
url: '/repos/{owner}/{repo}/events',
owner: 'ownerOfRepo’,
repo: ‘'repoName',
headers: {
'X-GitHub-Api-Version': '2022-11-28',
Ts
1

Appendix 3. Fetch request to acquire repository commits.

const data = await octokit.paginate({
method: 'GET',
url: '/repos/{owner}/{repo}/commits’,
owner: 'repoOwner',
repo: ‘'repoName',
headers: {
'X-GitHub-Api-Version': '2022-11-28",
}J
3

Appendix 4. Fetch request to acquire a user’s public events

const data = await octokit.paginate({
method: 'GET',
url: "/users/{username}/events/public’,
username: ‘'developerName',
headers: {
'X-GitHub-Api-Version': '2022-11-28",
}J
1



Appendix 5. Python script to categorize repository event activities.

import json
file path = './repos/github_events_amplify.json’

with open(file_path, 'r', encoding="utf-8') as file:
json_data = json.load(file)

print("Number of JSON objects:", len(json_data))

# Initialize dictionary
type_counts = {}

for item in json_data:
item_type = item.get('type')
type_counts[item_type] = type_counts.get(item_type, 0) + 1

for item_type, count in type_counts.items():
print(f"{item _type}: {count}")

Appendix 6. Python script to categorize repository commit events.

import json
file path = './commits/github_commits designsystem.json'

with open(file_path, 'r', encoding="utf-8') as file:
# Load JSON data from the file
json_data = json.load(file)

print("Number of JSON objects:", len(json_data))

# Initialize dictionary
committer_counts = {}

for item in json_data:
author = item.get('author")
if author is not None:
login = author.get('login")
if login:
committer counts[login] = committer counts.get(login, @) + 1

sorted_committer_counts = dict(sorted(committer_counts.items(), key=lambda
x: x[1], reverse=True))
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print("Unique committers and their occurrence counts”)
for committer, count in sorted_committer_ counts.items():
print(f"{committer}: {count}")

Appendix 7. Python script to categorize developer event activities.

import json
# file path = './users/github_events developer x.json'

with open(file path, 'r', encoding='utf-8') as file:
# Load JSON data from the file
json_data = json.load(file)

print("Number of JSON objects:", len(json_data))

# Initialize counters
type_counts = {}

for item in json_data:
item_type = item.get('type')
repo = item.get('repo")
name = repo.get('name")
if name == "repository org/repository name":
type_counts[item type] = type counts.get(item type, 0) + 1

for item type, count in type counts.items():
print(f"{item_type}: {count}")
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