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Investment banks’ research departments play a crucial role in facilitating securities transac-

tions mainly through analytical reports, which face growing demand for quality and fre-

quency due to investment democratization and competition. The objective of this master’s 

thesis was to survey and synthesize a framework for the qualitative aspects of equity re-

search, as well as to subsequently select a use case from the framework to design, develop 

and test an end-to-end natural language processing (NLP) solution leveraging state-of-the-

art large language models (LLMs). This thesis was commissioned by a bank. 

Applying the design science research (DSR) methodology, the study first mapped the data 

sources, fundamental analysis, reporting guidelines and narrative building deployed by sell-

side analysts by conducting a literature review and interviews. Secondly, a theoretical over-

view of text-to-text NLP was performed using recent literature. Lastly, these areas were 

combined to program a GPT-based technological artifact in an iterative manner with a use 

case to analyze risks from corporate reports of publicly listed Finnish companies.   

Findings of the study note qualitative analysis and storytelling as being relatively unexplored 

areas especially from a process management perspective, as a part of equity research largely 

relies on tacit and private knowledge as well as nuanced reasoning and ways of working. 

Nonetheless, an abundance of data with established structure exists in its written materials. 

Retrieval-augmented generation (RAG) technology stood out as a promising addition to do-

main-specific LLM document processing tasks based on evaluation results. Numerous op-

portunities for further research exist for this research problem as the banking industry and 

said technology are undergoing a major transition. 
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Investointipankkien tutkimusosastot ovat keskeisiä toimijoita arvopaperikaupan fasilitoin-

nissa muun muassa analyysiraporttiensa avulla, joiden laatuun ja määrään kohdistuu kasva-

vaa painetta sijoittamisen demokratisoitumisen ja kilpailun vuoksi. Tämän pankille tehdyn 

diplomityön tavoitteena oli tutkia ja luoda viitekehys osakeanalyysin laadulliselle puolelle, 

ja valita sieltä käyttötapaus, jolle suunniteltiin, kehitettiin ja testattiin luonnollisen kielen 

käsittelyn (NLP) ratkaisu, joka hyödyntää suurten kielimallien (LLM) teknologiaa.  

Tutkimuksessa sovellettiin konstruktiivista tutkimusta (DSR), jossa ensin kartoitettiin 

myyntipuolen analyytikoiden tietolähteitä, fundamenttianalyysiä, raportoinnin sääntöjä ja 

narratiivin muodostamista suorittamalla kirjallisuuskatsaus ja haastatteluja. Toiseksi tekstiä 

tuottavasta NLP-käytännöistä tehtiin teoreettinen yleiskatsaus käyttäen ajankohtaista kirjal-

lisuutta. Lopuksi nämä alueet yhdistettiin ohjelmoimalla iteratiivisesti GPT-pohjainen tek-

nologinen artefakti, missä valittuna käyttötapauksena analysoitiin pörssiyhtiöiden riskejä 

niiden yritysraportteja käyttäen. 

Tutkimustulokset nostavat esille laadullisen analyysin ja tarinankerronnan tutkimattomuu-

den erityisesti prosessinhallinnan näkökulmasta, sillä osa osaketutkimuksesta nojaa pitkälti 

hiljaiseen ja yksityiseen tietoon, sekä nyansoituneeseen päättelyyn ja työskentelytapoihin. 

Siitä huolimatta runsaasti dataa vakiintuneella rakenteella esiintyy alan materiaaleissa. Tu-

losten perusteella RAG-teknologia erottui lupaavana lisänä alakohtaisiin LLM-pohjaisiin 

dokumentinkäsittelytehtäviin. Nykyiseen tutkimusongelmaan liittyy lukuisia oljenkorsia jat-

kotutkimukselle, sillä sekä pankkitoimiala että kyseinen teknologia ovat murrosvaiheessa.  
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1  Introduction 

The purpose of this opening chapter is to introduce the master’s thesis. The first sub-chapter 

provides background on the relevant topics and current circumstances, which are continued 

by the second sub-chapter introducing the case assignment, motivation, and limitations for 

the thesis paper. The third sub-chapter establishes the research objective and questions, 

which are arranged to form the structure of the thesis paper by combining a set of research 

methods in the final sub-chapter. 

1.1  Background 

Total assets under management (AUM) worldwide have nearly tripled from 36.4 trillion US 

dollars in 2005 to a staggering 108.6 trillion US dollars in 2021 despite the pandemic and 

has steadily grown at a compound annual growth rate (CAGR) of 7.1 percent (BCG 2023, 

pp. 1). Based on estimates from PwC (2023) and Statista (2024), although global AUM ex-

perienced a decline in 2022, they are expected to recover and surpass 145 trillion US dollars 

by 2027, though at a more modest CAGR of 5 to 6 percent. Spearheading the growth are 

equities, not least in Europe, where they’re the largest asset class alongside fixed income 

(EFAMA 2023, pp. 8). These collectively enormous commitments represent a significant 

share of the wealth, savings, and invested capital of individuals, financial institutions, com-

panies, and governments. The majority of global AUM originates from institutional inves-

tors with a share of 59 percent, which highlights the importance of sell-side analysts’ role in 

contributing to investment decisions (BCG 2021, pp. 4; Chaudhury et al. 2022, pp. 638). 

However, for over a decade, the growth rate of global AUM by institutional investors has 

consistently been eclipsed by that of retail investors (BCG 2023, p. 14). This notion intro-

duces additional imperatives and opportunities for the sell-side in the context of wealth ac-

cumulation in emerging markets as well as increasing accessibility of investing and infor-

mation regarding it.  

Investment decisions of institutional investors are guided by insights from investment bank 

sell-side analysts, who leverage both quantitative and qualitative information from the fi-

nancial markets for conducting research. The focus of this thesis paper lies on the latter. 
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Surprisingly, the term “qualitative equity analysis” and other similar terms are virtually un-

known and lack established doctrines. Existing research delineates either specific elements 

of qualitative research in equity research or predominantly highlights the quantitative side, 

but seldom the full view of the qualitative side from a systematic perspective. After all, 

quantitative and qualitative elements are often tangled together to an extent where both are 

needed to generate potent narratives, as Ritholz suggests in his 2019 Bloomberg article titled 

“Data Picks Investments, Stories Sell Them”. 

The marketing of investment opportunities has significantly evolved in the 21st century from 

out-of-context anecdotal evidence to narratives backed by reasoning and data. This could 

perhaps be attributed to pressures from an increasingly more sophisticated and demanding 

buy-side according to Groysberg and Healy (2013, pp. 113), as well as increased market 

efficiency due to technological advancements. Ritholz (2019) and Silvola and Landau (2021, 

pp. 69) hint that shifts in investing paradigms brought by, for example, ESG, may have 

driven up the share of qualitative elements in investment analyses and their source materials 

in recent years. That is why research of data scientists and expert analysts has expanded to 

harvesting valuable information from less explored sources, elements, and formats, not in 

the least textual ones. This shift has been further expedited by breakthroughs in the perfor-

mance and applicability of large language models, which are the second focus of this thesis 

paper. McKinsey (2024; 2023) predicts generative AI could lead to cost savings nearing 5 

percent of total annual banking industry revenues via increased productivity, but even more 

notably it could fully reshape the operating model of equity research. 

1.2  Research case and scope 

This master’s thesis has been assigned by OP Markets, from now on referred to as “case 

bank”, the financial markets division of OP Corporate Bank, which is a segment of the larg-

est financial services provider in Finland, OP Financial Group. The case bank’s research 

department employs sell-side analysts providing equity analyses, among other things, to in-

stitutional and retail clients alike (OP Financial Group 2023a).  

The assignment from the case bank was formulated to model and digitally assist sell-side 

analysts’ reporting workflow with the help of natural language processing language models. 

If implemented successfully, such a solution could help enhance the persuasiveness, 
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credibility, and speed-to-market of equity analyses, which in turn could result in better cus-

tomer satisfaction. Despite being of utmost importance, the profitability brought by a sell-

side analyst’s report isn’t on the forefront in this thesis, but instead the highly immeasurable 

task of constructing a narrative around a company and identifying the relevant qualitative 

factors when doing so. Other limitations made in unison with the case bank are the exclusive 

focus on qualitative research, microeconomic factors, and publicly listed singular compa-

nies, in contrast to quantitative research, macroeconomic factors, and e.g. exchange-traded 

funds which are all strictly out of scope. A justification for the scope reduction in the case 

of qualitative research is the argument that automatizing qualitative information processing 

may yield more significant improvements when it comes to minimizing an analyst report’s 

speed-to-market, as various quantitative operations, such as models and calculations are 

most likely already computerized. It can also be argued that a greater fault tolerance exists 

for processing qualitative information in contrast to handling quantitative information with 

language models. 

The case bank allowed for considerable freedom in determining the direction of the assign-

ment, acknowledging that the full potential of the research might not be realized in this first 

attempt. This thesis acts as a contribution to an ongoing organization-wide discussion for 

facilitating daily tasks of employees through generative AI in various departments. The case 

bank also encouraged access to the research be made unrestricted. 

1.3  Research objective and questions 

The objective of this thesis paper is: 

To conceptualize the sell-side analyst’s qualitative analysis and storytelling, and to iterate 

an NLP-powered solution within this framework. 

The objective was broken down into the following research questions: 

1. What are the qualitative inputs, analyses, outputs, and standards that form a quali-

tative equity analysis framework and contribute to investment narratives? 

2. How can the qualitative equity analysis framework serve a language model use case, 

and how could an artifact be developed for it? 
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In other words, the aim of this thesis is to explore, understand and model the qualitative yet 

procedural aspect of how a sell-side equity analyst report is produced, and how this process 

contributes to building a narrative around a covered company.  

The results of the first research question should introduce theoretical cornerstones of quali-

tative aspects in equity research and investment storytelling to invite scrutiny and debate, 

but most importantly to transition into the second research question, where a low-hanging 

fruit for a language model use case is identified and pursued. The goal is to end up with an 

artifact of a qualitative equity analysis task using an AI-based language model. Related use 

cases for generative AI already exist in investment banks, for example in synthesizing com-

pany documents and meeting transcripts with a foundation model (McKinsey 2024). Kul-

karni et al. (2023, pp. 190-199) propose generative AI use cases such as summarization, 

information retrieval, creative writing, idea generation, as well as competitor and market 

research among other things, which may be applied to sell-side research.  

1.4  Research structure and methodology 

This is an interdisciplinary thesis between the dimensions of equity research, and natural 

language processing (NLP) technology. Together they form the research framework of this 

paper and are integrated in the final section of this thesis paper. The following chapter out-

lines the background of sell-side equity research and its qualitative aspects from a theoretical 

perspective. Ideas from the theory chapter are refined with a subsequent empirical chapter 

as the third chapter, addressing the first research question in case-specific circumstances and 

forming a “qualitative equity analysis framework”. The fourth chapter, a theoretical chapter 

on NLP, on the other hand, navigates language model theory ranging from traditional text 

analysis to modern generative AI to set the scene for the final chapter. Guidelines and theo-

retical foundations are empirically applied in the fifth chapter, where the focus shifts to ad-

dressing the second research question. Elements from NLP’s theoretical dimension are op-

erationalized into a use case from the qualitative equity analysis framework, where the latter 

may be leveraged to specify the requirements and evaluate the outcome. (Figure 1) 
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Figure 1. Research framework. 

In terms of research methodology, this thesis paper adheres to the Design Science Research 

(DSR) model. DSR allows for gathering information to initialize the research, as its process 

begins by identifying challenges within the realm of NLP and equity research to rationalize 

the importance of the solution, as well as providing necessary background through guide-

lines and a theoretical foundation (Peffers et al. 2007, pp. 10). The first four chapters essen-

tially serve this purpose, whereas the final chapter revolves around DSR’s end goal of de-

veloping a technological artifact. An artifact in this case refers to a model that solves a par-

ticular business problem (Peffers et al. 2007, pp. 49). 

Other methodology includes a narrative literature review using academic databases, which 

was conducted to provide theoretical foundations to equity research. This amounted to vari-

ous articles from peer-reviewed academic journals such as “Qualitative Research in Finan-

cial Markets”, “The Accounting Review” and many other singular journal articles. In the 

subsequent empirical chapter, semi-structured interviews were organized to produce com-

plementary information and guidelines to contextualize the theoretical foundation. For a 

foundational level of knowledge in text-to-text NLP, its trends and its life cycle, literature 

such as guidebooks, especially Amaratunga (2023), materials and notes from online courses, 

and state-of-the-art pre-print articles were explored in the NLP theory chapter.   
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2  Exploring qualitative analysis in equity research 

The way in which analysts process information is notoriously hidden as per Ramnath et al. 

(2008, pp. 35). The aim of this part of the thesis is to understand the professional environ-

ment, source materials, qualitative analyses, and storytelling of sell-side analysts through a 

narrative literature review.  

Narrative literature reviews, often described as a traditional, descriptive, and unsystematic 

literature review, are a relatively light method of representing a broad view of a subject by 

exploring and summarizing sources which have little relation to one another (Salminen 2011, 

pp. 7). Information search may be adjusted based on findings from each source, as the author 

enjoys considerable freedom in selecting and delimiting the literature review, which also has 

its disadvantages, as it is prone to subjectivity and tends to favor popular sources (Vilkka 

2023).  

2.1  The sell-side analyst 

Sell-side analysts, from now on referred to as “analysts”, are commonly employed in the 

research department of an investment bank or a brokerage. The essence of a modern analyst’s 

job description is to convey intricate knowledge to buy-side clients in a timely manner to 

support their decision-making, which further argues the case for language model applica-

tions. Analysts commonly specialize and network within specific industries and provide cus-

tomers with written reports covering publicly traded companies from said industries, with 

the goal of facilitating informed investment decisions (Groysberg and Healy 2013, pp. 20-

21, 23). Typically, an analyst has a busy schedule during reporting season at the start of 

fiscal quarters when companies announce their earnings from the previous fiscal quarter or 

year, which is when the nature of their work is to reactively “stabilize the meaning of news” 

through earnings reports; whereas between reporting seasons they have more time to develop 

more original ideas and being proactive with their research to produce comprehensive re-

ports (Graaf 2021, pp. 152). Lee and Manochin (2021, pp. 1) highlight the prominence of 

analysts when it comes to disseminating investment advice to institutional investors, despite 

not personally engaging in any trading or investing activities.  
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The customers of investment banks comprise mainly of institutional investors, often referred 

to as buy-side clients, which include most importantly hedge funds, mutual funds, pension 

funds and insurance companies (Brown et al. 2015, pp. 39). Other significant stakeholders 

interacting with analysts, and likewise with the buy-side as well, include the trading desk 

from the sell-side, as well as the top management of the company being covered e.g. the 

executive board (Lee and Manochin 2021, pp. 9). Additionally, stakeholders of analysts in-

clude other analysts, the press, investor relations, and industry experts (Brown et al. 2015, 

pp 11; Lee and Manochin 2021, pp. 9). Analyst reports may also be used internally by other 

analysts, asset management, and advisory services (Leins 2018, pp. 120). (Figure 2) 

 

Figure 2. A simplified visualization of the sell-side equity analyst’s professional environment adapted from 

Lee and Manochin (2021, pp. 9). 

The first point of contact from the buy-side is usually a fund manager, who is often supported 

by a separate internal research team of generalist buy-side analysts. Groysberg and Healy 

(2013, pp. 25) therefore highlight that buy-side clients are less reliant on the specific recom-

mendations and numeric forecasts of sell-side analysts, but instead highly regard their indus-

try knowledge and ideas, amplifying the status of qualitative elements in equity research. 

This is likewise evident from the research of Brown et al. (2015, pp. 28) and Chaudhury 

(2021, pp. 649), where the industry knowledge was rated as the most important factor from 

both the lens of analyst compensation and client satisfaction. Likewise, the same two re-

search papers mentioned that a fast response time from an analyst, presumably to customer 

queries and developments in the market alike, was ranked among the top three most im-

portant factors.  

The previous statements already drastically generalize the dynamics of an analyst’s profes-

sional environment, as non-written information such as phone calls and meetings with top 



16 

 

management strongly control the narrative. Brown et al. (2015, pp. 28) describe the analyst’s 

relationship with company management as a significant factor to compensation, and 

Chaudhury et al. (2021, pp. 650) goes as far as to lift the access to top management as the 

analyst’s most important service offering after profitable or at least rational investment rec-

ommendations, as well as top management being the most important source of information 

for analysts. The value-add from this information asymmetry transmitted by analysts is a 

defining characteristic of their prominence, but can be, however, pursued through other 

means as well. Graaf (2021, pp. 5 & 23) sees dependence on top management as a source of 

information as a risk and delineates that the usefulness of public information shouldn’t be 

underestimated. After all, top management is prohibited from privately disclosing infor-

mation that isn’t publicly available. Salzedo et al. (2016, pp. 6) also bring forth Graaf’s 

statement, and further weigh that the research conducted by analysts is not only lacking sci-

entific methods, but is also plagued by bias, incompleteness and assumes the past repeating 

itself. Regardless of the prevalent sentiment, private sources for language model applications 

are out of scope in this thesis, as they are challenging to access, pose confidentiality con-

cerns, and do not sufficiently align with the mission of democratizing investment infor-

mation.  

2.2  Qualitative sources 

This sub-chapter reviewed common written source materials used as input for qualitative 

equity analysis according to literature. Literature providing concrete examples of primary 

and secondary sources used by analysts in the context of qualitative research seems rather 

scarce. This is most likely due to varied ways of working and organizational structures across 

investment banks, and academic research papers usually focusing on just one type of analyst 

source at a time. Primary sources provide firsthand information on a topic or an event and 

are unified by their high degree of reliability. Secondary sources are interpretations of a 

primary source by an agent not directly or permanently involved with said source, but none-

theless having expertise in the area concerned. Chen et al. (2021, pp. 21 & 25) concur by 

dividing sources by their origin, e.g. between insiders and professionals. 

By combining separate data quality management studies of Herzog et al. (2007 pp. 7-10), 

Fleckenstein and Fellows (2018, pp. 102-103), and Fürber (2016, pp. 23) qualitative data 
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can be classified by its characteristics. The chosen characteristics were timeliness, which 

refers to the regularity and frequency of updates in the type of source; consistency, referring 

to how standardized the format and structure of each version of the source type is; accessi-

bility, as in whether the source is private or public; relevancy, as to explain the how much 

of the data is useful and applicable to the investment case; and lastly reliability, which out-

lines the reputation and accuracy of said source type. Leins (2018, pp. 79) had ranked analyst 

information sources similarly and had distinguished between types of industry publications 

and news sources unlike this thesis paper. Leins’s book also introduced a new dimension for 

them: originality, as to how innovative, exclusive, and novel the ideas and information of 

the source are. These characteristics were later deployed in Table 2. 

It should be noted that Brown et al. (2015, pp. 11-12) discuss the usefulness of the mentioned 

inputs, however the objective of this thesis paper is not to evaluate the effectiveness of ex-

isting practices, but to understand what the baseline framework is for analysts.  

Annual and quarterly reports 

Brown et al. (2015, pp. 11-12) and Ramnath et al. (2008, pp. 37) raise covered companies’ 

annual and quarterly reports as the most useful materials for equity analysis. These reports 

are created in accordance with regulatory requirements and therefore follow a rather standard 

structure (Bochkay and Joos 2020, pp. 67). The qualitative elements of the reports such as 

text passages, however, bring more variability to the format. Annual and quarterly reports 

are considered primary sources. 

Stock exchange announcements and press releases 

Bochkay and Joos (2020, pp. 65) and Ramnath et al. (2008, pp. 37) acknowledge all types 

of disclosures as another critical qualitative source for equity analysts. Disclosures come in 

the form of press releases, which are voluntary, and stock exchange announcements, which 

are mandatory, and they are all considered primary sources. Unlike annual and quarterly 

reports that receive periodical updates, most other disclosures are published irregularly when 

needed. For example, the United States Securities and Exchange Commission (2012) re-

quires publicly listed companies to inform their shareholders by filing a “current report” 

within 4 business days after the fact, or in some cases even sooner. Proxy statements are also 

a type of involuntary disclosure filed by a listed company, where the schedule and agenda 

of a shareholder meeting are introduced. Unlike many other more nuanced, unregulated, and 
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long-term sources mentioned earlier, disclosures cause rapid developments in the company’s 

stock trading as they are available to the public and have direct and analyzable implications. 

Press releases are, on the other hand, voluntary and unregulated and are therefore less relia-

ble, but communicate for example value creation within the company. Such company news 

is mostly found from the company website (Leins 2018, pp. 79). 

Channel checks 

Brown et al. also list a less common source as somewhat useful in analysts’ work. It entails 

primary research focusing on other actors in the value chain of the covered company, which 

may refer to e.g. questionnaires or field visits to distributors and suppliers. It is a time-con-

suming task, and mostly provides only one-time pieces of information perhaps in the form 

of notes. The effectiveness of channel checks largely relies on the analysts themselves. 

Event notes and transcripts 

Brown et al. (2015, pp. 11-12) emphasized that top management communication and indus-

try knowledge as the most important determinants over the others when it comes to guiding 

an analyst’s stock recommendation. Bochkay and Joos (2020, pp. 67) support this idea, by 

arguing that information disseminated by top management directly to investors, analysts and 

media are the richest source of voluntary information, and it helps combat information asym-

metry between the listed company and the stock market. Top management information 

comes in various forms, such as private meetings, site visits or road shows from which notes 

can be drafted, public investor conferences from which transcripts and materials are sal-

vaged; as well as earnings guidance which come in the form of commentary from top man-

agement representatives to the public (Bochkay and Joos 2020 pp. 65-67; Brown et al. 2015, 

pp. 11 & 17; Ramnath et al. 2008, pp. 37). Conferences also usually contain a Q&A segment, 

which analysts frequently take advantage of (Brown et al. 2012, pp. 17).  

Market, industry, and competitor information 

Industry publications and statistics can be used for market research as secondary sources for 

backing up the analyst’s industry expertise. Ramnath et al. (2008, pp. 37) lists industry in-

formation in all its forms as a core source for analysts. These materials may be disseminated 

by various agents such as academics, consulting services or trade associations and therefore 

seldom follow a standardized structure. These agents are sometimes directly contacted by 

analysts for their expertise. Brown et al. further lists direct competitor reports as likewise 
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impactful sources. Additionally, interviewees as well as Leins (2018, pp.79) mentioned that 

consolidated news feeds such as “Reuters”, as well as specific news outlets and magazines, 

specifically business-related ones, such as “Financial Times” or “The Economist” may be 

used on the side. 

Other analyst reports 

Mentioned by Brown et al. (2012, pp. 11) and Leins (2018, pp. 79), own and other analysts’ 

reports may be used for understanding the consensus and identifying overlooked aspects. 

2.3  Qualitative analyses 

Analysts refrain from testing theories in their research, that is, deductive logic, which could 

indicate that the analysts’ approach may be closer to analytic induction. Brinkmann (2013, 

pp. 62) describes analytic induction as systematically examining cases and comparing them 

with one another to uncover ideas or patterns. Emphasizing the word “systematically” hints 

that it should in that case be plausible to construct a framework on qualitative equity analysis. 

Alongside placing data into its context and integrating various forms of data, the so-called 

coding technique may also be utilized for qualitative analysis in financial markets as a part 

of analytic induction. Coding essentially requires the analyst to develop and recognize re-

curring, relevant or interesting themes from source data to effectively structure their research 

(Brinkmann 2013, pp. 62). Qualitative analysis in equity research mainly discusses funda-

mental analysis in this research paper, which according to Chen et al. (2021, pp. 12-13) refers 

to how the intrinsic value of a company is evaluated, as opposed to technical analysis, which 

uses stock information to predict developments in the price. 

Chen et al. (2021, pp. 13) additionally showcase perhaps the most collectively exhaustive 

set of themes for fundamental and technical analysis in a company, although detailed elabo-

ration of these themes was left for future research:  

• Economic and market conditions 

• Company risks 

• Company financials, especially sales 

• Stock information; such as dividend policies, volatility, and trade signals 

• M&A 
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• Insider activities 

• Reputation and rumors 

• Regulation and legal 

Many of the mentioned aspects can be considered as key business elements of qualitative 

analysis in equity research, whereas others were rediscovered through additional literature. 

It is mostly a matter of definition and categorization, which is evident from the following 

prevalent themes. 

Financials and share 

While corporate reports lay the foundation for analyst data collection, with Kerl et al. (2012, 

pp. 244) estimating that disclosures of financial results trigger almost 60 percent of analyst 

reports, they also contain qualitative statements about the financial performance of a com-

pany. On the other hand, the performance of the share price often speaks for itself, but indi-

cators such as its price development, market capitalization, dividends, trading volume, and 

beta may be discussed (OP Financial Group 2023a; Brown et al. 2015, pp. 40). Brown et al. 

(2015, pp. 4) argue that credible earnings originate mostly from replicable and sustainable 

cash flows.  

Intellectual capital 

Journal article “Conceptualisation of intellectual capital in analysts’ narratives: a performa-

tive view” by Abhayawansa et al. (2018, pp. 950) claim deep intellectual or intangible capital 

of a company to be the main target of qualitative analysis in more comprehensive reports. 

Leveraging information on intellectual capital (IC) is usually aimed at a longer investment 

horizon, as their qualities may be less relevant on the short-term, however, when the effects 

of mismanagement in such areas emerge, the revelation may be sudden (Holland 2009, pp. 

166). IC elements are difficult to uncover on a business unit scale, and instead top manage-

ment information needs to be relied on, or alternatively accounts from e.g. employees’ ex-

periences, or open-source intelligence. Furthermore, companies tend to keep information on 

IC private, as it harnesses sensitive information providing a competitive edge (Holland 2009, 

pp. 154). 

Abhayawansa et al. (2018, pp. 959) and Holland (2009, pp. 162) describe IC to be composed 

of relational capital, human capital, and structural capital. Relational capital refers to the 

company’s relationship with the market and value chain, where for example negotiation 
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power in supplier contracts, relationship with regulatory authorities, and brand value are 

relevant. Human capital can be roughly divided into areas such as the knowledge, skills, and 

wellbeing of the employees. Structural capital encompasses all properties of an organization 

that supports human capital, including but not limited to IT systems, R&D capabilities, and 

corporate culture. While IC may only indirectly affect the value of a company through other 

such elements or through tangible capital, they further justify the need for comprehensive 

analyst reports. 

IC elements have bi-directional relationships intertwined into a complex but synergy-induc-

ing network differing by importance depending on their role in the investment story. It 

should be investigated as to how the intellectual property element has affected a business 

unit’s performance in the past, virtually demonstrating the company’s sensitivity to IC, 

which varies by industry. IC elements are also fundamentally connected to business strategy, 

as the explanation of their quality must align with the cost-cutting, revenue-increasing, or 

inorganically growing approach of the company. These internal elements must also contrib-

ute to managing risks, exploiting opportunities, and balancing between the two at a com-

pany-level. (Abhayawansa et al. 2018, pp. 958-962) 

Externally comparing IC between companies has proved difficult to execute with big data, 

so the second-best option is to use the consolidated subjective judgment of experts for bench-

marking intellectual factors in a company Holland (2009, pp. 158).  

Organizational governance 

Publicly listed companies provide announcements that can be bundled up to form an activ-

ity log, which might help the analyst deconstruct a sequence of how the company reached 

its current state. Some involuntary disclosures mandated by regulatory authorities are par-

ticularly relevant to equity research, for example layoffs, divestments, changes in leader-

ship, leadership trading activities, impairment costs, credit announcements, changes in ac-

counting practices, litigation, M&A transactions, alongside new earnings releases naturally 

(SEC 2012). M&A announcements generate a prompt reaction from analysts, and their af-

termath and implementation are also followed in later reports (Andersson et al. 2019, pp. 

440-441). Other major investment disclosures such as R&D investments have been noted 

to increase the accuracy of analyst reports (Merkley 2014, pp. 753). Legislation related to 
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involuntary disclosures, such as what elements must be reported, at what threshold and 

how quickly, may vary greatly geographically and through time.  

The quality of the firm’s top management should not only be seen at face value for the sake 

of the stock recommendation but can overall help to assess how much credibility should be 

given to their statements (Brown et al. 2015, pp. 11). Caylor et al. (2017, pp. 35) imply that 

information on top management and shareholders, including their track records and changes 

may be an overrated factor among analysts, whereas Holland (2009, pp. 176-177) introduces 

them as standards for narratives.  

Value creation 

Holland (2009, pp. 157-158) asserts value creation can be conveyed from three unique per-

spectives: hierarchically, where the qualities of top management, strategy and how they res-

onate are the primary focus; operationally, where decisions related to the internal value chain 

and its phases are scrutinized; and thirdly as a network, where unique competences are ob-

tained with the help of external alliances. Modern narratives connect the three ways of cre-

ating value. The narratives are compared against raw numbers reported by the company, as 

well as their relationship with strategic objectives, overall impact, and success on the long-

term, instead of just appearing as standalone data points. 

From a more concrete perspective, companies convey value creation through voluntary dis-

closures transmitted through press releases and news covering their business activities, 

which include but are not limited to product launches, market entry, sustainability efforts 

and strategic partnerships. However, their main objective is to eliminate information asym-

metry between management and investors, to minimize surprises in earnings (Davis et al. 

2012, pp. 847). Less regulated announcements are meant to appeal to a wide audience of 

stakeholders and tend to have a more optimistic tone and should therefore be handled with 

appropriate criticism. For example, communicating ESG efforts and achievements has been 

notorious for greenwashing at the trend’s infancy, however this could be combatted with 

upcoming international frameworks. The Corporate Sustainability Reporting Directive of 

the European Union would e.g. standardize and audit large publicly listed companies’ sus-

tainability performance, with the aim to render them comparable with one another 2025 with 

the first obligatory sustainability reports (European Commission 2023). This could poten-

tially elevate non-financial reports to become a primary source alongside e.g. annual and 
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quarterly reports, as well as to further push analysts to consider sustainability as an element 

in investment decision-making.  

2.4  Storytelling techniques 

Graaf (2021, pp. 145) notes that an analyst’s work entails a heavily social dimension of 

framing the covered company in a certain light regardless of what numbers indicate. How-

ever, storytelling is a rather uncharted research area in finance (Beattie & Davison 2015, pp. 

655). Beattie & Davison (2015, pp. 655) distinguish rhetorical techniques and argumenta-

tion, story plot and structure as part of storytelling, though this chapter addressed storytelling 

in a more exploratory fashion, as to what constitutes an equity story and how it could be 

composed (Table 4). 

Financial opinions 

Financial narratives are established through a consensus of individual financial opinions, but 

also shape financial opinions, forming a continuous feedback loop between the two. Analysts 

are influential narrative builders through the financial opinions they distribute. Chen et al. 

(2021, pp. 9) describe financial opinions over a stock as configurable situations, where pa-

rameter values collectively form the strength of the opinion. Such parameters consist of the 

covered company itself, market sentiment (such as bullish or bearish), source of the opinion 

(such as their expertise, influence, and track record), how recent the opinion is, the quality 

of the opinion (such as their writing style and how well an assumption backs up an argu-

ment), and fundamental and technical aspects (Chen et al. 2021, pp. 9-15).  

Tone and detail 

Two common and perhaps the most obvious writing style attributes that are always present 

in analyst report narratives are their tone of language and level of detail, which may be ad-

justed to control the narrative. Bochkay and Joos (2022, pp. 65) note that these attributes can 

also be exercised for source criticism towards the analyst’s primary sources. Language tone 

commonly refers to the analyst’s opinion of the company’s value (Twedt and Rees 2012, pp. 

2). In the company’s case, tone can be an indicator of how risk-conscious they are as a source 

(Bochkay and Joos 2020, pp. 65). An optimistic tone may appear as inspiring, satisfied or 

praising, whereas a pessimistic tone may appear as hardship-stricken, accusatory, or 
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dismissive (Davis et al. 2012, pp. 864). Level of detail can give away the amount of effort 

used on the material, and can be measured by word choices, length of words, sentences, and 

the report itself, as well as the use of visual aids (Twedt and Rees 2012, pp. 2). It can also 

be an indicator of credibility, as to how transparent the company or analyst is through their 

level of vagueness (Bochkay and Joos 2020, pp. 65). Some of the most complicated corpo-

rate reports in terms of sentence structure and abundance of complex words come from the 

healthcare, insurance, trading, utilities, and telecommunications industries, which are all ei-

ther in the service sector, or located at the end of a value chain (Lehavy et al. 2011, pp. 

1095). More complex source materials are usually mirrored by more complex analyst out-

puts consequently (Lehavy et al. 2011, pp. 1107). Some of the least complex corporate re-

ports may be encountered in the primary sector industries such as metals, food production, 

and agriculture, which are all situated earlier in a value chain (Lehavy et al. 2011, pp. 1095). 

Main storytelling principles 

Chatterjee et al. (2011, pp. 49-51) dive deeper into narratives, as they outline the five stand-

ards for management commentary from covered companies. It can be argued that since the 

target audience of outgoing earnings guidance as well as analyst reports are similar, that is, 

investors broadly speaking, the same can be applied to the narratives in analyst reports. An 

efficient report should be either evaluating the past, current or expected events that lead to 

earnings figures, as well as evaluating how the expected events materialized. Such excerpts 

that predict future events should also provide cautionary disclaimers, whereas historical facts 

should be supported by data, which reinforces similar points from the interviews. Addition-

ally, a healthy balance between negative news and positive news within the narrative should 

be maintained. Other characteristics included the comparability of data as time goes on and 

between entities, as well as the overall understandability of a statement. 

Holland (2009, pp. 176-177), on the other hand, introduces concrete assessment criteria for 

narratives once again originating from covered companies. Forward-looking insights and 

action plans should always be present in these types of disclosures, as well as displaying the 

responsibilities of agents to fulfill them. The narrative should sequentially explain how value 

was or will be created between business elements through cause and effect, as well as en-

riching these complex pieces of information with meaning. Ultimately, the narrative needs 

to qualify as having a story plot that is consistent yet flexible to future narrative shifts. 
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Story plots 

On a more eccentric note, applying story genres into a professional context might appear 

ridiculous, especially since highly nuanced reports are seldom unequivocally part of a single 

genre. However, story genres instead are intended to remind the reader mostly about a com-

monly recurring pattern of events and predictions, which is identifiable from for example 

the tone of the report, the balance between positive and negative news, and the actual invest-

ment recommendation itself. 

Eshraghi and Taffler (2015, pp. 699) apply four common story plot genres, originally intro-

duced by Gabriel (2000), to the storytelling of equity fund managers. They observed the 

following genres in buy-side reports with their respective relative frequencies and meanings: 

• Epic (51%) – A glorious adventure or quest, often featuring a heroic protagonist 

overcoming significant challenges to achieve victory or an honorable goal.  

• Tragic (35%) – A protagonist facing misfortune or disaster due to a mistake or just 

fate, leading to a downfall. 

• Comic (8%) – Being involved in unfortunate, curious and humorous situations, em-

phasizing the unknown, as well as the playful and speculative resolution of problems. 

• Romantic (6%) – Exploring the power of affection for overcoming challenges with 

an emphasis on emotional depth, mutual recognition and fulfilling relationships. 

Eshraghi and Taffler also mention that hybrid genres may exist, with for example “tragic-

epic” stories referring to a mix of the two, starting as a tragic story and ending as an epic 

story. They also recognize that epic stories mostly characterize investment successes, and 

tragic stories investment failures, though this is not always the case (Eshraghi and Taffler 

2015, pp. 706-707). Boettinger’s (1989) edition on persuasive organizational storytelling 

with 12 distinct genres provides a more granular alternative for situations companies may 

find themselves in. 

An attempt was made to classify the case bank’s analyst reports by their story genre in Ap-

pendix 3. The results raised a similar distribution with epic and tragic genres forming most 

of the storytelling: Epic (66%), Tragic (26%), Comic (8%) and Romantic (0%). The rarity 

of “romantically” written reports may be explained by the avoidance of emotionally charged 

arguments in analyst reports. The results also suggest that the sophistication of storytelling 
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has increased in the case bank’s research department, as hybrid and comic genres have be-

come more prevalent during recent years. This could be a consequence of decreasing market 

volatility and trading volumes in stock exchanges since the early 2020s, which may have 

called for more emphasis on nuanced narratives in analyst reports to attract client transac-

tions (Yahoo Finance 2024; Nasdaq Nordic 2024). However, the sample of merely 30 reports 

doesn’t yet necessarily reflect the reality of the case bank, as their research department pro-

duces hundreds of reports annually.  
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3  Empirical guidelines on qualitative analysis in equity research 

This empirical part aims to consolidate findings from practice and the underlying theory to 

establish a baseline framework of qualitative analysis in equity research for this thesis. Prac-

tical business guidelines were acquired through analyst interviews at the case bank, which 

the first sub-chapter outlines. To map the baseline, or as Brown et al. (2015) would describe 

it, unpacking the analyst’s “black box”, one should understand its inputs and outputs, which 

calls for the application of the simple input-process-output model first suggested by McGrath 

(1964). (Figure 3) 

 

Figure 3. Input-process-output model (McGrath 1964) approach applied in sell-side analyst research. 

Inputs in this case refer to written source materials that are used as a foundation for the 

research. The black box itself is related to how the source materials are interpreted, consol-

idated, transformed, analyzed, and finalized into desired outputs, that is, written reports.  

3.1  Interviews 

Interviews were held to understand the analyst reporting workflow in the case bank, as the 

findings from the literature review were complemented with details unique to the case, par-

tially answering the same questions and bringing forward intricacies from the case-specific 

ways of working and thinking. The interviews took place both in person and online in the 
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form of semi-structured interviews with three handpicked interviewees employed as sell-

side equity analysts in the case bank’s research department. Three analysts from varying 

professional backgrounds but similar educational backgrounds were interviewed on separate 

occasions for almost a total of almost three hours (Table 1). The identities of the analysts are 

pseudonymized, and their distinct answers are either summarized or intentionally not con-

nected to their profiles. The interviews were recorded, and notes were drafted. The question 

set and structure of semi-structured interviews wasn’t rigid, as it is more akin to a dialogue 

where both the interviewer and interviewee may slightly deviate from the agenda, albeit a 

structured set of themes is usually covered (Brinkmann 2013, pp. 21).  

Table 1. Analyst interview information. 

 INTERVIEWEE #1 INTERVIEWEE #2 INTERVIEWEE #3 

Date 19 Jan 2024 19 Jan 2024 26 Jan 2024 

Interview mode Online In-person Online 

Interview length 60 minutes 59 minutes 54 minutes 

ANALYST PROFILES 

Job level Director Senior Professional 

Analyst experience 23 years 16 years 2 years 

Academic background 
Economics (Social 

Sciences) 

Economics (Social 

Sciences) 

Economics (Business 

Administration) 

Industry specialization 
Energy, forest, chemi-

cals, and industrials 

Telecommunications, 

technology, and media 

Healthcare, food, and 

construction 

 

In the official segment of the semi-structured interview, the interviewees were inquired about 

their attitudes, experiences, and thoughts in the following topics: qualitative research, creat-

ing reports, sources used for the reports, storytelling, business elements in reports, and chal-

lenges. Appendix 1 contains the full set of themes and questions covered in all interviews. 

The interviews also contained unofficial segments due to clarifying questions from the in-

terviewer, interviewees exploring additional topics, and a segment in the end for free expres-

sion. 

An interviewee encapsulated analysts’ reporting from an investment bank’s perspective in 

the following manner: 

“An analyst’s report is essentially a serviceable, readable, and understandable infor-

mation package going out to a client. […] Our [analysts’] work isn’t focused on theorizing 

nor testing these theories, but instead we always seek for a reasonably straightforward ap-

proach to ensure its suitability with our heterogeneous clientele. […] We have a limited 

amount of time to dedicate to this [reporting workflow]. […] Therefore, source materials 
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are seldom fully read in their entirety. […] Our data mostly originates from public sources 

and can hence be backtested by clientele.” (translation from Finnish) 

When asked to roughly estimate how qualitative and quantitative research are balanced in 

terms of workload, all interviewees agreed that quantitative research formed the majority of 

an analyst’s tasks. This wasn’t, however, by a large margin, as the estimates fell between 

60-65 percent of reporting work being spent on e.g. examining data, calculations, building 

valuation and forecasting models, and visualizing the results, whereas about 35-40 percent 

of the reporting workload would be spent amidst qualitative research. One interviewee even 

remarked that this in fact had been measured in the research department before, with 65-70 

percent for quantitative and 30-35 percent for qualitative research, which is due to a lot of 

testing and alternative operations not visible in the report taking place in quantitative analy-

sis. It was pointed out by interviewees that analysts are more reliant on other numeric data 

beyond financial statements figures in certain industries, such as energy and forestry. 

3.2  Inputs 

Analysts have limited time to perform their research, and usually one to several main sources 

are more than enough. When analysts were interviewed about the source materials used by 

them to conduct their equity analyses, there was a consensus among the interviewees over 

the most important sources, though sources linked with a supporting role varied greatly. 

Analysts were also asked to name sources which could be leveraged more in the future. 

Integrating all listed sources from literature and interviews, the lowest common denominator 

of all analyst’s work inputs that have documentation available is simply that they are data, 

which allows applying data quality characteristics to assess sources as explained in literature 

(Table 2). It should be noted that while sources are not only written differently in terms of 

brevity and wording, they also overlap in terms of content. 
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Table 2. Analysts’ qualitative data sources from literature and interviews classified by their characteristics. 

Source type 
Timeli-

ness 

Con-

sistency 

Accessibil-

ity 

Rele-

vancy 

Reliabil-

ity 

Original-

ity 

Annual and quarterly re-

ports 
Slow Medium High High High Low 

Stock exchange announce-

ments 
Moderate High High High High Low 

Press releases Moderate Medium High Medium Medium Low 

News feed Fast Medium Medium Medium Medium Medium 

Trading platforms 

(Bloomberg) 
Fast High Medium High High Low 

Meeting notes Moderate Low Low High High High 

Conference transcripts Moderate Low Medium Medium High Low 

Industry information Slow Medium Medium Medium Medium High 

Channel checks Moderate Low Low High High High 

Competitor reports Slow Medium High Medium High Medium 

Other analyst reports Fast Medium Low High High Medium 

Statistical agencies Slow Medium High Low High Medium 

Social media Fast Low High Low Low High 

 

Interviewees had somewhat mixed responses when asked to estimate the length of the look-

back period, meaning the age of the oldest usable data when conducting qualitative research 

specifically. Interviewees expressed that this depends strongly on the company and industry 

concerned. Analysts commonly attempt to locate reference points reminiscent of the existing 

conditions from historical data reflecting how the company handled or performed in similar 

situations in the past, or how similar patterns in the market unfolded. An interviewee re-

marked that this depends also on the type of report, where earnings comments and previews 

focus on roughly the last 2-3 years, and comprehensive reports consider the full history of 

the company, though the main emphasis is still concentrated on the last 2-3 years in a similar 

fashion. It is extremely rare for a lookback period of over 10 years; hence it is common 

practice to consider the last couple of years with context-dependency in mind. 

Primary sources 

When inquired about their go-to sources, interviewees explicitly stated that annual reports 

and quarterly reports, and virtually all reports generated by the covered company, provide 

the foundation of their report and its story. Other reports originating from the company may 

include financial statement releases, management reports, and sustainability reports among 

other things. Notes and transcripts from top management related events are also a prominent 

but a much less structured source and are perhaps fully understood by only a handful of 

people. A service used by the case bank called “FactSet” combats this problem by conven-

iently transcribing earnings conferences. Interviewees also target so-called “Capital Markets 
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Day” events and their materials meant for investors. Such events usually involve the top 

management communicating the company’s strategic initiatives as well as financial health 

and performance in detail.  

Stock exchange announcements and press releases as sources were discussed only in unof-

ficial discussion segments with case bank staff, so the assumption here is that the ordinary 

nature of the sources was self-evident, as they are considered internal sources that are used 

daily to uncover information about the unprecedented major events. Trading platforms such 

as Bloomberg Terminal were not mentioned as sources by interviewees in the official seg-

ment either, probably due to the same reason as the previous source, but in retrospect are 

nonetheless an absolute necessity in the work of these analysts. Bloomberg Terminal is es-

pecially convenient for analysts, as it is the most constantly updated medium out of all the 

listed data sources. Even more importantly, the platform integrates stock performance met-

rics, stock exchange announcements and news, and most importantly corporate reports with 

disaggregation of e.g. business or geographical units according to an analyst account.  

An interviewee formulated that having a standardized way of tracking the company’s value 

chain partners, e.g. suppliers and distributors, and in the future perhaps network partners is 

also an idea for the future. This would act as a streamlined alternative for channel checks. 

Secondary sources 

Industry publications and statistics specifically were characterized as impactful supporting 

sources for comprehensive reports, with a varying degree of accessibility. Some of these 

sources may even include academic publications, despite the less scientific nature of equity 

analysis at the case bank. One interviewee expressed that they follow competitor reports 

regularly, as well as keep track of less direct, large competitors worldwide, starting from 

their annual and quarterly reports, which all-in-all enriches the analyst’s view of a global 

industry. Despite such a company not acting in the same competitive environment as the 

covered company, it helps understand how a similar situation could manifest itself in the 

covered company, as well as catching industry trends. Reports from competing companies 

evidently have the same properties as corporate reports and may be used in comprehensive 

reports for strategic analysis.  

News feeds may be consumed in a less systematic and leisurely manner to support thinking, 

and they are nonetheless fairly credible and receive frequent updates. For the very same 
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reasons interviewees mentioned utilizing the case bank’s own morning briefings, as they are 

essentially a source of consolidated daily news. The use of other analysts’ reports was not 

mentioned and were even denied having been used as source materials by most interviewees. 

This may be explained by awareness of cognitive bias, such as herding and confirmation 

bias, which enforces the idea of avoiding building a reliance on other analyst reports at the 

case bank, and instead utilizing them only after having conducted the bulk of the research. 

Tertiary sources 

The interview introduced two tertiary sources with future potential alongside primary and 

secondary sources: statistical agencies and social media. However, tertiary sources are less 

commonly used despite usually being openly available, as they are seldom directly linked to 

the subject company itself but may instead aggregate information available in primary and 

secondary sources. Statistical agencies and research institutes such as “Tilastokeskus” in 

Finland, or “Eurostat” in Europe generally, provide massive amounts of data publications 

and summaries that have ad hoc applications and are publicly available, such as supporting 

the investment thesis or a morning briefing.  

An interviewee also explained comment sections and forums may at times support the ana-

lyst’s thinking by giving ideas on what exactly to research, or understanding market senti-

ment, but aren’t considered as professional sources that would be directly used in a report. 

Social media platforms as well as special-interest websites with a focus on investing have 

comment sections that are the main emphasis here. The time for analysts to properly leverage 

these types of sources is constrained, which is why they will remain of a lower priority com-

pared to that of primary and secondary sources.  

3.3  Process 

The black box of qualitative analysis in analyst reporting was split into two main areas: 

business elements, referring to the qualitative elements of a business that should be consid-

ered in equity analysis, and investment storytelling, which is the continuum of business ele-

ments fitted into a narrative. The former can be conceptualized as the middle tier of the data 

pyramid in Figure 4, whereas the latter would be the peak. 
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Figure 4. Analysts’ storytelling pyramid as an open-ended adaptation of Henry (1974). 

Figure 4 depicts how analysts’ storytelling process was liberally applied with two inter-

phases into the “data, information, knowledge” refinement hierarchy pioneered by Henry 

(1974). Although the interphases include useful methodologies for progressing toward a nar-

rative, this sub-chapter primarily focuses on the content of the middle and upper tier. 

3.3.1  Business elements 

Qualitative factors, especially company fundamentals available in input materials were com-

bined and categorized from literature and interviews and are now on referred to as “business 

elements”. Business elements and their themes may not be mutually exclusive and collec-

tively exhaustive. A summary of the key business elements based on literature and inter-

views has been compiled to Table 3 consisting of the following main themes: financials and 

share, IC, organizational governance and risk, strategy and value creation, and the operating 

environment; and Appendix 2 displays the discovery of business elements in more detail. 

However, this section discusses only aspects raised in interviews. 
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Table 3. Summary of qualitative key business elements in equity research based on literature and interviews. 

Financials & 

share 

Intellectual 

capital 

Organizational go-

vernance and risk 

Strategy & value 

creation 

Operating environ-

ment 

• Revenue 

growth 

• Profitabil-

ity 

• Capital 

structure 

• Cash flows 

• Relational 

capital 

• Structural 

capital 

• Human ca-

pital 

• Major involuntary 

disclosures 

• Board and top man-

agement quality and 

their activities 

• Strategic goals 

• Strategic action 

plan 

• Major voluntary 

disclosures 

• Market growth and 

innovations 

• Competitive environ-

ment 

• Industry dynamics 

• Regulation 

 

Below are descriptions of business elements identified through interviews exclusively. 

Financials 

What to focus on when analyzing a single company may change depending on the company 

as well as type of report, as short reports require less context but more timely information in 

contrast to comprehensive reports. Regardless, the share and financial performance of a com-

pany are the foremost business elements in equity analysis based on interviews. However, 

financial business elements fully originate from quantitative information, and need to be 

transformed into qualitative insights, both in the cases of historical and forecasted figures. 

The expenses and capital structure were one interviewee’s main picks from a wide pool of 

financial information, while another interviewee stated that an attractive and healthy com-

pany generates profits from constantly growing its business, instead of generating profits 

from cutting costs with a constant or shrinking revenue.  

Organizational governance and risk 

Organizational governance and risk include involuntary disclosures from stock exchange 

announcements, organizational structure, and corporate governance information. Disclo-

sures demonstrate the realization of a risk or an opportunity, regardless of whether it was 

identified by the company in their reports, originated as a market rumor, or was completely 

unprecedented. Additionally, one may classify leadership aspects such top management 

quality as a part of this theme separately from intellectual capital. According to the inter-

viewees, as experience is extremely valuable for an analyst in providing context to data, it 

often manifests itself in getting to know executives in listed companies, their personality, 

skills, and career, and what their track record is when it comes to running and transforming 

companies.  
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Corporate strategy 

Intrinsic value can be uncovered through other elements besides IC. Following the inter-

views, strategy proved to be a central component for delivering storytelling, especially for a 

comprehensive report. Analysts specifically seek for realistic strategic objectives with clear 

timeframes, specific and measurable objectives, which is reminiscent of the SMART goal 

setting criteria coined by Doran (1981, pp. 36), for example: 

“Neste is committed to ensuring 100% of our own operations are covered by robust human 

rights due diligence systems by 2025.” (Neste 2024a, pp. 83) 

Doran’s method would also include assignees taking responsibility for the goal as well as 

defining the resources for reaching the goal. Interviewees then added that strategic objectives 

must be followed up and a concrete action plan where initiatives and resources are defined, 

such as Balanced Scorecards. The analyst would assess the objectives and action plan, which 

would be apparent at least implicitly through the tone and criticality of their writing. This 

criticality depends on how the analyst sees the company strategy from the standpoints of 

overall credibility, critical success factors that should be followed, as well as the prevalent 

risks considering market dynamics. The assessment can be supported by historical evidence 

of earlier strategic implementation, conveying to the clients the company’s ability to execute 

its strategic plans, reach measurable objectives, and adjust its actions mid-season if needed. 

Comprehensive reports specifically outline corporate strategy and the competitive environ-

ment, with much of the information originating from outside the covered company, whether 

it is external sources or analyst’s speculation. These elements received little attention in lit-

erature. Scenario analyses are also provided to build a view of the company’s future direc-

tions as well as to protect the client against making uninformed investment decisions. Ex-

amining business units separately and understanding their differences and contribution are 

also common approaches in these types of reports as per interviewees. 

Operating environment 

Interviewees drew attention to the importance of the operating environment to put the com-

pany into perspective with its surroundings, such as the market conditions, the nature of the 

industry, and geographical areas of operations. It was deemed vital by an interviewee to 

identify the main trends that the company will follow in the long term as well as how the 

company is positioned within the industry in relation to all stakeholders to keep up with the 
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revenue growth opportunities of the company. While the realization of organizational gov-

ernance and risk may be apparent from disclosures, it may be better anticipated through 

forward-looking information related to the operating environment, such as following regu-

latory changes, the behavior patterns and trends of customer groups, supply dynamics, as 

well as innovations in the global market. Market research stands out as perhaps the most 

versatile business element here due to the myriad of sources and methods that can be tapped 

into for its execution. As already established in literature, an interviewee further emphasized 

that knowing an industry is the most valuable skill of an analyst. This includes understanding 

its companies, their dynamics and how they develop, and being able to project some of its 

historical events to current events. After all, despite new entrants through IPOs and leavers 

through takeovers, the core of the market remains roughly the same in the long run regardless 

of M&A activity. 

3.3.2  Investment storytelling 

Defining and limiting the concept of storytelling is troublesome due to its ambiguities, how-

ever as a term all interviewees recognized it as remarkably important, and that it seems to 

revolve around building a narrative for a stock. The term may refer to value propositions of 

unique opportunities, narrative construction, or perhaps to broader concepts within behav-

ioral finance alike. Storytelling can be encapsulated as being built “on top of and in between” 

the data, meaning that it is used to explain phenomena in the data and draw conclusions from 

it, as well as to connect these conclusions with one another to tie the main message together. 

Guidelines in storytelling were compiled to Table 4. 
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Table 4. Investment storytelling standards according to literature and interviews. 

SOURCE STORYTELLING STANDARDS 

Case interviews • Story flows continuously 

• Engaging, with lively wordplay 

• Concise and straightforward 

• Allows for nuance and error 

• Facts and speculation are distinguishable from each other 

• Does not test or base itself on theories 

• Does not contradict itself 

• No complex jargon or sales pitching 

• No more than several distinct ideas 

• Is suited for a diverse audience 

Chatterjee et al. 

2011, pp. 49-51 
• Always evaluates either past, present or future events 

• Statements backed up by facts or cautionary disclaimers 

• A healthy balance of good news and bad news 

• Comparability with respect to time and entities 

• Understandable and readable 

Holland 2009, pp. 

176-177 
• Forward-looking insights and action plans 

• Combines value creation aspects and argues their joint effect 

• Cause and effect as a storytelling sequence 

• Enriching complex information with meaning 

• Describes the responsibilities of management 

• Consistent yet adaptive narrative 

 

Overall, interviewees described the characteristics of a high quality “investment story” to 

include its unbroken and continuous nature, use of professional but lively wording, account-

ing for error, expressing nuance, having a distinguishable separation between facts and ana-

lyst’s speculation, avoids contradicting itself, ability to summarize information into a con-

cise and interesting message such as in the headers or lead paragraph, and providing a clear 

conclusion. One interviewee described that storytelling molds an otherwise laconic and 

statement-like report into a more thought-provoking and engaging reading experience and 

investment case. Reports should also convey and translate the meaning of stock exchange 

releases to clients in their reports, as they contain legal and technical jargon, but do not leave 

crucial information such as deadlines out. Another interviewee stated that the modern analyst 

should not bombard the reader with superlatives, use professional jargon regardless of 

whether it is financial markets or industry-related, nor load the report with unexplained data. 

3.4  Outputs 

Chaudhury (2022, pp. 639) recognizes the main elements of an equity analysis report to be 

the stock recommendation, which is commonly either buy, sell, or hold, or sometimes 
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overweight or underweight; the target price, which is the price at which the analyst believes 

the stock to be properly valued; earnings forecasts, and most importantly the investment 

thesis, which is effectively an executive summary which synthesizes of all the other analyses 

present in the report. The case bank, however, commonly uses the following four recom-

mendations: buy, sell, increase, or reduce.  

Types of reports 

This is where the similarities between reports end, as for example the case bank disseminates 

at least seven distinct types of reports to clients with varying length and contents (earnings 

preview, earnings comment, company report, initiation of coverage, morning briefing and 

industry report). Earnings previews and earnings comments can be roughly classified as 

earnings reports, and initiation of coverage and company reports as comprehensive reports 

(Figure 3). Since industry reports and morning briefings cover more than one company and 

aren’t easily available, they are out of scope in this chapter. Altogether 14 samples were 

made available to the public by the case bank. 16 more reports were discovered with the 

“filetype:PDF” search operator in Google was used to filter each type of report (Finnish 

keywords: “Tuloskommentti”, “Tulosennakko”, “Seurannan aloitus”, “Yhtiökommentti”), 

and reports published from 2020 onwards were collected. Only the first two pages of the 

reports were analyzed. Metadata and analysis of these 30 reports are visible in Appendix 3. 

Interviewees consistently drew a clear distinction between the contents of earnings reports 

and comprehensive reports. For earnings comments and previews, the dominant narrative 

should be to explain why the earnings performance was or is going to be particularly superior 

or poor. As an analyst, it is vital to “make use of one’s space” based on how one’s own 

earnings forecast differed from the actual earnings performance. If there was a considerable 

difference, it should appear in the report through rationalization. And in case there is little 

difference between the analyst prediction and the outcome, the space should be used for 

bringing forth something else. For the sake of a simple narrative, the analysis should be kept 

highlighting only several ideas at a time, by raising a couple of snippets of information from 

market trends, financials, and core competences each. 

Comprehensive reports such as initiation of coverage and overall company reports have ex-

clusive properties like focusing on elements that span longer than one or two financial quar-

ters and remain stable during those periods. Areas usually covered in comprehensive reports 
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in more detail are for example strategy, value creation, operating environment, and IC. They 

would contain further analysis of external factors especially; however, their first two pages 

are like those of earnings reports. Comprehensive reports contain information on the organ-

izational structure, strategy, key success factors, competitive environment, benchmarking 

against peer companies, breaking financial statements down into smaller parts. 

Report contents 

This section describes the typical analyst report at the case bank, which for the sake of sim-

plicity focuses on earnings reports exclusively. Earnings previews and earnings comments 

at the case bank are nearly identical to each other in terms of structure, length and even 

content, with the key distinction that the prior is meant to anticipate earnings results through 

various business elements, whereas the latter is also meant to address business elements in 

how the retrospectively shaped the company’s earnings. The report contents have been com-

piled to Figure 5 in the next sub-chapter. 

First and foremost, both contain an investment thesis or an ingress outlining the recommen-

dation, target price, speculation that justifies it in case of an earnings preview, and reasoning 

that justifies the thesis in case of an earnings comment. The report usually contains several 

other chapters on the first page as seen from Appendix 4. These chapters include an earnings 

focused forecast narrative or retrospective on the coming or past quarter. Both report types 

identify key businesses that influenced or will influence the earnings, and earnings com-

ments will also compare realized figures with their forecasts. Another chapter discusses the 

outlook of the company especially from the perspective of strengths, weaknesses, opportu-

nities, and risks, though usually bringing them partially forth.  The chapter is meant to bring 

perspective as to what dependencies define the earnings. The final chapter of the first page 

should reiterate the recommendation and target price, as well as how it was calculated. 

The second page of earnings comments and earnings previews (Appendix 5) disclose three 

key points from each category: investment case, which argues what qualitative factors con-

tribute to the recommendation; drivers, as to how growth and profitability are pursued; and 

risks to acknowledge various aspects that raise concerns. The second page also issues brief 

statements on the market trends, competitive environment, strategy, and even macroeco-

nomic conditions. The third page might contain a deep dive into a recent subject mentioned 

earlier by the analyst. However, in most cases the rest of the earnings report contains 
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visualizations and calculations, as well as disclaimers and instructions related to the report’s 

usage.  

Performance management and challenges 

This segment concerns the performance aspect of the reporting workflow in terms of quality, 

throughput time and challenges, utilizing interview results like in previous sub-chapters.  

Interviewees estimated that drafting an earnings report would take no more than one work-

day, on average perhaps 4-5 hours, and it could at times be compiled in 1-2 hours if the 

schedule so requires. This of course depends on the individual, the company, and its organ-

izational complexity, and if there’s e.g. other earnings comments needed to be prepared on 

the same day. A lot of time is spent on data visualization and adjusting these tables and 

diagrams in the report. Some large global banks have, however, outsourced this phase of 

report building to an editing department who also publish it. Alternatively, proper templates 

and plug-ins for office software might help further the efficiency of this phase. Generating 

text itself was said to be a majorly time-consuming task as well.  

Constructing a comprehensive report such as a company report might take 1 to 2 weeks, 

whereas an industry report or an initiation of coverage for a new company stretch out further, 

with a strong consensus that it is a matter of weeks, typically 2 to 4 weeks for an experienced 

analyst. The length of comprehensive reports varies, but a good rule of thumb established 

for an analyst was to write 1.5 to 2 pages of client-ready report content per workday. Finding, 

gaining access to, and interpreting an entirely new data source has a significant impact on 

the throughput time of a comprehensive report. 

After an analyst has finalized a report, it is always validated by at least another analyst ac-

cording to the four-eyes principle before it can be published. Peer-to-peer quality checks 

here mainly outline the layout, spelling, grammar, and wording of the report. The content 

itself is also scrutinized to clarify any points that seem incoherent, refine the structure, as 

well as to suggest one’s own ideas.  

When discussing challenges faced by analysts when conducting their analysis and creating 

the report, the subsequent points were raised. Time constraints present a recurring challenge, 

as analysts frequently express a desire for more time than they realistically have available to 

dedicate to a report. Analysts also struggle with the issue of delineating the boundaries of 

their analysis, including scoping, structuring, and focusing on relevant elements. Lastly, the 
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task of effectively presenting complex and multifaceted issues in a concise and comprehen-

sible manner, while also maintaining engaging storytelling. All the same, analysts still need 

to provide readers with the autonomy to form their own interpretations and hence decisions 

without disproportionately influencing them. 

Analysts were also inquired about their cognitive biases, even though the subject is better 

suited for separate further research. Interviewees expressed that analysts often exhibit sub-

jective attitudes towards companies, which may affect their ability to detect shifts in earnings 

especially after longer periods of consistent performance of the opposite nature. This bias is 

influenced by assumptions about the stability of the current situation or exaggerated beliefs 

in a company's capabilities, known as the halo effect. Two interviewees pointed out that the 

halo effect may likewise transpire towards individuals in the executive board. Another bias 

mentioned by interviewees was historical over-emphasis in analysis and a temptation to 

cherry-pick information lacking proper context, which may lead to poor quality recommen-

dations. Surprisingly, interviewed analysts didn’t recognize herding and groupthink as a sig-

nificant bias as covered in Welch (2000) and Hong et al. (2000). Herding was justified by 

an interviewee to a limited extent with the argument that consensus among analysts may 

result from shared access to information and market trends rather than biased behavior. 

3.5  Qualitative equity analysis framework 

This part of the thesis paper covered the daily work, source materials, business analysis ele-

ments, storytelling, and reports by equity analysts in investment banks through a literature 

review and case interviews. The analyst interviews contributed majorly to the learning curve 

of this part of this thesis paper and complemented the literature review. No significant con-

tradictions between literature nor interviews arose that couldn’t be explained through re-

gional differences or company policy. 

A high-level process of investment storytelling was divided into the subsequent key phases 

based on interviewee remarks:  

1. What has happened, or is going to happen, that triggered the creation of this report? 

a. What has taken place in the covered company? 

b. What developments have led the analyst to adjust their recommendation, and 

how?  
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2. Why did it happen, or why should it happen? 

3. What does this imply for the covered company? 

4. What should happen next based on precedents and openly available information? 

5. What is, therefore, the investment thesis?  

Based on the underlying findings from interviews and literature, an equity analysis frame-

work was constructed from a qualitative perspective, as shown in Figure 5 below as a net-

work-like structure. 

 

Figure 5. Baseline equity analysis framework from a qualitative perspective in the case bank. 

Despite a rather structured framework, it can be concluded that the outcome of the reporting 

workflow nonetheless depends on multiple parameters, such as the company, sources, the 

industry, market conditions, geography, organizational structure, as well as the analyst rec-

ommendation. It is worth noting that an analyst may use any source at their disposal, which 

means it varies case by case, and that there isn’t particularly a single source for a single type 

of business element. Hence, elements in the framework are assumed to be “fully connected” 

to one another, enabling any combination of information flow from a given source to a given 

report element. For the sake of the case in this thesis paper, later chapters shift their focus 

on exploiting the qualitative equity analysis framework as a catalog for formulating a use 

case for a technological solution, and even more importantly, elaborating on said technology. 
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4  Navigating the landscape of natural language processing 

Natural language processing (NLP) is an interdisciplinary field consisting of concepts in 

computational linguistics and artificial intelligence, focusing on enabling systems to operate 

using human language (Lee 2023, pp. 3; Hodeghatta and Naya 2023, pp. 541; Amaratunga 

2023, pp. 9). NLP has become particularly relevant for language models, where the likeliness 

of a given word is predicted given a sequence of words employing machine learning or deep 

learning models (Singh & Mahmood 2021, pp. 68675). (Figure 6) The utility of especially 

large language models (LLMs) – language models trained using large amounts of unlabeled 

data, parameters, and computational power – has proved itself in recent years. This may be 

observed not least in finance, where such models have occasionally outperformed the stock 

market index in terms of investment returns (Romanko et al. 2023, pp. 91), asset managers 

in terms of investment returns (Kim 2023, pp. 4) and most recently analysts (Li et al. 2023, 

pp. 29) in terms of earnings forecasting accuracy. Text generation performance in qualitative 

aspects seemed to especially play to the strengths of LLMs, occasionally expressing more 

risk-averse rationale in their predictions than humans, not to mention the discernible ad-

vantage in terms of speed. 

 

Figure 6. The landscape of NLP and AI presented in a Venn diagram, adapted from IBM (2023), Amaratunga 

(2023, pp. 7) and Kulkarni et al. 2023 (pp. 3).  
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After the mid-20th century, NLP evolved from rule-based approaches into more linguistics-

oriented methodology and statistical techniques, incorporating machine learning algorithms 

into NLP by the end of the millennium (Kang et al. 2021, pp. 142; Amaratunga 2023, pp. 

10). The sharp increase in computing power and the adoption of neural networks in the 

2000s, with their development continuing to this day, have paved the way for the modern 

language models (Amaratunga 2023, pp. 5; Kang et al. 2021, pp. 142). However, generative 

AI as we know it in the mid-2020s, was mostly made possible with the introduction of trans-

former-based language models in 2017 (Amaratunga 2023, pp. 6).  

CB Insights (2023) reports that most investments in generative AI were directed towards 

multimodal but mostly textual AI assistants with more than two thirds of the funding, fol-

lowed by purely textual AI applications with 16 percent. Other modes of AI applications 

include image, video, voice, and code generation, though they are out of scope. The applica-

bility of NLP to an increasingly wider range of text-to-text tasks has become apparent. Such 

tasks include machine translation, text completion, classification, pattern recognition, sum-

marization, task-oriented dialog, general dialog, and story generation just to mention a few 

(Korhonen 2023, pp. 17; Lee 2023, pp. 199). The tasks can be sorted by their open-endedness 

as seen from Figure 7, which denotes how loosely the language input determines the output 

of the model; for example, machine translation simply returns the input in another language, 

whereas story generation mostly outsources ideation and content creation to the language 

model (Li 2023). Open-endedness seems to correspond to how difficult it is to receive a valid 

output for a specific task, as classification such as sentiment analysis, and machine transla-

tion techniques have been viable for decades with traditional probabilistic models, whereas 

credible dialogue and story generation have seen breakthrough results only in recent years. 

 

Figure 7. Language model tasks and their open-endedness adapted from Li (2023), as in how loosely textual 

input dictates the textual output. 

A defining feature of text-to-text NLP is how it leverages text as a data source. The purest 

and easiest to analyze form of text is plain text, which is simply a sequence of characters, 

such as letters, numbers, punctuation, spaces, and line breaks (Hiippala 2021). Rich text, on 
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the other hand, is plain text with additional information to the reader, such as being stylized 

or formatted via font styles, colors and sizes, headers, captions, as well as other formats of 

data, such as images (The Unicode Consortium 2022, pp. 19). This thesis document is there-

fore an example of rich text. There’s also a special case of plain text known as structured 

text, where using tags for e.g. headers, paragraphs, and tables from a markup language in 

plain text allows for both human and machine understanding of formatting and structural 

information. Plain text, however, is the most common form of text for NLP applications. 

Language models are trained with a corpus of electronic text documents. Corpora may vary 

by their size, thematic focus, format, and whether they’re labeled or not (Barrière 2016, pp. 

60). 

 

Figure 8. A simplified flowchart of NLU and NLG inspired by Kang et al. (2020, pp. 157). 

NLP is divided into two main phases: natural language understanding (NLU) and natural 

language generation (NLG). These essential phases set the structure for handling technical 

concepts in the following sub-chapters. (Figure 8) 

4.1  Natural language understanding 

NLU is intended for parsing and embedding a human language input, as to understanding 

the syntactic, semantic, and even pragmatic aspects of it (Lee 2023, pp. 37; Korhonen 2023, 

pp. 17). NLU is a vital step before NLG and requires the text to be first preprocessed and 

then transformed into a mathematical representation. 

The following sentence was used as an example string for subsequent NLU techniques: 
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"For Neste, 2023 was a year of continuing implementation of our renewables growth strat-

egy.” (Neste 2024a, pp. 6) 

4.1.1  Text preprocessing 

Text preprocessing refers to a set of techniques used to prepare plain text for further pro-

cessing or analysis. The preprocessing required varies depending on the text representation 

technique and the NLP task, however, at least data cleaning and tokenization are performed 

on most occasions (Amaratunga 2023, pp. 25 & 29; Kang et al. 2021, pp. 157). The prepro-

cessing of text consists of syntactic and semantic labeling, and also requires data preparation 

steps such as spellchecks, and removal of traces of rich text such as markup tags to make 

sure that the text is grammatically processable before performing any of the steps below 

(Kang et al. 2020, pp. 157).  

Tokenization 

Tokenization is commonly regarded as the first step in NLP, where text is split into tokens, 

which are words separated by whitespaces or punctuation (Amaratunga 2023, pp. 20; Hiip-

pala 2021). Depending on the tokenizer, punctuation, or whitespaces themselves may also 

count as separate tokens. Word tokenization may be preceded by sentence tokenization, 

where text is initially broken down into sentences, or perhaps even paragraph tokenization, 

where text is broken down into paragraphs (Antić 2021, pp. 3).  

["For", "Neste", ",", "2023", "was", "a", "year", "of", "con-

tinuing", "implementation", "of", "our", "renewables", 

"growth", "strategy", "."] (OpenAI 2024a). 

Part-of-speech (PoS) tagging 

PoS tagging is a phase in which tokens in each sentence are assigned with a grammatical 

tag, such as verb or noun (Amaratunga 2023, pp. 19). PoS tags are determined not only by 

the token itself, but also their sentence context, as ambiguities may exist, for example the 

word “value” is both a verb and a noun (Kang et al. 2020, pp. 158). 
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Stopword removal 

Stopwords are common words with little to no informational value, such as “the”, and “and”. 

A predefined list of stopwords is usually provided to match and remove them to improve 

computational performance and accuracy (Kang et al. 2020, pp. 158; Amaratunga 2023, pp. 

18).  

["Neste", "2023", "year", "continuing", "implementation", 

"our", "renewables", "growth", "strategy"] 

Stemming and lemmatization 

Stemming and lemmatization are analogous to the concept of normalization, making data 

points, in this case words, comparable with one another (Zong et al. 2021, pp. 21). Stemming 

removes suffixes from tokens (Antić 2021, pp. 14). It is needed, as by default a system 

doesn’t regard the words “renewable” and “renewables” as similar, despite them referring to 

the same concept with just different inflections. Lemmatization, on the other hand, returns 

words into their grammatical base forms, as for example stemming wouldn’t function 

properly for the word “was” or “continuing”. However, base forms and stemmed words no 

longer store the complete semantics of tokens. 

["For", "Neste", "2023", "be", "a", "year", "of", "continue", 

"implementation", "of", "our", "renewable", "growth", "strat-

egy"] 

Named-entity recognition (NER) 

NER is a phase in which named entities are first identified and then classified (Amaratunga 

2023, pp. 19). Examples of named entities include organizations, products, geographic loca-

tions, industry-specific terms, and people, and may also consist of more than one tokens, but 

need to be treated as one, such as “Neste Corporation” (Hiippala 2021). Even small language 

models often succeed to identify a named entity on the basis that it’s not available in its 

vocabulary, but may fail to correctly classify it for the very same reason. 

Syntactic parsing 

Syntactic parsing determines the relationships between words in a sentence (Amaratunga 

2023, pp. 18). Dependency parsing is a form of syntactic parsing, where tokens are each 

assigned a head token, with head token in essence indicating another token the token is 
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referring to in a sentence (Hiippala 2021). Take the sentence “For Neste, 2023 was a year of 

continuing implementation of our renewables growth strategy.” for example, where the verb 

“was” is the root token of the sentence as well as the head token of the subject “2023”. 

4.1.2  Text representation 

Text representation is the next step following text preprocessing in NLU, with structured 

and cleaned documents acting as the input. Text representations are essentially numeric vec-

tor representations of words in the form of so-called word embeddings, which enable math-

ematical computations to approximate their meaning (Moen 2023, pp. 35; Hiippala 2021). 

Text representations aim to represent the meaning of the word in its context and through 

some semantics as well. Egger (2022, pp. 340) distinguishes three types of text representa-

tions: count-based, non-context based and context-based word embeddings.  

Simple examples of count-based and non-context-based techniques are shown below, how-

ever, modern LLMs employ context-based word embeddings as their accuracy is superior 

due to understanding the wider context of a document as well (Egger 2022, pp. 346-347). 

Context-based word embeddings, nowadays almost exclusively transformer-based models, 

are significantly more advanced, as they consider the global meaning, local contextualized 

meaning, and the sequence of words. (Moen 2023, pp. 71) 
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Bag-of-words is perhaps the most known count-based text representation technique with a 

traditional and simple approach, where each sentence in a document is encoded into a long 

vector with each vector element representing a unique word in the corpus, also known as a 

vocabulary. Sentence vectors contain the frequency of vocabulary words in a particular sen-

tence; however, bag-of-words disregards the sequence of words and sentence dependencies 

between words, and often leads to long computation times due to its sparse and high-dimen-

sional matrices (Kang et al. 2021, pp. 160). 
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Word2Vec 

Word2Vec is a non-context-based word embedding technique which addresses some of the 

semantic shortcomings of count-based techniques, having individual words mapped a high-

dimensional space as word vectors as the name suggests. Word vectors often associated in 

similar contexts tend to have a high proximity to one another the vector space. As stated by 

Amaratunga (2023, pp. 27-30), these vectors, representing context-target pairs, feature the 

target word itself along with a fixed number of surrounding context words.  The word vectors 

can be used either for predicting the context from the target, known as skip-grams, or vice 

versa, which is known as a “continuous bag-of-words”. However, the Word2Vec represen-

tation emphasizes frequently appearing close context words too much, which causes it to 

repeat itself (Kang et al. 2021, pp. 160). (Figure 9) 

 

Figure 9. Word2Vec embeddings based on a corpus of tweets mapped into two-dimensional vector space via 

dimensionality reduction (HuggingFace 2024). Semantically related words appear closer to each other. 
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4.2  Natural language generation 

NLG, which builds on the results of NLU, is intended for generating a coherent human lan-

guage output based on a given task. NLG poses greater complexity and less standardized 

structure than NLU, since it is in the forefront of recent breakthroughs in LLMs. Hence, only 

the most relevant topics such as the functionality of deep learning and transformer models, 

as well as their prompting, enhancement and evaluation were covered in the following sub-

chapters. 

4.2.1  Deep learning and neural networks 

Deep learning models and how they are used are at the core of AI research advancements, 

as they are the engines that calculate an output for an input within an LLM. Such models 

excel with large volumes of data, which is why they are especially well-suited for LLMs. A 

multilayer perceptron (MLP) is an artificial neural network (ANN) and a basic example of a 

deep learning model inspired by the human brain’s learning process.  

Unlike traditional statistical machine learning models, deep learning models like MLP auto-

matically optimize model parameters and the selection of relevant features from the data. 

MLPs consist of one or more “input nodes”, which may in this case be numeric representa-

tions of words; “hidden layers”, which contain often multiple nodes, each gradually trans-

forming said data; and output nodes, which is the task-specific result in a numeric represen-

tation form. Such numeric outputs are decoded into text in language models. 
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Figure 10. A simplified illustration of a fully connected feed-forward neural network. 

Deep learning and MLPs typically refers to neural networks with multiple hidden layers. 

The nodes of the hidden layer are referred to as “neurons”, which are linear functions con-

nected to other neurons in preceding and following layers. Initially, the weights and biases 

— parameters of these neurons — are randomized and collectively used to compute an out-

put when input data is fed forward through the neural network. (Kamath et al. 2019, pp. 147-

148 & 154; Sigg 2023) 

𝑜𝑢𝑡𝑝𝑢𝑡 = 𝑤𝑒𝑖𝑔ℎ𝑡 × 𝑖𝑛𝑝𝑢𝑡 + 𝑏𝑖𝑎𝑠 

Typically, a layer of neurons is passed through a non-linear activation function as a vector 

before their output is used as an input for the next layer. Once the network generates an 

output, a loss function is deployed to calculate the difference between the generated output 

and the target output. To help the model learn from this difference, the error is sent backward 

in the neural network to update the weights and biases of neurons, which is known as back-

propagation (Kamath et al. 2019, pp. 150-151). Backpropagation reinforces the learning pro-

cess of an MLP and is usually performed iteratively to minimize said error. More advanced 

and NLP-oriented neural networks include recurrent neural network (RNN) and long short-

term memory (LSTM) models (Kulkarni et al. 2023, pp. 15). 
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4.2.2  Transformer-based large language models and generative AI 

Kulkarni et al. (2023, pp. 2) assert that generative AI refers to models capable of producing 

new content to a more extensive and versatile range of tasks and applications based on a 

natural language prompt from a user. This requires it to be trained on a vast amount of data, 

in this case text, which naturally involves LLMs. Generative AI is trained by compiling to-

gether human-generated text, which is tokenized and continually reshuffled to emulate a 

human-like sequence of tokens (Palmer & Ogunbiyi 2024). 

State-of-the-art generative AI is almost exclusively based on transformer architecture first 

introduced by Vaswani et al. (2017) in their article “Attention Is All You Need”. A so-called 

self-attention mechanism sets transformer-based models apart from previous models by as-

signing varying weights to input pairs, which allows the language model to prioritize the 

most relevant information and to understand longer distance word relationships (Amara-

tunga 2023, pp. 56-57). The transformer architecture processes its input, such as a sequence 

of words, in parallel rather than sequentially, which has enabled lower complexity calcula-

tions, and scaling up the model size and training data, which has paved the way for Genera-

tive Pre-trained Transformers (GPT) models (Kulkarni et al. 2023, pp. 28-29 & 35). For 

example, GPT-3 from OpenAI having 175 billion parameters and having been trained on a 

corpus of 300 billion tokens highlights their sheer size.  

The transformer architecture, as seen in Appendix 6, first tokenizes and vectorizes the text 

input into high-dimensional numeric representations as seen in NLU. This is followed by 

positional encoding, which records the position of tokens in the input to maintain word order 

and passes it with the token embedding into identical layers of self-attention mechanisms 

and MLPs. Each transformer layer has its own purpose, followed by normalization as well 

as bridges that allow the transforming data to bypass certain layers. (Amaratunga 2023, pp. 

65-66; Kansal 2024, pp. 8-10) These operations are performed both in the encoder section 

of a transformer, which processes the input sequence; and the decoder section, which gener-

ates the output sequence (Kulkarni et al. 2023, pp. 36). This numerically represented output 

sequence is finally passed through some final layers to be converted into probabilities for 

each token in the vocabulary, with the token with the highest probability typically being 

chosen for each position in the output sequence (Kansal 2024, pp. 11). 
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4.2.3  Prompt engineering 

Transformer-based LLMs are stochastic, meaning identical inputs can produce different out-

puts because the model samples from fixed probability distributions, introducing variability 

and making the results not always replicable. Another issue with generative AI as stated by 

IBM (2023) is hallucination, which refers to fabricated, contradictory, or unrelated state-

ments output by the model, which may be caused by shortcomings and limitations in training 

data, model biases, or confusing input prompts. An example of a limitation is an LLM’s 

training cutoff date, meaning it “knows” information about its surroundings up to a certain 

point in time and cannot accurately provide information on events which occurred after this 

date. The aforementioned renders human interaction with generative AI, that is, prompting, 

not only a science, but also an art form, which is rapidly evolving as per Amaratunga (2023, 

pp. 109) and Kansal (2024, pp. 143). “Prompt engineering” seeks to maximize the value 

extracted from a model by refining input prompts. Prompt engineers essentially facilitate 

interaction between human queries and a model’s understanding of them, which requires not 

only knowledge of the task domain and linguistics, but also skills in machine learning, ana-

lytics and problem-solving (Kansal 2024, pp. 144-145). Prompts consist of instructions or 

context, possible input data, possible examples, and the question itself (Amatriain 2024, pp. 

1). Amaratunga (2023, pp. 110) remarks prompt engineering can be exercised by considering 

the following measures: defining an output format, rephrasing the prompt, setting clear cri-

teria for the output, whether context is provided in the prompt, as well as whether examples 

were provided in the prompt. The following techniques are common practice in prompt en-

gineering. 

Zero-shot prompting 

Zero-shot prompting is the de-facto default approach for making queries to a generative AI 

model especially among the general public. It involves providing the prompt without any 

examples to guide the model (Clavié et al. 2023, pp. 10; Figure 11). Zero-shot prompts can 

be especially powerful if they contain an explanation of the context and some instructions. 

Clavié et al. (2023, pp. 9 & 14) reveal that by integrating a constant so-called “system 

prompt” which provides basic instructions and context, the gain in predictive performance 

is significant. Zero-shot prompting may be refined iteratively by providing clearer instruc-

tions along with the question, rephrasing the question, or for example requesting the output 
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be limited to a certain number of words written. The approach is the ideal way of entering 

prompts due to its swiftness but is lacking whenever a context and details need to be under-

stood further at a case-specific level by a model (Prompt Engineering Guide 2024). Addi-

tional performance-enhancing prompt adjustments noted by Clavié et al. (2023) include re-

peating the most important instructions, defining a rigid template for the output. Surprisingly 

too, fabricating a message where the model has already understood the prompt, giving the 

model a name, as well as simply requesting the model to arrive at the correct answer had a 

positive effect on the model’s performance according to their research paper. 

Few-shot prompting 

 

Figure 11. Zero-shot prompting and few-shot prompting side by side. 

Few-shot prompting is perhaps the most popular consciously used prompting technique. The 

essence of few-shot prompting is to provide one or more examples of relevant questions and 

their correct answers from which the model can learn from to fulfill its task better (Kansal 

2024, pp. 147; Clavié et al. 2023, pp. 10; Prompt Engineering Guide 2024). Such writing-

intensive prompting can be streamlined by reserving parts of the input for placeholder vari-

ables including the few-shot examples and a system prompt before providing the user ques-

tion, which is also valid prompt engineering technique referred to as “prompt templating” 

(Figure 11).  

Chain-of-thought (CoT) prompting 

CoT prompting represents another popular prompt engineering technique where the model 

is urged to demonstrate a step-by-step process of how it generates its result (Amatriain 2024, 

pp. 5). Some noted benefits of CoT are improved transparency, how it forces the model to 
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gradually build its answer through reasoning, and according to Clavié et al. (2023, pp. 5) has 

a positive effect on subsequent prompts as well. CoT can also be performed manually, where 

the prompt engineer divides the problem into manageable steps, uses the output of the pre-

vious step for the input of the next step in separate prompts, which in line with Prompt En-

gineering Guide (2024) is its own prompting technique referred to as “prompt chaining”. 

CoT is inherently a zero-shot prompting technique but may be blended with few-shot 

prompting into a more powerful hybrid technique called few-shot CoT. Prompt Engineering 

Guide (2024) provides an online encyclopedia for more prompt engineering techniques. 

4.2.4  Transfer learning 

While prompt engineering introduces quick and effortless approaches for extracting a fairly 

accurate task-specific output from a foundation model, they have their limitations as opposed 

to transfer learning, which is more complex and time-consuming to prepare. Despite gener-

ative AI excelling at understanding context and longer-term dependencies, they are limited 

by a context window, which caps the number of tokens they can process for a task. Exceed-

ing this limit prevents the model from effectively remembering the full input. Furthermore, 

most models are incapable of producing accurate knowledge regarding phenomena that have 

emerged after their training period, citing the data they have used for the output, nor control-

ling what training data is used for generating the output, risking intellectual property and 

data protection violations (Amatriain 2024, pp. 4; Palmer & Ogunbiyi 2024). It is thus ap-

parent that prompt engineering a general foundation model isn’t always effective for spe-

cialization problems despite addressing similar issues.  

To combat this, the financial technology and media company Bloomberg built a GPT-based 

model from scratch trained with finance-related data, which excels in domain-specific tasks 

such as NER (Bloomberg 2023). However, it is not necessary to build a completely new 

model for this, as training one is a highly resource-intensive process. Transformer-based 

large language models are often referred to as foundation models, since they are pre-trained 

all-purpose models that can still be adapted for specific tasks, which is known as transfer 

learning (Clavié et al. 2023, pp. 3). Such transfer learning can be executed by fine-tuning or 

retrieval-augmented generation (RAG) techniques, which both aim to solve some of the 

mentioned issues (Jha 2024). 



56 

 

 

Fine-tuning 

Additional training data can be planted into the foundation model question-answer-pair ex-

amples similarly to few-shot learning while mostly preserving the existing knowledge of the 

LLM, which is known as fine-tuning. Some benefits of fine-tuning a foundation model such 

as GPT-3.5 Turbo are its higher quality task-specific results, saving time when prompting 

specific tasks, training the model with more examples than what could fit in a prompt, and 

hence leaving more tokens available for the prompt itself as well (OpenAI 2024c). (Figure 

12) 

 

Figure 12. Foundation model fine-tuning and RAG side by side. 

Two main controls can be used to “fine-tune the fine-tuning process”: number of epochs and 

learning rate, which are both concepts in deep learning. The number of epochs refers to the 

number of training cycles, as in how many times the entire training data is passed through 

the model (Kansal 2024, pp. 83). A higher number of epochs increases costs, but may train 

a more accurate model, though with the likelihood of overfitting, whereas for a low number 

of epochs the inverse is true. Learning rate, as its name suggests, refers to the size of the leap 

the model takes to adjust its parameters along each epoch. A higher learning rate might seem 

beneficial at first glance for faster training, however according to Kansal (2024, pp. 83) a 

lower rate is generally preferred to avoid the risk of the model forgetting what it had learnt.  

Retrieval-augmented generation (RAG) 
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RAG is well-suited for cases where a user loads new structured data, such as a document in 

this case, as part of a prompt for a specific task with the intention of making inquiries about 

it (Lewis et al. 2021, pp. 9; LangChain 2024). RAG addresses the shortcomings of infor-

mation retrieval and question-answering in transformer-based LLM prompts, especially in 

terms related to hallucination and failing to provide accurate citations (Lewis et al. 2021, pp. 

10; AWS 2024). A document is split into processable chunks, and then embedded as a nu-

meric vector representation into a vector database that the model can interpret (LangChain 

2024; AWS 2024). As the chunks are indexed, it enables attributing the prompt output with 

its exact sources. Once a user posts a question related to the document, that question is vec-

torized into an embedding, and compared against the embeddings in the vector database, 

from which the nearest ones are chosen. The vector representation of a chunk is then pro-

vided alongside the user question to the LLM for a more focused context. (Figure 12) 

4.2.5  Evaluation of natural language generation 

To preface, fine-tuning of foundation models produce quantitative metrics on the training 

and validation performance of the foundation model, which help optimize the model as af-

firmed by OpenAI (2024c), but for the critical aspect of systematically assessing output in 

field conditions, it becomes necessary to depend on external methods. Evaluation of the tex-

tual output produced by NLG may prove to be problematic, as their tasks involve an increas-

ing share of open-ended tasks which do not have unequivocal definitions of successful re-

sults (Celikyilmaz et al. 2020, pp. 1). With less open-ended tasks such as classification, uni-

versal and automated evaluation metrics such as precision and recall can be applied to most 

models which facilitates their comparison, not to mention that such methods are more accu-

rate and faster than human judgment. 

The previous narrative flips in modern open-ended NLG and generative AI tasks, such as 

story generation and question answering, where human judgment must be relied on once 

again. Howcroft et al. (2020, pp. 169) assert that human evaluation of NLG lacks standard-

ized methods, as well as proves to be time-consuming. It can also be speculated that rigor-

ously assuring the quality of systems is a tedious task among developers and stakeholders 

alike. The gap between the need for automatic output evaluation and allocating scarcely 

available human-like judgment can be bridged by generative AI models themselves, such as 
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GPT-4 being used as an evaluator, as demonstrated by Sottana et al. (2023, pp. 8778) and 

Naismith (2023, pp. 369). However, such evaluation is largely qualitative, non-transparent, 

and prone to creating biased and inconsistent assessments. Thus, AI evaluators should be 

subjected to multiple evaluation rounds or receive appropriate prompt engineering. 

Howcroft et al. (2020, pp. 175-177) examined a wide range of assessment criteria of foun-

dation model outputs, out of which the most prevalent for a business application were: flu-

ency, coherence, conformity, relevance, human resemblance, and usefulness. Automatic 

metrics, on the other hand, can be exerted on the output of a test set with limited applicability 

and coverage, such as through the ROUGE score commonly used for summarization tasks 

(Sottana et al. 2023, pp. 8777). Other traditional NLP metrics include BLEU scores used in 

machine translation or story generation tasks, or the Gunning fog index displaying the aver-

age length of sentences and presence of complex words (Celikyilmaz et al. 2020, pp. 15; 

Lehavy et al. pp. 2011, p. 1088). A more sophisticated and interpretable metric compared to 

for example ROUGE-1, which calculates overlapping tokens between an input and output, 

is perplexity, which is especially powerful in measuring model hallucination. (Kulkarni et 

al. 2023, pp. 136; Kamath et al. 2019, pp. 604). 

𝑃𝑒𝑟𝑝𝑙𝑒𝑥𝑖𝑡𝑦 =  𝑒−
1
𝑛

∑ 𝑙𝑜𝑔𝑝𝑟𝑜𝑏𝑛
𝑖=1  

As its name suggests, perplexity quantifies the “confusion” of the language model, which 

happens by applying the exponential function to the negative mean of logarithmic token 

probabilities for a predicted a response. It is essentially the inverse probability of an output, 

with higher scores indicating high uncertainty and therefore lower response quality (Kamath 

et al. 2019, pp. 109 & 343). 

Greater value and reliability of the evaluation is reached by collectively comparing and in-

terpreting AI evaluation and human evaluation results, while not fully ignoring the metrics 

either. If consensus between the evaluators persists, the evaluation has a higher probability 

of being credible, as according to Celikyilmaz (2020, pp. 10) this may indicate that the key 

constituents to the assessments were understood by all evaluators. Agreement of ratings can 

be measured by the presence of exact or adjacent matches, or for example Fleiss’ Kappa 

score, which considers the possibility of agreement by random chance between multiple 

evaluators (Naismith et al. 2023, pp. 397; Celikyilmaz et al. 2020, pp. 12).   
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5  A large language model artifact for qualitative equity analysis 

This chapter concerns the next phases of DSR built on theoretical foundations. However, 

relying purely on theoretical concepts to develop a solution design for a business problem 

may not always be beneficial for empirical research. Therefore, drawing lessons from the 

prescribed guidelines facilitates achieving a deeper connection with the underlying case, 

which is what the Design Science Research (DSR) research method was devised for. (Van 

Aken et al. 2007, pp. 34) In this case, guidelines were extracted through employee inter-

views. The outcome of a DSR model is an “artifact”, which is a technological rule having a 

particular approach or system solving the defined business problem in its context, with also 

the by-product of developing knowledge (Van Aken et al. 2007, pp. 35). DSR involves de-

fining an objective-centered solution through theory, designing, and developing an artifact, 

testing it within its context of use, evaluating its effectiveness and efficiency, iterating back 

if needed based on findings, and communicating the entire process, in that order, as described 

by Peffers et al. (2007, pp. 54-56).  

 

Figure 13. DSR process adapted from Peffers et al. (2007, pp. 54-56). 

This DSR process was applied to organizing this empirical chapter which revolves especially 

around developing and evaluating the artifact (Figure 14). OpenAI’s GPT series are the tech-

nology of choice in developing the artifact. 

5.1  Use case 

The use case was selected in the form of a path of written sources leading to report elements 

from the baseline qualitative equity analysis framework in Figure 5. As the technological 

aspect of the use case has a broad scope as it involves a complex mix of story generation, 
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summarization, question answering and machine translation tasks simultaneously, the equity 

research domain’s scope in the use case was kept to a minimum and simplified as much as 

possible. The use case selected together with case bank representatives involves using earn-

ings-related reports generated by the covered company to identify risks that are to be con-

veyed through earnings comments (Figure 14). Even though the use case is rather narrow, it 

strives for end-to-end automation of the analyst task at least from the perspective of the 

qualitative equity analysis framework. 

 

Figure 14. Use case selected from the qualitative equity analysis framework. 

Corporate reports such as annual and quarterly reports were chosen as the data source in the 

use case with the justification that they are mandatory to publish, and are thus available to 

all test cases, and can additionally be chained with respect to time to form a better under-

standing of developments in the company and its environment. Sustainability reports were 

considered as a potential data source; however, they were not always readily available and 

would only provide insights from a sustainability perspective, rather than a comprehensive 

view of the company. Earnings comments were chosen as the target analyst report, as inter-

viewees explicitly stated that despite earnings comments being created under significant time 

constraints, these reports tend to be the most straightforward for an analyst to produce com-

pared to other reports. The report section reviewing internal and external risks was selected 

as the text to be composed by an LLM (Appendix 5). Risks were specifically chosen as they 

are a slightly better-defined element in the report than “profitability and growth drivers” or 

the “investment case” for example and are less dependent on the analyst or numerals than 

“past quarter earnings retrospective” or “outlook and guidance” for example. Factors, such 

as the operating environment, financials, strategy, or IC to name a few, were not specified 

for the use case under the premise that all of them are relevant, and that deep learning -based 

models are expected to determine their relative importance case-by-case. However, 
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maintaining a detailed breakdown of these factors helps in determining if the language model 

is paying attention to the correct elements. 

5.2  Artifact design 

Designing an artifact involves abstract elements which can be conveniently illustrated 

through system modeling. Figure 15 displays a use case diagram, which holistically charts 

the functional requirements of the selected use case. The use case diagram describes what a 

system should be capable of as required by a stakeholder but doesn’t specify how it should 

be executed (Seidl et al. 2015, pp. 23). A use case diagram consists of actors who use the 

interface based on their level of access and interact indirectly with the underlying systems 

through actions.  

 

Figure 15. Use case diagram for the artifact. 

Relevant actors of the use case are its users: the analyst, who provides prompts and docu-

ments related to the covered company, and the system administrator, who mainly manages 

the pipeline of the foundation model. One or more documents, in this case annual and quar-

terly reports, may be provided by the user to be stored in the vector database. Once the user 

provides the prompt, it is used to generate a section of the analyst report as well as to access 

the specified document through a query to the vector database. This information combined 

with the model’s existing training is used to generate the text passage of the analyst report, 



62 

 

which is then displayed to the user. A user may optionally provide follow-up prompts within 

the limits of the context window. 

The design of the use case evolved through multiple rounds of DSR process iteration into 

what is seen in Figure 15, which describes a variation where RAG and fine-tuning cooperate. 

Development of the artifact started from prompt engineering with the API, moving to fine-

tuning the foundation model, leveraging the vector database for documents alongside them, 

and finally testing their combinations.  

5.3  Artifact development 

As the objective of the thesis and DSR is to investigate a singular artifact, there won’t be an 

extensive review of various competing models, but instead just committing to one technol-

ogy which is operationalized and optimized through trial and error for the use case. The 

artifact was developed using Python on JupyterLab and Visual Studio Code. OpenAI’s API 

was used through their library due to earlier familiarity for fine-tuning and general prompt-

ing, whereas LlamaIndex library was chosen for RAG exclusively due to its simplicity 

(OpenAI 2024c; LlamaIndex 2024). GPT-3.5 Turbo was selected as the baseline model with 

its most recent 0125 version, as the cost isn’t as large of a limiting factor as with GPT-4 

Turbo. GPT-3.5 Turbo should be ahead of ChatGPT interfaces due to its broader context 

window and ability to automate and modify prompting and the baseline model. For refer-

ence, the context window of OpenAI’s ChatGPT 3.5 and 4 are approximately just 4000 and 

8000 tokens respectively, whereas those of the GPT-3.5 Turbo and GPT-4 Turbo APIs are 

16000 and 128000 tokens (OpenAI 2024b). The development of the foundation model re-

volves around fine-tuning the model with examples, attaching RAG technology to enhance 

document processing, as well as testing various prompts on the enhanced foundation model. 

As is common practice in DSR, such development, new adjustments arising from it, and 

testing is executed iteratively, providing a transparent problem-solving process.  

5.3.1  Applying prompt engineering techniques 

What comes to prompt engineering, the foundation model as well as the baseline model were 

briefed with an internal system prompt providing context and instructions in the beginning 
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of each task, as shown in Appendix 7. The API allowed for the system prompt to be provided 

separately from the user prompt. Prompt engineering techniques included repeating the most 

important instructions, establishing clear instructions, giving the model a name, telling the 

model what not to do, encouraging the model to return a correct output, providing instruc-

tions in both the system and user prompts, and even defining a desired output format. The 

output format is demonstrated through two examples of additional analyst reports, entailing 

two-shot prompting. The user prompt itself was transformed into a template (Figure 16). 

python-3 

prompt = f”Before your task, I’m providing you with two examples of 

properly made risk sections from analyst reports, the style and structure 

of which you should try to follow.\n\nExample 1:\n\n{example2}\n\nExample 

2:\n\n{example2}.\n\nWrite a short overview about {company}'s key risks 

as seen in analyst reports.\nUse the following financial report document 

on {company} as your source of information.\n\nDocument:\n\n{document}” 

Figure 16. Translated few-shot prompt template for the artifact. 

Other possible modifications to prompts may include model hyperparameters through the 

API, though only “temperature” was altered. Temperature refers to the degree of randomness 

when the model selects tokens for its output sequence. The higher the temperature, the more 

likely the model is to not select the most probable word for each token, whereas a tempera-

ture of zero would refer to the model always selecting the most probable word. With unpre-

dictable answers, the temperature of the model was reduced from its default 1 to 0.5.  

Ultimately, while producing satisfactory results, prompt engineering for the baseline model 

involved a trade-off between lower output quality and surpassing the token limit of 16 000. 

Providing excerpts of documents within the prompt involves a lot of tokens for a singular 

prompt, rendering the usage of documents with tens of pages as unfeasible here.  

5.3.2  Fine-tuning the foundation model 

The main motive for fine-tuning were the token limits quickly reached with especially few-

shot prompting, when providing document-like examples in a prompt. Fine-tuning via the 

GPT-3.5 Turbo API involves a user question, system prompt and a possible document as 

input examples, alongside an output example representing the risks section of an analyst 

report. The foundation model was trained with 10 unique example pairings, which is the 

minimum, of hypothetical user questions and actual excerpts of risks sections for them and 

validated against 10 other similar example pairings. Earnings reports were prioritized, but 
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due to the scarcity of output examples, comprehensive reports were also included, as their 

risks section does not significantly differ. The training was executed in 10 or 15 epochs 

depending on the need. A preliminary test was made with the foundation model, with the 

conscious decision of not including input documents in the examples. This first version had 

consistently high training and validation losses, producing incomprehensible or at least hal-

lucinating outputs which went against all its training examples. The output was also gener-

ated in either Finnish or English, with the user having no control over it. The solution was 

to clean and balance out the training and validation data as seen in Table 5, as well as to 

provide as much of the data in one language as possible. Adding more epochs to the fine-

tuning process to make sure the model isn’t underfitting was also a conscious decision. With 

these fixes in place, the validation and training loss decreased by 37 and 61 percent respec-

tively. Most notably though, the model no longer underfitted, as the local minimum of the 

validation loss was found around the 13th epoch, which is an optimal setting for a deep learn-

ing model. 

Table 5. Contents of the foundation model’s initial training and validation sets originating from Appendix 3.  

Training documents Validation documents 

Stock Report Year Stock Report Year 

Aspo Q4 preview 2023 Atria Q3 2023 

Cargotec Q4 2020 Fortum Q3 2021 

Exel Q2 2021 Modulight Q4 preview 2023 

Harvia Full 2021 Puuilo Q3 preview 2021 

HKScan Q4 preview 2023 Revenio Full 2020 

Kesko Q2 2022 Sampo Q4 2022 

NoHo Q4 preview 2023 Talenom Q3 2021 

Rapala H1 2021 Telia Full 2022 

Scanfil Q2 2021 Uponor Q2 preview 2023 

TietoEVRY Q4 preview 2020 Wetteri Full 2024 

 

It was hypothesized that the performance of the final fine-tuned model could be further im-

proved by providing extracts of an input document for each training example, as so far only 

questions and report outputs have been provided. Hence quarterly reports and financial state-

ment releases were extracted as unstructured text from PDF documents and provided along-

side other inputs to train the foundation model. However, this approach demonstrated unu-

sually poor generalization with heavy overfitting on multiple configurations with extremely 

high perplexity scores, as well as occasionally returning nearly blank outputs with perplexity 

approaching 1. At times, the model functioned reasonably for companies which had been 

provided in the training set, hence the approach may still have potential if the model was 
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trained with the data of all covered companies. The deciding factor to not go ahead with said 

approach was its high training cost given its performance, being trained on roughly 1-2 mil-

lion tokens, whereas the attempted foundation models trained without input documents con-

sumed only 100 000 – 200 000 tokens. The nearly tenfold difference in trained tokens and 

therefore cost may be explained by the presence of unstructured plain text from financial 

report documents often with tens of pages in each input example, whereas without the input 

document, only the system and user prompts and the example output are provided.  

The second development idea required standardizing the training questions into the same 

template, to which the user would only provide parameter values, such as the company name 

and a document, accessible through a link or a file path, instead of a prompt. Training the 

model on a standard input provided no significant advantage over varying inputs metric-wise 

(Figure 17). It can even be considered risky, as training on a fixed prompt would make the 

model less dynamic and eliminate the potential value-add of improved prompting crafted 

later during its life cycle.  

 

Figure 17. Foundation model fine-tuning metrics compiled from the OpenAI platform. 

Other development ideas included using only one language in fine-tuning, English or Finn-

ish, as well as adjusting the learning rate multiplier from its default of 2. Unlike the previous 

actions, these brought notable improvements visible in fine-tuning performance metrics 

(Figure 17). Finnish was chosen as the main language, as the desired output doesn’t have 

English versions publicly available at the case bank. A higher learning rate multiplier also 

seemed to generate a lower validation loss, however its performance in practice was also 

rather poor. Generally, most versions of the foundation model had a validation loss curve 

which plateaued around the 13th epoch, which is the optimal checkpoint to avoid overfitting 
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brought by an ever-decreasing training loss. All in all, the field performance of all fine-tuned 

models covered here lacks highly, and a fix to it was subsequently attempted by increasing 

the training set size at the expense of the validation set.  

The training and validation set were reinforced with 5 more examples including initiation of 

coverage reports, and some validation examples were transferred into the training set, ren-

dering the 10/10 split into a 20/5 split. With a smaller validation set size, the validation 

results may not be statistically significant. Even then, the new model yielded only marginal 

improvements in terms of fine-tuning metrics. Testing the actual prompts with the new 

model still generated nonsensical results with either extremely high or low perplexity scores, 

sometimes plagiarizing its given inputs. The notion that a document from the user is provided 

within the prompt may have been the reason behind these problems, as the underlying new 

model isn’t trained on input documents, but just questions and their output documents. As a 

matter of fact, in case the user did not provide an input document, the foundation model’s 

response was more reasonable. Nonetheless, this final iteration was established as the fine-

tuned model for the artifact. 

Fine-tuning seemed to yield highly unreliable results as a standalone model. More specifi-

cally, it appeared as if all aspects of document analysis of the fine-tuned model created the 

most problems in an almost paradoxical manner between overfitting input document exam-

ples and the model failing to analyze documents provided in a prompt. Furthermore, token 

limits were still an issue, even though less instructions and no examples should be included 

in fine-tuning model prompts. However, complementing it with RAG technology could pro-

vide a decent chance for resolving some of the emergent problems faced by the artifact. 

5.3.3  Incorporating retrieval-augmented generation 

The rationale for RAG is that the user should be able to provide documents for the model 

without directly embedding them into the prompt, but instead accessed by the foundation 

model through a vector database in which the document is stored. This would also generate 

savings in terms of prompt tokens. It was hypothesized that a foundation model comple-

mented with RAG would transform given documents into structured insights in a more thor-

ough manner. The underlying fine-tuned model would contribute to constructing the output 
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in the desired form, something that RAG alone isn’t capable of. It also functions with base-

line models that haven’t been fine-tuned through prompt engineering. 

The addition of RAG into the artifact didn’t require additional iterations, let alone face major 

roadblocks as was the case in fine-tuning. The LlamaIndex library was utilized to construct 

a query engine retrieving relevant chunks from the vector database. The formation of docu-

ment embeddings as well as querying said embeddings from the vector database was per-

formed through GPT-3.5 Turbo as well, more specifically with the “ada v2” embedding 

model (OpenAI 2024b). The vector database itself was set up locally instead of the cloud to 

streamline costs, and in a way that any given document embedding would remain temporar-

ily in memory during runtime instead of accumulating the vector database. Straightforward 

perplexity score calculations were unavailable for RAG, and document citations and ques-

tion answering were left out as they didn’t align with the use case’s scope.  

RAG appeared to produce significantly more coherent or at least factually accurate outputs 

than its other standalone counterparts, fine-tuned model or prompt engineered baseline 

model. The technology also proved to have great synergies with both the fine-tuned model 

as well as the baseline model alike. 

5.4  Artifact evaluation 

This sub-chapter aims to find the best results achieved with the artifact by evaluating and 

testing various candidate versions of it that were thought to be promising. First the method-

ology used for evaluation is disclosed in more detail, after which it is applied to extract 

evaluation metrics from the artifact’s candidate versions and to interpret them. 

5.4.1  Evaluation methodology 

To find the optimal configuration to be harnessed by the artifact, there are variations origi-

nating from the possible combinations of approaches in prompting, as in whether zero-shot 

or few-shot is used; fine-tuning, as in simply whether the model is fine-tuned or a baseline 

model; and whether RAG is or isn’t deployed. Out of the eight variations, only four were 

valid: 
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1. Baseline model with zero-shot prompting 

2. Baseline model with few-shot prompting 

3. Baseline model with few-shot prompting and RAG 

4. Fine-tuned model with zero-shot prompting and RAG 

Other variations were eliminated due to being previously identified as unsuccessful, made 

logically no sense, or fell outside the use case scope. All variations were based on GPT-3.5 

Turbo technology, more exactly the gpt-3.5-turbo-0125 model, all equipped with the same 

system prompt as seen in Appendix 7, and operated with a lowered temperature hyperpa-

rameter of 0.5. The classic zero-shot baseline model was included to in turn test the evalua-

tors’ abilities as well as to benchmark against other variations. 

To evaluate artifact variations, three test cases were established for the following Finnish 

publicly listed companies:  

• Mid-cap company from training set: Harvia Oyj – Leisure Products 

• Large-cap company outside training set: Neste Oyj – Oil, Gas & Consumable Fuels 

• Small-cap company outside training set: Afarak Group Oyj – Mining & Metals 

The companies in the test set were selected from vastly different industries and phases of the 

value chain with varying market caps and connections to the training set to get a more com-

prehensive result, although differences are naturally expected to occur between test cases. 

This was justified by the assumption that LLMs have limited information over less known 

named entities, whereas they might be familiar with household names such as Neste, and 

that the complexity of language tends to vary by industry as discussed in the theory section. 

Financial statement releases from the financial year of 2023 were used as input documents 

for Neste and Afarak Group, while for Harvia, the input document was their first quarter 

2024 quarterly report (Neste 2024b, pp. 18-23; Afarak Group 2024, pp. 4-9; Harvia 2024, 

pp. 4-9). To draw a fair comparison between variations that are heavily constrained by the 

token limit, such as baseline model few-shot, and ones that aren’t, such as RAG, only six 

pages were extracted from each input document.  

An evaluation program for the test cases loaded text responses for each variation. Three test 

cases and four model variations make up altogether 12 subjects of assessment. Two auto-

matic metrics were also computed for test subjects: ROUGE, which measures similarity be-

tween the input and the output, and perplexity scores displayed in. Furthermore, more 
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ambiguous human and AI evaluation were introduced. The following evaluation criteria 

were compiled from theory and interviews to evaluators:  

• Fluency – Grammar, vocabulary, and spelling 

• Factuality – Accuracy of the information 

• Coherence – Logical and natural flow of ideas; structure and cohesion of the text 

• Usefulness – Relevance and value of the output information 

• Conformity – Adhering to the writing style preferred by the case bank’s brand  

Each test case’s variations would be rated in the Likert scale from 1 to 5 by an evaluation 

panel. The evaluation panel consists of a senior finance professional from the case bank, a 

senior data professional from the case bank, the researcher themselves; all three acting as 

independent evaluators, as well as ChatGPT 4 as an AI evaluator. The basis for a scoring 

would be to assess the text based on one’s perspective of what the best achievable output 

would be with today’s technology as being category 5, and 3 being on par with an easily 

accessible general AI language model tool such as ChatGPT 3.5, and 1 referring to a mostly 

unsuccessful output. Category 5 would also indicate a textual output with likeness to that of 

an analyst. The agreement between evaluator scores will be measured using Fleiss’ Kappa 

score. Names of the artifact variations were not disclosed to evaluators to reduce bias. 

5.4.2  Evaluation results 

Overall, the performance and quality of the artifact and its variations fell short of expecta-

tions, though on a more positive note, it only takes one well-performing model variation to 

have a successful foundation model. Below are aggregations of the automatically and man-

ually generated artifact evaluation results. 

Table 6. Evaluation results per test case. 

 Human AI Agreement Metrics 

Test case 
Critic #1 

average 

Critic #2 

average 

Critic #3 

average 

ChatGPT 4 

average 

Fleiss’ 

Kappa 

ROUGE-1 

average 

Perplexity 

average 

Harvia 3.00 3.00 3.00 2.50 0.365 .0655 1.171 

Neste 3.50 3.00 3.00 3.00 -0.053 .0452 1.160 

Afarak Group 2.75 3.50 3.50 3.25 -0.204 .0635 1.133 
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Table 7. Evaluation results per artifact variation.  

 Human AI Agreement Metrics 

Artifact variation 
Critic #1 

average 

Critic #2 

average 

Critic #3 

average 

ChatGPT 4 

average 

Fleiss’ 

Kappa 

ROUGE-1 

average 

Perplexity 

average 

Baseline, 0-shot 3.00 4.00 3.00 3.00 -0.333 .0540 1.149 

Baseline, 2-shot 3.00 3.33 3.00 2.33 -0.171 .0436 1.160 

Baseline, 2-shot, RAG 3.33 3.33 3.67 3.00 0.024 .0418 N/A 

Fine-tuned, 0-shot, RAG 3.00 2.33 3.00 3.33 0.234 .0927 N/A 

 

Automatic metrics 

All variations and test cases had noticeably low perplexity scores, indicating coherent out-

puts, and relatively low ROUGE scores hinting rather high creativity, though reference val-

ues from similar tests are not available to sufficiently determine their strength. ROUGE and 

perplexity scores are stable and low for Neste test case, as the model relies less on the pro-

vided financial report document due to already possessing existing information about the 

company, and therefore generating outputs with greater certainty. The inverse applies to 

Afarak Group test case, though the perplexity does not significantly increase despite being 

a less known company due to its simple business, and since the model compensates by rely-

ing more on the input document, hence its higher ROUGE score. Harvia’s scores deviate 

more, though it could also be mostly explained by the phenomenon with Afarak Group test 

case. One could infer that fine-tune model outputs for less known named entities tend to 

overlap with the input document more, despite having been included in the training set. 

However, in this case the fine-tuned model occasionally repeated word for word an albeit 

relevant segment from the input document, which is the consequence of combining RAG 

with an overfitted model. (Table 6; Table 7) 

Manual assessment 

Counterintuitively enough, analyses produced on a lesser-known company such as Afarak 

Group seemed to be of a higher quality, perhaps since its industry is simpler. There also 

seems to be no proof of few-shot prompting being consistently more effective than zero-

shot. (Table 6) However, the results are far from statistical significance due to the low 

number of evaluators and test subjects. A lot of variability between evaluation scores was 

also observed, with even one evaluator giving out the best scores for the simplest baseline 

zero-shot model. However, variations equipped with RAG generally seemed to produce 

higher quality outputs, whereas standalone fine-tuned and baseline models were either un-

reliable, copying text word for word (which may explain the higher ROUGE score), or 
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simply too vague despite prompt engineering. Baseline model responses without RAG al-

ways exceeded their output word limit despite being told of such twice in their system 

prompts. Evaluators demonstrated a fair level of agreement with their Harvia ratings as 

well as for the fine-tuned variation, although the ratings themselves didn’t have the highest 

scores. Neste’s as well as zero-shot RAG’s ratings may have been by chance according to 

their Fleiss’ Kappa scores. The greatest disagreements emerged with Afarak and the base-

line zero-shot artifacts’ ratings, as all it takes is a single evaluator with divergent opinions 

for Fleiss’ Kappa to consider otherwise a set of similar scores as not only a coincidence but 

even disagreeing with one another. Interestingly, evaluators failed therefore to collectively 

identify pure baseline model outputs, though it was close. While Fleiss’ Kappa measures 

the reliability of agreement, it doesn’t imply discarding results that lack higher agreement 

scores.  

A singular output that stood out originated from the fine-tuned variation as displayed in 

Figure 18, though the same artifact variation underperformed the baseline model in other 

test cases, lacking consistency. Said output contained a typographical error, which ap-

peared to be characteristic to fine-tuned models in the Finnish language and lacked titles at 

the beginning of each bullet point, but was nonetheless able to better exploit the input doc-

ument in a deep manner.  

terminal output 

• Demand is influenced by the overall pace of the global economic recovery 

and the stimulus measures implemented worldwide. Notably, the growth in 

stainless steel production in Asia plays a crucial role in shaping the 

sector's future demand and price trends. 

• The volatility of metal and alloy prices is high, making it difficult to 

predict their future movements. Afarak is focused on diversifying its 

revenue streams, with risk management playing a pivotal role in maintaining 

stable financial performance. 

• Afarak is a minor player in markets that have frequently experienced 

significant consolidations. Structural changes within the sector and po-

tential new business models could significantly alter Afarak operational 

landscape [sic]. 

• Unfavorable fluctuations in exchange rates, particularly the dollar and 

the rand, could negatively impact profitability. The company actively 

evaluates its currency risk and the need for financial hedging. 

• The cost of energy significantly affects processing expenses in Germany 

and South Africa. The price and availability of electricity in South Africa 

could adversely affect the company's operations and financial results. 

Figure 18. Translated output from the fine-tuned model with RAG and zero-shot prompting on Afarak Group 

Oyj. 

Regarding consistency, the top-performing variation was believed to be the few-shot base-

line model with RAG according to Table 7, although its shortcomings included hyper-cau-

tiousness and being structurally incorrect, though this time with titles for each point as seen 
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from Figure 19. This manifested itself through vagueness and use of conditionals but con-

sidering the use case it’s not a critical issue. A common issue with all outputs also seemed 

to be an occasional lack of relevancy, which was especially noticeable through Harvia’s 

low scores, with the model considering cyber risks as its greatest threat. 

terminal output 

Burning Geopolitical Risks 

- The continuation of the war in Ukraine and the escalation of the crisis 

in the Middle East increase geopolitical risks to the energy markets, 

which may impact Neste's business operations. 

- Potential trade sanctions and supply chain disruptions could put pressure 

on raw material prices and lead to an energy crisis in Europe. 

 

Supply Chain Vulnerability 

- Planned and unplanned shutdowns at refineries and potential delays in 

growth projects could affect Neste's financial results. 

- Cyber and IT risks, along with counterparty risks, could pose challenges 

to business operations, and the outcomes of legal proceedings could have 

a negative impact. 

 

Green Finance Pressures 

- Neste's commitment to combating climate change and the growth in green 

finance could bring risks and pressures to the company’s operations. 

- The increasing number of green loans requires successful investment allo-

cation and risk management in accordance with sustainability principles. 

Figure 19. Translated output from the baseline model with RAG and two-shot prompting on Neste Oyj. 

That being said, the artifact has potential for further development with more steadfast 

prompt engineering by changing the ordering and phrasing of expressions in the instruc-

tions, hyperparameter adjustment, as well as attempting other techniques such as CoT. A 

redo of the fine-tuning process in English with better performing premium models such as 

GPT-4 Turbo and GPT-4o, or an entirely different model from a provider other than 

OpenAI may yield greater results. Some concrete steps may include providing more train-

ing data for the fine-tuning examples to arrive towards a more domain-specific LLM; auto-

matically cleaning, structuring, translating and summarizing document texts before feeding 

them to the model; tinkering more extensively with the fine-tuning hyperparameters; or 

other out-of-the-box solutions not yet mentioned. 

The use case exemplifies automating one of the simplest possible sections of analyst reports, 

although risk sections typically undergo changes infrequently in the short term. Therefore, 

as an afterthought, the efficiency gains achieved with such a use case implemented success-

fully would be minimal, as analysts would realistically only have the need to fully revise 

each risk analysis perhaps every 1 to 3 years or in response to significant operational or 

environmental changes. Swiftly updated sections such as the earnings retrospective may gen-

erate greater gains in efficiency, albeit having a smaller error tolerance. The dynamic is likely 
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apparent to clientele as well, who while recognizing that certain elements of analyst reports 

receive preferential treatment in updates, would still value more frequent and extensive re-

views of aspects such as risks. Conducting more risk analyses with LLM tools and expanding 

the pool of sources may expose analysts to risks previously overlooked. Properly embraced 

generative AI would allow aligning the business process with said technology, rather than 

adapting the technology to fit existing processes, potentially leading to enhancement in ser-

vice quality through easier implementation, rather than simply maintaining it. 
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6  Conclusions 

This chapter is meant to summarize the findings and research from previous chapters. The 

first sub-chapter aims to provide responses to both research questions, and the latter provides 

information on the constraints and future development ideas for the subject. 

6.1  Addressing the research questions 

The findings of this paper are mostly to answer research questions defined in the beginning 

of the thesis.  

1. What are the qualitative inputs, analyses, outputs, and standards that form a quali-

tative equity analysis framework and contribute to investment narratives? 

The qualitative aspect of equity research is mostly devoid of widely established frameworks, 

hence constructing one independently was the course of action with the research question 

concerned. Information from literature and case bank analyst interviews together laid the 

foundation for a so-called “qualitative equity analysis framework” as illustrated in Figure 5, 

where the framework can be considered a systematic flow of information from a given input 

to an output. Inputs of such a framework most critically include reports from the covered 

company outlining the financial year or quarter, stock exchange announcements, meeting 

transcripts as well as other overlapping written data sources collectively used by analysts 

documented in Table 2. Such materials represent common origins for factors of fundamental 

analysis, such as the operating environment, intellectual capital (IC) or financials (Table 3). 

These elements are included in dedicated sections or mentioned in summaries within analyst 

reports, although their incorporation strongly varies based on the situation and the type of 

report. As a fresh addition, the manifestation of storytelling in the financial markets was 

explored, from which guidelines for an exemplary report were compiled into Table 4. The 

qualitative equity analysis framework established through this research formalizes the pro-

cess of qualitative data integration within equity research. This framework and relevant best 

practices encapsulate how analysts craft narratives that not only report on financial data but 
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also interpret it, providing deeper insights that are essential for making informed investment 

decisions. 

2. How can the qualitative equity analysis framework serve a language model use case, 

and how could an artifact be developed for it? 

The two main types of analyst reports are earnings reports and comprehensive reports. The 

former was identified as a suitable target for a large language model (LLM) use case by case 

bank employees due to its repetitiveness. More specifically, the use case handpicked from 

the qualitative analysis framework entailed generating the risks section of earnings com-

ments using annual and quarterly report release documents as designed in Figure 15. The 

toolkit for building an LLM artifact for the defined use case was acquired through the de-

composition of NLP technology, particularly its generative features, which include trans-

former-based deep learning models, transfer learning, prompting, and evaluation from liter-

ature. A baseline model was fine-tuned with Finnish analyst report data from the case bank. 

The iterative design, development, and testing of the artifact eventually saw focus shift from 

model fine-tuning to retrieval-augmented generation (RAG) as well as basic prompt engi-

neering techniques such as few-shot. Two variations of the artifact received better scores 

from evaluators than the baseline GPT-3.5 Turbo model visible in Table 7, with few-shot 

RAG on a baseline performing more flexibly, and zero-shot RAG on a fine-tuned model 

generating the best singular output. Shortcomings of the artifact commonly included empha-

sizing risks with low informational value and failing to provide the risks in the desired for-

mat. To conclude for this case, it became apparent that fine-tuning a language model let 

alone building one from scratch may not be worth the effort given their performance or 

training costs, but instead prompt engineering and RAG may offer more reliable results with 

also a significantly shorter development time.  

6.2  Discussion on challenges and directions for future research 

The abundance of background data and recurring patterns in analyst reports in the domain 

of equity research presents opportunities for large language model (LLM) applications. As 

a preliminary qualitative equity analysis framework was established in this research paper, 

a new use case may be replicated with alternative combinations of written sources and report 

elements for future research. Nevertheless, selecting a relatively automatable use case within 
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qualitative equity analysis doesn’t change the fact that financial analysis is complex to com-

puterize. Future research could be directed on mapping equity research exclusively from a 

systematic and procedural standpoint for more rigid modelling of business processes for the 

benefit of subsequent automation attempts. The scope could eventually extend to other asset 

classes such as fixed income and foreign exchange, incorporating quantitative or macroeco-

nomic factors or perhaps supporting the analyst’s decision-making.  

There is inherent novelty value in providing a documented trail of preparing and attempting 

to solve a problem in such an enterprise setting, that is, a generative AI system tailored for 

handling qualitative aspects of equity research, by understanding workflow and environment 

of analysts, coupled with an overview of language models. While the approach may be ap-

plied to virtually any analyst role with a qualitative aspect to it, whether in banking or not, 

as well as e.g. consulting, marketing, research, and journalism; the generalizability of the 

research results themselves is limited. The DSR way of acquiring knowledge from theory, 

defining a business problem, and iteratively developing a solution for it is a rather standard 

approach. However, the artifact lacking data and techniques coupled with the non-determin-

ism of LLMs indicates that the results contribute only to the case itself.  

Qualitative equity analysis is rendered particularly challenging for LLMs is that such tasks 

require creativity and originality while having to also maintain factual accuracy. Even if 

sufficient factuality was achieved with the help of middleware like RAG, the nuanced inter-

dependencies, time-consciousness, and the prioritization of elements are so far only under-

stood by sell-side analysts themselves through their industry knowledge, which is what pro-

vides the informational value to their reports. A scenario where the law of diminishing re-

turns in AI holds true for LLMs, the need to maximize the utility of already available tools 

would enhance the relevancy of this thesis. A more optimistic scenario entails further tech-

nological advancements eliminating many of the barriers faced in artifact development, such 

as GraphRAG and subsequent LLM iterations, as well as unprecedented ones. Regardless of 

the scenario, the value of prompt engineering skills not only in development, but also in 

analyst work should not be undermined, as the lack of such skills is what contributes to the 

need for domain-specific foundation models. As the art of prompt engineering evolves, the 

integration of generative AI prompt templates behind graphical user interfaces and robotic 

process automation software in enterprise systems may become common practice.  
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Appendices 

Appendix 1. Analyst interview themes and questions. 

THEMES QUESTIONS 

Interviewee profile • What is your study background like, and what was your major? 

• What sectors do you focus on in equity research? 

• How many years of experience do you have in equity research? 

Equity analysis • What is your estimate of the workload distribution between numeric 

and written data analysis? 

• How long is your lookback period with written materials in particular? 

• How long does it take to create an equity analysis report? 

Written sources • What are your most important written sources for equity analysis? 

• Do you recognize written sources that should be utilized more? 

Qualitative equity 

analysis 

• Which factors do you emphasize when assessing a company in terms 

of storytelling? 

• How would you describe the status of storytelling in analyst reports? 

• How would you create an investment story step by step? 

• What are the properties of a successful investment story? 

• How do you approach quality assurance of reports? 

Challenges • Do you recognize any biases that could occur in the analysis work by 

your colleagues or yourself? 

• What are the greatest challenges in your analysis work, when it comes 

to consuming and producing written materials? 

• Do you recognize any phases in the analysis of written materials, 

which could be delegated to a junior analyst, or perhaps an AI in the 

future? 
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Appendix 2. Literature review of qualitative business elements. 

SOURCE FUNCTION BUSINESS ELEMENTS 

Case interviews Qualitative analysis • Company financials 

o Revenue growth 

o Expenses 

o Capital structure 

• Business unit breakdown 

• Industry trends 

• Corporate strategy 

• Top management 

Abhayawansa et al. 

2018, pp. 959 

Intrinsic value  • Relational capital 

• Structural capital 

• Human capital 

Bochkay and Joos 

2020, pp. 68 

Earnings report sample 

(Morgan Stanley) 

• Financial and non-financial performance 

• Share 

• Scenario analysis 

• SWOT analysis 

• Operating environment 

Brown et al. 2012, pp. 

4 & 40 

Coverage triggering • Cash flows 

• Operating environment 

• Share 

• Growth prospects 

• Profitability 

• Disclosures 

• Corporate governance 

Caylor et al. 2017, pp. 

35 

Informational value • Financial performance 

• Non-financial performance 

• Forward-looking information 

• Corporate governance 

Chen et al. 2021, pp. 

12-13 

Fundamental and technical 

analysis aspects 

• Economic and market conditions 

• Company risks 

• Company sales and financials 

• Stock information, such as dividend policies, 

volatility, and trade signals 

• M&A 

• Insider activity 

• Reputation and rumors 

• Regulation and legal 

Kerl et al. 2012, pp. 

227 

Report triggering • Financial disclosures 

• Corporate strategy 

• Corporate management 

• Business activities 

• Operating environment 

• Share 

Leins 2018, pp. 107-

108 

Company report sample (A 

Swiss bank) 

• Share and financial performance 

o Balance sheet and cash flow 

• Business unit breakdown 

• Market positioning and growth 
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• Management quality 

• Challenges 

• Product portfolio 

OP Financial Group 

2023a 

Earnings report samples • Share and financial performance 

• Strengths, weaknesses, opportunities, and 

risks 

• Business unit breakdown 

OP Financial Group 

2023a 

Comprehensive report 

samples 

• Share and financial performance 

• Strengths, weaknesses, opportunities, and 

risks 

• Business unit breakdown 

• Top management and board 

• Corporate strategy 

• Market research and trends 
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Appendix 3. Publicly available equity research reports, N = 30 (OP Financial Group 2023a; OP Financial 

Group 2023b). 

Date Company Main GICS Industry 

(S&P Global 2023) 

Report type Pages Recommen-

dation 

Story genre 

14 Apr 2024 Stora Enso Paper & Forest Products Earnings pre-

view Q1 

12 Reduce Tragic-Epic 

7 Feb 2024 Aspo Industrial Conglomerates Earnings pre-

view Q4 

12 Reduce Epic 

2 Feb 2024 Rapala Leisure Products Earnings pre-

view H2 

10 Reduce Tragic 

1 Feb 2024 NoHo Partners Hotels, Restaurants & Lei-

sure 

Earnings pre-

view Q4 

11 Buy Epic-Comic 

19 Jan 2024 Wetteri Distributors Initiation of 

coverage 

42 Sell Tragic 

17 Jan 2024 Exel Composi-

tes 

Construction Materials Company  

report 

23 Increase Epic 

16 Jan 2024 Fodelia Food Products Initiation of 

coverage 

45 Increase Epic 

4 Jan 2024 Modulight Health Care Equipment & 

Supplies 

Earnings pre-

view Q4 

11 Buy Tragic-Epic 

2 Jan 2024 HKScan Food Products Earnings pre-

view Q4 

11 Reduce Comic 

30 Nov 2023 Koskisen Paper & Forest Products Initiation of 

coverage 

55 Buy Epic 

28 Nov 2023 Asuntosalkku Residential REITs Earnings com-

ment H2 

8 Increase Epic 

25 Oct 2023 Atria Food Products Earnings com-

ment Q3 

11 Increase Epic-Tragic 

5 Jul 2023 Uponor Building Products Earnings pre-

view Q2 

14 Accept bu-

yout 

Epic 

13 Feb 2023 Sampo Insurance Earnings com-

ment Q4 

11 Increase Tragic-Epic 

17 Aug 2022 Kempower Electrical Equipment & 

Machinery 

Initiation of 

coverage 

34 Buy Epic 

27 Jul 2022 Kesko Food & Staples Retail Earnings com-

ment Q2 

16 Reduce Epic 

1 Jun 2022 Telia Diversified Telecommu-

nication Services 

Company  

report 

16 Reduce Epic 

3 Dec 2021 Puuilo Specialty Retail Earnings pre-

view Q3 

10 Increase Comic 

18 Nov 2021 Harvia Leisure Products Company  

report 

28 Increase Epic 

15 Nov 2021 Fortum Electric Utilities Earnings com-

ment Q3 

11 Increase Epic 

5 Nov 2021 Exel Composi-

tes 

Construction Materials Earnings com-

ment Q3 

9 Increase Tragic 

2 Nov 2021 Talenom IT Services Earnings com-

ment Q3 

10 Increase Epic 

27 Oct 2021 Scanfil Electronic Manufacturing 

Services 

Earnings com-

ment Q3 

9 Increase Epic 

17 Sep 2021 Exel Composi-

tes 

Construction Materials Company 

report 

9 Increase Tragic 

15 Sep 2021 Scanfil Electronic Manufacturing 

Services 

Company  

report 

10 Increase Epic 

9 Aug 2021 Scanfil Electronic Manufacturing 

Services 

Earnings com-

ment Q2 

8 Increase Epic 

19 Jul 2021 Rapala Leisure Products Earnings com-

ment H1 

8 Sell Tragic 

9 Feb 2021 TietoEVRY IT Services Earnings pre-

view Q4 

11 Increase Epic 

8 Feb 2021 Cargotec Machinery Earnings com-

ment Q4 

14 Increase Epic 

22 Dec 2020 Revenio Healthcare Equipment & 

Supplies 

Company  

report 

11 Increase Tragic 
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Appendix 4. An example of an earnings preview’s first page (OP Financial Group 2023a). 
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Appendix 5. An example of an earnings preview’s second page (OP Financial Group 2023a). 
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Appendix 6. Transformer architecture by Vaswani et al. (2017, pp. 3). 
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Appendix 7. The final artifact's system prompt translated from Finnish. 

sysprompt.txt 

”””Your name is Opie, you are an assistant to sell-side analysts in the equity 

research department of an investment bank. Your primary task is to perform 

qualitative analysis and create narratives based on the material from a publicly 

listed Finnish company. In other words, your responsibility is not to produce 

investment recommendations or to create complete analyst reports, but to support 

the analyst by producing a limited section of the report. Here are the necessary 

guidelines you should follow when responding to a prompt: 

- You did not receive materials to view in your training, but in real 

situations, you must also be able to analyze the provided documents. 

- Ignore footnotes, dates, special characters, tables, as they are not a 

central part of your analysis. 

- Your response should typically be 100-150 words. 

- Always generate your responses in Finnish. 

- Your task is to identify internal and external risks of the company, e.g. 

risks in its operations or operating environment, as well as to prioritize 

risks that are likely or severe. 

- When discussing the company's risks, you can also talk about its threats 

and uncertainties, as the topic is open to your interpretation. 

- Follow a response structure consisting of 2-4 bullet points, each starting 

with a subheading that summarizes a risk, which is explained in 1-3 sen-

tences. 

- Rely as much as possible on the content of the given document in your 

analysis. The given document contains text from the company's interim 

report, annual report, or financial statement release. 

- Be concise and straightforward, but also allow for nuances. 

- Develop a coherent and adaptable narrative that logically explains cause-

and-effect relationships. 

- Do not test theories or base statements on theories, as this is not a 

scientific paper. 

- Do not write in an emotional or exaggerated tone, keep your language 

professional yet engaging. 

- Avoid complex professional jargon, instead enrich complex information with 

meaning suitable for a diverse audience. 

- Your responses must always be under 200 words.””” 

 

 


