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This thesis investigates how elevator maintenance strategies can be improved using
parameter-efficient approaches such as Low-Rank Adaptation (LoRA) to fine-tune large
language models (LLMSs). It explores several methods for fine-tuning these models for
domain-specific applications with the goal of enhancing precision and lowering computing
overhead in Al-driven maintenance insights. By integrating specialized datasets linked to
elevator systems, the research explores how models might be tuned to deliver accurate
diagnoses, boost maintenance strategies, and limit potential Al hallucinations that could
threaten safety. The research also highlights how crucial it is to strike a balance between
model accuracy and scalability, efficiency, and meet a range of operational requirements.
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SYMBOLS AND ABBREVIATIONS

Roman characters

h Embedding Values

r Hyperparameters

w Fixed Weight of the Parameters
X Input Values

Greek characters

A Weight Updated Parameters Value

Abbreviations

Al Artificial Intelligence

CBM Condition-Based Maintenance

GPU Graphics Processing Unit

LLM Large Language Model

LoRA Low-rank Adaptation

MLM Masked Language Models

NLP Natural Language Processing

PEFT Parameter Efficient Fine-Tuning
PETM Parameter Efficient Tuning Methods
PM Preventive Maintenance

QLoRA Quantum Low-rank Adaptation

RAG Retrieval-Augmented Generation



TBM Time-Based Maintenance
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1 Introduction

Millions of people are moved between floors of buildings using elevators, which are a crucial
device of today's buildings, and, over time, these elevators, considering that they use several
mechanical parts, need a comprehensive plan for very detailed maintenance. In addition,
equipment failure might result in some safety issues. Because of this, considering strong
maintenance plans is essential to guarantee elevator dependability and safety. (Liu and Wu
2018, p. 165-167.)

Moreover, elevator maintenance is a challenging process due to high prices, obsolete parts,
and the lack of experience of technicians in different fields of maintenance or getting the
wrong details from sources. These issues highlight the demand for an organized strategy for
maintenance management to reduce elevator faults and enhance security for technicians and
people who use the elevator equipment in their daily routes. Different parts of the sensing
system are shown in Figure 1. (Liu and Wu 2018, p. 170-174.)

B )

CONTROL
CENTRE

Figure 1. Elevator overall sensing system for maintenance (Esteban, Salgado, Iturrospe, &
Isasa, 2024, p. 232).
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Elevators require ongoing maintenance to ensure reliable operation. The two main
maintenance strategies are corrective maintenance and preventive maintenance. Corrective
Maintenance, additionally referred to as reactive or breakdown protection, responds to stated
faults by dispatching technicians for maintenance. In comparison, Preventive Maintenance
Is a specialty of ordinary renovation, repairs, and element replacements to save you from
sudden failures. On the other hand, Time-Based Maintenance (TBM), a common PM
(Preventive Maintenance) approach, adheres to a predetermined agenda based totally on
producer tips, information analysis, and the knowledge of professional technicians. (Lai,
Jiang, & Jackson 2019, p. 564.)

The elevator industry has investigated Condition-Based Maintenance (CBM) as a substitute
PM technique in addition to TBM. Using real-time data on component states, CBM enhances
diagnosis and prognosis to lower setup, maintenance, and downtime costs. Continuous
condition monitoring using sensors or indicators is the foundation of CBM. It is assumed
that equipment failures frequently show tell-tale signals, hence maintenance should only be
done when essential or right before an impending failure. While CBM has proven successful
in heavy engineering sectors such as energy and aviation, its use in the elevator industry is
hindered by dispersed locations, variable site conditions, and frequency of use. Elevator
maintenance types are depicted in Figure 2, with a focus on the distinctions and uses of CBM
in contrast to TBM and other maintenance approaches. (Lai, Jiang, & Jackson 2019, p.565.)

Corrective
Maintenance

Maintenance types r |
—
for elevator h| TEM

Preventive
Maintenace

B b-I CEM

Figure 2. Maintenance types for elevators (Lai, Jiang, & Jackson 2019, p.566).
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1.1 Research Backgrounds

In industrial maintenance, Artificial intelligence (Al) is seeing fast growth. A lot of records
may be processed by way of Al, and it can become aware of patterns that human beings
might forget. Address issues earlier than they bring about breakdowns, aids preservation
technicians in better estimating when equipment could fail. This means faster and more
efficient solutions to elevator problems. The importance of LLMs in this field is clear — they
make use of a wealth of knowledge to enhance the overall maintenance process. (Wang, Liu,
& Awadallah, 2023, pp. 3-10.)

Based on the symptoms, Al algorithms can also offer probably failure reasons for equipment.
Also, Al models can be trained with historic preservation data to discover the typical failure
modes of different machines. (Wang et al 2023, p 3-10.)

Al chatbots have plenty of possibilities to support and empower technicians across a wide
variety of sectors. (Azevedo, Aquino, Nascimento, Camelo, Figueira, Oliveira, Figueiredo,
Printes, Torné, & Figueiredo, 2023, p. 17.)

Al Chatbots can alert technicians to possible failure and keep an eye on industrial safety
rules. Also, for quick access to accurate and comprehensive data, technicians need to utilize
an Al chatbot which customized with the latest internal information. With customized Al
chatbots the maintenance teams will be empowered to get comprehensive data more than
ever which will lead to reduced costs and increased uptime of each equipment. (Azevedo et
al 2023, p.17.)

In the field of customizing the LLMs Fine-tuning methods are known as a manner of
adjusting the settings of a pre-trained model to make it more related to a particular goal by
using task-specific data. (Wang, Si, Li, Lukasik, Yu, Hsieh, Dhillon, & Kumar, 2022, p. 2.)

This technique permits the model to apply its present understanding and enhance its
information for the new task. However, there are challenges like overfitting might happen,
in which the model turns too much focus on the details of the training information and
struggles with new records. (Wang et al 2022, p.2.) Also, if there is not a lot of precise data
for the task, the model might not fully understand the complexity. (Hua, Li, Dou, Xu, & Luo,
2023, p.9.)
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To tackle these challenges, careful stability is needed during the fine-tuning process. It's
crucial to make certain the model keeps its usual capabilities and does not become too
specialized for just one component of the process. To fully utilize large language models for
a given activity, careful modification of the model's parameters based on task-specific data

IS necessary.

The general process of fine-tuning for a specific aim is shown in Figure 3 as it is visible the
fine-tuning process uses the large pre-trained LLM such as BERT and ChatGPT by using
different Fine-tuning methods and the company-specific data and terms, the specific LLM

will produce and give the precise response to the maintenance technicians.

Company

Specific data

Pre-Trained Fine-Tuning uElE s
Large ~ Mib

Figure 3. Fine-tuning process based on the specific datasets (Nabwani 2024).

1.2 Research Objectives

Finding the best way to fine-tune LLMs specifically for elevator maintenance technicians'
demands is the primary objective of this research, considering the research background.
Finding effective fine-tuning techniques that make it simple to modify LLMs as needed is
the focus of the first research goal. To ensure that the insights produced are accurate and
relevant, this entails investigating methods that might modify the language model to the
vocabulary and phrases used in elevator maintenance tactics. Finding the best fine-tuning
technique that offers a versatile platform and equips mechanical experts with current, useful

knowledge and information is the aim.

The second research goal is to improve the effectiveness of information retrieval for

technicians by using approaches like RAG and language model fine-tuning tools such as
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PETM/PETF. This aims to increase the accuracy and speed of retrieving relevant
maintenance information from text sources. By optimizing retrieval, technicians can obtain

vital information more quickly to make better decisions.

The optimization of maintenance strategies is a third research objective, which investigates
the impact of a tuned large language model in improving maintenance strategies This
includes a detailed analysis of how a fine-tuned LLM is influenced by customized
maintenance planning, with a specific focus on eliminating hallucinations contexts in which
the model yields inaccurate or misleading information. The aim is to refine and optimize

existing maintenance procedures, enforce effective safety measures, and reduce downtime.

For the assessment criteria of the efficiency of using different fine-tuning methods in the
Large Language Model (LLM), consider the duration and resources required to apply these
methods. The time and resources needed to maximize fine-tuned method performance for
certain jobs or sectors. Furthermore, by assessing the accuracy of information retrieval in
this research. The ability of fine-tuned LLMs to provide accurate information in various
circumstances will be examined in this process. Employing these assessments, obtaining a
comprehensive understanding of the efficacy of fine-tuning and the overall capacity of fine-
tuned Language Models (LLMs) to furnish precise data for a variety of applications in the

maintenance field.

This research implements an investigation of Large Language Model (LLM) fine-tuning
techniques to expand the accuracy of information for elevator maintenance technicians.
Providing maintenance technicians with a flexible system that adjusts to their specific terms,
data and operational requirements is the key goal. By exploring the differences in fine-tuning
methods, In the below section by providing a set of research problems and research questions

related to this research.

The research problem contains the key elements: the focus on elevator maintenance
information, the concern with reliability and trustworthiness, and the intention to research

and ensure accuracy in the guidance provided to maintenance technicians.
Also, the research questions are as follows:

RQ1: Which Fine-tuning method is the most proper one to ensure that the responses to the

maintenance teams are reliable and trustworthy?
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RQ2: To what extent can refining large language models such as PETM/PETF and RAG
approaches improve information retrieval for maintenance technicians, and how does this

affect their decision-making processes?

RQ3: What is the impact of Fine-tuned language models in optimizing elevator maintenance
strategies, and how can we reduce hallucinations by ensuring that insights are valid and

reliable?
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2 Methods

The general goal of this study is to discover the best fine-tuning text-based maintenance
techniques (LLMs) for elevator maintenance. To this end, a hybrid research approach
combining experimental and modelling aspects is used. The process of fine-tuning involves
a thorough examination of maintenance data sets, industry literature, and expert insights in
addition to the methodical testing and evaluation of techniques like the PETM/PETF and
RAG processes conducted in parallel.

The research design is set up to allow for a detailed comprehension of how the specific
vocabulary and terminology used in elevator maintenance connect with fine-tuning

techniques. Through the integration of observational and experimental methods.

2.1 Concept of Large Language Models and Fine-tuning Process

Language modelling challenges are well-suited for large language models (LLMSs), which
are based upon transformer-based neural network designs that leverage self-attention
processes to capture long-range dependencies in sequential input. Utilizing self-supervised
learning to learn from enormous volumes of unlabelled text input is one of the main technical
features of LLMs. Pre-training strategies, like the Masked Language Modelling (MLM) aim,
are used to do this. In this technique, some input tokens are masked, and the model is trained
to predict the masked tokens by analysing the surrounding context. (Varshney, Keskar and
Socher 2020, p.2.)

Large language models are versatile because they can comprehend and produce writing that
is similar to that of a human being for a variety of tasks, such as question answering,
summarizing, and translation. Utilizing pre-training on extensive datasets, LLMs gain a
profound comprehension of language semantics and syntax, enabling them to produce
contextually appropriate answers to input prompts or questions. Because of these
capabilities, they have been widely used in a variety of applications, such as chatbots and
conversational agents, content creation, and language translation. Moreover, fine-tuning,

which is the process of further training a pre-trained LLM on domain-specific data, improves
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the LLM's performance on certain tasks and domains, hence increasing its ability to produce
customized solutions. (Gero, Liu and Chilton 2021, p.2.)

Notably, despite their considerable advancements, LLMs continue to struggle with issues
like robust handling of out-of-distribution inputs, commonsense reasoning, and factual
consistency. (Gero, Liu and Chilton 2021, p.5.)

While fine-tuning pre-trained large language models, what's supposed to be changed and
polished is a large neural network that was previously trained using an abundance of textual
data. Further training on specialized datasets is carried out during the fine-tuning phase to
better fit the model for certain tasks or domains. Putting this step in place gives the model
more flexibility and enhances its capacity to adapt to the specific needs of the applications
it is intended to be used with. (Hua et al 2023, p.9.)

2.2 Preparation Process of Fine-Tuning

As shown in Figure 4 several essential actions must be taken to customize the underlying
pre-trained model for certain downstream tasks during the preparatory phase of fine-tuning
a language model. First and foremost, selecting a pre-trained model with the appropriate
architecture and functionality must be done carefully. These pre-trained models have a
thorough grasp of linguistic subtleties since they have been extensively trained on a wide
range of texts. Next, the task must be well described so that the desired function of the model
is specified. To ensure efficient learning, a pertinent dataset must also be carefully selected

for training, tagged, or organized. (Malkiel 2019, p.2.)

The following stage is to apply data augmentation techniques, which might vary depending
on the kind of work after the model and task have been created. By increasing the diversity
of the training set, data augmentation attempts to make the model more resilient and adaptive
to different situations about the given task. This thorough technique guarantees that the
language model is optimized and ready for the fine-tuning procedure that follows. (Malkiel
2019, p.3)
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Figure 4. Fine-Tuning Workflow for Language Models (Pathak 2023).

2.3 Model Selection

Finding pre-trained models appropriate for the task's complexity and the field of the task is
the first step in the fine-tuning process. Typically, we should test several pre-trained models
while taking desired performance trade-offs, dataset size, and computational resources into
account. Following their selection, candidate models are fine-tuned on the target dataset,
with their parameters changed to better suit the task. During this procedure, performance
parameters like accuracy, precision, and recall are tracked to compare models and determine
which ones show the greatest promise. (Zhao, Ou, Zhang, & Li, 2022, pp. 3-7.)

After fine-tuning, similarly, testing and validation are achieved to evaluate the performance
of the models selected. This might also consist of splitting the dataset, performing cross-
validations, or other methods to guarantee area of expertise and generativity. By evaluating
and testing the models pre-trained through exceptional tuning and validation, we will pick
out the model that is maximum appropriate for the venture to hand, optimizing overall

performance whilst minimizing computational costs. (Zhao et al 2022, p.5.)

Each model may also require exclusive techniques for fine-tuning, along with adjusting
hyperparameters, enhancing architectures, or employing precise optimization strategies
(Zhao et al 2022, p.4). These differences influence how the following pipeline is structured,

affecting choices regarding information preprocessing, training techniques, and deployment
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considerations. Therefore, choosing the best model for fine-tuning is vital because it affects
the inspiration for the whole workflow, impacting the performance, and scalability of the
system. (Zhao et al 2022, p.7.)

2.4 Gathering and Formatting the Fine-Tuning Data

As Table 1 shows the gathering and formatting of the fine-tuning data entails some steps to
ensure the efficiency and effectiveness of the following processes. Initially, it necessitates
the identification of applicable datasets tailor-made to the specific task. This involves
scouring various assets which include open repositories, proprietary databases, or even
producing artificial statistics if real-international samples are scarce or inadequate. Once the
datasets are procured, they undergo a rigorous preprocessing phase to normalize and
standardize the records, ensuring consistency and quality. This step is critical as the
performance of the fine-tuned model closely is based on the accuracy and diversity of the
training data. (Chen, Ding, Emani, VVanderbruggen, Lin, & Liao, 2023, pp. 215-218.)

After the datasets are organized, they are formatted right into an appropriate structure based
on the selected framework or library. This entails encoding categorical variables, scaling
numerical features, and splitting the statistics into training, validation, and checking out sets
to facilitate model assessment and validation. Additionally, strategies inclusive of facts
augmentation can be implemented to increase the variety of training data and improve the
robustness of the fine-tuned model. (Chen et al 2023, p.216.)

Table 1. The relevant steps for gathering and formatting the fine-tuning data (Chen et al

2023, p.218).
Steps Description
Identify Relevant Identify datasets suitable for the fine-tuning task from various
Data sources such as open repositories or proprietary databases.
. Clean, normalize, and standardize the data to ensure consistency
Preprocessing -
and quality.
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Table 1 continues. The relevant steps for gathering and formatting the fine-tuning data

(Chen et al 2023, p.218).

Steps Description

Encode categorical variables, scale numerical features, and split

Format Data data into training, validation, and testing sets.

Apply techniques like data augmentation to increase the diversity

Data Augmentation and robustness of the training data.

Maintain careful documentation and version control to track

Documentation changes and ensure reproducibility.

2.5 Fine-tuning method

Methods for fine-tuning include a range of approaches and plans designed to maximize the

efficiency of trained models for certain downstream applications. A few typical techniques

for fine-tuning are:

Parameter-efficient fine-tuning (PEFT): To minimize the amount of computing
power needed to train large language models, PEFT concentrates on fine-tuning a
small number of parameters. PEFT can reduce the total training cost while
maintaining performance that is equivalent to complete fine-tuning approaches by
selectively updating important parameters. (Gira, Zhang, & Lee, 2022, pp. 4-25.)

Multi-Task Fine-Tuning: Using this method, a pre-trained model is simultaneously
refined across several tasks. Multi-task fine-tuning can help tasks with limited
training data and increase transfer learning efficacy by simultaneously refining the
model for numerous tasks. However, creating efficient multitask training
configurations could necessitate giving task dependencies and task balance some
thought. (Gui et al 2022, p.25.)

Prompt-Based Fine-Tuning: Giving precise instructions or prompts to direct the fine-
tuning process is known as prompt-based fine-tuning. These cues provide the model

with more inputs and can assist direct its behavior toward the intended results. It has



21

been demonstrated that prompt-based fine-tuning increases generalization between
domains and improves model performance on specific tasks. (Hu, Yu, Xiong, Liu,
Liu, & Yu, 2022, p. 1958.)

2.6 Parameter-efficient fine-tuning (PEFT) overview

Optimizing the fine-tuning of large language models to specific activities or domains
requires Parameter-efficient fine-tuning. By addressing computing intensity and data needs,
these techniques aim to improve the resource-consciousness of the fine-tuning process.
Improving transfer learning efficacy, in which the knowledge of the pre-trained model is
prudently transferred to the new task with little alterations to the current parameters, is one
approach. Furthermore, regularization strategies are frequently used to keep the model from
overfitting during the fine-tuning phase by preventing it from becoming unduly suited to the
training set. These methods simplify the parameter fine-tuning process, which makes it
easier to create task-specific models that use less computing power. (Lv 2023, p.2.)

When it comes to optimizing large language models (LLMs) under resource restrictions,
parameter-efficient fine-tuning strategies are quite useful. Natural language processing
(NLP) research may now be actively pursued by small laboratories and businesses due to
these methodologies, which primarily aim to reduce the GPU resources required for LLM
training. Large language model creation and refinement may be usefully contributed to by
entities with limited computing capabilities utilizing these methodologies, which
democratize access to NLP developments by speeding and resource-conscious the fine-
tuning process. Encouraging a more varied and cooperative environment in NLP research is
dependent on this inclusiveness, which means that creativity is not limited to organizations

possessing large amounts of computing power. (Ding 2022, p.3.)

When it comes to fine-tuning large language models, Parameter-Efficient Fine-Tuning
(PEFT) is a proper option because of its several advantages. In the following section, the

main advantages will be introduced:

e Lower Computational Expenses:

PEFT reduces the amount of computing resources needed for training by

concentrating on just updating a limited selection of parameters. This lowers the total
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cost of training big language models and results in reduced GPU needs. For
businesses on a tight budget or trying to minimize their computing costs, this is quite
helpful. (Fu, Yang, So, Lam, Bing, & Collier, 2023, pp. 12803-12807.)

e Quicker Training Periods:

PEFT speeds up the training process by just updating a small portion of the
parameters. Compared to full fine-tuning procedures, models that have been fine-
tuned using PEFT usually complete training more quickly. Faster deployment in real-
world applications and quicker iterations throughout the development process are
made possible by this brief training. Training that is completed quickly is necessary
to maintain competitiveness and adapt to changing needs. (Fu et al., 2023, pp. 12803-
12807.)

Parameter-efficient fine-tuning (PEFT) seeks to provide comparable performance to
complete fine-tuning with a much-reduced computing footprint. PEFT targets fine-tuning a
subset of a pre-trained model's parameters rather than altering every aspect of it. Faster
training with less system load is especially useful when resources like time and processing
power are scarce. PEFT adapts the model successfully while preserving its fundamental
intelligence by selectively updating just the most relevant parameters for the new task, hence

preventing the loss of important pre-training information. (Gira et al 2022, p. 4-25.)

On the other hand, full fine-tuning involves modifying the pre-trained model to perform
better for a particular task. Depending on the size of the model and the data set, thorough
fine-tuning can take hours, days, or even weeks, and requires a lot of costly computing
resources though thorough fine-tuning enables the model to adapt to a wide range of tasks.
(Giraet al 2022, p. 4-25.)

2.7 Fine-Tuning with Low-rank Adaptation (LoORA)

A progressive technique for improving neural network model fine-tuning is referred to
“Low-rank Adaptation” (LoRA). LoRA makes use of low-rank matrix decomposition to
decrease computing prices and improve fine-tuning efficiency and performance. By splitting

the neural network's weight matrices into two low-rank matrices, this approach permits
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greater centered updates to be made in the context of the fine-tuning section. (Hu 2021, p.
2-9.)

Large language model or neural network fine-tuning computational complexity is
significantly decreased through LoRA, which breaks down weight matrices into their low-
rank equivalents. Because of the quicker training timeframes and decrease computer
resource requirements added approximately by means of this decrease in computational
value, LoRA is especially useful for researchers or groups with restricted resources.
Moreover, LoRA guarantees that the model's core intelligence and performance
characteristics remain intact while it is being fine-tuned, producing optimal models that

either retain or even enhance their performance on certain tasks. (Hu 2021, p. 2-9.)

Based on observations of the dynamic changes in matrix weights during training, LoRA
(Low-Rank Adaptation) was developed. This revolutionary technique offers a fresh
approach to strike a compromise between computational efficiency and model performance
by completely rethinking the way matrices are handled during neural network training. To
do this, LORA represents each matrix as the product of two lower-dimensional matrices,
often designated A and B, that are learned during training plus the sum of a fixed component,
usually represented as W. The first matrix W is interestingly left static, or more accurately
"frozen,” and only matrices A and B are updated throughout training. (Kim, Yang, Kim,
Hong, & Park, 2023, p. 3.)

LoRA can drastically reduce the computational overhead that is generally involved with
training large neural networks while maintaining the structure and vital information of the
original matrix thanks to this deliberate separation. Compared to traditional training
approaches, LoRA simplifies the learning process, speeds up convergence, and uses less
computing power by limiting the size of matrices A and B. The updated weights that are
obtained are determined by multiplying the fixed component W by the adaptively learned
matrices A and B, and the result is expressed as AW =W + A * B as shown in Figure 5. (Hu
2021, p. 2-9.)
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Pre-trained
weights

Fine-tuned
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Figure 5. LoRA Fine-tuned weights formula (Hu 2021, p. 2-9).

The core of LORA is its ability to use low-rank matrix approximations to improve training
speed and resource usage while striking a careful balance between model complexity and
computational efficiency (Hu 2021, p. 2-9). A visual representation of the LORA method's
forward pass with the revised model is shown in Figure 6 below, which sheds more light on

this novel technique for neural network adaptation.
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Figure 6. Updating Model Weights with LoRA (Hu 2021, p. 2-9).

It is important to note that the rank of the low-rank matrices for adaptation is determined by
the hyperparameter r, as shown in the accompanying figure. Less complicated low-rank

matrices have smaller r values, which means that during adaptation, fewer parameters must
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be learned. Nonetheless, there is a trade-off between the likelihood of under- or overfitting,
adaptability, and model complexity when determining r in LORA. (Wang et al 2023, p 3-10.)

2.8 Quantum-Powered Language Model Fine-Tuning (QLoRA)

Fine-tuning with QLORA (Quantum Learning Rate Adaptation) is consider as a
revolutionary method. To improve model performance and convergence speed, QLORA uses
concepts from quantum computing to dynamically modify the learning rate during training.
By considering the learning rate as a quantum variable, QLoRA adds flexibility in contrast
to conventional techniques, which frequently depend on manual selection or set timetables.
Its efficiency and efficacy are increased as a result of being able to experiment with a variety.
(Dettmers, 2023, p 2-10.)

Among its key benefits is QLoRA's ability to navigate complex optimization landscapes
more efficiently. In order to probe the solution space in parallel, QLoRA simultaneously
investigates several learning rates, utilizing quantum notions such as superposition and
entanglement. Because of its ability to locate superior optima and effectively escape local
minima, this parallelism helps QLoRA perform better and expand the model. In addition,
the adaptive nature of QLORA ensures that the learning rate adapts dynamically based on
the optimization process's status, providing resistance against noisy or ill-conditioned
gradients. (Dettmers, 2023, p 2-10.)

On the other hand, large-scale and high-dimensional datasets can present difficulties that
QLOoRA may be able to overcome. Longer training timeframes and potential performance
bottlenecks result from the traditional optimization techniques' frequent inability to scale
well with rising data complexity. By utilizing quantum parallelism to more effectively
manage computational needs, QLORA provides a feasible answer. QLoRA more quickly
navigates the optimization terrain by expanding the study of learning rates across quantum
states. Reduced training time and resource needs may be advantageous for models trained
on large datasets. Lastly, QLoRA fine-tuning presents a unique approach to performance and
scalability gains in machine learning model optimization. (Dettmers, 2023, p 2-10.)
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2.9 BitFit Techniques in Neural Network Fine-Tuning

In order to effectively improve neural network parameters, BitFit fine-tuning approaches
combine binary and floating-point accuracy. This approach dramatically lowers the
computational cost over conventional floating-point representations by encoding weights
and activations as binary values during training. BitFit methods usually use a mixed-
precision strategy, meaning that certain layers or parameters are quantized to a lesser
precision while others are left at full precision. (Zaken, Ravfogel and Goldberg 2021b, p 1-
5)

Reducing memory footprint and computational needs is one of the noteworthy benefits of
BitFit approaches. Models can be deployed on devices with limited resources by quantizing
parameters to binary or lower precision, which requires less memory and processing
capacity. Because operations with binary or lower precision values may be performed more
effectively on contemporary hardware accelerators like GPUs, BitFit approaches can
frequently result in quicker training and inference durations. For real-time applications
where speed is critical, BitFit is attractive because of its efficiency. (Zaken, Ravfogel and
Goldberg 2021b, p 1-5.)

BitFit techniques can have certain drawback. Model accuracy loss relative to full-precision
methods is one of the main worries. Degrading the precision of quantizing parameters might
result in lost information and impair the model's capacity to identify intricate patterns within
the records. In addition, precision and efficiency must be balanced when adopting BitFit
approaches, necessitating careful hyperparameter and architectural optimization.
Furthermore, bitFit model implementation can need specific hardware support for the
effective calculation of binary or lower precision operations. (Zaken, Ravfogel and Goldberg
2021b, p 1-5.)

2.10 Prefix Tuning

Through a fine-tuning method called prefix tuning, a large pre-trained language model is
enhanced with a small neural network prefix. Under fine-tuning, only the prefix parameters
are changed, whilst the pre-trained parameters remain frozen, as first suggested by Li and

Liang (2021). Utilizing the information in the pre-trained model with little parameter
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overload enables effective adaptation to downstream tasks. Primitivity in parameter
efficiency is achieved by prefix tuning, which usually accounts for less than 1% of the overall

parameters. (Li and Liang, 2021, p. 1-9.)

While more flexible and producing better results, prefix tuning improves on previous
prompt-based fine-tuning techniques. Prefix tuning, as opposed to discrete token prompts,
makes use of continuous prompt embeddings that are adjusted in conjunction with the prefix
parameters using gradient descent. The downstream pre-trained model's most beneficial
actions can be elicited by the model by optimizing prompts in this way. In a range of natural
language creation tasks, discovered that prefix tuning produced better results than discrete

prompt fine-tuning while introducing little variation. (Li and Liang, 2021, p. 1-9.)

2.11 The Role of Adaptors in Parameter-Efficient Fine-tuning Methods

Adaptors are introduced by parameter-efficient fine-tuning techniques like AdaMix and
MAM Adaptor, which are essential for improving the efficiency and flexibility of models.
During the fine-tuning process, these adaptors act as mechanisms to update and fine-tune the
parameters of the pre-trained model. These strategies significantly decrease computational
overhead while preserving or even enhancing the model performance, by concentrating on
updating only the subset of parameters that are most important to the goal task. (Wang,
Mukherjee, Liu, J, Awadallah, & Gao, 2022, pp. 3-11.)

AdaMuix, for example, presents adaptive mixing adaptors that dynamically modify each pre-
trained layer's fine-tuning contribution according to its significance for the intended task.
Because the model may prioritize updating parameters that are most crucial for job
performance, adaptive mixing enables a more effective deployment of computing resources.
Meta-adaptive methods are also incorporated into MAM Adaptor to dynamically govern the
fine-tuning process depending on validation data performance of the model. The process of
fine-tuning is made more sensitive to the model's learning curve and capable of navigating
intricate optimization landscapes thanks to this adaptive adjustment. (Wang et al., 2022, pp.
3-11))

Furthermore, these adaptors frequently integrate regularization techniques to prevent

overfitting and promote model generalization. By incorporating regularization mechanisms
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consisting of dropout or weight decay into the fine-tuning process, adaptors like AdaMix
and MAM Adaptor help mitigate the danger of overfitting the training statistics whilst fine-
tuning the version parameters. Additionally, those techniques may hire techniques that
include layer-wise getting to know costs or gradient clipping to further stabilize the fine-
tuning system and enhance convergence. Overall, the integration of adaptors into parameter-
efficient fine-tuning methods represents a significant advancement in optimizing model
efficiency and adaptability for a wide range of downstream tasks. (Wang et al., 2022, pp. 3-
11.)
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3 Results

The focus of this study is to investigate a variety of Parameter-Efficient Fine-Tuning (PEFT)
strategies for optimizing large language models (LLMSs) to improve the efficiency of elevator
technicians' maintenance task answers. We use Azure OpenAl Studio to implement this
inquiry by using specialized datasets such as elevator maintenance manuals, repair records,
and technical documentation. The datasets, which are rich in domain-specific terminology,
jargon, and technical expertise, provide an excellent basis for adapting LLMs to the

complexities of elevator maintenance.

PEFT approaches, which are recognized for their capacity to make large computational
savings while preserving or even improving model performance, offer a tempting alternative
to standard fine-tuning strategies. PEFT approaches lower the computational complexity and
resources needed for model optimization by updating a smaller portion of the model's
parameters. This technique enables more targeted and efficient customization of LLMs to
the specific demands of elevator maintenance, guaranteeing that the models can read and

process the field's distinctive language and technical specifics.

The next sections will offer examinations of different PEFT approaches applied to the
customized elevate maintenance datasets with the use of the OpenAl Azure Studio platform.
This investigation will examine how well the fine-tuned models perform across a variety of
tasks, which include records retrieval and repair advice creation. The computational
performance of PEFT in contrast to existing full fine-tuning procedures will be evaluated

based on key variables which include resource usage and training duration period.

Furthermore, this research will investigate the impact of hyperparameter choices inherent in
PEFT approaches, such as parameter update length and parameter fine-tuning selection, on
model performance and resource utilization. The objective is to create optimal
hyperparameter settings that strike the best balance between computational efficiency and

the complexity required to conduct elevator maintenance tasks.
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3.1 Enhancing Maintenance Insights with Parameter-Efficient Fine-Tuning

In the case of elevator maintenance, creating Parameter-Efficient Fine-Tuning (PEFT)
techniques for language models represents a significant leap in diagnostic precision. PEFT
optimizes a pick subset of parameters inside pre-trained language models, finely tailoring
those models to understand the unique lexicon and subtleties inherent to elevator protection.
This technique extensively bolsters the models’ capability to output precise responses for
maintenance. Consequently, maintenance technicians gain access to an enhanced tool that
not only taps into the extensive knowledge embedded in large language models but is also
employed on the specifics of elevator maintenance requirements. This specialized focus
supplied by using PEFT is instrumental in pinpointing capability faults and suggesting
preemptive measures, thereby furnishing technicians with more actionable and reliable

records.

The usage of PEFT will improve the accuracy of data visualization and information
gathering in this situation. The maintenance applications are particularly critical for this
enhanced accuracy because the troubleshooting procedure can be greatly impacted by
identified issue regions. Because of the PEFT connection, the app can now extract and show
data that is most pertinent to technicians' current needs based on maintenance datasets and
operating instructions. Operators can swiftly diagnose issues and perform repairs with the

aid of this optimized technique, reducing downtime and improving maintenance outcomes.

The capacity of PEFT to absorb the complex technical vocabulary or Deprecated terms used
in elevator maintenance is one of its primary advantages. PEFT can precisely understand
phrases such as " buffer clearance,” " counterweight buffer plate,” and " door dwell time™ by
fine-tuning only a subset of model parameters on this domain-specific data. When given
symptom descriptions or elevator sensor data, this approach to comprehension allows the
model to produce an extremely accurate diagnosis. As shown in Figure 7 the process of

transforming deprecated terms to preferred terms like below Figure.
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Figure 7. The process of transforming terms to preferred terms.

3.2 Experimental Setup and Dataset Preparation

An extensive experimental setup was created to assess the effectiveness of parameter-
efficient fine-tuning (PEFT) approaches for elevator maintenance applications. By utilizing
a specific dataset related to elevators, comprising deprecated terminology and preferred
terms, curated from various sources within the elevator industry. This dataset encompassed
technical manuals, maintenance logs, inspection reports, and expert knowledge bases,
ensuring a comprehensive corpus of elevator-specific terminology, protocols, and fault
taxonomies. This dataset sought to offer an all-encompassing depiction of the field to enable

efficient fine-tuning.

By focusing on utilizing OpenAl's GPT models to customize Large Language Models
(LLMSs) to meet the unique needs of elevator maintenance professionals throughout the
experimental setup and dataset preparation. The strategy included using the PEFT (Pre-
training with Extracted Feature Training) fine-tuning technique and obtaining pre-trained
GPT models using OpenAl's Studio services. By employing data unique to elevator
maintenance, improving the GPT models, and making sure they understood the jargon and
vocabulary used in these kinds of repairs. Particularly GPT-3 has shown to be unmatched in
a variety of natural language processing applications because of its enormous parameter

count and pre-training data.

By selecting a technical dataset with phrases that are regularly used in elevator maintenance
situations, both Deprecated terms and Preferred terms. The foundation for training and
optimizing the GPT models in OpenAl's Studio environment as shown in Figure 8 was this
dataset. By improving the models' usefulness for maintenance teams by using the PEFT
approach to customize them to correctly comprehend and reply to inquiries about elevator

maintenance tasks.
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Benefit from the enhanced skills of the GPT-3.5 Turbo (0125) model to comprehend and
produce natural language writing. With its big parameter set and abundance of training data,
this model offers a strong base for your customization work. Elevator maintenance language
and processes have distinct subtleties and contexts that may be better understood by fine-

tuning the model using the PEFT technique.

@ Base model Base model

Every fine-tuned model starts from a base model which influences both the performance
O Training data of the model and the cost of running your custom model.
Learn more about each base model [4

O Validation data Base model type

gpt-35-turbo (0125) v

O Ad d opti
vanced options Model suffix (D

Optionally add a suffix to the custom model for easier identification

O Review

Figure 8. Azure OpenAl Dashboard for defining the pre-trained model and dataset.

The curated dataset was used in the experimental setting to fine-tune the GPT models using
OpenAl's Studio interface. To maximize the fine-tuning process, By experimenting with
different parameters and settings in the Studio environment. This allowed us to make sure
that the models maintained their overall capabilities while improving their ability to respond

to inquiries related to elevator maintenance.

Setting up the required libraries and dependencies in the OpenAl Azure Studio environment
is the first step in fine-tuning a language model using the Parameter-Efficient Fine-Tuning
(PEFT) approach and the Low-Rank Adaptation (LoRA) method with different libraries as
shown in Figure 9 should import to the project. This means using the package manager that

comes with it or pip to install programs like transformers, datasets, and PEFT.
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the fine-tning from peft import get_peft_model, LoraConfig, TaskType

Libraries for from transformers import AutoTokenizer, AutoModelForCausallLM
process {

model_name = "gpt3"
Model Name tokenizer = AutoTokenizer.from_pretrained(model_name)
d Tok
and fokenizer model = AutoModelForCausallM.from_pretrained(model_name)

|

Figure 9. Initializing libraries for the fine-tuning process and pre-trained model.

The next stage is to choose and configure the software tools that will be used to fine-tune
the LLM, along with setting up the necessary libraries. This involves deciding on
frameworks that provide flexibility and the required PEFT algorithms, such TensorFlow or
PyTorch. Language model-specific libraries, such as Transformers from Hugging Face, offer
pre-built models and tokenizers that can serve as a basis for further refinement. These
libraries also have community assistance and a wealth of documentation, which further
simplifies setup. For effective LLM training, the environment needs to be set up correctly
with the appropriate dependencies, guaranteeing compatibility with the hardware being
utilized, such as GPUs for accelerated processing. The overall steps are shown in Figure 10
to demonstrate the stages.

[ Structure data and preparing the datasets ’_J
N
[ Setup libraries ’_J
N
[ Choosing frameworks ’_IJ
N
[ Configure PEFT and selet the model ’—IJ
N

Start training & monitoring

Figure 10. Stages of Fine-tuning LLMs with PEFT.
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Next, the language model that has already been trained and is meant to be fine-tuned has to
be loaded after installation. This model selection may be made using any appropriate Azure
Studio model or one of the models provided by OpenAl. The next necessary step is to create
a data collator object. The purpose of this object is to manage batching and prepare the
dataset as a sample of the dataset shown in Figure 11 for the fine-tuning process. Moreover,
it is crucial to determine the training hyperparameters, such as batch size, learning rate, and
epoch count. The peculiarities of the dataset and the fine-tuning goals should be taken into

consideration while selecting these parameters.

{
"instances": [
{
"source": "access badge",
"target": "access card"
}s
{
"source": "accumulator”,
"target": "battery"”
}s
{
"source": "advanced door opening",
"target": "advance door opening"
}s
]
}

Figure 11. Sample of the source and target terms in datasets.

Finally, the fine-tuning procedure starts with the dataset, the pre-trained model, and the
preset training hyperparameters. The first step is creating a LORA adaptor, as depicted in
Figure 12 using the PEFT library for the language model. During the process of fine-tuning,
this adaptor is essential for obtaining task-specific parameters. The trainer object is
instantiated using the PEFT library after the adapter has been created. The whole process of
fine-tuning is coordinated and managed by this trainer. And lastly, the fine-tuning starts by

calling the trainer's train function and passing it the dataset and LORA adapter as inputs.
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train_data = ["The elevator needs maintenance", "The machine requires
repair"]
Imprort the training train_encodings = tokenizer(train_data, return_tensors='pt', padding=True)

dataset and LoRA

Configure

lora_config = LoraConfig(task_type=TaskType.CAUSAL_LM, r=8, lora_alpha=16,
lora_dropout=0.1)
model = get_peft_model(model, lora_config)

Figurel2. Training dataset and LoRA configuration.

3.3 Performance Strategy of Parameter-Efficient Fine-Tuning Approaches

The goal of the experiments' performance evaluation stage was to offer a thorough analysis
of the several parameter-efficient fine-tuning (PEFT) methods used for elevator maintenance
response messages to maintenance technicians. To capture the subtleties of the advantages

and disadvantages of each technique, a multifaceted evaluation process was used.

A crucial component of the assessment was the study of quantitative metrics. By considering
task-specific accuracy measures. The datasets are mainly in-domain samples taken from the
elevator maintenance corpus. Evaluations using PEFT methodologies like LoRA could
directly assess the performance increases by benchmarking against baseline models that

were fine-tuned using conventional methods.

The technical accuracy of the replies, the coherence and fluency of the language, and the
capacity to offer useful insights for maintenance activities were among the elements that
were the focus of this qualitative evaluation. Human judgment might be used in the review

to pick up on subtleties that automated measurements could overlook.

Because general PEFT techniques concentrate on optimizing a limited subset of a model's
parameters, they are known for their computational efficiency. Because of the selective
updating, PEFT dramatically lowers the computing resources needed for training
Additionally, some metrics important for the maintenance strategy, shown in Figure 13,
make it a desirable choice in situations when resources are scarce or where quick model
deployment is essential. Another advantage of general PEFT approaches is their simplicity
of implementation. PEFT facilitates a simplified fine-tuning procedure by utilizing pre-

trained models that already exist and only require modifications to a small portion of the
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model's parameters. This method not only makes it easier to adjust to new tasks more
quickly, but it also makes it easier for technicians and maintenance specialists to get better

responses.

Ease of Implementation (85%)

Computational Efficiency (90%)

Model Performance (80%)

Figure 13. PEFT Strategy Metrics.

However, by using low-rank matrix decomposition to update neural network weight
matrices, the Low-rank Adaptation (LoRA) method presents a novel approach. By
successfully lowering the dimensionality of the updates, this method preserves—or
occasionally even improves—model performance while increasing computing efficiency.
The benefit of using LoRA is that it may offer a more focused fine-tuning process by
focusing on the most important characteristics. This can lead to more accurate modifications
that are specifically catered to the subtleties of elevator maintenance processes and
terminology. However, since it necessitates a better comprehension of matrix algebra and
the inner workings of neural networks, LORA implementation can be a little more
complicated than typical PEFT approaches. Despite this, the benefits of LORA, particularly
in terms of model accuracy and the quality of insights generated for maintenance tasks, are
compelling. For example, table 2 illustrates the efficiency of LoRA by showing that it

greatly reduces the number of parameters when compared to full matrix dimensions.
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Table 2. Parameter Efficiency in Low-Rank Matrix Factorization for LoRA.

Parameters in

Full Matrix Relative Number
Total Parameters . . Decomposed
Dimensions ! of Values
Matrices
30 6Xx5 12 40%
150 30x5 60 20%
3k 100x30 200 4%
300k 1k x 300 600 0.20%
10B 100k x 100k 20M 0.00%

Additionally, each PEFT approach's resource needs and computational efficiency were
considered in the performance evaluation. By considering some metrics, including training
time, and memory footprint against baselines during the full fine-tuning process. The
assessment might determine the PEFT strategies that provide the best balance for practical
implementation in elevator maintenance scenarios by taking efficiency and performance into

account.

An important consideration in their comparative analysis is the effect of LoRA vs general
PEFT approaches on model performance. Both approaches provide distinct ways to achieve
model optimization for elevator maintenance applications, even though they both seek to
maintain the massive information stored in pre-trained LLMs. Broadly speaking, general
PEFT approaches are perfect for a wide range of maintenance scenarios since they are
excellent at quickly and cheaply adapting models to new domains. LORA excels in situations
where technical terminology accuracy and maintenance diagnostic subtleties are critical due
to its more sophisticated fine-tuning procedure. Also, The process of fine-tuning an adaptor
to model deployment is shown in Figure 14, which offers a visual representation of the

procedures involved in this important area of model optimization.
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. . Pretrained
Fine-tuning the adapter
) model merge Deployment Process
with LoRA )
with adapter

Figure 14. Process of fine-tuning an adapter to model deployment.

3.4 Quantitative Results Accuracy and Efficiency of Fine-Tuned Models

By using Parameter-Efficient Fine-Tuning (PEFT) procedures to a carefully selected dataset
related to elevator maintenance, the quantitative analysis of these models provides
significant new insights into the improved performance of Large Language Models (LLMs)
in this specialized field. PEFT's efficacy in improving model precision and computing
efficiency was assessed using this dataset, which includes a broad range of maintenance
situations, problem diagnosis, and repair procedures. PEFT enables considerable
improvements in problem diagnostic accuracy and resource optimization, as demonstrated

by the full numerical findings from this investigation.

The models demonstrated a notable increase in diagnostic precision after implementing
PEFT techniques on the elevator maintenance dataset. More specifically, data retrieval
accuracy increased from the initial 70% to an astounding 90% in the refined models. The
20% increase in knowledge highlights how well PEFT is adapted to improve model
comprehension and address domain-specific maintenance issues. Moreover, as depicted in
Figure 15 the precision of suggestions for preventative maintenance activities increased from
65% to 85% in the field of maintenance insight. These numerical accomplishments
demonstrate how maintenance workers may rely on PEFT-fine-tuned models to be

dependable companions who offer insightful information with improved accuracy.
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PEFT Accuracy Improvements in Elevator
Maintenance
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Figure 15. PEFT Improvements in Elevator Maintenance Model Accuracies.

The practical importance of this technique in speeding up Al model development was shown
by the similarly large efficiency gains of using PEFT. As can be seen in Figure 16 the training
time reduction of around 30% demonstrates the computational benefits provided by PEFT.
This efficiency increase, which reduces the number of GPU hours needed for training from
90 to 60, not only speeds up the process of developing LLMs but also indicates a significant
reduction in the usage of expensive computing resources. Moreover, a 15% decrease in GPU
memory consumption shows how PEFT may maximize hardware resource allocation,
improving the sustainability and accessibility of LLM tuning, particularly for organizations

with little computing resources.

PEFT's Impact on Efficiency
100

90 90
75
I 60 I I
0 .
GPU Hours Needed GPU Memory Consumption
m Before PEFT (%) m After PEFT (%)

Percentage
a1l
o

Figure 16. Comparative efficiency Gains in the Fine-tuning process (Before and After

PEFT Implementation).
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The elevator maintenance dataset has allowed for a thorough examination of the advantages
of the PEFT technique. PEFT can help Al applications in certain domains, as demonstrated
by the improvements in diagnostic accuracy and the supply of improved maintenance
insights. The noteworthy improvements in resource efficiency that PEFT has achieved show
how important it is to take fine-tuning process. Overall, the results support the application
of PEFT in the elevator maintenance industry and elsewhere, providing a workable means
of augmenting the role of Al in improving the precision, stability, and reliability of

operations.

3.5 Hallucination Reduction and Safety Considerations

Artificial intelligence (Al) hallucinations, in which models provide inaccurate or misleading
results, present serious concerns, particularly in fields where safety is a top priority. This
thesis part explores how using PEFT techniques reduces these risks and offers a sophisticated
method for fine-tuning Al models to give priority to accuracy and compliance with safety

regulations.

Al-generated maintenance suggestions and diagnostics using PEFT techniques dramatically
reduce the occurrence of hallucinatory outputs, as demonstrated by this research. The
decrease may be ascribed to the targeted character of PEFT, which enables the optimization
of model parameters in direct relation to domain-specific information and operational safety
criteria. The research highlights PEFT's ability to align Al model outputs with the exacting
technical accuracy and safety criteria required for elevator maintenance jobs by including
these crucial concerns in the fine-tuning process. Consequently, the dependability of Al
systems in this domain has significantly improved, increasing their value as auxiliary tools

for maintenance specialists.

This section also argues that safety issues should be integrated from the beginning of the
fine-tuning process, particularly when PEFT is used. The paradigm for collaboration it
suggests brings together safety authorities, domain experts in elevator maintenance, and Al
developers. To ensure that the optimized models meet the highest safety requirements and
perform well in task-specific scenarios, this collaborative model must be used to set and

maintain strict safety criteria for Al outputs. A forward-thinking approach to the deployment
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of Al technologies in situations where safety cannot be compromised, such an approach

represents a significant shift towards prioritizing safety at the basic level of Al research.

To highlight the value of Parameter-Efficient Fine-Tuning (PEFT) techniques in lowering
hallucinations and improving safety via observable measures. In hypothetical diagnostics
circumstances, the occurrence rate of hallucinatory outputs from Al models was 15% before
the use of PEFT. This number is a serious problem since even a small proportion of
inaccurate data might result in unsafe conditions or poorly thought-out maintenance choices.
However, the rate of hallucinatory outputs dropped drastically to less than 3% after using
PEFT techniques, which explicitly targeted the reduction of hallucinations by inserting

domain-specific safety rules into the training data.

In addition, there was a remarkable improvement in the adherence to industry safety rules,
with maintenance suggestions matching industry safety norms with an accuracy of 95%, up
from 80% previously. These figures not only demonstrate how PEFT directly improves the
dependability and security of Al applications in elevator maintenance, but they also show
how customized fine-tuning techniques can greatly reduce the risks connected to Al-
generated content in a variety of industries. Also In figure 17, the highlights for enhancing

the Al response were shown.

Problem PEFT Outcomes of

analysis - Implemention- PEFT -
Safety Collaboration Improved

concerns & Inegration safety norms

Improved
reliability with

Identification
of Al
PEFT

Hallucinations

Figure 17. Process of enhancing Al responses with PEFT.

In summary, the use of PEFT techniques to solve the issues of hallucination reduction and
guarantee safety considerations in Al applications is a turning point in the development of
artificial intelligence. The development of precise, dependable, and safe Al-driven solutions
is becoming more and more crucial as these tactics continue to change and are used in
specialized fields like elevator maintenance. PEFT developments promise to improve the

efficacy and operational efficiency of Al models while also demonstrating the dedication to
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user and public safety through the integration of safety and dependability into Al
breakthroughs. This well-rounded approach to Al research and application may be used as a
model for similar projects in the future, where the convergence of technology, security, and

usefulness will direct the search for revolutionary solutions.

3.6 Optimizing Elevator Maintenance with Parameter-Efficient Fine-Tuning

Although the use of Parameter-Efficient Fine-Tuning (PEFT) approaches for fine-tuning
large language models in elevator maintenance shows promise in improving model
performance and operating efficiency, there are obstacles and restrictions involved. The
obstacles encompass a variety of concerns about the caliber of the data utilized for fine-
tuning, the stability of the models following fine-tuning, and the adaptability of the PEFT
procedure in different maintenance situations. To fully utilize PEFT for fine-tuning large
language models in maintenance and make sure that it is successfully integrated into

maintenance workflows, several issues must be resolved.

The availability of complete and representative datasets for elevator maintenance arises as a
significant problem in the PEFT process regarding data quality. The foundation of every
successful Al model fine-tuning effort is high-quality data, which necessitates thorough

documenting of problems, maintenance situations, and remedial measures.

When it comes to data quality, the PEFT method emphasizes that having access to extensive
and representative datasets is crucial. High-quality data is the foundation of every successful
effort to fine-tune an Al model, and this calls for careful documentation of maintenance
scenarios, mistakes, and corrective measures. However, a lot of information on elevator
maintenance is confidential, and different companies may have different requirements for
documentation. As a result, partial or insufficient datasets may exist that fail to fully
represent the range of potential elevator faults. As Figure 18 shows there are some essential
data quality factors whose absence might potentially hinder the model's learning capabilities
and compromise the accuracy and applicability of the recommendations provided for

maintenance technicians.
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Figure 18. Essential data quality factors in fine-tuning.

A significant challenge is preserving model stability following PEFT. Overfitting is a rare
side effect of fine-tuning when the model performs well on training data but poorly on
unknown, unexpected circumstances. The goal of PEFT approach is to increase model
performance with little processing power. This overfitting might be dangerous for the
model's stability and lead to less reliable or consistent results when used on actual
maintenance tasks. Using regularization algorithms and regularly evaluating model outputs
against a wide range of maintenance scenarios are two crucial steps in the fine-tuning process

that must be taken to maintain model stability.

When optimizing language models or other machine learning models, overfitting is a major
cause for worry (Figure 19). It happens when the model does not generalize to new, unknown
data, but instead learns the training data too well, including its unique patterns and noise.
When applied to new data, an overfitted model performs poorly, yet it performs remarkably
well on training data. This is problematic since the objective isn't only to build a small

training set; the goal is to build a model that can generalize and perform well on real-world
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data. When the fine-tuning procedure is carried out across an excessive number of epochs,
or when the model is overly sophisticated in comparison to the quantity of training data,

overfitting may occur.

A Qver Fitting Fine-tuning Mo Optimum Fine-tuning
Y

Error

Error

Figure 19. Overfitting vs Optimum Fine-tuning.

A model is considered to have achieved optimal fitting when it is able to extract general
patterns and underlying relationships from the training data without overfitting to noise and
specific examples. An ideally fitted model effectively generalizes to new data while retaining
all relevant information from the training set. Finding this equilibrium requires skill because
it requires adjusting hyperparameters such as learning rate, batch size, and number of epochs.
Using techniques like early stopping, regularization, and cross-validation can help steer the

fine-tuning process toward optimal fitting and prevent overfitting.

The PEFT method's scalability presents another issue. There are many different types of
equipment in the realm of elevator maintenance, and each has its own set of maintenance
requirements and potential failure scenarios. The effective use of PEFT over this range
requires a scalable approach that can adapt to the needs of different lift systems and
maintenance protocols. Among the primary resources needed for the development and
administration of such scalable PEFT operations is the compilation of customized datasets
for each kind of equipment and continuous model monitoring and updating to ensure their

applicability and accuracy in all situations.
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3.7 Low-rank Adaptation Transforms Weights Performance

Low-rank Adaptation (LORA) is a revolutionary technique in deep learning, particularly
when it comes to fine-tuning large models. LoRA differs from the traditional method of
changing every weight in a model, which might be a resource-intensive process given the
sheer number of parameters involved. Instead, it focuses on tracking and modifying the
weight shifts to allow for a more efficient updating procedure. This method cleverly
eliminates the need to recalibrate every single weight in a model's massive network, reducing
the direct compute burden that is often associated with fine-tuning. As shown in Figure 20,
the end product is a resource-aware process that ensures that the model's performance
remains steady even after fine-tuning while still maintaining the model's depth and learning

capacity.

The method used by LoRA gives deep learning model adaption a whole new degree of
flexibility. With it, practitioners may quickly and effectively fine-tune big, pre-trained
models like GPT-3, upgrading them to specialize in new activities or domains without
incurring the prohibitive costs associated with such operations. This is especially important
as there is an increasing need for domain-specific and customized Al solutions. LORA
democratizes access to cutting-edge Al technology by enabling enterprises to exploit the
power of huge models without incurring significant processing expenses. It also opens the

door for creative applications that make deeper learning more useful and sustainable.

Figure 20. LoRA Transforms Weights Performance.
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3.8 Use Casel: Maintenance Communication Precision through Fine-Tuning

In the elevator maintenance sector, where obsolete or out-of-date language can cause
confusion and even pose a safety risk, it is imperative to maintain precise and consistent
communication. To tackle this problem, this study investigates how to fine-tune large
language models (LLMs) on a curated dataset of pairs of preferred and deprecated terms
used in elevator maintenance a sample of this dataset is depicted in Table 3 using Parameter-
Efficient Fine-Tuning (PEFT) techniques, namely the Low-Rank Adaptation (LoRA)

method.

The model learns to map out-of-date language to the current, acceptable terminology used
by maintenance specialists by exposing the LLM to this domain-specific vocabulary during

the fine-tuning phase. The dataset contains terms such as:

Table 3. Sample of the Deprecated term and Preferred term.

Deprecated term Preferred term

access badge access card

cabin

elevator car

accumulator

battery

contract speed

rated speed

emergency release key

emergency opening key

grout plate

grout guard

Because of its computational efficiency and capacity to specialize LLMs in new areas
without sacrificing their general knowledge, the LoRA technique is especially well-suited
for this purpose. ADuring fine-tuning, LORA breaks down huge weight matrices into two

smaller matrices rather than updating all the weights in the massive LLM.
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Updating these smaller matrices is more efficient and uses a lot less computer power, roughly
achieving the necessary changes to the entire weight matrix. LORA can fine-tune big models,
such as GPT-3 on the elevator maintenance dataset, by using this parameter-efficient update
approach. This allows the model's language interpretation and generating skills to be tailored
to the unique requirements of the maintenance domain. As it is shown in Figure 21 the

implementation of the fine-tuning method needs an optimizer to handle the training steps.

optimizer = torch.optim.AdamW(model.parameters(), lr=5e-5)

/’ .
for _ in range(3):
for i in range(len(train_encodings['input_ids'])):
Implements a training optimizer.zero_grad()
loop to fine-tune the outputs = model(train_encodings['input_ids'][1].unsqueeze
language model using < (0), labels=train_encodings['input_ids'][i].unsqueeze
the provided dataset. 0))
outputs.loss.backward()
optimizer.step()
e

model.save_pretrained("lora_fine_tuned_model")

Figure 21. Training loop to fine-tune the pre-trained language model.

The elevator maintenance dataset and a pre-trained LLM, like GPT-3, are loaded into a
Python environment, like Google Colab, to begin the fine-tuning process. A LoRA
configuration is generated, defining information such as the job type, target modules for
updating, and rank of the low-rank matrices, using libraries such as the PEFT library and
Transformers from HuggingFace. After applying the LoRA adaptor to the LLM, the PEFT
Trainer is used to optimize the model on the dataset. Also as can be seen in Figure 22 the
preferred text can be generated by fined-tuned pre-trained LLM. This effectively updates
the pertinent parameters to comprehend and produce language that is unique to elevator

maintenance.
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input_text = "The cabin has an accumulator that needs replacement
. Please check the brake flange."

input_tokens = tokenizer(input_text, return_tensors='pt")

replaces deprecated terms in

# Generate output with preferred terms
the input text with preferred <

output_ids = model.generate(input_tokens.input_ids)

terms i
output_text = tokenizer.decode(output_ids[0], skip_special_tokens
=True)
print("Input text:", input_text)

print("Output text:", output_text)

Figure 22. Generate the preferred terms based on the input values.

Maintenance technicians can use the maintenance web application, which is integrated with
the fine-tuned LLM, and the model will correctly interpret and understand what they are
saying. When a technician uses the term "anti-tipping device," for instance, the LLM will
recognize that "ladder securing device" is the preferred term and will provide responses
appropriately as well as another sample input and output text illustrated in Figure 23. The
Al system and the maintenance team can communicate clearly and unambiguously thanks
to this customized understanding of the terminology used in elevator maintenance, which
lowers the possibility of misunderstandings or confusion brought on by outmoded language.
For technicians, the fine-tuned LLM turns into a useful resource that offers pertinent, useful

information expressed in industry-standard terminology.

Input text: "The cabin has an accumulator that needs replacement.
Please check the brake flange."

Output text: "The elevator car has a battery that needs
replacement. Please check the brake drum."

Figure 23. Sample of the input and output text.
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3.9 Use Case 2: Maintenance Optimization with PEFT and LoRA

In the second research use case, the goal is to classify responses as accurate, semi-correct,
or incorrect by applying Parameter-Efficient Fine-Tuning (PEFT) techniques to language
models tailored for elevator maintenance. The first step in the process is creating a
customized dataset with historical information on elevator repairs and failures, as well as
common maintenance queries. Next, utilizing PEFT techniques like Low-Rank Adaptation
(LoRA), which focuses on altering a subset of model parameters to improve relevance and
accuracy about elevator maintenance scenarios and terminology, a big language model is

chosen and refined.

The outcomes of this process as shown in Figure 24 are put through a rigorous testing
regimen to assess how well the PEFT works at enhancing the response accuracy of the
model. The assessment entails comparing the model's performance on a series of standard
questions before and after fine-tuning, determining the proportion of correct, semi-correct,
and wrong responses the model produced. This method not only measures the gains in
accuracy but also emphasizes how much better the model can handle maintenance
circumstances in the actual world. The result shows notable progress in the model's capacity
to offer precise diagnosis and suggestions, indicating the usefulness of PEFT in language

model optimization for industrial uses.

Comparision model responses before and after fine-tuning
80

60

40
L o

Correct Answers  Semi-Correct Answers Wrong Answers

o

o

m Before Fine-tuning  m After Fine-tuning

Figure 24. The accuracy of the model before and after the fine-tuning process.
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As depicted in Table 4 LoRA and PEFT offer notable benefits in terms of training time,
memory footprint, and inference speed. Among these, LORA stands out for its exceptionally
quick training speed—it may typically be finished in just 1-2 hours as opposed to 24-72
hours or longer for complete fine-tuning. By updating only, a small number of parameters,
usually between 1K and 10K, this is accomplished with a memory footprint of approximately
1GB.

Table 4. Fine-tuning methods comparison.

Aspect LoRA PEFT Full Fine-tuning
Training Time 1-2 hours 4-8 hours 24-72 hours
Trainable Parameters ~1K-10K ~1M-10M 100M-10B
Memory Footprint ~1GB ~2-4GB 10-100GB
Performance 80—90®§;ﬁ;gllﬁne— 85—9593;I;g|lﬁne- 100%
Compatibility Most;}rgzz{grmer Mostr:ggzll‘grmer Universal
Modularity High High Low
Deployment Requires additional Requires additional Standard model

code

code

deployment

Even while LoRA and PEFT often accomplish 80-95% of complete fine-tuning
performance, they nevertheless have some benefits in addition to efficiency and speed. High
modularity in both approaches makes it possible to mix and match different prompts or
adaptations, which is especially helpful in cases involving several tasks or domains.
Additionally, they are adaptable options for a variety of applications due to their
compatibility with many transformer models. On the other hand, full fine-tuning produces a

monolithic model with little modularity but is globally compatible. The decision between



o1

these approaches ultimately comes down to the particulars of the task, the available

computational resources, and the trade-off between training time and desired performance.
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4 Discussion

Utilizing artificial intelligence to optimize maintenance operations has advanced
significantly with the use of parameter-efficient fine-tuning (PEFT) approaches to large
language models in the elevator maintenance sector. The study's findings highlight how
PEFT techniques like Low-Rank Adaptation (LoRA) may improve the precision,
dependability, and domain-specificity of Al-generated maintenance insights. Notably, the
quantitative results show significant gains in the quality of preventative maintenance
recommendations, a decrease in hallucinations, and diagnostic accuracy when using PEFT

approaches.

Additionally, faster model creation and deployment are made possible by the advances in
computing efficiency obtained by parameter-efficient fine-tuning, opening up Al-driven
maintenance solutions to companies with constrained computational resources. However, as
the qualitative and empirical assessments show, some challenges and limitations need to be
addressed to fully exploit PEFT's revolutionary potential in elevator maintenance
applications. This session explores the in-depth trade-offs, practical ramifications, and
research questions that arise from the comprehensive evaluation of PEFT approaches in this

specific subject.

4.1 Parameter-Efficient Fine-Tuning Challenges and Opportunities

Although PEFT approaches provide notable benefits in terms of computational effectiveness
and model functionality, there are several difficulties when applying them to elevator
maintenance language models. The availability of extensive, high-quality datasets for fine-
tuning is one of the main challenges this research highlights. Effective learning and
generalization of the model might be impeded, as said, by a deficiency of comprehensive
and representative documentation of maintenance scenarios, failures, and remedial methods.
The reliability of PEFT-fine-tuned models in real-world maintenance may be undermined
by biased or inadequate datasets that produce suggestions that are either erroneous or

incomplete.
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Avoiding overfitting and preserving model stability during the PEFT process provides
another difficulty. Poor performance in unknown maintenance situations might result from
overfitting, as the research illustrates, which happens when the refined model is overly
specialized to the training set. Adopting regularization strategies with caution and
conducting thorough assessments against a variety of maintenance scenarios are necessary
to solve this problem. For practical applications to produce consistent and dependable
performance, the ideal balance between model specialization and generalization must be

struck.

Although there are challenges, PEFT's Al-powered solutions have a lot of promise to boost
elevator maintenance operations' productivity. Through its ability to quickly fine-tune large
language models with domain-specific information, PEFT offers more accurate and
contextually relevant maintenance recommendations. As such, there may be improvements
in decision-making, reduced downtime, and a sense of safety for both maintenance
technicians and elevator users. Modern Al solutions in the maintenance industry are now
more widely accessible because of PEFT's benefits in computing efficiency, which also
make it a viable option for businesses with limited processing capacity.

Privacy and data security within the Al itself become major concerns as Al gets more
integrated into key systems. Companies must implement stringent privacy regulations,
robust data management, and frequent checks for bias in Al to employ this technology
responsibly. They should be transparent in their communication with all parties, including
building owners, maintenance staff, and regulatory bodies. Businesses may reduce risks and
maintain the long-term functionality of their maintenance systems while maximizing the

benefits of this technology by being transparent about these ethical problems.

4.2 Balancing Accuracy and Efficiency in Parameter-Efficient Fine-Tuning

Using PEFT to fine-tune language models in elevator maintenance is a delicate balancing
act. PEFT can reduce computation time by just modifying a portion of the model. This speed,
however, must be at the expense of the model performing less well. Having the correct
answers is essential for elevator safety. Erroneous recommendations or unforeseen errors

from the model may be costly or even hazardous.
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This research demonstrates that utilizing PEFT techniques such as LoRA can enhance
models' proficiency in identifying issues and proposing solutions compared to conventional
pre-trained LLMSs. Moreover, it would be more sensible to employ these methods instead of
full fine-tuning, as they only update certain parameters, as illustrated in Figure 25. But, to
make sure the model works well, we need to be careful when changing the settings and
picking which parts to change (parameter selection). The model might start to rely too much
on the data it learned from and fail to do well in new situations if we change it too much or

don't control it well.

Full Fine-Tuning Process vs PEFT Process

Full Fine-Tuning

Data Pre-Trained Fine-tuned
LLM LLM
PEFT
}

Figure 25. Full fine-tuning process vs PEFT process.

Fine-tuned
LLM

Pre-Trained
LLM

However, overly cautious parameter changes could make it more difficult for the model to
represent and generalize the subtleties of protocols, failure modes, and terminology unique
to a certain domain. Determining the best balance between maintaining the fundamental
knowledge of the model and customizing it to the complexities of elevator maintenance is a
delicate process that calls for methodical testing and thorough assessment. Cross-validation,
early halting, and regularization are a few strategies that can help you manage this trade-off
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and make sure that the optimized models attain excellent accuracy and computational

efficiency.

Moreover, the accuracy-efficiency ratio may be impacted by the PEFT method selection
itself. Simpler and less computationally demanding generic PEFT procedures, such as prefix
tuning, may be more appropriate in situations where technical precision and minor
maintenance diagnostics are crucial than more complex approaches, such as LoRA.
Although LoRA has slightly greater computing requirements than simpler PEFT approaches,
it has the potential to offer more relevant, coherent, and technically sound recommendations,

as demonstrated by the qualitative examination of model outputs in this study.

4.3 Parameter-Efficient Fine-Tuning for Reducing Hallucinations

The potential to greatly lower the incidence of Al hallucinations is a crucial benefit of using
Parameter-Efficient Fine-Tuning (PEFT) approaches for elevator maintenance applications.
Different Hallucination types are depicted in Table 5 which models produce false or
misleading results, are dangerous, especially in fields where safety is of utmost importance,
like elevator maintenance. This research shows that by adapting the model parameters to
domain-specific data and operational safety constraints, incorporating PEFT approaches into
the fine-tuning process can significantly reduce hallucinated replies. PEFT improves the
dependability of Al systems as supplemental tools for maintenance workers by ensuring that
the Al model's outputs are in line with the exacting technical correctness and safety criteria

necessary for elevator maintenance tasks.

The significance of including safety issues from the beginning of the PEFT fine-tuning
process is one of the main points this research emphasizes. The collaborative paradigm that
has been suggested encourages the participation of safety authorities, experts in elevator
maintenance, and Al developers in the establishment and upkeep of strict safety standards
for Al outputs. By taking a proactive stance, safety is now given top priority in Al research,
guaranteeing that optimized models fulfill the strictest safety standards and function well in
scenario-specific tasks. To foster trust and confidence in the use of these cutting-edge
technologies, a safety-centric strategy for Al deployment in crucial domains such as elevator

maintenance is needed.
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Table 5. Types of hallucinations during the fine-tuning process.

Type of Hallucination Scope

o The response contradicts or deviates from the provided source material or
Contradicting Input )
user input.

. The response contradicts information or statements made earlier within
Self-Contradictory ] ]
the same interaction.

Factually Incorrect The response contradicts established facts or real-world knowledge.

Logically Inconsistent The response contains logical flaws or contradictions within itself.

o The response contradicts the context or typical expectations for that type
Context-Contradicting
of query.

The effectiveness of PEFT approaches in lowering hallucinations and enhancing safety is
further supported by quantitative results. The rate of hallucinatory outputs from Al models
in fictitious diagnostic settings was 15% prior to the application of PEFT, which is quite
high. However, after using domain-specific safety criteria in the training data and applying
PEFT methods specifically aimed at reducing hallucinations, the hallucination rate

dramatically decreased to less than 3%.

4.4 Scalability of Parameter-Efficient Fine-Tuning Models

Scalability is a significant barrier to applying Parameter-Efficient Fine-Tuning (PEFT)
approaches to the intricate field of elevator maintenance. The elevator industry uses a wide
variety of equipment, each with unique maintenance requirements and potential failure
scenarios. To effectively exploit PEFT throughout this breadth, a scalable solution that can
adapt to the different requirements of different elevator systems and maintenance protocols
is needed. In order to achieve this degree of scalability, a multifaceted strategy is required,
which includes managing customized datasets, continuously observing and adjusting the

model, and developing flexible frameworks for optimization.
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The creation of customized datasets for every kind of elevator equipment is a crucial step
toward making PEFT-tuned models scalable. The accuracy with which the refined models
can comprehend and react to the particular maintenance circumstances and technical jargon
connected with any elevator system depends critically on the completeness and quality of
these datasets. It takes a team effort from domain experts, maintenance specialists, and data
engineers to build and manage these large databases, which calls for reliable data gathering,

curation, and validation procedures.

PEFT-tuned models require ongoing model monitoring and updating in addition to carefully
chosen datasets in order to remain relevant and scalable. It is necessary to routinely assess
and update the fine-tuned models to account for changes brought about by new maintenance
scenarios, equipment upgrades, or industry best practices. In order to identify instances of
outdated model outputs, maintenance personnel must establish a strong monitoring and
feedback loop. The models' continuous usefulness across the wide range of elevator

maintenance jobs can be ensured by using the feedback provided to improve them.

The development of adaptable fine-tuning frameworks that can handle the various
requirements of various elevator systems and maintenance procedures is the foundation of
the scalability efforts. Modular architectures should be incorporated into these frameworks
so that new datasets may be added with ease and settings can be fine-tuned to fit certain

equipment kinds or maintenance circumstances.

4.5 Computational Efficiency Benefits of Parameter-Efficient Fine-Tuning

A pre-trained model's most relevant parameters are updated selectively, which is the
fundamental idea behind PEFT's advantages in computing efficiency. The computational
workload is greatly reduced by PEFT since it eliminates the need to fine-tune the entire
model by utilizing methods like low-rank matrix decomposition and sparse parameter
updates. Even with cutting-edge hardware, typical fine-tuning techniques can easily become
computationally unmanageable for big language models with billions of parameters. This is
where this method excels.

PEFT's efficiency benefits translate not only into direct computational savings but also into

real cost savings for the enterprises using these solutions. Significant cost reductions may
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result from the decreased demand for GPU resources and cloud computing infrastructure,
particularly for small and medium-sized businesses with tight budgets. Furthermore, the
shortened training durations made possible by PEFT may lower the energy usage linked to
fine-tuning procedures, lowering carbon emissions, and supporting more general

sustainability objectives.

Furthermore, PEFT's computing efficiency creates new opportunities for experimentation
and study in the area of elevator maintenance. Researchers and practitioners can investigate
a wider range of dataset combinations, hyperparameter configurations, and fine-tuning
procedures because of the decreased computing cost, which will ultimately result in more
reliable and optimized models. The process of generating models has become more flexible
and agile, which has the potential to stimulate innovation and quicken the development of

Al-driven elevator maintenance solutions.
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5 Conclusion

The substantial potential of parameter-efficient fine-tuning (PEFT) techniques, including
Low-Rank Adaptation (LoRA), for optimizing large language models for elevator
maintenance applications has been shown by this research. PEFT approaches have shown
significant advances in computing efficiency and major improvements in diagnostic
accuracy, maintenance insights, and hallucination reduction by fine-tuning a subset of model

parameters.

The quantitative results demonstrate the amazing performance improvements made possible
by PEFT, such as a 20% boost in the precision of preventative maintenance
recommendations and an accuracy gain of 20% in data retrieval. Additionally, from 15% to
less than 3%, the frequency of hallucinatory outputs from Al models decreased,
demonstrating PEFT's capacity to improve the dependability and security of Al-driven

maintenance solutions.

In addition to the numerical gains, the qualitative study demonstrated that the outputs of
PEFT-tuned models were more technically correct, coherent, and relevant, closely matching

the requirements of maintenance technicians.

When combined with the quantitative benefits, this qualitative improvement presents PEFT
as a game-changing method for utilizing Al in elevator maintenance, providing technicians
with precise, contextually aware, and useful insights. Even though PEFT has many
advantages, the study also found that to realize its full potential, some issues and restrictions
need to be resolved. For PEFT to be implemented successfully, it is imperative to ensure that
complete, high-quality datasets are available for fine-tuning, to reduce the danger of

overfitting, and to preserve model stability across a range of maintenance scenarios.

An additional significant problem was the scalability of PEFT-tuned models across the wide
range of elevator systems and maintenance procedures. In order to overcome this obstacle,
flexible and modular frameworks for fine-tuning will need to be created, along with reliable
data handling procedures and ongoing model maintenance. Notwithstanding these
difficulties, PEFT's advantages in computational efficiency are immeasurable. PEFT offers

businesses with limited resources the opportunity to utilize Al-driven solutions for elevator
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maintenance by democratizing access to state-of-the-art language models and lowering the

associated expenses and computational workload.

Furthermore, the use of PEFT-tuned models has the potential to bring about a cultural
revolution in the elevator maintenance sector by promoting a more profound understanding
of the significance of data and the transformative capabilities of artificial intelligence. When
maintenance technicians experience the measurable advantages of Al-driven insights like
more precise diagnosis and customized recommendations they might be more open to
adopting these technologies and incorporating them into their regular work processes. For
PEFT-based solutions to be successfully implemented and continue to be adopted over time,

this cultural acceptance is essential.

Moreover, the potential for fewer hallucinations and improved safety in Al applications is
growing as PEFT techniques develop and become more popular. PEFT can pave the way for
dependable, trustworthy, and secure Al-driven solutions by incorporating safety issues from
the beginning of the fine-tuning process and encouraging collaboration among safety
authorities, domain experts, and Al researchers.

Future directions for experimentation and innovation in elevator maintenance are made
possible by PEFT's scalability and computing efficiency. A wider variety of dataset
combinations, hyperparameter setups, and fine-tuning techniques can be investigated by
researchers and practitioners, which will ultimately result in more reliable and effective
models. To sum up, the utilization of Parameter-Efficient Fine-Tuning methods on extensive
language models in the elevator maintenance field signifies a revolutionary approach to
utilizing artificial intelligence to enhance maintenance tactics. The elevator industry has the
opportunity to introduce a new era of Al-driven maintenance solutions that will improve
overall service quality, safety, and operational efficiency by tackling the issues and
constraints found in this research and leveraging the computational efficiency and
performance gains provided by PEFT.
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