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Emotional artificial intelligence is a growing field that aims to enable machines with the
ability to understand and respond to human emotions. Micro-gestures have been shown to
be highly indicative of one’s true emotions. This is in comparison with other modalities
such as speech, facial expressions, and ordinary gestures which can be easily manipulated
to hide one’s real emotions. Recognizing micro-gestures is therefore crucial for build-
ing machines that can accurately detect human emotions. Most existing micro-gesture
recognition methods often rely on unimodal visual data and overlook accompanying tex-
tual information. While text labels can be helpful, they can be expensive to acquire and
might miss the finer details crucial for understanding micro-gestures given that they repre-
sent high-level categories. This work proposes an approach for micro-gesture recognition
that leverages the power of recent advancements in pre-trained multimodal models. This
approach utilises automatic text descriptions, generated by captioning models, to com-
plement the visual data in a visual-text contrastive learning framework that can be used
in both supervised and self-supervised settings. This approach achieves state-of-the-art
performance on the iMiGUE dataset and demonstrates its viability in recognizing micro-
gestures.
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1 INTRODUCTION

1.1 Background

Emotions have long been considered to be a core tenet of the human experience. Emo-

tional Arti�cial Intelligence (AI), or affective AI, is a groundbreaking frontier in the �eld

of AI and is a major contributor to the constantly improving anthropomorphism of AI

agents [1]. It entails enabling machines with the ability to comprehend, interpret, and

respond to human emotions [1, 2]. This introduces an important dimension to human-

computer interaction, that is, it enables intelligent user interface systems to not only un-

derstand explicit commands but also to discern the evident and hidden emotional states of

users [1].

Pertaining to the latter emotional state, Micro-Gestures (MGs) are essential. MGs are a

subset of non-verbal communicative cues or gestures, and have been shown to be integral

in revealing suppressed human emotions [2–6]. The distinguishing factor with MGs is

that they “are not performed for any illustrative or communicational purposes at all” [3].

Rather, MGs are unplanned and automatic, and often occur as a result of speci�c stimu-

lus processing by one's cognitive mechanisms [2, 3]. This unique characteristic of MGs

makes them adept at providing a truer picture of one's emotional state as compared to

other modalities that can be used for emotion understanding such as speech, facial ex-

pressions, and ordinary gestures [2,3,5].

As already pointed out, MGs are critical in understanding concealed human emotional

states, and to a larger extent, the real emotions of an individual. Given that these gestures

are often imperceptible to the naked eye in real-time, building agents that can recognize

and interpret these gestures is crucial. Applied to a setting involving the interaction of

users and computer agent systems, systems can better understand and respond to the user's

emotional state, resulting in a more seamless and user-friendly experience [1]. Psycholog-

ical studies also reveal that Micro-Gestures Recognition (MGR) can help in the detection

of anomalous mental states [1, 3]. Fang et al. used MGs to detect the stress levels of

people [4]. A review of literature by Grabowski et al. highlights the fact that recognition

of patients' emotions may help with the diagnosis and therapeutic treatment of various

psychiatric conditions [5]. Generally, MGR has widespread applications spanning health

care, public safety, and social media [3].
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Current approaches to MGR leverage established Action Recognition (AR) models as

foundational models [2, 3]. These models rely mostly on visual information to identify

different gesture, and more broadly, action classes. The two major approaches in this

paradigm are 1) skeleton-based AR which focus on key-joint movements (i.e key-points-

based Recurrent Neural Networks (RNN) [2, 7–9] and key-points-based Graph Convo-

lutional Networks (GCNs) [10–14]) and 2) Red Green Blue (RGB)-based AR which

rely on color and visual features (i.e RGB-based 2D-Convolutional Neural Networks

(CNN) [15–17] and RGB-based 3D-CNN [18–20]). Nonetheless, MGR is much more

complicated than the recognition of ordinary gestures. This is because of the wide variety

of movements within the same type of gesture class [3] as well as the close similarity

between different gesture classes.

Contrastive learning has emerged as a viable alternative for representation learning in AR

[21–24] and MGR [25] problems. The driving principle behind contrastive learning is

to draw positive samples together, while simultaneously pushing them away from nega-

tive samples in some embedding space [26–36]. Positive samples can simply be produced

through augmentations of the anchor sample while negative samples can be taken from the

other samples [21–23,25,26,29]. Various prominent contrastive learning models such as

SimCLR [26], MoCo [37], and MoCov2 [38] have been developed in recent years. These

novel models have resulted in a paradigm shift in the �eld of AR and have thus driven the

application of contrastive learning methodologies within the �eld with remarkable suc-

cess [21–25]. Nonetheless, most of these implementations of contrastive learning rely on

vision-based representations [21–24]. This implies that other modalities that may accom-

pany the visual data such as descriptions, annotations or label information end up being

neglected. However, such complementary modalities may provide additional information

that may aid in the problem of MGR of instances with similar visual representation.

Given recent advancements in multimodal learning [39], it is imperative to explore how

MGR can take advantage of existing multimodal knowledge. An obvious source of ad-

ditional information is the text labels that accompany visual data and which are integral

in MGR. Whilst two sets of MGs might seem similar visually, their accompanying label

information may be used to differentiate them. Nonetheless, even when the costly nature

of acquiring such labels is disregarded, such labels often represent high-level categories.

They may thus miss the nuances and details present in visual data, which are critical for

understanding subtle actions such as MGs. Text-based descriptions and annotations lend

themselves as possible alternatives as they can not only capture the temporal dynamics

and spatial relationships present in a video input but can also provide contextual infor-

mation. Regardless, the cost of manually acquiring detailed descriptions and annotations
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may be comparable to or even exceed the cost of acquiring labels.

Leveraging existing captioning models for automatic text descriptions offers a potential

solution to this challenge. This approach capitalises on the recent success of pre-trained

large models being used for downstream tasks such as captioning. These models have

been trained on very large-scale datasets incorporating several modalities. For instance,

CLIP has been trained using a contrastive learning framework on a massive dataset of 400

million internet-sourced image-text pairs, enabling it to generalise effectively to diverse

downstream tasks [40]. However, the success of this approach heavily relies on the qual-

ity of generated text descriptions. Multimodal Large Language Models (MLLMs) offer

a promising avenue for generating high-quality text descriptions given their capability of

perceiving video content and remarkable performance in terms of video-understanding

[41,42]. Such models have been a research hotspot recently, as evidenced by the popular-

ity of proprietary models such as GPT-4 [43].

Taking into account the observations presented above, this work proposes a visual-text

contrastive learning framework for MGR, as illustrated in Figure 1. This framework seeks

to solve the problem of MGR by utilising both textual and visual modalities. Specif-

ically, two versions of this framework are proposed: one trained with labeled data for

direct supervision, and the other trained in an unsupervised manner by constructing con-

trastive pairs from unlabeled data; enabling the exploration of both supervised and unsu-

pervised representation learning of MGs. Generally, the framework is built upon MLLMs

such as Video-LLaVA [44]. These models are based on novel Large Language Models

(LLMs) and have demonstrated remarkable performance in various video understand-

ing tasks [41, 42]. Based on the proposed approach, textual representations of video

clips are generated using MLLMs and/or from label information. As shown in Figure

1, the proposed approach then leverages the multimodal knowledge by training two en-

coders, a visual encoder and a text encoder, simultaneously. Whilst the visual embeddings

might be closely represented in the visual feature space given the visual similarity be-

tween certain MGs classes, joint learning in a shared embedding space with a contrastive

loss leverages their respective textual representations to improve discrimination between

similar MGs classes. Essentially, the distance between embeddings of the same instance

in different modalities is minimised whilst the distance between embeddings of distinct

instances is maximised, enabling better MGR.
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(a) Supervised visual-text contrastive representation learning

(b) Self-supervised visual-text contrastive representation learning

Figure 1. Some MGs such as "touching neck" (blue) and "covering chest" (yellow) are repre-
sented very similarly in the visual feature space but have starkly different representations in the
text feature space. The proposed framework uses text (generated by MLLM together with label
information, illustrated in (a) or generated by MLLM solely as illustrated in (b)) and video infor-
mation to map MG clips to a combined embedding space where contrastive learning is used to pull
similar video-text pairs together while pushing apart distinct ones.

Figure 2 demonstrates a case example of the textual descriptions highlighted in Figure 1.

The textual descriptions in this example have been generated by a MLLM, speci�cally

Video-LLaVA [44], when prompted for discernible actions in a provided video sequence.

Notably, the text description has been generated without any contextual information to

guide the MLLMs.
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Figure 2. Example of text description generated by a MLLM

1.2 Objectives

The overarching goal of this project is to integrate visual and text data streams to extract

distinctive and semantically enriched representations, enabling the recognition of subtly

different MGs. The speci�c objectives are to:

• Implement a supervised visual-text contrastive learning model for MGR.

• Implement a self-supervised visual-text contrastive learning model for MGR.

• Explore the ef�cacy of several MLLMs in MGR within the proposed framework.

• Investigate the performance of the proposed models relative to prior models on

MGR.

1.3 Structure of the thesis

The rest of this thesis is structured as follows. Chapter 2 offers an overview of related

works. It introduces the contrastive learning paradigm as well as research in the area;

describes various AR and MGR models; and details developments in MLLMs as well as

their ef�cacy for the task of video description generation. Chapter 3 provides a detailed

description of the proposed methods. Essentially, it delves deeper into the constituent

components of the framework in Figure 1 and their set-up and operation. Chapter 4 pro-

vides experimental results, which are contextualised relative to existing models in the do-
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main of MGR. This is subsequently discussed in Chapter 5. Finally, Chapter 6 concludes

the thesis and considerations for future work.
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2 RELATED WORK

2.1 Contrastive learning

Contrastive learning has become a popular technique in computer vision. Contrastive

learning models learn through comparisons among different instances in the dataset, with

comparisons done between positive (similar) instances and negative (dissimilar) instances

[26–36]. The goal is to map instances to an embedding space where similar instances are

mapped together whilst dissimilar instances are distant from one another [26–36]. This is

achieved through a loss function that maximises the similarity between instances that be-

long to the same class while at the same time minimising the similarity between instances

from different classes [26–36]. Thus, the framework involves the selection of an instance

(anchor), similar instance(s) belonging to the same distribution as the anchor (positive

samples), instances from dissimilar distributions (negative samples), and a contrastive

loss function.

Notably, the selection criteria for positive and negative samples have been the subject of

much research given its profound impact on the overall performance of contrastive mod-

els [22,23,27,28]. The general approach for obtaining positive samples has been creating

multiple views of each data instance. This includes image augmentations (cropping and

padding, luminance and chrominance decomposition, luminance and chrominance dis-

tortion, transformations, random masking etc.) [21–23, 26, 29]; temporal-based augmen-

tations in the case of videos [29]; audio-based augmentations (warping, frequency and

temporal masking etc.) [29]; multisensory data [29]; multimodal data (RGB and depth

information or different combinations of text, video and audio data) [29, 36, 40, 45–51]

etc. Other methods that use information from other instances have also been developed,

an example of which is nearest neighbour mining [29]. Negative samples are simply

obtained through random selection of other instances, or informatively mined for better

contrastive learning [29]. Newer methods that do not require the selection of negative

samples have as well been developed [27, 28]. Various contrastive loss functions have

also been developed for contrastive learning. They can be broadly grouped as energy-

based margin losses, probabilistic Noise Contrastive Estimation (NCE)-based losses, and

Mutual Information-based losses [29]. InfoNCE, which belongs to the latter category, is

the most widely used contrastive loss function [29].
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2.1.1 Self-supervised contrastive learning

Self-supervised contrastive learning, which is the foundational learning approach within

the contrastive learning paradigm, seeks to �nd representations of data without utilising

human annotated label information [21–24, 26–32, 37, 38, 52, 53]. As described in Sec-

tion 2.1 and illustrated in Figure 3 [32, 54], positive pairs in contrastive learning may

be generated by elaborate augmentations of the data instances [21–24, 26–32,37,38, 52],

and negative samples obtained from the rest of the instances [29]. Therefore, no label

information is required.

Figure 3. Self-supervised contrastive learning: Augmented copies (orange) of the anchor (grey)
are contrasted against a set of negative samples (red) obtained from the dataset to maximize the
similarity between the positive samples and minimise similarity with the negative samples [32,54].

Motivated by the need to move away from the costly process of annotating data [21, 24],

especially in the case of high dimensional problems, this class of contemporary models

has improved to produce results comparable to state-of-the-art supervised methods on

popular datasets such as ImageNet [55] and downstream tasks [26, 27,30, 37,38, 52]. Pi-

oneering works, such as SimCLR, use simple augmentations such as random cropping,

random colour distortions, and random Gaussian blur together with a non-linear projec-

tion head to get robust representations of instances [26]. MoCo utilises a queue-based

memory bank and momentum update mechanism that allows training on a large number

of negative samples [37]. MoCoV2 combines the ideas from SimCLR and MoCo to en-

hance contrastive learning [38]. The above models are inherently affected by the high

computational costs associated with �nding the embeddings for the negative samples.
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Recent approaches have been developed to avoid this computational inef�ciency. They

have inherently moved away from this strictly contrastive framework. SwAV, for instance,

utilises online clustering to avoid the computational costs associated with pairwise feature

comparisons in the previous methods [52]. BYOL only utilises positive samples during its

learning process but still achieves good performance [27]. SimSiam further improves the

developments with BYOL by eliminating the need of momentum encoders [30]. While

these methods are suited for image-based tasks, modi�cations have been done to extend

their applicability to video-based tasks. These include models such as VideoMoCo [31].

2.1.2 Supervised contrastive learning

Supervised contrastive learning extends the paradigm of contrastive learning to utilise

label information in representation learning. Introduced by Khosla et al., this contrastive

learning approach identi�es positive samples as instances belonging to the same class

and negative samples as those of different classes as per label information [32]. This

is exempli�ed in Figure 4 [32, 54]. The positive samples are aligned in the embedding

space such that they are further apart from the negative samples through a contrastive loss

function [32].

Figure 4. Supervised contrastive learning: Using available label information, instances belonging
to the same class are taken as positives while those of different classes as negatives. Unlike in the
self-supervised case in Figure 3, the image delineated by a green border (red border in Figure 3)
is considered to be a positive sample since it has the same label as the anchor [32,54].
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In its inception paper, it is shown that the supervised contrastive loss function (SuperCon)

outperforms the cross-entropy loss function, which is the most used objective function in

classi�cation tasks [32]. The idea of a supervised contrastive loss function has inspired

advancements in the supervised learning domain, fostering new approaches to enhance

model training and performance. Li et al. developed a variant of SuperCon that can be

applied to imbalanced and long-tailed classi�cation [33]. A weighted combination of

SuperCon and cross-entropy loss has been used to �ne-tune Transformer-based language

models [34]. In [35], SuperCon has also been extended to work for textual representations.

2.1.3 Multimodal contrastive learning

Interest in multimodal learning has grown as the technology of data collection, storage

and processing has improved [36]. This has resulted in the development of models that

can take advantage of the association among multiple data modalities [36, 40, 45–50]

to �nd better representations; making them well-suited for MGR given the limitations

of relying solely on visual data. One such class of models is multimodal contrastive

learning models which adopt the general contrastive framework described in Section 2.1

and align similar instances across modalities together while simultaneously pushing away

dissimilar instances in an embedding space. Unlike in the standard contrastive learn-

ing framework where positive-negative pairs are visual samples generated by data aug-

mentations or nearest-neighbour mining, multimodal contrastive learning generates the

positive-negative pairs using the multimodal (e.g. image-text pairs) information present

in the dataset. Both empirical [40, 45–48] and theoretical studies [36, 51] have demon-

strated the superiority of multimodal-based representations compared to their univariate

counterparts. This underscores their potential to achieve enhanced performance in MGR

tasks.

In the domain of vision-language models, recent models such as OpenAI's CLIP [40] have

shown great potential in visual representation learning and transfer well to downstream

tasks such as image classi�cation and image-text retrieval [40]. Using image-text pairs

obtained from the internet, Radford et al. jointly trained an image and text encoder in an

embedding space by maximising the cosine similarity between the actual image-text pairs

whilst minimising the cosine similarity of the arti�cially matched pairs [40]. Figure 5

illustrates CLIP's schematic [40,54]. CLIP's performance is comparable/superior to other

fully supervised and self-supervised models. For instance, zero-shot CLIP outperforms

few-shot linear probes of BiT-M, SimCLRv2, and ResNet50 [40].
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Figure 5. CLIP is trained to associate images (green) and textual descriptions (purple). It seeks
to maximize the similarity score between the N real image-text pairs (highlighted in blue) while
minimizing the similarity scores of the remaining image-text pairings [40,54].

Other models utilising a similar framework have been developed to deal with various is-

sues in this domain: ALIGN was developed to be robust to noisy datasets [45], MURAL

expands ALIGN to work in a multilingual setting [46], DeCLIP was made to be less data

hungry as CLIP [47], FILIP identi�es �ner-level information by contrasting patches in

the image with words in the text [48] etc. CLIP has also been extended to work with

videos. CLIP4Clip utilises knowledge gained from CLIP to handle video-text retrieval

and captioning tasks with promising results [49]. X-CLIP uses a multi-grained contrastive

framework that aims to simultaneously capture both �ne-grained and coarse-grained in-

formation in the learned representations [50].

2.2 Action recognition

Solutions for AR problems rely mostly on visual information [56, 57]. The two major

approaches in this paradigm are: skeleton-based or pose-based AR models and RGB-

based AR models. Skeleton-based AR models rely on the extracted pose information

of a person's body. This means they focus on the coordinates of key joints like elbows,

knees, and wrists. This class of models are further subdivided into two categories based

on the organisation of input data. Key-points-based RNN process key-joint movements
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as time series and focus on capturing the temporal dependencies between elements in the

sequence. Models within this subclass include Long Short-Term Memory (LSTM) [7]

and Bidirectional LSTM (BLSTM) [8], both of which are extensions of the general RNN

architecture. These models are speci�cally designed to address the challenge of capturing

long-term dependencies within sequential data. Moreover, variants of the vanilla LSTM

and BLSTM models have been developed to better deal with the task of AR. For instance,

citing inadequacy in the attention capability of the vanilla LSTM model, Liu et al. intro-

duced Global Context-Aware Attention LSTM (GCA-LSTM) which prioritises only key

joints to reduce the impact of noise brought about by non-informative joints [7]. Shi et

al. also proposed a Sequential Variational Autoencoder (S-VAE) which utilises BLSTM

networks in its encoder and decoder components [9].

Key-points-based GCNs, the second subclass, process key-joint movements in skeleton

graph form, that is, they model skeleton joints as vertices and the bones between them

as edges [10–14,58,59]. They thereafter employ GCNs to capture relevant features [10].

Yan et al. introduced Spatial Temporal GCN (ST-GCN) which extracts spatiotemporal

features using different convolutional kernels and predicts actions with a softmax classi-

�er [13]. Li et al. built upon ST-GCN with Actional-Structural GCN (AS-GCN) [10].

This approach incorporates an actional-links module to capture higher-order dependen-

cies and action-speci�c relationships within the skeleton graph [10]. Shi et al. proposed

Two-Stream Adaptive GCN (2S-AGCN), which employs two streams of adaptive GCNs

to dynamically learn spatiotemporal features from skeleton sequences [12]. Using a spa-

tiotemporal graph convolution operator combined with a disentangled multiscale aggre-

gation approach, Liu et al. introduced the Multi-scale Uni�ed Spatial-temporal GCN

(MS-G3D) [11]. Both features of the MS-G3D expand the model's ability to understand

both space and time features [11]. Cheng et al. developed Shift-GCN which utilises

shift-graph operations and point-level convolutions instead of traditional graph convolu-

tions [14]. This modi�cation signi�cantly boosts the computational ef�ciency of GCN-

based architectures [14].

RGB-based AR models take a different approach by analysing raw visual information di-

rectly from video pixel values and colour features. These models fall into two main cate-

gories based on the convolutional kernels they employ. The �rst category includes models

like Temporal Segment Networks (TSN) [15], Temporal Relation Networks (TRN) [16],

and Temporal Shift Module (TSM) [17]. These models utilize 2D convolutional kernels

in their architecture. TSN utilises segment based sampling to select several snippets from

a video which are then fed to a ConvNet to predict snippet-level action classes. These

predictions are �nally combined using a segmental consensus module [15]. TRN solves
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the problem of ignoring frame order in TSN by adding multi-scale temporal fusion after

the feature extraction stage [16]. TSM suggests a computational inexpensive approach for

capturing temporal information. For this, part of channels along the temporal dimension

are simply shifted by the proposed shift module. This allows 2D CNNs to learn temporal

features with minimum complexity [17].

The second subclass of RGB-based AR models are the 3D-CNN. This subclass of mod-

els, which includes In�ated 3D ConvNets (I3D) [18] and 3D ResNets (R3D) [19], makes

use of 3D convolutional kernels. Both I3D and R3D implement a 2D-to-3D network

transformation technique known as "in�ation" [18]. This involves expanding the �lter

and pooling kernels of pre-trained 2D CNNs into the third dimension, enabling them to

process video data directly [18]. This allows for the harnessing of pre-trained image

recognition knowledge and parameters from state-of-the-art 2D architectures [18]. I3D

distinguish themselves from R3D by two key features: 1) I3D utilize dual streams (RGB

and optical �ow), while R3D employ solely RGB frames; and 2) I3D leverage an in�ated

GoogLeNet or Inception-v1 architecture [60], whereas R3D adopt an in�ated ResNet

structure [18–20]. It is important to point out that whilst 2D-CNNs struggle to capture

temporal information and thus suffer performance-wise in the case of longer video se-

quences, 3D-CNNs are computationally more costly limiting their deploy-ability in cases

such as online video recognition [17].

Self-supervised AR has also recently garnered attention given its non-reliance on labelled

data. Speci�cally, various self-supervised contrastive learning frameworks have been de-

veloped utilising mostly skeleton-based information from visual input [21]. Inspired by

MoCo [37], SkeletonCLR uses a momentum encoder for contrastive learning with single-

view 3D action representations [21]. CrosSCLR deals with some of the limitations of

SkeletonCLR by adding cross-view consistent knowledge mining to the framework [21].

Other methods, AimCLR [22] and HiCLR [23], explore stronger augmentations to im-

prove performance. SkeAttnCLR utilises both global and local action features in the

generation of contrastive pairs [24].

2.3 Micro-gesture recognition

Even though both AR and MGR aim to detect human behaviour in video clips, the latter

focuses more on more subtle, involuntary, and often short-lived gestures that may reveal

underlying emotions or intentions. Figure 6 highlights examples of MGs [2]. This in-

cludes actions such as crossing �ngers, touching one's jaw, covering one's face, playing
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with or adjusting one's hair etc.

(a) (b) (c) (d)

Figure 6. Examples of MGs: (a) Crossing �ngers; (b) Touching jaw; (c) Cover face; (d) Playing
or adjusting hair [2].

Whilst much research has been done in the domain of AR, MGR is a recently developed

research area. As a result, there have been few novel methods developed in this domain,

with most implementations benchmarking against existing state-of-the-art AR methods

with varying performance [2,3,25]. Whilst introducing a new dataset for MGR, Identity-

free video dataset for MicroGesture Understanding and Emotion analysis (iMiGUE), Liu

et al. proposed an Unsupervised S-VAE (U-S-VAE) [2]. U-S-VAE, whose framework is

illustrated in Figure 7 [2], is an extension of the S-VAE model mentioned in Subsection

2.2. U-S-VAE uses a multi-layered BLSTM network as its encoder and an LSTM network

as the decoder [2]. The architecture leverages KL-divergence to enforce alignment with

the joint distribution and marginal product, ensuring effective representation learning [2].

Figure 7. Framework of U-S-VAE [2].
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Chen et al. proposed another RNN-based network, Attention-Based Ergodic Decoding

(AED)-BiLSTM, for online MGR. This model has two major modules: an attention-

based BLSTM network that makes an initial prediction based on the current frame, and

a Hidden Markov Model (HMM) that re�nes this initial prediction by integrating prior in-

formation from past frames [3]. The HMM alignment is done using a novel technique to

aid in the differentiation between MGs signals and more prominent movements associated

with regular body gestures [3]. A skeleton-based contrastive learning framework, Clip-

Driven Contrastive Learning for Skeleton-Based Action Recognition (CdCLR) [25], has

also been used in MGR. CdCLR utilises clips of sequences as instances, rather than the

whole sequences, in the generation of positive and negative samples and as well intro-

duces sequence-implicit supervision in its contrastive learning framework [25].

Notably, existing MGR models struggle to recognize some of the MGs classes owing to

the fact that they are visually similar. Figure 8 highlights such a case where two MGs,

“touching neck” and “scratching or touching facial parts” assume the same pose and are

thus similar in the visual space [2].

(a) (b)

Figure 8. Visual similarity between different MGs (a) Touching neck (b) Scratching or touching
facial parts [2].

2.4 Multimodal large language models

MLLMs have recently gained attention stemming from advancements in LLMs and mul-

timodal perception. Even though traditional LLMs have shown remarkable performance

in Natural Language Processing (NLP) tasks, they have nonetheless failed to directly pro-

cess and utilise the non-text based information that may accompany textual data [39, 41,

42]. MLLMs overcome this unimodal limitation by integrating diverse data modalities,

including images, videos, audio, speech and point-cloud, alongside text [39,41,42]. This

integration of different modalities allows models to mimic human-like perception through
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holistic information processing, empowering them to understand and respond to complex

tasks [39].

Advancements in representation learning and transfer learning have been important to

the current state of research in multimodal learning. Prior works in multimodal learn-

ing usually adopted large-scale pre-training on datasets to achieve modality alignment

and enhance representation learning [40, 61–65]. This learned knowledge could then be

transferred to downstream tasks through model �ne-tuning. This resulted in various im-

provements across NLP and computer vision-related tasks. Building upon the success of

pre-trained NLP models like BERT, visual-language models like VideoBERT [61], Vi-

sualBERT [62], VL-BERT [63], LXMERT [64] and ViLBERT [65] emerged, aiming to

bridge the gap between vision and language understanding. VideoBERT [61], Visual-

BERT [62] and VL-BERT [63] use architectures based on a single cross-modal Trans-

former for pre-training visual-textual representations. LXMERT [64] and ViLBERT [65]

use two single-modal (vision and language) Transformers together with a cross-modal

Transformer that combines information from the vision and language Transformers. An-

other notable visual-language model is CLIP, which has been discussed in Subsection

2.1.3.

Recent years have seen a surge in powerful LLMs that have been trained on extensive

and diverse data, allowing them to comprehend and generate text while also interpreting

and generating content across multiple modalities. With the release of ChatGPT by Ope-

nAI, several studies have looked into the use of LLMs together with vision models for

tackling problems in computer vision, resulting in models such as Visual-ChatGPT [41]

and ChatVideo [66]. Visual-ChatGPT extends the processing capabilities of ChatGPT to

the visual domain through a prompt manager that converts visual information from var-

ious Vision Foundation Models (VFMs) into a textual form that can be understood by

ChatGPT [41]. However, this model is restricted to images and cannot handle videos.

ChatVideo also integrates ChatGPT with various VFMs through a new paradigm that

shifts from the established frame-wise processing of videos to a "tracklet"-centric ap-

proach [66]. Unlike Visual-ChatGPT and ChatVideo which are based on ChatGPT, Video-

ChatGPT leverages a modi�ed CLIP ViT-L/14 architecture as the visual encoder, extract-

ing spatiotemporal features from video data [42]. These extracted features are subse-

quently aligned with corresponding language embeddings and integrated into a LLMs,

speci�cally Vicuna-v1.1 initialised with LLaVA weights, for further processing [42].

Video-LLaVA goes beyond the limitations of Video-ChatGPT, which is primarily focused

on video inputs. It leverages LanguageBind encoders to extract features from various vi-

sual data sources, including images and videos, and aligns these visual representations
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with textual representations prior to projection [44]. Figure 9 highlights the framework

differences between Video-ChatGPT and Video-LLaVA [44].

(a) Video-ChatGPT (b) Video-LLaVA

Figure 9. Comparison of Video-ChatGPT and Video-LLaVA [44].

MLLMs have demonstrated promising performance across various video understanding

tasks including caption generation, spatial understanding, action recognition, and tempo-

ral understanding. Figure 10 exempli�es the ability of MLLMs to automatically create

textual descriptions of video content [42]. It reveals Video-ChatGPT's ability to both

grasp the meaning of video content and translate it into textual descriptions.

Figure 10. Video-ChatGPT's capabilities in video understanding and text-based video represen-
tation [42].
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3 PROPOSED METHODS

3.1 Preliminary

3.1.1 CLIP

Since its inception, CLIP [40] has widely been adapted in the visual-language domain

as a foundational model [49, 50, 67–70]. The model uses a joint image and text encoder

that projects image and text data into a shared latent space where alignment between

image and text embeddings takes place [40]. Speci�cally, the model consists of an image

encoderf I (�) that takes in a batch ofn imagesB I and generates image feature vectors,

X ; a text encoderf T (�) that takes in a corresponding batch ofn text descriptionsB T

and generates text feature vectors,Y ; a visual linear projection headl I (�) that maps the

generated image features into a joint embedding space; and a text linear projection head

lT (�) that similarly maps the generated text features into the same joint embedding space

[40]. This is formally given by Equations 1 and 2.

X = f I (B I ); P = l I (X ); (1)

Y = f T (B T ); Q = lT (Y ); (2)

whereP 2 Rn� d andQ 2 Rn� d are the image and text embeddings in the shared latent

space.

A contrastive loss, in this case the InfoNCE loss, is used to train the model where the

objective is to minimise the cosine distance between the normalised image and text em-

beddings for dissimilar pairs whilst maximising the cosine distance for similar pairs [40].

This is formulated as follows:

L I = �
nX

i =1

log
exp (P T

i Q i =� )
P n

j =1 exp (P T
i Q j =� )

; (3)

L T = �
nX

i =1

log
exp (QT

i P i =� )
P n

j =1 exp (QT
i P j =� )

; (4)

L =
L I + L T

2
; (5)

wherei andj are indexes within the batch,� is a learnable temperature parameter,L I the

image alignment loss,L T the text alignment loss andL the overall symmetric loss. The



25

optimisation of this loss enables the dual-encoder model to learn meaningful representa-

tions of both the images and the textual descriptions.

Algorithm 1 outlines the core training process for CLIP [40].

Algorithm 1 CLIP Training Algorithm [40]
Input:

- DatasetD = f (I i ; Ti )gN
i =1 : Set of image-text pairs, whereI i is an image andTi is its

corresponding text description.

- Composite of linear projection head and encoder functions:f image(�) : I ! Rd

f text(�) : T ! Rd

- Temperature parameter:�

- Batch size:n

- Number of epochs:E

- Optimizer: opt

Output:

- Trainedf image(�) andf text(�)

Procedure:

for epoch= 1 to E do

for b= 1 to dN=ne do

Sample a mini-batch of image-text pairs:B = f (I j ; Tj )gj 2f 1;��� ;ng

Compute image and text embeddings:P = f image(B I )

Q = f text(B T )

Compute contrastive loss:

L b = �
1
2

"
P

i 2 B log
exp (P T

i Q i =� )
P

j 2 B exp (P T
i Q j =� )

+
P

i 2 B log
exp (QT

i P i =� )
P

j 2 B exp (QT
i P j =� )

#

Backpropagate the loss:rL b

Update the network:f image  opt(f image; �rL b)

f text  opt(f text; �rL b)

end for

end for

Return: f image(�), f text(�)
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3.1.2 Adapting CLIP for Video Action Recognition

Given the scarcity of large-scale pretrained video-based visual language models [67,68],

a prevalent approach in the video domain is to exploit the rich visual-language knowledge

possessed by state of the art image-based visual language models such as CLIP for video-

related downstream tasks [49,50,67–70]. This, nonetheless, necessitates modi�cations to

the CLIP image encoder to take into account the temporal cues present in videos; thereby

producing a more coherent video representation in the latent space that can be aligned with

corresponding text representations. An intuitive approach is to include temporal networks

which inadvertently increases the parameter count and computational costs [67, 68]. An

alternative approach is to exploit the scalability property of the self-attention mechanism

in Vision Transformer (ViT) [71] to allow for cross-frame communication thus enabling

the integration of temporal information [67,68].

A much simpler approach, which will be utilised herein, is to treat the individual video

frames as images and utilise a post-encoding temporal modelling strategy upon the em-

beddings of the video frames [68, 70]. This involves applying temporal pooling on the

encoded features of all the video frames as illustrated in Figure 11 [68] to get a single

representation for the whole video clip.

Figure 11. Illustration of video encoding using an image encoder with post-encoding temporal
pooling [68].
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3.2 Proposed Framework

The comprehensive framework of the proposed approach is illustrated in Figure 1. It can

be divided into four major phases: video description generation, visual representation,

text representation and �nally visual-text alignment.

3.2.1 Video Description Generation

The video descriptions in the proposed framework play a pivotal role. This is more so in

the self-supervised case in which case there is limited context information to ensure the

generation of relevant descriptions. In the case of supervised learning, label information

can be used to contextualise the text generation process. Several implementations of

CLIP for video recognition actually directly adopt label names as the text descriptions

to be input to the text encoder [68, 69]. Label names are usually coupled with prompt

pre�xes and suf�xes such as"Human action of [label name]", "A video of [label name],

an action", etc [68, 69]. Whilst this kind of text descriptions improve the classi�cation

performance in the supervised case, they are still limited in terms of density and vividness.

Expanding the text space by generating new descriptions can enhance alignment between

texts and videos resulting in better results [67]. After all, it is intuitive that learning with

more vivid descriptions can help the model discover discriminative information between

instances and/or classes. Also of signi�cance is the subtlety of MGs, which makes their

recognition a challenging task. To deal with this, the designed prompts for the MLLMs

elicit information pertaining to body part positions as implemented by Xiang et al. [69],

rather than simply general descriptions of visual information. The speci�c body parts of

interest are in�uenced by the major MGs categories identi�ed by Xin et al [2].

Two methods are proposed for the task of video description generation: a video clip-based

method that solely utilises a video captioning model; and a video frame-based method that

utilises a combination of an image captioning model and a LLM.

Video Clip-based Text Generation

For this method, a single-model video captioning strategy is employed to directly create

detailed descriptions of the video clips. Speci�cally, an off-the-shelf pre-trained multi-

modal model with video captioning ability is used to generate text descriptions. Video-

LLaVA [44], a state-of-the-art video captioning model, is presented as an example of a

video captioning multimodal model in this subsection to illustrate the utilised text gener-
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ation pipeline. It should however be noted that the proposed framework can be adapted to

work with other video captioning models.

Video-LLaVA consists of a vision encoder (LanguageBind) and an LLM (Vicuna) as a

decoder [44]. For text description generation, shown in Figure 12 [44], LanguageBind

encoders are used to obtain a uni�ed visual representation of images and/or videos that

is compatible with textual features. This allows for seamless integration with the down-

stream LLM [44]. Afterward, shared projection layers process this uni�ed representa-

tion [44]. The output is then combined with tokenized textual prompts before being fed

to the LLM to generate video descriptions [44]. The textual prompts in this proposed

framework are set up as follows:

Supervised Case: "Describe the positions of the body parts involved in the micro-

gesture [label] in the video."

Self-supervised Case: "Provide brief descriptions of the positions of the following body

parts: head, arms, �ngers, and torso in the given video."

Figure 12. Illustration of video clip-based text generation (supervised) using Video-LLaVA [44].
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Thus, given a video clipV, the video captioning model produces a text descriptionT.

T = Vclip (V): (6)

The generated text description is subsequently paired with its corresponding video to form

a video-text pair(V; T).

Video Frame-based Text Generation

The second method, adapted from Wu et al. [67], utilises two groundbreaking models in

their respective domains to generate descriptions of the video clips: an image caption-

ing model that generates frame-level text descriptions and an LLM that summarises the

generated frame-level descriptions into a single comprehensive description for the whole

video clip. This approach has been adopted to take advantage of the better zero-shot

performance of image captioning models as compared to video-captioning models [67].

Besides, image captioning has advanced signi�cantly, that is, it has numerous architec-

tures that have been trained on far larger datasets [67].

In the proposed setup, CogVLM [72] is utilised as the image captioner. CogVLM consists

of a ViT encoder, an MLP adapter, a pre-trained LLM (Vicuna1.5-7B), and a trainable vi-

sual expert module that enables deep visual-language feature alignment [72]. This visual

expert module represents a diversion from the popular shallow alignment strategy used by

existing models. It transforms the image features to better correspond with the informa-

tion processed by the individual attention heads in the LLMs, enabling deep fusion [72].

CogVLM capabilities are validated by its performance on a variety of image caption-

ing benchmarks, where it surpasses or matches the performance of existing models [72].

The combination of CogVLM and Llama-3 [73], a LLM, are presented in Figure 13 to

illustrate the text generation process for the video frame-based method.

The �rst step involves sampling video frames from a video clip uniformly, after which,

each frame is input to CogVLM for frame-level description generation in step 2. For this,

the following prompts are used for the two possible scenarios:

Supervised Case: "Describe the positions of the body parts involved in the micro-

gesture [label] in the image."

Self-supervised Case: "Provide brief descriptions of the positions of the following body

parts: head, arms, �ngers, and torso in the given image."
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The third step involves feeding the frame-level descriptions into a LLM for summarisa-

tion. Whilst the discussion here is centered on Llama-3 [73] as the LLM of choice, it can

be substituted by other LLMs, as the results in Section 4.4 demonstrates. To contextualise

the LLM, the LLM prompts are designed to orient the model to the task at hand using sys-

tem prompts before engaging with the actual user query or prompt. The system prompt

not only provides context to the model but also sets parameters and guidelines that ensure

the generated responses re�ect the desired results. Both templates for the system prompt

and user prompts are exhibited in Figure 13.

Figure 13. Illustration of video frame-based text generation (self-supervised) using a combination
of an image captioning model (CogVLM) and a LLMs (Llama-3).

Formally, given a video clipV, whereV = f f 1; f 2; � � � ; f i ; � � � f M g denotes a sequence
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of frames, its text descriptionT via the video frame-based text generation method is

produced by the following three-step process:

• Frame Extraction

sampleF rames(V; k) = f f i 1 ; f i 2 ; � � � ; f i k g; (7)

wherei 1; i2; � � � i k are uniformly sampled indices from the set1; 2; � � � M andk �

M is the number of sampled frames.

• Frame-level Description Generation

Cj = CogV LM(f i j ) for j = 1 to k; (8)

whereCj is the description of framej .

• Video Description Generation

T = LLM (C1; C2; � � � Ck): (9)

As was the case with the video clip-based text generation method, the generated text

descriptionT is then paired with its corresponding videoV to form a video-text pair

(V; T).

3.2.2 Visual Representation

To effectively learn representations that capture the underlying structure of the video

clip's, visual-encoder models can be utilised. Whilst various architectures have been used

as the visual encoder in CLIP-based models, the present work utilises the ViT variants.

This is because ViT-based vision-language models have demonstrated superior perfor-

mance [40]. Here a ViT model is applied to a videoV 2 RF � H � W � 3, whereF , H ,

and W represent the sample frame count, height, and width, respectively, to get ad-

dimensional representation,P 2 RF � d. TheF visual representations are then condensed

into a single representation through temporal pooling, in which case, an average pooling

strategy along the temporal dimension is utilised:

�P =
1
F

FX

i =0

Pi ; (10)
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where �P 2 R1� d is the visual representation ofV in the latent space.

3.2.3 Text Representation

Similar to the visual encoder, ad-dimensional representation of the textual descriptionT,

corresponding to videoV, is obtained by feedingT to a text encoder. CLIP's variant of the

transformer model is in this case used as the text encoder. This variant employs a decoder-

only transformer architecture similar to GPT-2 [40,74]. It leverages the activations of the

�nal transformer layer at the end-of-sequence token to capture the text representation [40].

This representation undergoes layer normalisation and a subsequent projection to thed-

dimensional latent space [40].

3.2.4 Visual-Text Alignment

Visual-text alignment is achieved by optimising the symmetric InfoNCE loss, that is, for

a batch of video-text pairs, the cosine distance between the normalised video and text

embeddings is minimised for dissimilar pairs and maximised for similar pairs. While the

loss function retains its functional form from Algorithm 1, the key difference lies in how

the visual representation,P , is obtained. In the proposed set-up, it is an aggregation of

information from multiple video frames, shown in Equation 10, as opposed to a single

image used in CLIP.

L b = �
1
2

"
X

i 2 B

log
exp ( �P T

i Q i =� )
P

j 2 B exp ( �P T
i Q j =� )

+
X

i 2 B

log
exp (QT

i
�P i =� )

P
j 2 B exp (QT

i
�P j =� )

#

: (11)

3.3 Training

For the proposed set-up, the training algorithm uses the core structure and principles of

CLIP's training in Algorithm 1, but adapts the way it obtains the visual representation

to handle the temporal nature of video data. It iterates through epochs, processes mini-

batches of data, computes visual embeddings as described in Section 3.2.2 and text em-

beddings, computes the contrastive loss based on visual and text embeddings as shown in

Equation 11, and updates the network parameters using an optimizer.
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3.4 Inference

Pertaining inference, the reference video and the possible lists of text labels are fed to the

trained visual and text encoder to generate embeddings in the latent space. The visual

embedding is compared with the embeddings of all the text labels, in which case, the text

label with the highest similarity score to the visual embedding is retrieved. This process

is outlined in Algorithm 2.

Algorithm 2 CLIP Testing Algorithm
Input:

- Input videoV

- List of possible labels:f Tj gL
j =1

- Trained encoder functions:f image(�) : I ! Rd

f text(�) : T ! Rd

- Temperature parameter:�

Output:

- Integer class label

Procedure:

Compute image embedding:p = f image(V)

Compute text embedding:qj = f text(Tj ) 8j 2 f 1; � � � ; Lg

Compute similarity scores:sj = pT qj =� 8j 2 f 1; � � � ; Lg

Find the index of the maximum similarity score:j � = argmaxj sj

Return: j �
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4 EXPERIMENTS

4.1 Data

An empirical evaluation of the proposed framework's effectiveness is conducted using the

iMiGUE dataset. This dataset features recordings of Grand Slam tennis post-match press

conferences and is particularly curated for the task of MGR [2]. Speci�cally, experiments

are conducted on the video clip level component of the dataset, which consists of 18,499

MGs instances that fall into one of 32 classes [2]. Figure 14 [2] depicts the distribution

of 31 MGs within the iMiGUE dataset, with the 32nd class, illustrative gestures—being

more explicit and purposeful than the rest—comprising approximately 31% of the dataset.

Figure 14. Distribution of MGs in the iMiGUE dataset. MGs can be categorized into �ve primary
groups based on the location and function of the motions: “Head,” “Body,” “Hand,” “Body-Hand,”
and “Head-Hand” [2].
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It is evident that there is signi�cant class imbalance in the dataset. However, as pointed

out by Xin et al., this is expected in spontaneous emotion datasets as the frequency of

different behavioural patterns in humans naturally varies [2]. This imbalance contributes

to the dif�culty of MGR. The video clips vary in length (0.18 - 80.92 seconds), averaging

2.55 seconds for the whole dataset [2]. The videos have a resolution of 1280×720 and a

frame rate of 25 fps [2].

4.2 Evaluation Criteria

To assess the performance of the proposed method, top-n accuracy is employed as the

primary evaluation metric. This metric is particularly well-suited for multi-class classi-

�cation tasks. LettingC be the number of classes,ŷi 2 RC be the vector of predicted

scores for thei -th sample,yi 2 f 1; 2; � � � ; Cg be the true label for thei -th sample and

top-n(ŷi ) � f 1; 2; � � � ; Cg be the set of class indices corresponding to then largest values

in ŷi , the top-n accuracy,Acctop-n , is de�ned as:

Acctop-n =
1
N

NX

i =1

1f yi 2 top-n(ŷi )g; (12)

where:

1f yi 2 top-n(ŷi )g =

8
<

:
1 if yi 2 top-n(ŷi );

0 if yi =2 top-n(ŷi ):

Speci�cally, two versions of top-n accuracy will be utilised given the fact that they are

canonically used in the AR domain for model performance comparisons:

• Top-1 accuracy: This metric evaluates the percentage of data instances where the

model's most likely predicted class matches the true label.

• Top-5 accuracy: This metric considers a broader range of predictions. It measures

the proportion of data points where the true label is present within the top 5 most

probable class predictions generated by the model.
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4.3 Description of Experiments

4.3.1 Video Description Generation

In the case of video clip-based text generation, Video-LLaVA [44] is the sole video-

captioning model experimented with. The model is applied directly to the iMiGUE dataset

for inference without any �netuning. The only modi�cation made to the original infer-

ence set-up was to increase the number of frames sampled from each video, from 8 to

32 frames. On the other hand, regarding video frame-based text generation, CogVLM

is used as the sole image-captioning model. However, the experimentation explores the

effectiveness of various LLMs, particularly GPT-3.5 Turbo [75] and Llama-3-8B [73],

coupled with CogVLM [72] to explore their impact on the quality of generated text de-

scriptions. As was the case with Video-LLaVA, the models were used off-the-shelf with-

out adaptation to the iMiGUE dataset. The temperature and nucleus sampling parameters

were set to their default values, 1 in the case of GPT-3.5 Turbo, and 0.6 and 0.9 respec-

tively in the case of Llama-3-8B. Whilst Llama-3-8B was integrated to the project locally,

GPT-3.5 Turbo was incorporated to the text generation pipeline via OpenAI's Application

Programming Interfaces. Notably, 8 uniformly sampled frames per video clip were de-

termined to be adequate for quality text generation in the case of video frame-based text

generation. As a basis for evaluation, the trained models were also assessed using label

information only. For this experimental con�guration, handcrafted text prompts with the

template'Human action of [label]' were employed.

4.3.2 Data Preprocessing Pipeline

After dividing the data uniformly into training and validation sets using a 75% to 25%

split ratio, the open-source toolbox MMaction2 [76] was employed to preprocess the

videos. MMaction2, a module of the OpenMM Lab framework, excels in action recog-

nition tasks [76]. It offers a comprehensive toolkit, encompassing cutting-edge action

recognition models as well as ef�cient data loaders and utilities for data management [76].

This includes essential pre-processing and augmentation techniques to enhance model

performance [76].

The following steps were performed within the data preprocessing pipeline:

• DecordInit: Initialises video decoding using the Decord module.
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• SampleFrames: Samples 32/16 video frames from the video.

• DecordDecode: Decodes the video frames by converting the video data into indi-

vidual image frames for further processing.

• Resize: Resizes the frames. The aspect ratio is preserved with the shorter edge

resized to 256 pixels. This ensures all frames have a consistent size for subsequent

processing.

• MultiScaleCrop (training only): Crops the frames at randomly selected scales (1,

0.875, 0.75, 0.66) while maintaining the aspect ratio. This helps the model avoid

over�tting to speci�c spatial information.

• CenterCrop (validation only): Crops the frames with a focus on the centre region

and a size of 224. This ensures compatibility with the visual encoder's input size

while guaranteeing that the central region is always included in the cropped image.

• Resize (training only): Resizes the cropped frames to a �nal input size of (224,

224). This ensures compatibility with the visual encoder's input size.

• Flip (training only): Randomly �ips the frames horizontally with a probability of

0.5. This helps the model be invariant to speci�c orientation of the actions in the

dataset.

• ColorJitter (training only): Applies random color jittering for data augmentation

with a probability of 0.8. This randomly changes brightness, contrast, saturation

and hue to create a more diverse training data.

• GrayScale (training only): Randomly converts frames to grayscale for data augmen-

tation with a probability of 0.2. This helps the model learn features independent of

color.

• Normalize: Normalizes the pixel values based on mean and standard deviation val-

ues of different channels.

4.3.3 Model Training Implementation

The model training procedures draw inspiration from the implementation details provided

by Rasheed et al [68]. Model training is executed on a single A100 GPU. The speci�c

hyperparameter settings used during training are presented in Table 1. It's worth noting

that both the visual and text encoders are initialised with pre-trained weights from publicly
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available CLIP checkpoints. Additionally, the maximum number of tokens is set to 77, as

is the case with CLIP.

Table 1. Hyperparameters for training model.

Hyperparameters Setting

Visual encoder ViT-L/14

Text encoder CLIP Text Encoder

Effective batch size 1024

Epochs 50

Learning rate 2.2e-05

Weight decay 0.001

Learning rate decay Cosine

Adam� 1e-8

Adam� (0.9, 0.98)

4.3.4 Model Inference Implementation

The model inference procedures are also adapted from the implementation provided by

Rasheed et al [68]. The inference process leverages a multi-view approach to improve

the robustness and accuracy of action recognition. This technique involves extracting

information from the video from multiple perspectives. First of all, the original video is

divided into 4 clips. Within each clip, three different crops are generated: left, centre,

and right. By combining clip sampling and multi-crop augmentation, a total of 12 views

are generated from the original video. This essentially creates multiple "sub-views" of

the action within the video. For each view, the model predicts an action by calculating a

softmax score. The �nal prediction is obtained by averaging the softmax scores across all

12 views.
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4.4 Results

The results section is divided into two parts. The �rst part is an ablation study, where the

impact of various components within the proposed method on overall MGR performance

is evaluated. Subsequently, a comparison between the proposed method and existing

MGR solutions is presented.

4.4.1 Ablation Study

In�uences of text descriptions

First of all, the impact of utilising more descriptive texts is compared to the standard

approach of utilising hand-crafted prompts using labels only in the case of supervised

learning. The results, summarised in Table 2, indicate a noticeable difference in model

performance between these two methods.

Table 2. Evaluating the impact of text descriptions.

Learning Paradigm Text Encoder Input Top-1 Acc. (%) Top-5 Acc. (%)

Supervised
Labels only 58.98 89.47

Text descriptions 62.87 89.47

When the model was trained using only label information, it achieved a Top-1 accuracy

of 58.98% and a Top-5 accuracy of 89.47%. In contrast, utilising more descriptive texts

improved the Top-1 accuracy signi�cantly to 62.87%, while the Top-5 accuracy remained

unchanged at 89.47%.

In�uences of text generation methods

Second, the impact of different text generation methods (and models) on the performance

of the proposed framework, both in supervised and self-supervised learning paradigms,

are examined. The results are detailed in Table 3 with several examples shown in Figure

15.
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