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This thesis explores the application of the MuZero algorithm in auto battler game. The
characteristics of auto battler games are complex game mechanics, multiple players, and
high randomness. The main purpose of this study is to design and implement an efficient
game simulator for automatic combat games, develop an intelligent agent using the

MuZero algorithm, and evaluate its performance.

Designed and implemented an efficient game simulator to provide a training environment
for reinforcement learning algorithms. The developed simulator greatly reduces the time
required for a single game. Using this simulator, a self-game artificial intelligence based on

the MuZero algorithm begins to learn game strategies.

The main contribution of this thesis is the design and implementation of an efficient Auto
Battler game simulator and the development of self-learning artificial intelligence using the
MuZero algorithm. The experimental results demonstrate the effectiveness of the proposed
method, providing insights for artificial intelligence development in complex gaming

environments.
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SYMBOLS AND ABBREVIATIONS

Abbreviations

Al Artificial Intelligence
DQN Deep Q-Networks
MCTS Monte Carlo Tree Search

MuZero Model-based Reinforcement Learning Algorithm by DeepMind
PPO Proximal Policy Optimization
RL Reinforcement Learning

TFT Teamfight Tactics
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1 Introduction

Reinforcement learning (RL) has been successful in the field of Go, beating almost all
human players (Silver et al., 2016). Go is a highly complex game that requires players to
compute and use various strategies to win, but auto battler games bring additional
complexities. These games typically involve multiple players (more than two), exhibit
significant randomness (e.g., movement of pieces, refreshing of cards in the library), and
feature a high degree of uncertainty and information opacity. The complexities of auto
battler games differ significantly from those of Go, making the application of RL to these

games a challenging task.

Despite advances in RL, particularly in games like Go and chess, there is a notable
research gap in applying these techniques to auto battler games such as Teamfight Tactics'
(TFT). Currently, there is a scarcity of research and related thesis on the application of RL
in TFT-like games. The high variability and dynamic environment of auto battler games
require sophisticated algorithms capable of handling large state and action spaces,
incomplete information, and real-time decision-making. Existing RL algorithms, including
MuZero, have not been extensively tested or optimized for such environments

(Schrittwieser et al., 2020).

The rising popularity of auto battler games, due to their strategic depth and complexity,
offers a domain for studying advanced Al techniques. Developing Al that can master these
games not only pushes the boundaries of game Al but also provides insights applicable to

other complex, dynamic, and uncertain environments.

The goal of this thesis is to design and implement a game simulator that accurately
replicates the key mechanisms of the game and provides a robust training environment for
RL algorithms. Then train an intelligent agent based on the MuZero algorithm to play this
simulated game, enabling it to learn game strategies and exhibit a certain level of

intelligence.

! https://en.wikipedia.org/wiki/Teamfight Tactics
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The main contributions of this study are:

Designed and implemented an efficient auto battler game simulator, significantly reducing
the time required for a game from 30-40 minutes to less than one second, facilitating rapid

Al training and evaluation.

By combining the MuZero algorithm with the simulator, trained an intelligent agent
capable of playing the game. Then experiments to evaluate the intelligence of the

proposed agent, providing insights for Al development in other complex games.
Thesis Organization

Part 2: Reviews related work and introduces the research progress in automated gaming

and the MuZero algorithm.
Part 3: Outlines the rules and characteristics of TFT-like games.
Part 4: Details the design and implementation of the auto battler game simulator.

Part 5: Describes the training method for the MuZero-based intelligent agent and evaluates

the proposed method's performance.
Part 6: Summarizes the findings and discusses potential directions for future research.

This thesis aims to advance the field of artificial intelligence in gaming and contribute to

the wider application of reinforcement learning research.



2 Related Work

2.1 Automated Game Playing and Game Al

Automated game-playing has been a long-standing research area in artificial intelligence
(Al), aiming to develop intelligent agents that can learn and master various games
autonomously. Traditional game AI approaches often rely on hand-crafted features and
domain-specific knowledge, which can be difficult to scale to complex games with large

state and action spaces.

In recent years, the field of automated game-playing has witnessed significant progress,
largely driven by advances in deep reinforcement learning (RL) (Sutton & Barto, 2018; Li,
2017). Deep RL algorithms such as Deep Q-Networks (DQN) (Mnih et al., 2015) and
Proximal Policy Optimization (PPO) (Schulman et al., 2017) have demonstrated
impressive performance in a wide range of games, from classic Atari games (Mnih et al.,
2013) to complex strategy games like StarCraft II (Vinyals et al., 2019) and Dota 2 (Berner
etal., 2019).

A notable milestone in automated game playing is the development of AlphaGo, a deep
RL-based system that defeated the world champion in the game of Go. AlphaGo combines
deep neural networks, Monte Carlo tree search (MCTS), and self-play reinforcement
learning to achieve superhuman performance (Silver et al., 2016). The success of AlphaGo

has sparked significant interest in applying similar techniques to other challenging games.

Building upon the ideas of AlphaGo, researchers have developed more general game-
playing algorithms, such as AlphaZero and MuZero. These algorithms aim to learn game
strategies from scratch through self-play, without relying on any game-specific knowledge
(Silver et al., 2018; Schrittwieser et al., 2020). They have achieved remarkable success in
various board games, including chess, shogi, and Go, as well as Atari games (Schrittwieser

et al., 2020).



2.2 MuZero Algorithm

MuZero is a state-of-the-art reinforcement learning algorithm for general game-playing,
developed by DeepMind (Schrittwieser et al., 2020). It extends the ideas of AlphaZero by
introducing a learned model of the game environment, which enables the agent to plan and
reason about future states without requiring access to the game rules or a forward model

(Silver et al., 2018).
The key components of MuZero are:

Representation network: This neural network learns a compact representation of the game

state, which captures the essential information required for decision-making.

Dynamics network: This network predicts the next state and the reward given an action
and the current state representation. It enables the agent to simulate and plan future

trajectories.

Prediction network: This network outputs the policy (action probabilities) and the value

(expected return) for a given state representation.

MuZero trains these networks through a combination of self-play and Monte Carlo tree
search (MCTS). The agent generates a large number of game trajectories through self-play,
using MCTS to guide its actions. The collected trajectories are then used to train the
representation, dynamics, and prediction networks using supervised learning and

reinforcement learning objectives.

One of the key advantages of MuZero is its ability to learn a model of the game
environment from raw observations, without requiring any prior knowledge of the game
rules. This makes it a highly general and flexible algorithm, applicable to a wide range of
games and decision-making problems (Schrittwieser et al., 2020). MuZero has
demonstrated impressive performance in various domains, including Atari games, board
games, and even real-time strategy games like StarCraft I (Vinyals et al., 2019). Its ability
to learn and plan based on a learned model has opened up new possibilities for tackling

complex games with large state and action spaces.



In the context of automated game playing, MuZero represents a significant advance in
developing general-purpose game Al Its success has inspired further research on model-
based reinforcement learning and its applications to other challenging domains

(Schrittwieser et al., 2020).



3 Overview of Auto Battler game

Auto Battler Game is derived from the gameplay of Dota Auto Chess?. TFT?(Teamfight
Tactics) is an auto battler game developed by Riot Games, and our game is designed and
developed based on that gameplay. In TFT, 8 players play against each other, and the goal
of each player is to be the last survivor, or winner, by selecting and upgrading champions,
placing them on the board, and forming a powerful lineup to fight against other players'

teams.

3.1 Game Rules and Play

Auto battler game is a round-based strategy game where players compete to be the last one
standing. The game involves multiple players, typically eight, who draft and deploy units
(champions) on a grid-based battlefield. Each player starts with a set amount of health
points (HP) and loses HP when their team loses a battle.

Planning Phase

Players are given a certain amount of gold each round to spend on champions from a
randomized shop. Players can purchase, sell, and position their champions on the
battlefield grid. The planning phase also includes upgrading champions by combining three

of the same units to form a more powerful version.
Combat Phase

Once the planning phase ends, players’ teams automatically battle against a randomly
selected opponent’s team or neutral monsters. Battles are fully automated, with champions
using their abilities and attacking on their own. The outcome of the battle is determined by
which team defeats the other first. The losing player loses HP based on the remaining units

of the winning team.

2 https://en.wikipedia.org/wiki/Dota_Auto_Chess

3 https://teamfighttactics.leagueoflegends.com/en-us/
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Economy and Strategy

Gold Management: Gold is earned each round and can be used to purchase champions,
level up to increase the number of deployable units, and refresh the shop for new champion

options. Efficient gold management is crucial for long-term success.

Experience (XP): Players can spend gold to gain XP, which helps them level up. Higher
levels allow players to field more units and increase the chances of encountering higher-

tier champions in the shop.
Victory Conditions

The primary objective is to be the last player remaining with health points. Players are

eliminated once their HP reaches zero.

3.2 Game Complexity and Challenges

3.2.1 Complexity and Challenges

The high complexity and strategic depth of TFT-type games pose challenges to Al

algorithms.

Huge state space: There are dozens of different champions in the game, each with multiple
star levels and equipment choices, plus the positional arrangement of the board, the state

space is extremely large and difficult to exhaust.

Dynamic game environment: The shared pool of champions changes dynamically, and
players' choices affect the champions available to other players. The dynamic nature of the

game environment increases the uncertainty of decision-making.

Imperfect information: Players can only observe their board state and their opponent's
lineup, but not their opponent's stores and economy, and need to make decisions based on

limited information.

Real-time decision-making pressure: Although the battles are automatic, the preparation
and deployment phases are time-limited, and players need to make quick decisions within a

limited time, which requires a high level of operation and reaction speed.



Long-term strategy planning: The game needs to balance short-term profit and long-term
development, such as economic management, champion upgrading, and lineup matching,

which requires long-term strategy planning.

Adaptability: The champion pool and the opponent's strategy are different in each game, so
you need to dynamically adjust your strategy according to the situation, and you can't stick

to the same way of playing.

3.2.2 Solutions

Aiming at the huge state space in the auto battler game, the implementation in this thesis
compresses the state space as much as possible, including only the basic information of the

players and the basic information of the board for training purposes.

def get_state(self): # in player.py
[
.gold,
.health,
.level,

.experience,

.is_alive

.board.get_state() # Contains only basic information about the player and the state of the board

For the simulation environment of game dynamics, my solution is to design two functions

update action_space and create action_mapping.

The legal actions function is responsible for generating a list of all legal actions that the
player can currently perform, while the create action_mapping function is responsible for
creating a mapping between actions and action indexes. reverse action _mapping provides
a reverse mapping from actions to indexes, making it easy to quickly find and execute

action.
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def legal_actions(self, player_id):
player_id = @
player = next((p self.players p.player_id == player_id), None)
not player:
[]
actions = []
champion_name player.shop.inventory:

("buy", champion_name) in self.reverse_action_mapping and player.gold >=
self.get_card_cost(champion_name):

actions.append(self.reverse_action_mapping[("buy", champion_name)])
champion player.bench:

("sell", champion) in self.reverse_action_mapping:

actions.append(self.reverse_action_mapping[("sell", champion)])
champion player.bench:

position player.board.empty_positions():

("place", champion, position) in self.reverse_action_mapping:

actions.append(self.reverse_action_mapping[("place"”, champion, position)])

champion player.board.champions:
position player.board.empty_positions():

("move", champion, position) in self.reverse_action_mapping:

actions.append(self.reverse_action_mapping[("move", champion, position)])
("refresh",) in self.reverse_action_mapping and player.gold >= 2:
actions.append(self.reverse_action_mapping[("refresh",)])
("pass",) in self.reverse_action_mapping:
actions.append(self.reverse_action_mapping[("pass",)])

actions

The shared pool of champions is dynamic, and player choices affect the champions
available to other players. The dynamic nature of the game environment adds to the
uncertainty of decision-making. the legal actions function dynamically generates the legal
actions that a player can currently perform at each decision point. This means that each
time it is called, it generates actions based on the current state of the game (e.g., the
player's gold, champions in the store, etc.), rather than relying on a predefined fixed list of

actions.
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def create_action_mapping(self):
action_mapping = {}
reverse_action_mapping = {}
index = @
player self.players:
i, champion_name enumerate(player.shop.inventory):
player.gold >= self.get_card_cost(champion_name):
action_mapping[index] = ( ["buy"], champion_name)
reverse_action_mapping[ ("buy", champion_name)] = index
index += 1
i, champion enumerate(player.bench):
action_mapping[index] = ( ["sell"], champion)
reverse_action_mapping[("sell", champion)] = index
index += 1
i, champion enumerate(player.bench):
j, position enumerate(player.board.empty_positions()):
action_mapping[index] = ( ["place"], champion, position)
reverse_action_mapping[("place", champion, position)] = index
index += 1
i, champion enumerate(player.board.champions):
j, position enumerate(player.board.empty_positions()):
action_mapping[index] = ( ["move"], champion, position)
reverse_action_mapping[("move", champion, position)] = index
index += 1
action_mapping[index] = ( ["refresh"],)
reverse_action_mapping[ ("refresh",)] = index

index += 1

action_mapping[index] = ( ["pass"],)

reverse_action_mapping[("pass",)] = index
index += 1

action_mapping, reverse_action_mapping

The legal actions is called after each STEP to update the algorithm to manipulate the
player's legal action (dynamically adjusting the strategy based on the situation), while the
create_action_mapping function creates a numeric mapping that maps actions in string

form to numeric values to be passed to the algorithm for further processing.
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4 Game simulator design and implementation

In order to train and evaluate an automated combat game Al, an efficient game simulator is
needed here. The simulator should be able to reproduce the core gameplay and rules of the
game while providing an interface compatible with reinforcement learning algorithms.
This chapter describes the overall architecture of the automated battle game simulator as

well as the design and implementation of key components.

4.1 Simulator Architecture Overview

Gametanager

- int num_players
- HercPool poat

- List<Player> players
- bool game_aver

+start_game()
“run_round()
~handle_fights{)
+end_round()
+is_game_over()

manages
Player

- int gold

- int health

- int level

- int experience
- Board board
- List<Champion> bench
- Shop shop
- HeroPool pool
+add_experience(int amount)
1 +buy_champion_from_shop(String champion_name)
+place_champion_on_board{Champion champion, Tuple<int, int> position) ™
b owns
| L3 \
Shop \
- HeroPool hero_paol
owns - List<Strings inventory uses

+refresh_shop(int player_level) |
+buy_hero(String hero) R |

awns | s
v
Board |
~ »
- int rows HeroPool
- int cols
- Dict~int, ListString~> pool
- ListsList<Champion>> grid
provides il
i +initialize_poal()
~place_champion(Champion champion, Tuple<int, int> position)
& = S +draw_card(int cost)
+move_champion{Champion champion, Tuple<int, int= new_position) _ ) i
+return_card{String card_name, int cost, int count=1)
~perform_round?() | -
\, | +find_closest_enemyiChampion champion) | |
5 LI / »
~ contains / _~contains
& . / -
- u "y
~— Champion
- String name 3
-

- int level
- String team
- Dict<String, Any> stats
- Tuple<int, int> position

+attack(Champion target)
+receive_damage(int damage)

Mfs

Stats

champions_stats: Dict<String, Dict>String, Any<>

Figure 1 Simulator architecture diagram
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Figure 1 illustrates the overall architecture of the game simulator design

GameManager is responsible for managing the overall flow of the game, controlling the

game's state transitions and rounds.

Player represents the player in the game, and manages the player's attributes such as gold,

life value, level, etc. as well as the player's actions.

Champion represents the champion unit in the game, including the champion's attributes,

skills, equipment, and other information.

Board represents the player's board, which manages the champion's position and

movement on the board.
Shop represents the player's store, which manages the champions that the player can buy.

Pool represents the global champion pool, which manages all available champions in the

game.

Stats includes basic information and attributes of all champions, such as attack power,

attack distance, blood, level, etc.

These classes interact with each other through a number of dependencies and interfaces,

which together form a complete auto battler game simulator.

(py37) PS C:\Users\81173\Documents\GitHub\TFT-AI-agent> python tft_simulator.manager
Game starting...

Game over! Winner is 3

Final Ranking:

1. 3 (Alive) - Health: 7@

2. 2 (Dead) - Health: -2
3. 1 (Dead) - Health: -4
4. © (Dead) - Health: -6
Closing game

Figure 2 A simulated game run (More information can be found in Appendix 2)

As shown in figure 2 above, a simulation takes less than 1 second (in reality, a complete
round of the game takes about thirty minutes), which allows the algorithm to quickly run a

large number of simulated games to play against itself.
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4.2 Design and implementation of key components

4.2.1 GameManager

class GameManager:
def __init_ (self, seed=None, num_players=4):
self.num_players = num_players
self.pool=HeroPool ()
self.players = [Player(self.pool, i) i range(num_players)]
self.seed = seed
self.current_round = @
self.game_over = False
self.active_players = self.players[:]
player self.players:
player.gold = 5

player.refresh_shop_free()

self.action_mapping, self.reverse_action_mapping = self.create_action_mapping()

seed is not None:

random.seed(seed)

GameManager is the core component of the emulator, which interacts with other
components, coordinates the progress of the entire game, and is responsible for controlling

the flow and state of the game. Its main responsibilities include:
® Initialize the game, create player objects and a global champion pool.

® Manage the turning process of the game, including the preparation phase, deployment

phase, combat phase, and settlement phase.

® (Control player operations, such as purchasing champions, upgrading champions,

adjusting lineups, etc.
® (alculate the battle result, update the player's health and coins.

® Determine the end conditions of the game, such as only one player remaining or

reaching the maximum number of rounds.
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4.2.2 Player

class Player:
def __init_ (self, hero_pool, player_id):
self.gold = 5
self.health = 100
self.level =1
self.experience = 0

self.board = Board(4, 7)

self.bench = []

self.shop = Shop(hero_pool)
self.shop.refresh_shop(self.level)
self.pool = hero_pool
self.player_id = player_id

self.is_alive = True

The Player class represents players in the game and provides a series of methods to
implement player operations, such as purchasing champions, selling champions, placing

champions on the chessboard, upgrading champions, etc. Its main attributes include:
Player ID is used to uniquely identify the player.

gold: The number of golds currently owned by the player.

Health: The player's current health is eliminated when it returns to zero.

Level: The player's current level affects the probability of store refresh.

Experience value: The player's current experience value can be upgraded upon reaching a

certain threshold.
Board: The player's board object that manages the champion's position.
Bench: The player's bench can accommodate up to 9 champions.

Shop: The player's shop object, managing the available champions for purchase.
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4.2.3 Champion and Board

class Champion:
def __init_ (self, name, team, level=1):

self.name = name
self.level = level
self.team = team
self.stats = champions_stats[name]
self.cost = self.stats["cost"]
self.crit_rate = self.stats["crit_rate"]
self.armor = self.stats["armor"]
self.health = self.stats["health"][level - 1]
self.attack_damage = self.stats["attack_damage"][level - 1]

self.attack_speed = self.stats["attack_speed"]

self.position = (@, 0)

The Champion class represents champion units in the game, and its main attributes include:
Champion Name: The name of a champion.

Star rating: The current star rating of the champion, affects attribute values.

Cost: champion's cost

Team: The object to which the champion belongs, usually a player object.

Attribute: The attribute value of the champion, obtained from the Stats class based on the

name. Basic attributes such as health, attack power, and attack speed.
Position: The position of the champion on the chessboard, such as (0, 0)

The Champion class also provides methods such as attacking, and taking damage to

simulate the behavior of champions during battles.
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class Board:

def __init_ (self, rows, cols, player=None):

self.rows = rows
self.cols cols
self.grid = [[None _ range(cols)] _ range(rows)]

self.champions = []

The Board class represents the player's chessboard, which is closely related to the
Champion class and controls the champion's position and behavior on the chessboard. Its

main responsibilities include:
® Manage the squares on the chessboard, each of which can hold a champion.
® Provide methods to place, move, and delete champions.

® Simulate the movement and attack of champions on the chessboard during the battle.

4.2.4 Shop and Pool

class Shop:
def __init_ (self, hero_pool):
self.hero_pool = hero_pool
self.inventory [1]
self.drop_rates {
1: {1: 1.00}
2: {1: 1.00}
: {1: o.70,
: {1: o.50,
: {1: 0.35,
: {1: 0.25,
: {1: 0.20,

: {1: @.15,

: {1: e.10,
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The Shop class represents the player's store, interacts with the Pool class, retrieves
champions from the global champion pool, and calculates probabilities and randomly

selects them according to the game's rules. Its main responsibilities include:
® Store the currently available champions for purchase.

® Provide a method to refresh the store by randomly selecting champions from the

global champion pool based on player level and probability.

® Process player's purchase requests, remove purchased champions from the store, and

add them to the player's bench.

class HeroPool:

def __init_ (self):

self.pool = {cost: [] cost range(1l, 6)} # 71

self.initialize_pool()

The Pool class represents the global champion pool, which is a resource shared by all
players. By interacting with the Shop class, it provides players with purchasable champions

for their store. Its main responsibilities include:
® Store all available champions and their corresponding quantities.

® Provide a method to retrieve champions from the champion pool and return them to

the pool when they are sold back.

® Manage the rarity and cost of champions, affecting their probability of appearing in

the store.
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4.3 Interface integrated with MuZero

Integrating the MuZero algorithm with a game emulator requires the development of an
interface to enable interaction between MuZero and the game environment. Implemented
as a custom OpenAl Gym environment, the interface standardizes the way reinforcement
learning algorithms interact with different environments. The TFTGame class defined in
the tft_env.py script encapsulates the game environment and provides the algorithm with

the methods it needs to perform actions, receive observations, and earn rewards.

Initialization

def __init_ (self, config):

super(TFTGame, self)._ init_ ()

self.config = config

self.muzero_player_id = ©

self.env = GameManager(num_players=4)

self.current_player = self.muzero_player_id

self.action_space = spaces.Discrete(len(self.legal_actions()))

self.observation_space = spaces.Box(low=0, high=1, shape=self.observation_space_size(), dtype=np.float32)

In the constructor, we initialize the game environment with GameManage instances
configured for four players. Set muzero player id to 0, indicating that the first player is
controlled by MuZero. Action and observation spaces are defined as structures matching

possible actions and game observations respectively.

Reset environment

def reset(self):
observation = self.env.reset()

self.current_player = self.muzero_player_id

self.update_action_space()

np.array(observation, dtype=np.float32)

The reset method reinitializes the game environment to its initial state, updates the current
player to the MuZero player, and adjusts the action space based on available legal actions.

Initial observations of the environment are returned as a NumPy array.
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Step action

def step(self, action):
self.env.is_game_over():

self.env.get_observation(), @, True

observation, reward, done = self.env.step(self.current_player, action)

observation = np.array(observation, dtype=np.float32).reshape(self.observation_space_size())
done = self.env.is_game_over()
done:

reward = self.calculate_reward()

observation, reward, done

The Step method performs the given action in the game environment. It first checks if the
game is over. If not, execute the Step in the GameManager, retrieve the resulting
observations and rewards, and check again to see if the game is over. If the game ends after

Step, the final reward is calculated based on the player's ranking.

Calculate reward

def calculate_reward(self):
rankings = self.env.ranking()
muzero_rank = rankings.index(self.muzero_player_id)
muzero_rank == 0:

reward = 5

muzero_rank == 1: reward = 2.5

: reward

reward

The calculate reward method distributes rewards based on the MuZero player's final
ranking. First place yields the highest rewards, while lower rankings result in reduced or

negative rewards.
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5 Intelligent Agent Training for the game

The algorithm implementation of this paper is based on muzero-general, on which some
adjustments and improvements have been made. Some features from the original
implementation were removed, and some code was adjusted to enable the algorithm to

support games with more than two players.

Auto battler games like TFT feature a high degree of randomness and changing dynamics.

MuZero’s capability to learn and predict these dynamics without a predefined model.

The strategic nature of auto battler games requires an algorithm capable of long-term
planning and adaptation. MuZero’s integration of MCTS allows for effective planning and
decision-making, and the architecture is highly flexible, making it applicable to a wide

range of environments.

5.1 MuZero Architecture Overview

‘ Reanalyse Code Structure

GitHub:
A werner-duvaud/muzero-general

update game history sample game history

Replay Buffer | «_

a‘(‘\\ v 3,

°
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e® o,
&
83®
A W
Trainer - » | Shared Storage | - > Self Play B
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-
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“ing, Self Play
Y (Test worker)
TensorBoard

Figure 3 Muzero Code Structure

Figure 3 shows the code structure of the Muzero algorithm implementation. The MuZero

algorithm consists of three key components:


https://github.com/werner-duvaud/muzero-general

22

Representation Network: Learn compact representations of game states.

Dynamics Network: Predicts the next state and reward given an action and current state

representation.

Prediction Network: Outputs the policy (action probability) and value (expected return)

for a given state representation.

These networks are trained through self-play and Monte Carlo Tree Search (MCTS). The
agent generates a large number of game trajectories by playing against itself and uses these
trajectories to train representation, dynamics, and prediction networks. (More information

can be found in Appendix 1)

5.2 Training flow

Initialization
— .
< ; .
i Self-Play
— _
/' T
Replay Buffer
- i —
- g "=
i Training
_ _
\ Evaluation
~_ ____d

Figure 4 Training Flow for Muzero

Figure 4 shows the general flow of the Muzero algorithm. The training process can be

divided into the following steps:
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Initialization: Setting up the game environment using the developed simulator, configuring
the MuZero algorithm, and initializing the neural networks for representation, dynamics,

and prediction.

Self-Play: The agent plays games against itself to generate training data. During self-play,

the agent explores different strategies and learns from the outcomes of the games.

Replay buffer: The experiences from self-play are stored in a replay buffer. This buffer is
used to sample past experiences for training, allowing the agent to learn from a diverse set

of scenarios.

Training: The neural networks are trained using the data from the replay buffer. The
training objective combines supervised learning (predicting the game outcome) and

reinforcement learning (maximizing cumulative rewards).

Evaluation: Regular evaluations are conducted to assess the performance of the agent.
These evaluations help in tuning hyperparameters and adjusting the training process for

better results.

These steps are performed iteratively until the agent reaches the specified number of

training steps.
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5.3 Training results and analysis

Evaluation indicators

def evaluate_model(shared_storage, config):
metrics = {
"total_reward": [],
"mean_value": [],
"episode_length": [],
"muzero_reward": [],

"opponent_reward": [],

range(config.num_evaluation_games):

game_history = play_game(shared_storage, config, test_mode=True)

metrics["total_reward"].append(sum(game_history.reward_history))

metrics["mean_value"].append(numpy.mean(game_history.root_values))
metrics["episode_length"].append(len(game_history.action_history) - 1)

metrics["muzero_reward"].append(sum(reward i, reward enumerate(game_history.reward_history)
game_history.to_play history[i - 1] == config.muzero_player))

metrics["opponent_reward"].append(sum(reward i, reward enumerate(game_history.reward_history)
game_history.to_play_history[i - 1] != config.muzero_player))

{key: numpy.mean(values) key, values metrics.items()}

Evaluate the agent regularly to measure its performance. Evaluation involves playing the
game without exploration noise to assess the agent's learning strategy. Record the results

for analysis.
Experiment result

For this experiment, this thesis wanted an objective metric of gameplay improvement in

the TFT environment. This experiment uses final ranking as the sole reward.

Attached are some figures showing continued change throughout the experiment. The
agents have learned to level up to level and place champions on the board as much as

possible. The agents have not learned to "roll down" gold to shop for specific champions.
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1 Total_reward

1.Total_reward 2.Mean_value
tag: 1.Total_reward/1.Total_reward tag: 1.Total_reward/2.Mean_value

28 +

|
.

[0430PM |0435PM  |0440PM | lo430Pm_ [0435PM_ |04:40PM
May 22, 2024 May 22,2024

Figure 5 Total_reward

Figure 5 shows how the total rewards earned by the agent varied in each game during the
training process. Total Reward is an important metric for evaluating an agent's overall
performance in a game. The curve fluctuates significantly, it may indicate that the agent is
switching between certain strategies repeatedly, or that randomness in the game

environment is causing the performance to be unstable.

losses/policy g : losses/total

1,250 1,300 1,350 1,400 0 20 250 1,300 1,350

1,250 1300 1350

Figure 6 Information about losses
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Figure 6 shows how the agent's loss value changes during the training process. The loss
value is an important metric for assessing the accuracy of the agent's prediction and
decision making.The loss values show periodic fluctuations, which may be due to the agent
switching between different strategies, or the complexity of the game environment making
it more difficult to learn.

Action Preference in Training Episodes
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Figure 7 The heatmap reveals which actions are more favored during different stages of training

Figure 7 shows the agent's preference for various movements at different stages during
training. A significant change in the color intensity of an action at a particular stage in the
heatmap indicate that the agent is using a different strategy at different stages. By looking
at the heatmap, it is possible to see how well the agent explored and utilized the various

strategies and actions during the training process.
Here are the important hyperparameters used for training:
Batch Size: 128

Optimizer: Adam [ learning rate = 0.00003, biases = (0.95, 0.95), epsilon = 0.01 | Note:
the higher epsilon value was necessary to prevent performance from stalling in the early

phases of training
Games Played: 59

Training steps: 5k
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During the training process of the MuZero-based intelligent agent for auto battler games, it
became apparent that the loss values did not exhibit a clear downward trend. Instead, the
values seemed to follow a cyclical pattern. This phenomenon can be attributed to the
inherent complexities and strategic depth required in auto battler games, which include
economic management, board placement, and upgrading units. These elements collectively
form a robust strategy, but the zero-knowledge Al is initially only capable of perceiving

immediate rewards.

In the early stages of training, the Al might learn that leveling up is beneficial because it
allows more units to be placed on the board. However, this strategy can be countered by
opponents who focus on upgrading their units to higher star levels with a smaller team size.
In response, the AI might then shift to purchasing higher-cost units to maintain
competitiveness. Subsequently, opponents might counter this by optimizing the placement

of weaker units, leveraging superior positioning to gain an advantage.

The training loop compounds this complexity as all opponents within the simulation adopt
the latest policy derived from the Al's updates. This leads to a dynamic where, if every
agent adopts a "thesis" strategy, "scissors" becomes advantageous. As the policy updates,
everyone switches to "scissors," making "rock" the next optimal strategy, perpetuating a

cyclical pattern

The root of this cyclical behavior lies in the training environment, where the opponent state
predictions are based on historical training data rather than the current policies. As the Al
predicts opponent strategies using outdated policies, it encounters discrepancies when
opponents use the latest strategies. This misalignment means that reward signals are often
responses to random deviations rather than outcomes of well-planned actions based on

accurate state predictions.

Each policy update effectively transforms the game environment, but the state predictions
for planning are static, assuming no change in opponent strategies. This mismatch leads to
cycles where old strategies are forgotten and then relearned as the Al adjusts to the shifting

policies of its opponents.

To address this issue, several potential solutions could be explored. One approach could
involve incorporating a mechanism for predicting opponent strategy updates, thereby

aligning state predictions with the dynamic nature of the training environment.
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Alternatively, integrating elements of imitation learning or supervised learning might
provide a more stable foundation, reducing the reliance on cyclic policy adjustments and

fostering a more consistent learning trajectory.

The cyclical pattern observed in the loss values highlights a fundamental challenge in
training zero-knowledge Al for complex environments like auto battler games. By refining
the training methodologies and incorporating advanced prediction mechanisms, it may be

possible to achieve more stable and effective learning outcomes.
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6 Conclusions

This thesis explores the application of reinforcement learning algorithms in auto battler
games similar to Teamfight Tactics (TFT), with a focus on developing an efficient game
simulator and training an intelligent agent. Through the design and implementation of a
game simulator, followed by the development and evaluation of a MuZero-based

intelligent agent, this thesis makes several contributions and discoveries.
Development of an Efficient Game Simulator

An efficient TFT-like game simulator and several interfaces were designed and
implemented, replicating the key mechanisms of TFT-like games. This simulator
significantly reduced the time required for a game from 30-40 minutes to less than one
second, facilitating rapid Al training and evaluation. This work could be beneficial for

future researchers interested in Al development for auto battler games.
Application of the MuZero Algorithm

By integrating the modified MuZero algorithm with the developed game simulator, an
intelligent agent capable of playing the game was trained. This agent demonstrated a
limited level of intelligence and potential strategic depth, learning game strategies through
self-play without relying on any game-specific knowledge. This finding suggests the
potential of MuZero as a general reinforcement learning algorithm for complex dynamic

environments.
Experimental Findings

Several experiments were conducted to evaluate the performance of the intelligent agent.
The results demonstrated the effectiveness and limitations of the MuZero algorithm in
TFT-like games, providing insights for Al development in other complex and uncertain
environments. The experiments also revealed some challenges, such as the cyclical
patterns observed in the loss values, indicating a need for further improvements in training

methodologies.
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Challenges and Future Directions

Current zero-knowledge algorithms like Muzero can’t successfully learn auto battler games
in a reasonable training time. Imitation learning or some form of supervised learning is

necessary.

Here are the core challenges for zero-knowledge learning in the Auto Battler game

environment:
1) Very large state space (every round game state is unique)
2) Stochastic elements(random inventory, place position..)

3) Incomplete information (MCTS cannot predict opponent moves like in turn-based

games)
4) Weak learning signal

The weak learning signal is particularly detrimental for zero-knowledge RL algorithms
because the initial random strategies provide little guidance for improvement. As a result,
the policy improvement during self-play may stagnate when facing unpredictable opponent

policies.

Evaluation results suggest that self-play alone does not provide a sufficient learning signal

for effective policy improvement. To overcome this, several solutions can be considered:

Imitation Learning: Implementing imitation learning can provide a more structured
learning process. For instance, DeepMind's StarCraft II Al initially learned from a dataset
of recorded human games. This approach helped the AI develop human-like strategies

before self-play was used to refine its performance further.

Training Als: Introducing training Als as opponents or ground-truth policies during the
initial training phase can help stabilize the learning process. These Als do not need to be
highly advanced; they just need to be sufficiently clever to prevent the state spaces and

policies from being too random during the early stages of training.

Opponent Action Prediction: Incorporating opponent action prediction into the MCTS
and feeding this information into the dynamics network could help mitigate the issue of
viewing opponent actions as stochastic processes. This approach could theoretically

provide a stronger learning signal and enhance the policy improvement process.
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In conclusion, zero-knowledge learning algorithm like Muzero faces huge obstacles in
mastering auto battler games like TFT. Combining imitation learning, using training
artificial intelligence, or enhancing MCTS through opponent action prediction may
improve learning efficiency and effectiveness. These strategies can pave the way for more

powerful and competitive Al agents in complex, dynamic gaming environments.
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Appendices

Appendix 1. muzero-network
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Appendix 2. Simulator example output
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bought Malphite from shop to their bench.

bought Khazix from shop to their bench.

passed this round.

refreshed their shop.

refreshed their shop.

bought Yasuo from shop to their bench.

bought KogMaw from shop to their bench.

bought Chogath from shop to their bench.

sold Champion(name=Khazix, player_id=2, level=1) from their bench.

passed this round.

bought Sivir from shop to their bench.

sold Champion(name=KogMaw, player_ id=2, level=1) from their bench.

sold Champion(name=Yasuo, player id=1, level=1) from their bench.

bought Jax from shop to their bench.

bought Khazix from shop to their bench.

placed Champion(name=Jax, player_id=2, level=1) to (1, 6) in their board.
sold Champion(name=Chogath, player id=1, level=1) from their bench.

bought Khazix from shop to their bench.

moved Champion(name=Jax, player_id=2, level=1) to (2, 3) in their board.
refreshed their shop.

bought Darius from shop to their bench.

passed this round.

bought Darius from shop to their bench.

moved Champion(name=Jax, player_id=2, level=1) to (3, 1) in their board.
sold Champion(name=Darius, player_ id=3, level=1) from their bench.

placed Champion(name=Darius, player id=1, level=1) to (3, 4) in their board.
passed this round.

bought Sivir from shop to their bench.

moved Champion(name=Jax, player_ id=2, level=1) to (1, 2) in their board.
placed Champion(name=Sivir, player_id=3, level=1) to (2, 2) in their board.
placed Champion(name=Sivir, player id=1, level=1) to (2, 5) in their board.
passed this round.

refreshed their shop.

refreshed their shop.

placed Champion(name=Khazix, player id=2, level=1) to (3, 2) in their board.
bought Ahri from shop to their bench.

passed this round.

bought Chogath from shop to their bench.

bought Yorick from shop to their bench.

refreshed their shop.

sold Champion(name=Chogath, player_id=2, level=1) from their bench.
refreshed their shop.

passed this round.

passed this round.

sold Champion(name=Yorick, player id=3, level=1) from their bench.

moved Champion(name=Sivir, player_id=1, level=1) to (@, @) in their board.
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bought Ahri from shop to their bench.

moved Champion(name=Jax, player_id=2, level=1) to (©, 2) in their board.
refreshed their shop.

refreshed their shop.

bought Sivir from shop to their bench.

refreshed their shop.

bought Sivir from shop to their bench.

bought RekSai from shop to their bench.

refreshed their shop.

placed Champion(name=Malphite, player_id=1, level=1) to (8, 3) in their board.
refreshed their shop.

passed this round.

refreshed their shop.

refreshed their shop.

passed this round.

bought Aphelios from shop to their bench.

sold Champion(name=RekSai, player id=2, level=1) from their bench.
refreshed their shop.

bought Riven from shop to their bench.

sold Champion(name=Sivir, player id=2, level=1) from their bench.

bought Alune from shop to their bench.

sold Champion(name=Sivir, player_id=1, level=1) from their bench.

bought Chogath from shop to their bench.

placed Champion(name=Sivir, player_id=1, level=2) to (©, 5) in their board.
moved Champion(name=Khazix, player_ id=2, level=1) to (@, 1) in their board.
sold Champion(name=Alune, player_id=3, level=1) from their bench.

refreshed their shop.

passed this round.

moved Champion(name=Sivir, player id=3, level=1) to (1, ©) in their board.
placed Champion(name=Aphelios, player_id=1, level=1) to (1, 6) in their board.
refreshed their shop.

bought Teemo from shop to their bench.

moved Champion(name=Jax, player id=2, level=1) to (3, 2) in their board.
refreshed their shop.

placed Champion(name=Sivir, player_id=1, level=1) to (8, 2) in their board.
passed this round.

bought Tahm Kench from shop to their bench.

moved Champion(name=Sivir, player id=1, level=1) to (1, 4) in their board.
moved Champion(name=lJax, player_id=2, level=1) to (2, 5) in their board.
moved Champion(name=Malphite, player id=1, level=1) to (2, @) in their board.

Game over! Winner is 1
Final Ranking:

1. 1 (Alive) - Health: 78
2. 2 (Dead) - Health: -4
3. @ (Dead) - Health: -6
4. 3 (Dead) - Health: -1@
Closing game
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