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This thesis studies and evaluates the performance of traditional and advanced models for
short-term time series forecasting, with a focus on electricity consumption and production. It
compares autoregressive models (ARIMA), non-deep learning methods with autoregressive (AR)
and non-AR setups, and deep learning models including Long short-term memory, Recurrent
neural network, Autoformer, and Informer. For energy consumption, the results show that the
Informer model achieves superior performance, with an RMSE of 9.62, outperforming the
Autoformer with 4.09 and ARIMA with 6.37. The Informer model performs better in terms of
prediction accuracy and training time. However, for the prediction of solar energy production,
the Autoformer performed better than the other models, achieving an RMSE of 4.55, which
is 2.08 lower than the ARIMA model and 22.35 lower than the Informer model. The results
suggest that models have their trade-offs based on their architectures and tasks. The Informer’s
ProbSparse self-attention mechanism and self-attention distillation allow the model to achieve
better performance and make it more precise for the prediction of energy consumption. At the
same time, Autoformer is able to highlight long-term dependencies and periodical fluctuations,

making it more appropriate for the forecasting of energy production.
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1 INTRODUCTION

1.1 Background

Global electricity demand is rapidly increasing due to both population and economic growth [16],
which highlights the importance of numerous energy harvests for power generation. For the
sake of a sustainable environment, researchers, industries, and government policymakers have
focused on producing power from different energy sources [31, 65, 60]. As a result, the need
for more ef cient energy sources has been re ected in a massive amount of scienti ¢ research
based on the productivity, feasibility, and ecological impacts of the manufacture of power.
Numerous energy sources, including waste, biomass, coal, natural gas, oil, nuclear, hydro, wind,
geothermal, solar, and wave power, are opted for generating electricity [56, 71].

Despite these efforts, electricity production is still vastly dependent on fossil fuels including
natural gas, coal, and oil, which dramatically contribute to global warming and air pollution [55,
39], negatively in uencing human well-being and life quality [51, 94]. Therefore, natural sources
such as hydropower, wind power, ocean power, and solar electricity represent practical solutions
with minimal adverse effects [84]. Sometimes, these renewable energy sources not only provide
alternatives to fossil fuels but also economic, sustainability, and less environmental effects [38].
A study [13] indicates that European nations have led the way in these developments and that
sources of renewable energy are essential to new energy policies and future routes. Nevertheless,
fossil fuels are still essential in energy systems, as shown in Figure 1 [55].

Figure 1. Analysis of fossil fuel energy consumption of European Union [55].

Since the worldwide energy landscape is going through a revolutionary change, electricity
consumption concerns have risen in prominence as a study area, which is also crucial for the
security and well-being of societies [25]. Moreover, a study suggests that electricity is among
the primary inputs for industrial manufacturing, and the forecasting of power usage is a critical



component in the broad-scale planning for the industrial and energy sectors [40]. Fan et al.
[18] and Ramos et al. [72] have underlined the necessity for accurate forecasting models for
adapting production and consumption patterns, with the primary goal focusing on informing
policy-making decisions and updating production planning. These models can help identify
electricity regulation, nancial growth, and trends in loading consumption.

Energy consumption and production forecasting [25] has become a requirement to meet the
electricity demand and implement long-term development guidelines for energy capacity that
offer sustainable economic expansion and low environmental impact. Moreover, Hinova, Baeva,
and Popov [32] has indicated the importance of reliable short-term forecasting in electricity
industries, promoting nancial sustainability and preserving the environment. Gellert et al. [24]
emphasized the importance of context-based methods in predicting electricity generation and
usage, particularly in urban areas and companies, to minimize uncertainty and self-consumption.
In this regard, accurate estimation becomes essential.

Therefore, due to their dependence on spatial weather conditions, advanced forecasting models
become necessary mainly in renewable power sources such as Photovoltaic (PV) and wind [66].
Using past consumption habits from real-time data from smart meters, weather forecasts, and
continuous information might be helpful in accurately predicting electricity requirements and
supply [1]. By leveraging these forecasting models, electricity companies can improve their
operations, reduce expenses, and ensure uninterrupted availability of electricity [18]. They may
modify manufacturing schedules based on forecasted electricity demand while customers can
better manage their use [25]. In addition, advances in forecasting technology help ensure future
economic growth and the preservation of the environment by encouraging reliable electricity
generation and consumption.

In contrast, forecasting electricity demand and production errors can have considerable conse-
guences for industries, consumers, and the environment. Underestimating the electricity may
cause power de cits, economic disruptions, and ecological strain while overestimating can
result in wasted resources, nancial losses, and damaging the environment [15, 25]. Reliable
forecasting is paramount for ef cient and sustainable energy management, reducing these threats,
ensuring the energy supply's reliability, and making successful policies. Effective forecasting
provides resource distribution and seamless adaptation of renewable energy, thus mitigating
dependency on traditional fossil fuels and minimizing carbon emissions and global warming.
As a solution, various time series foresting methods have been studied and experimented to
address these dif culties. Traditional approaches, for example, Exponential Smoothing [23] and
AutoRegressive Integrated Moving Average (ARIMA) [10] are effective in certain situations,
however, may face challenges in accurately representing fast-changing conditions and may be
in uenced by weather uctuations. Several studies indicate that the basic prediction models may
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precisely estimate electricity usage when behaviours remain constants. However, for nonlinear
data, this is challenging; for example, the changes in weather conditions and inaccuracies in
weather forecasts make past methods insuf cient for predicting power generated by PV, espe-
cially with the growing use of renewable energy. Therefore, in recent times, more sophisticated
deep-learning models have been observed [89].

1.2 Objectives

This thesis focuses on overcoming the constraints of existing forecasting techniques and studies
State-of-the-Art (SOTA) Transformer Neural Network (NN) architecture for short-term fore-
casting. Transformer NNs, known for its self-attention mechanism and adaptability to dynamic
conditions, have shown potential across multiple elds, such as Computer vision and primarily
Natural Language Processing (NLP) [87] but has not been extensively compared with the legacy
methods in the context of energy forecasting.

The initial emphasis is on challenging scenarios involving changing users' habits and weather-
dependent renewable energy production, such as solar. However, not limited but this thesis also
focuses on identifying existing gaps in the literature concerning the accuracy prediction of SOTA
methods. Consequently, this study aims to address the following objectives:

* Investigate and develop machine learning methods for short-term forecasting.

» Review and study the potential of Transformer NN and SOTA models in energy forecasting
applications.

* Analyze the models' computing time and memory complexities, along with the inter-
pretability of their attention mechanisms.

* Quantitatively assess the performance of these models against established benchmarks.

To reach the aforementioned goals, our detailed study focuses on short-term energy (electricity)
consumption forecasting, which explores various facts related to Machine Learning (ML) model
performance, evaluation techniques, hyperparameters, and other pertinent factors. Our primary
aim is to adopt SOTA ML techniques to improve the performance and reliability of short-term
electricity forecasts. To achieve this goal, the following research questions were formulated:

1. How can ML models be optimized for short-term energy forecasting, considering fac-
tors such as hyperparameter tuning, model complexity, data pre-processing, and data
granularity?
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2. What is the impact of model architecture on the time and memory complexity of electricity
forecasting models?

3. To what extent can Transformer NNs improve the accuracy of energy forecasting compared
to other SOTA methods? How do the performance metrics of machine learning models for
electricity consumption forecasting compare against established benchmarks, and what
insights can be gained from these comparisons?

4. How interpretable are the attention mechanisms employed in Transformer NNs for energy
forecasting?

1.3 Structure of the Thesis

The structure of the remaining chapters of the thesis is outlined as follows: Chapter 2 presents
a comprehensive literature review on energy forecasting. Chapter 3 delves into the datasets,
covering their description, data preparation, visualization, and data splitting. Chapter 4 elaborates
on the methodology, including the use of transformer models, state space models, and feature
engineering. Chapter 5, and 6 present the experimental results, with a focus on identifying and
discussing the highest-performing model. Finally, Chapter 7 offers conclusive statements and
outlines potential work for future research.
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2 ENERGY TIME SERIES DATA AND PREDICTION

The review of related literature includes a series of systematic steps, including examining and
selecting papers focusing on short-term time series prediction and the current best practices,
such as studying transformer architecture, data-handling procedures, and available datasets. The
review methodology is detailed in Appendix 3. This section discusses detailed ndings of related
works related to general methods of time series prediction, transformer model in time series
forecasting, time series prediction in energy/electricity production and consumption, State-space
models for energy forecasting, and, nally, addresses some open source datasets.

2.1 Time-Series Prediction

Following the de nition from Konar and Bhattacharya [45], “time series data consists of data
points recorded or gathered sequentially over time, usually at regular intervals”. It is prevalent
across various elds such as nance [86, 36] (stock prices, exchange rates) economics [26]
(GDP, unemployment rates), meteorology (temperature, precipitation measurements), and many
others, including energy consumption. For example, Energy consumption prediction involves
forecasting future energy usage based on historical data and potentially other relevant variables.
The key characteristic of time series data is its temporal ordering, differentiating it from cross-
sectional data, where observations are independent of time. Therefore, predicting time series
data with machine learning involves using historical data to forecast future values. This process
typically involves several steps that can be applicable for diverse time series data predictions,
including electricity consumption time-series prediction:

» Data Pre-processing- Time series data often requires cleaning, normalization, and
transformation. This could include handling missing values, detrending, and seasonal
adjustment to make the series stationary, a common assumption in many predictive
models [2]. For energy consumption prediction, the following has been mentioned by past
studies example Xiao et al. [93] opted the data cleaning, handle missing values, normalize
or standardize features, and possibly detrend and seasonally adjust the series to make it
stationary.

» Feature Selection Identifying relevant features or constructing new features (feature
engineering) that can help predict future values. This may involve lagged values of the
time series, rolling window statistics, or external variables [93].

» Model Selection- Past research has studied traditional and deep-learning models, which
enrich diverse practices and ML work for time series forecasting. For example:
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— ARIMA: that uses the idea of autoregression and moving averages to predict future
points [10]. Seasonal Autoregressive Integrated Moving Average (SARIMA), a
continuation ARIMA incorporated seasonal elements [69].

— Prophet: Created by Facebook and designed for predicting patterns using daily
observations across various time frames [82].

— Deep-learning models like Recurrent Neural Networks (RNNs), especially Long
Short-Term Memory (LSTM) networks can capture temporal informations and
patterns over long periods [93].

— Convolutional Neural Networks (CNNs): Though primarily used in image process-
ing, they have been adapted for time series prediction by treating the data as a
one-dimensional image by Kim and Cho [42].

— Transformer models: Originally designed for NLP tasks and outperformed SOTA
deep-learning methods like LSTM and CNN due to its attention mechanism. How-
ever, the transformer model is being increasingly used for time series because of
their ability to receive long-range dependencies [95].

* Model training, validation, and evaluation - In general ML, data is split into training
and validation sets to train the model and tune hyperparameters [70]. Cross-validation
(CV) techniques [88], such as time series CV, are often used to ensure the model's
robustness over time and assess performance using statistical measures for time series
predictions [70].

2.2 Transformer Model in Time-Series Forecasting

In recent years, the transformer model has advanced in the eld of time series prediction,
offering a robust alternative to traditional models such as ARIMA. Researchers have looked into
using the transformer’'s model across various domains. A prominent example is the Temporal
Fusion Transformer (TFT) presented by Lim et al. [50] which effectively captures temporal and
static relationships within data, signi cantly enhancing forecasting accuracy in multi-horizon
predictions. Another innovative work, the Informer proposed by Zhou et al. [96] tackles the
challenge of long sequence time series forecasting with an ef cient sparse attention mechanism,
reducing computational complexity while maintaining performance. Furthermore, a survey
by Wen et al. [91] proposed a novel taxonomy that considers both network structure and
application domains for time series Transformers (Figure 2).
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(a) Model Architecture [87]. (b) Taxonomy of Transformers for time series
modeling [91].

Figure 2. The Transformer model.

2.3 Energy Consumption Forecasting

Energy consumption forecasting is an important component of energy management and planning
since it involves predicting future energy demand based on a variety of criteria. Researchers
like Hong et al. [33] emphasize the importance of energy forecasting for making the right
decisions, predicting elements like load, generation, and pricing for industrial planning and
operations. This is because Energy consumption estimates future energy demand which is
directly connected to resource allocation and infrastructure design.

Several existing techniques and models are used for predicting power consumption and can be
classi ed into traditional statistical, machine learning, and deep learning models, as shown in
Figure 3. Historically, traditional models for energy consumption forecasting rely on statistical
techniques such as time series analysis and regression analysis. For instance, Holt-Winters
Exponential Smoothing [35] is widely used to capture seasonal patterns and trends in energy
demand. Similarly, ARIMA models have been employed to predict short to medium-term energy
consumption [10]. While these models perform well for linear forecasting, they may struggle to
capture complex relationships and non-linear trends in energy consumption.

A range of studies [81, 4, 28] have explored the use of econometric models in forecasting energy
consumption worldwide. Econometric approaches integrate economic variables with energy
consumption data to forecast future demand. These models consider factors such as GDP growth,
population dynamics, and energy prices to predict consumption patterns. However, the rise of
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Figure 3. A summary of Prediction methodologies in energy sectors.

machine learning (ML) methods which includes non-deep learning and advanced deep-learning
has signi cantly improved the accuracy and performance. For example, State Space Models
(SSMs) and deep learning, have shown promise in energy consumption forecasting [62].

Though deep learning has been prominent in the ML eld for over a decade, non-deep learning
approaches are still used due to implementation and deployment simplicity. For example, a
quite recent work Pham et al. [70] concluded that the RF model demonstrated strong predictive
accuracy. Nevertheless, this work does not compare performance over deep-learning methods;
however, the RF model outperformed both the Random Tree (RT) and M5P models. In this
particular dispute, the decision tree and neural network models are feasible substitutes for
regression analysis in understanding energy consumption, as suggested by Tso and Yau [85].

Some researchers have also tried to combine several ML models and propose hybrid models.
A work by Wang and Meng [89] proposed a hybrid model combining ARIMA and Arti cial
Neural Networks (ANNSs), and Lee and Tong [47] presented a hybrid dynamic model combining

a dynamic grey model with genetic programming. Fan et al. [18] developed a model combining
glsML approaches, thermal reaction dynamics theory, and an econometric model, whereas
Somu, MR, and Ramamritham [80] introduced eDemand, a model using LSTM and a sine-
cosine optimization algorithm. These models have shown improved accuracy and robustness in
forecasting energy consumption, incorporating a combination of linear and nonlinear models,
optimization algorithms, deep learning, and ensembling techniques.

Furthermore, Chen, Rao, and Liao [11] addressed the issue of limited data in energy demand
forecasting by proposing a hybrid model based on the Random Treelong-Range Alternative
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Energy Planning (LEAP) model, which was found to provide relatively accurate forecasts.
However, the use of the Monte-Carlo approach and scenario analysis [29, 14] in the model
may introduce uncertainty. Overall, while hybrid models show promise in improving energy
consumption forecasting, further research is needed to address their limitations.

Several scienti ¢ papers have been published on energy consumption forecasting for electricity
performance variations based on consumer habits and equipment. Klyuev et al. [43] presents an
overview of comparative evaluation of the performance of current predicting techniques and
the complexity of their implementation. Reddy et al. [74] depicts the importance of predicting
power consumption accurately because it has a massive impact on functional and commercial
operations. The study also highlights the importance of choosing the right characteristics and
models to make accurate forecasts, as well as the continual process of updating and monitoring
energy consumption prediction to account for changes in consumer behaviour, environmental
conditions, and other relevant variables.

Lazzari et al. [46] exploits user behavioural models for forecasting energy usage of household
consumers at hourly data granularity. Existing approaches to energy consumption forecasting
often rely on historical data and statistical modelling techniques. While these methods provide
valuable insights, they have limitations in capturing the complexities of consumer behaviour and
equipment in uence accurately. For instance, traditional regression-based models may struggle
to adapt to sudden changes or anomalies in consumption patterns. Haq et al. [30] represents the
forecasting of residential equipment power consumption and high demand utilizing a hybrid
machine learning model, which could be relevant for understanding consumer habits related to
energy usage.

2.4 Energy Production Forecasting

Energy production forecasting is essential for optimizing resource allocation, grid management,
and renewable energy integration. Like energy consumption prediction, a repeated method has
been observed in energy production prediction as well. For example, both kinds of prediction
have highlighted methods such as ARIMA [35], as well as other deep learning and non-
deep learning methods. Traditional time series methods such as ARIMA have been used for
forecasting and analyzing historical production data to identify patterns and trends for future
projections [35].

On the other hand, regression-based models are used to incorporate explanatory variables such
as weather conditions, time of day, and historical production levels to predict future energy
production. Linear regression and multiple regression techniques are commonly applied in this
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approach. For renewable energy, Li et al. [49] compared Support Vector Regression (SVR) and
ANN to forecast the energy output of a solar PV system in Florida at different time intervals.
Additionally, it investigates the impact of integrating forecasts from individual inverters on
enhancing the overall accuracy of solar power generation forecasts. In addition, Wasilewski
and Baczynski [90] explored multi-criteria optimization of a Multi-layer Perceptron (MLP)
model for short-term wind power forecasting, utilizing data from wind power plants, where they
proposed a method to estimate prediction models meeting criteria of accuracy, complexity, and
generalization, employing a two-step NISE method and analyzing various model variants and
learning algorithms.

2.5 Publicly Available Datasets for Energy Forecasting

The availability of open-source datasets has signi cantly enhanced the research landscape in
electricity consumption, enabling a deeper understanding of patterns and strategies adopted by
researchers.

Table 2. Overview of Key Datasets in Electricity Research.

Database| Ref. Database Primary Use of Database | Methods Used
Name Type
REDD [44] Electricity Us-| Energy Dis-aggregation Re+actorial Hidden
age search, Provides detailedMarkov Model
electricity usage data. (FHMM)
BLUED | [20]. Event-Based | Non-Intrusive Load Monitor; Generalize Likeli-
Monitoring ing, Focus on individual ap-hood Ratio
pliance energy patterns
Smart [5]. Open Data Sustainable Homes, Empha-

sizes open data and tools En-
ergy Consumption Analysis
- [70]. ML Prediction | Predicting Short-term En-Random Forest
ergy Consumption, Hourly (RF) Model
resolution, multi-building
datasets

BERDS | [75, Energy Disag: Appliance Identi cation and RF,Bayesian
52]. gregation Energy Disaggregation. Network (BN)
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AMPds [53] Load Dis-| Load Dis-aggregation, Eco-Maximum a Posterit
aggregation, | feedback Research, Multipleori (MAP)
Minute-level | utility types
Data
GREEND | [59] Energy Con+ Household electricity Con-Hidden  Markov
sumption sumption Analysis in Italy Model (HMM)
and Austria and Non-Intrusive
Load Monitoring
(NILM)
ENERTALK][78] High- Residential Electricity -
frequency Consumption Research,
Data Appliance-level and ag-
gregate usage, 15 Hz
Data
ECO [7] Electricity De-| Framework development andFHMM
mand, Granut dataset performance evalua-
lar Details tion of selected algorithms
NILM
PLAID [22] public and| Load Monitoring, and Devel- -
crowd-sourced opment of NILM Techniques
dataset
UK- [41] Energy Use Domestic Energy Use StudyNILM
DALE
REFIT [63] Energy  Pat: Understanding Energy Con-
terns sumption Patterns, Residen-
tial and Commercial Settings
RAE [54] Energy Con+ Energy Consumption Pattern
sumption Analysis
I-BLEND | [73] Energy Pati Understanding Energy ConNILM
terns sumption Patterns, Residen-
tial and Commercial Settings

Among these contributions, the REDD dataset introduced by Kolter and Johnson [44] offers a
foundational platform for energy dis-aggregation research, providing detailed electricity usage
data that has catalyzed further studies in the eld. Similarly, the BLUED dataset by Filip et al.
[20] has been pivotal for event-based non-intrusive load monitoring, offering fully annotated
data that facilitate the identi cation of individual appliance energy patterns. Barker et al. [5]
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expanded the toolkit available to researchers with the Smart dataset, emphasizing sustainable
homes through open data and tools designed to enable nuanced energy consumption analysis.

On the other hand, Pham et al. [70] extensively applied machine learning predictions using
an RF model to forecast short-term energy consumption at hourly intervals across numerous
residential buildings. This consists of ve sets of one-year data on hourly building electricity
usage to evaluate the performance of the RF model during the experiments (e.g., training and
testing) [57]. Another notable work by Reinhardt et al. [75] and Maasoumy et al. [52] has
contributed to the precision of appliance identi cation and energy dis-aggregation by utilizing
distributed load metering data, with the latter introducing the BERDS-Berkeley Energy Dis-
aggregation Dataset. The AMPds dataset by Makonin et al. [53] and its subsequent versions
have become benchmarks for load dis-aggregation and eco-feedback research, offering precision
to minute-level data across multiple utility types. This progression of datasets is complemented
by innovative approaches to energy ef ciency in buildings, as explored by Batra et al. [6] and the
deployment of the GREEND dataset by Monacchi et al. [59], which records household energy
consumption across Italy and Austria.

Speci cally focusing on residential electricity consumption, the ENERTALK dataset by Shin

et al. [78] from Korea offers high-frequency (15 Hz) data from 22 houses. This dataset includes
appliance-level and aggregate electricity usage, providing a detailed view of household energy
patterns. Such data can be instrumental in research on energy ef ciency and consumer behaviour
in residential settings.

Noteworthy contributions such as the ECO dataset by Beckel et al. [7], the PLAID dataset
by Gao et al. [22], and the UK-DALE dataset by Kelly and Knottenbelt [41] further underline
the diversity and depth of data available for studying domestic energy use. These datasets
not only offer granular details on electricity demand but also support the development of non-
intrusive load monitoring methods. Additionally, the REFIT dataset by Murray, Stankovic, and
Stankovic [63], the RAE dataset by Makonin, Wang, and Tumpach [54], and the I-BLEND
dataset by Rashid, Singh, and Singh [73] represent signi cant strides towards understanding
energy consumption patterns in both residential and commercial settings. Collectively, these
datasets form a robust foundation for academic and practical research in energy consumption,
dis-aggregation, and ef ciency. Not only do they facilitate the development of advanced
algorithms and models, but also enable stakeholders to implement data-driven strategies for
energy conservation and sustainability.

Furthermore, there are several open-source database platforms available for electricity and
energy-consumption analysis, each offering a wide range of data and functionalities to cater to
different aspects of energy research and planning.
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. U.S. Energy Information Administration (EIA): The EIA offers extensive statistics on the
country's energy production, consumption, and market dynamics. It is a rich resource for
in-depth analysis because it provides detailed statistics on natural gas, petroleum, coal,
electricity, renewable energy, and nuclear energy along with details on consumption and
end-use, exploration and reserves, imports and exports, storage, and more [68].

. Department of Energy (DOE): They provide a vast catalogue of energy-related datasets
that cover a range of topics, including climate change, vehicles, energy economy, security
& safety, and ways to save energy and use of Al in energy elds [67].

. National Renewable Energy Laboratory (NREL): NREL has a listing of numerous re-
sources for energy analysis [77].

. European Data Portal: The European Data Portal provides access to a wide range of
open energy datasets across Europe, driven by efforts to enhance energy conservation
and expand renewable energy utilization. It includes data on energy productivity, supply
points, and heating systems, among others, re ecting the EU's commitment to renewable
energy and sustainability [83].
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3 DATASETS

This chapter describes the datasets, data visualization techniques, and pre-processing approaches
utilized to re ne the datasets for enhanced accuracy and usability. The primary objective is to
meticulously prepare the data to support proper experimentation with the forecasting models for
predicting energy consumption patterns based on various meteorological conditions.

3.1 Dataset Descriptions

Although a wide range of datasets is referenced in Section 2.5, this thesis deliberately concen-
trates on the two particular datasets. The rst dataset comprises weather data from Lappeenranta
Airport provided by Finnish Meteorological Institute (FMI). The second dataset consists of
electricity consumption and production data from LUT University.

3.1.1 Lappeenrata Airport Dataset

The airport dataset contains hourly weather information from December 2015 to November
2023 almost seven (7) years of data, and comprises 69 157 hourly data points & 14 columns.
Each row represents the meteorological data, such as air temperature, wind speed, gust speed,
wind direction, relative humidity, and dew-point temperature, observed at the Lappeenranta
Airport during speci ¢ hours.

3.1.2 LUT Consumption and Production Dataset

These datasets were collected from LUT University by the School of Energy Systems. This
dataset consists of the electricity usage of the whole university. The size of the dataset is 20 298
hourly data points and 17 columns. Each row illustrates the meteorological data for example
temperature, humidity, wind, and energy consumption data recorded at hourly intervals. On
the other hand, The production dataset is about the Photovoltaic (PV) energy production of
the university. The size of the dataset is 45 624 hourly data points, and 20 columns. Each row
represents information on solar panels, air temperature, cloud amounts, sunshine, and electricity
production of solar.
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3.2 Dataset Preparation

The initial step of data preparation was to load the airport data. The primary objective was to
re ne and structure the dataset for further analysis. This involved convertingptivecolumn to
standardized DateTime elds to ensure consistency in temporal data representation. Additionally,
columns containing only NaN values, suchpascipitation amountprecipitation intensityand

snow deptlwere eliminated. This cleaning process was essential to streamline the dataset by
removing irrelevant or incomplete data, thus preparing it for effective integration and analysis.

3.2.1 Dataset Integration

Integrating the consumption dataset with the airport data was a strategic step aimed at correlating
weather conditions with electricity usage. Merging these datasets based aate¢lcelumn

of the overlapping period yields a nal dataset with timestamps ranging from 2017-09-29
to 2020-03-14. Similarly, production data was combined with airport data to correlate local
weather information with solar electricity production for forecasting. Both datasets were merged
based on théatecolumn for the overlapping periods, creating a nal dataset with timestamps
between 2014-12-03 and 2020-03-14. Thus, these integrations are crucial as they allow for a
comprehensive examination of the interplay between external weather factors and electricity
demand and production patterns, thereby aiding the development of more accurate predictive
models for energy management.

3.2.2 Sequential Data

For time series analysis, it is essential that the data be presented in chronological order and that
the timestamps be spaced at regular intervals. Sorting the data frame by the timestamps will
ensure that data is in chronological order. Equidistant timestamps indicate that there are constant
time intervals between data points. After completing the data integration, and despite con rming
they were chronologically ordered, a few missing timestamps were still present: an 8-day time
window spanning from 2017-12-31 to 2018-01-06, and a whole-month section ranging from
2018-10-08 to 2018-11-05, which were equivalent to 1 245 data points.

To address these issues, the data was resampled to hourly intervals, which helped Il in the
gaps. For the missing dates, NaN values were inserted as placeholders. Then, these were
handled by applying thBorward Fill function, which interpolates based on the data from the
similar one-month (30 days) windows from the previous/next year during the same days, same
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Figure 4. Energy over the time (Missing Timestamps).

timestamps if available, if not available then |l with nearest available timestamps for both
energy consumption and production dataset.

3.2.3 Data Cleaning

To maintain the integrity and usefulness of the combined dataset, it was essential to tackle
missing values and remove duplicate columns.

Figure 5. Missing Values.

Most of the missing values were in Duplicate columns; namelAimtemperature Wind
speedGust speedWind direction Relative humidityDew-point temperatutd’ressure (ms))
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Horizontal visibility, Cloud amountandPresent weather (autoYhese duplicates were identi ed

and eliminated to avoid redundancy and confusion in subsequent analyses, thus enhancing the
dataset for clearer insights and more robust statistical evaluatior-orivard Fill method was

applied to thePresent weather (aut@olumn to replace missing values with the nearest previous
non-missing value. This approach preserved the continuity of data, crucial for time-series
analysis where weather conditions tend to change slowly.

3.2.4 Data Visualization

Figure 6. Energy consumption in KW (After lling with the same month of the previous year timestamps).

Figure 7. Solar Energy production of PV panel installations (After lling with the same month of the
previous year timestamps).
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The data visualization process begins by plotting Bmergy consumption andrull_solar
production over time, revealing the stability and uctuation patterns of both energy use and
solar energy production under different factors and time frames. Initially, general time-series
plots of theEnergyandFull_solar columns were developed, shows energy consumption and
solar energy production over time with a focus on each data point. Figure 7 illustrates the
uctuations in energy demand, with most values ranging between approximately 120 to 320
kWh, and solar energy production, with most values ranging between approximately 1 to 140
kWh, after replacing the missing timestamps. The x-axis was set to show dates every month,
improving the visibility of trends over a long period.

Figure 8. Other Columns of Filling in Missing Timestamps.

Similarly, other columns Il in missing timestamps the same way. The smooth continuity of

the line suggests that the dataset is complete following the treatment of missing values and data
points.

3.3 Dataset Splitting

Figure 9 shows how the dataset is split into training and testing for experiments. Initially, the
dataset is divided into training and testing sets, with 70% allocated to training. The dynamic
prediction process begins by tting the ARIMA model to the current training data. The time
slots for predictions can be adjusted to different durations such as 1 day (24 hours), 5 days (120
hours), and 15 days (360 hours) depending on the analysis requirements. In each iteration, the
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model predicts the next segment of data, which is then appended to the training set, effectively
updating it with the new predictions. This process continues until the entire dataset has been
covered. For other models, splitting the dataset into training 70% and testing sets 30% to
facilitate model training and evaluation.

Figure 9. Data splitting for model evaluation.

3.3.1 Principle Component Analysis for Energy Forecasting

Principle Component Analysis (PCA) is a statistical technique used to simplify a dataset by
reducing its dimensionality while retaining as much data variation as desired. PCA identi es
the most important features in the data that capture the most variance. These features can be
used as inputs for other model algorithms, improving their ef ciency and accuracy. Also, it
helps to remove redundant features, which do not contribute much to the variability of the data.
Figure 10 illustrates that th@esent weather (aut@olumn has minimal impact on the Linear
Regression (LR) model evaluation, whereas other features have varying degrees of in uence on
the model's performance.



Figure 10. Principle Component Analysis for Important Features.
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4 TRANSFORMER NEURAL NETWORKS MODEL FOR
ELECTRICITY PROSUMPTION SHORT-TERM FORE-
CASTING

This section presents the methodologies proposed for short-term energy forecasting. It covers a
wide range of techniques, including a traditional method (ARIMA), non-deep learning machine
learning models (LR, XGBoost, and SVR), and advanced deep learning architectures (LSTM,
RNN, and Transformer). Each method will be discussed, outlining the underlying algorithms,
architectural designs, and mathematical de nitions. This brief exploration aims to provide a
comprehensive understanding of the strengths and limitations of each approach, which will be
crucial for explaining the results presented in Section 5 in the context of energy forecasting.

4.1 Traditional Model: ARIMA

The AutoRegressive Integrated Moving Average (ARIMA) model integrates the Auto-Regressive
(AR) and Moving Average (MA) models, applying them to data that has been differentiated
n times [10, 35, 19]. Itis used to analyze time series data, spot anomalies, and predict future
values. In addition, this model uses self-regression, incorporating error correction to the moving
average technique for time-series data. Before delving into the details of the ARIMA model, it
is essential to understand the parameters that de ne its structure and functionality.

4.1.1 Parameters

A non-seasonal ARIMA model is classi ed as ARIMA (p,q,d) model, where

* pisthe order of the AR model (number time lags).
» dis the number of data differencing steps until the data reaches the stationary condition.

* gis the order of the MA model.

In the AR component, the model builds a linear regressed between an observation at a speci ¢
time and its lags observation (past value):

Ye= aYt 1t T oYt pt & (1)
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wherey; represent observation at time ; is AR coef cient,i =1;2;:::;p, & is error value
at timet, andp is the AR order.

The MA model represents the dependency between an observation and a residual error from a
moving average model applied to lag observation over a designated period:

Vi e o1& 1 € q (2)

wherey, is the observation at timig ; is the MA coefcienti =1;2;:::;q, & is the error value
at timet, andqis the MA order.

Based on equations (1) and (2), the ARIMA model can be de ned as follows:

Yi= Yt 1t T Yt pT & 1€ 1 & g (3)

Applying the ARIMA model includes the following steps: stationary test, AR and MA value
determination, and selecting the best model. Before building the ARIMA model, the time series
data must be checked for stationarity. Typically, the Augmented Dickey-Fuller (ADF) test is
used to check if the series is stationary. The p-value (below 0.05 indicates stationarity) represents
the result of the ADF test, indicating the probability that the data series is stationary. When the
time series is assumed stationary, the differential term (1) is d&t to

(a) Auto-correlation. (b) Partial Auto-correlation.

Figure 11. The large value of ACF and PACF.

After completing the stationary test, the initial value of AR and MA can be estimated. The
Autocorrelation Function (ACF) and Partial Autocorrelation Function (PACF) can be used to
determine their value. ACF plot helps to identify the optimal number of MA terms (q). PACF
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graph determines the number of AR terms (p). In Figure 10 the vertical line of the ACF and
PACF graphs represents the correlation coef cient value, which is known as lag. The horizontal
line represents a signi cant limit indicating whether or not the autocorrelation coef cient or lag
is signi cant. The AR and MA values are determined by the number of lags that are outside the
considerable limit.

After determining the initial estimated values, these can be used to generate several possible
ARIMA model order estimates. Since the time series data is stationary, there is no need to create
and compare multiple order combinations. The ARIMA parameters (p,d, q) of (1,0,1) order has
been selected based on both energy consumption and production datasets that, are stationary in
this thesis experiment as shown in Figure 11.

4.2 Shallow Machine Learning Models

In addition to traditional models, several non-deep learning models have been utilized in previous
research. This thesis employs some of these popular and easy-to-implement models. Unlike
ARIMA, these non-deep learning models can incorporate non-targeted feature values alongside
the target values. Therefore, comparing the performance of ARIMA with non-deep learning
models that use additional features will provide valuable insights. This comparison will also
offer a meaningful contrast with deep learning models, enhancing the overall analysis.

4.2.1 Linear regression for Energy Forecasting

An LR model [61] involves tting a linear equation to observed data to predict the relationship
between one or more independent variables (features) and a dependent variable (target). In
simple linear regression, there is one independent vanahled one dependent varialyieand

the relationship between them is modelled by a straight line. The equation for simple linear
regression is

y= ot X+ (4)

where g is the intercept of the regression line with the y-axigis the regression line, arid
represents the error term.

The methodology of LR involves several key steps. Initially, data is undertaken to gather
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a dataset comprising observations of both independent variables (cloud amount, pressure,
humidity, etc.), denoted as and the dependent variable, dendigtergyasy. Following this,

data preprocessing steps are employed to handle any missing values, outliers, or inconsistencies
within the dataset. The model speci cation stage entails de ning the linear relationship between
the independent variables and the dependent variable.

The model tting process utilizes the method of least squares to estimate the parargeteds

1 that minimize the sum of squared residuals. Model evaluation is then conducted to assess the
goodness-of- t using metrics such as the coef cient of determination R-squared and Root Mean
Squared Error (RMSE). Finally, interpretation of the estimated coef cients is performed within
the context of the problem domain.

4.2.2 Support Vector Regression for Energy Forecasting

Support vector regression SVR is a supervised machine learning algorithm used for regression
tasks. It's an extension of Support Vector Machines (SVM) used for classi cation. The core
idea of SVR is to nd a function that approximates the mapping from input variables to the
continuous output variables, while also minimizing the prediction error. After pre-processing
the data, relevant features that have the most impact on the target variable were used by PCA
(Section 3.3.1). Since for SVR, this step can help improve the ef ciency and effectiveness of
the SVR model.

4.2.3 XGBoost for Energy Forecasting

XGBoost (Extreme Gradient Boosting) is an optimized distributed gradient boosting library,
which uses tree-based learning algorithm [12]. XGboost is highly scalable, ef cient, and has a
high level of performance that delivers accurate analysis, especially on large datasets. The key
features include its ability to utilize regularization to avoid over tting; it enables parallel as well

as distributed computing to enhance its performance and speed [12]. It is widely used in data
science competitions and practical applications due to its robust performance and versatility. It is
widely used in data science competitions and practical applications due to its robust performance
and versatility.
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4.3 Neural Networks for Energy Forecasting

4.3.1 Multi-Layer Perceptrons for Energy Forecasting

In general, Neural networks are inspired by the structure and function of the human brain. They
have interconnected nodes organized in layers. Each node, also known as a neuron, processes
input data using a weighted sum, applies an activation function to produce an output, and passes
it to the next layer. Neural networks learn from data by adjusting the weights and biases of
connections between neurons by a process called backpropagation [79].

Figure 12. Simple neural network architecture [79].

4.3.2 Recurrent Neural Network for Energy Forecasting

A recurrent neural network is an approach that is most commonly used for processing a sequence
of data. It is used in various sectors due to its ability to model sequential and temporal data such
as sentiment analysis, text generation, speech recognition, video analysis, machine translation,
gesture recognition, music generation, and time-series analysis [3]. Traditional RNNs faced
challenges particularly in long-range dependencies due to problems with vanishing and exploding
gradients. To address these limitations was the development of more advanced architectures,
such as Long Short-Term Memory Networks (LSTM) and Gated Recurrent Units (GRU), which
optimize gradient ow and enhance the ability to capture long-term dependencies.
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4.3.3 Long Short-Term Memory for Energy Forecasting

Long Short-Term Memory (LSTM) is a type of recurrent neural network (RNN) architecture
designed to model sequences and time series data [93]. Unlike traditional RNNs, LSTMs
are capable of learning long-term dependencies by addressing the vanishing gradient problem
through their unique cell state and gating mechanism. LSTMs have hidden layers containing
cells with three gates: an input gate, an output gate, and a forget gate (Figure 13), which
regulate the information ow necessary for forecasting the output [76]. The forget gate removes
insigni cant data from the cell state, while the input gate updates values using a sigmoid function
combined with a tanh layer to generate state updates. The cell state allows data to ow through
the cell by integrating the decisions of the gates. The output gate produces a Itered data output
based on the cell state. LSTMs are widely used in various applications, including time series
forecasting [80].

Figure 13. LSTM architecture [21].

4.3.4 Transformer Neural Networks for Energy Forecasting

The Transformer is a type of neural network architecture that has revolutionized the eld of
Natural Language Processing (NLP) and contributed signi cantly also to Computer Vision [87].
They are designed to handle sequential data and are highly effective for tasks such as translation,
text generation, and more. Figure 2 on page 14 illustrates how a transformer network is built
using encoders, decoders, and a self-attention mechanism.
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1. Self-Attention Mechanism: Allows the model to weigh the importance of different words
in a sentence, regardless of their position.

2. Positional Encoding: Injects information about the position of words in a sequence to
maintain the order.

3. Encoder-Decoder Structure: The encoder processes the input sequence and the decoder
generates the output sequence. However, many models use only the encoder (e.g., BERT)
or only the decoder (e.g., GPT).

4.3.5 Autoformer

The Autoformer is an extension or variant of the Transformer architecture, particularly tailored
for time-series forecasting problem tasks. While the exact details can vary, Autoformers
generally aim to improve ef ciency, scalability, or performance in certain contexts. In the case

of Autoformer (or similar models), it incorporates enhancements for better handling of speci c
types of data or tasks such as long-term forecasting and seasonal decomposition. It focuses on
improved attention mechanisms like auto-correlation mechanisms, which are custom-designed
to enhance the performance of time-series forecasting tasks by capturing the short-term and long-
term dependencies more effectively. These models also emphasize ef cient training techniques
to reduce computational load and accelerate the training process. Additionally, Autoformers
feature task-speci ¢ adjustments, optimizing them for the unique requirements of tasks such as
time series forecasting, anomaly detection, and other specialized applications.

Figure 14. Autoformer architecture [92].

Encoder: Autoformer enhances traditional time series decomposition methods by breaking
down data into seasonality and trend-cycle components. The series decomposition blocks (blue
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blocks) in the encoder remove long-term trend-cyclical components, isolating seasonal patterns.
This allows the model to focus on recurring patterns while discarding noise and trends. By
emphasizing seasonal components, the encoder ensures that the model captures the essential
cyclical behaviour of the time series [92].

Auto-Correlation Mechanism: Encoder-decoder auto-correlation mechanism (middle green
block in the decoder) is a key feature of Autoformer. This novel approach replaces the standard
self-attention used in the vanilla transformer, allowing the model to leverage period-based
dependencies. By using past seasonal information encoded by the encoder, the auto-correlation
mechanism enhances the model's ability to predict future values based on historical patterns,
thereby improving overall performance [92].

Decoder: The decoder progressively integrates trend information extracted from hidden vari-
ables provided by the encoder. This approach ensures that the model not only focuses on
short-term seasonal patterns but also accurately incorporates long-term trends. The integration
process within the decoder accumulates the trend component step by step, thereby maintaining a
balance between seasonal and trend information [92].

4.3.6 Informer

The Informer architecture is designed to handle ef cient and scalable sequence-to-sequence
modeling, particularly for long time-series forecasting. Informer enhances the self-attention
mechanism, expands reasoning speed, and decreases memory consumption [96]. In addition,
the Informer architecture utilizes both the transformer encoder and decoder layers. To achieve
this, the informer employs a combination of multi-head attention mechanisms and a unique
sparse attention method known as the probSparse self-attention mechanism. In addition, it
integrates distillation operation and utilizes a generative style decoder to enhance performance
and ef ciency [96].

ProbSparse self-attention mechanismThe traditional self-attention mechanism in Transform-

ers is quadratic in complexity w.r.t. the sequence length, which is not ef cient for long sequences.
To address this limitation, the Informer architecture exploits the ProbSparse attention mechanism
to reduce the number of attention coef cients being calculated, thus improving both time and
space ef ciency. The probabilistic attention model hag>{n log(n)) complexity as opposed

to theO(n?) complexity of the Canonical Transformer [48]. This is achieved using probabilistic
sampling under the assumption that the distribution of the magnitude of attention coef cients
is sparse, especially over the threshold of relative relevance. In standard self-attention, only
a few values and keys signi cantly affect the attention score, making most of the dot-product
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Figure 15. Informer architecture [96]

operations unnecessary. ProbSparse self-attention targets these essential elements by keeping
rows with considerable variations from a uniform allocation and removing the rest [96]. In this
way, each key depends only on the primary queries instead of assuming all queries. It enables the
model to handle complex operations with fewer values and queries. The ProbSparse technique
also implements a dynamic threshold for the reduction in attention calculations [96].

Figure 16. Structure of a single stack in the Informer's encoder. Each horizontal stack compares to an
individual encoder replica. The rst stack processes the whole input sequence, the second stack takes half
slices of the input, and the following stacks repeat. Dot-product matrices in red layers are reduced by
self-attention distillation, and the feature maps from all stacks are concatenated to produce the encoder's
output [96].

Distillation operation: The encoder's feature map contains redundant variations of value V'

due to the ProbSparse self-attention process. To address this, the Informer performs a distillation
operation in the next layer to select dominant features and create a focused self-attention feature
map [96]. This mechanism describes the sequence in a short form while preserving necessary
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information. Based on the distillation operation, reduces the length of a sequence step by step,
and makes the model capture the multi-scale temporal patterns more effectively. By the use of
convolution, the model down-samples the sequence, ef ciently capturing local dependencies.
This process allows the model to handle long sequences with less information, capturing both
long-term and short-term dependencies through its multi-scale representation.

Generative style decoder:This generative style decoder predicts future sequences step-by-step,
providing each step conditions on the earlier developed sequence and adaptively transferring
style information from historical data [96]. The informer used a standard decoder structure and
it is composed of a stack of two similar multi-head attention layers [87].

The decoder is fed with concatenated veckgs = ConcafX ioken X 0) WhereX oken is the start

token sequence arKl, is a placeholder for the target sequence. In the ProbSparse self-attention
processing, masked multi-head attention is implemented by setting masked dot proddctgto (
negative in nity. It prevents each position from attending to the next positions to avoid anti-
causal dependencies. This approach allows the decoder to predict outputs in a single forward
pass, avoiding the time-consuming recursive decoding used by traditional encoder-decoder
architectures during inference [96]. Also, the Autoformer follows a similar technique with
decoder input by using concatenated vectors and masking methods to enhance ef ciency.

4.4 Performance Evaluation

There are several error metrics used for evaluating the performance of a trained model [8]. In
this thesis, model performance is evaluated based on Root Mean Squared Error (RMSE), Mean
Squared Error (MSE) and Mean Absolute Error (MAE).

MSE: Mean Squared Error (MSE) measures the average of the squared of the error that is the
average squared difference between the estimated values and the actual value. It useful for
understanding the the variance in the prediction errors.

MSE= = (v %) (5)
wherey; is the actual valuey}; is the predicted valud\ is the number of observations.

RMSE: Root Mean Squared Error (RMSE) is the square root of the average of the squared
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between the predicted values and the actual values [9].

Vv
u

RMSE = t

1 X

% ©)

1

where,y; is the actual valug)}; is the predicted valudy is the number of observations.

MAE: Mean Absolute Error (MAE) is used metrice for calculating the mathematical average
of the absolute differences between actual values and predicted values. It is scale dependent
variable, where all positive and negative value differences have equal weight [9].
i IRA
MAE =G W T (7)

i=1

Where\y; is the actual value}; is the predicted valuéy is the number of observations.
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5 EXPERIMENTS

This chapter will describe the experimental pipeline using the consumption signal, followed by
the same setup for the electricity production signal. Additionally, those experiments provide
details about each model's experiment and comparison with their benchmarks, including the
duration of the experiments, parameter ndings, and experiments related to memory and time
complexity. Model performance will be evaluated based on the RMSE score of actual data and
model predicted output.

5.1 Experiment 1 (Prediction using ARIMA)

In Experiment 1, the ARIMA model was employed to conduct a comprehensive analysis. The
dataset was partitioned into 70% for training and 30% for testing to ensure robust evaluation.
The experiment aimed to investigate the performance and accuracy of the ARIMA model
under different conditions such as the dynamic prediction process begins by tting the ARIMA
model to the current training data. To achieve this, three distinct scenarios were meticulously
evaluated, each designed to test various aspects of the model's predictive capabilities and overall
effectiveness:

» Scenario 1. No regression applied.

e Scenario 2: Auto-regression applied with predicted test data used as training data in each
regression.

» Scenario 3: Auto-regression applied with real test data used as training data in each
regression.

Table 3 summarizes the Root Mean Square Error (RMSE) results for each experiment across
different periods.

For short periods (1h, 2h, and 6h), the RMSE of the auto-regression using real test data is
signi cantly lower than that using predicted test data. This indicates that the model performs
better with actual observed data for short-term predictions, as demonstrated by Figure 17.

For medium to long periods (1d, 5d, and 15d), the RMSE values for both predicted and real test
data are quite similar, suggesting that the model's performance stabilizes and the accuracy of
auto-regression does not signi cantly differ whether using predicted or real data.
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Table 3. Arima model energy consumption prediction RMSE for different forecasts horizon. (Exp.1,
Scenarios 1, 2, and 3).

Forecast Horizon RMSE (scenario 2) RMSE (scenario 3) Each Step CPU

Runtime
1h 61.27 15.99 2.43s
2h 61.28 23.10 455s
3h 61.28 24.20 4.32s
6h 61.28 47.07 3.05s
1d 61.27 61.66 1.75s
5d 61.27 61.33 1.78s
15d 61.27 61.22 1.76s

Figure 17. AR with forecast window 1 hour: original test data used in each step of model update (scenario
3, left side) vs. AR with forecast window 1 hour: predicted test data used in each step of model update
(scenario 2, right side).
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The consistent RMSE of around 61.27 for the ARIMA model across different periods suggests
that the model's baseline performance remains constant when no regression is applied. This
indicates that the ARIMA (1,0,1) model maintains a consistent level of error regardless of the
point in time. These ndings highlight in favour of using real test data for improving short-
term predictions while suggesting that for longer-term forecasts, the difference between using
predicted and real data diminishes.

5.2 Experiment 2 (Non-regressive)

This part of the experiment uses different models with the same splits as ARIMA (70% training
and 30% testing data split). Two different scenarios were evaluated: using a non-regressor
approach to predict long-term forecasting (270 days) with both targeted and non-targeted
variables, and an AR approach with a 1-hour forecast window. This allows for a comparison of
the results with the previous ARIMA model.

» Scenario 1. No Regressor applied.
» Scenario 2: Applying AR, non-targeted variable used.

— AR applied using predicted test data.

— AR applied using real test data.

Table 4. Comparison of different Models without Regressor, long-term prediction (Exp 2, Scenario 1).

Forecast Horizon | Model Name | RMSE | MAE | CPU Runtime
270d LR 46.85 | 36.80 0.09s
270d SVR 42.98 | 31.45 18.88 s
270d XGBoost 51.33 | 38.06 0.30s
270d NN 44.35 | 33.49 19.15s
270d LSTM 42.15 | 30.90 43.10s

Models implementation details (XGBoost, NN, and LSTM):In this experiment, the XGBoost
model was con gured with 100 estimators, a learning rate of 0.01, and a random state of 42 for
reproducibility.

Additionally, a simple neural network was built using three fully connected layers, with the rst
one being a dense layer with 128 units and ReLU function as the activation function; this layer
is the input one. In order to counteract over tting, the dropout regularization with a dropout rate
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of 0.2 is leveraged. The second dense layer has 64 units and ReLU as an activation function
that helps reveal more complex patterns in the data. Similarly, after the second dense layer, the
model has a dropout layer with the same dropout rate of 0.2 to regularize it further. Finally, an
output layer is added with a single unit and a linear activation function to make the model's
predictions. During the compilation phase, the 'Adam' optimizer with a learning rate of 0.001 is
used, and the mean squared error (MSE) is leveraged as a loss parameter for training the model.
Apart from this, early stopping is enabled as a callback in order to monitor the validation loss
and stop training in the case when there is no improvement within 50 epochs. When calculating
the root mean squared error, it is possible to see the extent to which the actual values deviate
from the predicted ones, thus gaining an understanding of the forecasting abilities of the model.

The same approach was applied in the LSTM model, along with the Sequential API from Keras.
It is an LSTM layer with 100 units, and hyperbolic tangent (tanh) is used as an activation
function. Afterward, there is a dropout layer for regularization to counter over tting. The
output layer, is a densely connected one with a single unit. Following the pattern, the “rmsprop”
optimizer is selected with a mean squared error loss for compilation of the model. Similarly,
the early stopping is turned on to monitor the validation loss and stop training when it stops
improving, thereby also preventing over tting. Finally, the model's performance is evaluated by
the RMSE metric, calculating the deviation between the actual and predicted values.

Scenario 1

In Scenario 1, where no auto-regression (AR) was applied, the prediction performance of various
models was evaluated. The results showed that the Long Short-Term Memory (LSTM) model
achieved the highest accuracy with the lowest Root Mean Square Error RMSE of 42.15 and
Mean Absolute Error (MAE) of 30.90.

Figure 18.LSTM & SVR model energy consumption without AR. (Exp 2, Scenario 1).

This indicates that LSTM is particularly effective for this dataset. The Support Vector Regression
(SVR) model also performed well, with an RMSE of 42.98 and MAE of 31.45, making it the
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second-best model in terms of predictive accuracy.

In contrast, the XGBoost model exhibited the highest error rates, with an RMSE of 51.33 and
MAE of 38.06, suggesting it is less suitable for this experiment setup. The Neural Network (NN)
and Linear Regression (LR) models had moderate performance, with RMSE values of 44.35
and 46.85, respectively, and MAE values of 33.49 and 36.80. Overall, the results indicate that
LSTM and SVR are the most accurate models for predictions in this scenario, while XGBoost
shows the least accuracy.

Figure 19. Difference between original energy vs predicted energy of different models.

In Exp.2, Scenarios 2a and 2b, the best-performing models from Scenario 1 were used; i.e.,
Support Vector Regression (SVR) and Long Short-Term Memory (LSTM). These models
outperformed the others evaluated, with LSTM achieving the lowest RMSE and RMAE, closely
followed by SVR. Therefore, for further experimentation involving auto-regression, these two
models were applied to assess their effectiveness using both predicted and real test data as
training data. However, after applying the AR approach, the performance of SVR and LSTM
did not improve, resulting in RMSE values of 43.61 for SVR and 49.15 for LSTM. In contrast,

in Exp. 1, the ARIMA model achieved a much better RMSE of 15.99, indicating signi cantly
superior performance compared to Experiment 2.

Table 5. Applying AR on LSTM and SVR Model for energy consumption prediction (Exp.2, Scenario 2).

Forecast Horizon | Model | RMSE (Scenario 2a)| RMSE (Scenario 2b)
1h SVR 69.01 43.61
LSTM 65,41 49.15
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5.3 Experiment-3 (Regression using NN, RNN)

This experiment used a regressor technique with a sliding window approach for both training
and testing data. The training data was divided into 12-hour, 24-hour, and 7-day windows with
shifts of 1-2 hours and a forecast window of 1 hour. For example, with a 12-hour window and

a 1-hour shift, the training windows are as follows: 0-12 hours, 1-13 hours, 2-14 hours, and
so on. The test data followed the same sliding window approach. The model predicted the
subsequent 1-hour data using the past actual data. This shifting technique was consistently
applied throughout the process.

Figure 20. Regressor Window Sliding.

The speci c regressor techniques evaluated are the following:

 Application of Simple Neural Network (NN) with the regressor

 Application of RNN (Recurrent Neural Network) with the regressor

Let T; represent the-th time window for training, de ned a$; = [t;; ti+12] with a shifts of 2
hours, thus:
T =[ti;tiz12]; where t;=0;2;4;:::

For the test data, the model predicted the next 2 hd¥jks \ based on the previous 10 hours
(Ti 10):
Piiz = f(Ti 10)

wheref represents the applied regressor technique (Simple NN, or RNN).

Table 6 summarizes the performance metrics for different regressor models (Simple NN, and
RNN) applied to energy data using a sliding window approach with varying window sizes and
shifts. The models' performance was evaluated using RMSE, CPU runtime for model training,
and inference time. The RNN model generally outperformed the Simple NN, achieving lower
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Table 6. Regressor with 12-hour to 7-day window, 1-6 hour shifts, using NN, and RNN models. Trained
with the target columiEnergy Best performance in bold text, (Exp 3).

Window | Shift | Forecast| Model RMSE | Training Time | Inference Time
Horizon (CPUL)
12h 2h 1h Simple NN | 35.00 0.5h 17ms
2h 1h RNN 32.00 0.6h 17ms
1lh 1lh Simple NN | 43.40 1.25h 17ms
2h 1h Simple NN | 44.20 1.50 h 17ms
24h 1h 1h RNN 19.34 1.50 h 17ms
2h 1h RNN 20.0 1.40 h 17ms
6h 1h RNN 25.56 30 min 17ms
7d 2h 1h Simple NN | 44.59 2h 17ms
2h 1h RNN 20.03 2.40 h 17ms

Figure 21. Performance of the best-performing RNN regressor with a 24-hour window and a 1-hour shift
and 1h forecast window (Experiment 3). The plot compares actual energy consumption (test energy) and
predicted energy.
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RMSE values across different window and shift con gurations. For example, with a 12-hour
window and 2-hour shift, the RNN achieved an RMSE of 32 compared to the Simple NN's
35. The best performance was observed with the RNN model using a 24-hour window and
1-hour shift, 1h forecast window, achieving an RMSE of 19.34. The runtime and inference times
were comparable across models, with training times ranging from 30 minutes to 2.4 hours and
inference consistently at 17 milliseconds.

5.4 Experiment-4 (Transformer)

This experiment aimed to predict short time intervals using the Autoformer and Informer models,
which are optimized models based on the Transformer architecture. The scenarios evaluated
include:

» Scenario 1: No regressor applied, timestamps and non-targeted variable used (long-time
prediction)

» Scenario 2: Regressor applied, non-targeted variable used (short time prediction).

— Using predicted test data to predict future forecasts

— Using real test data to predict future forecast

» Scenario 3: Regressor applied, and using only timestamps and targeted variables used(short
time prediction).

Scenario 1:In this scenario, the objective is to determine whether the transformer model could
be trained with both targeted and non-targeted variables without using a regressor.

Table 7. Autoformer and Informer models applied using a non-regressor approach (Exp 4, Scenario 1,
target and non-target variables used).

Forecast Horizon Model RMSE
270D Autoformer| 46.82
270D Informer 45.82

Scenario 2: In this scenario, the focus lay on predicting short-time energy using regressor
approaches with all (target and non-target) variables. Various window sizes (24-72 hours),
forecast horizons (1-6 hours), and window shifts (1-6 hours) were tested. The experiment
utilized real data sequences for future forecasts and predicted data sequences for future forecasts
as well.
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Figure 22. Energy consumption prediction RMSE for different forecast horizons of (Autoformer and
Informer ) models (Exp. 4, Scenario 2b).

Figure 23. Performance of the Informer model with the optimal setup (window size 24, shift 1, forecast
horizon 1 hour). The model was trained with all variables using a regression technique, (Exp. 4, Scenario
2b).



Table 8. Applying regressor on Autoformer and Informer for energy consumption prediction (Exp. 4,

Scenario 2a and 2b). Bold text indicates the best-performing setup.
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Forecast | Window| Shift | Model RMSE | RMSE | GPU Inference, CPU,

Horizon (S.2a) | (S. 2b) | Training- | Time GPU
time Memory

1h 24h 1h Autoformer 201 13.71 | 26.17 7.21ms | 2.8, 0.8
minutes GB

3h 24h 1h Autoformer 201 27,11 | 25.56 8.16 ms | 2.9, 0.7
minutes GB

6h 24h 1h Autoformer 201 35.06 [ 23. 83|851ms |31, 0.7
minutes GB

1h 24h 1h Informer | 207 9.62 23.71 6.73ms | 2.8, 0.5
minutes GB

1h 72h 1h Informer | 206 11.66 | 15.38 2.32ms | 2.8,0.6
mintues

2h 24h 1h Informer | 205 13.27 | 23.87 6.58ms | 3.0, 0.6
minutes GB

3h 24h 1h Informer | 203 16.79 | 24.74 7.42ms | 3.1, 0.6
minutes GB

6h 24h 1h Informer | 204 26.38 | 23.96 7.65ms | 3.0, 0.6
minutes GB

Scenario 3:1n this scenario, predict short time intervals with an emphasis on regressor-based
approaches using a 24-hour window. The scenarios evaluated included varying the shift between
1to 2 hours and using only timestamps and target variables. The Autoformer model demonstrated
promising results with a 24-hour window and 1-hour shift, achieving a notable RMSE of 15.68
and informer 12.92.

Table 9. Using the regressor approach, showing window, shift, RMSE, GPU runtime, inference time, and
CPU & GPU memory values of the Autoformer and Informer models. Trained with only the targeted
columnEnergy(Exp. 4, Scenario 3). Best performance in bold text.

Forecast| Window | Shift | Model RMSE | GPU Inference CPU, GPU
Horizon | Size Run- Time Memory
time
1h Autoformer| 15.68 | 1.87 0.024 2.4,0.2GB
1h 2ah minutes | ms
2h Autoformer| 19.09 | 1.26 0.033ms| 2.5,0.8 GB
minutes
6h Autoformer| 17.54 | 1.09 0.029ms| 2.7,0.8 GB
minutes
1h Informer 12.92 1.05 0.039ms| 2.6,0.5 GB
minutes
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5.5 Hyperparameter Optimization

In the training of ML models, hyperparameter optimization is one of the crucial steps. It
determines the parameters related to the training process of the model architecture such as the
learning rate, training epochs, early stopping patience, batch size, dropout, and encoder/decoder
layers. Tuning a model correctly can greatly help the performance of the model and inference-
time as it nds the best set of hyperparameters to minimize error and computational load
without over tting during the training phase. In the previous experiment with the Informer and
Autoformer models, the best hyperparameter settings were used, which were determined through
various hyperparameter con gurations, as documented in Table 10. It reveals that the optimal
con guration resulted in the lowest RMSE of 15.68. Other parameters tested shifts, yielding
higher RMSE values, suggesting the parameters of the model that are the most sensitive. This
detailed testing emphasises the necessity of hyperparameter tuning to improve the predictive
capability of the Autoformer model. The same best hyperparameter settings were used for the
Informer models.

Table 10. Test results of Autoformer model of different hyperparameter con gurations. Best hyperparam-
eter con gurations in bold text.

Hidden| Conv. N_heads Learning Max | Encoder| Decoden Early | Test
Size Hidden Rate Steps | Layers | Layers | Stop | RMSE
Size
16 64 2 0.0001 | 500 2 1 1 17.84
32 64 2 0.001 1000 | 2 1 1 27.01
32 32 2 0.001 | 1000 | 2 1 1 36.70
16 32 2 0.001 | 1000 |2 1 1 17.81
16 32 2 0.001 | 200 2 1 1 17.26
16 64 2 0.001 | 500 2 1 1 23.07
16 128 2 0.0001 | 300 1 1 1 17.20
16 64 2 0.001 | 300 1 1 1 16.44
16 64 3 0.001 | 300 3 2 1 16.25
16 128 3 0.001 | 500 3 2 2 15.68
5.6 Summary

5.6.1 Electricity Consumption Forecasting

The experiments conducted on various predictive models depicted signi cant insight into
different methodologies and scenarios. The ARIMA model exhibited a consistent RMSE of
around 61.27 across different periods with predicted test data but showed improved short-term
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predictions when using real test data for auto-regression. For model comparisons with auto-
regression, applying AR to LSTM and SVR did not perform as well compared to using non-target
variables without AR. Speci cally, the LSTM model showed an RMSE of 49.15 when using
real test data. Experiment 3, employing regressor techniques with a sliding window approach,
demonstrated that Recurrent Neural Networks (RNN) outperformed Simple Neural Networks
(NN), with the RNN achieving the lowest RMSE of 19.34 using a 24-hour window and 1-hour
shift.

Table 11. Summary of different model results for energy consumption from Tables 3, 6 and 9. Best
performance in bold text.

Model Name, Ex-| Technique RMSE Train Time
periment
ARIMA, Expl AR, Real test as training; Shift = 1h, 15.99 | 2.43 Seconds (CPU
Forecast horizon = 1h, Trained only
Targeted features
RNN, Exp3 Regressor, Window = 24h; Shift = 19.34 1.5 hour (CPU)

1h, Forecast horizon = 1h, Trained
only Targeted features
Regressor, Window = 24h; Shift = 15.68
1h, Forecast horizon = 1h, Trained
only Targeted features

AutoFormer, (Exp4
Scenario 3)

1.87 minutes (GPU)

AutoFormer (Exp4
Scenario 2b)

Regressor, Window = 24h; Shift

with all features

1h, Forecast horizon = 1h, Trained

= 13.71

26.17 minutes (GPU

Informer (Exp4, Sce
nario 3)

- Regressor, Window = 24h; Shift

only Targeted features

1h, Forecast horizon = 1h, Trained

= 12.92

1.05 minutes (GPU)

Informer (Exp4, Sce
nario 2b)

- Regressor, Window = 24h; Shift

1h, Forecast horizon = 1h, Trained

= 9.62

23.71 minutes (GPU

with all features
Non-regressor, all
(target/non-target), Forecast horiz
=270 day

variables 42.15
DN

LSTM, Exp2 43.10 seconds (CPU)

Finally, the Transformer-based Autoformer model demonstrated the best overall performance,
particularly in Exp.4, scenarios 2b and 3. In scenario 2b, it was trained with all variables, while
in scenario 3, it was trained with only targeted variables. The model achieved an RMSE of
15.68 when using a 24-hour window and a 1-hour shift, trained with only targeted features. The
summary of results underscores the Autoformer model's effectiveness, achieving the lowest
RMSE of 13.71 when applying auto-regression with all variables, both target and non-target.
Further improvement was observed with the use of Informer models, which yielded an RMSE
of 12.92 when trained with only targeted variables, and an RMSE reduced to 9.62 when trained
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