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such as height, texture, light level, and horizontal limits defined by two arrays as wide as the 

screen. These arrays represent the areas as a set of columns, with one column possible per X 

coordinate. As walls and portals are rendered, gaps between these elements and the screen 

or other surfaces are identified, and visplanes are created and stored in the visplane array. 

To optimize memory usage, DOOM employs a visplane merging mechanism. Visplanes that 

meet specific criteria, such as having the same height, texture, and light level, and being 

positioned side-by-side, are merged into a single visplane entry. (Sanglard, 2018) 

The concept of diminished lighting is crucial for creating an immersive and atmospheric 

experience in DOOM. To simulate a wider range of colors and achieve realistic lighting 

effects, a clever technique involving a lightmap is employed. The lightmap is an indirection 

table containing 32 shades of each of the 256 available colors, effectively allowing for the 

representation of 8,192 colors, although the VGA hardware was limited to 256 colors 

(Sanglard, 2018). Figure 15 shows this colormap. 

 

 

Figure 15: The colormap of DOOM. 256 colors and 32 shades for each of them. (Sanglard, 
2018) 
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Figure 16 on the left shows a scene of the game with textures and lightmaps. On the left, the 

same scene is shown with texturing disabled.  

 

 

Figure 16: The effect of using lightmap to simulate lighting. (Sanglard, 2018) 

 

The final step of the rendering pipeline is drawing the masked elements such as sprites, 

partially transparent walls, and the player’s weapon. It introduces the concept of "maskables" 

or "sprites," which are rendered in a back-to-front order, contrary to the environment 

rendering process. (Sanglard, 2018) 

The process begins with a list of "things" (sprites and other maskable elements) generated 

during the BSP traversal. This list is initially pseudo-ordered and requires sorting based on 

the distance from the player. The sorting mechanism involves a doubly linked list within a 

linear array of vissprite_t structures, allowing efficient reordering without data copying. 

(Sanglard, 2018) 

The clipping information necessary for rendering maskables is also built while rendering 

walls. Instead of a depth buffer, an optimized array of drawseg_t structures is used to record 

occluders rendered to the screen. Each drawseg_t entry contains information about a 

rendered wall or portal, including screen-space horizontal boundaries, scaling factors, and 

pointers to arrays storing top and bottom clipping edges. (Sanglard, 2018) 

The rendering of maskables is performed by first sorting the list of visible sprites based on 

their distances from the player. Then, each sprite is rendered individually in a back-to-front 
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order. The drawing function scans the array of drawsegs linearly to find wall fragments 

drawn in front of the sprite and performs clipping accordingly. (Sanglard, 2018) 

In the end, the final element to be drawn is the player sprite of Doomguy (psprite). Unlike 

other masked elements, the player sprite does not undergo clipping and is rendered on top of 

everything else. The rendering process for the player sprite also involves accounting for the 

lightmap induced by the sector in which the player is currently standing, as well as making 

the hand bob left and right when the player is moving or running. Similar to other masked 

elements, the player sprite is rendered vertically as columns of pixels. (Sanglard, 2018) 

3.3  Duke Nukem 3D (Build Engine) 

After the formal relationship between Apogee and id Software ended, Apogee sought a new 

engine for their projects, notably Duke Nukem 3D. Impressed by the work Ken Silverman 

had done on his solo project “Ken’s Labyrinth” at the age of 18 which he programmed 

completely by himself, they asked him to start working on a new game engine. This engine 

was called “Build Engine” as it was related to the word “construction.” (Silverman, 2005a) 

Despite not aiming to revolutionize the industry, Silverman incorporated key features from 

Doom, such as angled walls, variable ceiling and floor heights, and wall decorations. He 

closely followed id Software's approach, even switching to the same compiler (Watcom C) 

and sector-based rendering method used in Doom after consulting with John Carmack. 

(Patnode, 2001) 

However, Ken Silverman also implemented some improvements and innovations to the 

Build Engine beyond simply emulating the DOOM engine. Some of these improvements 

are: 

• Added ability for the player to look up and down by shifting the view. 

• Supported higher resolutions and SVGA graphics compared to Doom's VGA. 

• Implemented network/modem code with prediction to reduce lag. 

• Innovative level editor that allowed designers to "walk" through levels in 3D during 

design (WYSIWYG). 
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• The first engine to allow sloped floors and ceilings. 

• Allowed for some 3D elements like underwater areas, elevators that "warped" to new 

areas, and floor sprites as bridges to overcome the 2.5D limitations. 

• Destructible environment. 

• Mirrors. 

• Voxel objects. (Patnode, 2001) 

Despite these enhancements, the influence of id Software's approach was still evident. When 

3D Realms learned about id's upcoming Quake engine, they briefly considered having 

Silverman create a new engine to compete, but ultimately decided to proceed with the proven 

Build engine for Duke Nukem 3D's timely release. (Patnode, 2001; Silverman, 2005b) 

Doom and other 3D engines typically partitioned their maps using Binary Space Partitioning 

(BSP) or Octrees. Doom pre-processed its maps in a time-consuming process (up to 30 

minutes) to create a BSP tree which came with the trade-off that walls could not move. The 

Build Engine took a different approach. Instead of preprocessing maps, it relied on a "Portal 

system." In this system, the game designer drew sectors and connected them by marking 

walls as portals. This resulted in a simple world database with just two arrays: one for sectors 

and one for walls (Sanglard, 2013). Figure 17 shows an example of the portal system. 

 

 

Figure 17: An example of the portal system. In this example, A, B, and D are culled because 

they are outside of the vision. (Gregory, 2019) 
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There is a misconception that Build is a raycaster engine. In most cases, it projects vertices 

into player space and generates columns/distances from the point of view (POV). However, 

when sloped floors or ceilings are detected in a sector, Build uses optimized floating-point 

assembly routines for raytracing to find wall boundaries. (Sanglard, 2013) 

The Build engine lacked a BSP tree, so it tracked the player's current sector via a frequently 

called function that optimized the search by first checking the last known sector and 

neighboring sectors before resorting to a linear scan. A key function was the 'inside' method, 

which used only integer operations and could handle concave polygons by counting crossed 

edges and combining results with XORs, avoiding floating-point calculations since most PCs 

lacked FPUs. (Sanglard, 2013) 

The inside function in the Build engine also determines if a point lies inside a potentially 

concave polygon. The modern point-in-polygon algorithm casts a horizontal ray from the 

point and counts how many polygon edges it crosses - an odd number means the point is 

inside, even means outside (Zengin and Sezer, 2021). Figure 18 shows this method. 

 

 

Figure 18: A simple ray crossing method for point inclusion test. (Zengin and Sezer, 2021) 

 

Build uses a variation where it counts the number of edges on each side of the point and 

combines the results using XORs. Figure 19 shows this variation. 
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Figure 19: The same algorithm with a slight variation used in Build Engine. (Sanglard, 2013) 

 

The rendering process in Build Engine starts with opaque walls, involving two connected 

steps. First, a preprocessing step floods the portal system, storing potentially visible walls in 

a stack. The stack contains "bunch" elements, which are sets of walls that belong to the same 

sector, are continuously connected, and face the player (Sanglard, 2013). Figure 20 shows a 

simple example of this. 

 

 

Figure 20: Sector 1 produced a single bunch with one wall. Sector 2 produced a single bunch 
with three walls. Sector 3 produced two bunches, each containing two walls. (Sanglard, 
2013) 

 

The bunch elements in the stack are consumed by the renderer. Most walls in the stack will 

be discarded, with only a few actually rendered to the screen. The data structure uses "wall 
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proxies" which are integers referencing a wall in the list of potentially visible walls, along 

with their coordinates transformed into player and screen space. (Sanglard, 2013) 

The portal flooding heuristic adds any portal facing the player and within the 90-degree field 

of view to the stack. This uses cross-product calculations to determine the facing direction 

efficiently. Walls within sectors are grouped into bunches to avoid costly per-wall sorting 

operations. (Sanglard, 2013) 

Once the bunch stack is populated, the engine draws them from near to far by selecting the 

first bunch not occluded by others. This involves a complex wall-to-wall sorting algorithm 

implemented in the function. While not perfect, it aims for an O(n) operation instead of 

O(n2). The selected bunches are sent to the renderer to draw walls, ceilings, and floors. 

(Sanglard, 2013) 

The wall/ceiling/floor rendering in Build Engine is based on rendering the screen from the 

top and bottom edges, where each wall/portal makes the renderer progress toward the 

vertical center of the screen, with floors and ceilings filling the gaps between walls/portals 

in screen space. At its core, there are two occlusion arrays that track the uppermost and 

lowermost pixels that can still be drawn for each column on the screen. The engine writes 

vertical spans of pixels starting from these bounds, with the bounds progressing towards 

each other, and when a column is fully occluded, a counter is decreased. (Sanglard, 2013) 

For each wall in a bunch, if it's a solid wall, the ceiling, floor, and wall are rendered if visible, 

and the entire column is marked as occluded. If it's a portal, the ceiling and floor are rendered, 

then the renderer peeks into the next sector. If the next ceiling is lower, a "down step" partial 

wall is drawn. If the next floor is higher, an "up step" partial wall is drawn. The occlusion 

arrays are updated accordingly. (Sanglard, 2013) 

This loop continues until all bunches are consumed or all pixel columns are marked as 

completed. The rendering process is illustrated in Figure 21 and Figure 22 with an example 

of the auditorium scene, showing how portals and step geometry are handled. Tricks like 

shared texture indices across sectors are used to reduce memory overhead. (Sanglard, 2013) 
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Figure 21: The Auditorium scene of the game (left), and its map showing the portals in red 
and solid walls in white (right). (Sanglard, 2013) 

 

 

Figure 22: The steps of rendering. (Sanglard, 2013) 
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1. First bunch with three walls projected, only bottom parts are visible. 

2. Engine renders floor vertically. 

3. Next sector checked; Walls identified as portals due to non-negative values. "UP" 

steps drawn based on floor height differences. 

4. First bunch rendering complete. Now the second bunch projected, only lower wall 

parts visible. 

5. The engine renders the floor. 

6. Longer portal leads to "STEP UP", shorter portal to lower sector, no step drawn. 

7. The process repeats until the full scene is drawn. (Sanglard, 2013) 

At this point, the visible solid walls have been rendered to the offscreen buffer. The engine 

then pauses and allows the Game Module to run, so it can animate the visible sprites. 

Once the Game Module finishes animating the visible sprites, Build Engine draws them from 

far to near. The rendering process follows these steps: 

• The distance of each sprite to the point of view (POV) is computed. 

• The array of sprites is sorted using the Shell Sort algorithm, ordering them from 

farthest to nearest. 

• The engine consumes entries alternatively from two lists - one for sprites and one for 

transparent walls. 

• Once one of the lists is exhausted, the engine tries to minimize branching and 

switches to a loop that only renders one type of geometry - either sprites or walls. 

(Sanglard, 2013) 

By sorting the sprites from far to near and rendering them after the solid walls, the engine 

ensures proper occlusion and depth ordering of the final scene. The interleaving of sprites 

and transparent walls allows a smooth blending of geometry and rendering effects like sprite 

shadows on walls. (Sanglard, 2013)  
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4  Early 3D Engines 

With the rapid advancement of computer hardware in the mid-90s, fully 3D environments 

became a reality in video games. This chapter explores the 3D engines that pioneered the 

new era of immersive gaming experiences. 

4.1  Quake (id Tech 2) 

Quake was id Software’s critically acclaimed follow-up to the groundbreaking Doom series. 

Quake ushered in a new era of fully real-time 3D environments and gameplay (Bryce and 

Rutter, 2002). Where DOOM was constrained to a 2D perspective with sprite-based enemies 

and objects, Quake features true 3D environments with six degrees of freedom - players can 

freely look, lean, and even fall in any direction. The game's worlds are brought to life with 

advanced lighting, shadows, and fully 3D-rendered characters and monsters. (Abrash, 1997) 

When talking about the rendering process of Quake, it consists of two types of objects: the 

unchanging world which is stored as a single BSP model, and moving objects called entities 

which are drawn differently. The world is constructed from brushes (convex polyhedra1 with 

textures) combined by a preprocessing program into a continuous mesh delineating solid and 

empty areas. (Abrash, 1997) 

The next step is generating a BSP (Binary Space Partitioning) tree for the level. Instead of 

splitting polygons into leaves, they are placed on the nodes they are coplanar with. This 

reduces splitting and polygon count, shrinking memory and improving performance. 

However, it complicates getting the proper front-to-back drawing order, requiring recursion 

to mark and process polygons on nodes separately from processing leaves. After the BSP is 

built, the outer surfaces of the level that can never be seen are removed, leaving just the 

interior space surrounded by a solid region. This eliminates many irrelevant polygons and 

reduces complexity for the next step of calculating the potentially visible set. (Abrash, 1997) 

 
1 A convex polyhedron is a three-dimensional shape formed by a finite number of flat polygonal faces, 
where any line segment connecting any two points on the surface lies entirely within the polyhedron. 
(Gregory, 2019) 
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Figure 23: The figure shows an ideal potential visible set in which only the visible parts of 
the visible polygons are drawn. (Abrash, 2000) 

 

After building the BSP tree, the potentially visible set (PVS) is calculated for each leaf. The 

PVS consists of all leaves that can be seen from anywhere within a given leaf. This reduces 

the polygons and entities that need to be considered for drawing and network updates. The 

PVS for each leaf is stored compactly as a bit vector with run-length encoding since most 

leaves are invisible from any given leaf. The Quake PVS uses planar approximations rather 

than precise quadratic surfaces for leaf-to-leaf visibility for simplicity. It considers visibility 

from anywhere in a leaf rather than specific viewpoints. (Abrash, 1997) 

The final preprocessing step is light map generation, storing the cumulative lighting for each 

surface based on light traces. In Quake 2, the more expensive but realistic radiosity lighting 

is used instead. (Sanglard, 2011, p. 2) 

When Quake runs, it first decompresses the potentially visible set (PVS) for the current view 

leaf and marks all visible leaves and their parent nodes. The BSP tree is then traversed front-

to-back. Nodes outside the frustum or not in the PVS are culled. When a leaf is reached, 

touching polygons are marked as potentially drawable. The edge list is an intermediate 
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representation where each potentially drawable polygon has its non-horizontal edges added 

after clipping, transforming, and projecting. The edge list is scanned to emit visible spans 

covering each pixel exactly once, eliminating overdraw. After visible spans are obtained 

from the edge list, they must be drawn with perspective-correct texture mapping and lighting. 

(Abrash, 1997) 

Instead of traditional Gouraud shading that interpolates vertex lighting, Quake uses surface-

based lighting. It involves creating a surface texture by mapping and blending a material 

texture with a light map, and then caching these surface textures in a cache. Surfaces are 

illuminated by mapping light map texels to the surface texture, optionally using bilinear 

interpolation for smoother shading. This approach allows efficient lighting calculations, 

supports textures of different formats/depths, and enables techniques like mipmapping to be 

integrated (Hammersley, no date). Surface-based lighting looks better than Gouraud - it is 

perspective-correct, rotationally invariant, and highly detailed without requiring extra 

geometry. Effects like paint splatters can be easily incorporated by drawing them into surface 

buffers. (Abrash, 1997) 

Initially, Quake lacked dynamic lighting for explosions, etc. But after seeing an impressive 

tech demo by Billy Zelsnack at the Computer Game Developer’s Conference (CGDC), 

dynamic lighting was prioritized. One Saturday, John Carmack rapidly implemented high-

level dynamic lighting code in just over an hour, projecting light volumes and adding 

contributions to light maps to rebuild affected surfaces. The dynamic lighting 

implementation is inaccurate but visually acceptable. (Abrash, 1997) 

In addition to the static world, Quake renders four categories of moving objects or entities: 

BSP models, polygon models, sprites, and particles.  

BSP models like doors and items are similar to the world geometry, but can move. Their 

polygons are clipped into the world's BSP tree, so each fragment resides in one leaf. These 

fragments are then added to the edge list and rendered along with the world. (Abrash, 1997) 

Polygon models like monsters and weapons consist of triangle meshes with affine texture 

mapping and Gouraud shading. The fixed light vector direction provides rudimentary but 

effective lighting variation. For relatively distant polygon models, Quake uses a special 

"subdivision rasterizer" for improved performance. It first draws all the model's vertices. 

Then for each front-facing triangle, if any side is at least 2 pixels long, that side is split at 
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the nearest pixel midpoint. New vertices are drawn at the split points. This splitting process 

recurses on the two smaller triangles until all have only 1-pixel sides and require no more 

subdivisions. While inaccurate for large triangles, the precision is indistinguishable for 

distant models and it provided up to 3x speedup. (Abrash, 1997) 

While Quake aimed to be fully 3D, sprites (2D images) were still used for certain effects 

like explosion cores. Originally just using particle spray for explosions lacked visual impact, 

so animated sprite sequences were added. Drawing a sprite is similar to a polygon, requiring 

perspective correction, transparency testing, and z-buffering. In hindsight, using 3D polygon 

models may have been preferable to the code overhead for sprite support. (Abrash, 1997) 

Particles are the final entity type - simple solid-colored rectangles scaled by distance and z-

buffered. Up to 2,000 particles can represent rocket trails, explosion effects, etc. (Abrash, 

1997) 

 

 

Figure 24: A scene of the game, showing blood particles and fire. (Quake on Steam, no date) 

 

While rudimentary, particles enable certain effects difficult with other entity types. They 

work in tandem with other entities, like creating fire trails behind lava ball models or 

explosion clouds around sprite cores. (Abrash, 1997)  
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4.2  Thief: The Dark Project (Dark Engine) 

Thief: The Dark Project was a groundbreaking first-person stealth game released in 1998 by 

Looking Glass Studios. The game was revolutionary in how it implemented light, sound, 

and emergent AI systems as core gameplay mechanics. Guards could detect slight noises 

like footsteps or visually notice environmental changes, reacting with heightened alertness 

and searching behavior. This created an unparalleled level of tension and immersion as 

players had to plan every move and take advantage of darkness and quiet surfaces. With its 

rich world-building, innovative design philosophies, and influence on later stealth classics, 

Thief: The Dark Project is critically acclaimed as one of the greatest games of its era. (‘Thief: 

The Dark Project’, 2024; ‘Dark Engine’, 2024) 

The Dark Engine was a game engine developed by Looking Glass Studios and used from 

1998 to 2000, primarily for the early Thief games. The renderer was created by Sean Barret, 

and it supported graphics similar to Quake with features like skyboxes and colored lighting, 

though it had limitations on terrain polygons and object counts due to the hardware 

constraints of the time. The engine offered advanced AI, sound propagation, and an object 

scripting system through loadable modules. While lacking built-in scripting, the engine gave 

level designers extensive control over things like NPC awareness states and behavior. The 

level editor DromEd was used to create maps and allowed the community to build many fan 

missions after its public release. The engine's source code later leaked and received 

unofficial updates over the years to extend its capabilities. (‘Dark Engine’, 2024) 

The Thief engine employed a portal and cell-based visibility solution, inspired by the ideas 

published in Seth Teller's 1992 PhD dissertation. This was a departure from the grid-based 

worlds used in previous Looking Glass games like System Shock and Ultima Underworld. 

(Barret, 2011) 

The core concept was to divide the navigable game world into convex polyhedra called 

"cells" connected by portals. Each cell contained the visible world polygons along its 

boundaries. Portals acted as adjacency markers between cells - if you could see into a cell, 

you could potentially see through its portals into connected cells. (Barret, 2011) 
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The engine employed a breadth-first traversal starting from the viewpoint's cell to determine 

visible geometry. As each portal was crossed, the destination cell was added to the visible 

set. However, before contributing visibility, portals underwent transformations, back-face 

culling, and 2D projection along with a "bounding octagon" (a combination of axis-aligned 

and 45-degree rotated bounding boxes). A portal's octagon was compared against the 

accumulated octagon representing visibility in the source cell. Only if the two overlapped, 

did the portal contribute visibility into the destination cell. The intersection defined the 

visible region through that portal, which was merged into the overall destination visibility 

octagon. (Barret, 2011) 

The visibility culling technique used in the Thief games involved analyzing visible areas and 

cells on a per-frame basis through available view paths, rather than processing entire 

adjacent cells. This approach was similar to the precomputed potentially visible set used in 

Quake, but more conservative. While innovative, this per-frame cell-portal analysis had 

significant computational overhead, which limited its scalability as graphics technology 

advanced over time. Nonetheless, it remained a clever and well-researched visibility solution 

for the Thief game series. (Barret, 2011) 

Reducing overdraw, the process of minimizing the rendering of unnecessary pixels, was a 

crucial optimization technique. Quake utilized a span-buffering ("edge list") approach, 

conceptually drawing world surfaces front-to-back, ensuring each pixel was drawn only 

once. Thief, on the other hand, drew polygons back-to-front, causing overdraw, but mitigated 

it by dynamically traversing portals for tighter bounds and clipping each rendered world 

polygon by the bounding octagon for the visibility of the containing cell. Additionally, Thief 

stored world polygons in cells, splitting those extending through multiple cells, while Quake 

preserved them as single polygons in a BSP tree. The 2D clipping to bounding octagons 

resulted in rendering many Thief polygons as 8-sided polygons, a straightforward and 

efficient process due to the lack of texture coordinates on polygon vertices, which were 

computed directly from a 3D vector basis independent of the vertices. (Barret, 2011) 

To perform object culling, the engine tracked which cells an object occupied, incrementally 

updating its position using previous cell information, allowing for handling unrealistic 

topologies. It would discover all cells needing rendering, and then decide which objects 

required rendering based on their visibility within those cells. Thief computed a 2D bounding 

box or octagon for each potentially visible object and compared it against the bounding 



41 

 

octagon for any cells containing the object, rejecting objects not currently visible. This 

approach, combined with effectively rejecting invisible cells entirely, enabled Thief to 

handle more object-dense worlds than renderers using Quake technology, as long as the 

visible objects were limited, allowing for well-stocked environments like kitchens and 

dining rooms. (Barret, 2011) 

Quake employed a z-buffer for rendering objects, while Thief utilized a more complex 

painter's algorithm approach. The painter's algorithm is a conceptual approach to visibility 

determination in computer graphics. It is inspired by the process an artist might use when 

painting a landscape scene. The key idea is to paint (render) objects from back to front, with 

farther objects being rendered first and then overwritten by nearer objects. This achieves 

correct occlusion because distant colors are replaced by colors of objects closer to the viewer 

(Hughes, 2014). Figure 25 shows a simple example of this. 

 

 

Figure 25: A simple demonstration of the painter's algorithm. (Marschner et al., 2022) 
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Thief rendered the world from back-to-front, interleaving the rendering of world polygons 

and objects to achieve occlusion. This technique, however, posed challenges in ensuring 

proper object sorting and avoiding sorting issues where objects might become visible 

through walls or invisible behind walls they shouldn't be. Thief's sorting algorithm was 

intricate and involved several steps. Cells were sorted using a BSP tree, and objects were 

assigned to cells. The engine then determined the valid range of cells where each object 

could be rendered without being occluded by world polygons or other objects. This process 

involved bounding octagons and occlusion checks. In cases where a suitable sort order could 

not be found, Thief employed an expensive "splitting" mechanism, rendering objects across 

multiple cells by dynamically clipping them with user clip planes. (Barret, 2011) 

Light and shadow rendering techniques played a crucial role in creating immersive and 

realistic environments in classic games like Quake and Thief. The approach involved 

precomputed light mapping and a surface cache to store lit surfaces, inspired by Quake's 

rendering techniques. (Barret, 2011) 

While QTest, Quake's technology demo, was released in February 1996, the development of 

the game engine for Thief was likely in an earlier stage. The ray-casting technique, where 

objects were checked against light sources to determine visibility and simulate shadows, was 

an alternative approach considered. Ultimately, the team opted for the "check the lightmap 

value on the floor" technique, which aimed to provide a consistent and intuitive experience 

for players' visibility to guards and shadows. (Barret, 2011) 

The development of the Thief game series employed a unique "temporal" Constructive Solid 

Geometry (CSG) model for creating game levels. Constructive solid geometry (CSG) is a 

technique used in computer graphics and computer-aided design (CAD) to model 3D solid 

objects. It represents complex objects as a combination of simpler geometric shapes or 

primitives (such as spheres, cylinders, and boxes) using boolean operations like union, 

intersection, and difference. These operations allow for creating intricate models by adding, 

subtracting, or intersecting the primitive shapes. (Angel and Shreiner, 2012) 

This approach treated level design as a sequential series of "brush placement" operations 

applied to an initially solid game world, allowing designers to carve out spaces, add solid 

objects, fill areas with liquids like water or lava, and selectively modify regions over time. 

While offering flexibility, this CSG implementation relied on a Binary Space Partitioning 
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(BSP) tree data structure that proved problematic. The BSP tree introduced numerical 

precision issues, especially when early brush operations caused splitting planes that extended 

across the entire level. This could lead to cascading geometric errors in unrelated areas. In 

retrospect, a direct brush intersection approach like Quake's CSG model, without an 

encompassing spatial data structure, would have been a better implementation choice and 

avoided many of the robustness challenges faced by the Thief level editors (Barret, 2011). 

Figure 26 shows the Thief’s level editor, DromEd. 

 

 

Figure 26: DromEd, the level editor of Dark Engine. (Brethren, 2009) 

 

The texture mapping system in Thief was designed to be highly flexible, allowing for various 

effects and combinations of operations to be applied to textures. This flexibility came at the 

cost of some performance, but it enabled the game's graphics engine to handle a wide range 

of scenarios. (Barret, 2011) 
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At the core of the texture mapping system were two types of functions: those that wrote to 

the framebuffer (the block of memory representing the rendered image) and those that 

modified the texture data before writing it to the framebuffer. The latter functions would 

read pixels from a temporary buffer, apply various operations such as lighting calculations, 

color lookup tables, or transparency blending, and then write the modified data back to the 

temporary buffer. (Barret, 2011) 

The codebase included a variety of these functions, each serving a specific purpose. For 

example, there were samplers for handling different texture coordinate wrapping modes, 

filters for applying lighting or color lookup tables, and writers for handling transparency or 

translucency effects. These functions could be chained together in arbitrary combinations, 

allowing for complex texture mapping effects to be achieved. However, not all of these 

functions were heavily utilized in the final game, as some effects like paletted lighting were 

abandoned due to artistic limitations or performance concerns. (Barret, 2011)  
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5  Advanced 3D 

Rendering realistic 3D graphics requires a multitude of complex techniques that simulate 

how light interacts with surfaces and materials in the real world. This chapter explores the 

fundamental algorithms and approaches that modern real-time rendering engines employ to 

generate highly detailed and visually compelling 3D environments. From advanced shading 

models that accurately simulate physical light transport to techniques for capturing real-

world geometry through photogrammetry, each section dives into a crucial component of the 

rendering pipeline. 

5.1  Shading 

Computer graphics rendering techniques like ray tracing and rasterization use shading or 

coloring of surfaces to create the visual impression of three-dimensionality. Shading models 

(Illumination models, lighting models, or reflection models) aim to simulate how light 

reflects off surfaces in the real world based on their geometry and relationships to other 

objects. (Ebert, 2003) 

Shading models start with simple equations that approximate real-world light physics. They 

can then add complexity for more realistic rendering, or modify parts for stylized, non-

photorealistic looks. The same shading models can be used across different rendering 

techniques like ray tracing and rasterization. Shading is largely independent from the overall 

rendering system architecture. (Marschner, 2021) 

The main shading models are flat shading, Gouraud shading, Phong shading, Lambert 

shading, Anisotropic shading, and Deferred shading. Flat shading uses a constant color for 

each polygon face, resulting in a faceted appearance (Hughes et al, 2013). Gouraud shading 

interpolates vertex normals across polygon faces for smoother shading (Gouraud, 1971). 

Phong shading interpolates normals across pixel level for even smoother results, but with 

higher computational cost (Watt, 1992). The simplest realistic model is the Lambertian or 

diffuse model which simulates dull, matte surfaces. Anisotropic shading models account for 

how specular highlights can appear differently depending on the viewing angle for surfaces 

like brushed metal (Ebert, 2003). The goal of deferred shading is to shade only visible 
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samples, minimizing shading costs. It renders the entire scene to the framebuffer first, then 

computes shading for each visible pixel, requiring surface parameter data like normals to be 

stored in the framebuffer. Deferred shading can optimize lighting by culling lights too far 

from the 3D region of a tile of pixels (Hughes, 2014). The shading models represent tradeoffs 

between rendering quality and performance. 

While the previous shading models aimed to approximate real-world light physics, more 

recent research has focused on physically based rendering (PBR) models that accurately 

simulate the way light interacts with materials and surfaces based on physical laws and 

measured data. PBR provides a unified model for computing both diffuse and specular 

reflection components. 

5.1.1  Physically Based Rendering (PBR) 

Physically based techniques aim to simulate reality by using principles of physics to model 

the interaction between light and matter. Although this approach might seem like the most 

straightforward method for rendering, it has only become widely adopted in practice over 

the past decade. (Pharr et al., 2016) 

PBR is more of a concept than a strict set of rules, leading to variations in implementation 

across different systems. Despite this, the core idea of rendering with physical accuracy 

allows concepts to transfer easily between projects and engines. (Wilson, No date) 

The usage of PBR in games was kick-started by a course at SIGGRAPH named ‘Physically-

Based Shading Models in Film and Game Production (Gotanda, 2010)’ (Seymour, 2013). 

After that several studios pioneered in implementing PBR in games, among them 

DONTNOD (title “Remember Me” released in 2013 made by Unreal Engine 3), Crytek (title 

“Ryse: Son of Rome” released in 2013 made by CryEngine), Gorilla Games (title “Killzone 

Shadow Fall” released in 2013 made by Decima Engine), and Ready at Dawn (title The 

Order: 1886 released in 2015 made by RAD Engine 4). (The Order: 1886 Retrospective, 

2023) 

PBR distinguishes between two fundamental types of light interactions with surfaces: 

reflection and diffusion. Reflection occurs when light bounces off a surface, creating a 

mirror-like appearance, while diffusion happens when light penetrates the surface and is 
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scattered internally before exiting, resulting in a more matte appearance (Russell, 2015). 

Figure 27 shows the difference between reflection and diffusion. 

 

 

Figure 27: Difference between reflection and diffusion. (Russell, 2015) 

 

PBR adheres to energy conservation, ensuring that light leaving a surface never exceeds light 

hitting it. This principle affects the balance between the reflective and diffuse properties of 

materials. PBR also differentiates between metals and non-metals in their reflective 

properties and it accurately models the Fresnel effect, where reflectivity increases at grazing 

angles. Microsurface details are approximated using a roughness parameter, which 

determines the spread and intensity of reflected light while maintaining energy conservation. 

(Russell, 2015) 

By accurately modeling these physical principles, PBR allows artists to create more realistic 

and predictable materials. It ties together properties like diffusion, reflection, and roughness 

in a physically consistent manner, simplifying the content creation process and reducing the 

need for manual tweaking under different lighting conditions. (Russell, 2015) 

5.2  Reflection and Refraction 

Reflection and refraction are fundamental concepts in computer graphics that contribute 

significantly to the realism of rendered scenes. These phenomena are crucial for creating 

convincing representations of materials like water, glass, and polished surfaces. This chapter 
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explores various techniques used in real-time graphics to simulate reflections and 

refractions, discussing their strengths, limitations, and applications. 

Real-time planar reflection (RTPR) offers accurate reflections on flat surfaces but becomes 

costly for multiple planes. Image-based reflection (IBR) uses prerendered proxies and 

optimizations to improve performance. Cube map reflections, while fast and versatile, have 

limitations in resolution and dynamic scenes. Screen-space reflection (SSR) provides high-

quality contact reflections but struggles with off-screen content and computational cost. 

Each technique has its advantages and drawbacks, and they are often combined to achieve 

the best balance between visual quality and performance in real-time graphics applications. 

(Engel, 2016) 

While these traditional techniques have been used extensively in video games throughout 

the years, the increasing power of modern GPUs has opened up new possibilities for more 

accurate reflection models. One of these techniques that has recently gained traction is path-

traced reflection. This method, derived from offline rendering techniques, brings a new level 

of realism and accuracy to real-time graphics. 

5.2.1  Path-Traced Reflections 

Path-traced reflections are a key feature of the path-tracing rendering technique used in 

computer graphics. Path tracing is a Monte Carlo method that simulates the behavior of light 

in a 3D scene to create photorealistic images. (‘Path tracing’, 2024) 

In path tracing, reflections are calculated by tracing rays of light as they bounce off surfaces 

in the scene. When a ray hits a reflective surface, the algorithm generates a new ray in a 

direction determined by the surface's reflective properties (described by its BRDF - 

Bidirectional Reflectance Distribution Function). This process continues recursively, with 

each bounce potentially contributing to the final color of a pixel. (‘Path tracing’, 2024) 

Unlike traditional ray tracing techniques that might use a fixed number of reflection bounces, 

path tracing can simulate an unlimited number of light bounces. This allows it to accurately 

capture complex lighting effects like color bleeding, caustics, and indirect illumination. The 

stochastic nature of path tracing means that as more samples (rays) are calculated per pixel, 

the image gradually converges to a noise-free result that closely mimics real-world lighting 
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(‘Path tracing’, 2024). Figure 28 shows the difference in the level of noise depending on the 

number of samples. 

Path-traced reflections are particularly effective at simulating a wide range of material 

properties, from perfect mirrors to rough, diffuse surfaces. By accurately modeling how light 

interacts with different materials, path tracing can produce highly realistic reflections that 

account for factors like the color of reflected light, the roughness of surfaces, and the 

complex interplay of light between multiple reflective objects in a scene. (‘Path tracing’, 

2024) 

 

 

Figure 28: A path-traced image with 1 sample (above), and 256 samples (below). (Path 

tracing | High Definition RP | 8.0.1, no date) 
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5.3  Shadows 

Shadows play a crucial role in creating realistic and visually appealing scenes, with their 

composition typically consisting of two main parts: the umbra and penumbra. The umbra is 

the darkest region of a shadow where light is completely blocked by the occluding object, 

while the penumbra is a lighter, partially shaded area surrounding the umbra. These 

components contribute to the formation of two distinct types of shadows: hard shadows and 

soft shadows. Hard shadows, characterized by sharp, well-defined edges, are 

computationally simpler but less realistic. They primarily consist of the umbra region and 

are typically created using basic ray tracing techniques. In contrast, soft shadows feature 

gradual transitions between light and dark areas, incorporating both umbra and penumbra 

regions. This results in a more natural and realistic appearance, as they better simulate the 

behavior of light from physical sources. However, soft shadows are more complex to 

generate and require more computational resources. Understanding these shadow types and 

their composition is essential for creating convincing lighting effects in computer graphics 

and visual design. (Eisemann, 2012) 

Shadow rendering techniques have evolved significantly over the years, with various 

methods developed to create realistic shadows in real-time computer graphics. Two of the 

most fundamental approaches are shadow mapping and shadow volumes, each with its own 

set of advantages and challenges. 

Shadow mapping is an image-based technique that works by rendering the scene from the 

light's perspective and storing depth information in a shadow map. This method is relatively 

fast and can be implemented using graphics hardware, making it popular for real-time 

applications. However, it can suffer from aliasing issues, especially when the light source is 

far from the viewer (Eisemann, 2012). To address these limitations, more advanced 

techniques have been developed, such as Percentage-Closer Soft Shadows (PCSS) and Sub-

Pixel Shadow Maps (SPSM), which aim to produce smoother, more realistic shadows while 

maintaining performance. (Fernando, 2005; Lecocq et al., 2014) 
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Figure 33: Caustics in a pool of water. (Wallace, 2016) 

 

5.5.3  Subsurface Scattering 

Subsurface scattering is a phenomenon that occurs in solid materials with high scattering 

coefficients, such as wax, human skin, and milk. It is a complex process that involves light 

entering the material, being scattered multiple times within the material, and then exiting the 

material at a different location from where it entered. (Akenine-Möller et al., 2018) 

This shift in the location of the light's exit point means that subsurface scattering cannot be 

modeled using a bidirectional reflectance distribution function (BRDF), which describes the 

behavior of light at a surface. Instead, special rendering techniques are required to simulate 

subsurface scattering accurately. These techniques typically involve approximating the 

scattering process by blurring or diffusing the surface irradiance or by using techniques such 

as depth maps and ray tracing to model the light paths within the material. Subsurface 

scattering is an important effect to simulate in computer graphics, as it contributes 

significantly to the realistic appearance of materials like skin, wax, and other translucent 

substances (Akenine-Möller et al., 2018). Figure 34 shows the difference between rendering 

with and without subsurface scattering. 
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Figure 34: An object without subsurface scattering (left), and with subsurface scattering 

(right). (Gregory, 2019) 

 

5.6  Post-Processing Effects 

Post-processing effects are crucial techniques in computer graphics that enhance the visual 

quality and realism of rendered images. This chapter explores several key post-processing 

effects, including bloom, lens flare, depth of field, motion blur, and anti-aliasing. These 

effects simulate various optical phenomena and camera behaviors, adding depth, 

atmosphere, and polish to digital scenes. 

5.6.1  Bloom and Lens Flare 

The bloom effect simulates the phenomenon where extremely bright areas in a scene appear 

to spill over onto adjoining pixels, creating a glow-like effect. It is achieved by first creating 

a separate image containing only the bright objects that are to be "overexposed." This image 

is then blurred, typically using a Gaussian blur, and composited back into the original image, 

often using additive blending. This process can be optimized by rendering the bloom image 

at a lower resolution before blurring and combining it with the original image. Variations 

include using different blur techniques, combining multiple bloom images with varying 

levels of blur, and incorporating elements from previous frames to create a streaking effect. 

(Akenine-Möller et al., 2018) 



61 

 

Lens flare is a visual artifact caused by light reflecting or refracting within a lens system, 

resulting in various effects such as halos, coronas, and streaks. In computer graphics, lens 

flare is often simulated by rendering a set of textured polygons or billboards oriented along 

the line between the light source and the camera's center. The size, opacity, and arrangement 

of these elements can be adjusted based on the position of the light source relative to the 

camera, creating a convincing illusion of lens flare. More advanced techniques involve 

sampling depth buffers or using occlusion queries to attenuate the brightness of the effect 

based on the visibility of the light source. Other variations include anamorphic lens flares, 

physically-based models, and post-processing filters to create streak effects. (Akenine-

Möller et al., 2018) 

5.6.2  Depth of Field 

Depth of Field (DoF) is a visual effect that simulates the way a camera lens focuses on 

objects within a specific range while blurring objects outside that range. In computer 

graphics, DoF is implemented by calculating a "circle of confusion" for each pixel based on 

its depth relative to the focal plane. Pixels within the focus field remain sharp, while those 

in the near and far fields are blurred according to their circles of confusion. (Akenine-Möller 

et al., 2018) 

Common techniques for achieving DoF include separating the scene into layers (near, focus, 

and far field), applying varying degrees of blur, and then compositing these layers. Some 

methods use a gather approach, sampling neighboring pixels based on depth and circle of 

confusion overlap, while others employ a scatter technique, rendering sprites for out-of-

focus pixels. Advanced implementations may incorporate special handling for bright light 

sources to create distinct bokeh shapes, mimicking the appearance of a physical camera 

aperture. The challenge lies in balancing visual quality with real-time performance, leading 

to ongoing developments in optimization techniques. (Akenine-Möller et al., 2018) 

5.6.3  Motion Blur 

Motion blur is a crucial effect for creating realistic and convincing animations. It simulates 

the blur that occurs in the real world when objects move while a camera's shutter is open. 
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Films naturally have this blur due to their 24 frames per second frame rate and the time the 

shutter is open capturing each frame. Games and interactive graphics do not automatically 

have motion blur, so it must be simulated. There are different types of motion blur depending 

on if the camera is moving, objects are moving, or both. Camera motion leads to radial or 

directional blurs, while object motion requires per-object blur based on velocities. (Akenine-

Möller et al., 2018) 

A common technique is to render a velocity buffer storing a per-pixel velocity vector for 

each object's motion. This buffer is then used to stretch and blend samples from the original 

frame along their movement paths using gather techniques. The influence of each sample is 

based on its velocity. Special handling is required for properly blending background colors 

in disoccluded regions and avoiding objectionable artifacts. While adding realism, motion 

blur can cause distracting effects or even motion sickness in some interactive experiences, 

so games often allow disabling certain motion blurs or may artistically modify how it is 

applied beyond pure physical realism. (Akenine-Möller et al., 2018) 

5.6.4  Anti-Aliasing (AA) 

Aliasing is a visual artifact that occurs in digital graphics and rendering when a signal is 

sampled at too low a frequency, resulting in distortions such as jagged edges, flickering, or 

Moiré patterns. Antialiasing refers to techniques used to minimize or eliminate these 

artifacts, producing smoother and more visually pleasing images. The goal of antialiasing is 

to reduce the jarring transition between pixels, especially along the edges of objects, by 

blending colors and creating the illusion of higher resolution. (Akenine-Möller et al., 2018) 

Some of the most famous antialiasing methods include Supersampling (SSAA), which 

renders the image at a higher resolution and then downsamples it; Multisampling (MSAA), 

which computes multiple samples per pixel but shares the same color for all samples within 

a pixel; Temporal Anti-Aliasing (TAA), which uses information from previous frames to 

improve the current frame; Fast Approximate Anti-Aliasing (FXAA), a post-processing 

technique that detects edges and smooths them; Morphological Anti-Aliasing (MLAA), 

which analyzes the image to detect and reconstruct edges for smoother results; and Enhanced 

Subpixel Morphological Anti-Aliasing (SMAA), an improved version of MLAA that can 

also leverage temporal information. Each method has its own strengths and weaknesses in 
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terms of quality, performance, and compatibility with different rendering techniques. SSAA 

provides high-quality results but is computationally expensive. MSAA offers a good balance 

between quality and performance for real-time applications. TAA can produce excellent 

results at a lower cost but may introduce ghosting artifacts with fast-moving objects. FXAA 

and MLAA are post-processing techniques that work on the final image, making them 

versatile but potentially less accurate than methods that work with 3D geometry information. 

The choice of antialiasing method often depends on the specific requirements of the 

application, such as available computational resources, desired image quality, and 

compatibility with other rendering techniques. (Akenine-Möller et al., 2018) 

5.7  Geometry Processing 

5.7.1  Tessellation and Triangulation 

Triangulation and tessellation are fundamental techniques in computer graphics and 

geometric processing. Triangulation involves converting complex polygons or surfaces into 

a set of triangles, which is crucial for efficient rendering on graphics hardware. This process 

is essential because most graphics APIs and GPUs are optimized for triangle-based 

rendering. Triangulation algorithms range from simple methods like ear clipping to more 

sophisticated approaches such as Delaunay triangulation, which aims to maximize the 

minimum angle of the resulting triangles. The choice of algorithm depends on factors like 

the complexity of the input geometry, performance requirements, and specific geometric 

constraints. (Akenine-Möller et al., 2018) 

Tessellation, on the other hand, is a broader concept that encompasses the division of a 

surface into a set of geometric shapes, often triangles, for various purposes in computer 

graphics. While triangulation is primarily focused on creating a triangle mesh from 

polygons, tessellation can involve more complex operations, such as adaptively subdividing 

surfaces to increase detail or generate smooth curves. In real-time rendering, tessellation is 

frequently used to create high-quality representations of curved surfaces, allowing for 

dynamic level-of-detail adjustments based on factors like view distance and surface 

curvature. Advanced tessellation techniques, such as fractional tessellation and adaptive 

subdivision, enable more efficient use of computational resources by concentrating detail 
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where it's most needed, resulting in improved visual quality without excessive polygon 

counts. (Akenine-Möller et al., 2018) 

5.7.2  Simplification 

Simplification, also known as mesh simplification or data reduction, is a process used in 

computer graphics to reduce the complexity of a 3D model while attempting to preserve its 

overall appearance. This process is particularly important for real-time applications, such as 

video games or virtual reality simulations, where the number of polygons (triangles) that 

make up a 3D model needs to be limited to ensure smooth performance on a wide range of 

hardware configurations. (Akenine-Möller et al., 2018) 

The simplification process typically involves analyzing the 3D model and identifying edges 

or groups of polygons that can be collapsed or removed without significantly altering the 

model's overall shape or visual quality. This is often done by assigning a "cost" value to each 

edge or polygon based on factors such as its contribution to the model's overall appearance, 

its location relative to the viewer, or its proximity to important features like sharp edges or 

texture seams. The simplification algorithm then iteratively removes or collapses the edges 

or polygons with the lowest cost, gradually reducing the model's complexity until a desired 

polygon count or level of detail is achieved. More advanced techniques may also consider 

factors like preserving symmetry, material boundaries, or texture mapping quality during the 

simplification process. (Akenine-Möller et al., 2018). Figure 35 shows the effect of 

simplification on a plane mesh. 

 

 

Figure 35: A simplified plane on the left with 150 faces and the original mesh with 13546 

faces on the right. (Hoppe, 1996) 
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5.7.3  Level of Detail (LOD) 

Level of Detail (LOD) is a technique used in 3D computer graphics to optimize rendering 

performance by displaying lower-resolution or simplified versions of 3D models when they 

are far away from the viewer or cover a small area on the screen. The basic idea is to use 

simpler representations of an object as it makes less and less contribution to the rendered 

image. (Akenine-Möller et al., 2018) 

There are typically three main components in LOD algorithms: 

1. LOD Generation: This involves creating different representations of a model with 

varying levels of detail, often by using mesh simplification algorithms to generate 

models with decreasing numbers of polygons. Alternatively, artists can manually 

create the different LOD models. 

2. LOD Selection: A metric is evaluated, such as the projected screen area of the object 

or its distance from the viewer, to determine which LOD representation should be 

used for rendering. Common selection methods include range-based (using distance 

thresholds) and projected area-based (using estimated pixel coverage). 

3. LOD Switching: When the LOD selection metric changes, the rendering system must 

switch between the different LOD representations. This can be done through discrete 

switching, blending between LODs over a short period of time, or using techniques 

like continuous level of detail (CLOD) or geomorphing to smoothly interpolate 

between LOD representations. (Akenine-Möller et al., 2018) 

LOD techniques can provide significant performance improvements, especially for complex 

scenes with many detailed objects. By rendering low-detail representations for distant or 

small objects, the GPU workload is reduced, allowing for better overall rendering 

performance and frame rates (Akenine-Möller et al., 2018). Figure 36 shows two objects at 

different LODs. 
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Figure 36: Two objects at different level of details. (Marschner et al., 2022) 

 

5.7.4  Nanite 

Nanite is a technology developed by Epic Games that is integrated into their Unreal Engine 

5 game engine. It represents a radically different way of rendering and displaying highly 

detailed 3D models in real-time. 

Traditionally, when rendering a 3D model, the engine had to process and draw every single 

triangle that makes up the model's mesh, even triangles that were tiny or not visible to the 

camera. This put significant constraints on the complexity of models that could be rendered 

in real-time. To optimize performance, techniques like level-of-detail (LOD) were used, 

which essentially swapped lower resolution mesh approximations when the model was 

farther away. (Díaz-Alemán et al., 2023) 

Nanite works very differently. When importing a model, it divides the high-resolution mesh 

into hierarchical clusters of triangles. It then renders only the clusters that are actually visible 

to the camera at any given moment. The selection of clusters is driven by a pixel-to-triangle 

ratio - Nanite aims to render only as many triangles as there are pixels that the model covers 

on screen. This results in massive memory and performance optimization, as it avoids 
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rendering occluded or distant triangle details that would not be visually perceived anyway. 

(Díaz-Alemán et al., 2023) 

The key benefit of Nanite is that it allows using fully detailed, film-quality mesh models 

directly in real-time applications and virtual environments, without the need for manually 

creating low-polygon LOD models or normal maps. This saves a tremendous amount of 

mesh editing and optimization work. For fields like cultural heritage visualization, it means 

being able to display artifacts and environments at their highest captured detail inside 

interactive virtual museums and experiences. (Díaz-Alemán et al., 2023) 
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6  Discussion 

This thesis highlights the rapid evolution of 3D rendering techniques in gaming. From early 

methods like raycasting and BSP trees to advanced technologies such as physically based 

rendering, ray tracing, and Nanite, the progression reflects broader advancements in 

hardware and software capabilities. This evolution has dramatically enhanced visual realism 

and complexity in real-time rendering. 

The results can also address the following research questions: 

1. How did early 3D game engines render the environment? Early 3D game engines 

relied on technologies like raycasting, binary space partitioning, and portal systems. 

These foundational methods produced impressive results despite hardware 

limitations, allowing for the creation of immersive 3D environments with the 

computational resources available at the time. 

2. How have rendering techniques evolved since the early days of 3D gaming, and 

what key advancements have been made? The evolution of rendering techniques 

has been marked by several key advancements, including but not limited to GPU 

hardware acceleration, texture mapping, and increasingly sophisticated material and 

lighting simulations. These developments, among many others, have significantly 

improved visual fidelity and gaming experiences. The field continues to evolve with 

ongoing innovations in rendering technology, each advancement building upon 

previous techniques to create more realistic and visually striking game worlds. 

3. How do modern 3D engines render environments, and what techniques do they 

use to achieve realism? Modern game engines employ a variety of advanced 

techniques to achieve unprecedented levels of realism. These include physically 

based rendering, real-time global illumination, ray tracing, and technologies like 

Nanite for highly detailed geometry. Additionally, they utilize screen-space 

techniques and advanced post-processing effects to further enhance visual quality 

and create more immersive gaming experiences. 

The study has several limitations worth noting. Firstly, it was not feasible to cover all 

existing games due to two primary factors: the sheer volume of games in existence far 
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exceeds what can be comprehensively analyzed in a single publication, and the vast majority 

of these games lack proper documentation or publicly available source code. Without access 

to such information, it is extremely challenging to accurately determine the technologies 

used in their creation. 

Secondly, the thesis did not exhaustively cover every rendering technique employed in game 

development. This is due to the vast and rapidly evolving nature of computer graphics 

technology. Instead, the study focused on widely adopted techniques that have had a 

significant impact on the industry. While this approach ensures a thorough examination of 

mainstream methods, it may have inadvertently overlooked niche or emerging technologies 

that could potentially shape the future of game rendering. 

  



70 

 

7  Conclusion 

This thesis investigated the evolution of 3D rendering techniques in game engines, focusing 

on the key advancements that have contributed to the creation of photorealistic virtual 

environments. It explored the transition from early rendering methods such as raycasting and 

BSP, to modern techniques like ray tracing and Nanite. The thesis examined both historical 

perspectives and cutting-edge innovations in real-time rendering, highlighting the 

continuous development driven by improvements in hardware and algorithms. 

The investigation was driven by the need to understand the rapid advancements in 3D 

rendering techniques and their impact on the gaming industry. By studying the evolution of 

these techniques, the research aimed to provide valuable insights into the history and future 

directions of computer graphics. Understanding the progression of rendering methods helps 

to appreciate the current state-of-the-art and the immense computational power required for 

modern applications. 

The thesis showed that modern 3D rendering techniques have significantly evolved from 

their early counterparts. Innovations such as physically based rendering (PBR), ray tracing, 

and Nanite have enabled the creation of highly detailed and realistic virtual environments. 

These techniques have improved the efficiency and quality of rendering processes, allowing 

for real-time applications that were previously thought to be too computationally expensive. 

The thesis also highlighted the role of algorithmic innovations and hardware improvements 

in pushing the boundaries of what is possible in digital realism. 

The results indicate that the advancements in rendering techniques have profound 

implications for various fields, especially in gaming. The ability to render highly detailed 

models in real time enhances the user experience, making virtual environments more 

immersive and realistic. These advancements answer the research questions by 

demonstrating how early rendering methods have evolved and how modern techniques 

achieve unprecedented levels of realism and performance. The findings also suggest that the 

continued innovation in this field will lead to even more sophisticated and efficient rendering 

methods in the future.  
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