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The increasing prevalence of Al in smart building management necessitates efficient data
labelling systems to identify vast amounts of incoming data streams. This work presents
the development and implementation of an Al pipeline that integrates Random Forest and
BERT]je models for accurate and efficient data labelling for buildings’ Heating, Ventilation,
and Air Conditioning (HVAC) systems. The pipeline first employs the Random Forest model
to classify data points into valid and invalid points, followed by the BERTje model for la-
belling relevant data points to a standardized labelling convention (BRICK schema). This
method achieved an average match accuracy of 95%, surpassing the initial 90% target. A
comparative analysis of carbon emissions revealed that the Al pipeline significantly reduces
long-term emissions compared to human labelling methods. The findings underscore the
potential of using large language models (LLMs) in enhancing the functionality and sustain-
ability of building management systems. Future research is recommended to further optimise
the pipeline and explore its applicability in other domains.
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1 Introduction

In recent years, the advent of artificial intelligence (AI) has catalysed transformative changes
across numerous sectors, making it a necessary ingredient of all digital technologies. In the
past five years alone, Al adoption has more than doubled, with 56% of companies reporting
Al adoption in at least one function in 2021 (McKinsey & Company, 2021). This broad
adoption underscores the critical role that Al can play in driving innovation and efficiency

across industries.

At the very core of this revolution lies the development of transformer models, which made a
prominent appearance following the pivotal 2017 paper “Attention is All You Need” (Vaswani
et al., 2017). These models have underpinned advancements in several Al major subfields,

including machine learning, deep learning, and natural language processing (NLP).

Emerging from the capabilities of these transformer models are large language models (LLMs),
which have become very influential in tasks requiring understanding and manipulation of
large datasets. Their flexibility allows them to excel not only in generating coherent and
contextually appropriate text but also in discriminative tasks such as classifying and labelling
data—an integral part of managing and interpreting data effectively (Brown et al., 2020). A
prime example of this is BERT (Bidirectional Encoder Representations from Transformers),
which shines as a discriminative model in tasks such as sentiment analysis and intent recog-
nition (Devlin et al., 2019).

Al and LLMs are remarkably changing many diverse fields at large, notably smart buildings,
elevating everything. From operational efficiency to user experience, the role of Al tech-
nologies in smart buildings can lead to significant reductions in energy consumption through
better control, improved reliability, and automation (Farzaneh et al., 2021). For instance,
predictive modelling can automatically optimize Heating, Ventilation, and Air Conditioning
(HVAC) systems to reduce energy usage while maintaining the comfort of residents. The
Al-driven systems could also detect and predict equipment failures, thereby improving reli-

ability and reducing maintenance costs.

1.1 Problem Statement

Buildings account for approximately 40% of total energy use by the European Union, a
significant part of which is due to heating and cooling, managed through complex heat ex-
change systems (Cao, Dai & Liu, 2016). This statistic highlights the critical role of effective
energy management in reducing overall energy usage in buildings. Smart buildings, through

intelligent data management and Al-enhanced systems, play a pivotal role in achieving these



11

energy efficiency goals.

In smart buildings, sensor networks are critical as they monitor various environmental pa-
rameters. The data collected by these sensors is vast and diversified, hence needing efficient
labelling. Normally, sensor data in Building Management Systems (BMYS) is classified or la-
belled without adhering to any standard schema, which varies across different buildings and
BMS types. This lack of standardization poses challenges in making informed decisions to
enhance building functionality, reduce energy consumption, and improve overall operational
efficiency. To address this problem, there is a critical need to standardize these unstandard-
ised points. Al can be instrumental in this process, enabling the integration of advanced

control mechanisms and achieving significant energy savings.

1.2 Proposed Solution

The evolution of data labelling techniques has been driven by the increasing complexity of
datasets and the need for more efficient annotation processes. Early methods relied heavily
on manual efforts, which were not scalable. The introduction of machine learning and Al

brought about semi-automated, and automated techniques.

One certain approach for data mapping consists of one-to-one mapping using dictionaries,
which quite often falls short when sensor descriptions vary or evolve. Such inconsistency
presents a significant challenge in maintaining accurate and efficient mappings without man-
ual intervention, which is resource-intensive and prone to errors. This paper aims to solve

this core challenge by leveraging Al to automate and standardise the labelling process.

The advent of LLMs has further revolutionised this field, providing powerful tools for auto-
mated text annotation and classification. LLMs have demonstrated remarkable capabilities
in text classification, sentiment analysis, named entity recognition, and more. Discriminative
LLMs offer a robust alternative by efficiently classifying and labelling sensor data directly
into standard BRICK Schema classes. Such models not only improve the accuracy of data

interpretation but also reduce the resources typically required for manual data handling.

Considering the global deployment of smart building technologies, it is crucial to recognise
that most LLMs are predominantly trained on English data. However, some models like
Bertje have been developed specifically for other languages, such as Dutch, demonstrating
the adaptability and international applicability of LLMs. Moreover, some multilingual mod-
els such as mBERT and XLLM-R are designed to handle multiple languages effectively. These
multilingual models can provide robust performance across different languages without the

need for region-specific models, although specialised models like Bertje can offer enhanced


https://brickschema.org/

12

performance for particular languages. Unlike the multilingual BERT model, which includes
Dutch but is based solely on Wikipedia text, BERTje is trained on a large and diverse dataset
of 2.4 billion tokens, consistently outperforming the equally-sized multilingual BERT model
on downstream NLP tasks (Vries et al., 2019). For this study, the given dataset particu-
larly the sensor descriptions is in the Dutch language, Bertje, an LLM tailored for the Dutch

language, is employed for data labelling.

To further enhance performance and address complex challenges more effectively, contem-
porary Al strategies often employ a composite approach, integrating multiple models into
a cohesive Al pipeline. This methodology puts the strengths of multiple models together
to address complex challenges more effectively. For example, (Zhang et al., 2016) intro-
duces a two-stage generative adversarial network (GAN) approach to create photorealistic
images from text descriptions. These Al pipelines enhance performance and optimise re-
source utilisation, significantly reducing the environmental impact of extensive computa-
tional processes. By combining these advanced techniques, the proposed solution aims to
create a robust and efficient Al pipeline for data labelling in smart buildings, ensuring both

high accuracy and operational efficiency.

This thesis aims to develop and utilize an Al pipeline incorporating LLM for data labelling in
smart buildings. The primary objective is to map sensor points from Building Management
Systems (BMS) to standard BRICK schema classes. In this context, “sensor data” refers to
the actual measured values, such as temperature or humidity readings, while “sensor points”
indicate the type of sensor, such as whether it is a return temperature sensor or a supply
temperature sensor. For instance, a temperature sensor might measure a value of 22°C, which
is the sensor data, and this sensor could be identified as a supply temperature sensor, which
is the sensor point. The accurate and automated labelling of these sensor points is crucial for

enhancing the efficiency and functionality of smart building management systems.

1.3 Background

Data labelling is an important process in machine learning and serves as the foundation for
training supervised learning models. Accurate labelling ensures that models learn to identify
patterns and make predictions based on correctly annotated data. In the context of Building
Management Systems (BMS), effective data labelling is essential for monitoring and con-
trolling various environmental parameters such as temperature, humidity, and airflow. In
the context of smart buildings, a Building Management System (BMS) serves as the central
control system for buildings, using a variety of sensors and mechanisms to maintain optimal

environmental conditions as shown in Figure 1.
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Figure 1: Building Management System as Control System

This study aims to label the sensor points from BMS to the standard BRICK schema. The
BRICK schema, as described by (Balaji et al., 2018), is an open-source initiative aiming to
standardise the semantic descriptions of physical, logical, and virtual assets within buildings
and their interrelationships. This schema comprises an extensible dictionary of building-
related terms and concepts, a robust framework for linking these elements, and a flexible

data model, which allows for seamless integration with existing tools and databases.

1.4 Thesis Structure

The thesis is organised into the following chapters: Chapter 1 provides an overview of the re-
search context, outlining the significance of Al in various sectors and introducing the specific
problem addressed in this study. It also delves into the theoretical foundations and explains
the new terms used in this thesis. It discusses the terms relevant to data labelling and Al,
particularly focusing on the application of large language models (LLMs) and traditional
machine learning methods. Chapter 3 reviews the related work, highlighting advancements
and comparing them with this study’s approach. Chapter 3 describes the research design
and process for classifying sensor points. Moreover, it discusses the dataset and the research
questions that guide this study. Following this, Chapter 4 discusses the methodologies and
results of feature selection and embedding, highlighting how different features and text rep-
resentation techniques affect classification performance. Subsequently, Chapter 5 provides a
comprehensive analysis of various machine learning classifiers, evaluating their application

and performance in classifying sensor data. Chapter 6 details the development and imple-
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mentation of the Al pipeline, integrating Random Forest and BERTje models to enhance the
accuracy and efficiency of data labelling. Chapter 7 assesses the environmental impact of
the Al pipeline, comparing its carbon emissions to traditional data labelling methods and
discussing the trade-offs involved. Finally, Chapter 8 summarises the key findings and im-

plications of the study, offering conclusions and proposing directions for future research.
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2 Related Work

(Z. Wu et al., 2023) introduces a novel framework that integrates large language models
(LLMs) into agent-based modelling (ABM) to enhance the simulation of complex systems.
This approach leverages the sophisticated capabilities of LLMs to improve the accuracy
and depth of simulations. However, it does not specifically address the application of these
models in the context of smart building environments. This study, in contrast, focuses on the
application of LLMs for data labelling in Building Management Systems (BMS), particularly

in smart buildings, highlighting a specific use case for these models.

(Sun et al., 2023) investigates text classification tasks using LLMs such as GPT-3. They
introduce Clue And Reasoning Prompting (CARP), a method that improves LLM perfor-
mance by integrating task-specific evidence and optimizing few-shot learning techniques.
This approach achieves state-of-the-art performance on several benchmarks, demonstrating
the efficacy of LLMs in text classification with minimal labelled data. Unlike their work,
which focuses on general text classification, this research applies LLMs to a specific domain

of smart building sensor data labelling, demonstrating its utility in this niche field.

Regarding the combination of different approaches to enhance performance, (Desmond et al.,
2022) presents an Al-assisted data labelling system that combines unsupervised and semi-
supervised machine learning to label large datasets efficiently. The system offers visual
labelling assistance, optimizes labelling mechanics using predicted labels, and updates in
real-time based on human input, significantly improving the accuracy and scalability of the
labelling process. While their approach enhances general data labelling, this study integrates
a specific LLM, BERT]e, tailored for Dutch language sensor data, and focuses on standard-

ising these labels according to the BRICK schema.

(Alanne & Sierla, 2022) reviews machine learning applications in smart buildings, emphasiz-
ing reinforcement learning (RL) and autonomous Al agents for building control and energy
management. They highlight the importance of buildings’ learning ability for adaptability
and identify key learning functions: observing, predicting, adjusting, managing data, and
interacting with occupants. The paper discusses the potential of reinforcement learning and
digital twins in optimizing building energy management, noting current limitations in the
scalability and comparability of RL solutions. This study differs by focusing specifically on
data labelling in BMS using an Al pipeline integrating Random Forest and BERTje models.

(C. Wu et al., 2022) provides a comprehensive review of natural language processing (NLP)
techniques in smart construction, highlighting their application in processing unstructured

text data within construction projects. The study examines the core functions of NLP, such
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as information extraction and document organisation, and discusses the potential improve-
ments needed to enhance decision-making and management effectiveness in the construction
industry. Key challenges identified include improving relation extraction, reducing manual
workload, and developing an efficient NLP application framework. While (C. Wu et al.,
2022) focuses on the application of NLP techniques to manage unstructured text data in the
construction industry, this research specifically addresses the development of an Al pipeline

for data labelling in Building Management Systems (BMS).

For natural language processing tasks in Dutch, (Vries et al., 2019) introduces BERT]e,
a monolingual Dutch BERT model. BERTje demonstrates significant improvements over
multilingual BERT in tasks such as named-entity recognition and part-of-speech tagging,
highlighting the advantages of training language-specific BERT models for better perfor-
mance in natural language processing tasks. This study builds upon BERTje’s capabilities,
applying it to the specific task of labelling sensor data in smart buildings, demonstrating its

effectiveness in this specialised application.

(Vittori et al., 2023) presents a methodology to automate the integration of Building Infor-
mation Models (BIM) with the BRICK schema. This approach utilises graph modelling to
streamline the process of linking BIM data with IoT and BMS data, enhancing data inter-
operability within digital building models. The methodology significantly reduces manual
effort and improves efficiency in managing building data. In contrast, this study focuses on
developing an Al pipeline for data labelling in smart buildings, specifically for the Dutch lan-
guage. While (Vittori et al., 2023) addresses data interoperability between BIM and BRICK
schema through graph modelling, this study aims to automate and enhance the accuracy of

sensor data labelling, facilitating better building management.

(Waterworth, Sethuvenkatraman & Sheng, 2023) addresses the challenge of deploying smart
building applications by mapping building sensor metadata through weakly supervised ma-
chine learning. They introduce a pattern-based workflow that allows subject matter experts
to craft simple rules for processing the unique text found in building sensor metadata. This
approach significantly reduces manual effort and accelerates the metadata mapping process.
Similar to this study, it aims to enhance the efficiency and accuracy of data labelling in smart
buildings using machine learning techniques. However, while (Waterworth, Sethuvenka-
traman & Sheng, 2023) focuses on weak supervision and compares it with active learning
to improve metadata mapping, this study leverages a combination of Random Forest and
BERTje models to automate the classification and labelling of sensor data in Building Man-
agement Systems (BMS). Additionally, this study evaluates the environmental impact of
Al-based solutions compared to traditional methods, which is not addressed in (Waterworth,

Sethuvenkatraman & Sheng, 2023) research.
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Additionally, environmental concerns are increasingly important in Al research. Related to
the environmental impact of Al, (Guan, 2024) discusses the environmental impact of Al
training, highlighting substantial energy savings and carbon footprint reduction that can be
achieved through optimized Al training practices. This emphasizes the need for energy-
efficient methodologies to achieve carbon neutrality and reduce the environmental impact of
Al technologies. This study contributes to this discussion by comparing the carbon emissions
of an Al pipeline with traditional manual methods, demonstrating the environmental benefits

of automated Al solutions in data labelling tasks.
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3 Research Design and Questions

To achieve the objective of classifying and mapping these registers, this study employs a
systematic approach that ensures thorough analysis and effective data management. The
methodology is structured into two main approaches as shown in Figure 2, each playing a
crucial role in the overall process. This structured approach helps in breaking down the com-
plex task of data labelling into manageable steps, ensuring that each phase is meticulously

executed for optimal results.

—>
Invalid
- Dataset
—T S
=
B A O

Raw >
Individual sensor Mappegl sensor
Dataset . . Points
Valid point Mapping
Dataset
1- Classification to valid 2- Mapping valid data to
and invalid date standard BRICK classes

Figure 2: Research Design Steps

These two primary approaches as shown in Figure 2 are explained below.

1. Classification of Data into Valid and Invalid Datasets: The first step involves clas-
sifying the dataset into valid and invalid registers based on their role in providing
thermal comfort. This classification ensures that only relevant data is considered for

further analysis.

2. Mapping Valid Data to Standard Classes: After obtaining the valid dataset, the next
step is to map these valid registers to standardized BRICK schema classes. This map-
ping process is crucial for ensuring that the data is structured and labelled consistently,

facilitating better data management and analysis.

To fully understand these approaches, it is essential to provide a detailed explanation of the

dataset under consideration.
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3.1 Dataset

The dataset under consideration for this study consists of multiple sensor points, also known
as registers, collected from various buildings within a specific Building Management System
(BMS). These buildings’ sensor points have been combined into a single comprehensive
data file to facilitate training and analysis purposes. The dataset includes a variety of sensor

points, each with distinct features and belonging to different classes.

The dataset under consideration consists of significantly more invalid registers compared to
valid ones. The ratio of valid to invalid entries in this dataset is approximately 1 to 10. Since
the aim of this study is to map sensor points that contribute to thermal comfort in buildings,
it is essential to select those related to thermal sensors, ventilation, boilers, heating, and

cooling equipment.

In this context, sensor points are considered valid if they play a role in providing thermal
comfort, such as those related to heating, ventilation, and air conditioning (HVAC) systems.
All other points and raw data, which do not contribute to thermal comfort, are considered

invalid.

The sensor points have different features that represent them, as illustrated in Figure 3:

identifier description units  object_type brick_class
6113919b-0693-42a5-a925- . ) :
38e126€9d0f4 Aanzuigluchttemperatuur  degreesCelsius analoglinput Intake Air Temperature Sensor
f3855795-6456-41ce-a729- A q .
91f555a2ceb5 Ruimtetemperatuur  degreesCelsius analoglinput Zone Air Temperature Sensor
66d1dbed-f7eb-4c7f-9746- Ruimtetemperatuur grenswaardenbewaking Zone Air Temperature High Alarm

663c65a46607 maximum  degreesCelsius  analogValue Limit

e€08a2553-8364-4e73-a421-
ab561a6d9e683

57fbf8f3-c5bd-4425-9bb5-

Hot Water Return Temperature

Retourtemp.verwarmer degreesCelsius analoginput Sensor

6ad20ca73aac Druk toevoerkanaal pascals analoglnput  Supply Air Static Pressure Sensor
e00cce5f-68c4-45fb-b6df- AP N P

20d4c8676877 Relatief inblaasvocht percent analoginput Supply Air Humidity Sensor
e Afsluiter sturing percent analogOutput Valve Steering Command

b73a1d2b12f4

Figure 3: BMS Sensor Points

These different features are explained below:

e Description of Sensor Points: For example, ‘Aanzuigluchttemperatuur’ (supply air
temperature), ‘Afsluiter verwarmer’ (heater valve), etc.

e Units: For example, ‘degreesCelsius’, ‘seconds’, etc.

e Object Type: The type of sensor point. For example, ‘analoglnput’, ‘analogValue’,

etc.

These features are crucial for classification, as they provide detailed information about each

sensor point. It is important to select the features that are most significant and relevant for
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the task of labelling the data.

3.2 Al Pipeline Objective

The Al pipeline aims to streamline the process of identifying and categorising sensor data,

improving both efficiency and accuracy.

identifier description units  object_type
6113919[.,-0692&2?;::93%?; Aanzuigluchttemperatuur ~ degreesCelsius analoginput
f3855795-645961}4515c5:;c7§:é Ruimtetemperatuur degreesCelsiu: analoginput
66d1dbed7f7ggégg?a—4967élg; . g maxim;i;: degreesCelsius analogValue
20822503830, 30/0: 841 - Retourtemp.verwarmer  degreesCelsius analoginput
a561a6d9e683
57'bf8'3705bg;223i;3g::é Druk toevoerkanaal pascals analoginput
eOOcceSf—Gszcgézfglé;bsssg; Relatief inblaasvocht percent analoginput
915“6%-“4;_7?32328&?; Afsluiter sturing percent  analogOutput brick_class
Sensor Points from BMS Intake Air Temperature Sensor

Zone Air Temperature Sensor

Zone Air Temperature High Alarm
Limit

Hot Water Return Temperature
a Sensor
Supply Air Static Pressure Sensor

Supply Air Humidity Sensor

Valve Steering Command

Al Pipeline

BRICK classes

Figure 4: Data Labelling to BRICK classes using Al Pipeline

The two-step process will result in an Al pipeline that can be used and reproduced for clas-
sification and data labelling. The ability to replicate the pipeline means that it can be easily
adapted and reused, providing a robust framework that can contribute to ongoing advance-

ments in smart building management systems and beyond.

3.3 Classification Objective

In the context of this study, the primary goal for classification is to minimise the number
of false negatives, thereby ensuring that valid registers are not missed. This is particularly

critical for applications where missing a valid instance can have significant repercussions.

However, simply predicting everything as positive is also not a viable solution, as it would
result in an unacceptably high number of false positives. Therefore, there is a trade-off
between minimising false negatives and maintaining reasonable precision. Consequently,
while having some false positives is acceptable, missing many valid registers is not. In
binary classification, this balance is crucial, and it requires optimising both recall (to reduce

false negatives) and precision (to control false positives).



21

3.4 Mapping Objective

The goal for mapping valid data to standard classes is to achieve a match count of 90% or
more for sensor points mapped to their respective classes. The objective of this study is to
ensure that at least 90% of the sensor points are correctly mapped to the standard BRICK
schema classes, even with unseen data. Additionally, the miss count, representing the number

of incorrect mappings, should be less than 10%.

3.5 Research Questions

The research questions guiding this study are related to these two approaches, designed to
explore the effectiveness of machine learning and natural language processing techniques
in automating and improving the data labelling process, while also considering the environ-

mental impact of these Al-driven solutions.

Evaluate the Use of Different Machine Learning Methods to Classify Valid and Invalid
Data

RQ1: How do different Machine Learning methods compare in classifying valid and invalid

sensor data based on accuracy, F1 score, recall, and precision?

Rationale: This question seeks to compare the performance of various ML algorithms in
distinguishing between valid and invalid sensor data, which is critical for optimizing the data

labelling process and ensuring that only relevant data is used for decision-making.

The study aims to address this research question by applying various machine learning clas-
sifiers to a dataset for the purpose of classifying entries as valid or invalid. The effectiveness

of each classifier will be evaluated and compared based on their results.
Evaluate the Usage of an NLP Model for Mapping BMS Sensors to the BRICK Schema

RQ2: How effective is an NLP technique in mapping BMS sensors to the BRICK schema

using descriptions, considering match and miss counts?

Rationale: This question focuses on assessing the capability of the NLP model to accu-
rately map sensor descriptions to the BRICK schema, which is important for automating the

labelling process and improving the efficiency of data management in building systems.

The study aims to answer the research question by using a Natural Language Processing

(NLP) method to map individual sensor points to specific brick classes and subsequently
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analyse the results.

Compare Al-Based Solutions with Human Labelling Methods in Terms of Carbon

Emissions

RQ3: How do the carbon emissions of Al-based solutions compare with those of manual

approaches while onboarding a new building?

Rationale: This question aims to evaluate the environmental impact of using Al-based so-
lutions versus manual or semi-automated methods, highlighting the sustainability aspect of

technology choices in building management.

The study seeks to answer the research question by comparing the carbon emissions of an Al
pipeline with those generated by a traditional programming method. The comparison will be

analyzed to evaluate the environmental impact of each approach.

By addressing these research questions, the study aims to contribute valuable insights into
the effectiveness and sustainability of Al-driven data labelling techniques in the context of
building management systems. The findings will inform best practices for implementing Al

technologies to optimise both performance and environmental impact.
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4  Feature Selection & Embedding

This chapter discusses the importance of feature selection in developing effective machine
learning models, focusing on identifying the most relevant attributes from the dataset. It
also covers the techniques used for embedding and encoding these features, including one-
hot encoding and TF-IDF vectorisation, to prepare the data for the classification models.
Additionally, it presents the results obtained from different feature selection methods and
embedding techniques, discussing and justifying the choices made based on their impact on

model performance.

4.1 Methodology

This subsection outlines the processes and steps used for feature selection and embedding
techniques. The methodology encompasses the detailed approach to identifying and select-
ing relevant features from the dataset, followed by the application of various embedding
methods. This section provides an introduction, and the rationale behind the chosen tech-

niques, ensuring the data is well-prepared for subsequent classification tasks.

4.1.1 Feature Selection

Feature selection is crucial in developing effective machine learning models, as it involves
selecting the most relevant attributes from a dataset to improve the model’s performance and
facilitate better decision-making. This study involves data from a Building Management Sys-
tem (BMS), which includes various sensor readings and related information. The objective

is to identify the sensor point attributes that significantly contribute to the study’s goals.

The dataset consists of multiple registers, each with a set of attributes describing the sensor
data. These attributes, referred to as features, provide essential information about the reg-
isters. Typical attributes include identifier (UUID), description, units, polarity, notify type,
and system. Although not all attributes are present in every register, the attributes common
to all registers in the dataset are the description, units, and object type. The unique identifier

(UUID) serves as a unique identity for each register.

Naive Bayes was selected as the base model to evaluate the impact of different groups of
features on the classification performance. The goal was to classify the dataset into valid
and invalid entries. In this context, sensor points are considered valid if they play a role
in providing thermal comfort in the building, all other points and raw data, are considered
invalid. The performance of the classifier was assessed using standard metrics such as ac-
curacy, precision, recall, and F1-score. These experiments demonstrated the importance of

certain features in achieving high classification performance, guiding the feature selection
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process.

Initially, Naive Bayes was tested using only the description feature of the registers. Further
experiments were conducted by incorporating both the description and unit features. Finally,
a comprehensive evaluation was performed using all three significant and common features:
description, units, and object type. These three features represent different types of text data.
The units and object type features contain categorical data, while the description feature

consists of standard text data in Dutch, specific to the dataset used in the experiments.

4.1.2 Embedding

Encoding and embedding techniques are crucial for transforming categorical features into
numerical formats for machine learning algorithms. One-hot encoding was used for the
units and object type features, converting categorical variables into a binary matrix, ideal for
features without ordinal relationships. This method was chosen because there is no ordinal

relationship between the values within these features.

For embedding techniques, the study used traditional text representation methods such as
Bag of Words (BoW) and TF-IDF vectorisation. For the description feature in Dutch, TF-
IDF (Term Frequency-Inverse Document Frequency) was employed to convert the text into
numerical form. TF-IDF evaluates a word’s importance in a document relative to a collec-
tion of documents, transforming text data into numerical vectors by considering both term

frequency and inverse document frequency, thus emphasising more informative terms.

The embedding was analysed using the random forest classifier, which was chosen for fur-
ther analysis due to its superior performance over Naive Bayes in preliminary experiments.
To enhance the efficiency and effectiveness of text representation, we also experimented
with word2vec embeddings. Word2vec is a technique that transforms words into contin-
uous vector representations in a lower-dimensional space. This method captures semantic

relationships between words based on their contextual usage in large text corpora.

Word2vec provides two models for generating embeddings: Skip-Gram and Continuous Bag
of Words (CBOW). Both models were used in this study to evaluate their performance. Skip-
Gram predicts context words for a given target word, capturing rare words and their represen-
tations more accurately. In contrast, CBOW predicts a target word from surrounding context
words, generally performing better with smaller datasets and effectively capturing common

word representations.

The flow of feature selection, encoding, and embedding is illustrated in Figure 5.
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Figure 5: Feature Selection & Embedding

The image illustrates the process of feature selection and embedding in the Al pipeline. It
shows how valid and invalid data are combined to form a dataset for training purposes. Dif-
ferent features—description, units, and object type—are used for feature selection. Units and
object type are processed using one-hot encoding, while the description feature is converted
using Word2Vec and TF-IDF vectorisation techniques. This visual representation clarifies

the steps involved in preparing data for machine learning models.

4.2 Results

The results subsection presents the outcomes obtained from experimenting with different
combinations of features and embedding techniques. It showcases the effectiveness of var-
ious approaches by comparing metrics such as accuracy, F1 score, precision, and recall for
each combination. This analysis helps in understanding the impact of each feature and em-
bedding method on the performance of the classification models, ultimately guiding the se-
lection of the most efficient techniques for data labelling in smart building management

systems.

4.2.1 Feature Selection

The metrics used to analyse the feature selection and embedding processes are accuracy,
F1 score, precision, and recall. Accuracy measures the proportion of correctly classified
instances out of the total instances. Precision is the ratio of true positive results to the sum

of true positive and false positive results. Recall, also known as sensitivity, is the ratio of
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true positive results to the sum of true positive and false negative results. The F1 score is the

harmonic mean of precision and recall, providing a balance between the two metrics.

Considering the goal for classification, we need to minimise the number of false negatives. In
binary classification, a higher number of false negatives leads to lower recall, while a higher
number of false positives leads to lower precision. The results of the feature selection process
are summarised in Figure 6, which displays the values of accuracy, F1 score, precision, and
recall for different feature combinations. The accuracy remains consistently high at 0.97
for all feature combinations: using only the description, using description and object type,

and using description, object type, and units. However, the other metrics show significant

variations.
Feature Selection for Naive Bayes Classification
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Figure 6: Feature Selection Results

The recall for the combination of description, object type, and units is the highest, followed
by the combination of description and object type, and the lowest is for the description only.
The F1 score also follows a similar trend. Precision, on the other hand, illustrates a different
trend. The highest precision is observed for the combination of description and object type,
followed by using only the description. The combination of description, object type, and

units results in the lowest precision.
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4.2.2 Embedding

The results from the various embedding techniques highlight the strengths and limitations of
each approach in representing text data for classification tasks. Figure 7 shows the accuracy,
precision, recall, and F1 score for different embedding techniques, while Figure 8 presents
the confusion matrix, split into four columns for True Positive, False Positive, False Negative,

and True Negative.
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Figure 7: Embedding Techniques Results(Metrics Values)

TF-IDF vectorisation emerged as the clear winner, achieving the highest performance across
all metrics, with the highest accuracy, F1 score, precision, and recall. The confusion matrix
further supports these results, showing the lowest number of true positives and true negatives,

as shown in Figure 8.
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4.3 Discussion

The discussion subsection interprets the results obtained from the feature selection and em-
bedding experiments. It provides insights into why certain combinations of features and
techniques performed better, explaining the underlying reasons for their effectiveness. This
section also evaluates the trade-offs between different methods, justifying the final choices

made for the Al pipeline.

The detailed analysis provided by the metrics for feature selection and embedding tech-
niques helps understand each feature combination’s impact on the model’s performance. By
carefully selecting relevant features and applying appropriate encoding techniques, we can

enhance the performance of the classifier and achieve more reliable results.

4.3.1 Feature Selection

The insights gained from the feature selection process are crucial for the classification of the
dataset into valid and invalid entries. The results indicate that while adding more features
can improve recall and F1 score, it may lead to a decrease in precision. This suggests the

model is better at identifying positive instances but at the cost of more false positives.

Given our study’s goal, we prioritise recall over precision to ensure the model captures as
many valid registers as possible, even if it means accepting more false positives. This ap-
proach aligns with our objective of reducing false negatives and maximising the identifica-
tion of valid registers. The feature combination of description, units, and object type was
selected for further analysis and experiments, supported by its high recall and F1 score, and

an accuracy of 0.97.

In conclusion, the feature selection process has provided valuable insights into the impact of
different feature combinations on classification performance. By prioritizing recall, we have
tailored our model to meet the specific needs of this study, ensuring robust classification of
the dataset into valid and invalid entries. Future work will build on this foundation, using the

selected features to further refine and optimize the classification model.

432 Embedding

The performance metrics and confusion matrices for TF-IDF vectorisation and Word2Vec
embeddings (CBOW and Skip-Gram) demonstrate varying degrees of effectiveness in trans-
forming textual data into numerical formats suitable for machine learning models. The analy-
sis reveals that TF-IDF vectorisation outperforms Word2Vec embeddings across all metrics,

including accuracy, precision, recall, and F1 score. The confusion matrix supports these
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findings, showing a balanced number of true positives and true negatives, with minimal false
positives and false negatives. This indicates the effectiveness of TF-IDF in distinguishing

between valid and invalid entries.

Word2Vec embeddings, while effective in capturing semantic relationships between words,
showed slightly lower performance metrics compared to TF-IDF. Both CBOW and Skip-
Gram models had higher false positive and false negative rates, leading to lower precision
and recall. This discrepancy may not be solely due to the embeddings themselves but rather
the compatibility of these embeddings with the Random Forest model. Word2Vec embed-
dings are typically designed for neural network architectures, which may better leverage their
semantic representations, whereas Naive Bayes might not fully utilize the rich information

embedded in Word2Vec vectors, resulting in suboptimal performance.

Given the study’s objective to minimise false negatives and ensure comprehensive identi-
fication of valid entries, TF-IDF is selected for further analysis. Its superior performance
across metrics makes it a robust choice for text representation, ensuring accurate and reliable

classification outcomes.
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5 Machine Learning Classifiers

Building on the insights gained from feature selection and embedding techniques, this chap-
ter delves into the evaluation of different machine learning classifiers to optimise the classifi-
cation of sensor data. It includes a detailed analysis of the three models tested: Naive Bayes,
Random Forest, and XGBoost, comparing their accuracy, precision, recall, and F1 score.
The chapter explains the rationale behind selecting a classifier model for further analysis and

discusses the trade-offs involved in this decision.

5.1 Methodology

To determine the most effective model for classifying sensor data, three distinct classifier
models were explored: Naive Bayes, Random Forest, and XGBoost (XGB). The Naive Bayes
classifier was initially chosen for its simplicity and capability to provide quick baseline per-
formance, especially in handling text data. To enhance the classification results, the Random
Forest classifier was subsequently utilised, valued for its robustness against overfitting and
ability to manage complex data structures. Finally, to gain deeper insights and achieve su-
perior performance, the XGBoost classifier was also applied, known for its high efficiency,

scalability, and exceptional performance in various machine learning applications.

Figure 9 illustrates the process of classification, following feature selection and embedding.
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Figure 9: Data Classification using ML Classifiers Pipeline



32

5.1.1 Model Adaptation and Hyperparameter Tuning

During this study, to gain more control over the results, the architecture of the model was
modified to allow for more precise adjustments and optimisations. This included implement-
ing changes such as adjusting the thresholds and fine-tuning hyperparameters to enhance the
model’s performance. Specifically, Random Forest was chosen for its flexibility and ease
of modification, allowing for a more tailored approach to address the complexities of the
dataset. Although XGBoost is also adaptable, Random Forest was preferred for its sim-
plicity and straightforward implementation. Through these adjustments, the study aimed to

achieve more accurate classifications and better overall performance.

Parameter Value
n_estimators 100
class_weight balanced
min_samples_split 20

Table 1: Hyperparameters for the Random Forest Model

Hyperparameter tuning primarily focused on the number of decision trees, a crucial factor
influencing the model’s performance. The Random Forest model was tested with various
tree counts to determine the most effective configuration. A detailed analysis was conducted
on the contribution of each individual tree within the ensemble for every entry in the test
dataset. This process involved tracking the affirmative and negative decisions made by the

trees for each data point, with results meticulously documented in a spreadsheet.

It was discovered that, within a setup of 100 trees, the Random Forest classifier established a
threshold of 60; if the count of trees categorising a data point as valid exceeded this number,
the model deemed the data point valid. Conversely, counts below this threshold resulted in

classification as invalid, as shown in Figure 10.

5.1.2 Custom Prediction Method for Random Forest Classification

To enhance control over classification results, the decision threshold of the Random Forest
model was adjusted for analysis purposes. This modification allowed the model to better
meet specific project requirements. The outcomes, including sensor details and the counts of
positive and negative decisions from the trees, were systematically recorded in a spreadsheet,

providing a comprehensive overview of the model’s decision-making process.

Detailed documentation of results for each data point in the test set was maintained, allowing
for granular analysis. For each entry, the dataset captured information such as description,
unit, and object type, along with the predictive outcomes from the Random Forest model.

This included counts of trees that supported positive or negative results and indicators for
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Figure 10: Random Forest - Individual Results of 100 Trees

false positives and false negatives. The model facilitated the adjustment of decision thresh-

olds, optimising results for specific analytical needs.

All collected data was meticulously organised in a DataFrame and stored in a CSV file,
enabling detailed subsequent analysis. This structured approach particularly focused on in-
stances of false negatives, revealing that many false negatives received more than 50 positive
votes out of 100. However, due to the threshold being set at 60 positive votes to classify a
sensor point as valid, these entries were incorrectly considered invalid. The custom predic-
tion method allows setting a user-defined threshold, providing greater control over balancing

false positives and false negatives.

5.1.3 Evaluation of Embedding Techniques

The effectiveness of the Random Forest model was further assessed by applying it to differ-
ent datasets using both TF-IDF vectorisation and Word2Vec embedding techniques. These
analyses helped determine the model’s robustness across diverse datasets and embedding

strategies.
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5.2 Results

The performance comparison of the classification algorithms—Naive Bayes, Random For-
est, and XGBoost (XGB)—is illustrated in Figure 11. Each algorithm was evaluated based
on four key metrics: accuracy, F1 score, precision, and recall, along with their respective

confusion matrices.

Performance Comparison of Classification Algorithms

Metrics
0.97 0.97 0.97 0.97 0.97 0.97 0.97 0.97

1.04 B Accuracy
089 089 090 ggg

B F1_Score
W Precision
mmm Recall

0.81

0.6 1

Value of Metrics

0.4 4

0.2 1

0.0-
Naive Bayes Random Forest XGB

Classifier

Figure 11: Classifier Models Results (Metrics Values)

Figure 11 indicates that Naive Bayes lags behind Random Forest and XGBoost (XGB) across
all metrics, showing the lowest values for accuracy, F1 score, precision, and recall. Both
Random Forest and XGB achieved the same high values of 0.97 for all metrics, indicating

their superior performance compared to Naive Bayes.

To further evaluate these models, confusion matrices for all three classifiers were considered.
Figure 12 provides the confusion matrix split into four separate columns for True Positive,
False Positive, False Negative, and True Negative for the three classifier models. For a dataset
of size 46,905, with a test dataset of 9,381, the confusion matrix shows the distribution of

predictions made by the different classifier models.

5.3 Discussion

This part of the discussion relates to RQ1. The comparison of results indicates that both
Random Forest and XGBoost classifiers significantly outperform Naive Bayes in terms of
accuracy and other evaluation metrics. While Naive Bayes offers a reasonably balanced

performance, its lower accuracy suggests it may not be the best fit for this particular dataset.

The Random Forest and XGBoost classifiers demonstrated superior performance across all
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metrics. These results highlight the two models’ robustness and reliability in classifying the
dataset. This comprehensive analysis answers the first research question, confirming that
advanced machine learning models like Random Forest and XGBoost are more effective for

classifying sensor data in Building Management Systems (BMS).

A key objective of this project is to reduce false negatives, ensuring that valid entries are not
missed. In this context, the Random Forest classifier showed fewer false negatives compared
to XGBoost, which is crucial for maintaining high recall while reducing the number of valid
entries incorrectly classified as invalid. This makes Random Forest particularly suitable for

this dataset, where the cost of missing valid entries is high.

Given their comparable performance, either Random Forest or XGBoost could be effectively
used. However, the decision to choose Random Forest for further analysis is influenced by
its flexibility in model customization and threshold adjustment. This adaptability allows
for better optimization of the classification process to meet specific project requirements,
making Random Forest the preferred choice for classifying valid and invalid registers in this

study.

In conclusion, addressing the first research question, while Naive Bayes provides a good
baseline, Random Forest and XGBoost classifiers offer enhanced performance. Given the
project’s specific needs and the comparative advantages of Random Forest, it is selected as

the primary model for further analysis and deployment.
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6 Bertje

This chapter delves into the integration of the BERTje model within the AI pipeline for
enhanced data labelling. It explains the selection and training of BERT]e, a Dutch language
model, and its application in mapping valid sensor data to standard BRICK schema classes.
The chapter highlights the benefits of using BERT]e in improving the accuracy and efficiency
of the data labelling process, providing a detailed account of the model’s performance and

integration within the Al pipeline and the insights gained from the results.

6.1 Methodology

Following the successful implementation of the Random Forest model for initial classifica-
tion, the next step is to predict specific classes for each data point. This section outlines
the detailed steps involved in selecting and using the model for predicting those classes. It
includes the procedures for training the BERTje model with the relevant dataset, followed
by the application of this model to accurately map valid sensor data to the standard BRICK
schema classes.

6.1.1 Model selection - Bertje

Given the need to prioritize energy efficiency, reduced resource consumption, and robust
performance on smaller datasets, it was essential to choose an appropriate model for further
classification. Since the valid registers are fewer compared to the invalid ones, the dataset of

valid registers is relatively small.

A transformer-based, pre-trained model was chosen due to its lower resource requirements
and high efficiency, particularly well-suited for scenarios with limited data. Fine-tuning
a pre-trained model leverages previously learned features, thereby enhancing performance
and accelerating convergence. This approach is especially beneficial for tasks with limited
datasets as it avoids the extensive computational costs associated with training a model from
scratch. For this study, with its dataset constraints, fine-tuning a pre-trained model promises

substantial improvements in performance and accuracy.

Given that the descriptions were in Dutch, a pre-trained model specifically tailored to the
Dutch language, “BERTje,” was selected for fine-tuning. BERTje, a Dutch variant of the
BERT model, is adept at handling Dutch text, making it an ideal choice for this task.
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6.1.2 Model Implementation

For feature selection, the labelling of sensor points to individual BRICK classes initially
relied solely on descriptions. This decision was based on the critical role that descriptions

play in determining the BRICK class.

Bertje was fine-tuned using PyTorch transformers, employing a text classification pipeline
and other necessary modules for training and inference. The data underwent cleaning to
remove inconsistencies and was then divided into training and testing sets, utilising stratifi-
cation to maintain an even class distribution. Stratification ensured a balanced representation

in both datasets, which is crucial for achieving reliable and unbiased model performance.

Before splitting the data, it was essential to address classes that appeared only once to avoid
errors during stratification. These singleton classes were either duplicated or removed, de-
pending on their impact on the model’s learning and overall dataset integrity. The process
involved using a Bertje tokenizer for encoding the descriptions into tensor form, which could

then be fed into the model using PyTorch.

6.1.3 Model Training

The training process spanned 15 epochs to achieve desirable accuracy and efficient learn-
ing. During training, various checkpoints were used to monitor the model’s performance
and make necessary adjustments. Hyperparameter tuning was performed, experimenting
with different epochs and batch sizes to improve results. Metrics such as match count and
miss count were used to assess the model’s effectiveness and fine-tune it further if neces-
sary. Post-training, the model was applied to the test dataset to evaluate its performance

comprehensively.

6.2 Results

The model results pertain to the second research question, which investigates the effective-
ness of an NLP technique for mapping Building Management System (BMS) sensor data to
BRICK schema classes. To address this question, this section discusses the match and miss

counts for data mapping.

The efficiency of the model was evaluated using two primary metrics: match count and miss

count.

e Match Count: This metric represents the number of classes correctly identified by the

model, matching the original classes.
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e Miss Count: This metric indicates the number of classes that the model failed to match

with the original classes.

The objective is to maximise the match count while minimising the miss count, ensuring
the model’s accuracy and reliability. The model was tested on various datasets to assess its
effectiveness. The results demonstrated that the match count was consistently more than
90% for the datasets provided to the models. On average, the model achieved a match count

of around 95.7% as shown in Figure 13.

Match vs Miss Counts

Figure 13: BERTje Model Results(Match and Miss Count Percentage)

6.3 Discussion

The results showed that the BERTje model achieved an average match count of around 95%,
meaning it successfully matched the descriptions to the correct BRICK classes 95% of the
time. The miss count was consistently below 5%, demonstrating the model’s reliability and

accuracy.

These results answer the second research question, indicating that an NLP technique can

effectively perform data labelling tasks and achieve the goal of a 90% match count for a
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dataset. As shown in Figure 13, these metrics highlight the model’s robustness and reliability
in accurately labelling the sensor data, meeting the study’s goals and ensuring the integrity

of the classification process.

These results are significant for several reasons:

1. High Accuracy: Achieving a 95% match count surpasses the initial goal of 90%,

highlighting the model’s strong performance.

2. Low Error Rate: Maintaining a miss count below 5% ensures that the number of
misclassified sensor points is minimal, which is crucial for maintaining the integrity of
the dataset.

3. Efficiency in Using Descriptions: The use of descriptions alone for classification
proved to be highly effective. This approach simplifies the data labelling process, as it

relies on readily available textual data without needing additional attributes.

Overall, the BERTje model’s ability to accurately classify sensor points into BRICK classes
demonstrates its potential for automating and enhancing the data labelling process in building
management systems for the Dutch language. The promising results achieved in this study
suggest that the model can be reliably used for similar tasks, offering a robust and efficient

solution for data classification and labelling.
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7 Carbon Emissions (Al vs. Traditional Programming)

This chapter delves into the Al pipeline, illustrating its structure and components through
a detailed diagram. It then discusses the carbon emissions associated with the Al pipeline
compared to those from traditional programming methods. By examining the environmental
impact of both approaches, the chapter highlights the sustainability benefits of using Al for

data labelling in building management systems.

7.1 Al Pipeline

The Al pipeline developed in this study integrates both the Random Forest and BERT]e
models to achieve efficient and accurate data labelling. The pipeline consists of the following

steps:

1. Feature Embedding and Encoding: Initially, the features of the sensor data are em-

bedded and encoded to prepare them for the machine learning models.

2. Initial Classification with Random Forest: The encoded features are fed into the

Random Forest model, which performs the initial classification.

3. Refinement with BERTje: The valid dataset, classified by Random Forest, is then fed
into the BERTje model for assigning individual BRICK classes to each data point.

These steps complete the Al pipeline using the Random Forest and BERTje models in com-
bination, a sequential process designed to achieve the study’s objectives as shown in Figure
14.

7.2  Methodology

To answer the third research question, the carbon emissions of the created Al pipeline were
measured and compared to those of traditional programming methods. CodeCarbon is a tool
utilised to measure the carbon emissions of the Al pipeline developed in this study. The
pipeline, consisting of feature embedding and encoding, a machine learning classifier, and
a large language model (LLM), was analysed to determine its total carbon footprint. To
obtain accurate measurements, the carbon emissions of each component of the pipeline were

calculated separately and then summed to get the total emissions.

For traditional programming or semi-automated methods, a one-to-one mapping using a dic-
tionary was taken as a reference. Data was provided by the smart buildings company Spec-
tral Energy, with which this thesis is in collaboration. The estimated human time to map

the skipped registers using the dictionary approach was about 7 to 8 hours. Based on this
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Figure 14: Al Pipeline for Data Labelling

estimate, the carbon emissions were calculated for the resources used during this period.

7.3 Results

The semi-automated method of data labelling used by Spectral Energy is reported to pro-
duce carbon emissions of approximately 4.23 x 10> kg COe. In comparison, the carbon
emissions calculated for the Al pipeline using CodeCarbon is 0.023424 kg COe.

Method Carbon Emissions (kg COe)
Traditional Programming 0.023424
Al Pipeline (CodeCarbon) 4.230035018722813e-05

Table 2: Carbon Emissions for Different Methods

By comparing these two approaches, this study evaluates the environmental impact of Al-
based solutions versus traditional programming methods, highlighting the sustainability as-
pect of technology choices in building management. Emissions were compared, and the

relative percentages are illustrated in Figure 15.

7.4 Discussion: Trade-Offs and Benefits

This subsection talks about the benefits of the Al pipeline, such as increased efficiency and
reduced long-term carbon emissions. It also examines the trade-offs needed to achieve these

benefits, including the initial resource consumption and carbon emissions associated with
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Figure 15: Carbon Emissions of Al Pipeline vs Traditional Programming

training the Al models. This analysis helps to highlight the overall sustainability and effi-

ciency gains provided by the Al pipeline compared to traditional programming methods.

While fine-tuning and running AI models consume energy and emit carbon, the Al pipeline
offers significant advantages for repetitive tasks like building onboarding. Since a BMS
manages multiple buildings, the initial one-time emissions from setting up the Al pipeline
can lead to substantial reductions in emissions over time. This is because the Al system
can automate the labelling process, eliminating the need for repeated human intervention.
Training the models is a one-time process that consumes resources, but using the trained

models repeatedly proves to be more efficient than manual methods.

7.5 Al Pipeline Benefits

The Al pipeline provides numerous advantages in the context of building management sys-

tems. Leveraging advanced machine learning models, not only improves the accuracy and
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efficiency of data labelling but also introduces significant sustainability benefits. The follow-

ing subsections detail the specific benefits related to environmental sustainability, resource

efficiency, and the pipeline’s reproducibility and versatility.

Environmental Sustainability

The Al pipeline not only enhances efficiency and accuracy in data labelling but also
presents a sustainable solution by reducing the long-term carbon footprint associated
with manual methods. The study demonstrates that investing in Al infrastructure can

lead to both immediate and future environmental benefits.

Resource Efficiency This pipeline helps us to reduce resource consumption. Given
that a significant portion of the registers are invalid, the Random Forest model effec-
tively filters out these invalid registers, thus consuming fewer resources. If all the data
were fed directly into the BERTje model, it would require more resources due to its
size and complexity. Therefore, this pipeline reduces the amount of data that needs to

be processed by BERT]e, leading to lower resource consumption.

Reproducibility and Versatility The Al pipeline allows for efficient data labelling
by combining the strengths of both models. It is reproducible and can be retrained
for different types of datasets, making it a versatile tool for data labelling tasks. This
adaptability ensures that the pipeline can be used for various applications, providing a

robust solution for automatic data classification and labelling.

By leveraging the strengths of both models, this Al pipeline ensures high accuracy in data

labelling while maintaining flexibility and efficiency, making it a practical and scalable so-

lution for smart building management systems.
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8 Conclusion

This thesis explored the development and implementation of an Al pipeline for efficient and
accurate data labelling in smart buildings. By leveraging the strengths of both Random Forest
and BERTje models, the study aimed to address the challenges posed by the vast and varied
sensor data collected by Building Management Systems (BMS).

The research demonstrated that combining traditional machine learning models with ad-
vanced large language models (LLMs) can significantly enhance the performance of data
labelling tasks. Specifically, the Random Forest model was effective in the initial classifica-
tion of sensor data, efficiently filtering out invalid registers. Subsequently, the BERTje model
refined this classification, accurately mapping valid registers to standard BRICK schema
classes. The results showed a high accuracy rate, with the BERTje model achieving an aver-

age match count of around 95%, surpassing the initial goal of 90%.

The study addressed three main research questions. First, the evaluation of different ma-
chine learning methods showed that both Random Forest and XGBoost classifiers outper-
formed Naive Bayes in terms of accuracy, F1 score, precision, and recall. The Random
Forest model was selected for its ability to reduce false negatives, aligning with our study’s
goal to minimise the risk of missing valid data points. Second, the use of the BERTje model
for mapping BMS sensors to the BRICK schema was highly effective. The model achieved
a high match count, indicating that an NLP technique can effectively perform data labelling
tasks with high accuracy and reliability. Third, the comparison of Al-based solutions with
traditional programming methods highlighted the environmental benefits of the Al pipeline.
Although fine-tuning and running AI models consume energy, the pipeline reduces long-
term emissions by automating repetitive tasks, thus minimising the need for repeated human

intervention.

The Al pipeline developed in this study offers several advantages: environmental sustainabil-
ity, resource efficiency, and reproducibility and versatility. The pipeline effectively reduced
the long-term carbon footprint associated with manual data labelling methods, filtered out
invalid registers early in the process, and can be retrained for different datasets, making it
adaptable for various applications in smart building management systems. The results indi-
cated that the pipeline mapped 95% of all valid sensor points accurately, showcasing its high

efficiency and effectiveness in handling large and varied datasets.

It is essential to acknowledge that creating the Al pipeline also emits carbon, but this is a
one-time cost. Once the pipeline is established, it can be repeatedly used for onboarding

buildings, thereby saving multiple times the cost in the long run. The trade-off is a one-time
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investment in developing the pipeline, which leads to substantial savings and efficiency gains

over time.

In conclusion, this thesis demonstrates the potential of integrating traditional machine learn-
ing models with advanced LLLMs to create an efficient and sustainable solution for data la-
belling in smart buildings. The findings underscore the importance of Al in enhancing the
functionality and efficiency of modern building management systems while also highlighting

the environmental benefits of such technological advancements.

Future research could focus on optimising the Al pipeline by exploring additional machine
learning models and NLP techniques. Additionally, expanding the pipeline’s application to
other Building Management System (BMS) types could demonstrate its broader utility and
effectiveness, as this study currently deals with only one BMS type. This would provide
insights into its adaptability and potential for diverse data labelling challenges. Furthermore,
applying the pipeline in other domains, such as healthcare or finance, could showcase its

versatility and potential for addressing varied data labelling needs across different industries.

Another promising direction is to develop the pipeline as a general-purpose classification
tool, adaptable to various data types and requirements. Enhancing energy efficiency by op-
timising training algorithms, refining model architectures, or exploring hardware solutions
will also be crucial. Incorporating user feedback mechanisms can further enhance perfor-
mance and adaptability, allowing the system to learn and improve continuously. Collaborat-
ing with different industry partners to test and refine the Al pipeline in real-world settings
would ensure practical deployment and bridge the gap between academic research and in-

dustry applications.
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