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This thesis compares different neural network architectures for predicting monthly electricity
usage in Finnish households. Four different neural network architectures—Multi-layer Per-
ceptron, Convolutional Neural Networks, Long Short-Term Memory Networks, and Gated
Recurrent Units—were compared to an Autoregressive model. The study was conducted in
partnership with Järvi-Suomen Energia, an electricity network company located in southeast-
ern Finland, which provided the data. All of the neural network architectures outperformed
the traditional Autoregressive model, with Long Short-Term Memory Networks and Gated
Recurrent Units being the most accurate. Among the neural network architectures, the Gated
Recurrent Unit had the most normally distributed residuals, making it the recommended ar-
chitecture for monthly electricity consumption prediction.
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Tämä opinnäytetyö vertaa eri neuroverkkoarkkitehtuureja kuukausittaisen sähkönkulutuk-
sen ennustamiseen suomalaisissa kotitalouksissa. Neljää erilaista neuroverkkoarkkitehtuu-
ria—“Multi-layer Perceptron”, “Convolutional Neural Network”, “Long Short-Term Me-
mory Network”, ja “Gated Recurrent Unit”—verrattiin autoregressiiviseen malliin. Tutki-
mus tehtiin yhteistyössä Järvi-Suomen Energian, Kaakkois-Suomessa sijaitsevan sähkönja-
keluverkkoyhtiön kanssa, joka toimitti tutkimusaineiston. Kaikki neuroverkkoarkkitehtuurit
suoriutuivat paremmin kuin perinteinen autoregressiivinen malli, Long Short-Term Memo-
ry Networkkien sekä Gated Recurrent Unittien ollessa tarkimpia. Neuroverkkoarkkitehtuu-
reista Gated Recurrent Unit tuotti residuaaleiltaan normaalijakautuneimmat ennusteet, mikä
tekee siitä suositeltavan arkkitehtuurin kuukausittaisen sähkönkulutuksen ennustamiseen.



Symbols and abbreviations

X Independent variable(s), used for making predictions
Y Dependent variable, the value being predicted
ε Error term in a regression model
⊙ Hadamard product (element-wise multiplication)
σ Sigmoid activation function
θ Model parameters or coefficients
tanh Hyperbolic tangent activation function
MSE Mean Squared Error
MAE Mean Absolute Error
MAE −% Mean Absolute Percentage Error
RMSE Root Mean Squared Error
AR Autoregressive model
CNN Convolutional Neural Network
GRU Gated Recurrent Unit
LSTM Long Short-Term Memory
MLP Multi-layer Perceptron
NN Neural Networks
PACF Partial Autocorrelation Function
ReLU Rectified Linear Unit (activation function)
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1 Introduction

1.1 Background

Electricity consumption forecasting plays a critical role in the efficient management of en-
ergy resources, with significant implications for both utility companies and consumers. Short-
term forecasting helps energy companies to maintain grid stability, while long-term forecasts
assist in making decision regarding infrastructure renewal.

Neural networks provide an efficient way to take advantage of the vast amount of data avail-
able. Neural networks are capable of working with multidimensional data, making them able
to leverage knowledge across multiple datasets.

Järvi-Suomen Energia Oy is an electricity network company located in south-eastern Fin-
land. Järvi-Suomen Energia Oy’s goal is to optimize maintenance costs, and wants to know
how accurately we can predict electricity usage across different time horizons. [1] They have
provided their customer data for the study.

Neural networks have previously been studied for electricity consumption. Andemariam Me-
brahtu Tesfagergis used Transformer networks for short-term electricity prosumption fore-
casting, and found them to be more accurate compared to naive methods. [2]

1.2 Objectives and Delimitations

The goal of the study is to compare Neural network architectures for electricity consumption
forecasting for one month total electricity usage in Finnish households. The results will be
compared to a traditional Autoregressive model. The architectures to be compared are Multi-
layer Perceptrons, Convolutional neural networks, Long short-term memory networks, and
Gated Recurrent Units.

1.3 Structure of the Thesis

Chapter 2 of this study covers the models used in the study. In this chapter the required theory
and assumptions of the model are discussed. In chapter 3 we introduce the error metrics
used, and evaluate model performance. The fourth chapter goes over feature engineering
and model building. The fifth chapter takes a look on the tools used for the study. The results
of the study are presented and discussed in the last chapter.
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2 Forecasting Models

Forecasting refers to the process of making predictions about the future based on past and
current information. A mathematical model is a description of a system, that uses math-
ematical concepts. In the realm of artificial intelligence, it commonly includes statistical
modelling of a dataset related to the variables to be predicted.

2.1 Regression Analysis

Regression analysis is the process of estimating relationships between the values to be pre-
dicted (called dependent variables) and the values used to make the predictions (called ex-
planatory variables). A regression model is commonly written in the form:

Y = f (X ,θ)+ ε, (1)

where Y is the dependent variable, being estimated with the function f (X ,θ), X is a column
vector [X1, . . . ,Xk]

T of the explanatory variables, θ is a vector of the corresponding coeffi-
cents, and ε is and error term accounting for the difference between the model predictions
and actual values. [3] A common problem in regression analysis is as follows: given values
Y and corresponding vectors of values X , what is the best choice for f and θ , so that f (X ,θ)

best fits the data according to some metric.

2.2 Linear Regression

Linear regression refers to a type of statistical model, where the relationship between the de-
pendent variable and the explanatory variables is presented as linear. In artificial intelligence,
a linear regression model is often written in the form:

Y = θ
T X , (2)

which is the same as:

Y = [θ1,θ1, ...,θk−1,θk][X1,X2, ...,Xk−1,Xk]
T = θ1X1 +θ2X2 + ...+θkXk, (3)

where the number of explanatory variables is k-1, X1 being 1 so that θ1X1 reduces to a
constant term θ1. The error term ε is often omitted in literature of artificial intelligence, and
we will follow this convention.

The coefficients θ in a linear model are often chosen to minimize the sum of squared resid-
uals (SSR) in the model, where SSR is defined as follows:
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SSR =
n

∑
i=1

(Yi − f (θ ,Xi))
2. (4)

In a linear model the coefficients θ can be calculated (if the vectors in X are linearly inde-
pendent) with the following formula:

θ = (XT X)−1XT y, (5)

X being a matrix of the data, where the first column is added and consists of ones. [4]

2.2.1 Autoregressive model

An autoregressive model (AR model) is a linear model where the dependant variable is pre-
dicted using earlier values of the same variable. The number of previous values used in the
AR model is called the order of the model. The model of order p can mathematically be
written as:

Xt =
p

∑
i=1

θiXt−i + εt , (6)

where θ is a vector of model parameters, and ε is a stochastic error term. [5]

2.3 Neural Networks

Neural networks refer to machine learning models that are inspired by how a biological
nervous system operates. They are universal function approximators, that essentially fit a
curve to a dataset. They consist of three different kinds of layers. The first layer, called the
input layer, consist of input nodes, where the nodes correspond to the explanatory variables
in a regression model. Following the input layer are one or more hidden layers. The hidden
layers contain functions that the inputs from the last layer go through. The structure of the
hidden layers and the functions they contain define the f of the regression model. The final
layer, called the output layer, contain nodes of what the neural networks provides as results,
and correspond to the Y in the regression model. If the information in the network flows
without cycles or loops, the network is categorized as a feedforward neural network (FNN).
If cycles or loops exist, information can flow back to previous layers, allowing them to have
memory-like qualities. These kinds of neural networks are categorized as recurrent neural
networks (RNN). Recurrent neural networks suffer from a problem called the “vanishing
gradient problem”, in which during training the gradients calculated in back-propagation
either vanish or explode in long sequence lengths. Different types of RNN architectures aim
to minimize this problem.
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2.3.1 Activation Functions

Often the relationship between the dependent and explanatory variables is not linear, and
the relationship is useful to model using non-linear functions. In order to add non-linearity
to the curve, activation functions are often added to the hidden layers. Different kinds of
activation functions exist, one common one being the rectified linear unit (ReLU) activation
function. It returns zero if the input x is smaller than or equal to zero, and otherwise it returns
x. Mathematically it can be written in the form

f (x) = max(0,x) =

⎧⎨⎩0, x ≤ 0

x, x > 0.
(7)

2.3.2 Multilayer perceptron

Multilayer perceptron (MLP) is a simple FNN with fully connected nodes and consists of
at least 3 layers. [6] It is the most basic NN architecture, around which all subsequent
architectures are based on. Figure 1 contains an example MLP with 3 inputs, two hidden
layers with 4 nodes each, and an output layer with 2 output nodes, meaning the network
provides 2 different outputs.

Figure 1: MLP
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Figure 2 represents a single node in the first hidden layer. Each input is multiplied by a
weight calculated during training, and a bias term is added. Then all results are summed in
the node, after which the sum goes into an activation function, from which the output goes
into the following layer, where it is again multiplied by a new weight and a new bias term is
added.

Figure 2: Node In a Hidden Layer
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2.3.3 Convolutional Neural networks

Convolutional neural networks are a type of feed-forward neural network that uses filters
(also called kernels) to find relevant patterns in data. They reduce input size by applying
cross-correlation filters, and mapping the calculated values into new matrices called feature
maps. The values in the feature maps are then down-sampled using pooling, where the
matrices are split into rectangles, and a single value is calculated for each rectangle based on
the values it contains. Most commonly the value is calculated using max pooling, where the
value is simply the largest value the rectangle contains. After the down-sampling the values
go into a neural network to calculate the final values. [6]

Figure 3: CNN

The convolutions in time-series analysis are calculated by 1-dimensional cross-correlations
along the temporal axis. If we have time-series data in a matrix D which has dimensions
m× f , where m represents the number of time-steps and f is the number of explanatory
variables, the nth value in the cross-correlation vector can be calculated by the formula

(D∗K)n = An,:KT , (8)

where M is the the number of rows in the kernel, D is the data in a matrix, K is the kernel,
and ∗ denotes the cross-correlation operator.
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2.3.4 Long Short-term Memory Networks

Long Short-term Memory Networks (LSTMs) are a type of recurrent neural network, that
aim to partially solve the vanishing gradient problem by consisting of cells with gates that
control information flow. The cells are constructed in a manner that helps to keep the gra-
dients relatively stable during training. [6] Figure 4 is a representation of an LSTM-cell,
and the following equations show the compact form of LSTMs forward pass, where ⊙ is the
Hadamard product (element-wise product), and line intersections mean concatenating the
values.

Figure 4: LSTM-cell

ft = σ(Wf Xt +U f Ht−1 +b f )

it = σ(WiXt +UiHt−1 +bi)

ct = tanh(WcXt +UcHt−1 +bc) (9)

Ct = ft ⊙Ct−1 + it ⊙ ct

ot = σ(WoXt +UoHt−1 +bo)

Ht = ot ⊙ tanh(Ct)

Xt is the input, H is called the hidden state, and represents the short-term “memory” of the
LSTM-network, acting both as the potential output of the LSTM-network and as an input to
the next LSTM cell. The C is called the cell state of the LSTM, and aims to capture the long-
term dependencies in the data. Because the sigmoid activation function returns a value from
range (0,1), the forget gate can be interpreted as dictating what percentage of the long-term
“memories” are kept. The following input gate then calculates how much new information
is added based on the short-term “memories” and the input. The concatenated values are put
into a hyperbolic tangent function (tanh), returning a value in the range (-1,1), and also a
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sigmoid function, calculating what percentage of the values from the tanh are added to the
cell state. The final gate, called the output gate, calculates the new value of the hidden state,
which it passes as the output of the LSTM cell and possibly into a new hidden layer.
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2.3.5 Gated Recurrent Units

Gated Recurrent Units (GRUs) were introduced in 2014 by Cho et al. [6] They are similiar to
LSTMs, but made lighter by removing the cell state, and instead GRUs store all “memories”
in the hidden state. The gating is therefore also different from LSTMs, containing only
update and reset gates. [6] Figure 5 shows a fully gated GRU unit, with the compact form
forward pass equations written below.

Figure 5: GRU-cell

zt = σ(WzXt +UzHt−1 +bz)

rt = σ(WrXt +UrHt−1 +br) (10)

ht = tanh(WhXt +Uh(rt ⊙Ht−1)+bh)

Ht = (1− zt)⊙Ht−1 + zt ⊙ht

The equations can be interpreted similiarly to the equations (9) of the LSTM-cell.
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3 Model Performance

Training and comparing models requires an objective metric. In artificial intelligence, this
metric is called a loss function. The loss function is commonly a function of the training
dataset and the model parameters, and the objective of the training is to find the model
parameters that minimize the output of the loss function. In training, the neural network
takes in the training dataset and some initialized values for the parameters θ , and calculates
the value of the loss function. Then using an algorithm commonly based on gradient descent,
the model parameters are tweaked. This process is repeated until some ending condition for
the training has been met.

3.1 Mean Squared Error

One of the most common error metrics is the mean squared error (MSE). Mean squared error
calculates the sum of squared distances between the model predictions and measured values,
and divides it by the number of measurements to get the average of the squared errors. In
mathematical form it can be presented as following:

MSE =
1
n

n

∑
i=1

(yi − f (θ ,xi))
2, (11)

where n is the number of measurements, yi is the measured value, θ is a vector of the model
parameters and xi is a vector of the explanatory variables related to the measurement yi.
Lower MSE score means the model more accurately predicts the measured values. The errors
are squared to ensure that a unique solution exists (fitting a curve to minimize residuals can
have multiple solutions), and so that larger errors are punished more harshly.

Squaring the errors results in a change of units and scale of the error. This can make it hard
to interpret the results. Taking a square root of the MSE returns the units to original and
scales the error back to absolute. This value is called root mean squared error (RMSE), and
is presented as follows:

RMSE =
√

MSE. (12)
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3.2 Overfitting

Training a neural network is a process of finding parameters θ that minimize a loss function.
Overfitting is the problem of tuning the parameters θ so well to the dataset used for training,
that the model loses its generalisability. Since the training dataset is only an incomplete rep-
resentation of the underlying system, at some point the model starts to learn connections that
are unique to the dataset used for learning, and therefore is no longer an accurate depiction
of the underlying system.

Overfitting can be monitored by how much difference there is between training loss and test
loss. Initially after starting the training both losses should generally decrease. After certain
amount of training the training loss will keep decreasing while the test loss remains stable,
or even starts increasing, At that point the model has started to learn charasteristics specific
to the dataset, and overfitting may become an issue.

The risk of overfitting can be minimized in multiple ways. Reducing batch size causes noisier
gradient estimates, which across multiple epochs forces the model to choose more robust
values for the parameters. Another way to reduce risk of overfitting is introducing dropout
to the training process. In dropout, a certain percentage of randomly selected neurons are
turned off during each epoch, forcing other neurons to perform all the calculations. The idea
behind dropout is to reduce the likelyhood of certain connections becoming too dominating
with certain inputs, and instead increase the role of the collective calculations of the neurons,
increasing generalisability of the model. [6]
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4 Model Building

4.1 Building the AR model

The AR model necessitates the data be stationary. Due to the high seasonality of electricity
usage, this condition fails and the data was differenced once to remove seasonality. Aug-
mented Dickey-Fuller test was used with a confidence level 95 %, and results indicate that
the differenced data is stationary.

Partial autocorrelation function (PACF) was used to choose the order of the model. PACF
indicated that 10 lags are statistically significant, and no constant term is required.

4.2 Feature Engineering

Selecting which explanatory variables to use in a neural network is important to minimize
model complexity and ease the learning process. In order for a variable to be a good choice
for the neural network, it needs to correlate with the dependent variable, and the correlation
must be simple enough for the network to be learned. If the variable does not correlate
with the dependent variable, it has no use in the model, and if the variable correlates but the
correlation is very hard to understand, teaching the model becomes a practical impossibility.
The process of selecting and modifying explanatory variables used in the model is called
feature engineering.

4.2.1 Explanatory variables

The data used in the study is monthly electricity usage of households, timestamps, and the
location of the transformer the households were connected to. Some of the correlations be-
tween the explanatory variables and the dependent variables can be hard for a neural network
to understand, and for that reason the variables are often modified.

Knowing that electricity usage is highly correlated with outside temperature, and temperature
being cyclical due to seasonal variability, sine and cosine transformations of the timestamps
were used instead of the actual time. Different time windows for predicting electricity con-
sumption for the following month were tested, and based on the results, a 48-month time
window was selected as the most effective.

The locations of the transformers were given in a geographic coordinate system (GCS), and
were normalized between 0 and 1. Because the transformers are densely populated, the
normalized coordinates interpolate well for future data.
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The electricity usage was also normalized by removing the median and scaling the data be-
tween 10th quantile and 90 quantile, and then scaled between 0 and 1 to increase convergence
speed, and decrease numerical instability.

4.3 Data Splitting

The dataset used in creating a neural network is often split into three categories. The first,
called the training set, is used to train the model parameters. The second one, called the
validation set, is an intermediary subset used to test model performance. The results from
the validation set are used to tune the model hyperparameters, such as the number of hidden
layers. The last category is called the test set. It is used to evaluate the final model perfor-
mance. The difference between the validation and test sets is that the validation set is usually
smaller. This is because testing model performance might take a long time depending on the
model and the size of the dataset, so testing the model with all the data not used in training
to select the model hyperparameters could be too time consuming. It is important that the
validation and test sets are not used in training, because then they would not be objective
markers of the generalizability of the model.

4.4 Software

The models were built and tested using Python. Pandas and NumPy were used for handling
the data, TensorFlow and scikit-learn for building and training the neural networks, and
Matplotlib for the plots.

4.5 Parameter optimization

A necessary step in building a neural network is calculating optimal model parameters based
on the data. This is most commonly done by minimizing the loss function (in our case
the mean squared error) using an optimization algorithm. Optimization algorithm in neural
networks is commonly based on back-propagation, which uses gradients to try and find the
minima of the loss function. Adam, short for Adaptive Moment Estimation, is an optimiza-
tion algorithm, that combines stochastic gradient descent with momentum and Root Mean
Square Propagation (RMSprop), and was used in this study. It was developed by Diederik P.
Kingma and Jimmy Ba in 2014. [7]
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5 Results

The NN models were tested by forecasting next months electricity usage for 216048 datasets,
and the AR(10) model was tested using all available data. The results were compared based
on the mean absolute error (MAE), mean absolute percentage error (MAE-%), and the resid-
uals. The results of the tests are shown in Table 1 below.

Table 1: Model Performance Comparison

Model Test MAE Test MAE-%
AR(10) 195.6 21.7
Multilayer Perceptron 155.3 14.2
CNN 152.4 14.0
LSTM 138.8 12.7
GRU 136.1 12.5

The absolute error distributions are shown in figures 6 and 7.

Figure 6: Absolute Error Distributions for Neural Networks
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Figure 7: Absolute Error Distribution for AR model

All of the neural network models outperformed the AR(10) model based on MAE, with
LSTM and GRU being the most accurate among all the models.

The residual distributions are shown in figures 8 and 7.

Figure 8: Residuals for Neural Networks
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Figure 9: Residuals for the AR model

The residual distributions of the AR model and GRU are fairly normally distributed, with
mean being close to zero. The residuals of the other models are not as normally distributed,
and the models seem to underestimate the electricity usage.
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Example predictions for a single household are shown in figures below. The first month is
January 2015, and the last month is January 2020.

Figure 10: Neural Network Forecasts Vs Actual Values

Figure 11: AR(10) model Forecasts Vs Actual Values
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6 Discussion

The results indicate that neural networks provide promising results in predicting total monthly
electricity consumption. Specialized architectures, such as LSTM and GRU, may bring ben-
efit to forecasting compared to simple NN architectures.

Out of the models, GRU and LSTM performed best based on MAE, with GRU having a
more normally distributed residuals. Further study into why the models (excluding GRU)
tended to undershoot the valuation is required. GRU was also faster to train, and has a better
inference time. LSTM might provide more benefits if more variables are used.

Although highly inaccurate predictions were rare, all models had errors in the thousands of
kilowatts. If used in a control system, methods to increase robustness are recommended.
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