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Pathfinding is the process of finding a viable path between two points, usually the shortest
one. Pathfinding is used in many applications, such as video games and robotics. The path
is solved with an algorithm in these applications and the environment can be presented as a
two dimensional grid with some cells marked as obstacles. This thesis focuses on the
performance effects of map types with differing layouts and shapes for obstacles and whether
the pathfinding process can be optimized by selecting an algorithm that performs better in a
specific map type.

Dijkstra’s algorithm, the A* algorithm and the Jump Point Seach algorithm were
implemented for the comparison. The maps used in the comparison were two maze maps,
three maps based on real-life locations and three custom maps made based on possible use
cases. The results were gathered by repeatedly creating two random points on the map,
running each algorithm between those points and averaging the resulting execution times.

The results showed that Jump Point Search was the fastest algorithm on nearly every map,
but its effectiveness was still affected by the map type. Dijkstra’s algorithm only had
comparable performance to the other two algorithms on the maze maps, especially the maze
map with one cell wide walls and corridors. A* performed consistently worse than Jump
Point Search but still much better than Dijkstra’s algorithm.

The results of this thesis are not definitive as each application has a map different from the
ones used in the tests and if the application requires a grid with different costs for each cell,
Jump Point Search cannot be used. Additionally, each algorithm can be optimized further to
varying extents.
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Reitinhaku on prosessi, jossa etsitddn kahden pisteen vilinen reitti, yleensd lyhyin
mahdollinen. Reitinhakua kdytetddn monissa kayttotarkoituksissa, kuten videopeleissd ja
robotiikassa. Reitti ratkaistaan niissd tapauksissa algoritmin avulla, ja ympéristd voidaan
esittdd kaksiulotteisena ruudukkona, jossa osa ruuduista on merkitty esteiksi. Tama
opinndytetyd keskittyy karttatyyppien erilaisista esteiden asetteluista ja muodoista johtuvien
suorituskykyvaikutusten tarkasteluun, sekd sithen, voiko reitinhaun prosessia optimoida
valitsemalla tietyssi karttatyypissd parhaiten suoriutuva algoritmi.

Vertailua varten toteutettiin Dijkstran algoritmi, A*-algoritmi ja Jump Point Search -
algoritmi. Vertailussa kéytettiin kahta labyrinttikarttaa, kolmea todellista sijaintia, sekd
kolmea mahdollisiin kdyttotapauksiin perustuvaa mukautettua karttaa. Tulokset keréttiin
toistuvasti luomalla kartalle kaksi satunnaista pistettd, suorittamalla kukin algoritmi niiden
vililld ja laskemalla suoritusajoista keskiarvot.

Tulokset osoittivat, ettd Jump Point Search oli nopein algoritmi ldhes kaikilla kartoilla, mutta
karttatyyppi silti vaikutti sen tehokkuuteen. Dijkstran algoritmi oli suorituskyvyltdén
verrattavissa toisiin algoritmeihin ainoastaan labyrinttikartoilla, erityisesti labyrinttikartalla,
jossa oli yhden ruudun levyiset seindt ja kdytdvit. A*-algoritmi suoriutui tasaisesti Jump
Point Searchid heikommin, mutta selvésti paremmin kuin Dijkstran algoritmi.

Tdmidn opinndytetyon tulokset eivét ole lopullisia, silld jokaisessa kayttdtapauksessa
kaytettdva kartta tulee poikkeamaan testikartoista, eikd Jump Point Search -algoritmia voida
kayttad, jos ruudukon litkkumiskustannukset vaihtelevat ruudusta toiseen. Liséksi kaikkia
algoritmeja voidaan optimoida edelleen vaihtelevissa médrin.



SYMBOLS AND ABBREVIATIONS

Abbreviations

JPS Jump Point Search
A* A-star

D* D-star

Al Artificial Intelligence

NPC Non-player character
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1 Introduction

Pathfinding is a very interesting problem with many applications in fields such as
engineering, computer science and even video games. It is one of those problems that is
trivial for a human but becomes complicated when presented to a computer. Mammals like
humans are capable of spatial navigation as nature has required it for many crucial parts of
survival, such as finding food and avoiding prey (Wolbers & Hegarty, 2010). Computers,
however, cannot rely on intuition and their logic must be specified by algorithms. Obstacles
must be detected correctly and then responded to as fast as possible, preferably in real time.
With a problem this complex, it helps to simplify it to a more basic form. Therefore, this
thesis focuses on only pathfinding based on grids, as they are easier to implement and easier

to understand.

1.1 Background

Many engineering and mathematical problems can be related to and represented through a
graph of nodes. Each node has connections to other nodes in the graph. If we can find a path
through those nodes, we can apply that information to such problems as mechanical theorem
proving and general problem-solving. Usually, the connections between the nodes have
differing weights which can represent many things depending on the problem. For example,
this could be the cost of constructing electricity lines between transformers or the time it
takes to travel between cities. In practice however, the weight simply represents how
expensive it is to move from one node to another. When we look at the graph that we want
to construct the path on, we want to create an optimal path. This is called a minimum cost
path, where the sum of connections on the path yields the smallest possible sum. (Hart,

Nilsson & Raphael, 1968)

Finding the minimum cost path is essentially what pathfinding is even in more familiar
settings, such as the artificial intelligence in video games. As Mocholi, Jaen, Catala &
Navarro (2010) discuss in their article about an ant colony algorithm for pathfinding in
games, video games have become increasingly demanding in reference to artificial

intelligence and realism. Games have become very realistic visually and therefore the



development of artificial intelligence must follow. With only one aspect refined the other
goes to waste, since the illusion of realism is broken if a visually realistic character is not

able to move realistically.

However, creating an Al that can move realistically is not the only challenge. As with many
software projects, performance is also of high importance. This is especially true in video
games, where low frame rates and stuttering can be detrimental to the user experience. Parts
of the Al like pathfinding, require a high amount of computer resources. For example,
pathfinding in games can take the most CPU resources, after graphical rendering (Mocholi

etal., 2010).

The balancing of performance and an Al capable of intelligent movement brings us to the
topic of this thesis. The pathfinding process must be optimized to create a computer-
controlled character that moves intelligently without hindering performance. There are many
ways to do this ranging from optimizing the algorithms with code and data structure changes
as well as compromising some features like truly optimal paths. This thesis will focus on a
different part of optimization, which will be making sure the chosen algorithm does not

perform less efficiently due to the map it is used on.

1.2 Objectives

The focus of this thesis is to compare a set of pathfinding algorithms which are well known
and relatively easy to implement. These algorithms will then be tested in a variety of different
map types, which refers to the layout and shapes of the obstacles in the virtual environment
the algorithm operates in. Examples of map types like this include navigating through cities

or aquatic environments, such as across lakes.

The research questions are as follows:
- Does map type affect the performance of some algorithms more than others?
- Which algorithm should be used for which map type?

With answers to these questions, determining whether the map environment influences the

performance of the pathfinding algorithm should be possible.



1.3 Structure

The thesis consists of seven chapters. The first chapter is the introduction to the topic. It
provides background information to make the rest of the thesis easier to understand. The
introduction also contains the objectives and research questions of the thesis. The second
chapter covers the development of pathfinding algorithms from their origins to the current
day. The chapter starts with a historical review of graph theory and pathfinding algorithms.
The second subchapter explains the different types of pathfinding algorithms developed for
different applications, while also explaining some concepts like heuristics, which are
important for understanding the pathfinding algorithms compared in this thesis. Existing
comparisons between pathfinding algorithms and benchmarks made for comparing them are

discussed in the third subchapter.

The third chapter lists the algorithms compared in this thesis as well as the logic behind
them. The difference between the original algorithms and the implementations for this thesis
are also noted for each algorithm. Every algorithm and their explanations are divided into
their own subchapter, starting from the simplest algorithm and advancing to the most
complex and recent one. The fourth chapter presents how the comparison was executed. The
chapter is divided into two subchapters. The first one explains the different map types and
why they were chosen and the second one shows how the testing program operates and how

it was designed.

The fifth chapter contains the results of the comparison. The results are broken into three
graphs based on the map type and explained in a text portion below each graph. In the sixth
chapter, the results are discussed and the key findings are presented. In the seventh and final

chapter, the contents of the thesis are summarized.



2 Related work

This chapter will cover the development of pathfinding as a technology. It contains a
historical overview of the advancements in pathfinding and the different types of algorithms
created for pathfinding. The final subchapter focuses on articles that compare pathfinding

algorithms or focus on the maps of pathfinding algorithms.

2.1 History of pathfinding

The mathematical field of graph theory has been studied for centuries. Its origins can be
traced back to the city of Konigsberg and a Swiss mathematician called Leonhard Euler. The
city of Konigsberg had a river that split the city into four land regions and those regions were
connected with seven bridges. During the 1730s, the citizens for Konigsberg started
wandering if it was possible to cross every single bridge in the city only once. After Euler
heard of the problem, he managed to not only solve it but create a generalization of the
problem. While Euler did not mention graphs in his solution, the problem and his solution
were essentially graph theory. The land regions could be transformed into nodes of a graph
and the bridges could be represented as the edges between the nodes. (Chartrand, Kolasinski
& Zhang, 2011)

The next important part of graph theory that works towards pathfinding is the invention of
minimum spanning trees. This is the concept of creating a tree-like structure starting from a
point on a graph that would contain the shortest path to every other point on the graph. There
are many solutions to the problem of creating these trees which Bairamkulov & Friedman
(2023) discuss in their book about graphs in VLSI (very large scale integrated) systems. The
earliest recorder solution for the problem was developed in 1926 by Otakar Boruvka. After
Boruvka, a second solution was presented by Vojtek Jarnik in 1929. While Jarnik’s
algorithm did not get much recognition at the time of it being invented, it was rediscovered
in the 1950s by many mathematicians who went on to create their own algorithms based on
the ideas of Jarnik. This includes very famous algorithms like Prim’s, Kruskal’s and

Dijkstra’s algorithms.
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The algorithm created by Dijkstra was not an algorithm for creating a minimum spanning
tree despite being inspired by the work of Jarnik. His algorithm was designed to find the
shortest path between two points, which is exactly what pathfinding is. Apt & Hoare (2022)
cover the life of Edsger Wybe Dijkstra in their book “Edsger Wybe Dijkstra: His Life, Work,
and Legacy”. Dijkstra was a scientist working in various areas of computer science and he
was working on an algorithm to minimize the copper wiring required for the back panel of
an early computer called the Electrologica X1. This algorithm would later be known as
Dijkstra’s algorithm, and it became very popular both as a tool for solving shortest paths on
graphs as well as a piece of teaching material in textbooks. Although the algorithm is over
60 years old at the time of writing this thesis, some of its implementations can still be the

fastest way of solving the shortest path on a graph.

The final and most recent algorithm discussed in this subsection about the history of
pathfinding will be the A* (A-star) algorithm. It was presented by Hart et al. (1968) in their
article “A Formal Basis for the Heuristic Determination of Minimum Cost Paths”. Since the
article was published in 1968, there was a lot of previous work, especially from the 1950s
they could improve on. For example, they reference an article by Pollack & Wiebenson
(1960) which reviews multiple algorithms for finding the minimum cost path on a graph.
Hart et al. calls the design of algorithms like this the “mathematical approach” in which the
primary goal is just to prove that solving the problem is possible. Next, they mention the
“heuristic approach” which is more concerned with the real-life computational performance
of the algorithm. The approach of Hart et al. was to combine these approaches to create an

algorithm which finds the optimal path but also considers performance.

2.2 Types of pathfinding algorithms

Heuristics are an interesting tool that can be used as further optimization for pathfinding
algorithms. Marti, Pardalos & Resende (2018) discuss heuristics and their applications in
search algorithms in their book “Handbook of Heuristics”. They describe heuristics as
imprecise but useful methods for problem solving. A heuristic solution might not be optimal,
but the method can be used to speed up the search if finding the optimal solution would be

impractical.
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When discussing pathfinding algorithms, algorithms that use heuristics are considered
informed algorithms. Conversely algorithms with no heuristics are uninformed. Heuristics
can be any additional information the algorithm can use with knowledge of the map it
operates on. Most commonly however, the distance from the goal is used as a heuristic as
Lim, Seng, Yeong, Ang & Ch’ng (2015) mention in their article about a new type of
uninformed algorithm. They describe uninformed algorithms as blind searches, which
expand in every direction as they have no information to direct the search. In addition to the
algorithm developed by them, they list other uninformed algorithms such as Dijkstra’s

algorithm and the iterative-deepening depth-first search created by Richard Korf (1985).

Algorithms can even use more than one heuristic to speed up the search for the path by
ignoring paths that cannot be optimal. Maggiore, Santos, Dini, Peters, Bouwknegt &
Spronck (2013) mention an additional heuristic very applicable to environments like video
games. If the map has areas that can harm the player character, a heuristic can be used to
ignore paths that would reduce the player's health to zero as considering a path like this
would be useless. A simple additional heuristic like this can reduce the search times as the

algorithm does not keep searching for a path somewhere unreachable.

In addition to uninformed and informed algorithms, some algorithms have been developed
with a dynamic environment as their focus. Possibly the most notable dynamic path finding
algorithm 1is the one presented by Anthony Stentz (1994) in his conference proceedings
“Optimal and efficient path planning for partially-known environments”. This algorithm is
called D* (D-star), named after the popular A* algorithm. The D* algorithm has similarities
to A* but the distinction is in the knowledge of the environment. As A* is an informed
algorithm, it has a complete view of the map with all its information. However, this is not
necessarily possible in practical applications as the environment might be unknown. Stentz

illustrates a situation like this very well with an example of an exploratory robot.

Another type of pathfinding algorithm is one that is designed to work in uniform graphs.
This is opposed to weighted graphs, where each edge of the graph can have a differing
weight. Uniform grids have the same constant value on all edges. This allows for some
interesting optimizations, like the one Harabor & Grastien (2011) present in their conference
proceedings. The uniform weights allow their JPS (Jump Point Search) algorithm to skip

over nodes if needed, since their weights cannot make the path less optimal. This of course
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limits the possible applications of the algorithm but if weights are not needed this approach

can speed up the pathfinding process considerably.

Every algorithm mentioned so far operates in a grid so that the path created moves from a
neighboring node to the next. The limitation of being able to move in only one of the eight
directions on a grid means that while the path is the shortest possible on a grid, it is not the
shortest possible path overall. Daniel, Nash, Koenig & Felner (2010) solved this problem in
their article “Theta*: Any-Angle Path Planning on Grids”. The algorithm created by them
named Theta* can find the true shortest path on a grid. They achieve this with a technique
called “any-angle path-planning”, which allows the path created to move at any angle instead
of the eight directions of a normal algorithm. This allows the path created to move in a

straight line towards points where the path turns, creating the optimal shortest path.

2.3 Existing comparisons and benchmarks

Pathfinding algorithms have been compared thoroughly. This is both due to there being so
many pathfinding algorithms as well as them being useful tools for many purposes. Many
articles presenting their new algorithms also include some comparisons to already existing

ones so they can show the effectiveness of their solutions.

Johner, Lanaia, Dornberger, & Hanne (2022) compare a wide variety of algorithms in an
interesting scenario. They compare algorithms such as A*, Dijkstra’s, Bellman-Ford, Floyd-
Warshall and Best First Search. The scenario used for testing is a problem called the
paparazzi problem. The idea of the problem is to find the shortest path for a paparazzi to take
a picture of a celebrity at a certain point on the map. In addition to this, the map has multiple
types of obstacles which can be impassable or slow the paparazzi down. The map sizes used
are tiny, small, medium and large, ranging from 5x5 to 50x50 sized grids. Then 1000 maps
are generated and the execution times of each algorithm averaged. Floyd-Warshall and
Bellman-Ford perform the worst as the map size increases. Dijkstra and A* are close together
with A* beating Dijkstra on small and medium maps but it’s lead diminishing at large maps.
The fastest algorithm compared was the Best First Search. However, it must be considered
that the Best First Search algorithm does not always find the optimal solution. It had a chance
as low as 2.5% of finding the lowest cost path in the large sized maps on average. All other

algorithms had a 100% chance.
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There have also been efforts to standardize the comparing of pathfinding algorithms.
Sturtevant (2012) created a standard test set of maps and problems to tackle the problem of
each research paper using their own tests, which could make comparisons more difficult and
inaccurate. Sturtevant uses a wide range of maps from their online repository. The maps can
be grouped into 3 sets, commercial game benchmarks, real-world benchmarks and artificial
benchmarks. The commercial game benchmark maps include hundreds of maps from
popular game series such as StarCraft, Baldur’s Gate, Warcraft and Dragon Age. Especially

Baldur’s Gate I maps have been used in many research papers to test pathfinding algorithms.

The real-world benchmarks map set includes different sized sections of multiple cities such
as Berlin, New York and Syndey. The maps are simply constructed so that buildings in real-
life location are obstacles. Finally, the artificial benchmarks are procedurally generated
maps. The ones found in the repository are mazes with variable corridor width, random
maps, room maps and terrain maps. The random maps are generated by placing obstacles
the size of one cell until a certain percentage of the map is covered. These vary from 10% to
40% obstacles. In the room maps a grid of squares is created with the lines being obstacles.
Then a random section of each square’s wall is removed creating an opening between the
rooms. The terrain maps are procedural islands made using a terrain generator with differing

costs according to the terrain.

Moghadam, Ebrahimi & Harabor (2024) generate a benchmark map set of their own in the
article “Guards: Benchmarks for weighted grid-based pathfinding”. In their dataset they
focus on creating a large map set for testing the performance of algorithms capable of
handling weights. Converting uniform maps into weighted ones would take a large amount
of time so they develop a new method for the conversion. They manage to do this with the
concept of guards which are simulated hostile NPCs. With the guards, Moghadam et al. can
take any uniform map and place guards randomly on the map creating zones which the
navigating agent wants to avoid. These zones essentially create higher cost areas, making
the map weighted. With this method they manage to create 4032 different maps from

previously unweighted maps.
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3 Algorithms

This chapter will explain the working principles behind the algorithms used. It will also show
the differences between the original algorithm descriptions and how they were implemented
for the testing in this thesis. The explanations advance in the order of Dijkstra’s algorithm,
A* and finally JPS as A* uses logic from Dijkstra and JPS uses logic from A*. All the
algorithms have two methods for finding paths in their classes, one with visualization and
one without. This separation was made so that there are no performance differences caused

by the visuals, even if they are disabled.

Every algorithm implemented requires a data structure for holding the nodes that can be
expanded next. The structure should also be sorted on a value, so a min-heap was created to
store those nodes. The heap class was implemented with the assistance of Sebastian Lague’s
(2014a) video on optimizing A*. With the heap optimization larger amounts of nodes won’t
be as detrimental to performance making the comparison fairer since implementing a heap

like this is quite an easy and fast optimization.

3.1 Dijkstra

Dijkstra’s algorithm is the simplest out of the three implemented algorithms. Apt & Hoare
(2022) explain the algorithm’s logic in detail while reviewing the technical aspects of
Dijkstra’s work, which was used as a guide for implementing the algorithm. The description
for the A* algorithm by Hart et al. (1968) was also used for reference as the algorithms share

similarities.

The original implementation for Dijkstra’s algorithm is somewhat different from the one
created for this thesis but the basic concept is the same. In the original algorithm every node
on the graph gets their parent (predecessor) node set to null and their distance from the start
set to infinity. The parent node refers to the node where you arrive to the current node if
taken the shortest path from the start. Before starting the main loop, the start node is also

initialized with a distance of zero from the start node.
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Next is the loop, which continues until all the nodes have been visited. The first part of the
loop finds an unvisited node with the shortest distance from the start and marks it as visited.
Then the algorithm goes through all the nodes connected to the found node. Next the
connected node’s distance from the start is compared to the sum of the current node’s
distance and the weight of the edge connecting the two nodes. If the sum is found to be
smaller, then the connected node’s distance will be updated so that the path to it moves
through the current node. Naturally the connected node’s parent is also changed to the

current node. Figure 1 shows Dijkstra’s algorithm solving a simple straight path. Visited

nodes are marked as gray and blue nodes are the nodes that can be visited next.

Figure 1. Dijkstra’s algorithm solving a straight path

The main loop continues until all nodes are marked as visited. There are a few differences
between the original algorithm and the implementation for this thesis. Firstly, the original
algorithm continues checking every node until the shortest path from the starting node is
found for every other node in the graph. The algorithm in this thesis stops searching if it
encounters the destination node. This algorithm also operates in a grid which changes
practical implementation. The way the algorithm checks for neighboring nodes is that it
loops through the eight adjacent nodes. The concept of edges also does not really apply to
the grid implementation either, as each node only has a cost variable that shows the cost of
moving from the current node to the neighboring one. Practical checks like making sure

neighboring nodes are inside the grid are also required.
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3.2 A*

The A* algorithm used in this thesis was developed with reference to the original article by
Hart et al. (1968) and a video by Sebastian Lague (2014b) explaining and visualizing the

logic. The visualization style used in this thesis was also inspired by Lague’s work.

The A* algorithm holds many similarities to Dijkstra’s algorithm. More accurately it is a
combination of Dijkstra's algorithm and a greedy best-first algorithm (Johner et al., 2022).
Instead of each node having only a value for the distance from the start of the path, it also
has a value for the estimated distance from the destination. This estimation is what is referred
to as the heuristic. These values are often shortened as g-cost for the distance travelled and
h-cost for the estimated distance to goal. The g-cost and h-cost are combined to a value called
f-cost. The f-cost is used to prioritize the expanding of nodes. For example, if a node’s
distance from the start is 10 and its estimated distance from the goal is 20, its f-cost would
be 30. The node with the lowest f-cost should be expanded first, as we want the h-cost to be

the smallest possible. A* solving a straight path without obstacles can be seen in Figure 2.

Figure 2. A* solving a straight path

Since the distinction between Dijkstra’s algorithm and A* is the heuristic, it is quite
important to implement correctly. A good heuristic should get as close as possible to the
actual cost of the shortest path (Cui & Shi, 2011). In a theoretical scenario where the heuristic
exactly matches the shortest path, only the nodes on the path would be expanded. Trying to

match the heuristics perfectly can be difficult, especially if the environment and its obstacles
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change drastically while moving. It is also possible to make the algorithm choose paths that
are not optimal if the distance is estimated to be larger than the shortest path. This causes the
algorithm to prefer the nodes closer to the goal too much which will lead to overly greedy

behavior and suboptimal paths.

There are many ways to create a heuristic function as the distance to the destination can be
estimated in multiple ways. One of the most common heuristics is the Straight Line Distance
(Euclidean distance). The Straight Line Distance is as the name implies a straight line
between the current point and the goal which creates the shortest possible Euclidean path. It
works perfectly in environments without obstacles but can severely underestimate the
distance when obstacles are introduced. If pathfinding is implemented in games with grids,
a grid-based pathfinding algorithm can be used. Some heuristics are optimized to take the
domain into account, such as the Manhattan Distance and Octile Distance. Both methods are
used to lower the lower-bound estimates on square grids. Manhattan distance is the sum of
the horizontal and vertical moves required to get to the target. Octile distance is similar but

allows diagonal movements. (Harabor, 2014)

3.3 JPS

Jump Point Search (JPS) is the most recent of the compared algorithms. It was presented by
Harabor & Grastien (2011) in their conference proceeding “Online Graph Pruning for
Pathfinding On Grid Maps”. This proceeding was used for implementing the algorithm as it

explains the logic of their algorithm in great detail.

The JPS algorithm is very similar to A* in some aspects. The data contained in the nodes is
the same, with each having their own g-cost, h-cost and the combined f-cost. Nodes also add
suitable successors to a set of nodes when expanded. The prioritization of nodes is the same,
with the lowest f-cost considered as the best node to expand next. The use of heuristics is
also identical to A*, as it is used for estimating the distance from the goal and setting the h-
cost. Both algorithms are also guaranteed to find the optimal path, with a consistent and

admissible heuristic.
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It must be noted that JPS is an algorithm designed for uniform grids, although a version
developed for weighted environments has also been created recently (Carlson, 2023).
Uniform grids usually have a problem with path symmetries. This means that there can exist
many optimal paths to the same goal, which forces the algorithm to search multiple
equivalent paths resulting in slower search times. Harabor & Grastien (2011) overcome the
issue of path symmetries by not expanding to every node, but instead to only selected ones

called jump points.

To understand how jump points are created, the way JPS expands nodes must be understood.
JPS does not expand directly to its neighboring nodes like A* and Dijkstra’s algorithm.
Instead, it sends jumps in a fixed direction. A jump is a simple recursive function that either
returns a node or a null value. There is also an important distinction between diagonal and
orthogonal jumps. When jumping diagonally, the algorithm sends horizontal and vertical
jumps at every cell. The direction of those jumps is determined by the direction of the
diagonal jump. For example, a diagonal jump moving north-east would send a vertical jump
up and a horizontal jump right at every cell of the diagonal jump’s path. This can be thought
of as each of the four possible diagonal jumps covering a quarter of all the possible cells on

a grid. Figure 3 shows a visualization of a diagonal jump originating from a node.
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Figure 3. A node jumping diagonally
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The recursive jump function returns a null value if it encounters a wall or leaves the grid and
a node if it detects a forced neighbor. Forced neighbors are detected when the algorithm is
jumping in a direction and notices that it cannot reach a cell with a direct jump. For example,
this can happen if a horizontal jump moves directly below an obstacle. Since the jump on
the higher row of cells will get blocked by the obstacle, the cells behind it are never checked.
With this logic the algorithm determines that the node has a forced neighbor, so it stops
jumping and returns the node to be added to the set of nodes that can be expanded. Figure 4

shows the horizontal jump marked in red discovering a forced neighbor behind the wall.

Figure 4. A horizontal jump shown in red discovering a forced neighbor

The execution times of JPS can be lower than A* even when expanding a node in JPS
requires many more operations due to the jumps when compared to A*. The difference in
execution time comes from the number of nodes that need to be processed. Since the number
of potential successors is a lot smaller, the memory required also decreases substantially.
The reduction in used memory can improve execution times by reducing the time used for
accessing memory or even the time needed for allocating memory if the nodes are tracked

in dynamic memory.
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4 Comparison method

This chapter contains information about the maps used in the comparison and the program
implemented for creating the data. The chapter is split into two parts, one explaining the map

types and why they were chosen and one explaining the functionality of the testing program.

4.1 Map types

The comparison includes a total of eight maps to provide a wider range of environments for
testing. The maps aim to simulate natural and artificial environments, such as a city or a
forest. There are also two maze maps which were created procedurally. Three maps were

based on a real-life location and the other three were created by hand to fit a potential game.

The map file format is an 8-bit grayscale PNG image file with only two colors, 0 for black
and 255 for white. A map can be created with any image editing software capable of painting
colors. The map size is also determined by the number of pixels in the image so it can be
scaled accordingly to fit the in-game map. The maps used in the comparison are all 256x256
pixels, as this was a good balance between a larger map and the ease of creating the maps

for the testing. The maps are all top-down portrayals with only a single height.

The two procedural maps are mazes (Figure 5). They were created with a maze generator
from Kees Meijer (2017). The website allows you to set parameters such as the number of
rows and columns of the maze, thickness of walls, maze entry points and horizontal or
vertical bias. The number of rows and columns does not work as expected however, as it
produces a maze sized the given input multiplied by two and added one. This also meant that
a map of exactly 256x256 pixels was not possible to obtain, so a 255x255 sized map was
used. This should not have any noticeable effect on the comparison, as the map will be the

same size for all algorithms.
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Figure 5. Mazes with wall width of one (left) and two (right)

The maze maps were selected as they are the most complex of all the maps and they aim to
simulate a game environment that is difficult to navigate. Any map that has very little open
areas and a lot of dead ends can be considered as such. There are two variations of the maps
as the corridor width might not always be a single pixel or a single node wide. Therefore, a
second map was created using the same generator, but this time with a wall width of two. In

the second map every wall is two pixels wide as is every corridor.

There are three maps based on real-life locations which are the city, dense city and lake maps
(Figure 6). They were created by finding a suitable location from Google Maps and
converting areas deemed as obstacles into black pixels and everything else as white pixels.
The city map aims to simulate a suburban city area, with relatively dense buildings. An

obstacle layout like this can appear in games with large and realistic maps.
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Figure 6. Real-life location maps city (left), dense city (middle) and lake (right)
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The dense city map has a similar use case, but its topography is quite different. The map is
based on the Manhattan area, which has very dense urban areas with symmetrical city blocks
and roads. The limited open areas and restricted paths can have a major impact on algorithm
performance. The final realistic map is the lake, which has large open areas but also
challenging areas with densely packed islands as obstacles. A map portraying a real-life lake

can be used in simulation or other games with boat navigation mechanics.

The final three maps were specifically created for this comparison. These maps will be
referred to as the cave map, forest map and dungeon map (Figure 7). They were designed to
bring more diversity to the maps being tested as well as get more map types useful for
developing specific games or simulations. The cave map includes tunnels of different widths,
along with moderately open areas, which contain varying numbers of obstacles. It also has
many forking routes and some dead ends. A map like this could appear in a cave area of a

larger game.

Figure 7. Custom maps cave (left), forest (middle) and dungeon (right)

The forest map is not very dense with most of the area being traversable. The obstacles
include a few fallen trees, some rocks and alive trees with their trunks represented as circular
obstacles. The map was inspired by combat maps used in games such as Dungeons &
Dragons and could be used in a similar game needing pathfinding. The last map called
dungeon is also inspired by the same game and can be applied to a similar use case. It
simulates a building with various rooms of different shapes and sizes. The obstacles and

edges have mostly straight edges and sharp corners.
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4.2 Testing program

The testing was done with a program created in Unity 2022.3.40f1 and written in C#. The
main class creates objects for each algorithm from their respective classes. The main class
handles all inputs from the user, which can trigger isolated single executions with each
algorithm. There are public variables that can be adjusted in the Unity inspector, such as the
start and goal positions, test iterations, the map image file and delay between node
expansions when visualized. The main class handles the tile map manager, which is purely
used for the visualization of the algorithms. It also converts the map’s black pixels into
obstacles on initialization when creating the node grid. It does this by looping through every
pixel in the image, reading the pixel color and marking the node’s Boolean value called
walkable as false. The class also calls the tile map manager class to place a black tile at the
location. When a key is pressed, the main class calls a tester class which contains all the

testing logic.

The tester class is very simple but it generates the result data. It forms references to the main
class and node grid at startup and contains just a few methods. The main method for testing
starts by initializing variables for the execution times of each algorithm. Then it enters a for-
loop which iterates the number of times given by the parameter integer. At the start of the
loop the start and goal node locations are set. This is done by randomly choosing a new
starting point until the node picked is walkable. Then the same is done for the goal node,

except it is also checked that the start is not the same node as the goal.

After setting the start and end, the method initialized variables for the results and an integer
for the optimal path cost. The results data structure contains a floating-point value for the
time taken to find the path and an integer for the cost of the path found. The optimal cost is
set by Dijkstra’s algorithm which is first in the loop to be tested. As Dijkstra’s algorithm is
the simplest of the three and least prone for errors, the path it finds is used as the optimal
path cost. If A* or JPS deviates from the cost gotten from Dijkstra’s algorithm, the testing
method logs an error and aborts testing. This also makes sure that the path cost is the same

for all algorithms, as they all should find only optimal paths.
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5 Results

This chapter includes the results of the comparison. The results are split into three figures
with maze maps, maps of real environments and custom maps made for this thesis. The
values of the graphs are the average runtime per iteration in seconds increasing linearly.
Each map has three bars representing each algorithm, according to the legacy at the bottom

of each graph.

The maze maps were the only maps where Dijkstra’s algorithm performed quite well (Figure
8). It managed to execute faster than both A* and JPS on the maze map with a wall width of
one. JPS became faster when the wall and corridor width was increased to two. However,

A* seemed to struggle even more with the wider maze, making Dijkstra’s lead over it even

larger.
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Figure 8. Average execution times of the two maze maps

Dijkstra’s algorithm performed badly in most of the maps based on real-life locations (Figure
9). On the contrary, JPS seemed to perform very well. In the first city map this contrast is

visible, as JPS performed approximately 27 times faster than Dijkstra’s algorithm. The JPS



25

algorithm’s lead over A* is also substantial. In the dense version of the city the execution
time differences shrink greatly. The performance of JPS stayed approximately the same
when moving from the dense city to the lake map, but both Dijkstra’s algorithm and A*

doubled their execution times.
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Figure 9. Average execution times of the city, dense city and lake maps

The algorithm execution times in the custom maps (Figure 10) appear similar to the maps
based on real-life locations. The cave map was not too difficult for any algorithm, with A*
requiring half as much time on average as Dijkstra’s algorithm and JPS taking only a sixth.
However, the forest map is completely different. Dijkstra’s algorithm performed the worst
on the forest map, taking 12.6 milliseconds on average to find a path. Both A* and JPS
performed extremely well in comparison, requiring 0.75 milliseconds and 0.52 milliseconds

respectively. The dungeon map seemed to be more balanced, with A* requiring half the time



26

of Dijkstra’s algorithm and JPS requiring about a seventh of the time.
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Figure 10. Average execution times of the cave, forest and dungeon maps

In conclusion, Dijkstra’s algorithm performed competitively to the two other algorithms only
on the maze maps, managing to outperform A* but still executing slower than JPS. In the
real-life environments JPS consistently outperformed the other algorithms, especially on the
city map. In custom maps, JPS maintained its efficiency, while A* consistently outperformed
Dijkstra’s algorithm. The two most notable outlier maps were the city and forest maps, which

resulted in significantly slower execution times for Dijkstra’s algorithm.
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6 Discussion

From the results we can see that Dijkstra’s algorithm was the slowest algorithm on average.
This is not unexpected, as Dijkstra’s algorithm is the only uninformed algorithm of the three.
It should be noted that the algorithm could be optimized much further, which would make
the performance gap between the algorithms smaller. The testing system was designed to
accommodate all the compared algorithms, but it could be optimized further if only
Dijkstra’s algorithm was implemented. An example of such an optimization could be
removing the h-cost from the node data structure and simplifying the heap to only sort based

on the g-cost.

Dijkstra’s algorithm seemed to struggle especially on maps that had large open areas. The
lack of heuristics forces the algorithm to check all surrounding cells even if there are no
obstacles between the start and goal, leading to such long execution times. Both A* and JPS
do not have this issue. A* can expand only the nodes which are required for creating the
path. JPS on the other hand can reach a goal anywhere on an empty grid by expanding only
one node or possibly not expanding any nodes at all if the start is on a straight horizontal,

vertical or diagonal axis from the goal.

Dijkstra’s algorithm managed to greatly outperform both algorithms on the maze map with
walls and corridors the width of one cell. Initially this might be thought to be caused by the
percentage of the map covered in walls, leading to less empty spaces that the algorithm
would struggle with. However, this is not the case as the maze map with wall width of one
has approximately 50.4% of the map covered in walls while the dense city map is comprised
of approximately 78.4% walls. Dijkstra’s algorithm still performs worse on the dense city

map even when much more of the map is covered in walls.

The primary cause for the speed difference on the maze map would probably be caused by
the heuristics and the complexity of the algorithms. As the maze map is very difficult to
solve, the heuristics become more useless. The heuristic used, which is the distance from the
goal, does not really make the algorithm any faster in a maze-like map. This is due to the
fact that the path can easily take long detours and even move away from the goal at some
points. If the heuristics are not helping the algorithm, then the time used to calculate and

process them is wasted and Dijkstra’s algorithm manages to outperform them. It should be
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noted however that maze maps like this are rarely used in applications. Maps rarely have

only one possible route and so many dead ends.

Next focusing on the performance of A*, it performed well as expected. The execution times
were excellent on average outside the maze maps, sometimes beating Dijkstra’s algorithm
by a large margin. In some cases, A* also performed nearly as well as JPS, especially on the
forest map with large open areas. This might be attributed to the map’s circular obstacles
forcing JPS to create many jump points. In large open areas it is also possible that some
jumps that don’t benefit the algorithm in finding the goal start taking enough time to make
it increasingly slower compared to A*. While simple operations like retrieving a value from
a grid and checking its value take very little time, at some point the time required for those
operations might add up if the jump is very long. On a random test run in the forest map the
JPS algorithm exited the grid approximately 400 times, although this value can change
drastically. It still shows that if the map had large empty spaces around it, the performance

losses caused by longer jumps nowhere would be even larger.

Even when ignoring performance differences, implementing A* is very easy compared to
JPS which is one aspect that must be considered when choosing an algorithm. The difficulty
in creating the algorithm is very comparable to Dijkstra’s algorithm, which is quite simple.
Another important point in choosing the algorithm is the environment. Both Dijkstra’s
algorithm and A* can execute in weighted environments with the exact same code as used
in this thesis. The same cannot be said for JPS, although not every application benefits from
having weights. A* has been very popular in video game development (Cui & Shi, 2011)

and the reason might be this simplicity, reliability and versatility.

By far the weakest maps for A* in terms of performance were the maze maps. The map with
a wall width of one required A* about 75% more time to complete compared to Dijkstra’s
algorithm. This performance gap is further widened to 87% in the map with the wall width
of two. While doing a doing a random test from corner to corner on both the maps, A* visited
approximately 98.5% as many nodes as Dijkstra’s algorithm did on the map with the wall
width of one. On the other second map it visited nearly 99.8% as many. These percentages
highlight the ineffectiveness of the heuristic in both maps. If the number of nodes visited is
nearly the same, the time wasted on calculating the heuristics will cause inefficiencies in

performance, which Dijkstra’s algorithm does not have.
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JPS performed incredibly well on almost all the maps. This was not too unexpected, as it is
the most recent algorithm developed as an extension to A* and optimized for uniform grids.
Especially on maps with large open areas it required only a few percent of the time to solve
paths when compared to Dijkstra’s algorithm. It also managed to outperform A* on every
map which is impressive, although in some cases the difference was not as substantial as on
average. For example, the difference between A* and JPS was approximately 30% on the

forest map, which is still a notable difference.

JPS can perform very well with straight walls, no matter how long they are. As JPS can jump
along walls like this, it can solve paths in environments like those very effectively. Very few
maps in this comparison were like that. Even if the maps had rectangular shapes, they were
rarely aligned to have smooth edges. Despite that, JPS had great execution times even in
maps with nearly no straight edges. The only maps that had exclusively straight edges were
the mazes. The results show that the performance of JPS increases substantially compared
to the other two algorithms when the maze wall width increases. This is caused by the
corridors doubling in length, as previously one cell is now split into four. This trend would

likely continue if the maze wall width continued to increase.

Overall JPS is a very performant and versatile algorithm, which should be considered. If the
application requires peak performance and development time can be expended on
pathfinding, JPS does seem like a great option. For example, games that require multiple
agents to find a path in one frame, the performance gains from JPS can be critical. The
limitations of uniform grids should still be noted when choosing the algorithm, but otherwise

it is a good improvement on the A* algorithm.
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7 Conclusions

This thesis researched the performance effects of map types on different pathfinding
algorithms. The map types focused on were simple two dimensional unweighted grids with
cells that were either walkable or obstacles. The thesis aimed to point out any notable
performance differences between the implemented algorithms, which could be caused by the
layout and shapes of the obstacles in the maps. A total of three algorithms were implemented
for testing, which were Dijkstra’s algorithm, A* and JPS. These algorithms were tested in

eight different maps, all of which had unique obstacle layouts and shapes.

The performance effects of map types on different pathfinding algorithms were researched
because it could be used as further optimization for pathfinding. Optimizing the pathfinding
process is important as it can use a significant portion of the application’s resources. The
knowledge of performance characteristics for each algorithm in each map type can help
determining which algorithm should be used and which should be avoided to maximize

efficiency.

Dijkstra’s algorithm was the oldest and simplest algorithm out of the three and it performed
the worst across all map types on average. A* was designed as an improvement to Dijkstra’s
algorithm and it performed better, but it still was slower than JPS. The fastest and newest
algorithm was JPS due to its optimization techniques. Dijkstra’s algorithm performed
relatively well on the maze maps, as the heuristics of the other algorithms were ineffective,
but such maps have limited applications. A* performed best on maps with less dead ends
and symmetrical paths. JPS reliably showed very low execution times on all map types,

except the maze map with a wall width of one.

The results show that map types can definitely affect the performance of the pathfinding
algorithm used. Choosing an algorithm based on these results might be challenging, as the
exact layout of the map in the target application will likely not be the same, altering the
results. However, some of the observations can be used as guidelines, such as considering
the effectiveness of the heuristic in the map used. The results could prove useful in

applications requiring pathfinding Al, such as video games and autonomous robotics.
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