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Fundus imaging is used to examine the condition of the eyes and diagnose various eye-
related diseases. Several studies have investigated the possibility of utilizing deep learning
techniques for analyzing fundus images automatically. Semantic segmentation is an im-
age analysis method where each pixel is assigned a class label, which enables accurate
detection of different retinal structures and lesions. In retinal images the color similar-
ity of different structures and lesions is high, lesions can be very small in size and hard
to detect from background, which makes training deep learning based segmentation al-
gorithms challenging. Spectral imaging increases the color resolution of retinal images,
providing more accurate information of the object of interest and potentially improving
the performance of retinal lesion segmentation algorithms. Vision transformer is a re-
cently emerged deep learning architecture that has shown high potential in various image
analysis tasks. The objective of this thesis is to apply a vision transformer based ap-
proach for segmenting spectral retinal images. The proposed solution is a transformer
based model, specifically designed for spectral medical image segmentation. Two vari-
ants of the model were tested for segmenting spectral retinal images with lesions related
to diabetic retinopathy present. The results indicate that there is potential for the pro-
posed solution, however computational limitations and coarse ground truth information
are currently limiting the performance.
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Silmänpohjakuvantamista käytetään silmien tutkimiseen ja silmäsairauksien diagnosoin-
tiin. Useissa tutkimuksissa on selvitetty syväoppimistekniikoiden hyödyntämistä silmän-
pohjakuvien automaattiseen analysointiin. Semanttinen segmentointi on kuvien analysoin-
timenetelmä, jossa jokaiselle pikselille määritetään luokka, mikä mahdollistaa eri löy-
dösten tarkan rajauksen. Silmänpohjakuvissa eri rakenteiden ja löydösten väritiedon
samankaltaisuus on korkea ja niitä voi olla vaikea havaita taustasta, mikä tekee syväop-
pimiseen perustuvien segmentointialgoritmien kouluttamisesta haastavaa. Silmänpoh-
jan spektrikuvantaminen parantaa kuvien väritiedon erottelukykyä, antaen tarkempaa ti-
etoa kuvattavasta kohteesta, mikä voi parantaa verkkokalvon leesioiden segmentointial-
goritmien suorituskykyä. Vision Transformer on äskettäin ehdotettu syväoppimisneu-
roverkko, joka on osoittautunut suorituskykyiseksi monissa kuvankäsittelyn tehtävissä.
Tämän diplomityön tavoitteena on kehittää Vision Transformer -pohjainen lähestymistapa
diabeettista retinopatiaa sairastavilta henkilöiltä otettujen spektrisilmänpohjakuvien seg-
mentointiin. Ehdotettu ratkaisu on Transformer -pohjainen malli, joka on erityisesti su-
unniteltu lääketieteellisten spektrikuvien segmentointiin. Kaksi mallin varianttia testattiin
verkkokalvon spektrikuvien segmentointiin. Tulokset ovat lupaavia, mutta laskennalliset
rajoitteet ja epätarkat annotaatiot heikentävät tällä hetkellä suorituskykyä.
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1 INTRODUCTION

1.1 Background

Diabetes is a metabolic disease affecting millions of people worldwide. It has been es-

timated that by 2030, 643 million adults, 11.3% of the global adult population will have

diabetes [1]. Diabetic retinopathy is a complication of Diabetes that can cause visual im-

pairment and even blindness if left untreated. Diabetic retinopathy has very high preva-

lence among diabetic patients and early detection is essential to prevent serious damages

to vision [2]. Retinal imaging is a widely used technique for examining the condition of

eyes and diagnosing eye related diseases, including diabetic retinopathy. In addition, fun-

dus imaging allows the photographing of the blood vessels and parts of central nervous

system in a noninvasive way and with relatively low effort. Several studies have inves-

tigated the possibility to utilize the fundus imaging for diagnosing also other than eye

related diseases. For example, Hodoux et al. [3] were able to detect beta amyloid plaques,

indicators of Alzheimer's disease from spectral fundus images. Robertson et al. [4] were

able to predict hypertension from fundus images.

Spectral fundus imaging increases the color resolution compared to standard three-component

red-green-blue (RGB) color imaging. It has been found that the higher color resolution of

spectral retinal images improves the accuracy of retinal oxiometry [5]. The spectral vari-

ability of retina has been shown to be higher in patients with diabetes [5]. Dwight et al.

studied the possibility of replacing the more invasive �uorescein angiography with spec-

tral retinal imaging with promising results [6]. Figure 1 presents an example of regular

RGB fundus image and the different channels of corresponding spectral retinal image [7].

Manual segmentation of retinal images is a time consuming and dif�cult, and some of

the lesions and disease markers are hard to detect. Automating the extraction of relevant

information would enable more ef�cient utilization of fundus imaging in different diag-

nostic processes. Deep learning based methods have been studied extensively for various

image analysis tasks in recent years. In semantic segmentation, all pixels in the image are

assigned a class label which enables accurate delineation of different anatomical struc-

tures and lesions. Several deep learning based solutions for medical image segmentation

have been studied and Convolutional Neural Networks (CNN) have been the dominant

approach for computer vision tasks for several years [8–10]. Vision Transformer (ViT) is

a recently emerged deep learning architecture for image analysis [11]. Since the publica-

tion, the vision transformers have been utilized successfully in various computer vision

and image processing applications. Additionally, there are already multiple studies con-
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Figure 1. A standard red-green-blue fundus image (left) and the different spectral layers for the
spectral image (right) [7].

ducted on utilizing ViTs for analyzing fundus photographs [12–14]. In this thesis, the

utilization of the ViT model for semantic segmentation of spectral retinal images is stud-

ied.

1.2 Objectives and delimitations

The main objective of this thesis is to implement a vision transformer based approach for

spectral retinal image segmentation. The objectives of the thesis are as follows:

• Based on the current literature, develop a ViT based approach for semantic segmen-

tation of spectral retinal images.

• Evaluate the model performance quantitatively using DiaRetDB2, a spectral retinal

image data set with coarse ground truth (GT) information from ophthalmologists.

Experiments are performed with existing spectral retinal image dataset (DiaRetDB2). The

channel images have been previously aligned and further re�nements or corrections for

the data are out of the scope of this thesis. Ground truth information for different retinal

structures and lesions is available for 55 images in raw XML format. Segmentation masks

for retinal structures and selected lesions that are related to diabetic retinopathy are com-

piled from expert annotations, but further re�nement of coarse masks is not in the scope

of this thesis.
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1.3 Structure of the thesis

The thesis is structured as follows. Chapter 2 presents relevant background information

related to retinal image segmentation and spectral imaging. In Chapter 3 the existing

methods for image segmentation and analysis with vision transformers are reviewed. In

Chapter 4 proposed methods are presented. Chapter 5 describes the experimental setup

and results. Chapter 6 discusses the results and possible future directions and in Chap-

ter 7 conclusions are presented. Appendix 1 contains description of the approach used

for compiling segmentation masks and Appendix 2 contains supplementary results from

experiments.
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2 SPECTRAL RETINAL IMAGING AND ANALYSIS

2.1 The anatomy of the eye and retina

This Chapter describes the basic structure of the eye and is based on [2] unless otherwise

speci�ed.

The eye is a light sensing organ responsible for interpreting, processing and transmitting

visual information to the brain. It is estimated that up to 80% of all of the information the

brain receives is visual information perceived by the eye [2]. The anatomy of the eye is

presented in Figure 2 [15].

Figure 2. The anatomy of the eye from the side (left) and front (right) [15].

The outer structure of the eye has three layers. The outermost parts consists of sclera and

choroid and the innermost part is the retina. Interior space of eye is �lled with vitreous

humour, which consists mainly of water. The humour supports and helps maintain the

spherical shape of the eye and deliver nutrients and oxygen to the lens and cornea.

Light enters the eye through the cornea, pupil and lens. The cornea is the outermost of

the three and its purpose is to refract and transmit light. The iris regulates the amount

of incoming light by changing the pupil size. Small muscles around the iris expand and

contract as a response to the surrounding lighting conditions. Pupil appears as black as

most of the light entering the eye gets absorbed by the tissues. The lens refracts the light

and helps form sharp images on the retina.

Optic disc attaches the optic nerve to the eye and it is also the entering point for arteries

and veins into the eye. Optic disc has no light sensing cells and it creates a blind spot

in the visual �eld. Macula is highly pigmented yellowish area surrounding the fovea. It
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is located in the center of the retina. Macula has dense distribution of light sensing cells

and it is responsible for detailed vision. Fovea is in the center of macula and it is where

the light sensing cells are packed tightest. Fovea has no blood vessels interfering light

passage and it is where the vision is sharpest.

Retina is a thin, layered structure consisting of different types of neural cells and it is

considered to be a part of the central nervous system. It lines the inner back of the eye,

and it is where the light sensitive cells are located. The structure of retina is presented

in Figure 3. Retina can be divided into outer and inner retina. The outermost part of the

Figure 3. Structure and different cell types of retina. The innermost part where the light enters
the tissue is shown at the bottom. The light sensitive cells are in the photoreceptor layer and light
traverses through several cellular layers before reaching it. The different cell types are marked in
the �gure as follows: Rod photoreceptor (R), Cone photoreceptor (C), Horizontal cell (H), Bipolar
cell (B), Muller Glial cell (M), Amacrine cell (A), Ganglion cell (G) [16].

retina is located between the outer limiting membrane and the choroid, and it consists of

the retinal pigment epithelium layer and the photoreceptor layer. The retinal pigment ep-

ithelium absorbs light, minimizes re�ections inside the eye, and also participates in to the

metabolism of the retina. Light sensing cells are in the photoreceptor layer. The photore-

ceptive layer has two types of light sensing cells, rods and cones. Rods are responsible

for low-light vision and cones are able to sense colors and brighter illumination. Inner

retina is a layered structure between the inner and outer limiting membrane. The inner
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part of the retina is responsible for preprocessing and transmitting visual information to

the brain. The cellular layers in inner retina consist of different types of cells, nerve �bers

and blood vessels.

The reddish color of the retina comes from the small blood vessels, the capillaries that

cover most of the retina. The metabolic activity of the retina is high and the retinal

vascular system is adapted to meet these needs. As the vessels are highly scattering

and block the path of light, the retinal vascular system is structured in a way that min-

imizes the number of blood vessels while still meeting the high metabolic needs of the

retina [16, 17]. Retinal vasculature system has distributed inside the inner retina in three

capillary plexuses around the macula: the super�cial vascular plexus, the intermediate

capillary plexus, and the deep capillary plexus [18]. Additionally a radial peri-papillary

capillary plexus runs parallel to nerve �ber layer axons, exiting the eye via the optic

disc [18]. Figure 4 illustrates the dense vasculature system of retina and its different

plexuses [18].

Figure 4. Optical Coherence Tomography Angiography images of the four different capillary
plexuses of the retina from left to right: the radial peri-papillary capillary plexus, the super�cial
vascular plexus, the intermediate capillary plexus, and the deep capillary plexus [18].

2.2 Diabetic retinopathy

Diabetic retinopathy is an eye disease often seen as a complication of diabetes. In diabetic

retinopathy, chronic elevated blood sugar causes damages to the retina. The vascular

system is affected by elevated blood sugar throughout the body, but the unique structure

of the retinal vascular system makes it particularly sensitive to the damages [17]. The

sensitivity of retinal vasculatory system may be the reason for high prevalence of diabetic

retinopathy in early diabetes [17]. It is estimated that after twenty years of the onset of

diabetes, almost all patients with type 1 diabetes and over 60% of patients with type 2

diabetes will have some degree of retinopathy [2].
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Elevated glucose levels damage the walls of the blood vessels and they will eventually leak

blood and �uid into the eye and the retina forming microaneurysms, hemorrhages, hard

exudates, or venous loops [2]. The high blood sugar increases the release of clotting fac-

tors which can lead to capillary closure or occlusion and cause ischemia [19]. Cotton wool

spots, arteriovenous shunts and �brous tissue formation are signs of capillary closure [19].

Eventually neovascularization starts to occur: new blood vessels start forming in an at-

tempt to restore normal blood �ow and compensate for the damaged ones [2, 19]. The

newly formed vessels are fragile and can rupture, which can cause larger hemorrhages to

occur inside the eye [19]. Diabetic retinopathy can be categorized into non-proliferative or

proliferative retinopathy, depending on the severity. Non-proliferative diabetic retinopa-

thy is considered as early-stage retinopathy with milder symptoms and is most common

in diabetic patients. In proliferative diabetic retinopathy the damages are more severe,

and neovascularization is present [19]. Figure 5 illustrates some of the typical �ndings of

diabetic retinopathy [20].

Figure 5. Examples of typical �ndings of Diabetic retinopathy: exudates, hemorrhages and mi-
croaneurysms [20].

2.3 Spectral retinal imaging

Retinal imaging is used to examine the condition of inner parts of the eye and it is an im-

portant diagnostic tool for many eye related diseases. There are several different types of

imaging methods such as fundus photography, �uorescein angiography and optical coher-

ence tomography [17]. In this thesis, the focus is on fundus photography and especially

spectral fundus photography.
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2.3.1 Spectral imaging

Spectral imaging increases the color resolution of images, which enables accurate spectral

pro�les to be obtained from the target. Several imaging techniques for capturing spectral

images exist, but the principal idea is that the images are captured over a wide contin-

uous spectral range [21]. A spectral image can have tens or even hundreds of different

consecutive spectral bands, each corresponding a speci�c wavelength of light and the

neighboring bands are captured typically within 10 nanometers [21]. Figure 6 illustrates

the difference in color resolution between standard three channel RGB imaging and hyper

spectral imaging [22].

Figure 6. The difference in spectral resolution between three-component color image (left) and
Spectral image (right) [22]. The standard red-green-blue image has three narrow color channels
far apart from each other, whereas in spectral image the neighboring channels are closely spaced
and the image is captured over wide spectral range.

Higher color resolution of hyperspectral images has shown to be useful in various med-

ical applications [23]. In [24], spectral pro�les of different organs were used for clas-

si�cation tasks. In [25], blood oxygen saturation of blood was measured from spectral

fundus images. In [3], spectral fundus images were utilized for identifying early signs of

Alzheimer's disease with promising results.

A disadvantage of the very high color resolution is that spectral images also have a lot of

redundant unuseful information that affects the performance of different analysis meth-

ods. According to [26], especially in high resolution medical hyperspectral images have

highly correlated, redundant information both in spectral and spatial dimensions: the

spectral pro�les between adjacent pixels are highly correlated as well as the adjacent

spectral bands in single pixel. Correlation may be problematic especially, when it occurs

between the object of interest and its surroundings.
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2.3.2 Characteristics of spectral retinal data and the DiaRetDB2 dataset

This section describes the spectral retinal dataset described in [27], in addition to some

general characteristics of spectral retinal data. The DiaRetDB2 dataset will be used in this

thesis.

The DiaRetDB2 dataset contains 66 spectral retinal images consisting of 54 people with

diabetic retinopathy and 12 controls. The initial 66 samples were collected by Fält et al.

in 2007. Ground truth information is available for 55 images. The dataset was collected

with a Canon CR5-45NM fundus camera, that was modi�ed to be suitable for spectral

imaging. A �ber optic illuminator with illumination spectrum from 380 to 780 nm was

used to illuminate the subjects fundus and 30 interference �lters with approximately 10

nm step were used for creating the narrow wavelength bands. The images were captured

with gray scale charge-coupled device (CCD) camera. The imaging setup is illustrated in

Figure 7 [27].

Figure 7. The imaging setup used to collect the DiaRetDB2 dataset [27].

Spectral retinal data has some speci�c characteristics due to the challenging imaging

setup. As light enters the eye through the multi-component structure consisting of the

cornea, pupil and lens, the transmission characteristics of these tissues affect how much

of the light gets inside the eye and also re�ected back to the camera sensor during imag-

ing. Fundus images are known to have lower re�ectance in the shorter wavelength range

450 nmto 580 nm, increasing in the longer590 nmto 760 nmand �attening in the in-

frared770 nmto 900 nmrange [3]. Figure 8 illustrates the intensity distribution between

wavelengths in one sample image from DiaRetDB2 dataset.

There is also variability in the lens absorbance between individuals as it is affected by age,

some eye-related diseases such as cataract and whether the individual has undergone eye
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Figure 8. The intensity distribution between wavelengths in Image 16 of the DiaRetDB2 dataset.
Only the center part of the images was used to exclude the borders with missing information.

surgeries [3]. In Figure 9, mean intensity of pixels of eight random samples are plotted,

showing the differences in re�ectance between samples.

Figure 9. Mean intensities from eight random sample images from DiaRetDB2 dataset.

Fält et al. also hypothesize that in this particular dataset, the poor emission of violet light

has affected the results. As some of the �rst spectral bands contained no useful informa-

tion, they were discarded. In the resulting dataset, the spatial resolution of images is1024

� 1024pixels and each of them have 21-30 bands ranging from400 nmto 680 nm[27].
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2.4 Image segmentation with deep neural networks

In image segmentation the pixels of the image are divided into classes based on their sim-

ilarity. Image segmentation has several sub types such as panoptic, instance and semantic

segmentation, depending on how the similarity between different objects in the image is

de�ned [28]. Figure 10 illustrates the differences between the three aforementioned sub

types of segmentation methods [28]. This thesis focuses on semantic segmentation of

spectral retinal images.

Figure 10. The differences between panoptic, instance and semantic segmentation. Panoptic
segments each individual object and background. Instance segmentation segments each individual
instance of objects of interest from the background. Semantic segmentation combines different
objects of same type e.g. all cars belong to same class [28].

Semantic segmentation can be considered as pixel-wise classi�cation task as each pixel in

the image will be assigned a class label. Semantic segmentation is used in medical appli-

cations to identify and segment different anatomical structures, such as blood vessels, tu-

mors, organs, and tissues. Semantic segmentation of images enables accurate delineation

of different anatomical structures and disease related lesions, making it particularly suit-

able for medical image analysis, especially when different tools for automatic diagnostic

processes are developed. [10]

As manual segmentation of images is time consuming and dif�cult, neural networks

have been researched broadly in recent years for automating medical image segmentation

tasks [9,10]. Neural networks are machine learning models that belong to the supervised

learning category. They are trained with labeled datasets and training is done by itera-

tively optimizing the model parameters based on the error value between the true values

and the values predicted by the model. Neural networks consist of input layer, hidden

layers and an output layer. Each of the layers consist of computational nodes and the

input is propagated through the nodes to the output layer. Each of the nodes in hidden

layer implement the function:

y = f (x) = � (wT x + b) (1)
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wherex is the input vector andw andb are the weight vector and bias respectively and

� is an activation function. Weights and biases are learned parameters that are different

for each node. Activation functions enable the model to learn more complex nonlinear

dependencies in the data. Without activation function, the model would only learn lin-

ear transformations and increasing the number of layers would not increase the models

learning capacity. Some typical activation functions are Hyperbolic Tangent (Tanh), Sig-

moid and Recti�ed Linear Unit (ReLU), but several others exist as well. The choice of

the activation function depends of task. For instance sigmoid function maps the output to

between zero and one, making it suitable for binary classi�cation. Figure 11 illustrates

the behavior of the aforementioned activation functions with different inputs [29]. Once

(a) ReLu activation (b) Sigmoid activation (c) Tanh activation

Figure 11. Outputs of different activation functions with different inputs [29].

the input has been propagated through the network a loss is calculated. There are nu-

merous different types of loss functions, typical loss function in image segmentation is

for example Dice loss, which compares the overlap between ground truth mask and the

segmentation result [30]. Neural network is trained by minimizing the loss at the network

output: the partial derivatives of the loss with respect to each parameter in the network are

propagated back in the network layer by layer and weights and biases of each node are

adjusted. Each full iteration over the entire dataset is called epoch. Several optimization

algorithms exist, stochastic gradient descent and Adam are some of the most typical ones.

Deep neural networks are an extension of regular neural networks and they are character-

ized by the high number of hidden layers. There are numerous extensions and variations

to the basic structure of neural networks that make them very versatile and they can be

adapted for different types of tasks. [29,31,32]

2.4.1 Deep neural network architectures for image analysis

Autoencoder is a commonly used neural network architecture in image analysis. The

general structure of an autoencoder is presented in Figure 12 [33].
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Figure 12. The basic structure of autoencoder consists of encoder and decoder. Encoder learns
the latent representation of the image and decoder reconstructs the image based on this represen-
tation [33].

Autoencoder is comprised of encoder and decoder blocks. Encoder learns a compressed

latent representation of the input image and the decoder is used to reconstruct the image

based on the reduced representation. The aim is that by learning a compressed represen-

tation of the input, only relevant features are learned. Autoencoders can therefore be used

for dimensionality reduction, denoising, data compression and data generation [31,34]. In

addition to utilization of autoencoder networks as such, the encoder-decoder structure of

autoencoders has been adopted into many image segmentation architectures like UNET

and Segnet.

Convolutional neural networks (CNN) are widely used for different image analysis and

segmentation tasks [9]. In convolutional neural networks, learned convolution kernels are

used as �lters to extract relevant features and produce feature maps. Figure 13 illustrates

a simple convolution operation with1 � 2 sized kernel [29]. In addition to convolutional

Figure 13. Convolution operation with1 � 2 sized kernel [29].

layers, convolutional neural networks typically have pooling layers that are used for ag-

gregating data i.e. for implementing dimensionality reduction. The Figure 14 illustrates

a max-pooling operation, where the highest values are extracted from the original data

matrix [29]. Convolutional neural networks are translation invariant, meaning that the

objects location in the image does not affect the prediction task. This is useful property

in many imaging tasks as it enables the classi�cation of different objects in the image,

regardless of their position. As a downside, the attention in CNNs is local and they have

high inductive bias, which means that the nearby pixels have more importance than the
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Figure 14. Max-pooling operation. A2 � 2 sized kernel is used to extract the maximum values
from the input [29].

distant ones, in the prediction task [31].

Fully Convolutional Networks (FCN) are a type of convolutional deep neural network

designed speci�cally for segmenting images. FCNs contain only convolutional layers,

making them more ef�cient for processing high resolution images. The image is passed

through network and features are gradually extracted while the spatial dimensions are

reduced. Skip connections between layers are used for preserving the details of the input

and up sampling is used for restoring the resolution for the produced feature maps [35].

SegNet is an example of very popular fully convolutional neural network that is designed

for semantic segmentation. The high level architecture of original SegNet is shown in

Figure 15. The architecture comprises from encoder and decoder blocks. Encoder extracts

the features using convolutional and pooling layers. In decoder, the pooling layers are

replaced with up-sampling layers that are used for non-linear up-sampling of input feature

maps. Finally a softmax layer is used for producing the segmentation map. [36]

Figure 15. The original Segnet architecture, consisting of encoder and decoder blocks, several
convolutional and pooling layers and softmax layer that is used for producing the segmentation
map [36].

UNet is a deep convolutional neural network originally designed for medical image seg-

mentation. UNet has a u-shaped structure consisting of encoder and decoder part and both

have several resolution layers. The structure of the original UNET is shown In Figure 16.
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Figure 16. The structure of the original UNet consisting of encoder and decoder and multiple
resolution layers. [37]

Encoder extracts the features with convolutions. By alternating convolution and down-

sampling operations on the input, features at different resolution levels are extracted.

Shallow layers extract the details while deeper layers are used for extracting the higher

level context. The decoder reconstructs the feature maps by up sampling and convolu-

tion. Skip connections between encoder and decoder are used for preserving the details.

UNet is widely used in medical image segmentation and it has numerous extensions and

modi�cations. [8,37]

2.5 Segmenting retinal images

The unique imaging setup and the characteristics of the human eye and retina make seg-

menting retinal images a challenging task. Due to the dense vasculature of retina, the

color similarity of different retinal structures and lesions is high. Most of the light en-

tering the eye is absorbed by the retinal structures and only little light is re�ected back

to the camera sensor. Movement and differences in angle while capturing retinal images

add variation to the illumination of captured images. Illumination can be uneven within

an image and different between images, adding noise to the color information. As images

are captured through the eye lens, which has variability between individuals, the amount

of light that gets transmitted inside the eye can vary between individuals, adding further

inaccuracy to the color information. In addition to low contrast of retinal images, the

boundaries between different structures and background can be unclear and adjacent pix-

els have high correlation. Lesions and retinal structures can overlap and they can have



23

very unclear boundaries. [2,26,38–40]

Lesions related to different diseases can be very small in size and hard to detect from

background. For example, the diameter of microaneurysms ranges between 15 - 125 µm

and smallest may not even be clinically detectable [41]. Figure 17 presents a retina with

small microaneurysms and the corresponding ground truth mask. The visual appearance

of different types of hemorrhages and microaneurysms can be very similar, making it

challenging to categorize them into different subcategories.

Figure 17. Fundus image with small microaneurysms (left) and the corresponding ground truth
mask (right) [39].

On the other hand there can be also a lot of variability in the appearance of lesions that

belong to the same class. The size and shape of lesions vary within each image and be-

tween images, which complicates the recognition of recurring patterns and the association

of these patterns with different classes. [39,41–43] Examples of lesions related to diabetic

retinopathy are shown in Figure 18.

(a) (b) (c)

Figure 18. Examples of retinal lesions from DiaRetDB2. Soft exudate (a), Hemorrhages (b), Hard
exudate (c). Both of the exudates have unclear boundaries, but especially the soft exudate is very
blurry and hard to detect. The hemorrhages in image (b) are very similar color as background and
the vessel.
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In addition to the challenges posed by the characteristics of retinal structures and the

imaging setup, one major challenge in retinal image segmentation is the imbalance be-

tween different classes. Typically the background is overrepresented and different lesions

are underrepresented. The pixel counts of background and different lesion classes in

IDRiD dataset are illustrated in Figure 19. The aforementioned characteristics of differ-

(a) (b)

Figure 19. The class distribution of the IDRiD dataset. The distribution between background and
lesion classes (a) and pixel counts of different lesion classes (b) [39].

ent retinal lesions highlight the need for representative training samples. There are several

approaches to mitigate the effects of class imbalance. In general, these can be divided into

three groups: methods that aim to increase representative training data, methods that aim

to direct the model focus on underrepresented classes and methods that aim to �ne tune

the decision thresholds after the training. Probably the most straightforward solution is

to balance the dataset by increasing the amount of training samples for the underrepre-

sented classes for example with data augmentation and oversampling. Different types of

loss functions have been designed to add more weight to the underrepresented classes

or downweight the overrepresented classes during model optimization. Post hoc post

processing methods focus on adjusting the model outputs by for example �ne tuning de-

cision thresholds or calibrating the parameters to better re�ect the true probabilities of

classes. [30,44–48]

Pavani et al. experimented on enhancing image features for improving simultaneous

multi-class segmentation of retinal lesions. Local binary patterns (LBP) -an algorithm

for enhancing spatial features was used to extract features. The extracted feature maps

were fed together with original images into a dual encoder single decoder network called

RILBP-YNet. Network has UNet like structure with multiple resolution layers. The dual

encoder extracts the features in parallel from enhanced and original images. At each res-
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olution layer, the features are fused with the corresponding decoder features. In decoder

feature maps are up-sampled and used as input to the next decoder and in the �nal decoder

layer, the segmentation maps are generated. Different loss functions were experimented

with, best results were achieved with a combination of Dice and Categorical Cross En-

tropy loss. [43]

Garifullin et al. [42] proposed a Bayesian baseline for retinal lesion segmentation. A

Monte Carlo dropout was added to a Dense-FCN to enable quanti�cation of the uncer-

tainties in segmentation probabilities and assess model calibration. Oversampling of un-

derrepresented classes and weighted cross entropy loss was used for mitigating the ef-

fects of class imbalance. It was found that thin vessels, soft exudates, hemorrhages and

especially small microaneurysms were the most dif�cult to segment. Speci�cally, low

sensitivity was found to be an issue with microaneurysms segmentation. Additionally,

overlapping class labels, for example crossing veins, added uncertainties to the segmen-

tation. Optic disc, larger vessels and hard exudates have typically more clear edges which

leads to better segmentation results. It was concluded that in addition to the issues related

to the typical characteristics of fundus images, the imbalance of class-labels in the dataset

affected the performance of the model negatively. [39,42]

Spectral retinal images can provide more accurate color information on different types of

lesions and retinal structures, which can make the differentiation between classes easier.

The DiaRetDB2 dataset has been previously segmented using SegNet [7, 49]. In [49]

binary segmentation for vessels was performed. In [7] segmentation was performed for

the optic disc, macula and vessels. The standard SegNet architecture was complemented

with dimensionality reduction block consisting of convolutional layer and a RELU activa-

tion. Comparative experiments were made with RGB images and the additional spectral

information was shown to improve the accuracy especially for optic disc and macula seg-

mentation [7].
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3 TRANSFORMER NEURAL NETWORKS

3.1 Attention-based Transformers

Transformer neural networks are characterized by their ability to learn the global con-

text. Long range dependencies between data-points of the input sample are learned with

a multi-head self-attention mechanism. The �rst attention-based transformer model was

introduced by Vaswani et al. [50] for natural language processing (NLP) tasks. The pro-

posed transformer architecture is shown in Figure 20.

Figure 20. Transformer model architecture consisting of encoder and decoder blocks, input em-
bedding layers, multi-head self-attention layers, feed-forward networks, normalization layers and
residual connections. [50]

The standard transformer model is composed of encoder and decoder blocks. The encoder

and decoder consist of multi-head self-attention (MHSA) blocks, feed forward layers,

normalization layers and residual connections. Positional encodings are added to the

input embeddings to incorporate the positional information into the model inputs, as the

multi-head self-attention does not process the information sequentially. [29,50]
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Scaled Dot Product Attention

The transformer utilizes scaled dot product attention for learning. Scaled dot product

attention is a modi�ed version of the self-attention mechanism proposed by Bahdanau

et al. [51]. The scaled dot product attention mechanism in the Transformer model is

formulated as

Z = AV = softmax
�

QK T

p
dk

�
V; (2)

whereA represents the attention weights andQ, K , andV are the query, key, and value

matrices, anddk denotes the dimension of the key matrix [50]. The Key, Query and Value

are learned linear transformation matrices of the input embeddings:

• Query is a representation of current item in the sequence.

• Key is the representation of patches that are being compared to the Query.

• Value matrix contains the actual data from the input and the attention matrix is used

as weights for the value matrix.

Attention weights are obtained by computing a dot product between query and key ma-

trices and scaling the result by the dimension of the key matrixdk . Softmax function

performs row-wise normalization for the scaled attention matrix which is then used as

weights for the value matrix. [50,52]

Multi-Head Self-Attention

Multi-head self-attention is an extension of the scaled dot product attention where the

keys, queries and values are linearly projected in parallel multiple times, with another

set of learned linear projections todq, dk anddv dimensions, creating multiple sets of

query, key and value matrices. The number of projections corresponds with the number

of attention heads in the model. The attention function is computed independently and in

parallel in all heads. The output from individual attention heads is concatenated together

and projected once more to obtain the �nal result. The �nal output will have the same

dimensionality as the original value matrixdv. The process of computing the MHSA

is illustrated in Figure 21. According to [50], the multi-head self-attention allows the

model to jointly attend to information from different representation subspaces at different

positions, which would not be possible with a single attention head, as averaging would

inhibit this. [13,50]
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Figure 21. Attention weights are obtained by the scaled dot product between query and key
matrices. In Multi-head self-attention, the attention function is computed independently and in
parallel in all heads to the projected keys, queries and values. [13]

3.2 Vision Transformers

Dostovskiy et al. [11] applied the core ideas of standard transformer model designed for

NLP tasks to images while trying to maintain the original structure of transformer as well

as possible. The proposed Vision Transformer (ViT) architecture, designed for image

classi�cation, is shown in Figure 22 [11].

Figure 22. General Vision Transformer architecture is shown on the left and more detailed ar-
chitechture of the transformer encoder is shown on the right side of image [11].

As the standard Transformer is designed to process data in sequential format, the images

are split to smaller patches to make them compatible with the transformer model. The

patches are analogous to the "tokens" or words of the conventional NLP transformers.
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Image patches are further �attened to a sequence of pixels and embedded with a sequence

of positional encodings. Positional encodings are used to preserve the information on

spatial positioning of each token. Additionally a learnable class token is added to the

input embeddings, which is used as the global image representation. [11]

ViT only uses the encoder block of the standard transformer model. Encoder block in the

ViT follows similar structure as the traditional transformer encoder block, comprising of

normalization layers, multi-head self-attention layer and feed forward layers. Residual

connections and layer normalization are used to improve the stability of the training. The

encoder block is followed by multi-layer perceptron (MLP) head, instead of a decoder.

The MLP is used for classi�cation. [11]

3.3 Vision Transformers in medical image analysis

Despite the fairly recent advent, vision transformers have already been utilized in various

medical imaging related tasks with promising results [13,14]. Additionally several papers

have come out showing that vision transformer based models have performed well in

different fundus image analysis tasks [53]. Several hybrid architectures that combine

transformer models with more traditional methods such as CNNs and Bayesian inference

have also been proposed [54,55]. Vision transformer backbone has been adopted to some

foundation models for medical image segmentation as well [10, 56, 57]. In this Chapter,

relevant articles related to utilization of vision transformers in fundus image analysis are

reviewed.

3.3.1 Diabetic retinopathy grading with Vision Transformers

Mohan et al. [58] and Wu et al. [59] used the standard Vision transformer architecture

for classifying the grade of diabetic retinopathy from fundus images. The classi�cation

was done using �ve severity grades: Healthy, Mild, Moderate, Severe and proliferative

diabetic retinopathy based on severity of symptoms. Example images from the �ve cate-

gories are presented in Figure 23 [58].

The datasets used were public datasets (IDRiD, Kaggle/Eyepacs) with sizes ranging from

approximately 35000 to 50000 and data-augmentation was performed to increase the size

of datasets. The proposed models were compared to standard CNN architectures and both

achieved good results [58,59].
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Figure 23. The �ve diabetic retinopathy grading categories from healthy (left) to proliferative
diabetic retinopathy (right) [58].

Diabetic retinopathy is divided into �ve categories based on symptoms, and as the grad-

ing develops from mild to severe based on the amount and severity of symptoms, the

adjacent classes are correlated. To account this correlation, Gu et al. [60] combined vi-

sion transformer network with residual attention. The proposed architecture comprises of

two blocks: the Feature Extraction Block (FEB) and Grading Prediction Block (GPB).

The FEB block consists of standard vision transformer patch embedding layer and the

encoder block with six encoders stacked. The standard MLP head was replaced with the

GPB block that utilizes a class-speci�c residual attention algorithm (CSRA) for the grad-

ing task. CSRA score represents the probability of a speci�c class label appearing in a

certain position. CSRA is used to generate class speci�c features based on spatial atten-

tion scores and then to fuse the generated features with average pooling. The proposed

method is illustrated in Figure 24 [60]. Gu et al. [60] trained the network with the DDR

Figure 24. The proposed method by [60] consisting of Feature Extraction Block, that utilizes
vision transformer and Grading Prediction Block, with residual attention blocks.

dataset and IDRiD datasets. The DDR dataset consists of 13673 images and IDRiD 413

images and data augmentation was performed to increase the amount of training data and

reduce over�tting. Abalation studies were performed with DDR dataset to evaluate the

effect of proposed modi�cations. With well represented classes, the model has better per-

formance compared to existing benchmark methods, for underrepresented classes, there

is still room for improvement [60].

Zhuoyi et al. [54] combined three separate models: Masked Autoencoder (MAE), Con-



31

vNext and SegFormer to assess the grade of diabetic retinopathy from Ultra-Wide OCTA

images. The grading was done between three categories: healthy, non proliferative and

proliferative retinopathy. The proposed MCS-DRNet method can be divided into two

phases and it utilizes both supervised and self-supervised learning. To account the lack of

labeled data, self-supervised pretraining with partially masked data was performed using

MAE -algorithm. The MAE encoder was then used to extract features from the patches.

Features were fed into a decoder to reconstruct the image. In the second stage pre-trained

MAE, ConvNeXt, and SegFormer are used in parallel to segment the images. ConvNext

is a pure convolutional network that utilizes sliding window strategy and it is used to ex-

tract the global features. SegFormer is hierarchical transformer and it can handle features

of different scales. It does not utilize positional encodings and according to Zhuoyi et

al. this makes it suitable for detecting lesions of varying sizes. The MAE was trained

on DRAC2022 dataset consisting of 611 images. Data augmentation was performed to

increase the amount to 3666 images. The segmentation section of the model was trained

with 109 images that included class labels. The amount was increased to 654 with data-

augmentation. The model was compared to a UNet + DeepLabV3 hybrid network and

UNet-S5-D16. The proposed method had the best performance of the three.

3.3.2 Retinal vessel segmentation with Vision Transformers

Lin et al [61] proposed a hybrid CNN-transformer model called Stimulus-Guided Adap-

tive Transformer Network (SGAT-Net) for retinal vessel segmentation. The SGAT -Net

has three main components:

• Stimulus-Guided Adaptive Module (SGA-Module) integrates CNN and transformer

architecture to utilize both the CNNs inductive bias and transformers global atten-

tion and generate global-local compound features.

• The SGAP-Former uses a transformer and ResNet-Light in parallel and a adaptive

fusion of average and maximum pooling is used to extract distinctive features of

different classes.

• The SGAFF Module combines features and embeddings in the latent space based

on their importance in order to optimize the receptive �eld for segmentation task.

The model architecture is presented in Figure 25 [61]. The model was trained on DRIVE,

STARE and CHASEDB1 datasets and compared to standard segmentation models such

as U-Net, Attention-Unet and DeeplabV3+. The SGAT-Net achieved overall competitive

results compared to other models and in addition the results show that the model was able
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Figure 25. The proposed Stimulus-Guided Adaptive Transformer Network consisting of SGA-
module and a encoder-decoder structure. [61].

to handle some typical issues of retinal images, such as uneven illumination and thin and

light vessels that are typically misclassi�ed by other models. However, the model was

found to be more sensitive to subtle illumination changes while the standard models were

able to segment these areas correctly [61].

Zhang et al. [62] proposed TUnet-LBF, a hybrid model that combines transformer UNet

with local binary energy function model (LBF) for retinal vessel segmentation. The model

performs segmentation in two-stages, separately for coarse and �ne segmentation. For

coarse segmentation the global topological information obtained by transformer is uti-

lized. The transformer produces initial contours and probability maps for features. The

transformer output is then used as input for the LBF module, which extracts the detailed

information of the vessels. The model was trained on DRIVE, CHASEDB1 and STARE

datasets consisting of 88 retinal images in total, and data-augmentation was performed.

Training and testing was done separately for each dataset. As the model is a hybrid

of TUnet and LBF, its performance was compared to the independent TUnet and LBF

models. Zhang et al. conclude that the model is able to learn the global topological

information, but there is room for improvement in segmenting thinner vessels.

Chen et al. [63] proposed a transformer based U-shaped network called Patches Convo-

lution Attention based Transformer UNet (PCAT-UNet) for retinal vessel segmentation

from fundus images. The network is a U-shaped transformer based deep learning model

with encoder and decoder block and a convolutional branch. There are two new main

features introduced: the Patches Convolution Attention Transformer (PCAT) block and

Feature Grouping Attention Module (FGAM) block. Figure 26 illustrates the high level

architecture of the network [63].
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Figure 26. PCAT-UNet network architecture with PCAT block and FGAM blocks. [63].

The PCAT combines local feature extraction of CNN and the utilization of global attention

from transformers and there are two variants of the PCAT used consecutively:

• Cross Patches Convolution Self-Attention (CPCA) module, which is used for ex-

tracting features between the patches in a feature map

• Inner Patches Convolution Self-Attention (IPCA) module, which is used for ex-

tracting and aggregating the more detailed information between pixels in a single

patch.

The PCAT blocks replace the standard multi-head self-attention in the encoder and de-

coder blocks. FGAM module is used for obtaining more detailed feature maps of the ves-

sels. FGAM is created based on existing Ef�cient Pyramid Spilt attention (EPSA) module,

which is a pyramid attention module for segmentation, with a convolutional layer. To im-

prove the ability to segment thinner vessels, one of the convolutional layers of EPSA was

replaced with 2x2 pooling layer and a dropblock. Dropblock is a variant of dropout layer,

speci�cally designed for regularizing CNN's. The dropblock together with batch normal-

ization aims to reduce over�tting and faster convergence. Binary cross entropy was used

as loss function. The model was trained with DRIVE, STARE, and CHASEDB1 datasets

and data-augmentation was applied to increase the amount of training data. The model

was compared with different variants of UNet and it achieved the best performance [63].
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3.4 Vision Transformers for hyperspectral image analysis

Hyperspectral images have their unique characteristics that need to be accounted for in

the model design. Several vision transformer models for hyperspectral image analysis

have been proposed, especially in the �eld of remote sensing. There are also three models

proposed for segmenting microscopic hyperspectral images from medical image datasets.

3.4.1 Vision Transformers for hyper spectral remote sensing image classi�cation

Hong et al. [64] presented the SpectralFormer architecture, which is �rst a transformer

based model for hyper spectral image segmentation. The model uses group-wise spectral

embeddings (GSE) to learn feature embeddings of the neighboring bands. This means

that the embeddings are formed by combining pixels or patches from neighboring bands.

According to [64] this operation preserves the information of unique spectral pro�les

and thus enables better utilization of the spectral data. Additionally, a middle-range skip

connection, a mechanism called Cross-layer Adaptive Fusion (CAF) was introduced to

ensure better information �ow, as short skip connections may not preserve the relevant in-

formation and too long skip connections fail to combine the low-level and high-level fea-

tures [64]. The CAF operates between the stacked encoder blocks. A separate model was

created for pixel-wise and patch-wise processing. The two model variants were trained

on three remote sensing datasets: Indian pines, Pavia university and Houston2013 dataset.

The results were compared to the standard vision transformer, some classical backbone

networks and conventional classi�ers such as K-nearest neighbor, Support Vector Ma-

chine and Random Forest. Both versions of spectral former models achieved good re-

sults, especially compared to the standard vision transformer model without GSE or CAF

modules. The patch-wise SpectralFormer outperformed the pixel-wise version by a small

margin [64].

Ibañez et al. [34] and Scheibenreif et al. [65] proposed architectures that combine a

masked autoencoder and transformer for hyperspectral remote sensing image classi�ca-

tion. The partial masking of training data allows the models to be trained in self super-

vised manner and also helps to account for the noise and redundancies, that are typical in

HSI images. Additionally, only using a portion of the data improves the computational

ef�ciency of the models.

Ibañez et al. [34] proposed a masked autoencoding spectral–spatial transformer (MAEST)

for hyperspectral remote sensing image classi�cation. The model has a separate pipeline
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for classi�cation and reconstruction of the images. The model has three main modules:

the reconstruction encoder (RE), reconstruction decoder (RD) and classi�cation encoder

(CE). The overview of the model architecture is presented in Figure 27 [34].

Figure 27. The architecture of MAEST transformer neural network consisting of reconstruction
pipeline and classi�cation pipeline [34].

The RE block is designed to learn the spectral-spatial features from masked data. The

masking aims to account the noise in data. The model utilizes a masked group-wise spec-

tral embedding (MGSE), a slightly modi�ed version of group-wise spectral embeddings

originally presented by [64], to account the partial masking of image patches. In MGSE

a learnable positional encoding is added to the image patches in addition to GSE encod-

ing, to preserve the positional information of image patches after masking a portion of

them. The RE is connected to RD block with a fully connected layer. Masked tokens

with positional encodings are placed to the positions with missing information and this is

used as input to the RD block. The RD block is used to reconstruct the HSI image based

on the latent space features extracted by the RE block. A fully connected layer will per-

form the reconstruction for the masked patches. CE block is a transformer encoder that

takes complete data as input and uses the parameters learned by the RE block to perform

the pixelwise classi�cation. The architecture of CE block follows similar structure as the

SpectralFormer [64] network, utilizing group-wise spectral embeddings and mid-range

skip connections (CAF) between the stacked encoders [34].

Scheibenreif et al. [65] proposed a transformer model called MaskedSST for hyperspec-

tral remote sensing image classi�cation. Three different types of positional embeddings

were experimented with and goal was to improve the performance of transformers for

HSIs and with factorized spatial-spectral self-attention. Model processes spectral pixel

sequences, that are divided into patches in spectral dimension (spatial-spectral patches)
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and embedded with two types of embeddings:

• Blockwise spectral embedding (BPE): The BPE consists of a separate linear trans-

form for each spectral interval within the spectral patches.

• Two alternatives for positional embedding of each spatial-spectral block:

– Spectral positional embedding (SPE): For each spectral-spatial block, the spec-

tral positional embeddings are created using sine and cosine functions.

– Learnable positional embeddings for spatial spectral patches as alternative to

SPE.

Figure 28 illustrates the difference between the the standard patch embedding, where the

patches are �attened and embedded with same linear transform and the BPE approach,

where separate linear transform is applied for each spectral block [65]. In the �gure, each

cube represents a spatial -spectral patch, which is embedded with BPE and SPE. As the

Figure 28. The standard patch embeddings (left) and the Blockwise Patch Embeddings [65].

proposed embedding strategy leads to very high number of tokens and thus high computa-

tional load, the processing of spatial and spectral relationships of the data were factorized

in transformer. This approach reduced the computational load to approximately 1/75 of

the original. The factorization is illustrated in Figure 29 [65]. For the masked pretraining

Figure 29. The factorization of transformer attention to spectral and spatial dimensions [65].

block-wise masking was used, where 4 × 4 windows of tokens were masked instead of

entire individual tokens. This approach according to [65] is more robust for accounting

the high correlation of HSI data. The model was trained with two HSI remote sensing
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datasets (EnMap and Houston2018) and experiments were conducted with different posi-

tional embedding con�gurations. It was found that the combination of block-wise patch

embeddings and spectral positional embeddings lead to best performance, whereas only

utilizing the spectral positional embeddigns lead to worst performance [65].

3.4.2 Vision Transformers for hyperspectral medical image segmentation

Yun et al. [22] and Zhou et al. [66] proposed transformer based models for hyper spec-

tral medical image segmentation. Both of the proposed methods were designed for seg-

menting the Cholangiocarcinoma dataset. The Cholangiocarcinoma dataset consists of

microscopic hyperspectral images of Cholangiocarcinoma cancer, with 60 spectral bands.

The spatial resolution is 1024 × 1280 pixels and 538 images were utilized in training and

testing [22].

Yun et al. [22] proposed two transformer based models: SpecTr and the lightweight vari-

ant SpecTr -faster for the segmentation problem. According to [22] the transformer mod-

els designed for processing the coarse spatial information of hyperspectral remote sensing

images are not optimal for microscopic medical HSIs. Models have UNet-like hierarchi-

cal encoder-decoder structure. They utilize convolution for spatial feature extraction and

MHSAs in multiple parts in model architecture to learn the spectral and spatial features.

The performance of the two variants was evaluated with two separate datasets: Choledoch

dataset for cholangiocarcinoma diagnosis with binary classes and lung cancer hyperspec-

tral image dataset with multiple segmentation classes. Performance was compared with

multiple "standard" architectures, including the SpectralFormer, with same datasets to

obtain comparable results. The proposed Spectr and Spectr faster outperformed the other

models in almost all metrics [22].

Zhou et al. [66] proposed model that utilizes the hierarchical Swin transformer architec-

ture with shifted windows for more ef�cient attention computation. The model utilizes

convolutional layer and instance normalization for creating patch embeddings. A patch

merging layer is used for creating the hierarchical representation of features. Three types

of attention operations were: 3D Window-based MSA (W-MSA), Shifted window based

MSA (SW-MSA) and Spectral-MSA (S-MSA):

• The 3D Window-based MSA computes attention on 3D windows on the input fea-

ture map. The windows do not overlap and the attention is thus local within win-

dows.
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• SW-MSA extracts the spatial features for each spectral band independently. The

attention is computed locally for each window and to ensure the information ex-

change between the windows, the sliding of windows is performed such that they

overlap.

• The spectral MSA applies the attention operation on spectral dimension at each

spatial location and extracts the spectral features.

Two successive Swin transformer blocks and relative positional encodings were used. The

�rst transformer block uses W-MSA and Spectral-MSA, and the second block uses SW-

MSA and Spectral-MSA and the output from each block is summed up element-wise.

Figure 30 illustrates the architecture of the proposed model [66].

Figure 30. The proposed Swin Transformer architecture with two successive Swin Transformer
Blocks and a Decoder head [66].

As the output of segmentation operation is a 2D feature map, spectral aggregation was

applied to reduce the dimensionality of 3D HSI to 2D. As traditional aggregation methods

such as average pooling do not retain all the information of spectral bands, a learnable

spectral aggregation token for aggregating the information from different spectral bands

was used. The model was trained with cholangiocarcinoma dataset and compared the

results with some standard segmentation architectures such as UNet and ResNet50. The

proposed method achieved highest accuracy [66].
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4 PROPOSED METHODS

4.1 Spectral Transformer for hyperspectral image segmentation

SpecTr - a Spectral transformer, proposed by Yun et al. [22], was chosen for experimen-

tation as it is a transformer model speci�cally designed for segmenting spectral medical

images. SpecTr has a UNet-like high-dimensional encoder-decoder structure, which has

shown high performance in medical image segmentation and it is particularly good at

handling small datasets [8]. The typical characteristics of spectral medical images are ac-

counted in the model design: the high dimensional spectral data and �ne grained spatial

features. The model is utilized as such in experiments and only the data preprocessing

pipeline, output layer and loss functions are adjusted for the task. This chapter discusses

the architecture of proposed model SpecTr, and it is based on [22] unless otherwise spec-

i�ed.

Two variants for SpecTr were proposed: 'SpecTr' and 'SpecTr faster', which in this thesis

will be referred to as SpecTr 3D and SpecTr 2D. The two variants share the same encoder

part but have different approaches for the decoding operation. SpecTr 3D utilizes 3D con-

volution, whereas SpecTr 2D uses 2D convolution in the decoder, making it more ef�cient

computationally. The high level architecture of the model is presented in Figure 31.

Figure 31. High-level architecture of SpecTr. SpecTr has three main modules: The feature en-
coder module, inter-scale spatiospectral feature extractor module and two different variants for
feature decoder module [22].

Whereas the original vision transformer divides an image into smaller equal sized patches
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that are treated as individual tokens, SpecTr treats the pixels from different spectral chan-

nels at a speci�c spatial position as tokens. The attention is used to learn the dependencies

between different spectral channels as well as spatial positions. In addition to extensive

utilization of attention mechanism in several parts of model architecture, SpecTr also

utilizes convolution operations for spatial feature extraction. The convolution operation

speeds up converge of the model, making it more suitable for smaller datasets as it enables

learning the �ne grained spatial details with smaller amount of training.

Feature encoder module with conv-SAM

The feature encoder module in Spectr has similar hierarchical structure as 3D UNet with

four resolution layers. In SpecTr, instead of 3D convolution, a conv-SAM operation is

applied at different resolution layers. Conv-SAM operation consists of depth-wise 2D

convolution and a spectral attentive module (SAM). Figure 32 illustrates the high level

architecture of the Conv-SAM operation.

Figure 32. ConvSAM operation consisting of depth-wise convolution, spectral normalization and
multi-head attention with sparsity constraint [22].

In ConvSAM, the convolutional �lter is applied separately to each spectral input channel,

enabling feature learning independently for each spectral band. Each convolution oper-

ation in the encoder is followed by spectral attentive module. SAM consists of spectral

normalization layer and multi head self attention heads with sparsity constraint and lay-

erscale regularization. Spectral Normalization layer refers here to group normalization.

Group normalization divides the producedC feature channels inton groups and nor-

malizes the features within each group. The spectral channels are therefore normalized

independently from each other.

After the 2D convolution and spectral normalization, the feature map at each speci�c lo-

cation is interpreted as spectral sequence. Each feature element is encoded with learned

positional embedding. The embedded spatial-spectral feature element is fed into spec-

tral attentive module, where the global spectral context is learned by MHSA's. Spectral

attentive module differs from 'standard' attention by two main features: the sparsity con-

straint and layerscale regularization which are added in order to regularize the low rank
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representation of spectral features and force the attention heads to learn more sparse rep-

resentations of spectral features. The sparse attention in SAM is formulated as follows:

A(Q; K; V ) = �
�

QK T

p
d

�
V; (3)

whereQ, K , V are the query, key, and value vectors andA is an attention matrix. The

sparsity constraint is implemented by replacing the standard softmax with� -entmax:

� (A) i;j = � - entmax(ai ) j : (4)

With � = 1, the � -entmax is equal to softmax mapping. As� is increased, sparsity is

enforced and with� = 2, complete sparse mappings are obtained. The value of� is

randomly initialized for each head and values oscillate between 1 and 2 and are jointly

optimized during training.

Layerscale regularization is used to scale the outputs of each residual connection, before

adding it to the forward path. Layerscale is a diagonal matrix that is learned and optimized

during training.

The inter-scale spatio-spectral feature extractor module

The spectral sequences that are processed by transformers at different resolution layers in

encoder are used as input for the inter-scale spatio-spectral feature extractor module. The

spectral sequences are �rst processed independently by multi-head self-attention mod-

ules and then interpolated to unify the sizes of sequences at different scales. The uni�ed

sequences are concatenated and fed into shared feed forward network.

Figure 33. The inter-scale spatio-spectral feature extractor module: spectral sequences are �rst
processed independently by multi-head self-attention modules, uni�ed by interpolation and fed
into shared feed forward network [22].
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Aggregated spatio-spectral decoder (SpecTr 3D)

The aggregated spatio-spectral decoder of SpecTr 3D consists of bottom-up and top-down

path with 3D convolutions, an illustration of the architecture is shown in Figure 34. The

�attened outputs of different scales from interscale transformer block (F 0
b ; F 1

b ; F 2
b ; F 3

b )

are �rst reshaped back to the original 3D form. The reshaped feature maps are fed into

the decoder bottom-up path. The bottom up path consists of two 3D convolutional layers,

group normalization and Relu activation. The featuresF i � 1
u are concatenated with up-

sampled featuresF i � 1
b (up sampled 2x fromF i

b) and the output features from bottom-up

path are (F 0
t ; F 1

t ; F 2
t ; F 3

t ).

Figure 34. Aggregated Spatiospectral Decoder (SpecTr 3D) with top down and bottom up paths
and multiple resolution layers. Feature maps from different layers are uni�ed with interpolation
and 3D convolution [22].

Top down path re�nes the features progressively layer by layer starting from lowest reso-

lution levels. Sizes of feature maps at different resolution layers are uni�ed with interpo-

lation and 3D convolution. Final 2D output is obtained by aggregating the feature maps

of different levels with concatenation, 3D convolution, sigmoid function and spectral av-

erage pooling.

Condensed Spectral Decoder (SpecTr 2D)

SpecTr 2D utilizes a simpli�ed and computationally lighter decoder variant, a condensed

spectral decoder. The condensed spectral decoder represents spectral features by em-

bedding the global spectral contextual information. It consists of two main parts: the

condensed spectral transformer and a decoder with bottom-up and top-down paths. The

high level architecture is illustrated in Figure 35.
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Figure 35. Condensed Spectral Transformer (SpecTr 2D). decoder represents spectral features by
embedding the global spectral contextual information. It consists of two main parts: the condensed
spectral transformer and a decoder with bottom-up and top-down paths [22].

Global spectral feature maps are obtained as query trough spectral average pooling. A

cross attention mechanism is utilized to reduce the computational costs. The global-local

Figure 36. The global-local attention computation of Condensed Spectral Transformer SpecTr
2D [22].

attention is computed as follows:

• Condensed spectral transformer takes the feature mapsF 0
b ; F 1

b ; F 2
b ; F 3

b as input.

First feature mapFb is transformed into tokens~H , with dimensionsRH 0�W 0� S0� d.

• Global spectral feature maps are used as query (~q 2 R1� d)

• Single band features (local information) are used as key (~K 2 RS0� d ) and value

( ~V 2 RS0� d ). Keys, values, and queries are transformed byW q, W k , andW v

which are learnable projection parameters that will transform the input into higher

dimensional space.
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The ~q, ~K and ~V are obtained by

~q; ~K; ~V = Poolings( ~H )Wq; ~HWK ; ~HWV : (5)

The attention with Cross-Attention mechanism is computed as follows:

Att(~q; ~K; ~V) = softmax

 
~q � ~K T

p
d

!

~V : (6)

Output with residual connection is computed as:

Output= Pooling( ~H ) + Att(~q; ~K; ~V)WO: (7)

The decoder with bottom-up and top-down paths has similar structure as in aggregated

spatio-spectral decoder, but the 3D convolutional layers are replaced with 2D convolu-

tional layers. The computational complexity is reduced fromO(N 2) to O(N ) with this

approach.

4.2 Loss function and model output

Very typical loss functions in semantic segmentation are dice loss, categorical cross en-

tropy loss and binary cross entropy loss [30]. In [7] binary cross entropy was used for

segmenting retinal vessels, optic disc and macula. Additionally, compound losses have

shown to perform very well in retinal image segmentation [46]. In [43,61] a combination

of dice and binary cross entropy loss was used for semantic segmentation of vessels.

In this thesis a compound loss consisting of binary cross entropy and dice loss will be

used in experiments with binary segmentation of retinal vessels. Binary Cross Entropy

(BCE) Loss is de�ned as follows:

L BCE = �
1
N

NX

i =1

[gi log(pi ) + (1 � gi ) log(1 � pi )] (8)

whereN is the total number of samples,gi is the true value andpi is the predicted prob-
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ability. Dice Loss is a region-based loss function that directly optimizes the dice coef�-

cient [30]. Dice Loss is de�ned as follows:

L DICE = 1 �
2 �

P N
i =1 pi gi + �

P N
i =1 pi +

P N
i =1 gi + �

(9)

whereN is the total number of samples (or pixels),gi is the true value,pi is the predicted

value and� is a small constant added for numerical stability. Combination of dice and

cross entropy loss function is used in vessel segmentation. The compound loss of the two

is de�ned as follows:

L DICE+BCE = � L BCE + (1 � � )L DICE: (10)

As the DiaRetDB2 dataset suffers from very high class imbalance, focal loss is used in

experimentation with lesion segmentation. Focal loss is an extension of cross entropy loss

that is more robust for handling class imbalance [67]. Focal loss is de�ned as follows:

L Focal(pt ) = � (1 � pt )
 log(pt ): (11)

In focal loss a modulating factor(1 � pt )
 is added to the standard cross entropy loss.

The 
 parameter is tunable focusing parameter. With higher gamma values, focal loss

will add more weight for samples that are harder to classify and downweight the samples

that are easy to classify i.e. the background. With
 = 1, focal loss is equivalent to cross

entropy loss. In [67], best performance was achieved with
 = 2 and this will be used in

experiments.

For binary segmentation, sigmoid function is used to scale the raw logit values between 0

and 1. Sigmoid function is de�ned as follows:

sigmoid(x) =
1

1 + e� x
(12)

wherex is the input that is mapped to values between 0 and 1. A threshold of 0.5 is then

used to classify the pixels as either background or class of interest.

In multi-class segmentation a softmax is used during optimization for scaling the raw
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output to values between 0 and 1 for each pixel. Softmax is de�ned as follows:

softmax(x i ) =
ex i

P n
j =1 ex j

(13)

wherex i is thei -th element in a vector. Then, maximization is used to determine the most

probable class label for each pixel. Maximization is de�ned as follows:

argmax(x) = argmax
i

x i (14)

wherex i refers to thei -th element in the input vectorx, and the function returns the index

i of the largest element in the vector.

4.3 Oversampling for class imbalance

To mitigate the effects of class imbalance, a patch-based approach is implemented to-

gether with oversampling for the multi-class segmentation of retinal structures and le-

sions. Image is split into smaller regions that are fed into the model as individual samples.

Additionally oversampling of underrepresented classes is performed during training. For

oversampling, the following principles are applied:

• Each image in the training set is sampled at leastn times.

• Subset of representative images with any exudates, or laser scars and images with

the highest pixel count for hemorrhages, is selected into 'oversampling' set. The

images in oversampling set are sampledn + k times.

For oversampling, the 'representative points' for different lesions, annotated by the med-

ical experts are utilized. Representative points are marked pixels, considered as represen-

tative for different lesions by the medical experts who created the original ground truth

annotations. The details of annotations and the representative points are described in

Appendix 1. The following principles are used for oversampling the lesion classes:

• The decision to extract a sample based on representative point instead of �xed sam-

pling position is done randomly with 50/50 chance.

• If the decision to sample representative point is made, a lesion class is randomly

chosen with equal probabilities for all four lesion classes.

• For the selected lesion class, the presence in the sample image is checked:

– If the selected class is present, a representative point is randomly drawn for
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