G Lt
) University

ANALYSIS OF ARTIFICIAL INTELLIGENCE IN CYBERSECURITY IDENTITY
AND ACCESS MANAGEMENT: POTENTIAL FOR DISRUPTIVE INNOVATION

Lappeenranta—Lahti University of Technology LUT

Master's Programme in Software Product Management and Business, Master’s thesis
2024

Miska Hamalainen

Examiner(s): Associate Professor (Tenured) Antti Knutas, Associate Professor (Tenured)

Jussi Kasurinen



ABSTRACT

Lappeenranta—Lahti University of Technology LUT
LUT School of Engineering Sciences

Software Engineering

Miska Hamaldinen

Analysis of Artificial Intelligence In Cybersecurity Identity and Access Management:
Potential for Disruptive Innovation

Master’s thesis
2024
56 pages, 5 figures, 4 tables

Examiner(s): Associate Professor (Tenured) Antti Knutas, Associate Professor (Tenured)

Jussi Kasurinen

Keywords: IAM, Identity, Al, Cybersecurity

This thesis explores the transformative impact of Artificial Intelligence (Al) on Identity and
Access Management (IAM) solutions and services. As organizations face increasingly
complex cybersecurity challenges, Al presents both opportunities and risks in managing
digital identities and access control. Through a literature review and analysis of industry
reports, this study investigates how Al technologies are reshaping core IAM functions
including authentication, authorization, administration, and auditing.

The study reveals that Al is enabling more sophisticated, adaptive, and user-friendly 1AM
solutions. Key innovations include behavioural biometrics, continuous authentication,
dynamic access controls, and predictive analytics for threat detection. However, the
integration of Al in IAM also introduces new security and privacy challenges, such as data
privacy concerns, potential bias in decision-making, and vulnerabilities to Al-powered
attacks.

Furthermore, this thesis examines the technical, organizational, and ethical challenges in
implementing and maintaining Al-driven IAM solutions. It highlights the need for privacy-
preserving Al techniques, explainable Al models, and robust governance frameworks to
address these challenges.

The research concludes that while Al has the potential to significantly enhance the
effectiveness and efficiency of IAM systems, its successful implementation requires careful
consideration of ethical implications and a balanced approach that augments rather than
replaces human oversight. The findings provide valuable insights for cybersecurity



professionals, policymakers, and organizations seeking to leverage Al in their 1AM
strategies while navigating the associated risks and ethical considerations.
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Tama diplomityd tutkii tekodlyn vaikutusta identiteetin- ja p&&synhallintaratkaisuihin.
Organisaatioiden kohdatessa yhd monimutkaisempia kyberturvallisuushaasteita, tekoaly
tarjoaa sekd mahdollisuuksia, ettd riskeja digitaalisten identiteettien ja p&asynhallinnan
hallinnassa. Kattavan kirjallisuuskatsauksen avulla taméa tutkimus selvittdd, miten
tekoalyteknologiat muokkaavat IAM:in ydintoimintoja, mukaan lukien todentaminen,
valtuuttaminen, hallinnointi ja auditointi.

Tutkimus osoittaa, ettd tekodly mahdollistaa kehittyneempid, mukautuvampia ja
kayttajaystavallisempia IAM-ratkaisuja. Keskeisid innovaatioita ovat kayttdytymiseen
perustuva biometriikka, jatkuva todentaminen, dynaamiset paasynhallintakontrollit ja
ennakoiva analytiikka uhkien havaitsemiseksi. Tekodlyn integrointi IAM:iin tuo kuitenkin
mukanaan myo6s uusia turvallisuus- ja yksityisyyshaasteita, kuten tietosuojaongelmia,
mahdollisia vinoumia péatoksenteossa ja haavoittuvuuksia tekoélypohjaisille hyokkayksille

Lisdksi tama diplomity0 tarkastelee teknisid, organisatorisia ja eettisida haasteita
tekoalypohjaisten IAM-ratkaisujen toteuttamisessa ja ylldpidossa. Se korostaa tarvetta
yksityisyyttd suojaaville tekodlytekniikoille, selitettaville tekodlymalleille ja vahvoille
hallintakehyksille ndiden haasteiden ratkaisemiseksi.

Tutkimus paéattelee, ettd vaikka tekodlylld on potentiaalia parantaa merkittavasti 1AM-
jarjestelmien tehokkuutta ja vaikuttavuutta, sen onnistunut kayttéonotto edellyttaa eettisten
vaikutusten huolellista harkintaa ja tasapainoista l&hestymistapaa, joka tdydent&da ihmisen
valvontaa sen sijaan, ettd korvaisi sen. LOydokset tarjoavat arvokkaita ndkemyksia
kyberturvallisuusasiantuntijoille, paattajille ja organisaatioille, jotka pyrkivat hyddyntdmaan
tekodlya IAM-strategioissaan ja samalla navigoimaan siihen liittyvien riskien ja eettisten
nakokohtien keskelld.
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SYMBOLS AND ABBREVIATIONS

Abbreviations

IAM Identity and Access Management
Al Artificial Intelligence

IT Information Technology

IDSA Identity Defined Security Alliance
UEBA User and Entity Behavior Analytics
IdP Identity Provider

SSO Single Sign-On

SIEM Security Information and Event Management
NLP Natural Language Processing

CNN Convolutional Neural Networks
PAM Privileged Access Management
RBAC Role-Based Access Control

MFA Multi-Factor Authentication

loT Internet of Things

ABAC Attribute-Based Access Control

NIST National Institute of Standards and Technology
GDPR General Data Protection Regulation
ROI Return on Investment

ITDR Identity Threat Detection and Response
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Introduction

Identity and Access Management (IAM) has become a critical cornerstone of cybersecurity.
As organizations increasingly rely on digital platforms and cloud services, the complexity
of managing digital identities and controlling access to sensitive resources has grown

exponentially.

In this context, Artificial Intelligence (Al) emerges as a potential game-changer in IAM. Al
technologies offer the promise of more adaptive, efficient, and secure identity management
solutions. However, the integration of Al into IAM systems also raises important questions

about privacy, ethics, and the future of human oversight in cybersecurity.

The scale and complexity of identity management in modern organizations is growing at an
unprecedented rate. According to the Identity Security Threat Landscape (2024) report,
nearly 50% of organizations expect the total number of identities under their management to
grow by three times or more in the next 12 months [1]. This growth, driven primarily by the
proliferation of machine identities, presents significant challenges for traditional 1AM
systems. The sheer volume of identities to manage, combined with the increasing
sophistication of cyber threats, necessitates a new approach to identity security — one that

can leverage the power of Al to handle this complexity at scale. [2]

To address the complex and rapidly evolving intersection of Al and 1AM, this study employs
a systematic literature review. This methodological approach ensures a comprehensive,
unbiased examination of the current state of knowledge, emerging trends, and potential
future developments in Al-powered IAM systems. By systematically analysing and
synthesizing findings from academic literature, industry reports, and technical
documentation, this study aims to provide a robust foundation for understanding the

transformative potential and challenges of Al in IAM.

The Identity Defined Security Alliance's (IDSA) 2022 trend report revealed that 84% of
organizations experienced an identity-related breach in the previous year, underscoring the

urgent need for more robust 1AM solutions. [3]
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1.1 Limitations of current knowledge

While traditional 1AM systems have served organizations well in the past, they are
increasingly providing inadequate in the face of modern cybersecurity challenges [2].
Current IAM solutions often rely static rules and predefined policies, lacking the flexibility
to adapt to rapidly changing threat landscapes. They struggle with:

1. Real-time threat detection and response

2. Handling the complexity of multi-cloud and hybrid environments

3. Efficiently managing the exponential growth of machine identities

4. Providing seamless user experiences without compromising security
5. Adapting to new types of cyber-attacks, including Al-powered threats

Despite the growing integration of Al in IAM systems, there is a lack of comprehensive
understanding of its impact on security, privacy, and user experience. This gap in knowledge
hinders organizations from fully leveraging Al's potential in IAM while mitigating

associated risks.

1.2 Limitations of the study

While this study attempts to cover the transformative role of Al in IAM, certain limitations
are inherent to the scope and methodology of the research. The rapidly evolving nature of
Al technology means that new developments could emerge during the course of this study,
conducted from March 13th to November 22nd 2024. The research primarily focuses on
available literature and existing Al tools, which may not fully capture future innovations or

the complete spectrum of Al's potential impact on IAM.

The study may not address all ethical, regulatory, and practical implementation issues
associated with Al in IAM, as these are complex and continually evolving areas.
Additionally, while efforts have been made to maintain objectivity, some information

sources may carry inherent biases, particularly when relying on vendor-provided data.
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The technical depth of this research is limited to a high-level overview of Al technologies in
IAM and does not delve into the intricacies of Al algorithms or provide a comprehensive

analysis of all potential use cases across various industries.

1.3 Research questions

This study aims to explore the potential of Al in transforming IAM systems. Specifically, it

seeks to answer the following research questions:
1. How will Al technologies change IAM solutions and services?

2. What are the specific security and privacy challenges introduced by Al-powered

IAM systems?

3. What are the primary technical, organizational, and ethical challenges in

implementing and maintaining Al-driven 1AM solutions?

1.4 Structure of the study

The study is structured into five chapters:

Chapter 1 introduces the research domain, its significance, and the central research
questions. It also outlines the limitations of current knowledge and the study itself.

Chapter 2 details the research methodology, including the research approach, data collection

methods, and limitations of the methodology.

Chapter 3 provides a literature review, establishing the foundation for the study. It covers
concepts of IAM, the integration of Al within cybersecurity paradigms, specific applications
of Al technologies in IAM systems, and identifies research gaps.

Chapter 4 forms the core of the study, presenting the results of the research. It examines Al's
impact on IAM solutions, explores the transformation of 1AM workflows and user
experience, discusses Al tools and innovations by service providers, and addresses ethical

considerations in Al-powered IAM.



12

Chapter 5 concludes the study by synthesizing the findings, discussing practical
implications, acknowledging limitations, and proposing future research directions in this

evolving field.

2 Research methodology

In this study, systematic literature review was applied to gather and analyse information
related to the integration of Al in IAM systems. This approach allows for a structured and
transparent review of existing academic and industry research, ensuring the reliability and
relevance of findings. Conducted a systematic literature review using the multiple databases
such as IEEE Xplore, ACM Digital Library, and Google Scholar. Search terms included
combinations of ‘Artificial Intelligence’, ‘ldentity and Access Management’, and

'Cybersecurity’.

2.1 Research approach

This study employs a systematic literature review approach, drawing on the guidelines for
systematic mapping studies in software engineering as outlined by Petersen et al [4]. This
study conducted a thorough search of academic papers, industry reports, and technical
documentation using established guidelines for systematic reviews. This method involves:

1. Definition of Research Questions: Clear, focused research questions were formulated
to guide the study, as presented in Section 1.3. These questions were designed to
explore the impact of Al on IAM solutions, associated security and privacy

challenges, and implementation hurdles.

2. Comprehensive Search Strategy: A thorough search was conducted across multiple
academic databases, including IEEE Xplore, ACM Digital Library, SpringerLink,
and Google Scholar. The search strategy employed a combination of keywords
related to Al, IAM, and cybersecurity, using Boolean operators to refine results. This
approach ensures a wide coverage of relevant literature. | also used industry

publications from companies like CyberArk, and technical reports & documentation.
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3. Study Selection and Quality Assessment: Inclusion and exclusion criteria were
applied to filter the initial search results. These criteria, detailed in Section 2.2,
focused on relevance, publication quality, and recency. The quality of selected
studies was assessed based on methodology, validity of findings, and relevance to

the research questions.

The literature review provides the theoretical framework for the study and helps identify

research gaps [4].

2.2 Data collection

Literature data was collected through academic databases, industry publications such as
IDSA’s trend report, and technical reports & documentation. The search string used can be
seen in Table 1. To illustrate the search process using Boolean operators, a search string for
the concept of Al in authentication can be presented as: ((Artificial Intelligence OR Machine
Learning OR Deep Learning) AND (Authentication OR Identity Verification)) AND
(Identity and Access Management OR I1AM).

This approach yielded the most significant number of studies. In order to prevent results
from being skewed by the scope or journal coverage of a single database, multiple databases
were used. SpringerLink, ACM Digital Library, Google Scholar, IEEE Xplore, were

searched after the research questions and search string were established.



2.2.1 Search string
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Based on research questions we created search string shown in Table 1. We used one

complex search string in multiple databases. Initial search string found 4732 papers:

Table 1. Search string for academic databases

"Information Security” OR
"Security Management")
AND

("Ethics" OR "Privacy" OR
"GDPR" OR "Bias" OR
"Fairness” OR "Trust" OR
"Responsible Al")

Search String Database Result
("Identity and  Access | ACM 1443
Management” OR "IAM" | IEEE Xplore 322
OR "IdM"™ OR "Access | SpringerLink 1057
Control™) Google Scholar 1910
AND

("Atrtificial Intelligence™

OR "Machine Learning" OR

"Al" OR "ML")

AND

("Cybersecurity™ OR
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Inclusion and Exlusion Criteria
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The inclusion criteria for selecting sources in this study are defined in Table 2. to ensure the

relevance, credibility, and applicability of the literature to the research on cybersecurity. The

criteria are as follows:

Table 2. Inclusion and exclusion Criteria

Inclusion Criteria

Exclusion Criteria

Date of Publications: Preference is given
to sources published in the last three years

to capture the latest trends and

developments in IAM.

Opinion pieces: Non-empirical opinion
pieces were excluded due to their lack of

peer-reviewed evidence.

Publication Type: Priority is given to peer-
reviewed journal articles and credible

conference papers to ensure reliability.

Non-full-text studies: Partial articles or

abstracts were excluded to ensure

comprehensive analysis.

Conference Papers: Sources published in
English and those that are full-text articles

are included.

Non-English language studies: Sources
not available in English were excluded to
maintain accessibility and coherence in the

review process.
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2.2.2 Study selection

The study selection process consisted of several steps to ensure that only the most relevant

articles were included. The process involved the following stages shown in Figure 1.
e Search databases using the chosen search string.
e Apply inclusion and exclusion criteria.
e Select studies by examining abstract and conclusions.
e Skim through the full papers.

Starting with an initial pool of 4732 papers identified using the search string, the inclusion
and exclusion criteria and selection process narrowed this down to 109 papers. From these,
96 were chosen for further consideration. However, as the study progressed, some papers

were excluded due to overlapping information or redundancy.

Figure 1. Process of study selection

Search databases
using search string
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Y
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the full papers
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2.2.3 Data extraction

In a systematic literature review, data extraction assists in determining what information
from the papers should be gathered in order to address the research questions. Full process
can be seen in Figure 2. Gathered data includes title, author, year and key findings and
conclusions. Findings were immediately written under the appropriate theme rather than

being kept for later review.

Figure 2. Process of data extraction

7

Gather key
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2.2.4 Systematic map

The systematic map presented in Table 3. reveals significant patterns in IAM research while

reflecting selection decisions.

Authentication methods was selected as a category due to its foundational role in 1AM
security architecture. The selection rationale stems from the increasing sophistication of
cyber threats and the evolving landscape of digital identity verification. The significant
representation of Literature Studies in this category ([9], [31], [32], [46]), accounting for
36% of authentication research, validates this selection by demonstrating the theoretical
depth of the field. The choice of this category was further justified by the critical need to
address emerging authentication challenges in cloud environments, mobile platforms, and
loT devices, as evidenced by the distribution of Case Studies ([25], [36], [47]).

The selection of authorization & access control as a distinct category was driven by its
crucial role in implementing security policies and managing resource access. The decision
to separate this from authentication reflects the unique challenges and complexities of access
management in modern distributed systems. The balanced distribution of research
methodologies in this category, with Literature Studies ([7], [10], [48], [51]) and
Constructive Research ([49], [50], [53]) each representing 29%, validates this categorization
decision. The category's prominence is further justified by the growing complexity of
organizational access requirements and regulatory compliance needs, particularly evident in
Multiple-case Studies ([52], [54]).

Al Integration & security emerged as a distinct category due to the transformative impact of
artificial intelligence on IAM systems. The selection was motivated by the need to
understand how Al technologies are reshaping traditional 1AM approaches. The strong
representation of Literature Studies ([19], [20], [35], [69]), constituting 33% of Al-related
research, confirms the category's theoretical significance. The decision to create a separate
Al category was further validated by the temporal analysis showing 75% of papers published

after 2020, indicating its growing importance in contemporary |1AM research.

Privacy & ethics was established as a category to address the increasingly critical
intersection of IAM with data protection and ethical considerations. The category's selection

was driven by the growing regulatory landscape (GDPR, CCPA) and increasing public
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awareness of privacy issues. The strong presence of Literature Studies ([39], [40], [63], [64])
and Survey methods ([22], [57], [58]) in this category, collectively exceeding 50% of
privacy-related research, validates its importance. The decision to combine privacy and

ethics reflects their inseparable nature in modern IAM implementations.

Table 3. Systematic map of IAM research subcategories

Research Literature Case Study Survey Constructive | Multiple-
Category Study Research case
Study

Authentication [9], [31], [32], | [25], [36], [13], [14] [15], [33] [16], [26]

Methods [46] [47]

Authorization & [7], [10], [48], | [8],[12], [27], [34] [49], [50], [52], [54]

Access Control [51] [28] [53]

Al Integration & [19], [20], [35], | [23], [24], [18], [17] [29], [30] [37], [38]

Security [69] [56]

Privacy & Ethics [39], [40], [63], | [61], [62], [22], [57], [59], [60] [66], [67],
[64] [65] [58] [68]
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2.3 Limitations of the methodology

While the systematic review approach provides a structured method for reviewing literature,

certain limitations acknowledged are shown in Table 3.

Table 4. Limitations of the used methodology

Limitation

Context

Potential Bias in
Literature Selection and

Interpretation

The selection of literature can be influenced by the availability
of sources in specific databases and the researcher's

interpretation.

Rapid Pace of
Technological Change

The field of Al and cybersecurity is evolving rapidly. As a
result, some of the findings from reviewed literature may

become outdated as new technologies and threats emerge.

Limited Access to

Industry Reports

Some cutting-edge implementations of Al in IAM systems may
only be documented in proprietary industry reports, which are

not always accessible through academic databases.
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3 Literature review

3.1 Overview of IAM

IAM is a critical framework in cybersecurity that encompasses the processes, technologies,
and policies used to manage digital identities and control access to resources within an
organization [5]. As defined by Uddin and Preston [6], IAM as a framework involving tools,
procedures, and policies for managing user identities and access in an organization. They
emphasize that IAM aims to establish a unique digital identity for each user, which can be
controlled, updated, and monitored throughout the user's ‘access lifetime'. While a person
has only one digital identity, it may include numerous accounts with various access

restrictions for each resource and context.

At its core, IAM ensures that the right individuals have appropriate access to the right
resources while maintaining the security and integrity of sensitive information [7] as shown
in Figure 3. Singh et al. further elaborates on this concept, describing IAM as a
comprehensive system that secures organizational workflows. They categorize the
components of 1AM into four critical areas: authentication, authorization, central user

repository, and user management. [8]

These fundamental components of IAM form an interconnected framework that manages
digital identities and controls access throughout an organization's digital ecosystem. These
components are often conceptualized as the Four A's of IAM:

1. Authentication: Verifies the claimed identity of a user, device, or system. Common

methods include passwords, biometrics, and multi-factor authentication (MFA) [9].

2. Authorization: Determines the specific actions or resources a user is permitted to

access, typically based on predefined roles or attributes [10].

3. Access Control: Implements authorization policies, ensuring users can only access

permitted resources [11].

4. Auditing and Compliance: Tracks and reports user activities and access patterns,

ensuring adherence to security policies and regulatory requirements [12].



Figure 3. IAM Phases the configuration phase involves identity registration and
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authorization, while the operation phase focuses on user authentication and access control.
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Together, these components create an 1AM system that not only manages identities and

access but also maintains security and compliance across the organization.

The evolution of IAM can be understood through the lens of five fundamental models:

isolated, centralized, federated, user-centric, and self-sovereign [13]. Each model represents

a distinct approach to managing digital identities:

1. Isolated Model: In this setup, each service provider (SP) independently manages user

identities and attributes.

2. Centralized Model: A central Identity Provider (1dP) manages identities for multiple

SPs, enabling Single Sign-On (SSO) capabilities.
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3. Federated Model: Multiple IdPs and SPs form a federation, allowing users to access

services across organizations with a single identity.

4. User-centric Model: Users possess a secure personal device that houses various
identifiers and credentials from different IdPs.

5. Self-Sovereign Identity Model: Users store and manage their identity data

independently, eliminating the need for a central authority.

3.2 Al in Cybersecurity

This section provides an overview of how Al is being integrated into cybersecurity
paradigms, highlighting key application areas, challenges, and considerations. It sets the
stage for a more detailed exploration of Al's specific applications in IAM systems in the next

section.

3.2.1 Integration and key application areas

The integration of Al into cybersecurity has rapidly evolved in recent years, transitioning
from theoretical concepts to practical applications. Uddin and Preston foresaw this trend [6],
noting the increasing complexity of the ICT environment and the need for more sophisticated
access control methods. They highlighted challenges posed by web-based and remote access,
distributed applications, and cloud hosting - all areas where Al is now being applied to

enhance security measures.

Singh et al [8] builds on this foundation, discussing how Al is redefining IAM. They
highlight that 98% of security professionals believe Al will help improve identity security,
with 63% citing its ability to identify outlier behaviours as its biggest contribution to
preventing breaches. This underscores the growing recognition of Al's potential in enhancing
security measures, while also acknowledging the new challenges it brings, such as Al-

powered malware and phishing attacks.

Key areas where Al is being integrated into cybersecurity span a wide range of applications.
In threat detection and prevention, Al algorithms, particularly machine learning models, are

being employed to analyse network traffic, identify anomalies, and detect potential threats
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that might evade traditional rule-based systems [14]. These systems learn from historical

data and adapt to new attack vectors, providing a more proactive approach to cybersecurity.

Al is also transforming incident response through automation. Al-powered systems can
automate the triage and initial response to security incidents, reducing response times and
allowing human analysts to focus on more complex tasks [15]. This includes automated

threat containment and the orchestration of security tools.

In the field of User and Entity Behaviour Analytics (UEBA), Al techniques are establishing
baseline behaviours for users and entities within a network. This enables the detection of
insider threats and compromised accounts through the identification of anomalous activities
[16]. Predictive security is enhanced by machine learning models that analyse historical data
and current trends to predict future security risks, allowing organizations to proactively
strengthen their defences [17], [13]. While Al plays a vital role in analysing user behaviour
for security risks, it is equally transformative in handling the vast amount of unstructured
data generated by security logs, threat intelligence feeds, and other textual sources, this is
where Natural Language Processing (NLP) steps in enhancing the capabilities of security
information and event management (SIEM) systems by automatically extracting insights

from data improving the speed and accuracy of threat detection [18].

In 1AM specifically, Al is being used to implement adaptive authentication, where the level
of authentication required changes based on the user's behaviour and risk profile. System
might require additional verification if a user attempts to access sensitive data from an
unfamiliar location. Al can also enhance role mining and access review processes in 1AM,
automatically identifying potential excessive permissions and suggesting role optimizations.
There's a growing trend towards using Al to automate the entire identity lifecycle

management process, from onboarding to offboarding. [13]

3.2.2 Challenges and dual nature of Al in cybersecurity

While the potential of Al in cybersecurity is significant, its integration is not without
challenges. One major hurdle is data quality and availability. Al models require large
amounts of high-quality, labelled data for training, which can be challenging to obtain in

cybersecurity contexts [19]. Another significant issue is the black box nature of some Al
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algorithms, which can make it difficult to explain decisions and actions, potentially
hindering trust and adoption [20].

The top barriers found in Figure 4. include the complexity of identity frameworks, with 40%
of respondents indicating that multiple vendors and differing architectures pose significant
challenges. Additionally, 39% cite the overall complexity of their technology environments
as a key issue. Budget limitations (30%), lack of expertise (29%), and absence of
standardization (26%) are also significant factors. A notable portion of respondents (25%)
report a shortage of personnel as a hindrance to improving identity security. Governance
challenges, shifting priorities, and inadequate tools further contribute to the difficulties faced
by companies, with 6% not viewing identity security as a risk. Interestingly, 8% of

respondents feel that their organizations are doing everything necessary to secure identities.

[2]

Figure 4. Chart illustrates the various factors that prevent companies from taking further action to
secure identities [2]

What barriers prevent your company from doing more to secure identities?
Choose all that apply.

Identity frameworks are complicated with multiple vendors [ A
and different architectures
Qur technology environment is very complex ([ IEIEGTGTNGIGzGEGEGEGEGEEEEEEEEEEEEE -
Insufficient budget (NG =0
Lack of expertise (NN 9
Lack of standards ([ NG -
Not enough people (I 25
Lack of governance (GGG -
Other priorities take precedence (NS °°;
Management does not make it a priority I -2
Tools are just not there yet (NG 0 :
It doesn’t feel like we get ROI from our efforts (N 12

We don't view identities as a security risk (NN 6%

Nothing prevents us from doing more, we're doing 8%
everything we need to °

The skills gap in the industry presents another obstacle, with a shortage of professionals
possessing expertise in both Al and cybersecurity [21]. Ethical considerations also come into

play, raising questions about privacy and the potential for bias in decision-making [22]. In
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the context of 1AM, these challenges are particularly relevant and can have significant
implications. The explainability issue, for instance, could affect user trust in Al-driven
access decisions. If users don't understand why they're granted or denied access, it may lead
to frustration and potential security risks. Data quality concerns could impact the accuracy
of behavioural analytics in IAM systems, potentially leading to false positives or negatives
in anomaly detection. Ethical considerations around privacy and bias are critical in 1AM,
where decisions directly affect individual user's access rights and can have serious

consequences for both security and user experience.

It's important to note the dual nature of Al in cybersecurity. While it serves as a powerful
defensive tool, it also presents new vectors for sophisticated attacks. report indicates that
93% of organizations expect some form of negative impact from Al-powered tools in the
next 12 months, including concerns about Al-powered malware and phishing attacks. [1]
Recent studies, such as [23], demonstrate that Al can create highly personalized phishing
emails that are much harder to detect by traditional systems. Al-generated phishing attacks
no longer rely on generic email templates but can create contextually accurate,
individualized messages that evade detection by both machine learning models and human

intuition.

For example, Al can use public data to create targeted emails that seem credible to recipients
within an organization. These emails are grammatically correct, include personalized details,
and can incorporate organizational language that mimics internal communication patterns.
As phishing email detection typically involves spotting repetitive patterns or comparing
emails to known attack templates, Al-generated phishing attacks bypass such defenses by
crafting unique emails for each target. Another concrete instance of Al-driven phishing
includes session hijacking and host file poisoning. Hijacker tracks user behaviour and predict
when a person will access a specific resource. At the opportune moment, the attacker
intercepts or injects malicious code, allowing them to take control of the user’s session and

gain unauthorized access [24]
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3.3 Specific applications of Al technologies in IAM systems

The integration of Al technologies into IAM systems has led to advancements in security,

efficiency, and user experience.

3.3.1 Authentication, access management, and user lifecycle

Al-powered adaptive authentication systems use machine learning algorithms to analyse
user behaviour patterns, device characteristics, and contextual information to determine the
appropriate level of authentication required [25]. This approach, often referred to as risk-
based authentication, can enhance security while reducing friction for legitimate users. For
example, neural networks and decision trees can be used to create dynamic risk scores based
on factors such as user location, device type, and access patterns [26]. These scores then

determine whether additional authentication factors are required.

When a user logs in from a new device in an unfamiliar location, the system analyses various

factors:
o User's typical login patterns
« Device characteristics
e Geographic location
e Time of day
e Recent account activity

Machine learning models, particularly unsupervised learning techniques like clustering and
isolation forests, are being employed to detect anomalous access patterns that may indicate
compromised accounts or insider threats [27]. These systems can learn normal behaviour

patterns for users and entities, flagging deviations for further investigation.

Al systems can analyse historical access patterns and user behaviour to predict future access
needs. This proactive approach can streamline access requests and reduce the risk of

excessive privileges [28].



28

When a new regulation is introduced, the system can analyse its text and suggest necessary

policy updates to ensure compliance.

Example: An Al system at a software development company analyses historical project data
and access patterns. When a new project is initiated, the system predicts:

e Which team members are likely to need access to specific resources
e When these access needs might change throughout the project lifecycle
o Potential access conflicts or security risks

This allows the IT team to proactively grant appropriate access rights, reducing delays and

minimizing the risk of overprivileged accounts.

By analysing historical data and user attributes, these systems can suggest appropriate access
levels for new users or changes in roles, reducing manual effort and potential errors

streamlining the process of granting and revoking access rights. [29].

Example: A tech company implements an Al-driven provisioning system. When a new

employee, Userl, joins the marketing department, the system:
e Analyzes Userl’s role, department, and project assignments
e Compares this data with historical access patterns of similar employees

e Automatically grants Userl’s access to relevant marketing tools, file shares, and
project management systems

e Suggests additional access rights that might be needed, based on common patterns

When an employee leaves the company, the system automatically revokes all access rights
and suggests any additional cleanup steps needed.

NLP techniques are being applied to analyse and interpret complex access policies. This can
help in automating policy creation, identifying conflicts, and suggesting optimizations [30].
Furthermore, machine learning models can be trained to predict the impact of policy

changes, assisting administrators in making informed decisions.

Example: healthcare organization uses an NLP-powered system to manage its complex

access policies. The system:
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e Scans existing policy documents written in natural language
o Identifies and flags potential conflicts or inconsistencies
e Suggests policy optimizations based on regulatory requirements and best practices

e Assists in drafting new policies by providing relevant templates and suggestions

3.3.2 ldentity verification, fraud detection and user experience

Deep learning models, particularly Convolutional Neural Networks (CNNs), are being used
for advanced biometric authentication, including facial recognition and fingerprint analysis
[31]. These systems can provide more accurate and secure identity verification compared to

traditional methods.

Al algorithms are enabling continuous authentication by constantly analysing user behaviour
patterns during active sessions. This approach can detect potential account takeovers in real-
time, enhancing security beyond point-in-time authentication [32]. Al-powered chatbots
using NLP are being deployed to handle common IAM-related queries and tasks, such as
password resets and access requests. This can improve user experience and reduce the
workload on IT support teams [33]. In Privileged Access Management (PAM) solutions to
monitor and analyse the behaviour of users with elevated privileges, machine learning
models can detect unusual patterns in privileged account usage, potentially indicating misuse

or compromise [34].

While these applications of Al in IAM systems offer significant benefits, they also present
challenges such as potential biases in Al decision-making, and the need for explainable Al
in security-critical contexts. As Al technologies continue to evolve, their integration into
IAM systems is expected to deepen, offering more sophisticated and effective 1AM

solutions.
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3.4 Identification of research gaps

This section outlines key areas where further research is needed in the field of Al-powered
IAM systems. It provides a view of the current limitations and future directions for

research in this rapidly evolving field.

While significant progress has been made in integrating Al technologies into IAM systems,
several research gaps remain. These gaps represent opportunities for further investigation
and development in the field.

3.4.1 Technical and operational challenges

There is a lack of comprehensive research on developing explainable Al models for IAM
systems. While Al can enhance decision-making in access control and authentication, the
black box nature of many Al algorithms poses challenges for accountability and regulatory
compliance. Research is needed to develop Al models that can provide clear explanations

for their decisions in IAM contexts. [20]

The potential for adversarial attacks on Al-powered 1AM systems is an area that requires
more attention [35]. Research is needed to develop robust defences against attempts to
manipulate Al models in IAM systems, such as poisoning attacks on anomaly detection

algorithms.

While some work has been done on continuous authentication using Al, there is a need for
more research on balancing security and usability in these systems [36]. This includes
developing Al models that can accurately detect account takeovers without generating
excessive false positives [1]. There is a lack of comprehensive frameworks for measuring
the return on investment (ROI) of Al implementations in IAM systems. The economic
analysis by Syed et al. [37] still reveals a significant reduction in the average cost of IAM
audits, dropping from $12,000 to $7,500, demonstrating the cost-efficiency of Al in
compliance operations, but more research in this area could help organizations make

informed decisions about Al adoption in their IAM strategies.
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Research is needed on how to effectively combine human expertise with Al capabilities in
IAM systems [38]. This includes developing interfaces and workflows that allow security

professionals to productively interact with and oversee Al-driven IAM processes.

3.4.2 Privacy and ethical considerations

As Al systems in IAM often process sensitive user data, there is a need for more research
into privacy-preserving Al techniques [39]. This includes developing methods for federated
learning and differential privacy that can enhance 1AM systems while protecting user
privacy. There is a gap in research addressing the ethical implications of Al in IAM systems
[40]. This includes investigating potential biases in Al-driven access decisions and

developing frameworks for ethical Al deployment in IAM.

The unique challenges of managing identities and access in 10T environments, with their
vast number of devices and diverse protocols, present a significant research gap for Al

applications [41].

While Al is being used in some aspects of identity verification, there is a need for more
research on how Al can enhance remote identity proofing processes, particularly in the

context of increasing digital services [42].
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4 Results

4.1 Impact on IAM

This chapter examines the transformative effects of Al on 1AM solutions. We explore how

Al technologies are enhancing security protocols, improving user authentication processes,

and increasing overall system efficiencies. Simultaneously, we address potential negative

consequences and challenges associated with Al integration into IAM systems. Al possesses

the ability to manage complexity and enhance the understanding of vast data sets. It serves

as a complement to human capabilities, enabling more efficient learning through feedback.

[43]

Figure 5. presents IDSA’s survey results on the potential benefits of AI/ML for various

identity-related use cases in cybersecurity and access management. Key findings from the

chart:

1.

Identifying outlier behaviors is seen as the most promising application, with 63% of

respondents believing Al/ML would be beneficial in this area.

Evaluating alert severity in the Security Operations Center (SOC) is the second most

popular use case, supported by 56% of respondents.

More efficient administration, onboarding, and offboarding processes are viewed

favorably by 52% of respondents.

Both assisting with access approval decisions and helping make better access review

decisions are equally supported, each at 42%.
Applying controls in niche environments is seen as beneficial by 34% of respondents.

Only 2% of respondents believe that AlI/ML will not be beneficial for identity-related
tasks, indicating a strong overall positive sentiment towards Al/ML applications in
this field.
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Figure 5. Al will help improve identity security, according to 98% of security
professionals, with 63% citing its ability to identify outlier behaviours as its biggest

contribution to preventing breaches. [2]

In your opinion, what types of identity-related use cases would benefit from artificial
intelligence or machine learning (Al/ML) capabilities?
Choose all that apply.

Identifying outlier behaviors (I 65
Evaluating alert severity in the SOC (I 5
More efficient administration, onboarding, and offbearding _ 52%
Assist with access approval decisions ([ IENNNENEINGGG 2
Helping make better access review decisions [ EGcGcININGNGNGNGEGEGEGEGEGEGEGEGEGEGEEE 2
Apply controls in niche environments (NG

Al/ML will not be beneficial for identities [ 2%

o 20% 40% 60% B0%

The top three use cases (identifying outlier behaviours, evaluating alert severity, and
improving administrative efficiency) all scored above 50%. This indicates where industry

professionals see the most immediate or significant potential for AI/ML:

a) Anomaly Detection: At 63%, identifying outlier behaviours is the clear frontrunner. This
aligns with Al's strengths in pattern recognition and could significantly enhance threat
detection capabilities.

b) Alert Evaluation: The high score (56%) for alert severity evaluation in SOCs suggests a

need for more efficient triage of security incidents, potentially addressing alert fatigue issues.

¢) Administrative Efficiency: The 52% for improved administration, onboarding, and

offboarding indicates a desire to streamline operational processes.

4.1.1 Authentication

In IAM systems, enhancing security while improving user experience. Al, particularly when
combined with behavioural biometrics and User and Entity Behaviour Analytics, enables
adaptive and continuous authentication. This approach allows IAM systems to dynamically

adjust authentication requirements based on real-time risk assessments [32]. Key features
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include continuous monitoring of user behaviour throughout active sessions, dynamic
adjustment of authentication requirements based on risk levels, and balance between security

and user convenience. [44]

In voice and speech recognition, Al models can learn and recognize individual voice
patterns, improving accuracy and resilience against spoofing attempts [45]. Al-powered
facial recognition systems can authenticate users based on unique facial features, providing
an additional layer of security [31]. Al algorithms can also analyse and authenticate users
based on behavioural patterns such as typing rhythm, mouse movements, and touchscreen

interactions [46].

In the realm of Multi-Factor Authentication, Al is enhancing implementation in several
ways. This includes the generation of secure one-time passwords or QR codes for time-based
authentication, risk-based MFA that triggers additional authentication factors based on Al-
assessed risk levels, and integration of biometric factors into MFA workflows. Research by
Wiefling et al. [47] shows that Al-enhanced MFA can significantly reduce the risk of

unauthorized access while maintaining user convenience.

Machine learning models, particularly unsupervised learning techniques, are being
employed to detect anomalous authentication patterns that may indicate compromised
accounts or insider threats [27]. Main benefits include real-time detection of unusual login
attempts, identification of potential credential stuffing attacks, and early warning system for

compromised accounts.

Al systems can analyze historical data and current trends to predict authentication challenges
and proactively adjust security measures [17]. This predictive capability allows IAM
systems to anticipate peak authentication periods and optimize resource allocation, predict
potential authentication issues based on system changes or updates, and proactively suggest
security enhancements based on emerging threat patterns.

NLP techniques are being applied to enhance authentication processes, particularly in the
context of voice-based authentication and chatbot interactions [33]. This technology enables
improved accuracy in voice recognition systems, enhanced security questions based on

natural language understanding, and more intuitive and secure password reset processes.

The evolving threat landscape, particularly the rise of sophisticated Al-powered attacks, is

driving the need for more advanced authentication methods. The Identity Security Threat
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Landscape 2024 report highlights [1] growing concerns about deepfake scams, with 40% of
organizations expecting negative impacts from such attacks. This underscores the
importance of Al-powered authentication systems that can detect and mitigate these
advanced threats. Interestingly, the report also reveals a potential blind spot: while 70% of
C-level executives are confident that their employees can identify deepfakes of their leaders,
cybersecurity professionals are less certain. This discrepancy highlights the need for not only
technological solutions but also comprehensive training and awareness programs.
Furthermore, the report indicates that 61% of organizations are prioritizing passwordless
authentication in the next 12 months, signalling a shift towards more secure and user-friendly
authentication methods that can better resist Al-powered attacks. [1]

4.1.2 Authorization

By analysing user behaviour and historical access data, Al can recommend appropriate roles,
leading to more precise and effective role provisioning. The system's ability to recognize
patterns and similarities among users with comparable job responsibilities enables proactive
modifications of responsibilities and permissions. This predictive capability allows
organizations to anticipate when a user's access needs may change, enhancing security and

operational efficiency. [28], [44]

Al can automatically define and enforce RBAC policies by generating rules based on user
traits, job roles, and organizational hierarchies. This ensures that users are provided with
appropriate access permissions aligned with their positions [48]. The automation of RBAC
not only improves security but also reduces the administrative burden associated with

manual role management.

Al enables continuous role reviews by tracking user activity and identifying deviations from
expected access patterns based on roles. When the Al system detects anomalies or changes
in user behaviour, it can automatically initiate role reviews. [44] This continuous monitoring
ensures that access rights remain current and aligned with users' actual duties, reducing the

risk of privilege creep and unauthorized access [49].

Role mining and optimized access suggestions represent another area where Al is making

substantial contributions. Through role mining techniques, Al can identify probable role
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hierarchies and dependencies. By examining user characteristics and access patterns, the Al
system can recommend improvements such as combining or splitting responsibilities to
simplify role hierarchies and enhance security [50]. Al can generate tailored access
suggestions for specific individuals based on their past access patterns and job duties,
facilitating a more personalized and efficient self-service IAM interface.

Perhaps one of the most significant advancements is the implementation of dynamic access
controls. IAM systems leveraging Al can create active access controls that adapt to user
behaviour in real-time. The Al can dynamically modify access permissions based on user
behaviours and contextual elements, ensuring that users always have the appropriate level
of access for their current activities and context. This dynamic approach represents a
significant shift from traditional static access control models, offering enhanced security and
flexibility. [51]

Recent industry trends highlight the growing importance of advanced authorization
techniques, particularly in managing privileged access and detecting identity-based threats.
According to the Identity Security Threat Landscape 2024 report, 58% of companies have
fully implemented privileged user access management, with another 26% in the process of
implementation [1]. This focus on PAM reflects organizations' recognition of the critical
role that high-level access controls play in overall security posture. The Report also indicates
that 64% of organizations have prioritized or plan to prioritize Identity Threat Detection and
Response (ITDR) capabilities in the next 12 months. ITDR represents a more proactive and
Al-driven approach to authorization, combining real-time threat detection with automated
response mechanisms. These trends underscore the shift towards more dynamic, context-
aware authorization models that can adapt to evolving threats and complex access scenarios.

4.1.3 Administration

Examining organizational roles and user attributes, Al can automatically provision and de-
provision user accounts. The Al system can develop, assign, and remove appropriate access
rights based on user attributes, job duties, and predefined access restrictions [52]. This
automation significantly reduces the administrative burden and minimizes human errors in

access management. [44]
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Al can automate onboarding, transfers, and offboarding processes by recognizing changes
in an employee's status or job role and initiating the relevant procedures to modify access
rights as needed. This ensures that access rights are always aligned with the current status of

employees, reducing security risks associated with outdated access permissions. [13]

The automation of access requests is another area where Al is making substantial
contributions. By examining the context and user traits, Al can automate the processing of
access requests [44]. The Al can validate a user's request for access to a particular resource
and either automatically authorize it or escalate it for further evaluation [53]. This not only

speeds up the access request process but also ensures consistency in access decisions.

Intelligent user profile management is made possible through systems ability to analyse past
behaviour and access patterns. Al can create sophisticated user profiles that facilitate data-
driven decisions about access permissions and security regulations [32]. These Al-generated
profiles provide a more nuanced and accurate representation of user needs and behaviours,

enabling more precise access control.

Self-service user management has been greatly improved by Al-powered portals. These
portals enable staff to request access, update their profiles, or reset passwords with minimal
human intervention. The Al can process these requests, validating them and, if appropriate,
automatically fulfilling them [54]. This not only improves user experience but also reduces
the workload on IT support teams. [33]

4.1.4 Auditing

Auditing is crucial for ensuring security, compliance, and proper functioning IAM systems
in cloud environments. In access policy management, Al can analyse historical data and
existing policies to identify patterns and anomalies, recommending improvements that align
with compliance standards and the principle of least privilege [55]. This proactive approach

helps maintain robust access controls and reduce unauthorized access risks.

In PAM environment, Al is enabling continuous monitoring of privileged user behaviour.
By detecting unusual or suspicious activities, Al can automatically trigger notifications or
require additional authentication when necessary [56]. This proactive approach significantly

reduces the risk associated with privileged account misuse or compromise.
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Continuous compliance monitoring has been enhanced by constantly analysing access rules
and user behaviour, Al can maintain ongoing compliance checks, immediately alerting
administrators to potential issues such as excessive permissions or unauthorized access
attempts [12] [44]. This real-time monitoring capability ensures that organizations can
quickly respond to compliance risks.

Al's ability to adapt compliance responses based on changing regulations and security trends
is particularly valuable. By examining compliance data and trends, Al can dynamically
suggest modifications to access policies or authentication standards, helping organizations

stay ahead of evolving compliance requirements and security best practices [57].

Predictive compliance analysis is another area where Al is making substantial contributions.
By leveraging historical data and compliance trends, Al can forecast potential future
compliance concerns, allowing organizations to proactively address issues before they
become problematic [17]. This forward-looking approach helps organizations maintain a

strong compliance posture.

Examining user behaviour, access history, and context, Al can streamline the access review
process, generating reports and recommendations that improve the accuracy and efficiency
of these critical audits [49]. This not only reduces the administrative burden but also

enhances the overall quality of access reviews.

Finally, Al is transforming the generation of audit trails. By automatically creating
comprehensive records of access events and modifications, Al assists organizations in
maintaining detailed audit logs [58]. This automation not only eases the administrative load
on IT staff but also improves the accuracy and completeness of audit trails, facilitating easier

compliance reporting.
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4.2 The Effect on Work and Service Delivery

This chapter examines how Al is transforming work processes and service delivery
mechanisms in the field of IAM. We explore the broader implications of Al integration on

organizational practices and the IAM industry as a whole.

One of the most notable changes is the shift towards more intuitive and user-friendly
interfaces. Al-powered systems can now understand and respond to natural language queries,
making it easier for both administrators and end-users to interact with IAM systems [33].
For instance, users can request access permissions using conversational language, and the
Al can interpret these requests, check against policies, and either grant access or escalate to

human administrators as necessary.

Automated onboarding and offboarding processes have also seen significant improvements.
Analysing job roles, department structures, and existing access patterns to automatically
suggest appropriate access rights for new employees. This not only speeds up the
onboarding process but also ensures that new hires have the right level of access from day

one, reducing security risks associated with over-provisioning.

Risk-based authentication is another area where Al is making strides. By continuously
analysing user behaviour patterns, device information, and contextual data, Al systems can
dynamically adjust authentication requirements [59]. For example, a user accessing sensitive
data from an unfamiliar location might be prompted for additional verification, while routine

access from a known device might require less stringent authentication.

Self-service capabilities have been greatly enhanced by generative Al. Users can now reset
passwords, request access to resources, or troubleshoot common IAM issues through Al-
powered chatbots or virtual assistants [33]. These systems can understand complex queries,
provide step-by-step guidance, and even predict and proactively address potential issues

before they arise.

Trend towards passwordless authentication, while not yet widely adopted in corporations, is
gaining traction with vendors offering FIDO2 compliant integrations. This shift aims to
reduce the attack surface and improve user experience. Moreover, Al plays a crucial role in

identity verification, creating an "Al versus Al" dynamic where machine learning is used
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both to create sophisticated identity threats like deep fakes and to counter these threats in

verification processes. [1]

For administrators, generative Al is streamlining policy management and compliance
reporting. Al systems can analyse existing policies, usage patterns, and compliance
requirements to suggest policy updates or flag potential conflicts [60]. This proactive
approach helps organizations maintain a strong security posture while reducing the

administrative burden on IT teams.
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4.3 Al Tools and Innovations by Service Providers

IAM service providers have been quick to promise Al capabilities into their offerings. This
chapter examines some of the key Al-powered tools and innovations being developed and
deployed by major IAM vendors to enhance identity security, streamline authentication, and
improve the overall user experience. While many of these Al capabilities are still maturing,
they have the potential to significantly improve both the security and usability of identity
management systems. Organizations should carefully evaluate the Al features offered by

IAM vendors and consider how they align with specific use cases and requirements.

4.3.1 Al for Anomaly Detection and Threat Prevention

Many IAM providers are leveraging Al and machine learning algorithms to detect

anomalous user behavior and potential security threats in real-time. For example:

o Okta's Threatlnsight uses machine learning to analyze login attempts and flag

suspicious activity like impossible travel scenarios or unusual access patterns.

o IBM Security Verify employs Al to create behavioral profiles for users and detect

deviations that could indicate account compromise.

e Microsoft's Azure AD Identity Protection uses machine learning to calculate risk
scores for login attempts based on factors like location, device, and behavioral

patterns.

These Al-powered anomaly detection capabilities allow organizations to identify potential

security incidents more quickly and accurately compared to traditional rule-based systems.

According to the study by Syed et al [37], healthcare organizations implementing Al-driven
anomaly detection experienced a 75% reduction in unauthorized access incidents, from an
average of 12 per month to just 3. This dramatic improvement underscores the effectiveness

of Al in bolstering security measures within healthcare IAM frameworks.
Intelligent Authentication Orchestration

Al is also being used to dynamically adjust authentication requirements based on risk level

and context. Some examples include:
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« Ping Identity's PinglIntelligence uses machine learning to score risk in real-time and

step up authentication when needed.

o ForgeRock's Intelligent Authentication leverages Al to choose the optimal
authentication journey for each login attempt.

o SecureAuth's Intelligent Identity Cloud employs machine learning to analyze

hundreds of risk factors and determine the appropriate auth method.

By using Al to orchestrate authentication, these solutions can enhance security while

minimizing friction for legitimate users.

4.3.2 Al-Assisted Identity Governance

Identity governance and administration (IGA) is another area where Al is making an impact.

Providers are using machine learning to:
o Automate access reviews and certification campaigns
« ldentify potential segregation of duties violations
o Generate role recommendations
o Detect access outliers and anomalies

For instance, SailPoint's IdentityNow platform uses Al to streamline access certifications
and provide intelligent recommendations. Similarly, Saviynt leverages machine learning to

identify risky access combinations and automate compliance controls.

4.3.3 Chatbots and Virtual Assistants

Some IAM vendors are developing Al-powered chatbots and virtual assistants to improve

the user experience. These tools can help with tasks like:
o Password resets
e Account unlocking

e Access requests
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e Policy questions

For example, Avatier's Identity Anywhere includes an Al chatbot that can handle common
IAM tasks through natural language interaction. As conversational Al improves, we can
expect to see more sophisticated virtual IAM assistants emerge.

4.3.4 Predictive Analytics

Al and machine learning are enabling more advanced predictive analytics capabilities within

IAM platforms. This allows organizations to:
o Forecast future access needs
« Predict potential security risks
e Model the impact of policy changes
e Optimize provisioning processes

One example is Oracle's Identity Governance, which uses machine learning for predictive

role mining and access pattern analysis.

4.4 Ethical Considerations in Al-powered IAM

The integration of Al into IAM systems represents a profound shift in how we conceptualize
and manage digital identities. This convergence of Al and IAM not only pushes the
boundaries of technological capabilities but also forces us to grapple with fundamental

questions about identity, privacy, autonomy, and the nature of trust in the digital age [40].

Integration of Al in IAM systems introduces new ethical challenges, particularly regarding
the potential for Al-powered deception and the overconfidence in detecting such deception.
The Identity Security Threat Landscape (2024) report highlights a concerning discrepancy,
while nearly 75% of C-level executives are completely confident that their employees can
identify deepfakes of their leaders, cybersecurity professionals and other practitioners are
significantly less certain [1]. This perception gap raises ethical questions about
organizational readiness for Al-powered threats and the potential consequences of

overconfidence. The report also indicates that 93% of organizations expect negative impacts
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from Al-powered tools in the next 12 months, including Al-powered malware and phishing.
This widespread concern underscores the dual nature of Al in cybersecurity - as both a
powerful defensive tool and a potential vector for sophisticated attacks. Ethical
considerations must therefore extend beyond the implementation of Al-powered 1AM
systems to include the broader implications of Al in the cybersecurity landscape, including
the potential for Al to be used maliciously and the ethical responsibilities of organizations

in preparing for and responding to such threats.

IAM is about verifying and managing who we are in the digital realm. As Al takes on an
increasingly central role in this process, we must confront the philosophical implications of
delegating such a crucial aspect of our identity to artificial systems. Are we, in essence,

allowing Al to become the arbiter of our digital selves?

One of the most pressing ethical concerns is the potential for Al bias in IAM systems. Al
models, trained on historical data, may perpetuate or even amplify existing societal biases,
leading to unfair access decisions [61]. This raises questions of justice and equality: How
can we ensure that Al-powered IAM systems do not become instruments of digital
discrimination? The challenge lies not just in technical solutions, but in recognizing and

addressing the deeply ingrained biases that exist in our societies and institutions.

Privacy considerations take on new dimensions in the context of Al-powered IAM. These
systems often rely on vast amounts of personal data to function effectively, including
behavioural patterns and biometric information [62]. This level of intimate knowledge about
individuals, held by Al systems, prompts us to reconsider the boundaries of personal privacy.
We must ask ourselves: At what point does the pursuit of security through Al-powered IAM
infringe upon our fundamental right to privacy? The ethical framework of "privacy by

design" becomes not just a best practice, but a moral imperative [63].

The concept of informed consent also becomes more complex in this landscape. As Al
systems become more sophisticated in their data collection and analysis, can users truly
understand the extent of what they're agreeing to when they consent to use these systems?
This leads us to consider the ethics of transparency and explainability in Al-powered 1AM
[64]. If an Al system denies access or flags an account for suspicious activity, do we have

an ethical obligation to provide a clear, understandable explanation to the affected user?
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Another critical ethical consideration is the potential for Al-powered IAM systems to be
used as tools of surveillance and control. While these systems can enhance security, they
also have the potential to be misused by authoritarian regimes or overzealous corporations
[65]. We must carefully consider the balance between security and liberty and establish
ethical guidelines to prevent the misuse of these powerful technologies.

The automation of access decisions by Al systems also raises questions about human
autonomy and dignity. As we delegate more decision-making power to Al, we must consider
the ethical implications of removing human judgment from processes that can significantly
impact individuals' lives [66]. There's a risk of creating a digital environment where human

agency is diminished, and individuals feel powerless against the decisions of Al systems.

Moreover, the global nature of digital identities forces us to confront questions of cultural
relativism in Al-powered IAM. Ethical norms around privacy, identity, and access vary
significantly across cultures [67]. How can we design Al systems that respect these cultural

differences while maintaining a coherent global standard for digital identity management?

As we navigate these ethical challenges, it's crucial to establish robust governance
frameworks for Al in IAM. These frameworks should not only address technical standards
but also incorporate ethical principles that prioritize human rights, dignity, and autonomy
[22]. Regular ethical audits of Al-powered IAM systems should be mandated, with a focus

on fairness, transparency, and accountability.

The ethical considerations surrounding Al-powered 1AM are complex and multifaceted.
They touch on fundamental questions of identity, privacy, fairness, and human autonomy in
the digital age. As we continue to advance these technologies, it's imperative that we engage
in ongoing ethical reflection and dialogue. We must strive to create Al-powered systems that
not only enhance security and efficiency but also uphold human dignity, protect individual
rights, and contribute to a more just and equitable digital society [68]. The ultimate goal
should be to harness the power of Al in IAM to augment, rather than diminish, our human

capacities and values.
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5 Conclusions

The synthesis of findings reveals a dual nature to Al's impact on IAM. On one hand, Al
offers unprecedented opportunities for enhanced security and efficiency. Behavioural
biometrics and adaptive authentication mechanisms are improving security postures, while
intelligent authorization and automated administration streamline operations. Advanced Al-

driven auditing capabilities are bolstering compliance efforts and anomaly detection.

On the other hand, research uncovered significant challenges. Privacy concerns stemming
from extensive data collection, ethical considerations around fair and unbiased Al decisions,
and technical complexities in integration and scalability all pose substantial hurdles. A
notable skills gap in Al and IAM expertise potentially hinders effective implementation and
maintenance of these advanced systems.

For 1AM professionals and organizations, these findings have profound practical
implications. Investment in Al skills development is crucial, as is the adoption of a phased
implementation approach to manage transition risks. Developing comprehensive ethical
guidelines for Al use in IAM is essential, as is implementing robust monitoring processes to
ensure ongoing effectiveness and compliance. Cross-functional collaboration between 1AM,

Al, legal, and ethics teams will be pivotal in addressing the multifaceted challenges ahead.

It's important to acknowledge the limitations of this study. The rapid pace of Al evolution
means some findings may have a limited shelf life. The relative novelty of Al in 1AM
resulted in limited long-term empirical data for analysis. Additionally, while we strived for

breadth, the focus on general trends may not capture all industry-specific nuances.
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5.1 Addressing Research Questions

RQ1: How will Al technologies change 1AM solutions and services?

Al technologies are fundamentally transforming IAM solutions and services across multiple
platforms. These include behavioural biometrics and continuous authentication, as
highlighted by Li et al. [32], which allow systems to verify user identities based on their
unique patterns of behaviour. Al facilitates risk-based authentication, dynamically adjusting
security requirements in real-time based on contextual factors [59].

In terms of authorization, Hu describes [51] how Al enables dynamic, context-aware access
controls that adapt to user behavior and environmental factors. This represents a significant
shift from traditional static access models. Al also automates role mining and access
suggestions based on user attributes and historical data, as demonstrated by Molloy et al
[50]. This capability extends to predictive analysis of access needs, streamlining the process

of access requests and reducing the risk of excessive privileges [28].

Al is also streamlining IAM administration processes. Bertino and Takahashi discuss [52]
how Al can automate user provisioning and de-provisioning based on analysis of roles and
attributes. Al-powered chatbots are increasingly handling common IAM tasks and queries,
improving user experience and reducing the workload on IT support teams [33]. Moreover,
Al enables more intelligent user profile management based on behavior analysis, providing

a more nuanced understanding of user needs and access patterns [32].

Ahmed et al. highlight [27] Al's ability to detect real-time anomalies in user behavior and
access patterns, significantly improving threat detection. Al also facilitates automated
compliance monitoring and reporting, as discussed by Bhatt et al. [12], ensuring
organizations can quickly respond to potential compliance risks. Additionally, predictive
analytics powered by Al help identify potential security risks before they materialize [17].
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RQ2: What are the specific security and privacy challenges introduced by Al-powered

IAM systems, and how can these be effectively mitigated?

Al systems require vast amounts of user data to function effectively, which raises important
privacy considerations. To mitigate this, organizations need to implement privacy-
preserving Al techniques and adhere strictly to data protection regulations such as GDPR
[62].

Another challenge lies in the vulnerabilities of Al models themselves. As Papernot et al.
point out [69], Al models can be susceptible to adversarial attacks, where malicious actors

manipulate input data to deceive the Al system

RQ3: What are the primary technical, organizational, and ethical challenges in
implementing and maintaining Al-driven 1AM solutions, and how can organizations

overcome these obstacles?

From a technical standpoint, organizations often struggle with integrating Al systems into
existing 1AM infrastructure, ensuring scalability, and maintaining performance as data
volumes grow. To overcome these obstacles, organizations should consider adopting a
phased implementation approach, investing in robust infrastructure, and implementing

continuous learning mechanisms for their Al models. [19]

Organizational challenges primarily revolve around the skill gap in Al and 1AM expertise,
resistance to change from traditional IAM practices, and the delicate balance between
automation and human oversight. Addressing these issues requires a concerted effort to
invest in training and upskilling programs, foster a culture of innovation, and develop clear

guidelines for human-Al collaboration in IAM processes. [29]

Ethical challenges in Al-driven 1AM are particularly complex. Ensuring fairness and non-
discrimination in Al-driven decisions, maintaining transparency in Al-driven processes, and
addressing potential job displacement due to automation are critical concerns. Organizations
can tackle these challenges by developing comprehensive ethical guidelines for Al use in
IAM, implementing regular ethical audits, and focusing on reskilling employees for higher-

value tasks that complement Al capabilities. [68], [40]



50

5.2 Future Directions

Looking to the future, several promising avenues for research emerge. Longitudinal studies
assessing the long-term impact of Al on IAM effectiveness and user behaviour will be
crucial. Investigations into privacy-preserving machine learning techniques and methods for
making Al-driven IAM decisions more explainable are urgently needed. Research on
enhancing Al resilience against adversarial attacks in 1AM contexts could significantly
bolster security. Exploring the effects of diverse cultural and regulatory environments on Al
implementation in IAM will be valuable for global organizations. Finally, as quantum
computing advances, examining its potential impacts on Al-powered 1AM systems,

particularly in cryptography and authentication, could prove revolutionary.

The findings from the Identity Security Threat Landscape 2024 report [1] underscore the
urgency and relevance of this research. With 93% of organizations suffering two or more
identity-related breaches in the past year, the need for more robust, Al-powered 1AM
solutions is clear. The report's revelation that machine identities are the primary driver of
identity growth aligns with our findings on the increasing complexity of IAM and the
potential for Al to manage this complexity.

Future research should focus on several key areas highlighted by current trends:

1. Addressing data privacy concerns: ML-based IAM systems often require large
amounts of sensitive user data. More research is needed on privacy-preserving ML
techniques that can protect user data while still enabling effective authentication and

access control.

2. Al-Powered Threat Detection: With 99% of organisations responding to CyberArk's
threat landscape report using Al-powered cybersecurity tools, there's a need for
research into more advanced Al algorithms to detect and mitigate emerging threats,

particularly Al-generated attacks such as deepfakes. [1]

3. Balancing security and usability: Finding the right tradeoff between stringent
security and user convenience in ML-based IAM systems is an ongoing challenge.
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4. Ethical Al: The perception gap in identifying Al-generated threats, as highlighted in
the report, calls for research into ethical frameworks for Al implementation in 1AM,

including methods to increase transparency and reduce bias.

5. Adaptive Authentication: With the trend towards passwordless authentication,
research into Al-driven adaptive authentication methods that can balance security

and user experience is needed. [1]

These research directions align with the evolving landscape of identity security and the

increasing role of Al in addressing complex cybersecurity challenges.

Al stands ready to fundamentally transform 1AM, offering opportunities for enhanced
security, improved user experience, and operational efficiency. However, realizing these
benefits will require careful navigation of technical, ethical, and organizational challenges.
As the fields of Al and IAM continue to evolve, ongoing research and adaptive strategies
will be crucial for organizations to effectively leverage these technologies while maintaining
robust security and upholding ethical standards. The future of IAM lies at the intersection of
human expertise and artificial intelligence, promising a more secure and efficient digital

landscape.

References

[1] CyberArk, “Identity Security Threat Landscape 2024 Report,” CyberArk. [Online]. Available:
https://www.cyberark.com/resources/ebooks/identity-security-threat-landscape-2024-
report

[2] “Trends in Securing Digital Identities,” Identity Defined Security Alliance. Accessed: Mar. 19,
2024. [Online]. Available: https://www.idsalliance.org/white-paper/2023-trends-in-securing-
digital-identities/

[3] “Trends in Securing Digital Identities,” Identity Defined Security Alliance. Accessed: Mar. 14,
2024. [Online]. Available: https://www.idsalliance.org/white-paper/2022-trends-in-securing-
digital-identities/

[4] K. Petersen, S. Vakkalanka, and L. Kuzniarz, “Guidelines for conducting systematic mapping
studies in software engineering: An update,” Inf. Softw. Technol., vol. 64, pp. 1-18, Aug.
2015, doi: 10.1016/j.infsof.2015.03.007.

[5] A.lJgsangandS. Pope, “User Centric Identity Management,” 2005. Accessed: Aug. 02, 2024.
[Online]. Available: https://www.semanticscholar.org/paper/User-Centric-ldentity-
Management-J%C3%B8sang-Pope/58c591293f05bb21aa19d71990dbdda642fbf99a



(6]

[7]
(8]

[9]
[10]
[11]

[12]

[13]

[14]

[15]

[16]

[17]

[18]

[19]

[20]

[21]

[22]

[23]

52

M. Uddin and D. Preston, “Systematic Review of Identity Access Management in Information
Security,” J. Adv. Comput. Netw., vol. 3, no. 2, pp. 150-156, 2015, doi:
10.7763/JACN.2015.V3.158.

D. R. Kuhn, E. J. Coyne, and T. R. Weil, “Adding Attributes to Role-Based Access Control,”
Computer, vol. 43, no. 6, pp. 79-81, Jun. 2010, doi: 10.1109/MC.2010.155.

C. Singh, R. Thakkar, and J. Warraich, “IAM Identity Access Management—Importance in
Maintaining Security Systems within Organizations,” Eur. J. Eng. Technol. Res., vol. 8, no. 4,
Art. no. 4, Aug. 2023, doi: 10.24018/ejeng.2023.8.4.3074.

L. O’Gorman, “Comparing passwords, tokens, and biometrics for user authentication,” Proc.
IEEE, vol. 91, no. 12, pp. 2021-2040, Dec. 2003, doi: 10.1109/JPROC.2003.819611.

R. S. Sandhu, E. J. Coyne, H. L. Feinstein, and C. E. Youman, “Role-based access control
models,” Comput. Long Beach Calif, vol. 29, no. 2, pp. 38—47, 1996, doi: 10.1109/2.485845.
“NIST,” in 2014 IT Professional Conference, May 2014, pp. 1-10. doi:
10.1109/1TPR0O.2014.7029297.

S. Bhatt, T. K. Pham, M. Gupta, J. Benson, J. Park, and R. Sandhu, “Attribute-Based Access
Control for AWS Internet of Things and Secure Industries of the Future,” IEEE Access, vol. 9,
pp. 107200107223, 2021, doi: 10.1109/ACCESS.2021.3101218.

S. Aboukadri, A. Quaddah, and A. Mezrioui, “Machine learning in identity and access
management systems: Survey and deep dive,” Comput. Secur., vol. 139, p. 103729, Apr.
2024, doi: 10.1016/j.cose.2024.103729.

A. L. Buczak and E. Guven, “A Survey of Data Mining and Machine Learning Methods for
Cyber Security Intrusion Detection,” IEEE Commun. Surv. Tutor., vol. 18, no. 2, pp. 1153—
1176, 2016, doi: 10.1109/COMST.2015.2494502.

K. Mahajan, B. Madhavidevi, B. R. Supreeth, N. V. S. SreeRathna Lakshmi, K. Joshi, and S.
Bavankumar, “Detecting and Responding to Cloud Security Incidents based on Al and
Forensic Approach,” IEEE, 2023, pp. 1-6. doi: 10.1109/ICSES60034.2023.10465380.

M. Shashanka, M.-Y. Shen, and J. Wang, “User and entity behavior analytics for enterprise
security,” in 2016 IEEE International Conference on Big Data (Big Data), Dec. 2016, pp.
1867-1874. doi: 10.1109/BigData.2016.7840805.

Y. Shen, E. Mariconti, P. A. Vervier, and G. Stringhini, “Tiresias: Predicting Security Events
Through Deep Learning,” in Proceedings of the 2018 ACM SIGSAC Conference on Computer
and Communications Security, Toronto Canada: ACM, Oct. 2018, pp. 592-605. doi:
10.1145/3243734.3243811.

J. Zhao, Q. Yan, J. Li, M. Shao, Z. He, and B. Li, “TIMiner: Automatically extracting and
analyzing categorized cyber threat intelligence from social data,” Comput. Secur., vol. 95, p.
101867, Aug. 2020, doi: 10.1016/j.cose.2020.101867.

S. Padhiar and R. Patel, “Outside the Closed World: On Using Machine Learning for Network
Intrusion Detection,” in ICT for Intelligent Systems, ). Choudrie, P. N. Mahalle, T. Perumal,
and A. Joshi, Eds., Singapore: Springer Nature, 2023, pp. 265-270. doi: 10.1007/978-981-99-
3982-4_23.

D. Gunning, M. Stefik, J. Choi, T. Miller, S. Stumpf, and G.-Z. Yang, “XAl—Explainable artificial
intelligence,” Sci. Robot., vol. 4, no. 37, p. eaay7120, Dec. 2019, doi:
10.1126/scirobotics.aay7120.

S. John, E. Noma-Osaghae, F. Olajide, and K. Okokpujie, “Cybersecurity Education: The Skills
Gap, Hurdle!,” 2020, pp. 361-376. doi: 10.1007/978-3-030-50244-7_18.

L. Floridi et al., “Al4People—An Ethical Framework for a Good Al Society: Opportunities,
Risks, Principles, and Recommendations,” Minds Mach., vol. 28, no. 4, pp. 689-707, Dec.
2018, doi: 10.1007/s11023-018-9482-5.

C.S. Eze and L. Shamir, “Analysis and Prevention of Al-Based Phishing Email Attacks,”
Electronics, vol. 13, no. 10, Art. no. 10, Jan. 2024, doi: 10.3390/electronics13101839.



[24]

[25]

[26]

[27]

[28]

[29]

[30]

[31]

[32]

[33]

[34]

[35]

[36]

[37]

[38]

[39]

53

A. Chakraborty, A. Biswas, and A. K. Khan, “Artificial Intelligence for Cybersecurity: Threats,
Attacks and Mitigation,” in Artificial Intelligence for Societal Issues, A. Biswas, V. B. Semwal,
and D. Singh, Eds., Cham: Springer International Publishing, 2023, pp. 3-25. doi:
10.1007/978-3-031-12419-8 1.

R. M. Pramila, M. Misbahuddin, and S. Shukla, “A Survey on Adaptive Authentication Using
Machine Learning Techniques,” in Data Science and Security, S. Shukla, X.-Z. Gao, J. V.
Kureethara, and D. Mishra, Eds., Singapore: Springer Nature, 2022, pp. 317-335. doi:
10.1007/978-981-19-2211-4_28.

K. Xu, Y. Guo, L. Guo, Y. Fang, and X. Li, “My Privacy My Decision: Control of Photo Sharing
on Online Social Networks,” IEEE Trans. Dependable Secure Comput., vol. 14, no. 2, pp. 199-
210, Mar. 2017, doi: 10.1109/TDSC.2015.2443795.

M. Ahmed, A. Naser Mahmood, and J. Hu, “A survey of network anomaly detection
techniques,” J. Netw. Comput. Appl., vol. 60, pp. 19-31, 2016, doi:
10.1016/j.jnca.2015.11.016.

Q. Ni, E. Bertino, and J. Lobo, “Risk-based access control systems built on fuzzy inferences,”
in Proceedings of the 5th ACM Symposium on Information, Computer and Communications
Security, Beijing China: ACM, Apr. 2010, pp. 250-260. doi: 10.1145/1755688.1755719.

S. Bauer, E. W. N. Bernroider, and K. Chudzikowski, “Prevention is better than cure!
Designing information security awareness programs to overcome users’ non-compliance
with information security policies in banks,” Comput. Secur., vol. 68, pp. 145-159, Jul. 2017,
doi: 10.1016/j.cose.2017.04.009.

M. Alohaly, H. Takabi, and E. Blanco, “Automated extraction of attributes from natural
language attribute-based access control (ABAC) Policies,” Cybersecurity, vol. 2, no. 1, p. 2,
Jan. 2019, doi: 10.1186/s42400-018-0019-2.

A. Rattani and R. Derakhshani, “A Survey Of mobile face biometrics,” Comput. Electr. Eng.,
vol. 72, pp. 39-52, Nov. 2018, doi: 10.1016/j.compeleceng.2018.09.005.

F. Li, N. Clarke, M. Papadaki, and P. Dowland, “Active authentication for mobile devices
utilising behaviour profiling,” Int. J. Inf. Secur., vol. 13, no. 3, pp. 229-244, Jun. 2014, doi:
10.1007/s10207-013-0209-6.

D. Pillai and S. R. Nalamwar, “Healthcare Chatbot using Natural Language Processing,” vol.
13, no. 2231, 2024.

S. Soltani, S. A. H. Seno, M. Nezhadkamali, and R. Budiarto, “A survey on real world botnets
and detection mechanisms,” Int. J. Inf. Netw. Secur., vol. 3, no. 2, pp. 116127, 2014, doi:
10.11591/ijins.v3i2.6231.

N. Papernot, P. McDaniel, A. Sinha, and M. P. Wellman, “SoK: Security and Privacy in
Machine Learning,” in 2018 IEEE European Symposium on Security and Privacy (EuroS&P),
Apr. 2018, pp. 399-414. doi: 10.1109/EuroSP.2018.00035.

H. G. Kayacik, M. Just, L. Baillie, D. Aspinall, and N. Micallef, “Data Driven Authentication: On
the Effectiveness of User Behaviour Modelling with Mobile Device Sensors,” arXiv.org, Oct.
2014, Accessed: Aug. 02, 2024. [Online]. Available:
https://www.proquest.com/docview/2084765788?parentSessionld=SI%2FQRDya32uko7Hk
BtrQZ6MtcBbp50FA6g0HZSIXTbM%3D&pqg-origsite=primo&sourcetype=Working%20Papers
F. M. Syed and F. K. E. S, “The Impact of Al on IAM Audits in Healthcare,” Int. J. Mach. Learn.
Res. Cybersecurity Artif. Intell., vol. 14, no. 1, Art. no. 1, Apr. 2023.

J. E. (Hans) Korteling, G. van de Boer-Visschedijk, R. Blankendaal, R. Boonekamp, and A.
Eikelboom, “Human- versus Artificial Intelligence,” Front. Artif. Intell., vol. 4, p. 622364, Mar.
2021, doi: 10.3389/frai.2021.622364.

K. Kim and H. C. Tanuwidjaja, Privacy-Preserving Deep Learning: A Comprehensive Survey. in
SpringerBriefs on Cyber Security Systems and Networks. Singapore: Springer, 2021. doi:
10.1007/978-981-16-3764-3.



[40]

[41]

[42]

[43]

[44]

[45]

[46]

[47]

[48]

[49]

[50]

[51]

[52]

(53]

[54]

[55]

[56]

54

L. Floridi and J. Cowls, “A Unified Framework of Five Principles for Al in Society,” Harv. Data
Sci. Rev., Jun. 2019, doi: 10.1162/99608f92.8cd550d1.

J. Lin, W. Yu, N. Zhang, X. Yang, H. Zhang, and W. Zhao, “A Survey on Internet of Things:
Architecture, Enabling Technologies, Security and Privacy, and Applications,” IEEE Internet
Things J., vol. 4, no. 5, pp. 1125-1142, Oct. 2017, doi: 10.1109/JI0T.2017.2683200.

P. A. Grassi, M. E. Garcia, and J. L. Fenton, “Digital identity guidelines: revision 3,” National
Institute of Standards and Technology, Gaithersburg, MD, NIST SP 800-63-3, Jun. 2017. doi:
10.6028/NIST.SP.800-63-3.

M. Ghoreishi and A. Happonen, “New promises Al brings into circular economy accelerated
product design: a review on supporting literature,” E3S Web Conf., vol. 158, p. 06002, 2020,
doi: 10.1051/e3sconf/202015806002.

Akitra, “The Impact Of Generative Al On Identity And Access Management,” Medium.
Accessed: Aug. 06, 2024. [Online]. Available: https://medium.com/@akitrablog/the-impact-
of-generative-ai-on-identity-and-access-management-5d4ee8b70a93

J. H. L. Hansen and T. Hasan, “Speaker Recognition by Machines and Humans: A tutorial
review,” IEEE Signal Process. Mag., vol. 32, no. 6, pp. 74-99, Nov. 2015, doi:
10.1109/MSP.2015.2462851.

K. Niinuma, U. Park, and A. K. Jain, “Soft Biometric Traits for Continuous User
Authentication,” IEEE Trans. Inf. Forensics Secur., vol. 5, no. 4, pp. 771-780, Dec. 2010, doi:
10.1109/TIFS.2010.2075927.

S. Wiefling, L. L. lacono, and M. Diirmuth, “Is This Really You? An Empirical Study on Risk-
Based Authentication Applied in the Wild,” arXiv.org, Mar. 2020, doi: 10.1007/978-3-030-
22312-0_10.

D. F. Ferraiolo, R. Sandhu, S. Gavrila, D. R. Kuhn, and R. Chandramouli, “Proposed NIST
standard for role-based access control,” ACM Trans Inf Syst Secur, vol. 4, no. 3, pp. 224-274,
Aug. 2001, doi: 10.1145/501978.501980.

M. Frank, J. M. Buhmann, and D. Basin, “On the definition of role mining,” in Proceedings of
the 15th ACM symposium on Access control models and technologies, in SACMAT '10. New
York, NY, USA: Association for Computing Machinery, Jun. 2010, pp. 35—44. doi:
10.1145/1809842.1809851.

I. Molloy et al., “Mining Roles with Multiple Objectives,” ACM Trans Inf Syst Secur, vol. 13,
no. 4, p. 36:1-36:35, Dec. 2010, doi: 10.1145/1880022.1880030.

V. C. Hu, Attribute-Based Access Control. Norwood, UNITED STATES: Artech House, 2017.
Accessed: Aug. 04, 2024. [Online]. Available:
http://ebookcentral.proquest.com/lib/lut/detail.action?doclD=5430722

E. Bertino and K. Takahashi, Identity Management: Concepts, Technologies, and Systems.
USA: Artech House, Inc., 2010.

M. Hummer, M. Kunz, M. Netter, L. Fuchs, and G. Pernul, “Adaptive identity and access
management—contextual data based policies,” EURASIP J. Inf. Secur., vol. 2016, no. 1, Art.
no. 1, Dec. 2016, doi: 10.1186/s13635-016-0043-2.

A. Jgsang, “ldentity management and trusted interaction in Internet and mobile computing,’
IET Inf. Secur., vol. 8, no. 2, pp. 67—79, 2014, doi: 10.1049/iet-ifs.2012.0133.

A. Tewari and B. B. Gupta, “Security, privacy and trust of different layers in Internet-of-
Things (loTs) framework,” Future Gener. Comput. Syst., vol. 108, pp. 909-920, Jul. 2020, doi:
10.1016/j.future.2018.04.027.

A. Abdallah, A. Alkaabi, G. Alameri, S. Rafique, N. Musa, and T. Murugan, “Cloud Network
Anomaly Detection Using Machine and Deep Learning Techniques - Recent Research
Advancements,” IEEE Access, vol. PP, pp. 1-1, Jan. 2024, doi:
10.1109/ACCESS.2024.3390844.

4



[57]

[58]

[59]

[60]

[61]

[62]

[63]
[64]

[65]

[66]

[67]

[68]

[69]

55

S. Sicari, A. Rizzardi, L. A. Grieco, and A. Coen-Porisini, “Security, privacy and trust in Internet
of Things: The road ahead,” Comput. Netw., vol. 76, pp. 146—164, Jan. 2015, doi:
10.1016/j.comnet.2014.11.008.

D. Basin, S. Debois, and T. Hildebrandt, “On Purpose and by Necessity: Compliance Under
the GDPR,” in Financial Cryptography and Data Security, S. Meiklejohn and K. Sako, Eds.,
Berlin, Heidelberg: Springer, 2018, pp. 20-37. doi: 10.1007/978-3-662-58387-6_2.

F. Feng, K.-C. Li, J. Shen, Q. Zhou, and X. Yang, “Using Cost-Sensitive Learning and Feature
Selection Algorithms to Improve the Performance of Imbalanced Classification,” IEEE Access,
vol. 8, pp. 69979-69996, 2020, doi: 10.1109/ACCESS.2020.2987364.

E. Hechler, M. Oberhofer, and T. Schaeck, “Al and Governance,” in Deploying Al in the
Enterprise: IT Approaches for Design, DevOps, Governance, Change Management,
Blockchain, and Quantum Computing, E. Hechler, M. Oberhofer, and T. Schaeck, Eds.,
Berkeley, CA: Apress, 2020, pp. 165-211. doi: 10.1007/978-1-4842-6206-1_8.

N. Mehrabi, F. Morstatter, N. Saxena, K. Lerman, and A. Galstyan, “A Survey on Bias and
Fairness in Machine Learning,” ACM Comput Surv, vol. 54, no. 6, p. 115:1-115:35, Jul. 2021,
doi: 10.1145/3457607.

C. Tikkinen-Piri, A. Rohunen, and J. Markkula, “EU General Data Protection Regulation:
Changes and implications for personal data collecting companies,” Comput. Law Secur. Rev.,
vol. 34, no. 1, pp. 134-153, Feb. 2018, doi: 10.1016/j.clsr.2017.05.015.

A. Cavoukian, “Privacy by Design The 7 Foundational Principles,” 2009.

S. Wachter, B. Mittelstadt, and L. Floridi, “Why a Right to Explanation of Automated
Decision-Making Does Not Exist in the General Data Protection Regulation,” Int. Data Priv.
Law, vol. 7, no. 2, pp. 76—99, May 2017, doi: 10.1093/idpl/ipx005.

A. Kapadia, “All that is solid melts into code: The age of surveillance capitalism: The fight for
a human future at the new frontier of power, by Shoshan Zuboff, New York, NY, Public
Affairs, 2019, e-book.,” Econ. Soc., vol. 49, no. 2, pp. 329-344, Apr. 2020, doi:
10.1080/03085147.2020.1745428.

A. N. Institute, “Al Now 2018 Report,” Al Now Institute. Accessed: Aug. 05, 2024. [Online].
Available: https://ainowinstitute.org/publication/ai-now-2018-report-2

R. Capurro and J. Diaz Nafria, “Intercultural information ethics,” in Glossarium BITri: Glossary
of Concepts, Metaphors, Theories and Problems Concerning Information, 2010, pp. 329-336.
V. Dignum, Responsible Artificial Intelligence: How to Develop and Use Al in a Responsible
Way. in Artificial Intelligence: Foundations, Theory, and Algorithms. Cham: Springer
International Publishing, 2019. doi: 10.1007/978-3-030-30371-6.

N. Papernot, P. McDaniel, S. Jha, M. Fredrikson, Z. B. Celik, and A. Swami, “The Limitations of
Deep Learning in Adversarial Settings,” in 2016 IEEE European Symposium on Security and
Privacy (EuroS&P), Mar. 2016, pp. 372—387. doi: 10.1109/EuroSP.2016.36.



